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Abstract 

A common problem in systems handling user interaction was the risk for fraudulent 
behaviour. As an example, in a system with credit card transactions it could have been a 
person using a another user's account for purchases, or in a system with advertisment it 
could be bots clicking on ads. These malicious attacks were often disguised as normal 
interactions and could be difficult to detect. It was especially challenging when working 
with datasets that did not contain so called labels, which showed if the data point was 
fraudulent or not. This meant that there were no data that had previously been classified 
as fraud, which in turn made it difficult to develop an algorithm that could distinguish 
between normal and fraudulent behavior.  
 
In this thesis, the area of anomaly detection was explored with the intent of detecting 
fraudulent behavior without labeled data. Three neural network based prototypes were 
developed in this study. All three prototypes were some sort of variation of autoencoders. 
The first prototype which served as a baseline was a simple three layer autoencoder, the 
second prototype was a novel autoencoder which was called stacked autoencoder, the 
third prototype was a variational autoencoder. The prototypes were then trained and 
evaluated on two different datasets which both contained non fraudulent and fraudulent 
data. In this study it was found that the proposed stacked autoencoder architecture 
achieved better performance scores in recall, accuracy and NPV in the tests that were 
designed to simulate a real world scenario. 
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Sammanfattning 

Ett vanligt problem med användares interaktioner i ett system var risken för bedrägeri. För 
ett system som hanterarade dataset med kreditkortstransaktioner så kunde ett exempel 
vara att en person använde en annans identitet för kortköp, eller i system som hanterade 
reklam så skulle det kunna ha varit en automatiserad mjukvara som simulerade 
interaktioner. Dessa attacker var ofta maskerade som normala interaktioner och kunde 
därmed vara svåra att upptäcka. Inom dataset som inte har korrekt märkt data så skulle 
det vara speciellt svårt att utveckla en algoritm som kan skilja på om interaktionen var 
avvikande eller inte. 

I denna avhandling så utforskas ämnet att upptäcka anomalier i dataset utan specifik data 
som tyder på att det var bedrägeri. Tre prototyper av neurala nätverk användes i denna 
studie som tränades och utvärderades på två dataset som innehöll både data som sade att 
det var bedrägeri och inte bedrägeri. Den första prototypen som fungerade som en bas var 
en simpel autoencoder med tre lager, den andra prototypen var en ny autoencoder som 
har fått namnet staplad autoencoder och den tredje prototypen var en variationell 
autoencoder. För denna studie så gav den föreslagna staplade autoencodern bäst resultat 
för återkallelse, noggrannhet och NPV i de test som var designade att efterlikna ett verkligt 
scenario. 

Nyckelord 
Anomali detektering, bedrägeri detektering, oövervakad maskininlärning, 
autoencoder 
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1 Introduction 

1.1 Problem 
By studying data collected in a system it is possible to perform a behavioristic analysis to 
detect anomalies. If that data collected is of human interactions with the system it is 
possible to detect outliers with malicious intent. Due to this, anomaly detections has 
become a relevant topic in fields such as fraud detection and intrusion detection. An 
application for fraud detection is the ability to detect fraud in credit card transactions. 
Systems with credit card transactions are commonly subjected to fraud. Therefore, 
accurately detecting fraudulent behavior by analysing data could help prevent both 
consumers and companies from being targeted by such attacks. 
 

It has been proven that applying different machine learning techniques for detecting fraud 
can solve the problem to a certain degree with the best results being achieved by 
supervised learning. The problem that exist with supervised learning is that it requires 
labeled data with both non fraudulent and fraudulent behavior in order to train a model. 
Obtaining said labeled data is problematic, if it was possible to already label the data a 
machine learning model would not be needed for classification. This means that the labels 
would have to be manually produced before the training process, and when thousands of 
thousands of cases has to be examined in order to do so it becomes a tedious and time 
consuming task.  
 

In this paper we present an approach for combining unsupervised and supervised learning 
in order to solve both the problem of unlabeled data and the lacking performance from only 
using unsupervised learning. The main concept is to utilize unsupervised learning in order 
to get a rough estimation of whether or not a transaction is fraudulent. Based on this 
estimation and a threshold, a new labeled dataset can be created in order to train with 
supervised learning. Furthermore, different models based on unsupervised learning 
techniques will be developed and compared. 

1.2 Goals 
The main goal of this thesis is to solve the problem with using machine learning for datasets 
lacking labels, more specifically this thesis focuses on fraud detection. To solve the problem 
we propose multiple approaches that uses unsupervised learning. To achieve this the 
following subgoals were devised.  

1. Construct multiple unsupervised learning architectures to use for fraud detection. 
2. Develop a novel stacked autoencoder, which is a neural network based encoding 

and decoding method, prototype with input modifications. 
3. Train said architectures on detecting fraud in two different types of scenarios. 
4. Produce a classification algorithm with a threshold that can be used for all prototypes. 
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5. Achieve a high negative predictive value (low amount of false negatives as compared 
to true negatives) rather than high accuracy. This goal was set due to the fact that a 
high accuracy would not have been a good representation of the models 
performance in a real world test. Furthermore, it became apparent early that the 
unsupervised methods used would not surpass its supervised equivalent. Instead, it 
could be used to lessen the work required to create labels in the future.  

1.3 Delimitations 
The following delimitations are set for this thesis: 

1. The machine learning method will only be able to classify two patterns, in order to 
make the development and evaluation of each model less complex, these pattern 
are: 

a. Normal 
b. Abnormal 
 
 

2. Due to the lack of access to labeled data which was needed for evaluating the 
prototypes two external datasets were used for the analysis, one based on credit 
card fraud and one based on fraudulent user interactions with ads. 

3. Only neural network based methods will be used for unsupervised learning for 
anomaly detection, this delimitations was partly set due to time constraints and partly 
because of all the related work that had been done in comparing other methods. 

4. Configuration of some parameters will be based on previous work to minimize the 
time spent on optimisation. 
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2 Theory and Background  

This chapter presents related works within anomaly detection, in particular fraud detection 
with the help of machine learning. It will also give a brief introduction to two learning methods 
and how an artificial neural network works.  

2.1 Related Works 
A lot of work had previously been done within the field of anomaly detection and fraud 
detection. An anomaly refers to when something substantially vaires from the norm and 
detecting such outliers in data is called anomaly detection [1]. Fraud detection, due to its 
nature, tends to coincide with anomaly detection. An anomaly in fraud detection would be a 
fraud in a dataset containing mostly non fraudulent entries. There are studies that focus on 
comparisons between different machine learning and data preprocessing techniques. In 
section 2.1.1, data preprocessing, data distribution and evaluation methods are presented. 
In this chapter it was shown that there was a large gap between the performance of 
unsupervised and supervised learning methods. This gap was problematic when only 
unsupervised methods could be used.   

2.1.1 Fraud Detection 
In a study performed by Rushin et al. [2] different machine learning techniques such as deep 
learning, logistic regression and gradient boosted trees (GBT) were compared in its ability 
to predict credit card fraud. In the study, a data preprocessing method was utilized which 
showed a significant improvement in the result. The data set contained millions of 
transactions which each contained 69 attributes. Every transaction did not always contain a 
value for each attribute, instead of removing empty attributes dummy values were 
implemented. Since fraudsters deliberately suppressed information during purchases there 
was information to gain from missing data. Furthermore, creating domain expertise features 
demonstrated an even greater improvement in the predictive accuracy of the models. The 
result of the study showed that deep learning outperformed the other techniques with GBT 
being a close second. A similar study done by Lin et al. [3] which also focused on fraud 
detection reached the same conclusion that neural networks outperformed other techniques. 

Bauder et al. [4] conducted a study on fraud in medicare. In the study many different 
machine learning techniques were analysed. All the techniques tested can be divided into 
three categories: supervised, unsupervised and hybrid. 
Bauder et al. also mentioned that only using one performance measurement was not a 
sufficient way of scoring models. Instead they used multiple performance measurement 
which helped to show difficulties in learning particular types of patterns. In the result it was 
clearly shown that only using one performance measurement technique would not have 
been enough. Each model got a similar score when measured by BACC, however, when 
the other methods were considered there was a difference between all models.  

Bauder et al. [4] also mentioned the problem of class imbalance. Since there was a 
significantly smaller amount of fraud compared to normal cases, when gathering a dataset 
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there will inherently be an imbalance. There were different ways of equalizing a dataset, 
most methods fall in to one of two categories, undersampling or oversampling. Bauder et al. 
conducted a comparison between two different methods. One which oversampled the 
minority class  in order to reach a balanced dataset. The second one was a type of 
undersampling where the class with majority was reduced until a 80/20 balance was 
reached. There was a clear distinction in the results between the two methods. 
Oversampling produced what Bauder et al. says to be a sort of noise which limits the abilities 
of the model. The 80/20 method did not produce the same noise and therefore achieved a 
much better result in the majority of the performance scores. Overall, supervised machine 
learning techniques surpassed hybrid and unsupervised training. Furthermore, deep neural 
network with a 80/20 dataset had the best results across the board. 

Adali et al. [5] presented an intrusion detection system using anomaly detection. In the study 
three different machine learning techniques were compared. In accordance with the 
previously mentioned studies neural networks outperform all other methods that were 
compared. Adali et al. [5] also raised a problem that existed when handling data before 
training. All the attributes in the data might not contain numbers but instead words for 
representing categories which a model would not be able to handle. A naive way of handling 
this problem was presented where value is represented by a digit number. While this might 
seem like it would produce the desired result Adali et al. points out that it would not work 
well with many machine learning models. Instead, a method for encoding the data was used 
called one-hot encoding in order to represent the values in a way proven to work well for 
training purposes. Feature selection was then applied by using a technique named 
information gain. This technique ranks each attribute by the factor of which it contributed 
information for classification purposes. The factor was retrieved by comparing the 
occurrence of values in each attribute of both fraud and non fraud. The data was then used 
to train three different types of machine learning techniques, naive Bayes, decision tree and 
multilayer perceptron (MLP) network. The MLP network had the highest validation accuracy 
of 99.47% with decision tree being a close second with 99.02%. 

2.1.2 Supervised vs Unsupervised for Fraud Detection 
As explained in 2.1.1 there existed many comparisons between different machine learning 
methods in fraud detection where most of them focused on supervised learning. A pattern 
that emerged from the related work was that unsupervised methods was lacking in 
performance when compared to supervised. Therefore, most studies focused on supervised 
methods which left many questions surrounding its counterpart. Due to the constraints of 
not using labeled data in this thesis it puts more focus on doing deeper research in the 
unexplored areas of unsupervised learning for fraud detection. 

2.1.3 Anomaly Detection using Autoencoder Networks  
An empirical study has shown detecting anomalies in a large-scale set of accounting data 
could be done by using autoencoder networks [6]. The architecture of the autoencoder that 
gave the best result of 19,71% had 17 hidden layers which were all symmetrical except one. 
The first hidden layer had 512 neurons and decreased by half for each hidden layer until it 
reached the middle layer which had 3 neurons and then started to increase by double for 



 
 
 
 

5  |  THEORY AND BACKGROUND 

each layer. The result of the study showed that using this method  could give a small but 
highly accurate set of anomalies for further manual inspection. In the future work section of 
the study it was explained that an evaluation of variational autoencoders could provide a 
similar result. It was also said there could be a more detailed study of the latent space 
representations learned by deep autoencoders. 

2.2 Artificial Neural Network 
Artificial neural networks (ANN) are based on the same concept as nervous systems in a 
living organism [7]. An artificial neuron often referred to as a node or perceptron can be 
interconnected with multiple perceptrons, much like synapses, in order to create a neural 
network. The main characteristics of a neural network is its ability to learn and adapt from 
experience, as well as providing a high fault tolerance. 

2.2.1 Perceptron 
A single perceptron is able to handle multiple inputs in order to produce a single output 
vector (net) [8]. This is done by multiplying the input vector (x) with the weight vector (w) 
then adding a bias vector (b) as shown in the equation: 

 𝑛𝑒𝑡 = (∑ 𝑤𝑖 ∙  𝑥𝑖

𝑛

𝑖=1

) + 𝑏 (1) 

  

The output from the equation can then be put through an activation function in order to limit 
the value within a reasonable range. The final output vector y is derived after applying the 
activation function as shown in the following equation: 

 𝑦 =  𝑓(𝑛𝑒𝑡) (2) 

These equations combined forms the basis for a single perceptron. Figure 2.1 shows an 
illustration of the artificial neuron. 

    
Figure 2.1: Single perceptron model with an activation function 
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2.2.2 Layers 
Multiple perceptrons combined form a layer. A layer can consist of two or more perceptrons. 
Layers can then be combined to form a network. The simplest version of a network consists 
of only one layer, this is known as a single-layer feedforward network [7, 8]. An illustration 
of a single-layer feedforward network is shown in figure 2.2. 

 
Figure 2.2: Single-layer feedforward network 

Any layer in between the input and the output layer are referred to as hidden layers [8]. A 
hidden layer can consist of any number of perceptrons and a network can consist of any 
number of hidden layers thus forming a multilayer perceptron network.  

 

2.2.3 Architecture 
N. Siddique et al. [8] mentions that there are two basic types of neural networks, feedforward 
network and recurrent network. Each one has several different types of architectures that 
are suitable for different types of applications. 

Multilayer Perceptron Network 
Multilayer perceptron (MLP) network is a feedforward network which consists of several 
hidden layers where each hidden layers output becomes the consecutive layers input as 
shown in figure 2.3. An MLP network has no rules associated with deciding the amount of 
perceptrons and layers in a network. However, a guideline is that a layer should try and 
match the amount of perceptrons with the amount of patterns it is trying to classify [8]. 
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Figure 2.3: Multilayer perceptron network 

N. Siddique et al. [8] claims that at least P-1 perceptrons are needed per layer where P is 
the number of patterns. The risk associated with too many perceptrons is that it instead 
memorizes the input pattern instead of the features for detecting patterns. If that would 
happen the network would be compromised, meaning it would not adapt well to new data. 
In order to prevent this a noise could be applied to the training data for a more robust 
training, minimizing the risk for a perceptron memorizing the input data.  

Overtraining is a common issue associated with MLP networks, it occurs if the training 
data is smaller than the network [8]. If the network is trained on such a small data set the 
result could be a network that has lost its generalization capabilities, thus rendering it 
useless when subjected to other data that was not in the original training data. 

 

2.2.4 Learning 
The actual learning part of a neural network is the adjustments of the weight matrix and the 
bias value [8]. These values are modified so that the network produces a specific result to 
the data. There exists many different types of learning algorithms, most are similar to the 
major ones. The main goal of any learning algorithm is to increase the accuracy of the 
networks classifications. All algorithms can be categorized either as supervised learning or 
unsupervised learning. 

2.2.4.1 Supervised Learning 
A learning session is considered supervised when the data set contains both input and 
output data of how the network should act [8]. This means that each input data need its 
corresponding classification during the training process. An algorithm such as gradient 
descent or backpropagation is then applied in order to modify the weights and biases in the 
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network. This process is repeated until an acceptable final accuracy of the network is 
achieved. Reaching an acceptable accuracy can be a time consuming process, especially 
in systems with inadequate processing power it can take as long as days or even weeks for 
a single prototype. Figure 2.4 shows an illustration of supervised learning.  

 
Figure 2.4: Supervised learning in a neural network 

2.2.4.2 Unsupervised Learning 
Unsupervised learning removes the element of classification feedback which exist in 
supervised training, instead during the training process, the desired classification is not 
known [8] as demonstrated in figure 2.5. For this reason the network becomes particularly 
good at detecting features, regularities and trends that exist in the given data. Comparatively 
to supervised learning there are not many use cases for unsupervised learning; the major 
use case being self-organizing maps and autoencoders. 

  

Figure 2.5: Unsupervised learning in a neural network 
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2.2.4.3 Optimizer Algorithms  
Many problems within neural networks can be thought of as some sort of optimisation of its 
parameters requiring minimization or maximization with regards to its objective function [9]. 
Stochastic gradient descent (SGD) has proven particularly useful as an optimisation method 
for deep neural network. Adaptive moment estimation which was named Adam optimizer. It 
only requires first-order gradients with small memory requirements. Kingma D. et al. [9] 
showed in their paper that the Adam optimizer can efficiently solve practical deep learning 
problems. 

2.3  Autoencoder 
An autoencoder is a neural network that learns by encoding its input data to a lower or higher 
dimension in a hidden layer and tries to decode back to the original input [10]. This process 
is called reconstruction. The hidden layers are often used to enforce the model to prioritize 
what properties are the most useful for reconstructing the output. Autoencoders are not 
designed to reconstruct perfectly since it would defeat the purpose of finding patterns in the 
data. 

The hidden layers can have more or fewer dimensions than the input which can both give 
different results. Using fewer dimensions than the input has can lead to the autoencoder to 
capture the most salient features of the input data. Autoencoders that has more dimensions 
in its hidden layer than the input can have properties such as robustness to noise or to 
missing inputs. 

2.3.1 Stacked Autoencoder 
The use of multiple hidden layers in the autoencoder is called a stacked autoencoder. A 
stacked autoencoder can be able to extract more complex features from the input data than 
a traditional autoencoder. However, it would require more time training such network 
because of its depth of layers [10]. 

2.4 Evaluation of a Model 
There are a wide range of evaluation methods for measuring the performance of a model. 
While they do differentiate in how and what they measure some commonalities are shared, 
such as being based on the values that are derived from a confusion matrix.  

2.4.1 Confusion Matrix 
The prediction by the model can be categorized into four different categories. True positive 
(TP) which is when both the predicted value and actual value was positive, this means that 
the case was correctly predicted to belong to the class. True negative (TN) is when the 
prediction and actual value was negative, this means that the model correctly predicted that 
the case in question did not belong to the class. False positive (FP) occurs when the model 
predicts that a case belongs to the class but the actual value is different. Similarly false 
negative (FN) is when a case is predicted to not belong to the class but in actuality it did. 
The categories can be represented in what is called a confusion matrix [11], see table 2.1. 
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Table 2.1 Confusion matrix 

 
Predicted positive Predicted negative 

Actual positive True positive (TP) False negative (FN) 

Actual negative False positive (FP) True negative (TN) 

 

2.4.2 Performance indicators 
The raw data from the confusion model are used to as accurately as possible depict how 
the model would behave when in use. In order to do so there are different types of 
performance indicators that can be utilized. Two popular indicators are recall and precision 
[12] and they both reflect different key aspects that are important for measuring the 
performance of a model. Recall measures the amount of cases that were predicted as 
positive that should indeed be positive, this is described in (3). Precision gives the 
percentage of true positives as a ratio over all cases that should have been true [13] as 
seen in (4). Accuracy describes the overall percentage of samples that are correctly 
predicted [14] and is defined as in (5). Negative predictive value, referred to as NPV, 
calculates the percentage of how many TN there are in the total negative predicted set 
which is shown in (6). 

  𝑅𝑒𝑐𝑎𝑙𝑙 =  
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
            (3) 

              𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =  
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
 (4) 

                                    𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =  
𝑇𝑃 + 𝑇𝑁

𝑇𝑃 + 𝑇𝑁 + 𝐹𝑃 + 𝐹𝑁
 (5) 

                               𝑁𝑃𝑉 =  
𝑇𝑁

𝑇𝑁 + 𝐹𝑁
                              (6) 

 

2.5 Tools and Programming Languages 
In this chapter a general description of each tool that was used during the development of 
different machine learning models is given. There were many more tools that had to be used 
but the ones presented here was the most significant. 

2.5.1 Scikit-Learn 
Scikit-Learn is a Python library that allows fast and easy integration of machine learning 
methods [15]. It is built on libraries such as NumPy and SciPy. The library provides tools for 
data management which can be used for typical machine learning data sets.  
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2.5.2 NumPy 
For scientific programming in Python, NumPy is one of the standard libraries used [16]. The 
library provides an array called ndarray. The ndarray is a sortable multidimensional array of 
a single data type that can be subject to mathematical operations and statistical analysis. 
The algorithms and mathematical operations for the ndarray are written in C code which 
improves speed of execution. Vectorization is also something NumPy supports for its arrays 
which is a single operation and removes the requirement to loop over the array’s elements. 

2.5.3 TensorFlow 
Deep learning has become more commonly used and with that, libraries or packages has 
been developed to simplify implementations of such kind in computer science. One of those 
libraries is TensorFlow which is an open source library from Google and is primarily focusing 
on deep learning [17]. TensorFlow make use of Computational data-flow graphs to represent 
the complicated neural-network architecture. Mathematical computations are designated by 
the nodes in the graph and the edges represents the data tensors transferred between them. 
Multi-dimensional data arrays in TensorFlow are called tensors. 
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3 Methodology 

This chapter will give an explanation of how the study was conducted. The chapter was 
divided into subchapters that are in a chronological order that follows the natural progression 
of the study. Chapter 3.1 presents how the literary and pre study was carried out. Chapter 
3.2 presents a general workflow for the study. The following chapters follows the workflow 
described in 3.2.1. Chapter 3.3 explains what was considered important to understand from 
a buisness perspective for the problem. Chapter 3.4 shows what the datasets contained. 
Chapter 3.5 presents how the datasets were prepared for use with the models. Chapter 3.6 
shows which architectures was used for the models and how the parameter which is used 
for fraud was chosen. Chapter 3.7 presents which tools were used to conduct the study. 
Chapter 3.8 gives an explanation of how the evaluation process was carried out. 

3.1 Pre-study 
During the first phase of the pre-study, a literary study was carried out with a primary goal 
of finding a model that could identify anomalies without labelled data. This was done through 
analysing related work in the field of machine learning and neural networks.  

In the second phase of the pre-study, an analysis was conducted of the two datasets 
selected, which contained user interactions with ads and credit card transaction. Both 
datasets had labeled frauds in it. This was done to get an understanding of what columns it 
included and what they represented. This was done by using the Python libraries NumPy 
and SciKit-learn. By understanding the dataset and which unsupervised models could give 
anomalies from the data, an autoencoder model was chosen. 

3.2 Workflow 
A general workflow for data analysis, development of prototypes and evaluation was 
implemented for reducing time spent on each step and to standardize the development 
process for every prototype. How all these steps were conducted are explained in this 
chapter. 

3.2.1 Cross Industry Standard Process for Data Mining 
Cross industry standard process for data mining (CRISP-DM), which is shown in fig 3.1, was 
implemented as the general workflow with minor modifications. The deployment step of the 
workflow was cut since it was not of relevance for the thesis.  
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Figure 3.1: Cross industry standard process for data mining 

3.2.2 Business Understanding 
Understanding the relevance of the work from a business perspective was important in the 
choice of strategy for solving the problem. This is because while the problem was presented 
as detecting fraud, the real problem at hand was doing so without a labeled dataset. 
Furthermore, understanding that raw accuracy evaluation was not a good representation for 
possibility of deployment helped shape the importance put on each measurement. For 
deploying the final model it had to have a low false negative rate rather than anything else, 
since its more important to not accidentally treat a transaction as fraudulent rather than 
missing one. 

3.2.3 Data Understanding 
For the development of prototypes, two different types of datasets were used. It was 
intentionally done to assure that the results were not data dependent. The datasets were 
both produced by companies with the intention of allowing users to develop fraud detection 
algorithms. This meant that each dataset contained over 100 000 of data entries and 
correlating label showing which class it belongs to. Even though this work focuses on the 
ability to detect fraud without having labels it was important to have labels in order to perform 
accurate evaluations. 

The two different datasets did not have the same amount of labels. User interactions with 
ads had 7 labels which are shown in table 3.1. Some values are masked behind numbers 
such as ip in this case.  
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Table 3.1 Shows an example of what columns and values the  
ad interaction dataset contained 

ip app device os channel click_time is_attributed 

87540 12 1 13 497 17-11-07 09:30:38 0 

224120 19 0 29 213 17-11-08 02:22:13 1 

7815 12 1 17 265 17-11-08 14:38:25 0 

 

The other dataset, credit card transactions, had 31 labels to its dataset. Most of those labels 
were hidden and its values standardized for obvious reasons. A representation of how the 
dataset looked like is shown in table 3.2. Time refers to when the transaction occurred, 
amount was the amount of money for the transaction and class is the given label for 
separating non fraudulent and fraudulent entries, where 0 is normal and 1 is fraud. 

Table 3.2 Shows an example of which columns and values the  
credit card transactions dataset contained 

Time Amount  Class V1 … V28 

1 149.62 0 -0.9662717 

2 2.69 0 0.0103088 

7 378.66 1 0.2705326 

 

A data analysis was performed in order to explore the data and each attribute of the datasets. 
The most noticeable aspect of the datasets used were the class imbalance as shown in fig 
3.2. The dataset for ad clicks contained in total 99 773 data entries that were non-fraudulent 
and 227 that were fraudulent which gave a fraud percentage of 0,228%. The credit card 
transaction dataset contained a similar amount. 
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Figure 3.2: Class distribution between fraudulent and non fraudulent clicks  
on a dataset containing  ad clicks  

3.2.4 Data Preparation 
Each dataset contained over a million data entries which then were limited to 100 000 
randomly selected data entries. The limitation was put in place to speed up both the 
preprocessing time as well as the training time for both datasets. The data was then further 
randomly split into three subsets. A data set for training purposes consisting of 60% of the 
data. A second data set for testing during training consisting of 20% of the data and finally 
a data set for evaluation with the last 20%.  The separation was done so that there were no 
crossover in data between training and evaluation; such a crossover could cause inaccurate 
measurements.   

Multiple preprocessing techniques were applied to prepare the data before training a model. 
First each each value of every attribute were standardized by centering and scaling to the 
unit variance in the dataset, a code example of this was presented in appendix B. The 
reasoning behind standardization was that the machine learning architectures which were 
to be used performed poorly when a value had too high variance. A case study on the IP 
attribute from one of the datasets shows the difference between before and after 
standardization. While knowing which IP address performed the transaction could prove 
useful, using a normal IP address, which had been converted to a number, would introduce 
an unnecessarily high variance. The IP address was therefore standardized and centered 
around zero as shown in table 3.3. The same method of standardization were applied to all 
attributes in the datasets. 

Table 3.3 Shows difference in attribute after applying standardization 

 IP number (example) Mean (total) Standard deviation (total) 

Original 87540 91255 69835 

Standardized 0,204827 0 1 
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Both datasets had an attribute with a timestamp of when the action had occurred. The 
timetamp was a string formatted as dd-mm-yy hh:mm:ss, to be able to train on this 
attribute this date had to first be transformed into numbers. The string was translated into 
Epoch time and then standardized as shown in table 3.4. 

Table 3.4 Shows difference in timestamp attribute after  
transforming and applying standardization 

 Date (example) Mean (total) Standard deviation (total) 

Original 2017-11-07 09:30:38 None None 

Epoch timestamp 1510043438 1510119654 73894 

Standardized 0,919439 0 1 
 

3.2.5 Modeling 
The approach for modelling could be split into three subparts. First the selection of methods, 
which is described in section 3.2.5.1, shows why certain architectures were selected and 
other similar was not. Secondly, the architectures used in this thesis are described in 3.2.5.2.  
The parameter tuning process for optimising the training of each model is described in 
section 3.2.5.3. Finally  how a prediction was derived from the output of the models is 
described in section 3.2.5.4.     

3.2.5.1 Selection of Method 
As shown in related works, chapter 2.1,  a lot of research had been done within fraud 
detection. The papers showed multiple comparisons between common methods which could 
be divided in to supervised and unsupervised.  

• Supervised methods 
o MLP Network 
o Logistic regression  
o Gradient boosted trees  
o Support vector machines  

• Unsupervised methods 
o Autoencoder 
o Local outlier factor 
o k-Nearest Neighbour 

Since all the comparisons presented showed a better general performance for neural 
network based approaches in both supervised and unsupervised it was chosen as the main 
subject [2],[3],[4],[5]. Furthermore, due to the lack of labeled data unsupervised methods 
were used, more specifically autoencoders. 

3.2.5.2  Autoencoder Architectures 
Three different architectures were proposed, each one was evaluated and compared as 
described in this chapter. First, a simple three layered autoencoder which would serve as a 
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baseline for the benchmarks was devised. A second novel autoencoder was proposed and 
developed, and finally a variational autoencoder was developed. Code showing examples 
of how the autoencoders were developed was presented in Appendix C. 

Three Layer Autoencoder 

A simple three layer autoencoder was developed and trained on the datasets in order to 
produce a baseline for benchmarks of the other methods. It was chosen as the baseline 
because of the amount of research that had been done before which helped limit the amount 
of parameters to tune. The architecture consisted of an input layer which had the same 
dimensions as the dataset it was trained on, the neruons in this layer are represented by i. 
A hidden layer which had two neurons, represented by h, and acted as the bottleneck for 
the encoding process. And finally an output layer which had the same dimension as the 
input, the neruons in this layer are represented by o, as shown in fig 3.4. 

 

Figure 3.4: Three layer autoencoder architecture 

Novel Stacked Autoencoder 

A novel architecture were proposed which was based on stacked autoencoders. The basic 
concept behind the architecture was to utilize the greedy training approach from stacked 
autoencoders and combine it with attribute modifications. The attribute modification was to 
reshape the final layers output and combine it with the final class prediction.  
This was done by training multiple three layered autoencoders separately where each new 
autoencoders input was the previous ones output with its prediction added, as shown in fig 
3.5. 
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Figure 3.5: Stacked autoencoder with input modification 

Variational Autoencoder 

A variational autoencoder was devised with the intention of detecting patterns that were not 
apparent for the previous architectures. The architecture was based on the same three layer 
approach as in previous architectures with the introduction of mean, standard deviation and 
latent vector as shown in figure 3.6.  

 

Figure 3.6: Variational autoencoder architecture 

3.2.5.3 Parameter Optimisation 
To optimize the performance of each architecture that was used, their parameters had to be 
tuned. A general three-layer autoencoder approach was used for all architectures which 
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reduced the amount of parameters that had to be tuned. The most important parameter was 
the threshold which was used for classification as described in 3.2.5.4, the optimisation 
method for threshold is shown in this chapter. Secondly the training parameters had to be 
tuned. Training parameters included learning rate, optimizer method and number of epochs 
to train the model. 

Threshold Optimisation 

Threshold was used to classify whether an input was fraudulent or non-fraudulent. By 
applying a high threshold a lower false negative could be achieved but at the cost of finding 
less true negatives. And on the opposite side a low threshold gave more true negatives but 
also more false negatives. Since false negative rate (FNR), shown in (7), true negative rate 
(TNR), shown in equation (8), and precision was considered to be the most important 
measurements for this thesis the threshold was optimized for those. 

 𝐹𝑎𝑙𝑠𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒 𝑟𝑎𝑡𝑒 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
 (7) 

 𝑇𝑟𝑢𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒 𝑟𝑎𝑡𝑒 =  
𝑇𝑁

𝑇𝑁 + 𝐹𝑃
 (8) 

Optimisation of threshold was then done by performing experiments on different thresholds 
for both datasets. First a dataset containing 20 000 data entries was used as input for the 
model. Then the mean reconstruction error, which was a value that showed how close the 
autoencoder was to recreating the original data, was calculated. Based on this value every 
data entry could be classified from a threshold. The classification was then compared with 
the original labels to calculate FNR and TNR and precision. The tests were performed on 
the range between the mean and the standard deviation reconstruction error of the entire 
dataset. This was used as the range since anything below the mean had a too high FNR 
and anything above standard deviation had a too high TNR. The tests were performed with 
a simple autoencoder on the user interactions with ads dataset and the results are shown 
in table 3.5. The values for precision, TNR and FNR goes between 0 and 1. 

Table 3.5 The difference in performance measurements  
using four different thresholds 

Threshold Precision TNR FNR TP FP FN TN 

Mean 0.9987944 0.5882351 0.1278760 17398 21 2551 30 

1 0.9987576 0.5686274 0.1133891 17687 22 2262 29 

2 0.9980776 0.2745098 0.0370444 19210 37 739 14 

4 0.9975734 0.0588235 0.0108276 19733 48 216 3 

 

As shown in table 3.5 the lowest FNR was achieved by using a high threshold but at the 
cost of reducing TNR to almost 0. The best precision and TNR was achieved by using the 
mean for the entire dataset. For this reason mean was used as a threshold for all models. 
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Training Parameter Optimisation 

The training parameter were optimized similarly to the threshold. Focus was on optimizing 
for precision, TNR and FNR. The number of epochs used for each model was simply set to 
the highest number which still showed an increase in performance during training, this 
varied a lot from different learning rates and optimizer methods. Three different optimizer 
methods were tested which included the Adam optimizer, Momentum and Adadelta. The 
Adam optimizer proved to provide the best result and quickest learning time and was 
therefore used as the standard optimizer. Learning rate was then decided by testing within 
the range of 0.1 and 0.0001 reducing with a magnitude of 10 each time. As shown in table 
3.6 there was no significant performance difference between the first four learning rates, 
but the number of epochs that had to be used increased drastically. Therefore the learning 
rate of 0.1 was used because the training time was the lowest. 

 

Table 3.6 Shows difference in performance measurements  
using five different learning rates 

Learning Rate Epochs TNR FNR Precision TP FP FN TN 

0.1 20 0.919645 0.549019 0.998747 18346 23 1603 28 

0.01 50 0.921249 0.529411 0.998695 18378 24 1571 27 

0.001 100 0.923254 0.490196 0.998590 18418 26 1531 25 

0.001 250 0.914933 0.529411 0.998686 18252 24 1697 27 

0.0001 500 0.872073 0.5625 0.998794 17397 21 2552 27 

 

3.2.5.4 Predicting Classification with Autoencoders 
Since the output from an autoencoder is not a classification but rather a reconstruction of 
the input, the classification had to be derived by other means. This was done by calculating 
the mean square error of the reconstruction compared with the original input as described 
in the equation (9). x is the mean reconstruction error of each attribute, a is the input and b 
is the output from the model. The mean is then used to provide a classification as in (10) 
where x is the mean as derived from (9) and t is a threshold. Deciding threshold for a model 
was a part of the parameter tuning as described in 3.2.5.2. 

 �̅� =  
1

𝑛
 (∑(𝑎𝑖 − 𝑏𝑖)2

𝑛

𝑖=0

) (9) 

 𝑓(𝑥) =  {
1, 𝑥 > 𝑡
0, 𝑥 < 𝑡

 (10) 
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3.3 Tools 
There exist a vast amount of tools for both data analysis and machine learning. It was 
important to choose the packages that would provide the right level of abstraction so that 
the work would not be limited by the high level methods supplied by the API, but still allow 
for quick development of several different prototypes. Potential tools were researched with 
the intent of understanding how they would benefit or potentially limit the work. 

Python was chosen as the programming language for its seemingly vast adoption in the data 
analysis and machine learning community. The main three aspects that were considered 
when choosing a language was the data analysis process, prototyping process and 
evaluation process. There existed many packages specifically for Python that helped the 
three areas mentioned. 

For data analysis a combination of NumPy, Panda and Scikit-learn were utilized. Panda 
supplied the necessary data representation and allowed for quick modification of the 
attributes. NumPy was used for converting the Panda dataframes to arrays that work with 
the API used for creating models. Scikit-learn was used for splitting and shuffling the data 
into groups for training, testing and validation. It was also used for reshaping the data into 
values that better suit the training of a neural network. 

Prototyping process refers to the development of neural network architectures and the 
training of said architectures. For this process TFLearn was used because of its high level 
API. If the thesis required more control over each part of the neural networks TensorFlow 
would have been considered. The TFLearn API still makes it possible to customize most of 
the important parameters when it comes to designing and training a neural network. It also 
has the benefit of reducing the amount of code needed, making it more comprehensible as 
well as reducing the time spent on writing trivial code which would have had no impact on 
this research. 

For testing and evaluation NumPy was used to calculate the mean square error of the 
reconstruction in autoencoders. SciKit-learn provided methods for quickly measuring 
performance in form of area under curve which gave a good indication of the models 
performance.  

3.4 Evaluation 
The evaluation was conducted on two different datasets, ad click user interaction and credit 
card transactions. Each valuation dataset was separated in two datasets where one was 
equalized and one represented a more real world dataset. The equalized dataset had 50% 
of anomaly data points and 50% of normal data points. The dataset that represented how 
the set would more likely look like in the real world had 0,25% fraudulent entries. The 
reasoning behind using a balanced dataset was to provide a better representation of the 
prototypes ability to classify data. Considering the amount of non fraudulent entries in the 
unbalanced dataset would be 99,75%, it would be possible to achieve an accuracy of the 
same percent by classifying every entry as non fraudulent. The balanced dataset stops this 
from occurring and provides a new layer of insight into the prototypes performance. 
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To achieve a fair evaluation for the model, an average evaluation was conducted. This was 
done by evaluating each stack of the model five times and each time the model was 
retrained. 

Accuracy, precision and recall was measured from TN, FN, FP and TP which was the output 
for the model’s prediction. Low FN and high TN was prioritized since this output was most 
relevant for the thesis. How the calculations of recall, precision, accuracy and NPV was 
conducted is shown in the following equations (3), (4), (5) and (6) in chapter 2.4. 
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4 Results 

This chapter presents the evaluation results for each model tested on four different 
scenarios. The final architecture of each model used and its parameters are shown in section 
3.2.5. The final evaluation results for both datasets were separated into their own chapters, 
where the results from the dataset with user interaction with ads is shown in 4.1 and the 
other dataset with credit card transactions are shown in 4.2. Furthermore, each individual 
prototypes results are presented separately from each other, with a final more in depth 
comparison of performance metrics in 4.1.4 and 4.2.4. 

4.1 User Interaction with Ads 
One of the datasets used for evaluation were based on user interactions with ads. The 
evaluations was further separated into two sub-datasets, balanced and unbalanced. The 
unbalanced represented a real world scenario with a class imbalance and the balanced 
dataset had equal amounts of both classes. Each prototype developed was then evaluated 
on the same valuation datasets. The average results after running the tests five times on 
each prototype was then used to create confusion matrices. 

4.1.1 Single Autoencoder 
The single autoencoder used for this dataset followed the three layer architecture explained 
in section 3.2.5. The input layer consisted of 7 perceptrons, one for each attribute in the 
dataset. The classification was done by separating the reconstruction error by a threshold 
which in this case was set to the mean error of the evaluation set.  

The raw data from the classification was collected and made into a confusion matrix. The 
confusion matrix for the balanced dataset is shown in table 4.1. From the confusion matrix 
the accuracy, precision and NPV were calculated, the method for the calculation was  shown 
in chapter 3.5. On the balanced dataset the prototype achieved an accuracy of 63,7%, 
precision of 58,1% and a NPV of 92,6%. The confusion matrix for the unbalanced dataset is 
shown in table 4.2. It achieved an accuracy of 91,9%, precision of 99,9% and an NPV of 
1,7%. 

Table 4.1 Confusion matrix with average values for single autoencoder on a balanced  
dataset containing user interaction with ads 

 Predicted positive Predicted Negative Total 

True Positive 49,8 1,2 51 

True Negative 35,8 15,2 51 

Total 85,6 16,4 102 
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Table 4.2 Confusion matrix with average values for single autoencoder on an unbalanced  
dataset containing user interaction with ads 

 Predicted positive Predicted Negative Total 

True Positive 18368 1581 19949 

True Negative 23,6 27,4 51 

Total 18391,6 1608,4 20000 
 

4.1.2 Stacked Autoencoder 
The stacked autoencoder were five single autoencoders running the dataset after each 
other. Two labels were added to the dataset after each run, normal and fraud, which was 
decided by if the prediction was below or over the threshold for the mean square error. After 
the first stacked autoencoder had its run, the label click_time was removed from the dataset 
before the second autoencoder started. Similarly the attribute time_between_click were 
removed after the second autoencoder. 

The confusion matrix for the balanced dataset is shown in table 4.3. It measured an accuracy 
of 68,0%, a precision of 61,7% and an NPV of 95,0%. The confusion matrix from the 
unbalanced dataset is shown in table 4.4. It got an accuracy of 93,3%, a precision of 99,9% 
and a NPV of 2,2%. 

Table 4.3  Confusion matrix with average values for stacked autoencoder with data modification on  
a balanced dataset containing user interaction with ads 

 Predicted positive Predicted Negative Total 

True Positive 50 1 51 

True Negative 31,6 19,4 51 

Total 69,4 32,6 102 
 

Table 4.4  Confusion matrix with average values for stacked autoencoder with data modification on  
an unbalanced dataset containing user interaction with ads 

 Predicted positive Predicted Negative Total 

True Positive 18635,4 1313,6 18665,4 

True Negative 21 30 51 

Total 19949 1334,6 20000 
 

Graphs for each performance indicator was put together in order to show the increase in 
performance for each stack. In the graphs the names single, double, triple, quadruple and 
quintuple refers to the amount of stacks used to achieve that score. The scores shown here 
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were for the balanced dataset, the results for the unbalanced dataset can be found in 
appendix A. The first graph shown in figure 4.1 presents the precision score achieved by 
each prototype. In figure 4.2 the accuracy achieved by each prototype is shown. The NPV 
score is shown in figure 4.3. 

 
Figure 4.1: The precision score for each prototype on a balanced  

dataset containing user interaction with ads. (95% confidence interval) 

 
Figure 4.2: The accuracy score for each prototype on a balanced  

dataset containing user interaction with ads. (95% confidence interval) 
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Figure 4.3: The NPV score for each prototype on a balanced  

dataset containing user interaction with ads. (95% confidence interval) 

4.1.3 Variational Autoencoder 
The architecture for the variational autoencoder prototype was the same as described in 
methodology. It followed the same three layer approach with the introduction of latent 
vectors. The input layer contained 7 perceptron one for each attribute, one for each attribute 
in the dataset. The classification was then done the same way as a single autoencoder by 
separating the reconstruction error with a threshold 

In table 4.5 the confusion matrix for the balanced dataset is shown. It achieved an accuracy 
of 74,6%, a precision of 66,3% and an NPV of 100%. The confusion matrix from the 
unbalanced dataset is shown in table 4.6. It reached an accuracy of 89,2%, a precision of 
99,9% and a NPV of 1.27%. 

Table 4.5 Confusion matrix with average values for variational autoencoder on a balanced  
dataset containing credit card transactions 

 Predicted positive Predicted Negative Total 

True Positive 50 1 51 

True Negative 37 14 51 

Total 87 15 102 
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Table 4.6 Confusion matrix with average values for variational autoencoder on a unbalanced  
dataset containing credit card transactions 

 Predicted positive Predicted Negative Total 

True Positive 17817,8 2131,2 19949 

True Negative 23,4 27,6 51 

Total 17841,2 2158,8 20000 
 

4.1.4 Comparison of Performance Measurements 
To compare the performance of each prototype three graphs were made for both the 
balanced and the unbalanced dataset. The comparison for accuracy, precision, recall and 
NPV for each prototype on the balanced dataset is shown in figure 4.4. Similarly the 
corresponding scores for the unbalanced dataset is shown in figure 4.5. 

 
Figure 4.4: Performance indicators for each prototype on a balanced  

dataset containing user interactions with ads. (95% confidence interval) 
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Figure 4.5: Performance indicators for each prototype on a unbalanced  
dataset containing user interactions with ads. (95% confidence interval) 

4.2 Credit Card Transactions 
The other dataset were based on credit card transactions. This dataset had far more 
columns than the dataset of user interactions with ads. The dataset was separated into a 
balanced and unbalanced dataset explained in 4.1. Each prototype was evaluated on both 
the unbalanced and balanced dataset. The evaluation was done by running each prototype 
on the datasets five times each and calculating an average evaluation. 

4.2.1 Single Autoencoder 
For this dataset, the same prototype was used as mentioned in 4.1.1. However, this 
autoencoder used 31 perceptrons in the input layer. This dataset had significantly more 
labels to it than the user ads interactions and is why it had to use more input perceptrons. 

A confusion matrix was made from the collected raw data. With the confusion matrix, 
calculations for accuracy, precision and NPV were conducted. The method of calculating 
those measurements are shown in chapter 3.5. From the confusion matrix of the balanced 
dataset shown in table 4.7, the prototype achieved an accuracy of 89,8%, precision of 86,1% 
and an NPV of 94.4%. The confusion matrix for the unbalanced dataset is shown in 4.8. On 
the unbalanced dataset the prototype achieved an accuracy of 96,7%, precision of 99,9% 
and an NPV of 6,3%. 
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Table 4.7 Confusion matrix with average values for single autoencoder on a balanced  
dataset containing credit card transactions 

 Predicted positive Predicted Negative Total 

True Positive 49,4 2,6 52 

True Negative 8 44 52 

Total 57,4 46,6 104 
 

Table 4.8 Confusion matrix with average values for single autoencoder on an unbalanced  
dataset containing credit card transactions 

 Predicted positive Predicted Negative Total 

True Positive 19297,6 650,4 19948 

True Negative 8 44 52 

Total 19305,6 694,4 20000 
 

4.2.2 Stacked Autoencoder 
The stacked autoencoder prototype for this test was the same as shown in 4.1.2 with a minor 
modification. Since the amount of attributes in the dataset were different the amount of 
perceptrons were changed to match it. This means that instead of using 7 perceptrons as 
input 31.  

In table 4.9 the confusion matrix for the balanced dataset is shown. It achieved an accuracy 
of 85,6%, a precision of 77,6% and an NPV of 100%. The confusion matrix from the 
unbalanced dataset is shown in table 4.10. It reached an accuracy of 97,85%, a precision of 
99,9% and a NPV of 8.2%. 

Table 4.9 Confusion matrix with average values for stacked autoencoder on a balanced  
dataset containing credit card transactions 

 Predicted positive Predicted Negative Total 

True Positive 52 0 52 

True Negative 15 37 52 

Total 67 37 104 
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Table 4.10 Confusion matrix with average values for stacked autoencoder on an unbalanced  
dataset containing user credit card transactions 

 Predicted positive Predicted Negative Total 

True Positive 19534 414 19948 

True Negative 15 37 52 

Total 19549 451 20000 
 

Graphs for each performance indicator was put together in order to show the increase in 
performance for each stack. In the graphs the names single, double, triple, quadruple and 
quintuple refers to the amount of stacks used to achieve that score. Only the scores for the 
balanced dataset are shown here, the results for the unbalanced dataset can be found in 
appendix A. The first graph shown in figure 4.6 presents the precision score achieved by 
each prototype. In figure 4.7 the accuracy achieved by each prototype is shown. The NPV 
score is shown in figure 4.8.  

 

 

Figure 4.6: The Precision score for each prototype on a balanced  
dataset containing credit card transactions. (95% confidence interval) 
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Figure 4.7: The accuracy score for each prototype on a balanced  
dataset containing credit card transactions. (95% confidence interval) 

 

 
Figure 4.8: The NPV score for each prototype on a balanced  

dataset containing credit card transactions. (95% confidence interval) 

4.2.3 Variational Autoencoder 
The stacked autoencoder prototype for this test was the same as shown in 4.1.3. Similarly 
to the previous prototypes the only difference was the change in input perceptrons from 7 to 
31 in order to match attribute. 

In table 4.11 the confusion matrix for the balanced dataset is shown. It achieved an accuracy 
of 74,6%, a precision of 66,3% and an NPV of 100%. The confusion matrix from the 
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unbalanced dataset is shown in table 4.12. It reached an accuracy of 83,9%, a precision of 
99,9% and a NPV of 1.4%. 

Table 4.11 Confusion matrix with average values for variational autoencoder on a balanced  
dataset containing credit card transactions 

 Predicted positive Predicted Negative Total 

True Positive 52 0 52 

True Negative 26,4 25,6 52 

Total 78,4 25,6 104 
 

Table 4.12 Confusion matrix with average values for variational autoencoder on a unbalanced  
dataset containing credit card transactions 

 Predicted positive Predicted Negative Total 

True Positive 16732,2 3215,8 19948 

True Negative 4 48 52 

Total 16736,2 3263,8 20000 
 

4.2.4 Comparison of Performance Measurements 
A comparison between the performance scores for each prototype were made for both the 
unbalanced and the balanced dataset. The comparison for accuracy, precision, recall and 
NPV for each prototype on the balanced dataset is shown in figure 4.9. Similarly the 
corresponding scores for the unbalanced dataset is shown in figure 4.10. 

 
Figure 4.9: Performance indicators for each prototype on a balanced  
dataset containing credit card transactions. (95% confidence interval) 
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Figure 4.10: Performance indicators for each prototype on a unbalanced  

dataset containing credit card transactions. (95% confidence interval) 
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5 Analysis and Discussion  

In this chapter a deeper analysis and discussion about the results is presented for the 
prototypes that were shown in chapter 4. In chapter 5.1 the results of the prototypes are 
analysed and discussed with focus on the goals set in 1.2, especially the goal of maximizing 
NPV was considered. In chapter 5.2 the evaluation method used is analysed. Chapter 5.3 
discusses the parameter tuning process and presents an alternative threshold selection 
method. The datasets are analysed in chapter 5.4 and finally some alternative methods are 
presented in chapter 5.5. In chapter 5.6 the economic and social implications of the thesis 
are discussed, this chapter aims to provide insight into the potential effects this work could 
have on society.  

5.1 Prototype Results 
From both datasets the stacked prototype’s results on the unbalanced tests showed an 
increase in NPV for each stack. However, the NPV of the balanced dataset did not increase 
for each stack but the last stack gave the best result for this dataset as well. Considering the 
goal of maxmizing NPV that was set in chapter 1.2 this would imply a positive result. The 
result from the unbalanced dataset might indicate an increase of NPV for each stack but 
also shows that it might flatten or even decrease in the end. This could be because of the 
amount of columns added might be excessive and cause difficulties in the training process. 

Other results such as the accuracy also showed an increase for each stack in both 
unbalanced datasets. Similar results could be seen for precision in the user interaction with 
ads dataset. However, for the credit card transactions dataset there were almost no 
difference for each stack except the last which had a slightly lower precision. 

Unlike the unbalanced dataset where each stack seemed to give an increase for precision 
and accuracy, in the balanced dataset each stack could increase or decrease from its 
previous stack. What had be taken into account is that the balanced datasets were not a 
fair representation of how fraudulent and non-fraudulent behaviours usually are distributed 
and could therefore inference with the results. The balanced datasets always contained 
the same small amount of data for every evaluation, it could be possible that selecting 
different data each time would have produced a different result. 
 
As shown in chapter 4, the variational autoencoder performed the worst for all tests. It 
even measured worse scores than the single autoencoder that was used as a base line. 
Variational autoencoder was evaluated since it had been mentioned as potential future 
work in previous studies. It was believed that the latent space vectors would make it 
possible to detect patterns not found by other methods. The results for fraud detection with  
a variational autoencoder did not meet the standards of the other approaches. The reason 
for this could be that variational autoencoders aren’t meant for direct classification tasks. It 

could instead be used to generate data which is similar to what it had been trained on. This 
could potentially make it possible to generate more labeled data which is further discussed 
in chapter 6.1. 
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5.2 Evaluation Methods 
Since the evaluation was based on five tests for two datasets it might not have been a 
precise result. More tests could be conducted which could give a more precise result. 
However, a mathematical proof may be a better way of evaluating the prototypes. 

The prototypes were evaluated on two different datasets which were done to keep the results 
as general as possible. The purpose of this was that it would provide an indication of how it 
would work for other datasets as well. However, more datasets should be collected and 
evaluated before stating that the prototypes would be able to give similar results for any 
dataset. 

5.3 Parameter Tuning 
The parameter tuning process was severely limited to only a few parameters by basing many 
decisions on other works, this was done due to time constraints. This meant that it could 
have been possible to get better results from each prototype if more parameters were tuned 
specifically for the dataset. 

The threshold value used to classify based on reconstruction error was the most important 
variable for classification. By increasing it by a small percent the result could change 
drastically, in this thesis the threshold was set to the average reconstruction error for the 
dataset. It was chosen because when comparing prototypes its important to subject them to 
the same conditions, furthermore it gave a decent result for every model. But there was an 
alternative way of choosing threshold that provided a better NPV. By plotting and observing 
the reconstruction error for an entire dataset it was possible to select an optimized threshold, 
as shown in chapter 5.3.1. This method was not chosen as the standard for classifying data 
entries since it was discovered towards the end of the thesis. However, since this method 
could increase performance especially with regards to NPV it should be the method to use 
once a prototype is chosen to be implemented. 

5.3.1 Alternative Method of Threshold Selection 
An alternative way of selecting threshold could be done by observing the reconstruction 
error for every entry in the dataset. This could be done by plotting the error in a graph, as 
shown in the example in figure 5.1 A threshold that separated the extreme anomalies 
could then be selected through testing thresholds around that area. In the example shown 
in figure 5.1, which was done with a variational autoencoder on the credit card dataset, a 
threshold of 57 gave a higher accuracy and more importantly the NPV was increased to 
59% from 2%. This method, while it could provide a much better threshold than simply 
choosing the mean, was considered to time consuming to perform for each dataset and 
prototype. An algorithm could potentially have been developed for the selection of a 
threshold, but this was not prioritized since using the mean as shown previously was 
considered acceptable for comparing the three different prototypes. 
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Figure 5.1: Selection of threshold by observing the reconstruction error (plotted on y-axis)  

for each entry in a dataset (shown in x-axis) where the red line is the optimal threshold 

5.4 Dataset 
Analysing which columns that are the most relevant for the prototype in order to learn was 
a challenging task. Since the credit card transactions dataset consisted mostly of hidden 
columns and its values were already standardised there was no way of analysing just by 
observing them. The ads dataset had no hidden columns or standardised values and was 
therefore easier to analyse. What could be seen for both datasets was that the prototype 
found more true negatives if the columns which represented time and date was removed 
after the first stack. However, an increase of NPV might be possible to achieve by removing 
other columns as well. 

5.5 Alternative Methods 
As discussed in related works there existed other methods in the field of anomaly 
detection. In this thesis, autoencoders were chosen as the main technique which was then 
built upon and explored further with the stacked and variational autoencoder. By only 
exploring this small area in anomaly detection a lot of trust was put on the work of others. 
Other methods such as single oriented maps or decision trees, which both were tested by 
others in similar studies, could potentially have given a different result for the datasets 
used.  
 
Another area in anomaly detection which might have given interesting results would have 
been methods based on time series. Recurrent autoencoders could be developed with the 
intention of discovering new patterns in arbitrary time scaling. This was especially relevant 
for credit card transactions where the time variable could prove particularly useful, 
especially if combined with some sort of indication of location. 
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5.6 Economical and Social Impacts 
The economical aspect of this thesis was perhaps the most apparent. While the prototypes 
in their final stage would not provide a perfect fraud detection solution, it would if decided to 
be implemented, provide a filter for sifting out potential fraud. In a system with thousands of 
transactions per day and with 0,2% fraudulent transactions, the same percent as in the 
datasets used for this thesis, it would be possible to detect hundreds of fraud attempts every 
month.  

For companies it could be an economical benefit to use this method to filter and extract the 
predicted fraudulent data. This would lessen the work for the data analysts to find the real 
fraudulent cases. From the results based on real world scenarios in chapter 4 where frauds 
are sparse in the dataset, it was shown that the amount of data to check for fraud could be 
reduced by 93% and the ratio of fraud to non fraud could be increased by over 10 times. 
Therefore, it would be less time consuming to find the fraudulent data which can lead to an 
economical saving.  

There could be some social consequences using a prototype like this to find fraudulent 
behaviour. As explained, it could lead to less work for data analysts and make the profession 
redundant. However, since it could reduce the work for analysing data it might be possible 
that it is more understandable for other employees in a company which can instead lead to 
a social benefit. 
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6 Conclusion 

Unsupervised learning was used to detect fraud for two datasets, three models were 
developed and evaluated for the task. The three models were a variational, single and a 
proposed architecture which was called stacked autoencoder, it was based on the same 
principle as a ladder autoencoder where multiple autoencoders are trained individually and 
stacked. The threshold used for classification was the mean square error of the 
reconstruction for each autoencoder. This threshold was used for all the models during 
evaluation, however, it was found later in the study that a more optimised threshold may be 
achieved which is explained in chapter 5.3.1. 

The prototype for this study has shown a way of detecting fraudulent behaviours in unlabeled 
data with a relatively similar NPV for two datasets. It was shown that the proposed stacked 
prototype gave better results than the single and variational autoencoder that was developed 
for this study. The most important result was the NPV which the stacked model achieved 
the best score in when compared to other prototypes. 

The results showed that it was possible to extract relevant data for further analysis from the 
prototype’s predictions. This predicted data can be divided into two categories, normal and 

fraud, which can be used for training a supervised learning model. This could then increase 
the accuracy, making it more suitable for implementation in a running system. 

6.1 Future Work 
The proposed prototype which used five autoencoders might be able to give better results if 
more autoencoders were used. Since the results indicated an increase for each stack in 
most evaluations conducted it should be investigated if more stacks would improve the 
prototype even further. The hidden layers for the prototype may also not be fully optimal and 
more analysis for optimising them would be an interesting subject. 

The prototype gave positive results for the two datasets used in this study and would 
therefore be interesting if it could give similar results for other datasets as well. What would 
be particularly interesting is what labels are of most relevance for the prototype to give a 
positive result or even a negative one. 

A more in depth study on choosing threshold for classification could be performed which 
might improve results for classification with autoencoders in general. In chapter 5.4.1 an 
alternative way of choosing threshold was discussed that provided a better result than the 
method used in this study. It could be possible to devise an algorithm that would pick the 
optimal threshold for a dataset and therefore increase the performance even further.  

While the variational autoencoder did not prove particularly useful as a classification 
solution for fraud, there are other ways to utilize it. A way of using such networks, 
particularly in the field of computer vision, is to train a supervised model to classify images 
and simultaneously have a generative model which can create labeled images. The two 
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networks then work against each other, the generative network trying to generate images 
that the supervised network classifies as real, while the supervised network tries to learn to 
detect the generated data. By using this technique it could be possible to generate more 
labeled fraudulent data from just a small initial amount levitating the task of finding true 
fraudulent data in the dataset. Using what is known as generative adversarial networks 
with variational autoencoder could make this possible.
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Appendix 

Appendix A - Unbalanced data set for stacked autoencoder 

 

 

Figure B.1: The precision score for each prototype on a unbalanced  
dataset containing user interaction with ads. (95% confidence interval) 

 

Figure B.2: The accuracy score for each prototype on a unbalanced  
dataset containing user interaction with ads. (95% confidence interval) 
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Figure B.3: The NPV score for each prototype on a unbalanced  
dataset containing user interaction with ads. (95% confidence interval) 

 

 

Figure B.4: The precision score for each prototype on a unbalanced  
dataset containing credit card transactions. (95% confidence interval) 
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Figure B.5: The accuracy score for each prototype on a unbalanced  
dataset containing credit card transactions. (95% confidence interval) 

 

 

Figure B.6: The NPV score for each prototype on a unbalanced  
dataset containing credit card transactions. (95% confidence interval) 
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Appendix B - Data Preprocessing 

 

Figure C.1: Example code for preparing and standardising the ads dataset 

 

Appendix C - Autoencoder 

 

Figure D.1: Code for the first autoencoder and additions to the dataset for the next stack 

 

Figure D.2: This function runs the training process on the network and saves the model 
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Figure D.3: Code for the second autoencoder 

 

 

 



TRITA CBH-GRU-2018:36

www.kth.se


