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Sammanfattning

Tillräckligt snabb konvergens till optimala strategier är ett m̊al inom ma-
skininlärning och speciellt förstärkande inlärning. Realtidslösningar till kom-
plexa inlärningsproblem behövs för att expandera fältet till nya omr̊aden där
maskininlärning tidigare varit en omöjlighet. I denna rapport introducerar vi
en ny metod för att träna djupa Q-learning agenter i en miljö vars storlek är
skalbar, i hopp om att förkorta inlärningstiden. I denna metod börjar agen-
ten i en mycket liten miljö där den snabbt kan utforska olika situationer p̊a
en liten skala och lära sig att hantera dem. Miljön expanderar sedan bitvis
när agenten har lärt sig miljön till en förbestämd standard. P̊a s̊adant sätt
kommer agenten inte att behövs lära om sig miljön utan kan anpassa sina
kunskaper fr̊an ett mindre sammanhang till ett större.

Jämförelsen mellan den Stegvis Expanderade Miljö (IEE) metoden samt
den konventionella metoden att fr̊an början ge hela miljön till agenten visade
att metoderna hade jämförbar prestanda i vissa fall medan IEE metoden
visade sig överlägsen i andra situationer. Speciellt i scenarier med en högre
learning rate s̊a förbättrade v̊ar metod sin strategi snabbare. Den vanliga
metoden presterade aldrig bättre än IEE metoden. Vi drog slutsatsen att
v̊ar föreslagna metod är överlägsen den vanliga metoden, den är robustare i
val av parametrar och presterar bättre eller lika bra i alla testade fall.
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Incrementally Expanding Environment in Deep
Reinforcement Learning

Jonas Nylund and Oscar Örnberg

Abstract—The very long times required to converge to optimal
policies is a problem affecting machine learning and reinforce-
ment learning in particular. Real-time solution on complex
learning problems are necessary to expand the field into new
domains where machine learning has previously been unfeasible.
In this paper we introduce a novel method for training deep
q-learning agents in an environment where the size can be
dynamically scaled, in order to improve learning time. In this
framework the agent starts in a very small environment where
it can quickly experience different situations in a small scale
and learn to handle them properly. As the agent learns the
environment enough to reach certain predefined performance
goals, the environment is expanded to increase complexity. The
agent should then not have to relearn the environment completely,
but simply adapt to the larger environment.

This Incrementally Expanding Environment (IEE) method
was compared to the conventional, deep q-learning method
of training the agent on the full environment size from the
beginning. Results showed that in some situations the methods
performed identically, where in some situations the IEE method
performed better. Particularly in scenarios with higher learning
rates our framework improved its policy noticeably faster than
the conventional method. The conventional method also notably
never performed better than the IEE method. We thus conclude
that the proposed framework is superior the the conventional
one, being more robust to parameter choice and performing as
well or better in all observed cases.

I. INTRODUCTION

The field of artificial intelligence (AI) is rapidly advancing
and a lot of research effort is put into it. Different kinds of
games have for the last few decades been an area of interest
for the application and testing of AI [1], due to their simple
rules yet complex and diverse behaviour during play. New
ideas in AI have often been tested first on several games,
with computers now famously having bested humans in
Chess [2], Jeopardy! [3] and Go [4] [5]. These games are
however very different from each other and an algorithm
that solves one cannot easily be applied to the others. For
this reason Bellemare et al. introduced the Arcade Learning
Environment (ALE) in 2013 [6]. The ALE consists of over
50 different computer games originally designed for the
Atari 2600, spanning different genres such as first-person
shooters, platformers and puzzle games. An advantage of
the ALE is that all games share the same interface, they
are controlled through joystick movement and experienced
through a 192x160 pixel screen. This means that the same
algorithms can be used on multiple environments of varying
complexity without any changes. This gives a way of testing
the generality of these algorithms and the extent to which
current state of the art AI implementations can be applied.

Training against the ALE requires the use of very powerful
computers in order to finish the training within reasonable
time. The input data are the screen pixel values and thus
resulting in very large input that are computationally heavy
to evaluate. The AI must then be complex enough to interpret
this image data. While this might better resemble a possible
real life application of these algorithms, it might also be
interesting to develop a set of similar environments and
challenges that can be approached using less powerful
computer systems. One way of limiting the input-space is to
discretize the game in space and time, where the environment
evolves in discrete time steps and all game agents can only
occupy discrete positions in the world. This means we can
use the current world state at a point in time as input directly
for our AI algorithm which limits the input in both space
and time-dimensions and greatly reduces the computational
requirements to train the algorithm. Games suitable for this
are among others platform games such as Q*bert and Snake.

Snake as a game is interesting in this regard. The rules of
the game are invariant to the size of the map, which means
that the state space can be adjusted to change the time it takes
to train the AI. The optimal policy of the agent should also be
similar regardless of map size. This raises the question if it is
possible to have an agent start training in a small environment
to quickly adapt a policy that allows it to expand into a large
portion of the map, and then expand the environment and
just adapt the policy for the new slightly larger space. If this
method works it has the possibility to improve training times
and also give an early indication if the underlying learning
algorithm is capable of learning the environment at all. In
this paper we propose a framework called the Incrementally
Expanding Environment (IEE) Method that trains on a smaller
environment until it reaches good performance then proceeds.
We further investigate it’s performance in a for the purpose
constructed variant of the game Snake.

Snake has the Markov property, meaning that the properties
of all future states depend only on the current state of the
environment and not on any previous states. This memoryless
property makes the game a perfect target for reinforcement
learning algorithms. However, it is also stochastic to its nature,
meaning every game will play out differently. In a large
enough environment this means the full state space will likely
never be visited in a reasonable time, which means that classic
reinforcement learning approaches are infeasible to solve the
problem. For this reason we combined deep Q-learning with
this novel technique of incremental environment size.
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II. PRELIMINARIES

A. Markov Decision Processes

A Markov decision process (MDP) is a mathematical model
that describes systems with the Markov property. A system
is said to be Markovian if the properties of all future states
depend only on the properties of the current state, and not any
past state. Thus the probability of the transition depending on
all previous states, s, rewards, r, and the actions, a,

P (st+1 = s′, rt+1 = r | st, at, rt, st−1, at−1, ..., s0, a0) ,
(1)

is the same as,

P (st+1 = s′, rt+1 = r | st, at, rt) , (2)

where the transition only depends on the previous state
[7]. Simplifying the scenario and only treating finite state-
and action-spaces gives us finite MDP’s. Finite MDP’s are
necessary to develop the theory of reinforcement learning
[8]. In each transition there is a transition probability and an
expected value of the next reward. The Markov property gives
us that only the previous state and actions are important. The
transition probability,

Pass′ = Pr{st+1 = s′ | st = s, at = a} , (3)

describes the probability of entering a specific state s′ depend-
ing on the previous state and the action taken. The expected
value of the next reward,

Rass′ = E{rt+1 | st = s, at = a, st+1 = s′} , (4)

depends on the current and next states, and the action taken
[8]. To differentiate between current and future rewards, and to
limit the cumulative reward from diverging, a discount factor
γ ∈ [0, 1] can be multiplied to each new reward.

The agent acting in this environment will follow a set of
rules, or policy, of what action to take in each state named π,

π : S → A . (5)

There are probabilistic outcomes of what action to take in each
state. When this policy is the most optimal one it is called π∗,
this is the aim for all agents.

B. Reinforcement Learning

When modeling an environment, agent and policy, a value
function is used. This function is a function of state, and a
measurement of the value of being in a certain state. The value
functions are divided into two different scenarios, following a
policy or taking an action and then following a policy. They
are called state-value function, V π , and action-value function,
Qπ . The state-value function is defined as:

V π(s) = Eπ{Rt | st = s} , (6)

where Rt is the cumulative rewards from t forward, and this
is equivalent to:

V π(s) = Eπ

{ ∞∑

k=0

γkrt+1+k | st = s

}
. (7)

The action-value function, or the Q-function, is defined as:

Qπ(s, a) = Eπ{Rt | st = s, at = a} , (8)

or equivalent to:

Qπ(s, a) = Eπ

{ ∞∑

k=0

γkrt+1+k | st = s, at = a

}
. (9)

These set a foundation to evaluate the environment and the
agent [9]. Optimizing these functions means finding the op-
timal policy which gives the largest values of the functions.
An important feature of an optimal policy was developed by
R. Bellman in 1954 [10]. It states: ”Principle of Optimality:
An optimal policy has the property that whatever the initial
state and initial decision are, the remaining decisions must
constitute an optimal policy with regard to the state resulting
from the first decision”. There can be more than one optimal
policy but they yield the optimal value function defined as,

V ∗(s) = max
π

V π(s) , (10)

for the state-value function and

Q∗(s, a) = max
π

Qπ(s, a) , (11)

for the action-value function. Using Bellman’s Principle of
Optimality the problem can be broken down and the Bellman
Optimality equation represents the value of the state and the
value of the upcoming states. For V π it can be derived as:

V π(s) =
∑

a∈A(s)

π(s, a)
∑

s′

Pass′
[
Rass′ + γV π(s′)

]
, (12)

and it is a unique solution to the Bellman equation. For finding
the optimal policy the same equation with small readjustments
are used to receive:

V ∗(s) = max
a∈A(s)

∑

s′

Pass′
[
Rass′ + γV ∗(s′)

]
, (13)

and similarly for the action-value function:

Q∗(s, a) =
∑

s′

Pass′
[
Rass′ + γ max

a∈A(s)
Q∗(s′, a′)

]
. (14)

Optimizing these equations will give the unique solution and
the optimal policy.

C. Q-learning

Without knowing the model beforehand we can still learn
an optimal policy. Q-learning uses the action-value function
to find the optimal policy without knowing the actions impact
on the environment, i.e. the MDP model is unknown. This is
called model-free learning. Watkins [9] proved the Q-function
will converge to the optimal Q∗ with the equation:

Q(st, at)← (1− α)Q(st, at) + α(rt + γmax
a

Q(st+1, a)) .

(15)
The learning rate, α ∈ [0, 1], disregards new information in
favor of old information if close to 0 and vice verse. Barton
and Sutton [8] writes the Q-learning algorithm in pseudo-code
for finding Q∗; see Algorithm 1.
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Initialize Q arbitrarily ;
for Each Episode do

Initialize s
for Each Step of Episode do

Choose a from s using policy derived from Q
(eg. ε-greedy) ;

Take action a, observe r, s′ ;
Q(st, at)←
(1− α)Q(st, at) + α(rt + γmaxaQ(st+1, a)) ;
s← s′ ;

end
until s is terminal ;

end
Algorithm 1: Q-learning algorithm

ε-greedy refers to a commonly used policy of choosing
actions. To visit each state there is a need of exploration,
but to improve the Q-function there is a need to visit already
visited states. This is the exploration vs exploitation dilemma.
The main tactic to combat this is to use the ε-greedy policy.
This states that with a probability, the exploration rate ε, a
random action is chosen and thus more exploration is ensued.
This is all good when the amount of states to visit are few
enough so this is possible. When the state space explodes,
as with large inputs like pixels, there is no way the agent can
visit each state and learn the Q-function. Deep neural networks
have proven to be able to distinguish features from lots of data
and this combined with Q-learning resulted in deep Q-learning
[11]. The deep neural network can take the state as input and
produce a Q-function value of each action, thus acting like the
Q-function. Giving the network a batch of randomly played
games and then training on that data gives the advantage of
avoiding similarity between subsequent games. This is termed
Experience Replay and was introduced by Mnih et al [11].

D. Convolutional Neural Networks

Convolutional neural networks (ConvNets) are very similar
to regular neural networks, the key difference is that the
ConvNets takes an input of an array of 2D matrices instead
of scalar values, essentially working with 3D data instead
of 1D. This input is usually in the form of images where
ConvNets have shown good performance, as they handle
multidimensional data very well. The networks use whats
called filters, a matrix smaller than the input, to convolve
with the input matrix. This gives a response map of the input.
Combining several different filters response maps results in
a 3D output. Adding an activation function to this gives the
basic ConvNet [12].

Regular neural networks are afflicted by the Curse of Di-
mensionality, essentially the complexity grows very fast when
high dimensionality of data are used as in neural networks.
ConvNets on the other hand reduce the amount of weights
by sharing them [12], thus greatly reducing the computational
requirements. Each filter applied can be thought of to learn a
feature, that can be identified anywhere in the input space since
the filter is convolved with the input. Inspired by receptive
fields in cat’s visual system the ConvNets connect a neurons

Fig. 1. Example of receptive fields. Each neuron in the convolutional layer
is connected to a region in the input volume. In this example there are five
neurons connected to the same region in the input volume. Figure from [13]

from the output to a local region in the input responding to a
filters size, see Fig. 1 [13].

One of the first popular ConvNets in Computer vision was
the AlexNet [14]. This uses the now most popular activation
layer, ReLU, and pooling layers. Pooling layers takes a region
in the input and reduce the resolution by, for example, aver-
aging the neighbouring inputs from the region [12]. To reduce
the risk of overfitting the network after many training sessions
AlexNet used dropout. This technique sets a neuron to zero
with a probability, these neurons do not contribute and this
makes the network learn more robust features [14].

III. METHOD

A. Goal

The main goal of this paper is to investigate a new method of
giving input during training when having a large state-space.
Instead of learning the environment from full size from the
start, our framework instead incrementally increase the size
of the environment until full size. The main idea behind this
being that an agent can learn the smaller environments faster
and then increasingly learn the new parts as the environment
increases in size. This Incrementally Expanding Environment
(IEE) method could potentially speed up training and improve
the final performance of the learned policy.

B. Previous work

Early work includes the success of TD-gammon using
reinforcement learning to master backgammon. The learning
used was similar to Q-learning [15]. In 2013 Mnih et al at
DeepMind introduced the first deep Q-network with experi-
ence replay to learn successful policies from large dimensional
input. This proved that with only pixel input and score the
agent where able to successfully beat humans in several games
[11]. This spurred the popularity and use of deep Q-learning,
especially within games. The deep reinforcement learning
method used in this paper is similar to the one used by Minh
et al and have taken inspiration from their work.

C. Environment

The game environment used is one created specifically for
purpose of this research, and is quite complex compared to
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most implementations of the game. The environment features
a random map generator which creates a maze like map with
obstacles and traps generated from simplex noise, see Fig. 2.

The snake starts out in an empty space in the middle of
the visible map with a length of two. Food-items are spawned
in the environment which give the agent points when eaten.
There are also special food-items that are worth a higher score,
however these will despawn after a short number of game ticks
if not eaten. They also spawn with a lower frequency. There is
no limit other than available free area to the number of food-
items that can spawn in a map, however the spawn chance
decreases as the number of items on the map increases. The
environment will attempt to always have at least one food-item
on the map at all times.

Since the maze is randomly generated, and food-items are
spawned at random locations, thus the map can create a trap
where a food has spawned in a dead end location and taking
it means certain defeat at a later state. This makes the game
even more complex.

The map spawned for the agent will be different every game,
and food-items will spawn at random locations, effectively
guaranteeing that every game will play out differently. For an
idea of the difference in environment between games, see Fig.
3. This also means that the game is not deterministic, that is
that the state of the map at one point in time does not fully
determine the state in the future. It does however still have the
Markov property, as the current state fully determines the set
of possible future states.

D. Model

Instead of sensory input, like raw pixel data used by Mnih
et al [11], a simpler, matrix based input of the environment
state where used where each element corresponds to a tile in
the map, for a heat map visualization see Fig. 2.

The matrix spans the environment and can essentially be
seen as a very low resolution grey-scale image of the world
state. Different features of the environment are represented

Fig. 2. Graphical representation of the game environment and some map
features. This heat map is an up scaled image of what data was feed into the
neural network.

Fig. 3. Initial starting position of a few different maps. The snake occupies
the same position in the middle of all maps.

using different pixel intensity, as can be seen in Fig. 2. Around
the edge of the environment is a one unit wide wall. This
effectively limits the available area to the agent by two tiles
in both the width and height dimension.

When the agent was trained on limited environment sizes,
the area available to the agent was blocked off by wall features
in the map, while the rest of the environment was blacked
out. The open area was kept at the upper left side of the
environment, see Fig. 4.

E. Training

The agent was trained using ε-greedy exploration, where the
agent with a probability ε executes a random action at each
time step, and otherwise follows the action with the highest
predicted Q-value. The agent starts of with an exploration
rate of 1 which decreases to a predetermined minimum over
thousands of games. The actual training of the agent is done
through a method of experience replay, as introduced by Mnih
et al [11]. After each game, the agent performs training on a
random subset of its experience memory. The memory was
regularly emptied, to force training on recent games and to
save on RAM.

For agents trained using the IEE method the map was
expanded by one tile in both the width and height dimension
(see Fig. 4) when the agent had reached a policy that allowed
it to on average occupy a set fraction of the available map
size, in this case 3/4:ths rounded down. The map size started
out as 5x6 in size. When the environment was expanded the

Fig. 4. Visualization of the actual appearance of the environment in different
sizes as used with the IEE method. The input matrix to the convnet has a
fixed size, and the unused space is blacked out.
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Fig. 5. Performance of the different training methods over 400000 games,
or 40h on a consumer CPU machine (see appendix II). Both agents where
trained using the same parameters (learning rate: 0.001 and step reward: -0.1),
only one of them used the IEE method.

exploration rate was increased substantially too, to have the
agent find the new available space.

The very first agent trained, using the conventional, fixed
map size, only learned to move in a circle round its initial
position. Since this area of the map was always cleared of any
obstacles, this policy assured survival of the agent for a long
time on any map, as there was always an open space it could
move to. Eventually, a food item would spawn right in front of
the snake, causing it to grow in length and stepping into itself,
which ended the game. The agent was essentially more afraid
of loosing than it was eager to win. To incentivize it to not run
in a circle, the agent was given a small negative step reward
for every step where it just survived. A mechanism to have
the snake starve to death if it did not eat in a large number of
steps, ending the game, was also implemented. Parameters like
this step reward, together with a large number of others could
potentially be tweaked ad infinitum to improve the agents
learning rate and efficiency, however this is beyond the scope
of this research. A set of parameters that seemed to work well
enough in this environment was found and used throughout
comparing the proposed framework with the conventional, full
size one. See Appendix II.

IV. RESULTS

Long term performance and convergence comparison be-
tween the IEE method and the conventional can seen in Fig.
5. Fitted to the data is a least squares moving average. Both
agents where trained using the same parameters, that was
comfortably within their convergence zone. The environment
used in the IEE method training reached a size of 9x8 tiles
before reaching a steady state, and this map size was then
used for training the fixed size agent. In both cases the full
environment size, and therefore the input matrix to the neural
network, was 12x8.

For comparison are also the average results of several
human players. The ”Novice human” score are the average

Fig. 6. Two situations in which the IEE method outperformed the conven-
tional. In the top most plot the agents were trained with a low step-reward
(-0.01) and a slightly elevated learning-rate (0.002). In the bottom most plot
the agents were trained using a low step-reward (-0.02) and a high learning-
rate (0.005). The same axis applies to both figures.

of several people who played the game just a few times each,
whereas the ”Experienced human” results are the average
score achieved by the authors when playing the game at the
end of the project.

Fig. 6 shows two situations where the IEE method
outperforms the conventional one. For these training sessions
some parameters of the agent where changed in the direction
of what during initial testing had been found not to work,
in particular the learning-rate was increased and the negative
step reward had its magnitude decreased. This caused the
results of the two different methods to diverge, in favour of
the IEE method. In the upper plot in Fig. 6, the agent trained
using the IEE method reached its steady state faster than
the fixed size agent, and in the bottom plot, the IEE agent
reached a steady state with a higher average score than the
fixed size agent. In both these cases the fixed size of the map
was 12x8, a size the map in the expanding environment never
reached. It reached a size of 8x7 as the largest on both sets.

Some comparison of the efficiency of the learned policies
can be seen in Fig. 7. These three graphs plots the average
number of steps taken by the agent per game versus the
average score achieved in the same game. The plots are in the
order from Fig. 5 and 6. Here it can be seen that where the
agents performance are comparable, they also seem to learn
the same policy, whereas when the results diverge the policy
seem to diverge as well. Notably it was never observed that
the IEE method was outperformed by the conventional fixed
size training method.

V. DISCUSSION

Looking at the results, the IEE method when applied to
this environment does not seem to have any drawbacks. The
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Fig. 7. Policy comparison between the agents from fig 5 and 6. The topmost
plot corresponds to the same training scenario as Fig. 5 and the lower two
to Fig. 6. Please note the difference in axis scale between the top most and
bottom two plots. The same axis applies to all three figures.

method performs more or less identically with the conventional
method under ’normal’ circumstances, but can be seen to
outperform it under certain conditions.

From Fig. 5 we can see that both methods performs equally
well when both have the opportunity to fully explore the
environment. This together with the topmost plot in Fig. 7
where we can see that both agents take the same number of
steps per game to score the same score, it seems like they
have both adapted similar policies. And indeed by looking
at the agents during play, we could see the games play out
very similarly. We can hence conclude that both methods
converge to similar optimal policy, as long as they have the
opportunity to explore the environment fully and have that set
of parameters.

This is especially interesting when considering that the IEE
started out with a map with about just a quarter the area of
the full size one. One might assume that this would be to
the benefit of one of the methods, either that our framework
should benefit since it will explore its full environment faster,
or that the direct full size method would benefit from being
less hampered by the limited size and therefore can score more
points before it has to employ any advanced policy. However
none of this seem to have happened, indication that both
methods are limited in their learning speed by their respective
exploration rate of the full state-space.

A. Learning rate

In Fig. 6 however we can see that the our framework
does preform better than the conventional under certain cir-
cumstances. In this particular case the learning rate was
increased, first only slightly and then by a larger magnitude.
This combined with a smaller magnitude negative step reward,
caused the IEE method to come out ahead and perform better

than the conventional method, both by reaching its steady state
policy faster and by converging to a better policy. We can see
once again in Fig. 7 that the conventional method does learn
a policy in these cases by looking at the average number of
steps taken during a game, but it is a worse policy, as it is one
that just survives and not one that scores many points.

This indicates that the IEE method is a more stable method
for training deep neural networks, being more robust to pa-
rameter choice and less likely to get stuck in local minimums
to the loss function. Being able to use a higher learning
rate gives the potential to train a deep neural network faster,
which could mean that our framework can be faster than the
conventional method but converge towards the same policy, if
these parameters are picked carefully. Especially considering
the remarks in the end of the section above, where both
methods seems to need more exploration to learn new features.
With a higher learning rate, the agent can learn a feature with
fewer visits, improving training times.

B. Saturation

In many of the trails it can be seen that the increasing score
saturates at a certain point and reaches a steady state, i.e. the
agent stops learning. This can most likely be contributed to
the complexity of the ConvNet. Essentially at some point the
agent has to change weights that are important in the beginning
of the game to learn features in later stages. By unlearning
early features, the agent will start to loose the game early on,
which will increase the ratio of early decisions in the agents
memory, causing it to train more on early game features,
relearning the necessary weights. This means the agent will
at some point reach a steady state, where the only way to
improve performance is to increase the number of weights in
the network, increasing its complexity.

However, the agents where able to reach human levels of
play in just a few hours of training, even though it used a
comparatively simple neural network. Notably however the AI
where never able to completely fill the map at its largest size,
whereas a human player were. Human players also mostly
lost due to timing errors when controlling the snake, whereas
the AI of course did not have that problem. For a simple
featureless map without any obstacles it is easy to write
an algorithm that always plays perfectly, however the game
environment in this game was specifically designed to be
challenging and to remove this possibility. On smaller map
sizes the agents where able to fill the map.

C. Future work

To improve on this study, more computational power
needs to be applied to this method to test it in more varying
situations and environments to see if the results in this study
hold true even in other applications. The sheer amount of
cpu-time needed to collect more data for this comparison was
simply too much for this project. An expanded review of the
correlations found in this study need much more powerful
computing resources.
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It could also be interesting to see if this method is appli-
cable to real world applications such as robotic navigation in
factories and warehouses, or as a method for applying deep
neural networks to the Traveling Salesman problem. This may
potentially be the foundation of future bachelor projects.

Another very interesting application of this framework
would be the game Go, which is a game that without mod-
ifications can be played in different board sizes. A game of
Go usually also plays out in a series of mini-struggles over
smaller areas of the board, making a policy learned on a
small environment directly applicable to the large variant of
the game. This would be a very interesting application of the
framework, however it will likely still require very powerful
computer resources.

VI. CONCLUSION

To conclude: this method might be viable for use since
the results point in the direction that the learning rate can
be higher if the IEE method is implemented. It appears more
robust to parameter choice, and allows for training with higher
learning rate, thus reducing training time. Also in our research
we have found no downside to the Incrementally Expanding
Environment Method compared to training on a full size
environment from the beginning.

However the use cases for this method might be limited,
due to the fact that not all environments can be expanded and
contracted without changing the behaviour of said environ-
ment. The main issue thus lays in applying it to other tasks
and environments in a way that conserves the features and
rules of the full size task.

The conclusions of this article are based on a few hundred
hours of training time, which converts to tens of millions
of games played, meaning the sample base is not that large.
More research into this method is therefore recommended and
required, as only a small set of parameters and environments
where tested.

APPENDIX A
CODE

The python code used in this project can be found on
GitHub;
https://github.com/Oscared/SmartSnakeKEX

APPENDIX B
NETWORK, PARAMETERS AND SETUP

The network used was a convolutional neural network. The
ConvNet layers were of two types. Type I: depth of 30 with a
filter size of 3x3, zero padding and ReLU activation. Type II:
depth of 60 with a filter size of 3x3, zero padding and ReLU
activation. The full structure is seen in table I.

In table II the parameters used for the Q-learning can be
seen. The step reward is the reward for taking a step, this was
introduced to discourage simply moving in a circle.

The computer used for the training was a consumer PC.
Processor AMD 8 cores 4 GHz. GPU was not used.

TABLE I
NETWORK STRUCTURE

Layer Parameters

ConvNet Type I

ConvNet Type I

Average Pooling Pool size 2x2

ConvNet Type II

ConvNet Type II

Average Pooling Pool size 2x2

Flatten layer No parameters applicable

Dropout 10% dropout

Dense 128 neurons and ReLU activation

Dense 4 neruons and Linear activation

TABLE II
NETWORK PARAMETERS

Discount rate γ 0.95

Exploration rate ε 1.0

Minimum exploration rate εmin 0.05

Exploration rate decay 0.9995

Learning rate α 0.001 or 0.002 or 0.005

Step reward -0.1 or -0.01 or -0.02
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