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Abstract

Disordered quantum mechanical systems can exhibit a phase transition between
ergodic and many-body localized phases. Systems in the former phase evolve into
equilibrium, while systems in the latter phase stay out of equilibrium. In this the-
sis we detect the phase transition with machine learning techniques applied to the
entanglement spectra of eigenstates. Machine learning models are trained on data
from the bulk of the phases and are used as oracles to detect the location of phase
boundaries. Specifically, we detect the boundaries in disordered versions of the
Heisenberg model and the transverse Ising model with neural networks to replicate
the results of Refs. [1, 2]. We compare the results from the neural networks with a
support vector machine and show that it performs equally to the neural networks
using significantly less training data. We also identify and discuss the issues with
verifying the results of the oracles and show that the models do not generalize di-
rectly to new Hamiltonians without usage of additional training data.

Keywords: many-body localization, eigenstate thermalization hypothesis, entan-
glement spectra, machine learning
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Sammanfattning

En fasöverg̊ang mellan en ergodisk fas och en flerpartikelslokaliserad fas kan förekomma
i oordnade kvantmekaniska system. System i den förstnämnda fasen överg̊ar s̊a
sm̊aningom till termodynamisk jämvikt, medan system i den sistnämnda fasen
förblir i icke jämvikt. I denna avhandling detekteras fasöverg̊angen med hjälp av
maskininlärning där modellerna är tränade p̊a kvantsammanflätningsspektra. Ma-
skininlärningsmodellerna är tränade p̊a data genererat l̊angt ifr̊an fasöverg̊angen
och modellerna används för att detektera fasöverg̊angen. Vi fokuserar p̊a att de-
tektera fasöverg̊angen med neurala nätverk applicerade p̊a oordnade varianter av
Heisenberg-modellen och den transversala Ising-modellen för att verifiera resultaten
fr̊an Refs. [1, 2]. Vi jämför resultaten fr̊an de neurala nätverken med supportvektor-
maskiner och visar att de presterar likvärdigt trots att supportvektormaskinerna
använder signifikant mindre träningsdata. Vi visar och diskuterar de problem som
uppst̊att med att verifiera resultaten fr̊an maskininlärningsmodellerna och visar att
de inte direkt generaliserar till andra Hamiltonianer om inte extra träningsdata
används.

Nyckelord: flerpartikelslokalisering, egentillst̊andstermaliseringshypotesen, kvant-
sammanflätningsspektra, maskininlärning
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Units

Planck units are used in this report; a unit system in which the coefficients c =
G = ~ = kB = 1

4πε0
= 1. With unit analysis it is possible to uniquely convert

expressions written in Planck units to SI.

Abbreviations

Each abbreviation used in this thesis is introduced the first time it is used. In
following chapters and sections the abbreviation is used instead. Below follows a
list of all the abbreviations used.

Abbreviation Full form
ETH Eigenstate Thermalization Hypothesis
MBL Many-Body Localization
PM-MBL Paramagnetic Many-Body Localization
SG-MBL Spin Glass Many-Body Localization
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vi Preface

Definitions

The Ln-norms are used throughout this thesis and are defined as

‖~x‖n =

(∑
k

xnk

)1/n

, (1)

and the L∞-norm is defined as

‖x‖∞ = max
k
|xk|. (2)
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Chapter 1

Introduction

The interest in machine learning has grown rapidly in recent years; a development
likely attributed to its unprecedented success in many areas of data analysis where it
is difficult to use ordinary algorithms. Most humans can easily distinguish between
a cat and a dog, although it is almost impossible to write down an explicit algorithm
that can do the same thing. However, with the help of machine learning it is possible
to solve problems like this without being able to explain the answer or even know
the answer; it can suffice to have examples of correct answers.

Training a computer to learn from data is not necessarily an easy task and as for
many other problems we used inspiration from nature to solve it. The human brain
is already good at learning from examples and it was therefore the inspiration for
the neural network, which is one of the most important machine learning models.
Like the human brain, a neural network consists of connected neurons that work
together to solve a task. The function of the network is determined by how the
neurons are connected and by the strengths of their connections. By fine-tuning
the strengths with training examples it is therefore possible to make the network
perform a specific task.

Machine learning schemes can be divided into three classes depending on the
type of training examples used. The first class is supervised learning, which is
characterized by the use of examples labeled with the desired answer. The goal
of this learning procedure is to generate an algorithm that given a data point can
reproduce the correct labels. The second class is unsupervised learning, which is
characterized by the use of examples without labels. The goal of unsupervised
learning is to extract features from the data, which can be used in further analy-
sis. The third class is reinforcement learning, which is characterized by the use of
feedback on actions as training.

The possibility of making machines learn from a large variety of data has opened
up new ways to solve problems and the techniques have been widely adopted in
the industry. Today it is used by many companies handling large amounts of data
and it is implemented in many end-user products. The applications also stretch
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2 Chapter 1. Introduction

to many fields of science, where machine learning has proven valuable as way to
handle and analyze data. Examples span from the search for new materials [3] to
image reconstruction of brain waves [4].

In the field of condensed matter, two potential uses have primarily been studied
during the last years; representation of quantum states and classification of phase
transitions [5–7]. This thesis focuses on the latter idea, which is based on training
models to detect characteristic properties of phases and then using the trained mod-
els to find phase boundaries. In comparison to other methods, this method could
enable the detection of phase transitions in systems where theoretical knowledge is
limited or when a good probe for the transition is missing. It is therefore of interest
to develop reliable machine learning techniques that can aid in the search for new
phase transitions.

In recent work [8], it was shown that it is possible to detect the phase transition
in two dimensions in the classical Ising model with a supervised learning scheme
using a neural network. The training data consisted of spin configurations sampled
from the bulk of the phases and was labeled with the corresponding phase. The
trained model was able to correctly classify new spin configurations such that the
correct critical temperature could be determined. The scheme could therefore be
used to detect phase transitions using only approximate knowledge of the transi-
tion’s location. However, behaviour of classical spin systems is already well-known
and the interest rather lies in the generalization to quantum mechanical systems.

A quantum phase transition of interest in condensed matter is the transition
between ergodic and many-body localized phases, which occurs in interacting and
disordered many-body systems. The ergodic phase is characterized by the prop-
erty that systems starting out of equilibrium eventually evolve into equilibrium.
This makes techniques from equilibrium statistical mechanics applicable to these
systems. However, systems in the many-body localized phase are prevented by
disorder from evolving into equilibrium and statistical mechanics is not applica-
ble. This makes the phase transition invisible in statistical mechanics and other
techniques are needed for studying it.

Methods used in quantum information have proven effective in the detection of
the ergodic and many-body localized phases. In [9–11] the entanglement entropy
has been shown to scale with the volume of the system in the ergodic phase, while
it scales slower in the many-body localized phase. The entanglement entropy can
therefore be used to determine which phase a system belongs to. Furthermore, in
[12] it has been shown that the entanglement spectrum follows different distribu-
tions in the two phases and it can therefore also be used to distinguish between the
phases.

Applying machine learning techniques to detect the ergodic to many-body local-
ization transition is inherently problematic since the dimensionality of the Hilbert
space grows exponentially with the number of particles. Methods used to detect
transitions in the classical Ising model are therefore not feasible in the quantum
case. In [13] it was shown that the dimensionality problem can be addressed by
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using parts of the entanglement spectra as input into the machine learning algo-
rithms. This approach has proven useful for detecting the phase transition between
ergodic phases and many-body localized phases with neural networks in disordered
versions of the Heisenberg model and the transverse Ising model [1, 2].

In this thesis we investigate the phase transition between ergodic phases and
many-body localized phases in two models. The first model is a one-dimensional
disordered version of the Heisenberg model, where a randomly distributed magnetic
field is applied in the z direction. The second model is a one-dimensional disor-
dered version of the transverse Ising model, where a randomly distributed magnetic
field is applied in the x direction and the nearest neighbour interactions are ran-
domly distributed. We study these models to replicate the results from Refs. [1,
2] and investigate the performance of different machine learning techniques. Dif-
ferent methods for generating the phase boundary with machine learning models
are introduced and compared. The generalization properties of the models to other
Hamiltonians are also briefly investigated.

We use a machine learning oracle that takes the entanglement spectra from
Hamiltonian eigenstates and predicts which phase they belong to. This enables us
to apply the oracle to multiple eigenstates for different parameters and the resulting
labeling is used to generate a phase plot displaying the phase transitions. The
phase plot can then be used to determine the dependence of the phase boundary
with respect to the parameters.

To create the oracle we select one choice of parameters per phase that is known
to belong to that phase. For each of the parameter choices we generate eigenstates
from different disorder realizations using exact diagonalization and the entangle-
ment spectra is computed from the eigenstates. The resulting spectra is given the
known phase label and is used as training data in a supervised learning scheme.
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Chapter 2

Ergodicity and Localization

The purpose of this chapter is to introduce the physics behind ergodicity and lo-
calization. We do this by first introducing properties that behave differently in
ergodic and localized systems, which are of interest in classification of states and
detection of phase transitions. We then define ergodicity and localization together
with explanations of how the properties behave in the systems.

2.1 Entanglement Entropy

Entanglement entropy is a property that behaves widely different in ergodic phases
and localized phases [14]. It is therefore a useful tool in the detection of phase
transitions and classification of states.

Let us define the entanglement entropy for a many-body quantum mechanical
system in the state |ψ〉 ∈ H , where H is an N dimensional Hilbert space. The
system can be split into two subsystems A and B with dimensions NA and NB

by separating the particles in the system into two groups. For a spin chain this
split can be achieved by making a cut between two neighbouring sites, although
the split does not need to have a geometrical interpretation. The states for the two
subsystems can be described by the reduced density matrices, which are defined as

ρA = trB |ψ〉〈ψ| :=
∑
|φ〉∈HB

〈φ|ψ〉 〈ψ|φ〉 (2.1)

ρB = trA |ψ〉〈ψ| :=
∑
|φ〉∈HA

〈φ|ψ〉 〈ψ|φ〉 . (2.2)

The entanglement entropy is a measure of the level of entanglement between
the two subspaces and is defined as

SE = − trA ρA log(ρA) = − trB ρB log(ρB) ≥ 0. (2.3)

5



6 Chapter 2. Ergodicity and Localization

By definition the minimal entanglement entropy SE = 0 occurs if and only if ρA
and ρB are pure1, which implies that |ψ〉 = |ψA〉 ⊗ |ψB〉 and that the entanglement
between the two subsystems is zero.

The entanglement entropy can be rewritten in terms of the eigenvalues of the
reduced density matrix by using that the density matrix ρA is Hermitian and can be
written in the form ρA =

∑
n λn |n〉〈n| with λn real and non-negative. The entropy

then takes the form

SE = − trA
∑
n,m

λn log(λm) |n〉〈n| |m〉〈m|

= − trA
∑
n,m

λn log(λm) |n〉〈m|δn,m

= −
∑
n

λn log(λn).

(2.4)

Using that
∑
n λn = 1 and equation (2.3) yields that the maximal entanglement

entropy is SE = log
(

min{NA, NB}
)
. The maximal entanglement entropy for any

partitioning is given when the two subspaces are divided with equal dimensions and
the maximum is therefore SE = log(N)/2.

For a d dimensional system of qubits with system length L the dimension of

the Hilbert space is 2L
d

. If the system is divided equally into subsystems it follows
that the maximal entanglement entropy is SE = Ld log(2)/2. Hence, the maximal
entanglement entropy scales with a volume law SE ∼ Ld. Furthermore, the average
entanglement entropy for a random state |ψ〉 is given by the Page entropy [15],

which for an equally divided qubit system is SE ≈ Ld log(2)/2− 1/2 if 2L
d/2 � 1.

Hence, the average entanglement entropy for a random state also scales with a
volume law and is very close to the maximal entanglement entropy if the system is
large enough.

Some states used in this thesis have entanglement entropy that scales with a
sub-volume law, which means that SE ∼ La with a < d. A special case is area
law scaling where a = d− 1, which implies that the entropy scales with area of the
system. As a result the entropy scales substantially slower than for systems that
follow a volume law. This effect is clearly visible for one dimensional systems where
the entropy scales as SE ∼ const. for systems with an area law, while it scales as
SE ∼ L for systems with a volume law.

It has been shown that the ground state entanglement entropy scales with an
area law in gapped Hamiltonians. States with volume laws close to maximal en-
tanglement entropy are therefore highly excited states [16].

1Note that ρA is pure if and only if ρB is pure.
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2.2 Entanglement Spectrum

The entanglement spectra is another property that has been shown useful in the
distinction between ergodic phases and many-body localized phases [12]. It has
proven especially useful in detection of phases with machine learning techniques [1,
2].

Let us define the entanglement spectra on the bi-partitioned state |ψ〉 from
section 2.1. Using that the state is partitioned into two subsystems it is possible
with Schmidt decomposition to rewrite the state as

|ψ〉 =
∑
k

ck |ak〉 ⊗ |bk〉 , (2.5)

where ck ∈ [0, 1] are coefficients that can be chosen real and {|ak〉}, {|bk〉} are
orthonormal bases in systems A and B respectively [17]. The reduced density
matrix for the subsystems are then

ρA =
∑
k

c2k |ak〉〈ak| ρB =
∑
k

c2k |bk〉〈bk| . (2.6)

The entanglement spectrum is defined as the eigenvalues of the entanglement
Hamiltonian HE = − log ρA and for a Schmidt decomposed state the entanglement
Hamiltonian is

HE = −2
∑
k

log ck |ak〉〈ak| , (2.7)

which implies that the entanglement spectrum is {−2 log ck}.
The components of the entanglement spectrum are strictly non-negative since

the coefficients ck ∈ [0, 1]. However, the components do not need to be bounded
since the coefficients ck can be zero. Numerical calculations with the entanglement
spectrum can therefore be complicated when the coefficients are approximately
zero.

2.3 Level Spacing Statistics

The level spacing statistics of the Hamiltonian energies is another property that
can be used as a tool for classifying states and detecting phase transitions. The
level spacing for a matrix M with eigenvalues {λi} is defined as

sn(M) = λn − λn−1. (2.8)

For a random matrix the level spacing sn is drawn from a distribution p(s) which
depends on the matrix M. The level spacing can be rescaled to have mean µ = 1
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by dividing equation (2.8) by the mean 〈s〉 =
∫

ds sp(s). Hence, the rescaled level
spacing is defined as

s̃n(M) =
sn
〈s〉

. (2.9)

A useful way to utilize the level spacing is to compute the level spacing ratio,
which is defined as

rn(M) =
min(s̃n(M), s̃n−1(M))

max(s̃n(M), s̃n−1(M))
=

min(sn(M), sn−1(M))

max(sn(M), sn−1(M))
. (2.10)

The ratio is independent of the average 〈s〉 so matrices with different averages can
be compared without rescaling the level spacing.

2.3.1 Level Repulsion

Dependent on the properties of the matrix M it is possible for the level spacing
to exhibit level repulsion, which means that p(s) → 0 as s → 0. Two classes that
exhibit level repulsion are Hermitian and symmetric matrices [18]. This can easily
be motivated for a random Hermitian matrix M ∈ C2×2 given by

M =

(
α γ
γ∗ β

)
, (2.11)

where α, β ∈ R and γ ∈ C are random variables. The level spacing for the matrix
is

s =
1

2

√
(α− β)2 + 4|γ|2 =

1

2

√
(α− β)2 + 4 Re{γ}2 + 4 Im{γ}2, (2.12)

which is dependent on three independent real random variables, x1 = α− β, x2 =
Re{γ} and x3 = Im{γ}. For a symmetric matrix the variable x3 = 0, so the level
spacing is dependent on two independent real random variables.

The distribution for the level spacing depending on n independent real random
variables can obtained by using that the level spacing s(~x) is a function of ~x. The
distribution is then

p(s) =

∫ ( n∏
i=1

dxi pi(xi)

)
δ
(
s−
√
~x2
)
, (2.13)

where pi(xi) is the distribution of variable i. Changing variables yi = xi
s gives that

p(s) = sn−1
∫ ( n∏

i=1

dyi pi(syi)

)
δ
(
1−

√
~y 2
)
. (2.14)

Assuming that limxi→0 pi(xi) 6= 0, it follows that p(s) ∼ sn−1 for s → 0 and the
distribution exhibits level repulsion. From the previous paragraph it follows that
p(s) ∼ s2 for Hermitian matrices and p(s) ∼ s for symmetric matrices as s→ 0.
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Let us investigate what happens if the levels follow a Poisson process, which
implies that the they are uncorrelated random variables. The probability that the
level spacing s ∈ [s, s + ds] is given by the product of the conditional probability
that there is a level λ′ ∈ [λ+ s, λ+ s+ ds] given that there is a level at λ and the
probability that there is no level in [λ, λ+ s) [18]. Hence it holds that

p(s) ds = P[λ′ ∈ [λ+ s, λ+ s+ ds] | λ] ds

∫ ∞
s

du p(u). (2.15)

Using that the levels are uncorrelated yields that the conditional probability is a
constant and using that

∫
ds p(s) = 1 implies that it is not zero. It therefore holds

that
lim
s→0

p(s) = P[λ′ ∈ [λ, λ+ ds] | λ] 6= 0 (2.16)

and there is no level repulsion for matrices where the levels are generated from a
Poisson process.

2.4 Ergodicity

Before introducing the quantum ergodic phase that is studied in this thesis we
introduce the mathematical theory of ergodicity. Due to additional complications
in quantum ergodicity we begin with the classical case and then generalize to the
quantum case.

Ergodic systems are special since they evolve into equilibrium which implies
that the time average Ō of the observable O is equal to the micro-canonical average
〈O〉mc. This property is common for systems in statistical mechanics, yet there
are exceptions. For example a system exhibiting spontaneous symmetry breaking
limiting the system to a subspace of the phase space is not ergodic on the full phase
space. Hence, for a general system it is not trivial to determine if it is ergodic and
therefore we need to investigate for which systems ergodicity holds. We specialize
this investigation to closed Hamiltonian systems, since these are exclusively used
in this thesis.

Consider a closed system with phase space X governed by the Hamiltonian
H. There exists a map T : X → X that evolves the system according to the
Hamiltonian such that Th(t1)x(t0) = x(t0 + t1). The map can be shown to form a
group representation of (R,+), which gives that TH(t2)TH(t1) = TH(t1 + t2) and
T−1H (t) = TH(−t). The physical implications are that the time-evolution is not
dependent on how the system evolved into the time t and that the time-evolution
is reversible.
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To define ergodicity we need to extend the phase space X into a measure space.
Let Σ be a σ-algebra of the phase space X; meaning that Σ is a set with the
properties:

(i) The full set is in the algebra X ∈ Σ.

(ii) The complement of any set is in the algebra X\A ∈ Σ, ∀A ∈ Σ.

(iii) Any countable union ∪kAk ∈ Σ is in the algebra if the sets Ak ∈ Σ.

Let us introduce a measure µ : Σ → [0, 1] and require that all sets in the algebra
are measurable2. We have now extended the phase space X into a measure space
(X,Σ, µ). For any physical applications we can assume that Σ is the Borel algebra
of X, which is the smallest σ-algebra containing all open subsets of X. As a result,
all physically meaningful sets can be assumed to belong to the algebra and the
measure can be assumed to be the fractional volume of the total phase space with
µ(X) = 1.

Having introduced a measure space we can now state Lioville’s theorem. The
phase space is incompressible for any classical Hamiltonian system [19] and as a
result the map TH is measure preserving, meaning that µ(TH(t)A) = µ(A) ∀A ∈ Σ.
The volume of any set in phase space is therefore a constant of time and the phase
space is therefore free from attractors and repellers.

Lioville’s theorem does not have a quantum mechanical generalization since the
phase space can not be defined in the standard formulation of quantum mechanics.
The reason is that the uncertainty principle forbids definite values for both position
and momentum and a particle can therefore not be treated as a point in phase space.
In other formulations it is possible to define phase space for quantum systems,
however the flow is then compressible [20]. This can easily be seen in the Bohmian
formulation, where quantum particles are interpreted as classical particles that are
interacting with a wave field ψ [21]. The phase space for quantum particles is
defined as the phase space for the corresponding classical particles and for ~x ∈ X
it follows that

∇ · ~̇x =
1

m
∇ · Im

{
∇ψ
ψ

}
, (2.17)

which is not zero in general [22]. The map TH is therefore not measure preserving3

or the phase space X is not defined. This leads to additional complications for
quantum systems in the identification of ergodicity, which are discussed in section
2.4.1.

We can now define ergodicity for a map TH(t1). The map TH(t1) is ergodic for
a fixed t1 if it is measure preserving and µ(A) ∈ {0, 1} for every A ∈ Σ satisfying
TH(t1)A = A. An ergodic map can therefore have fixed points, yet it can not
have any set A with measure µ(A) ∈ (0, 1) that maps into itself. As noted earlier

2There are examples of sets that are not measurable, which implies that µ(A) is not defined.
3Note that this is the phase space measure and not the probability of the states. The probability

of the states is preserved by the operator TH(t) = exp{−iHt} since T †H(t)TH(t) = 1.
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T
2
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3
A

Figure 2.1. For an ergodic map T it is not possible for a set to map into itself after
repeated mappings of T if the orbit traced out is not of measure 0 or 1.

spontaneously symmetry broken systems limited to a subset X ′ ⊂ X can therefore
not be ergodic since X ′ maps into itself, yet they can be made ergodic if the
phase space is limited to X ′. Furthermore, an ergodic map does not allow for a
set A to map into itself after repeated maps A = TH(nt1)A such that the orbit
orb(A) = ∪nk=0TH(kt1)A has measure µ(orb(A)) ∈ (0, 1) as seen in figure 2.1, since
this would imply that orb(A) = TH(t1) orb(A). This implies that any set with finite
measure traces out an orbit over the full phase space such that µ(∪∞k=0TH(kt)A) = 1
[23].

The main result for ergodic time-evolutions is given by the ergodic theorem and
it states that for any observable O : X → R it follows that

lim
n→∞

1

n

n−1∑
m=0

O(TH(mt1)x) =

∫
X

dµO(x), (2.18)

if the map TH(t1) is ergodic. This implies that the time-average Ō is equal to the
micro-canonical average 〈O〉mc and as a result all systems starting out of equilibrium
with ergodic time-evolution will evolve into equilibrium.
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2.4.1 Quantum Ergodicity

The ergodic theorem introduced in section 2.4 is valid for any ergodic map and there
is no distinction between classical systems and quantum systems in the validity of
the theorem. However, due to the problem of defining phase space or the prob-
lem of flow compressibility in quantum mechanics it not true that time-evolution is
ergodic in the mathematical sense and the ergodic theorem is therefore not appli-
cable to quantum systems. To study thermalizing systems in quantum mechanics
we therefore need to generalize the concept of ergodicity.

The generalization of ergodicty to quantum mechanics does not fulfill the math-
ematical definition of ergodicity given in section 2.4. We call the systems that are
ergodic in the generalized sense normal to make a distinction between systems that
fulfill the mathematical definition and systems that are ergodic in the generalized
sense. The ergodic theorem is also generalized to normal systems and it is then
called the quantum ergodic theorem [24, 25]. Before introducing normal systems
and the quantum ergodic theorem we need to introduce a Hilbert space H with di-
mension N and an eigenbasis {|φα〉} with H |φα〉 = Eα |φα〉. We select a orthogonal
decomposition of the Hilbert space so4

H =

n⊕
ν=1

Hν , (2.19)

for some n ∈ N. For each subspace we introduce an operator

Pν =
∑

|ψ〉∈{{|φα〉}||φα〉∈Hν}

|ψ〉〈ψ| (2.20)

that projects states onto the corresponding subspace Hν . All of the projection
operators commute with each other since the subspaces are orthogonal and the set
{Pν} generates a vector space V of commuting operators over R. Any operator
A ∈ V can be written in the form A =

∑
ν cνPν , cν ∈ R and any two operators

A,B ∈ V commute.
The definition of a normal systems is as follows: a system beginning in the

initial state |ψ(0)〉 is (ε, δ)-normal if it holds that

| 〈ψ(t)|A|ψ(t)〉 − 〈A〉mc|
2
< ε2

〈
A2
〉
mc
, (2.21)

for all times except a fraction5 δ and every observable A ∈ V . The definition implies
that Ā = 〈A〉mc +O (ε+ δ) which resembles the result for ergodcity; see appendix
A for a proof. However, normality is weaker than ergodicty in the sense that it

4The are many ways to decompose the Hilbert space into orthogonal subspaces. Different
decompositions have different vector spaces V and the quantum ergodic theorem may only hold
in some of the decompositions.

5The precise definition that a statement p(t) holds for all times except a fraction δ is that
lim supT→∞

1
T
|{t ∈ (0, T ) | ¬p(t)}| < δ.
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only holds for operators in V . Furthermore, it is not possible to define V such that
it contains all operators since [A,B] = 0 ∀A,B ∈ V . However, it is possible to
define coarse-grained versions of the observables that are in V . The coarse-grained
observables can for example be defined as

A′ =
∑
ν

〈A〉ν Pν , (2.22)

where 〈A〉ν is the average of A on the eigenstates in Hν .
The conditions stated in the definition for normality are difficult to check for

a general system. Luckily the quantum ergodic theorem gives conditions for when
a system is normal for any initial state. The theorem states that if the system is
governed by the Hamiltonian H with neither degenerate energies nor degenerate
level spacings and

max
α6=β
| 〈φα|Pν |φβ〉|2 + max

α

(
〈φα|Pν |φα〉 − 〈Pν〉mc

)2
<
ε2δ

n2
〈Pν〉mc ∀ν (2.23)

then it follows that the system is (ε, δ)-normal for all initial states. The interpre-
tation of these conditions is that the off-diagonal components of all operators in
V should be small. Furthermore, that the maximal difference between the micro-
canonical average and the diagonal components should be small for all operators
in V . This implies that all the diagonal components should be on a small interval
near the micro-canonical average.

2.5 Eigenstate Thermalization Hypothesis

In section 2.4 we showed that the notion of ergodicity is more complicated for
quantum systems than for classical systems, although a generalization is possible
with the quantum ergodic theorem. The theorem gives a list of precise conditions
that lead to ergodicity for the system with respect to a vector space of operators.
However, the vector space of operators is limited and not all physically relevant
operators are included in it. For example, it is not possible to have both the
position and momentum operator in V since they do not commute. Therefore,
the theorem does not give a complete answer to the question of which systems are
ergodic for all physically relevant operators. To approach the problem differently we
introduce the eigenstate thermalization hypothesis (ETH) which is closely related
to the condition in equation (2.23) [26] and from that we state some characteristic
properties of the ergodic phase.

Consider a closed quantum system of M particles governed by the Hamiltonian
H and let {|φα〉} be a non-degenerate eigenbasis with H |φα〉 = Eα |φα〉. Let |ψ(0)〉
be the initial state for the system, then the Hamiltonian evolves the system as

|ψ(t)〉 = exp{−iHt} |ψ(0)〉 =
∑
α

cα exp{−iEαt} |φα〉 , (2.24)
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where cα = 〈φα|ψ(0)〉. Let A be an observable and let Aβ,α = 〈φβ |A|φα〉 be the
corresponding operator components expressed in the eigenbasis of the Hamiltonian.
The expectation value of the operator is given by

A(t) =
∑
α,β

cαc
∗
β exp{−i(Eα − Eβ)t}Aβ,α (2.25)

and the time-average

Ā = lim
T→∞

1

T

∫ T

0

dt A(t) =
∑
α

|cα|2Aα,α, (2.26)

since there are no degeneracies.
The ETH hypothesizes that the time-average is equal to the micro-canonical

average given a set of conditions on the observable and the state. The hypothesis
is not a proved theorem and there is no precise formulation for which observables
the hypothesis holds. The conditions state that if A is a few-body observable,
the energy uncertainty of the initial state ∆E is algebraically small in M , the
difference between a diagonal element and its nearest neighbours |Aα+1,α+1 −Aα,α|
is exponentially small in M and that the off-diagonal elements Aβ,α, β 6= α are
exponentially small in M , then it follows that Aα,α = A(E) + δAα,α, such that
|δAα,α| � |A(E)| [27–29]. Given these conditions it holds

Ā =
∑
α

|cα|2Aα,α = A(E) +O (δA) (2.27)

〈A〉mc =
1

N

∑
k

Ak,k = A(E) +O (δA) , (2.28)

which implies that approximate ergodicty holds such that Ā = 〈A〉mc + O (δA).
Furthermore, it is follows that(

A(t)− Ā
)2

=
∑
α,β

|cα|2|cβ |2|Aβ,α|2 � Ā, (2.29)

which implies that the fluctuations from the time-average and the micro-canonical
average are small.

States in the ETH exhibit properties similar to ergodic systems in the sense
that they evolve into equilibrium. Furthermore, the reduced density matrices of
subsystems in the ETH follow a thermal ensemble ρ(T ) = Z−1 exp

{
−HT−1

}
in

the asymptotic time limit. A temperature can therefore be defined through the
ensemble [30].
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2.5.1 Level and Entropy Statistics in the ETH

Eigenstates belonging to Hamiltonians with weak disorder tend to belong to the
ETH phase. These eigenstates are expected to have random components due to
the randomness in the disorder, although the disorder is not strong enough to make
the eigenstates into product states. The Hamiltonian matrices are then built from
random eigenstates and it is reasonable to expect that they follow the statistics of
random matrix theory [14, 31]. This opens up for the possibility to investigate the
energy level statistics, entanglement entropy scaling and entanglement spectra level
spacing statistics using random matrix theory techniques.

The energy level spacing statistics for a Hamiltonian obeying the ETH is dis-
tributed according to the Gaussian orthogonal ensemble for symmetric Hamilto-
nians and the Gaussian unitary ensemble for Hermitian Hamiltonians. The level
spacing statistics is therefore distributed according to pGOE(s) ∼ s exp

{
−s2

}
for

symmetric Hamiltonians and pGUE(s) ∼ s2 exp
{
−s2

}
for Hermitian Hamiltonians

[12]. These distributions exhibit level repulsion as predicted by the results in section
2.3.1 and as a consequence the energies are not expected to be degenerate without
fine-tuning or a symmetry requiring the degeneracy. Furthermore, the energy level
spacing ratio takes an average value 〈rGOE〉 ≈ 0.531 for symmetric Hamiltonians
[32].

The average entanglement entropy for states in the ETH follows the predic-
tion for random states and for states that correspond to thermalization at infinite
temperature it is given by the Page entropy SE ≈ Ld log(2)/2− 1/2 introduced in
section 2.1. It has been shown that the entanglement entropy for both finite and
infinite temperature6 follows a volume law [10, 14]. Furthermore, the entanglement
spectra level spacing statistics is distributed according to the same distribution as
the energy level spacing statistics [12]. This result implies that there is a character-
istic distribution for the entanglement spectra in the ETH, which makes it possible
to use the entanglement spectra to identify states belonging to the ETH.

2.6 Anderson Localization

Before introducing the many-body localized phase we look at a simpler case called
Anderson localization, which is localization for a single particle. This allows us to
get insight into what localization is before we study many-body localization.

Anderson localization is a phenomena with non-ergodic time-evolution. It arises
in single particle systems with a disordered potential which makes the particle self
interfere and stops the particle from diffusing. As a result the position uncertainty
is a constant with time and the particle ends up localized in a region of space.

6The temperature is defined through the thermal ensemble ρ(T ).
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An example of a system that exhibits Anderson localization is the tight-binding
model with a single particle

H =
∑
n

εna
†
nan + t

∑
〈n,m〉

a†nam, (2.30)

where 〈n,m〉 means that the summation is restricted to nearest neighbours, the
energies εn ∈ U(−W,W ) are uniformly distributed and the number of sites N � 1.
For W = 0 and t 6= 0 the energies εn are all equal and the eigenfunctions are the
Bloch functions

|k〉 =
1√
N

∑
n

exp{ikn} |n〉 . (2.31)

These functions are equally spread out over every site and the eigenfunctions are
therefore not localized. However, for t = 0 and W 6= 0 it follows that the sites are
totally unconnected. The Hamiltonian is then diagonal and the eigenfunctions are
|n〉, which implies that the eigenfunctions are totally localized.

Between these two extreme special cases there is a critical value for the disorder
per hopping amplitude (W/t)critical such that Hamiltonians with W/t > (W/t)critical
exhibit localization while Hamiltonians with W/t < (W/t)critical have non-localized
eigenstates. In d ≤ 2 the critical value (W/t)critical = 0 and any perturbation of the
potential that breaks translation invariance in the crystal gives rise to localization,
while for d ≥ 3 the critical value for localization takes a finite value [33, 34].

2.7 Many-Body Localization

We now introduce many-body localization (MBL) which is localization in interact-
ing many particle systems with strong disorder. As with Anderson localization the
phenomena of MBL is quantum mechanical without any classical counterpart. The
time-evolution is also non-ergodic since the states in the MBL phase violate the
assumptions of the ETH, which implies that the time-averages are not in general
equal to the micro-canonical averages. Systems in the MBL phase can therefore
not be studied with the techniques of statistical mechanics [30].

2.7.1 Level and Entropy Statistics in the MBL

Eigenstates belonging to Hamiltonians with strong disorder tend to belong to the
MBL phase. The disorder may then be strong enough to dominate over the other
contributions of the Hamiltonian and the eigenstates will approximately correspond
to the eigenstates of the disorder. Assuming that the disorder is independently ap-
plied to each site of the model, the eigenstates are approximately product states in
the basis of the applied disorder. The Hamiltonian is then approximately a diagonal
matrix in the disorder basis and it is therefore expected to have random energies
rather than random eigenstates. The implications are that the Hamiltonian does
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not follow random matrix theory, but rather a Poisson process for the selection of
energies [14, 18]. Using this reasoning allows for an analytical argument to deter-
mine the distribution of the energy level spacing statistics, while other properties
need to be determined by computer simulations.

Energy levels in the MBL phase are expected to arise from a Poisson process.
The level spacings can then be treated as uncorrelated random events which leads to
the distribution pP(s) ∼ exp{−s}. The distribution is non-zero in the limit s → 0
and level repulsion does not occur for these states as predicted in section 2.3.1.
This is expected since the eigenvalues from the Poisson process are independent.
Furthermore, the average of the energy level spacing ratio is 〈rP 〉 ≈ 0.386, which is
distinct from the ETH.

States in the MBL phase have entanglement entropy that scales with a sub-
volume law. In one dimension in the MBL phase it has been shown that the
scaling follows an area-law S ∼ Ld−1 for highly energetic states [10, 11, 35] and
the entanglement entropy in a spin chain is therefore expected to be a constant
with respect to the system size. Furthermore, the entanglement spectra is assumed
to follows a semi-Poisson process, so the level spacing of the entanglement spectra
follows a distribution p(s) ∼ s exp{−s} [12].
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Chapter 3

Spin Chain Models

In this chapter we first introduce the Jordan-Wigner transformation that lets us
map fermionic system into spin systems and vice versa. This enable us to study
localization of spin system with the help of their fermionic counterparts. We then
introduce the models that we study in this thesis, which are two spin chain models
that exhibit phase transitions between ergodic and localized phases.

3.1 Jordan-Wigner Transformation

Assume that we have a fermionic system with the operators ak, a†k corresponding
to annihilation and creation at index k and obeying the fermionic canonical com-
mutation relation {ak, a†l } = δk,l1. We wish to map this system into a spin system
with the Pauli spin operators σxi , σyi , σzi acting on the spin at position i. This

require us to write the operators ak, a†k in terms of σxi , σyi , σzi such that the new
operators follow the fermionic commutation relation. One way to do this is with
the Jordan-Wigner transformation [36], where

ak = −1

2

(
k−1∏
i=1

σzi

)
(σxk − iσ

y
k). (3.1)

The transformation is reversible and therefore it is also possible to map a spin
system into a fermionic system. The reverse transformations are given by

σxi = −

(
i−1∏
j=1

aja
†
j − a

†
jaj

)
(a†i + ai), (3.2)

σyi = i

(
i−1∏
j=1

aja
†
j − a

†
jaj

)
(a†i − ai), (3.3)

σzi = aia
†
i − a

†
iai. (3.4)
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Ergodic MBL

Figure 3.1. Qualitative sketch of the phase boundary between the ergodic and the
MBL phase for Heisenberg Hamiltonian in equation (3.5). The rescaled energies are

defined as ε = E−Emin
Emax−Emin

, where Emin, Emax is the smallest, largest energy of the

system, respectively.

3.2 Heisenberg Model

The Heisenberg model describes a chain of interacting spins {σi}, which are re-
stricted to σi ∈ {↑, ↓}. The Hamiltonian for the model with L sites is given by

H =
1

4

L−1∑
i=1

[
∆σzi σ

z
i+1 + J(σxi σ

x
i+1 + σyi σ

y
i+1)

]
+

L∑
i=1

hi
2
σzi . (3.5)

Interactions between the spins are restricted to nearest neighbours and open bound-
ary conditions are used. A random external magnetic field in the z direction is
applied where the parameters hi ∈ U(−h̄, h̄) are uniform random numbers.

The Hamiltonian commutes with the total z-spin operator Sz =
∑N
i=1 σ

z
i /2,

which implies that the total z-spin is a global symmetry of the Hamiltonian. By
the Ehrenfest theorem it follows that the total z-spin of a state is a conserved
property and that H can be block diagonalized (see appendix B), where each block
correspond to one value of the total z-spin.
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Using the Jordan-Wigner transformation on the Heisenberg model shows that
corresponding fermionic Hamiltonian is

H = ∆

L−1∑
i=1

(
ni+1 −

1

2

)(
ni −

1

2

)
+
J

4

L−1∑
i=1

[
a†iai+1 + a†i+1ai

]
+

L∑
i=1

hi
2

(1− 2ni),

(3.6)

where ni = a†iai. The Hamiltonian is similar to the tight-binding model in equation
(2.30) that was shown to exhibit Anderson localization. The hopping coefficient t in
the tight-binding model corresponds to J and the energies εn correspond to a mix of
∆ and hi. It is therefore expected that the Heisenberg model exhibits localization
for large enough values of h̄. However, the presents of the term ni+1ni implies that
the model is interacting and it therefore exhibits many-body localization rather
than Anderson localization

The Heisenberg model exhibits a ETH-MBL phase transition as the disorder
parameter h̄ changes [10], see figure 3.1 for a sketch. For strong disorder it is
expected that almost all eigenstates of the Hamiltonian belong to the MBL phase,
while for weak disorder almost all eigenstates are expected to belong to the ETH.
The phase transition also depends on the energy of the eigenstates, so the critical
value h̄c = h̄c(E) is a function of the energy of the eigenstates [1, 10].

3.3 Transverse Ising Model

The Transverse Ising model describes a chain of interacting spins {σi}, which are
restricted to σi ∈ {↑, ↓}. The Hamiltonian for the model with L sites is given by
[2]

H = −
L∑
i=1

hiσ
x
i −

L−1∑
i=1

[
Jiσ

z
i σ

z
i+1 + λh̄σxi σ

x
i+1

]
−
L−2∑
i=1

λJ̄σzi σ
z
i+2. (3.7)

Open boundary conditions are used and interactions between spins are restricted
to nearest and next to nearest neighbours. The nearest neighbour interaction
strength in z is dependent on the site and is given by {Ji} ∈ Lognormal(log J, 1)
for some log J ∈ R. A random transverse magnetic field is applied with {hi} ∈
Lognormal(log h, 1) for some log h ∈ R. The parameters J̄ and h̄ are the averages
of {Ji} and {hi}, respectively.

The Hamiltonian commutes with the total parity operator P =
∏N
i=1 σ

x
i , which

implies that it is a global Z2 symmetry. The total parity is therefore a conserved
quantity and H can be block diagonalized (see appendix B) into two blocks.

The transverse Ising model exhibits three different phases, ETH, paramagnetic
many-body localized (PM-MBL) and spin-glass many-body localized (SG-MBL)
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Ergodic

PM-MBL SG-MBL

Figure 3.2. Qualitative sketch of the phase boundary between the ergodic and the
MBL phases for the transverse Ising Hamiltonian in equation 3.7.

[2]. The PM-MBL phase consists of localized states that are approximate product
states in the x basis and they are therefore behaving paramagnetically with respect
to the external field hi. The SG-MBL phase consists of localized states that are
approximate macroscopic superpositions of two product states in the z basis. The
spins in these product states are randomly aligned since they follow the random
nature of the interactions Ji and the states are therefore spin glasses [2, 11].

The phase transitions between the three phases are determined by the para-
meters log J , log h and λ, see figure 3.2 for a sketch. When λ�

∣∣log J − log h
∣∣ the

two last terms in the Hamiltonian are negligible and the system exhibits localization.
All disorder coefficients are drawn from a log-normal distribution and are therefore
strictly positive, which implies that additional terms are negligible if h̄ � J̄ or
h̄ � J̄ . Hence, if h̄ � J̄ then it follows that the second term in the Hamiltonian
is also negligible and the eigenstates are product states in the x-direction. The
spin chain is paramagnetic and the system is then in the PM-MBL phase. If
J̄ � h̄ then it follows that the first term is also negligible and the eigenstates
become Schrödinger cat states that are superpositions of two product states in the
z-direction [11]. These states are spin glasses and therefore belong to the SG-MBL
phase.

This version of the transverse Ising model is self-dual if the boundary conditions
are changed to be periodic and it then follows that the model can be mapped into
a model on the same form by introducing new spin operators [37]. This model is
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left invariant under the transformation

σzi σ
z
i+1 7→ σxi ,

∏
k<i

σxk 7→ σki , hi ↔ Ji, h̄↔ J̄ . (3.8)

It also holds that the location of phase boundary between the ergodic phase and the
localized phases is left invariant by the transformation. This has the implication
that any point on the phase boundary can be mapped onto the phase boundary by
the transformation

(λ, log J − log h) 7→ (λ, log h− log J). (3.9)

The phase boundary must therefore be reflection symmetric in the log J− log h = 0
plane.

The model in equation (3.7) is not invariant under the transformation in equa-
tion (3.8), although it is expected that the behaviour is similar to the periodic
boundary case [2]. We therefore expect the phase boundary to be approximately
reflection symmetric in the log J − log h = 0 plane.
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Chapter 4

Machine Learning

Our task of creating a machine learning oracle that can distinguish between ergodic
phases and many-body localized phases is a supervised classification problem. For
that reason this chapter focuses on supervised classification and the examples given
are similar to the problem. In this chapter we introduce the theory of learning and
three machine learning models. The first model is a simple model for classification
that is presented to give insight into how the other models work. The other two
models are used in the creation of the oracles.

4.1 Theory of Learning

Let us consider the problem at hand. We wish to construct a transformation that
takes the entanglement spectrum and maps it to its corresponding phase label. To
our help we have a set of examples where both the entanglement spectra and the
phase labels are given. In a more general formulation the problem is to find a
function g : D → R that approximates a target function f : D → R. Searching
for g from the set of all functions F = {ϕ : D → R} is generally unfeasible and the
search is therefore restricted to a model that can represent a subset H ⊆ F . The
search also requires the introduction of a measure that specifies how well g ≈ f .
This measure is given by a cost function c which specifies the difference between
g and f on a training set T ⊂ D × R, which is a set of data points ~xi ∈ D with
corresponding labels yi = f(~xi) ∈ R. The function g is then selected according to1

g = arg min
h∈H

c(h, T ). (4.1)

1Some learning algorithms approximate the minimization of c and are therefore not guaranteed
to find the global minimum. The function g will in these cases correspond to a local minimum.
Furthermore, in some cases the global minimum will not be unique. In these cases g is selected
as one of the functions that minimize the cost function.
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The function g is selected such that it is the best approximation of f on the
training set with respect to the cost function. However, the behaviour of f on the
training set is already known, so the interest rather lies in how well g generalizes
outside the training set. Unfortunately, there are examples where g fits f perfectly
on the training set but generalizes poorly. One such example is when a five degree
polynomial is fitted on five data points. To avoid generalization problems we need
to study how g generalizes.

To study the generalization properties we introduce two error measures, the
in-sample error and the out-of-sample error. The in-sample error measures the
deviation between g and f on the training set2 and is defined as

Ein(g) =
1

|T |
∑

(~x,y)∈T

e(g(~x), y), (4.2)

where e is an error measure such as the squared error. The out-of-sample error
measures the deviation between g and f in the domain D and is defined as the
expectation value

Eout(g) = E~x∈D[e(g(~x), f(~x))]. (4.3)

The function g is then a good approximation of f if the out-of-sample error is
small. However, only the in-sample error can be computed since the out-of-sample
error requires knowledge about the target f . We therefore need a way to relate the
out-of-sample error with the in-sample error.

A relation between the two errors is the Vapnik-Chervonenkis inequality which
states that [38–40]

P[|Ein(g)− Eout(g)| > ε] ≤ 4SH(2|T |) exp

{
−1

8
ε2|T |

}
, ∀ε ∈ R+, (4.4)

where SH(n) is the scattering function. The scattering function can be seen as the
maximal number of ways to give n points either correct or incorrect labels with the
functions in the set H and it is defined as

SH(n) = max
~x1,...,~xn∈D
y1,...,yn∈R

∣∣{(1h(~x1)=y1 , . . . , 1h(~xn)=yn) ∈ {0, 1}n | h ∈ H
}∣∣, (4.5)

where 1p is 1 if the statement p is true and 0 otherwise; see appendix C for details.
If the right-hand side of equation (4.4) is small then it follows that the in-sample
error will almost always follow the out-of-sample error and the function g generalizes
properly. However, the right-hand side can only be made small if the scattering
function does not grow exponentially.

The scattering function is a measure of the model versatility and the function
takes larger values for more versatile models. A model H is said to scatter n points

2The in-sample error and the cost function are similar in the sense that they both measure
the error on the training set. However, they will often be different since the cost function often
contain regularization terms and they can use different ways to measure error.



4.2. Perceptron 27

if the function takes it maximum value SH(n) = 2n for n points. It follows from
equation (4.5) that if the model scatters k points than it also scatters n < k points
and if the model does not scatter k points then it does not scatter n > k points. As
a result there exists a largest number of points that the model can scatter and this
is called the VC-dimension dVC = max {n ∈ N ∪ {∞} | SH(n) = 2n}. If n > dVC

then the scattering function is a polynomial in n [39] and for any finite dVC the
right-hand side of equation (4.4) is small if |T | is large enough. As a result the
in-sample error will almost always follow the out-of-sample error and the function
g generalizes properly.

To guarantee good generalization properties for the trained model we would
like to select a model with the lowest VC-dimension possible. However, selecting a
model with lower complexity makes it less likely for the function g to approximate
the target on the training set. For example H = {1} has dVC = 0, yet it is
unlikely to be a good approximation of the target. This phenomena is called the
bias-variance trade-off [40, 41] and implies that neither too simple nor too complex
models will approximate the target well.

Complex models are more sensitive to noise in the training data and in some
cases the model will fit noise rather than the target, a phenomena known as over-
fitting. Noise features are not global for the target and a model fitting the noise
will therefore not generalize properly. Reduction of overfitting is achieved with reg-
ularization, which is a set of techniques that improves the generalization properties
of the model by restricting it. A common technique is weight decay regularization,
where a maximal value for the norm of the model parameters is set. The parameters
are therefore restricted to a subspace and the complexity of the model is lowered.

4.2 Perceptron

The perceptron is one of the simplest supervised models used for binary classifica-
tion and due to its simplicity it is likely unable to reliably classify the phases using
the entanglement spectra. For that reason the perceptron is not used in this thesis
to study the phase transitions, but rather to illustrate how binary classification
works in more complicated models and as a building block to create more complex
models.

The perceptron model consists of two different parameters, the weights ~w and
the bias b. The values of the parameters specify the function that the model repre-
sents. Classification of the two labels is attained with a hyperplane π : ~w · ~x+ b =
0, ∀~x ∈ D that separates the domain D into two regions as depicted in figure 4.1.
Given a point ~x ∈ D the label is

g(~x) = φ(~w · ~x+ b), (4.6)

where φ(x) = sgn(x).
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Figure 4.1. An example of a perceptron hyperplane classifying data in two dimen-
sions. Red dots correspond to the class +1 and blue dots correspond to class −1.
The axis correspond to two features, which in our problem could correspond to two
components in the entanglement spectra.

Training of the model is achieved by selecting the parameters ~w such that the
cost function c(g) = 1

N

∑
(~x,y)∈T |g(~x)− y|2 is minimized. The perceptron learning

algorithm is an iterative algorithm that approximates the minimization of the cost
function by updating the weights for each misclassified point, see algorithm 1.

Algorithm 1 Perceptron learning algorithm

1: procedure PLA(r, T ) . r is the number of iterations and T the training set
2: i = 0
3: ~w ← random()
4: b← random()
5: while i < r do
6: (~x, y)← getRandomPoint(T )
7: ~w ← ~w + [g(~x)− y]~x
8: b← b+ [g(~x)− y]

9: return ~w, b



4.3. Neural Networks 29

4.3 Neural Networks
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Figure 4.2. Schematic image of a feed forward neural network with one hidden
layer. The layer to the left is the input, the middle layer is a hidden layer and the
right layer is the output. The number of neurons in a layer can be different for
different layers and in general it holds that k, n and m are not equal.

A neural network is a type of machine learning model that is inspired by the
human brain. The model consists of connected perceptrons in a way that resembles
the structure of the brain. The idea of the cooperating perceptrons is that the
full model should be able to implement more complex algorithms than a single
perceptron.

There are several types of neural network schemes, although in this thesis we will
only consider feed-forward neural networks. This type of network is characterized
by having unconnected neurons stacked in layers, but connected with neurons in
the adjacent layers, see figure 4.2. The first layer of the network acts as the input
layer where data points ~x ∈ D are fed. The last layer acts as the output layer
where the labels ~y are extracted. Between the input and output layer there can be
multiple hidden layers which transform the information as it is traveling from the
input to the output.

The connections between two adjacent layers is transformed with an activation
function φi which in general depends on the layer index i. The activation functions
are in general non-linear and therefore make it possible for the network to approx-
imate highly non-linear targets. The relation between the previous layer and the
following layer is

~xi+1 = φi(Wi~xi +~bi), (4.7)

where Wi is the weight matrix for layer i and ~bi is the bias for layer i.
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Minimization of the cost function with respect to the weights and the biases is
in general a high dimensional and complicated optimization problem that has no
known analytical solution. The training algorithms used are therefore iterative and
based on gradient decent. Initially the weights and biases are chosen randomly.
Thereafter the weights are updated using back propagation, which is an effective
algorithm to compute the gradient for each of the weights [42].

Regularization of neural networks is commonly achieved with adding a weight
decay term to the cost function. However, there is another common technique called
dropout which can be used with neural networks [43]. In dropout regularization a
neuron is turned off with a probability p during a training step in gradient decent.
This forces other neurons to learn to compensate for missing neurons and it increases
the robustness of the neural network.

4.3.1 Activation functions

In this thesis three activation functions are used in the neural networks, the ReLU,
the Sigmoid and the Softmax. The two former activation functions are here used
in the intermediate layers to enable fitting of non-linear targets. The functions are

defined as ReLUi(~x) = xiθ(xi) and Sigmoidi(~x) = exp{xi}
exp{xi}+1 .

The Softmax function is given by Softmaxi(~x) = exp{xi}∑
j exp{xj}

and it is applied

to map the output into probabilities. This is commonly done when the network is
used for classification. Each of the output nodes then correspond to a class of the
input data and their values are then the probabilities that the input correspond to
a class.

4.4 Support Vector Machines

A support vector machine is a machine learning model used for binary classification.
The model uses a hyperplane to discriminate between two classes in the same way
as the perceptron. However, support vector machines choose the discriminating
hyperplane with the highest margin to the training points as depicted in figure 4.3,
which makes the predictions more robust against noise and variation. The model
can also easily be generalized with different kernels which allow the hyperplane
to be embedded in a transformed space which allows it to model data that is not
linearly separable.3

The hyperplane discriminating between the two classes is given by π : ~w·~x+b = 0
and the classification algorithm is

g(~x) = sgn(~w · ~x+ b). (4.8)

3A set of data containing two classes is linearly separable in a space S if it is possible to separate
the classes on different sides of a hyperplane π ∈ S.
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Figure 4.3. A support vector machine hyperplane classifying training data into two
classes. The dashed lines represent the margin to the nearest training data. The
filled circles are support vectors and the hollow dots are other training points.

The function mapping (~w, b) 7→ g is invariant under the transformation ~w 7→ β ~w
and b 7→ βb for any β ∈ R+. This implies that the weights can be rescaled without
changing the classification function.

Training of the model is achieved by maximizing the margin from the hyperplane
π to the training data set T subject to the requirement that all training data points
are classified correctly.4 Assume that ~x ′ ∈ T is the point closest to π, then it follows
that the distance

d(T, π) =
|~w · (~x ′ − ~x)|
‖~w‖2

=
|~w · ~x ′ + b|
‖~w‖2

. (4.9)

Using the scaling invariance of equation (4.8) it is possible to set ‖~w · ~x ′ + b‖2 = 1
and assuming that each point ~xn ∈ T is correctly labeled with yn = g(~xn), it follows
that yn(~w · ~xn + b) ≥ 1 ∀~xn ∈ T . The optimization problem can then be rewritten
as [44]

minimize
~w,b

1

2
‖~w‖22

subject to yn(~w · ~xn + b) ≥ 1, ∀~xn ∈ T.
(4.10)

The optimization problem can be rewritten in Lagrangian form as

L(~w, b, α) =
1

2
‖~w‖22 −

∑
n

αn
(
yn(~w · ~x+ b)− 1

)
, (4.11)

4Some data points will be outliers and can not be classified correctly without affecting the
accuracy of the network. In such cases a soft margin is used.
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where L is minimized with respect to ~w, b and maximized with respect to α ≥ 0.
Using that ∂L

∂ ~w = 0 and ∂L
∂b = 0 makes it possible to simplify the optimization of

the Lagrangian. The simplified optimization problem is

maximize
α

∑
n

αn −
∑
n,m

αnαmynym~xn · ~xm

subject to
∑
n

αnyn = 0

αi ≥ 0.

(4.12)

This problem is solvable using standard quadratic programming libraries which
will give the values of α. Given α it is possible to compute the weights as ~w =∑
n αnyn~xn and the bias b = yi − ~w · ~xi.
The optimization problem in equation (4.12) derived above will attempt to

classify all ~xn ∈ T correctly, even if ~xn is an outlier. Correctly classifying an outlier
will effect the overall accuracy of the classification since points in the vicinity of
the outlier will be missclassified. A method to avoid this problem is to change
from a hard-margin optimization to a soft-margin optimization, which is done by
restricting 0 ≤ αi ≤ C, C ∈ R+.

4.4.1 Kernel Methods

Support vector machines can be generalized by substituting the inner products with
a kernel K(~x, ~x ′). This generalization makes it possible for the model to fit target
functions with data that is not linearly separable. The classification algorithm is
then replaced with

g(~x) = sgn

( ∑
n∈{k∈N|αk>0}

αnyn
(
K(~xn, ~x)−K(~xn, ~xl)

)
+ yl

)
, (4.13)

for some l ∈ {k ∈ N|αk > 0}. The optimization problem is also changed due to
introduction of the kernel and it takes the form

maximize
α

∑
n

αn −
∑
n,m

αnαmynymK(~xn, ~xm)

subject to
∑
n

αnyn = 0

αi ≥ 0.

(4.14)
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4.4.2 Multiclass Support Vector Machine

Support vector machines are inherently only capable of binary classification, al-
though it is possible to generalize the model to multiclass classification using multi-
ple instances of the model. There are two common protocols for handling multiclass
classification of N classes, one-vs-rest and one-vs-one. In the one-vs-rest scheme
N instances of the model are initiated, where model number i will be trained with
class i labeled as 1 and everything else labeled as −1. The trained multiclass model
classifies a new data point by applying each of the N models and returning the
label of the models that returned 1. If multiple or no models return a 1, then a tie
break procedure is used to select one of the classes.

In the one-vs-one scheme N(N−1)/2 models instances are initiated, where each
model is given a unique pair of classes. Each of the models is trained with data
from the pair of classes that they correspond to. Classification of a new data point
is achieved by applying each of the models and selecting the class that was selected
by most of the instances. Ties can occur if two or more classes are selected the
same number of times and there are different methods to break the tie such that
one class is selected.

4.5 Phase Boundary Detection

Consider the problem of detecting the phase boundary using entanglement spectra.
When a model has been trained it can be used to label new entanglement spectra
and this can be used to determine the phase of every point in a phase space.
The phases are then visible in the phase plot and the phase boundaries can be
determined. However, a phase plot sharply displaying the phase boundary would
be useful to determine its location. For that reason we introduce three measures
that can be used to generate a phase plot of the boundary.

4.5.1 Standard Deviation

In the problem of classifying the entanglement spectra, we divide the phase space
into bins such that each bin corresponds to an interval in the variables. We average
the result over multiple disorder realizations for every bin. It is therefore possible
to introduce the standard deviation for each bin by using the different realizations.
The standard deviation should display different behaviours near the phase transition
and in the bulk of the phases. This is because it is unlikely that two disorder
realizations in the bulk of the phase should belong to different phases. However,
near the boundary the probability for two disorder realizations to belong to different
phases should be larger. Furthermore, close to the boundary there should be a
higher probability that the model conducts missclassifications and this increases
the standard deviation.
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4.5.2 Discriminator Margin

The phase boundary in a support vector machine should be located at the hyper-
plane since it is the boundary in the transformed space. Mapping the hyperplane to
to the phase space would then give a plot of the phase boundary. However, for the
entanglement spectra this mapping is unknown since we do not have a function that
takes the entanglement spectrum and gives the disorder strength or energy. Instead
we can use the distance from the hyperplane to sampled entanglement spectra with
known disorder and energy to find the location of the hyperplane.

The distance from a point ~x ∈ D to the hyperplane π is given by equation (4.9).
The expression can not be evaluated directly for support vector machines that use
kernels since the weight vector is not defined, although it is possible to rewrite the
expression in terms of the kernel so the margin is defined for kernel support vector
machines. The margin is then

d(~x, π) =

∣∣∣∑n∈{k∈N|αk>0} αnyn
(
K(~xn, ~x)−K(~xn, ~xl)

)
+ yl

∣∣∣√∑
n,m∈{k∈N|αk>0} αnαmynymK(~xn, ~xm)

, (4.15)

for an arbitrary l ∈ {k ∈ N|αk > 0}. Furthermore, all terms in the denominator are
in the Lagrangian which makes it possible to reuse data from the training procedure.

4.5.3 Confusion

In neural networks with a Softmax output layer there is no clear notion of a hy-
perplane dividing the phases and the phase boundary can therefore not directly be
identified with the hyperplane. Instead a hyperplane can be defined in the output
space which can be used to find the boundary. This hyperplane is called the set of
maximal confusion C and the rescaled distance to C is called confusion.

Consider a classification problem with n classes and a neural network with
n output neurons summing to 1. The possible output space is then given by S =
{~y ∈ [0, 1]n | ‖~y‖1 = 1} and each of the outputs correspond to different probabilities
for belonging to the n classes. The network is certain of the classification if the
output is in the subset S ′ = {~y ∈ S | ‖~y‖∞ = 1} since only one of the components
is non-zero. Furthermore, the network is unable to distinguish between two or more
classes if the output is in the set of maximal confusion

C =

{
~y ∈ S |

∣∣∣∣∣{ arg min
~y ′∈S′

‖~y − ~y ′‖2
}∣∣∣∣∣ > 1

}
(4.16)

since the largest two probabilities are equal. This is equivalent to when a point is
on the discriminating hyperplane; a prediction can not be made.
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The uncertainty of an output of the network is related to the distance d(~y, C)
in the L2 norm. It therefore makes sense to define the confusion as

C(~y) = 1− d(~y, C)
d(S ′, C)

. (4.17)

The confusion maps the outputs to [0, 1] where C(~y) = 0 if ~y ∈ S ′ and C(~y) = 1 if
~y ∈ C.

The notion of confusion can not directly be applied to support vector machines
in a meaningful way since the outputs are always in S ′. However, the confusion
can be defined for the average output since the average 〈~y〉 ∈ S rather than S ′. In
the problem with entanglement spectra, we are interested in the phase space as a
function disorder strength. Each bin in the phase space contains multiple different
entanglement spectra since there are multiple disorder realizations with the same
disorder strength. The confusion can then be applied to each of the bin averages
〈~y〉bin.
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Chapter 5

Machine Learning
Architecture

This chapter will describe the architecture of the machine learning models used
in the detection of the phase transitions between ergodic phases and many-body
localized phases. First there will be a description of how training data is generated
from the Hamiltonians. Then there will be a description of the architecture and
training procedures used on the machine learning models.

There are many choices of coefficients, functions and similar in the sections that
specify architecture. The choices made in section 5.2 about the Heisenberg ReLU
network and section 5.5 about the transverse Ising network are made to replicate
the results from Ref. [1] and Ref. [2], respectively. Choices in the other sections
are made in a iterative manner, where a simple model is initially tested and it is
made more complex until it has sufficiently high accuracy, certainty and sufficiently
low standard deviation. Selecting coefficients is done by testing different values and
evaluating the performance of the trained model on a validation set. The coefficients
corresponding to the best performing model is chosen.

5.1 Generation of Training Data

All machine learning models in this thesis are trained on the entanglement spectra
from eigenstates of the Hamiltonians. The eigenstates are obtained by exact diag-
onalization of the block diagonalized Hamiltonian and the corresponding rescaled
energies ε = E−Emin

Emax−Emin
are computed. Model dependent selection rules for the

rescaled energies are applied and the eigenstates fulfilling the rules are used to
compute the equal bipartition entanglement spectra.

The entanglement spectrum of an eigenstate is computed by first dividing the
spin chain into two subsystems. Spins with indecies in {n ∈ N | 1 ≤ n ≤ L/2} be-
long to the subsystem A and spins with indecies {n ∈ N | L/2 < n ≤ L} belong to

37
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the subsystem B. Each spin configuration of the system can be seen as a L bit
binary number and the spin configurations in the subsystems can be seen as L/2

bit binary numbers. The eigenstate coefficients can be written as a vector ~c ∈ C2L

and the eigenstate can be written as

|ψ〉 =

2L−1∑
k=0

ck |k〉 =

2L/2−1∑
n,m=0

Mn,m |n〉 ⊗ |m〉 , (5.1)

where Mn,m = c2L/2n+m. Schmidt decomposition of the eigenstate is equivalent to
singular value decomposition of the matrix M and the entanglement spectrum is
given by {−2 log sn}, where sn are the singular values.

5.1.1 Heisenberg Model Training Data

Ergodic MBL

Figure 5.1. Qualitative sketch of the phase diagram for the Heisengberg model.
The blue line shows where the training data for the ergodic phase is sampled and
the red line shows where the training data for the MBL phase is sampled.

The eigenstates used in the generation of training data are computed by exact
diagonalization of the Hamiltonian from equation (3.5) in the subspace Sz = 0.
Eigenstates with rescaled energies ε 6∈ [0.1, 0.9] are discarded since these do not
follow the general trend1 and therefore reduce the preformance of the oracle. In
the construction of the entanglement Hamiltonian only the subspace Sz = 0 or

1The ground state in gapped Hamiltonians follow an area law and only highly excited states
are expected to behave as random states with volume laws.
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Sz = 1/2 is considered2 and only the smallest third of the entanglement spectrum
is saved as training data. The other two thirds of the entanglement spectrum is
removed since these components are close to infinity and these components give
rise to large computational errors.

Both labeled and unlabeled training data from the Heisenberg model is used to
train the models. The labeled training data is used to increase the accuracy of the
models, while the unlabeled training data is used by the neural networks to increase
the certainty of predictions. The labeled training data is generated from two points
known to be in the bulk of the phases, see figure 5.1. Data generated from the
point h̄ = 0.25 is assumed to belong to the ETH phase, while data from the point
h̄ = 12.0 is assumed to belong to the MBL phase. The unlabeled training data is
generated from uniform randomly chosen points in the interval h̄ ∈ (0.25, 12.0).

5.1.2 Transverse Ising Model Training Data

Ergodic

PM-MBL SG-MBL

Figure 5.2. Qualitative sketch of the phase diagram for the transverse Ising model.
The blue dot shows where the training data for the ergodic phase is sampled, the
red dot shows where the training data for the PM-MBL phase is sampled and the
green dot show where the training data for the SG-MBL phase is sampled.

The eigenstates used in the generation of training data are computed by exact
diagonalization of the Hamiltonian from equation (3.7) in the subspace P = 1.
Eigenstates with energies ε 6∈ [0.375, 0.625] are discarded since the phase boundary
is energy dependent and their inclusion would increase the unceratinty of the oracle.
In the construction of the entanglement Hamiltonian only the subspace P = 1

2If NA is odd then the total spin is Sz = 1/2. This is because it is not possible to sum an odd
number of s ∈ {1/2,−1/2} to zero.
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is considered and the full entanglement spectra are used as training data. The
full entanglement spectra is used since all components are finite and there the
computational errors are not higher for these components.

Only labeled training data from the transverse field Ising model is used to
train the machine learning models and it is generated from three points known
to be in the bulk of the phases, see figure 5.2. Data generated from the point
(λ = 2, log J − log h = 0) is assumed to belong to the ETH phase, data from
(λ = 0.2, log J − log h = −3) is assumed to belong to the paramagnetic MBL phase
and data from (λ = 0.2, log J − log h = 3) is assumed to belong to the spin glass
MBL phase.

5.2 Heisenberg Model ReLU Neural Network

The ReLU neural network is a one hidden layer feed forward neural network used
for classification of the ETH and MBL phases in the Heisenberg model. It has an
input layer with

⌊(
L/2
L/4

)
/3
⌋

neurons intended to be fed the entanglement spectrum, a

hidden layer with 1024 neurons and an output layer with two neurons corresponding
to the two phases. The layers are fully connected with a ReLUi(~x) = xiθ(xi) acti-
vation function between the input layer and the hidden layer and a Softmaxi(~x) =

exp{xi}∑
j exp{xj}

activation function between the hidden layer and the output layer. The

full neural network model is

~g(~x) = Softmax
(
~b+ W ReLU(~a+ V~x)

)
, (5.2)

where V,W are the weights and ~a,~b are the biases.
The cost function is given by

c(~g) = −
∑

(~x,~y)∈Tl

~y · log~g(~x)− δ
∑
~x∈Tu

~g(~x) · log~g(~x) + µ
‖V‖2
dim V

, (5.3)

where δ = µ = 1 are coefficients, dim V is the number of components in V and
Tl, Tu is the set of labeled and unlabeled data, respectively. The first term is the
cross entropy between ~g and ~y on the labeled data and it is used to minimize their
difference, which increases the accuracy of the network. The second term is the
entropy of ~g on the unlabeled data and it is used to increase the certainty of the
network. The last term is the L2-norm weight decay of the matrix V and it is
used to regularize the network. The coefficient δ and µ are empirically chosen to
maximize the accuracy and the certainty of the network on a validation set. The
performance of the network is not sensitive to the exact values of the coefficients
and the resulting phase plot is not significantly changed if the values are taken from
the sets δ ∈ [0.5, 2], µ ∈ [0.1, 3].

The network is initialized with weight components sampled from the normal
distribution N (−0.1, 0.1) and bias components set to 0.1. These initial parameters
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are empirically selected to reduce the risk that the network gets stuck in a local
minima. Training of the network is conducted with stochastic gradient decent
using the Adam optimizer [45] and dropout is applied on V with p = 0.5. The
model is trained with a learning rate of 5× 10−4, a batch size of 100 points and
approximately 3500 training steps. The output of the trained output is averaged
over 50 instances, which are each on a random set of half the training data.

5.3 Heisenberg Model Sigmoid Neural Network

The sigmoid neural network is identical in structure to the ReLU neural network
described in section 5.2 with the following exceptions: the number of hidden neurons
is selected as small as possible to improve the computational performance of the
network and it is determined by lowering the number of neurons until the accuracy
or certainty decreases. The smallest number of hidden neurons is determined to

be 100 and a Sigmoidi(~x) = exp{xi}
exp{xi}+1 activation function is used in the connection

between the input layer and the hidden layer. The full network model is

~g(~x) = Softmax
(
~b+ W Sigmoid(~a+ V~x)

)
, (5.4)

where V,W are the weights and ~a,~b are the biases. Dropout was tested, yet it
did not increase the accuracy or the certainty of the network. Dropout is therefore
not employed for regularization and the output of the network is not averaged over
multiple instances since it was found to not improve the accuracy, certainty or affect
the phase plots.

5.4 Heisenberg Model Support Vector Machine

Two different support vector machines are used for binary classification of the
ETH and MBL phases. Both models are trained with 5× 104 labeled training
data points, which is close to smallest number of points required to prevent the
phase diagram from changing as additional training points are added. No unlabeled
training data points are used since they can not be used in a support vector machine.
Soft-margin regularization is employed and the regularization coefficient C = 1 is
chosen by default by the used support vector machine framework. The value of
the coefficient C does not seem to affect the accuracy of the model and values
C ∈ [0.1, 10] have been shown to not change the resulting phase plot. The models
differ in the selection of kernels and the first model uses a linear kernel given by

K(~x, ~x ′) = ~x · ~x ′. (5.5)

The second model uses a radial basis function kernel given by

K(~x, ~x ′) = exp
{
−γ‖~x− ~x ′‖22

}
, (5.6)
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with the coefficient γ = 0.5 chosen by default by the used support vector machine
framework. The accuracy of the model is not changed if the value of the coefficient
is changed to some γ ∈ [0.1, 1].

5.5 Transverse Ising Model Neural Network

The model is a one hidden layer feed forward neural network used for ternary classi-
fication of the ETH, paramagnetic MBL and spin glass MBL phase in the transverse
Ising model. The network has an input layer of

(
N/2
N/4

)
neurons indented to be fed the

entanglement spectrum, 400 hidden neurons and three output neurons correspond-

ing to the phases. The layers are fully connected with a Sigmoidi(~x) = exp{xi}
exp{xi}+1

activation function between the input layer and a Softmaxi(~x) = exp{xi}∑
j exp{xj}

acti-

vation function between the hidden layer and the output layer. The full network
mode is

~g(~x) = Softmax
(
~b+ W Sigmoid(~a+ V~x)

)
, (5.7)

where V,W are the weights and ~a,~b are the biases.
The cost function is given by

c(~g) = −
∑

(~x,~y)∈Tl

~y · log~g(~x) + µ
‖V‖2
dim V

, (5.8)

where µ = 0.5 is a coefficient and dim V is the number of components in the matrix
V. The first term is the cross entropy between ~g and ~y on the labeled data and
it is used to minimize their difference. The second term is the L2-norm weight
decay for the matrix V and is used to regularize the network. The coefficient µ
is empirically chosen to maximize the accuracy of the network on a validation set.
The performance of the network is not sensitive to the exact value of the coefficient
µ and the accuracy of the network is not significantly changed if the coefficient is
selected from the set µ ∈ [0.1, 2].

The network is initiated with weight components sampled from N (0, 0.1) and
bias components set to 0.1. These choices of initial parameters are used to reduce
the risk that the network gets stuck in a local minima. Training of the network is
conducted with stochastic gradient decent using the Adam optimizer [45] and no
dropout is applied. The model is trained with a learning rate of 1× 10−3, a batch
size of 100 points and approximately 3500 training steps.
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5.6 Transverse Ising Model Support Vector
Machine

The support vector machine is trained for ternary classification of the ETH, param-
agnetic MBL and spin glass MBL phases in the transverse Ising model. The model
uses the one-vs-rest scheme to generalize to ternary classification; a choice done to
improve the computational complexity of training the model. The model is trained
on 1× 103 labeled data points equally split over the three phases, where the number
of points is chosen close to the maximim allowed by the computational complexity
for training and using the model. The model uses a third degree polynomial kernel

K(~x, ~x ′) = (1 + ~x · ~x ′)3 (5.9)

and soft-margin regularization is employed with the coefficient C = 1 being cho-
sen by default by the used support vector machine framework. The value of the
coefficient C does not seem to affect the accuracy of the trained model.

5.7 Generation of Phase Plots

A model trained to discriminate between ergodic phases and localized phases can
be used to classify new unlabeled states. If these states are generated while two
parameters are varied then it is possible to visualize the classification in a phase
plot. By dividing the phase space into bins it is possible to average over the states
and the randomness from the disorder can be made smaller.

Phase plots generated for the Heisenberg model are generated by varying the
disorder strength h̄ and then plotting the phase boundary in the rescaled energy ε,
disorder plane h̄. The plot is averaged with 100 disorder realizations per disorder
bin and the bins are set to have the size 0.01 in ε and 0.125 in h̄.

Phase plots generated for the transverse Ising model are generated by varying
both λ and log J − log h. The plot is generated with 100 disorder realizations per
bin and the bins are set to have the 0.1 in both the varied variables.
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Chapter 6

Results

In this chapter we present the resulting phase plots generated with the machine
learning models. Comparisons between the neural network models and the support
vector models are made and the generalization properties of the models to other
Hamiltonians are discussed. Finally we present the phase plots from the transverse
Ising model.

6.1 Heisenberg Model

A sample of the entanglement spectra used to train and generate phase plots is
displayed in figure 6.1. The figure shows that separation between the ETH bulk
and the MBL bulk can be made by eye and it is therefore not a difficult machine
learning problem. This suggests that an oracle can attain a high accuracy by using
a simple rule, although it is not clear that the oracle will generalize properly to data
from the transition. An example of a rule that separates the data from the bulk
is to assume that the spectra belongs to the MBL phase if the first component is
larger than 35, yet it is not clear that this rule will separate the transition data in
the anticipated way. This shows that the accuracy of the model is not necessarily
a good measure of how well the oracle will be able to separate the ETH phase from
the MBL phase and this makes it difficult to asses which of the plots show the
correct boundaries.

The methods for evaluating the trained models needs to be improved in order to
reliably apply these techniques to new and unknown phase transitions. Neither the
accuracy, the certainty nor the standard deviation can be used to reliably evaluate
how well a model preforms and this makes it very difficult to asses the results
if the transition has not previously been studied. The problem is related to the
machine learning problem of estimating the accuracy in unsupervised learning since
unlabeled data can be generated near the phase transition. However, estimating
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Figure 6.1. The entanglement spectra generated from the Heisenberg model for
L = 14. Only the subspace Sz = 0 is considered and only spectra corresponding
to Sz = 1/2 in the entanglement Hamiltonian is considered. Furthermore, only
the smallest 21 out of the 35 components are plotted since some of the remaining
components are close to infinity. The ETH bulk data is generated with a disorder
strength h̄ = 0.25 and the MBL bulk data is generated with a disorder strength
h̄ = 12.0. The transition data is generated with disorder strengths from an interval
h̄ ∈ (2, 5) assumed to include the transition.

accuracy in unsupervised learning is still an area of research and it is not likely that
there is a simple solution.

6.1.1 Output distribution

The output distributions p(o) from the support vector machines are by definition
only non-zero on the set {0, 1}, where the output 0 and 1 corresponds to the input
being classified as ergodic and localized, respectively. In the bulk of the ergodic
phase most inputs are classified as 0 and it therefore follows that p(0) � p(1),
see figure 6.2. As the disorder strength is increased more inputs are classified as
1 and at the phase boundary it is expected that p(0) ≈ p(1). Further increasing
the disorder strength makes the system enter the bulk of the localized phase and it
holds that p(0)� p(1).

The output distributions from the neural networks can be non-zero on the full set
[0, 1] and it is therefore possible for the distributions to deform differently from the
support vector machine distribution as the disorder strength changes. For example,
a possibility would be that the peak of the distribution continuously moves from
0 to 1 as the disorder strength is increased. However, figure 6.2 shows that the
output of the neural network rarely takes values far from the set {0, 1} and that the
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(a) (b)

Figure 6.2. The output distributions for the Heisenberg model with ∆ = J = 1
and L = 14 in the energy interval ε ∈ (0.4, 0.5). Plot (a) is from the radial basis
function kernel support vector machine and plot (b) is from the Sigmoid network.
The blue circles, the orange squares and green triangles correspond to input data
from the ergodic phase, the transition region and the localized phase, respectively.

distribution deforms qualitatively in the same way as the support vector machine
distribution. The transition from the ergodic phase to the localized phase should
therefore be seen as a change in the fraction of eigenstates that are classified as
being in the localized phase rather than a continuous change of how plausible it is
that an eigenstate belongs to the localized phase.

6.1.2 Phase Boundary Detection

In section 4.5 we introduced three techniques for generating plots that display the
phase boundaries rather than the probability of the different phases. In figure 6.3
the confusion and the standard deviation are shown for a Sigmoid neural network.
Both plots show the phase boundary in the same location, yet the confusion shows
a much sharper peak at the boundary. The confusion is therefore a more suitable
tool for visualizing the phase boundaries than the standard deviation. However,
the standard deviation is by definition a measure of the spread in the classification
result over multiple disorder realizations and it can therefore give insight into which
regions have the largest spread.

The standard deviation shows that the region near the phase boundary with
energies around ε = 0.45 has a larger spread than the regions near the boundary
with lower or higher energies. As noted in section 4.5.1 this increased standard
deviation can arise from both uncertainty in the classifications and that not all
disorder realizations belong to the same phase. In the confusion plot the width of the
boundary increases for energies around ε = 0.45 which suggests that the standard
deviation is partially explained by uncertainty in the classifications. However, the
increased standard deviation in the region could also indicate that the likelihood
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(a) (b)

Figure 6.3. Phase boundary plot generated with the Sigmoid neural network for
the Heisenberg model with ∆ = J = 1 and L = 12. Plot (a) shows the confusion C
of the phase boundary and (b) shows the standard deviation of the classification of
the network ∆PMBL.

(a) (b)

Figure 6.4. Phase boundary plot generated with a linear kernel support vector
machine for the Heisenberg model with ∆ = J = 1 and L = 12. Plot (a) shows the
confusion of the phase boundary and (b) shows the averaged discriminator margin
filtered through the function dπ(~x) = tanh (d(~x, π)− 2.5).

for two disorder realizations to belong to different phases is larger than for other
areas.

In figure 6.4 the confusion and the discriminator margin are shown for a linear
kernel support vector machine. Both plots show the phase boundary in the same
location, yet the confusion shows a much sharper peak. Furthermore, the discrim-
inator margin requires filtering for making the boundary clearly visible and this
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filtering requires fine-tuning. This suggests that the confusion is a better aid for
visualizing the boundary.

6.1.3 Neural Networks

(c) (d)

(a) (b)

Figure 6.5. Phase plot of the Heisenberg model with ∆ = J = 1 and L = 14 gen-
erated with neural networks. The probability for a bin to belong to the MBL phase
determined by the ReLU neural network is displayed in (a) and the correspond-
ing confusion is displayed in (b). The probability for a bin to belong to the MBL
phase determined by the Sigmoid network is displayed in (c) and the corresponding
confusion is displayed in (d).

The phase plots in the energy versus disorder space generated with neural net-
works and the corresponding confusions are displayed in figure 6.5. From the plots
it is clear that the confusion contains the same information as the phase plot for bi-
nary classification and that both the ReLU and the Sigmoid networks give sharply



50 Chapter 6. Results

peaked boundaries in the region where the phase boundary has been found by other
work [1, 10].

The largest difference in boundary location between the two models occur in
the region where ε = 0.45 and it is likely caused by the model difference and that
the weights are randomly initiated in the networks. Overall the models yield result
similar enough to assume that they perform equivalently. The Sigmoid network is
therefore preferred over the ReLU network since the Sigmoid network has less neu-
rons and no averaging over multiple instances which makes it require significantly
less computational resources.

Reducing the number of neurons in the ReLU network results in a reduced
certainty of the network, which suggests that it is no longer able to approximate
the target well. However, the Sigmoid network can be run with only a tenth of
the neurons needed in the ReLU network without effecting the certainty. This
difference in performance is likely attributed to the difference in activation function
and that the target function is non-linear. The ReLU function is almost linear
and it therefore requires more neurons than a non-linear function to approximate
a non-linear target.

6.1.4 Support Vector Machines

The phase plots in the energy versus disorder space generated with support vec-
tor machines and the corresponding confusions are displayed in figure 6.6. These
plots also show that both the phase plot and the confusion plot contain the same
information and it is therefore sufficient to investigate the confusion. The phase
boundary for the linear kernel model is located at h̄ ≈ 3 for ε = 0.45 which is
a higher disorder strength than for both the neural networks and the radial basis
function model. Since the accuracy of both the support vector machines is 100 % on
the test data it is not possible to use the accuracy to determine which of the phase
plots is correct. However, the spread out region near ε = 0.45 suggests that the
linear kernel model might not be able to fully capture the target, which is consistent
with the conclusion that the target is non-linear.

Neither of the support vector machines are trained on unlabeled data and the
models have therefore not been trained on any data from the transition. Neverthe-
less, the radial basis function model is capable of replicating the result of the neural
networks as seen in figure 6.6. In figure 6.7 it is also shown that the model replicates
the result of the Sigmoid network when the sampling point for the MBL phase is
changed from h̄ = 12 to h̄ = 100 and it is therefore unlikely that the coinciding
result with the neural networks is coincidental. This shows that the unlabeled data
is not needed to detect the phase transition with high precision and it suggests that
the use of the unlabeled data in the neural network is to place the discriminator in
the middle between the two phases rather than to extract more information about
the phase transition.
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(c) (d)

(a) (b)

Figure 6.6. Phase plot of the Heisenberg model with ∆ = J = 1 and L = 14
generated with support vector machines. The probability for a bin to belong to the
MBL phase determined by the linear kernel support vector machine is displayed in
(a) and the corresponding confusion is displayed in (b). The probability for a bin
to belong to the MBL phase determined by the radial basis function kernel support
vector machine is displayed in (c) and the corresponding confusion is displayed in
(d).

6.1.5 Generalization to Other Hamiltonians

The confusion for the 12-site Heisenberg model with ∆ = 1.5 generated with a
neural network and a support vector machine is shown in figure 6.8. The plots
show that the boundary moves towards higher disorder strength than for lower
values of ∆. This is explained by the fact that the disorder strength must be larger
for the disorder to dominate over the non-disorder part of the Hamiltonian when the
value of ∆ is increased. Furthermore, the increased width of the phase boundary
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(a) (b)

Figure 6.7. Phase plot of the Heisenberg model with ∆ = J = 1 and L = 12 where
data from the MBL phase is taken from h̄ = 100. The confusion C for the Sigmoid
neural network is displayed in (a) and the confusion C for the radial basis function
kernel support vector machine is displayed in (b).

(a) (b)

Figure 6.8. Confusion for the Heisenberg model with ∆ = 1.5, J = 1, L = 12
generated by the Sigmoid neural network and the radial basis function kernel support
vector machine. In (a), (b) the Hamiltonian used in the generation is used to train
the neural network, support vector machine, respectively.

is caused by the lower number of sites which increases the fluctuations.

The confusion for the 12-site Heisenberg model with ∆ = 1.5 generated with
models trained on other values of ∆ is displayed in figure 6.9. The models trained
on data from ∆ = 1 show a phase boundary for lower disorder strengths than
the models trained on ∆ = 1.5, which suggests that the models are not fully able
to generalize to the new Hamiltonian. However, the generalization significantly
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(c) (d)

(a) (b)

Figure 6.9. Confusion for the Heisenberg model with ∆ = 1.5, J = 1, L = 12
generated by the Sigmoid neural network and the radial basis function kernel support
vector machine. In (a), (b) the Heisenberg model with ∆ = 1, J = 1, L = 12 is used
to train the neural network, support vector machine, respectively. In (c), (d) a mix
of data from the Heisenberg model with ∆ = 1, J = 1, L = 12 and the Heisenberg
model ∆ = 2, J = 1, L = 12 is used to train the neural network, support vector
machine, respectively.

improves when the models are allowed to train on data from both ∆ = 1 and
∆ = 2. This shows that generalization in a parameter is improved by training the
model from multiple data points with respect to the parameter.

This behaviour shows that the techniques used in this thesis can not be used
as a general oracle for all models that exhibit phase transitions between ergodic
phases and localized phases. However, it seems reasonable that the generalization
properties can be improved since the characteristic properties of the entanglement
spectra are general for the phases rather than the Hamiltonians. A likely cause
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Figure 6.10. The entanglement spectra generated from the Triplet Ising model for
L = 10. The ETH data is sampled from (λ = 2, log J − log h = 0), the MBL-PM
data is sampled from (λ = 0.2, log J− log h = −3) and the MBL-SG data is sampled
from (λ = 0.2, log J − log h = 3).

of the poor generalization properties is that the models fit noise specific to the
Hamiltonians or that the parameters of the entanglement spectra distributions are
dependent on the Hamiltonians. In the latter case the generalization properties
could be improved by rescaling the properties of the distributions such that they
are independent of the Hamiltonian and the theory from section 4.1 is applicable.

6.2 Transverse Ising Model

The entanglement spectra for the transverse Ising model is displayed in figure 6.10.
The plot shows a clear separation between the ETH phase and the two MBL phases,
while the two MBL phases are more intertwined and separation by eye is not pos-
sible. As with the Heisenberg model it is possible to easily construct a rule that
can separate the ETH phase and the MBL phases, although the separation between
the two MBL phases likely requires more sophisticated methods. The accuracy is
therefore likely a better measure of the model performance than for the Heisenberg
model.

The phase plots of the transverse Ising model and the corresponding confusion
is presented in figure 6.11. As anticipated the phase plots are symmetric along
the line log J − log h = 0 which supports that the result is correct. Furthermore,
the confusion plots are also symmetric along the line log J − log h = 0 with some
discrepancies for λ = 0. These discrepancies are likely explained by the integrability
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(c) (d)

(a) (b)

Figure 6.11. Phase plot of the Transverse Ising model with L = 14. The phase plot
of the probabilities (PPM-MBL, PSG-MBL, PETH) encoded in RGB generated with the
neural network is displayed in (a) and the corresponding confusion is displayed in
(b). The phase plot in (c) is from the support vector machine and the corresponding
confusion is displayed in (d).

of the model at λ = 0, which is a phase that the model has not been trained on
and therefore the model makes incorrect predictions in that region.

Both the neural network and the support vector machine detect the phase
boundary between the ETH and the MBL phase in the same place, however the
boundary between the two MBL phases differ between the two model. For the neu-
ral network the boundary between the MBL phases is located at log J − log h = 0
as anticipated. However, for the support vector machine this boundary is smeared
out over the interval log J − log h ∈ [−1, 0] and the PM-MBL phase has a brown
colour, which suggests that the model is not capable of discriminating between the
two MBL phases.

The unsatisfactory results using the support vector machine is likely cause by
a mix of model choice and the amount of training data. However, due to compu-
tational performance issues in the training and classification algorithm the amount
of training data could not be increased and a more complex kernel could not be
selected for the same reason. The performance problems for the training of the
model could possibly be improved by using a stochastic gradient decent trained
version of the support vector machine, although the generation of the phase plots
would still be problematic with a more complex kernel.
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Chapter 7

Summary, Conclusions and
Outlook

The results of this thesis show that machine learning techniques yield results agree-
ing with previous work and the conclusion is that these machine learning techniques
are feasible for detecting phase transitions between ergodic and localized phases.
However, verification of a result is difficult since neither the accuracy, the certainty
nor the standard deviation of the models are necessarily good measures of how
well the model is able to discriminate between the phases. Better techniques for
assessing the models is therefore needed before the model can be applied to new
unknown phase transitions.

The results also show that the phase boundary can be detected without using
any unlabeled data from the transition region by using a support vector machine.
This suggests that the unlabeled data used for the neural networks is used to
move the discriminator line to give it a higher margin rather than learning other
features about the transition region. This method also decreases the computational
complexity for generating training data for the model, which speeds up investigation
of the phase space.

The conclusion that the unlabeled training data was not used to extract ad-
ditional features does not mean that unsupervised machine learning schemes are
unfeasible in the detection of phase transitions. An unsupervised scheme could
possibly solve the problem with verification by using labeled data to validate the
result. An example of such a scheme would be to use clustering to divide the unla-
beled training data into classes. Labeled data can then be used to label the classes
and to measure the accuracy of the model. The model is not trained on the labeled
data so it should be unlikely that a poorly performing model has high accuracy on
the labeled data set. This suggests that the accuracy could be used to validate the
model.
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Generalization to completely different Hamiltonian does not seem feasible with
the setup used in this thesis and it is likely that it could be significantly improved if
parameters of the entanglement spectra distribution are rescaled to be independent
of the Hamiltonian. The argument behind this assumption is that the generalization
theory described in section 4.1 is only valid if the input data is sampled from
the same distribution and that the distributions many Hamiltonians only differ
by parameters. This could then make it possible to create an oracle that can
find ergodic to localized phases in a large class of models, which would open the
possibility for nearly automatic detection.

Having a general oracle would also open up to the possibility to train new
machine learning models that can suggests new systems where the transition is
likely to occur and to extract important features of the entanglement spectra. This
could help in the process of detecting new systems with interesting properties and
help with the understanding of what in the entanglement spectra that differentiates
the phases.
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Appendix A

Normal Systems

In this appendix we prove a theorem that shows that (ε, δ)-normal systems have the
property that Ā = 〈A〉mc + O (ε+ δ) and are ergodic in the quantum mechanical
sense. The notation and definitions used are from section 2.4.1.

Theorem. Let a system described by ψ(t) be (ε, δ)-normal and A ∈ V be an ob-
servable of the system. Assume further that Ā exists for the system, that the value
of the observable is finite supt∈R+ | 〈ψ(t)|A|ψ(t)〉| < ∞ and that

〈
A2
〉
mc

< ∞. It
then follows that

Ā = 〈A〉mc +O (ε+ δ) . (A.1)

Proof. Let us define A(t) := 〈ψ(t)|A|ψ(t)〉. The system is (ε, δ)-normal and A ∈ V
so it follows from the definition that

|A(t)− 〈A〉mc| < ε
√
〈A2〉mc (A.2)

on D{
T := (0, T )\DT , ∀T ∈ R for some set DT ⊆ (0, T ) with

lim sup
T→∞

1

T
|DT | < δ. (A.3)

Equation (A.2) gives that

A(t) = 〈A〉mc + εη(t)
√
〈A2〉mc, (A.4)

on D{
T for some function η : R+ → (−1, 1). The time-average at time T is defined

as

ĀT :=
1

T

∫ T

0

dt A(t)

=
1

T

∫
D{
T

dt
[
〈A〉mc + εη(t)

√
〈A2〉mc

]
+

∫
DT

dt A(t),

(A.5)
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and it follows that the difference between it and the micro-canonical average is

∣∣ĀT − 〈A〉mc

∣∣ ≤ |〈A〉mc|

∣∣∣∣∣1− 1

T

∫
D{
T

dt

∣∣∣∣∣+

∣∣∣∣∫
DT

dt A(t)

∣∣∣∣
+ ε
√
〈A2〉mc

∣∣∣∣∣
∫
D{
T

dt η(t)

∣∣∣∣∣
≤ |DT |

T

(
|〈A〉mc|+ sup

t∈(0,T )

|A(t)|
)

+ ε
√
〈A2〉mc.

(A.6)

Taking the supremum limit T →∞∣∣Ā− 〈A〉mc

∣∣ ≤ δ(|〈A〉mc|+ sup
t∈R+

|A(t)|
)

+ ε
√
〈A2〉mc. (A.7)

Hence, it holds that Ā = 〈A〉mc +O (ε+ δ).



Appendix B

Block Diagonalization

Let Ĥ and Â be Hermitian operators on a Hilbert space H and assume that
[Ĥ, Â] = 0. Let {|φi〉} be an orthogonal eigenbasis for the operator Â with the
corresponding eigenvalues φi. Applying the operator Ĥ to an eigenket Ĥ |φi〉 will
not alter its eigenvalue since

ÂĤ |φi〉 = ĤÂ |φi〉 = φiĤ |φi〉 . (B.1)

Furthermore, the resulting ket Ĥ |φi〉 must be expressible by a linear combination
of all eigenkets with eigenvalue φi.

A matrix element of Ĥ expressed in the eigenbasis of Â where φi 6= φj takes the
value

Hij = 〈φj |Ĥ|φi〉 =
∑

{k|φk=φi}

ck 〈φj |φk〉 = 0, (B.2)

since 〈φj |φk〉 = 0 if φj 6= φk. If the operator Â has n distinct eigenvalues, then it

follows that the matrix of Ĥ can written on a block diagonal form with n blocks.
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Appendix C

Vapnik-Chervonenkis Theory

Vapnik-Chervonenkis theory applied to machine learning is commonly specialized
to binary classification. However, it is possible to derive the results for classification
with more than two classes. In this appendix we derive the results from the Vapnik-
Chervonenkis inequality.

Before introducing the Vapnik-Chervonenkis inequality we need to introduce
generalizations to some of the concepts from section 4.1. We first introduce two
measures that are generalizations of the errors in equation (4.4). The first measure
uses all points in the domain and is a generalization to the out-of-sample error. The
second measure uses a sample and therefore it is the generalization of the in-sample
error.

Definition. Let ~z1, . . . , ~zn ⊆ Rd be independent random variables from a distribu-
tion R and let A ⊂ Rd be a measurable set. The probability measures v and vn are
defined as

v(A) = P[~z ∈ A | z ∈ R], (C.1)

and

vn(A) =
1

n

n∑
i=1

1~zi∈A. (C.2)

We now introduce a generalization of the scattering function to sets of subsets
of Rd rather than sets of functions.

Definition. Let A = {Ai}, where Ai ⊂ Rd are measurable sets. The scattering
function is defined as

SA(n) = max
~z1,...,~zn∈Rd

|{{~z1, . . . , ~zn} ∩A | A ∈ A}|. (C.3)

The Vapnik-Chervonenkis inequality is taken from ref [38] where a proof is given.
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Theorem. For any probability measure v, set A = {Ai} with A ⊂ Rd, n ∈ N and
ε > 0

P
[

sup
A∈A
|v(A)− vn(A)| > ε

]
≤ 4SA(2n) exp

{
−1

8
ε2n

}
. (C.4)

We wish to apply the Vapnik-Chervonenkis inequality to the set of functions H
that corresponds to a machine learning model. However, the inequality can only
be applied to sets of subsets of Rd and therefore it is not possible to directly apply
the theorem. Instead we need to find a way to rewrite the set H into a set A. One
way to do this is by letting each A ∈ A correspond to all the inputs and outputs of
one h ∈ H. The set A corresponding to H is then

AH =
{
{~x} × {h(~x)} ⊂ Rd | h ∈ H

}
. (C.5)

Applying the inequality also requires that the scattering function is defined for
the set H. Using that each H corresponds to a set AH it is possible to define

SH(n) = SAH(n)

= max
~x1,...,~xn∈D
y1,...,yn∈R

|{{(~x1, y1), . . . , (~xn, yn)} ∩ {(~x, h(~x)) | h ∈ H}}|

= max
~x1,...,~xn∈D
y1,...,yn∈R

∣∣{(1h(~x1)=y1 , . . . , 1h(~xn)=yn) ∈ {0, 1}n | h ∈ H
}∣∣. (C.6)

The Vapnik-Chervonenkis inequality can now be applied to the set H by using
AH to give an inequality between the in-sample error and the out-of-sample error.

P[|Eout(g)− Ein(g)| > ε] ≤ P
[

sup
h∈H
|Eout(h)− Ein(h)| > ε

]
= P

[
sup

A∈A(H)

|v(A)− vn(A)| > ε
]

≤ 4SH(2n) exp

{
−1

8
ε2n

}
.

(C.7)
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