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Abstract

The aim of this thesis is to develop a method to predict consultation
durations in a digital primary care setting and thereby create a tool
for designing a more efficient scheduling system in primary care. The
ultimate purpose of the work is to contribute to a reduction in waiting
times in primary care. Even though no actual scheduling system was
implemented, four machine learning models were implemented and
compared to see if any of them had better performance.

The input data used in this study was a combination of patient
and doctor features. The patient features consisted of information ex-
tracted from digital symptom forms filled out by a patient before a
video consultation with a doctor. These features were combined with
doctor’s speed, defined as the doctor’s average consultation duration
for his/her previous meetings. The output was defined as the length
of the video consultation including administrative work made by the
doctor before and after the meeting.

One of the objectives of this thesis was to investigate whether the
relationship between input and output was linear or non-linear. Also
the problem was formulated both as a regression and a classification
problem. The two problem formulations were compared in terms of
achieved accuracy. The models chosen for this study was linear re-
gression, linear discriminant analysis and the multi-layer perceptron
implemented for both regression and classification.

After performing a statistical t-test and a two-way ANOVA test it
was concluded that no significant difference could be detected when
comparing the models’ performances. However, since linear regres-
sion is the least computationally heavy it was suggested for future
usage until it is proved that any other model achieves better perfor-
mance.

Limitations such as too few models being tested and flaws in the
data set were identified and further research is encouraged. Stud-
ies implementing an actual scheduling system using the methodology
presented in the thesis is recommended as a topic for future research.
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Sammanfattning

Syftet med denna uppsats är att utvärdera olika verktyg för att predik-
tera längden på ett läkarbesök och därmed göra det möjligt att skapa
en mer effektiv schemaläggning i primärvården och på så sätt minska
väntetiden för patienterna. Även om inget faktiskt schemaläggnings-
system har föreslagits i denna uppsats så har fyra maskininlärnings-
modeller implementerats och jämförts. Syftet med detta var bland an-
nat att se om det var möjligt att dra slutsatsen att någon av modellerna
gav bättre resultat än de andra.

Den indata som använts i denna studie har bestått dels av symp-
tomdata insamlad från symptomformulär ifylld av patienten före ett
videomöte med en digital vårdgivare. Denna data har kombinerats
med läkarens genomsnittliga mötestid i hens tidigare genomförda mö-
ten. Utdatan har definierats som längden av ett videomöte samt den
tid som läkaren har behövt för administrativt arbete före och efter själ-
va mötet.

Ett av målen med denna studie var att undersöka som sambandet
mellan indata och utdata är linjärt eller icke-linjärt. Ett annat mål var
att formulera problemet både som ett regressionsproblem och som ett
klassifikationsproblem. Syftet med detta var att kunna jämföra och se
vilken av problemformuleringarna som gav bäst resultat. De modeller
som har implementerats i denna studie är linjär regression, linjär dis-
kriminationsanalys (linear discriminant analysis) och neurala nätverk
implementerade för både regression och klassifikation.

Efter att ha genomfört ett statistiskt t-test och en två-vägs ANOVA-
analys kunde slutsatsen dras att ingen av de fyra studerade modeller-
na presterade signifikant bättre än någon av de andra. Eftersom linjär
regression är enklare och kräver mindre datorkapacitet än de andra
modellerna så dras slutsatsen att linjär regression kan rekommenderas
för framtida användning tills det har bevisats att någon annan modell
ger bättre resultat.

De begränsningar som har identifierats hos studien är bland an-
nat att det bara var fyra modeller som implementerats samt att datan
som använts har vissa brister. Framtida studier som inkluderar fler
modeller och bättre data har därför föreslagits. Dessutom uppmuntras
framtida studier där ett faktiskt schemaläggningssystem implemente-
ras som använder den metodik som föreslås i denna studie.
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Chapter 1

Introduction

The waiting times in health care in Sweden today are in many cases
longer than preferred. Politicians and authorities have been working
on reforms to improve the health care system for years but there are
still issues with availability and long waiting times in emergency de-
partments as well as in specialist care and primary care.

The National Board of Health and Welfare (Socialstyrelsen) [1] states
in a report in February 2018 that 91% of the patients seeking consulta-
tion in primary care actually get in contact with the health care system
the same day. 84% of the patients get an appointment with a doctor
within a week.

One approach to reducing waiting times in primary care is to make
appointment scheduling more effective. Operations research (OR) is
a widely used field that has been used to optimize resource alloca-
tion and scheduling since early 20th century. For example queueing
theory, a sub field within OR, has been exploited in the health care
context in various ways. For example the method has been applied to
the problem of identifying optimal staffing levels and for appointment
scheduling and specifically to reduce waiting times [2].

A key element of scheduling is approximation of appointment du-
ration. In primary care appointment lengths are usually presumed to
have a fixed value [3]. In Sweden both 10 and 15 minutes are common
lengths of fixed time slots used for scheduling. In practice these meet-
ing lengths vary however. Another approach for improving schedul-
ing efficiency could therefore be to beforehand predict the duration
based on some factors. If this can by relatively reliably done the schedul-
ing could be more flexible and hopefully more accurately reflect real-

1
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ity.
However, the method does not yet seem to have been used in the

primary care setting. What exists though is quite an extensive body of
research examining which factors influence the appointment duration
in primary care. For example, there are studies using regression anal-
ysis to identify these factors. The doctor’s speed, which is the mean
consultation duration of the examining doctor, and the patients age
have been found to be among the most influencing factors [4], [5].

These studies do not extend beyond studying the most significant
influencing factors though and they all fail to attempt to produce ac-
tual predictions of meeting lengths. The increased access to a large
volume of data in today’s digital society has made possible pattern
recognition and predictions in various contexts in health care. For
example machine learning has been used for medical image segmen-
tation where the machine learning model tries to find boundaries in
medical images which can be used for measuring organs and count-
ing of cells among other things. Neural networks is one the methods
that have been found most successful in this area [6]. Machine learning
has also been found useful for computer-aided diagnosis [7]. The aim
of this thesis is therefore to propose and validate a machine learning
approach for predicting duration of patient appointments in a primary
care setting.

There are areas within health care where similar studies have been
performed. For example, the research area regarding predicting pa-
tient length of stay (LOS) in hospitals has been studied since the 1960s
[8]. In the LOS area machine learning and statistical models are very
common methods and have been used since the early days of LOS
studies [9]. Both linear and non-linear models have been used and
been found useful [10], [11]. Also, the LOS studies can be divided into
those that predict a continuous value and those that divide the dura-
tions into intervals [12], [13]. So both regression analysis and classi-
fication have been used as approaches for solving the LOS prediction
problem.

Since LOS is the area within health care where most similar type of
predictions have been performed, this study is largely inspired by the
state-of-the-art approaches in the LOS domain. Therefore both linear
and non-linear models will be implemented. Also, the problem will be
approached both from the regression and classification perspectives.

In LOS studies various type of data is used to make duration pre-
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dictions such as age, gender, chronic diseases, diagnosis, lab data etc
[11], [12], [14]–[19]. This project aims to use similar data but without
an actual evaluation by a doctor since the duration should be possi-
ble to predict before the actual appointment. Therefore the data that
will be used is generated from digital symptom forms filled out by pa-
tients before a video consultation with the digital primary health care
provider KRY.

These forms include information about the perceived symptoms
of the patient and other information such as age, gender, weight etc.
Since previous research has indicated that the doctor’s speed has a sig-
nificant effect on the meeting duration this factor will also be used. By
assuming a specific doctor before the prediction that doctor’s previous
average length of meetings can be added as a feature to the input data.
The duration to be predicted will then be the length of the video con-
sultation between the patient and the doctor. These durations include
the administrative work made by the doctor before and after the actual
video call.

1.1 Problem statement

The aim of this thesis is to suggest a machine learning model for pre-
dicting video consultation durations in a primary care setting. Since it
is not known beforehand whether the relationship between the input
and the output is linear or not, both linear and a non-linear models will
be implemented and compared. Also, the problem will be formulated
both as a regression problem, where a continuous value is predicted
and as a classification problem, where a duration interval is predicted.

Hence, a set of models will be implemented and statistical meth-
ods will be used to determine if any of the factors (linearity and prob-
lem formulation) has any effect on the performance. Furthermore, the
models will be compared with the intent to evaluate if any of the mod-
els perform better.

1.2 Scope

The general purpose of this thesis is to enable a more effective schedul-
ing in primary care by predicting appointment durations. The scope
does not include implementing or testing an actual scheduling system
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but is instead focused on comparing different approaches for perform-
ing the predictions. The thesis is also limited to digital primary care,
no data from physical primary care will be used and the data is also
limited to one digital health care provider.

1.3 Thesis outline

This project is exploratory in the sense that duration predictions in pri-
mary care is not a well established field in research. Therefore, Chapter
2 (Related work) provides a survey of other fields approaching similar
issues.

Chapter 3 (Background) describes areas relevant to this thesis. Such
as, digital primary care, OR, machine learning as well as the theory of
the selected models.

The Background chapter is followed by Chapter 4 (Method) where
the methodology is being more closely explained. It is followed by
Chapter 5 (Result) where the results from the project is reported.

Finally the thesis is concluded by Chapter 6 (Discussion) and Chap-
ter 7 (Conclusion). In the former the results are interpreted and evalu-
ated. The Conclusion then summarizes the core findings of the thesis
and draws general conclusions about the research and how it can be
built upon in the future.



Chapter 2

Related work

2.1 Factors related to consultation lengths

While prediction of consultation lengths in primary care does not seem
to have been studied earlier there have been studies carried out to de-
termine which factors affect the consultation length. Some of these
studies use statistical methods such as regression models to identify
these factors. Andersson et al. [4] investigated specific factors influ-
encing the duration of the consultations. They used questionnaires
for both doctors and patients including information about patient age,
gender, continuity measure for number of continuous visits to the same
doctor, the doctor’s speed (mean consultation length of the specific
doctor) and the doctor’s assessment of the character of the medical
problem. Then by using stepwise regression they concluded that the
most important factors were the doctor’s speed and the patient’s age.

Deveugele et al. [5] also used a regression analysis in a study in-
volving data from several European countries to explore the determi-
nants of consultation lengths in primary care. They especially focused
on the psychosocial aspects and how they influenced the consultation
duration. Pankevich [20] carried out a study testing the hypothesis
that demographic factors such as gender and age could serve as a rea-
sonably reliable predictor for consultation lengths. Pankevich’s hy-
pothesis was that identifying significant predictors could enable more
effective management and scheduling of appointments. The study did
not use statistical methods such as regression but instead looked at
averages and examined which factors were prominent in the consul-
tations taking more than 11 and 13 minutes, respectively. One conclu-

5
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sion drawn from the study was that older patients and patients with
chronic conditions were more likely to have longer consultations.

In 2012 Mohammed et al. [21] conducted a study where they at-
tempted to determine factors influencing the length of telephone con-
sultations. They used data from a company called ShropDoc that pro-
vides urgent primary care service when primary care surgery is closed.
Through their service, patients are offered the opportunity to talk to a
doctor or a nurse resulting in either advice, invitation to physical con-
sultation in some nearby health care center or a home visit by a doctor.
Mohammed et al. used a Classification and Regression Tree (CART)
to determine primary predictors for the lengths of these consultation
phone calls. They looked at each of the three outcome groups respec-
tively. Their main conclusion was that the most significant factor was
whether it was a doctor or a nurse taking the call. They also found that
other reported important determinants were mental health related is-
sues and whether or not this was the first registration of this patient in
ShropDoc’s systems [21].

Many of the studies exploring factors influencing consultation lengths
look at primary care in a specific country while other studies looks
at a specific symptom group such as dermatology patients. As men-
tioned earlier, statistical methods such as regression analysis using
questionnaire data constitute one of the most common approaches.
Other methods use less mathematical approaches such as simply look-
ing at averages and examining video footage of consultations. Age,
gender, chronic condition, prior consultation, frequency of attendance,
experienced problem by patient, doctor meeting average, doctor age,
doctors’ years of experience, the size of the practice, number of doc-
tors attending the consultation are among the most common factors
studied but many others factors related to patient, doctor and practice
also appear [4], [5], [20]–[29].

2.2 Appointment scheduling in health care

Appointment scheduling in health care is an important task relating to
both efficiency for the care centers and accessibility for the patients. It
is a required task for primary care as well as specialist care and elective
surgery. In all three cases there exists both pre booked appointments
and drop-in services. Especially in the latter case it is crucial for the



CHAPTER 2. RELATED WORK 7

care centers to have an efficiently implemented scheduling system. In
primary care a majority of the patients seek care for problems of lim-
ited range and therefore care centers assume a fixed length for these
appointments. The scheduling system is in that case primarily focused
on finding a suitable time slot for new patients. This does however not
entail that the task of scheduling in primary care is trivial. The match-
ing of supply and demand is still often difficult.

There are different methods that can be applied to the scheduling
problem. Gupta and Denton [3] grouped these methods into three cat-
egories: heuristics, simulation, queueing theory and optimization (de-
terministic and stochastic). Independent of which of these methods
that was applied there were three main complicating factors. The first
is handling how the patients arrive to the care center. In primary care
the patients are assumed to arrive randomly and one at a time and the
bookings usually occur at the time of arrival (either physically or by
phone). Secondly, there is the length of the service time or appoint-
ment. As mentioned earlier, the assumption in primary care is that
all appointments have the same length. But in other types of care,
diagnosis dependent service lengths also occur. Finally the aspect of
patient and provider preferences affect the scheduling as well. In the
primary care setting patients that wants to book a time and not arrive
for drop-in often have a preference for certain times of the week and
day. The scheduling of the providers is also a preference that affects
the scheduling process [3].

2.3 Patient appointment prediction and schedul-
ing in hospitals

In 2015 Strahl [30] suggested an optimization of the scheduling system
at a the Oulo hospital in Finland. They had, like many other outpatient
clinics, problems with long waiting times for patients and his hypoth-
esis was that this could be improved by using supervised predictions
and an optimisation algorithm. Strahl identified the appointment du-
rations and the late arrivals of surgeons as the primary causes of long
waiting times and therefore important for optimization.

Strahl [30] used linear regression as the prediction method and
used the results for the scheduling optimisation approach suggested
in the thesis. The method used for the optimisation was a so-called
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“greedy hill-climbing” approach. By simulating a real day based on
historical data the method was tested and found to reduce the patient
waiting times. One of the findings were however that the appointment
times appeared to be non-linear and therefor future research choosing
a non-linear approach such as non-linear support vector machines or
neural networks was suggested [30].

2.4 Predicting length of stay in hospitals

Length of Stay (LOS) in hospitals is the research area that deals with
prediction of how long a patient will stay in a hospital after admission
and what factors that affects the length of stay. The area has been re-
searched since the 60s and statistical methods such as regression and
Bayesian methods were among the first successful methods used [8],
[9]. The purpose of predicting LOS in hospitals is mainly to enable a
more effective planning and utilization of the hospital resources such
as hospital beds, doctors, staff and other facilities. It is an important
factor in controlling hospital costs and assuring good quality and ser-
vice for the patients [8]–[15], [31], [32].

Some of the studies carried out use data from either emergency de-
partments (ED) or intensive care units (ICU) [12], [14], [16]–[18], [33].
Many studies are also focused on a limited segment of patients such
as patients above 85 years old, cardiology patients, traumatic patients,
diabetic patients or stroke patients [11], [13]–[15], [17]–[19], [32].

The input data used in predicting LOS usually include a combi-
nation of basic information about the person such as age and gen-
der, medical data, lab results, demographic data and other circum-
stances regarding the admission. The medical data can include di-
agnosis (if one has been established), physical symptoms and injuries,
drug record, number of drugs taken daily, other diagnoses than the
cause of hospitalization, surgical history and other medical history,
family history of some disease, images such as X-rays etc. Some typical
examples of demographic data that might be used are race, expected
primary payer (type of insurance if there is one), living arrangement
(can be relevant if patient is old) and marital status. Other circum-
stances regarding the admission can be mode of arrival (walk-in, am-
bulance) and urgency of surgery [11], [12], [14]–[19].

Grouping of output variables is done in most of the studies so that
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the problem is transformed into a classification problem, either multi-
class or binary. Some studies create classes for intervals: 0-5 days,
6-10 days and longer than 10 days. Others simply have binary outputs
where they define a threshold, for example a case where more than
48 hours is considered long intensive care unit (ICU) care and less as
short. The intervals are in most of the studies somewhere between 0-15
days. [10], [13], [31]–[33]. The studies looking specifically at an ICU or
an emergency department sometimes looks at shorter time periods, in
some cases hours [10], [13], [14], [16], [18], [19], [31]–[33]. Cases where
the output variable is continuous also appear in some studies. Then
the model simply outputs a real value such as 4.5 days for example
[12], [15], [16].

Various of different machine learning models have been implemented
to predict LOS including multiple linear regression, naive bayes, de-
cision trees, random forests, bayesian networks, support vector ma-
chines (SVM) and artificial neural networks. There are also examples
where multiple methods have been combined with clustering as a pre-
processing step . SVMs and neural networks are among the most suc-
cessful methods and are among the most widely used [10]–[19], [31]–
[33].



Chapter 3

Background

3.1 Digital primary care

An increasing number of functions in society are being digitalized in
different ways. Digitalization can drive the development forward and
enable solutions that were not possible before. Digital technology has
potential to contribute to improving the quality of healthcare as well
as reducing costs [34]. One example is distance consultation in pri-
mary care that is done through video calls. In recent years, several
digital health care players have been established both in Sweden and
in other countries. Some examples of Swedish companies providing
online consultations through video and chat are KRY, Min Doktor and
Doktor24.

Through these platforms, patients are able to get a digital consulta-
tion meeting with a doctor in a much shorter timeframe than in physi-
cal care. By providing both booking and drop-in services patients can
either meet with a doctor at a specified time or wait for their turn in the
drop-in queue. Services like these can enable both reduced pressure on
the physical care and enhance availability for the patients [34].

In the online primary care platforms the patients are usually asked
to fill out a digital form stating their symptoms before their video con-
sultation. Its primary aim is to assist the doctors in diagnosing the
patient. This type of data can however also be useful for various other
applications. For example it can be used for machine learning and is
therefore relevant for this thesis.

10
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3.2 Operations research (OR)

The core of the discipline of OR is the idea of applying a scientific,
in many cases mathematical, method to solve an operational or man-
agement problem. And the goal is usually to find some optimal solu-
tion or course of action. Optimization is therefore an important concept
and core task in OR. As management technique OR has been success-
fully applied to a vast set of industries and activities such as man-
ufacturing, construction, telecommunications, financial planning, the
military, public services and health care etc [35].

Scheduling is one of the areas where OR has been most successfully
applied. Examples include scheduling of staff in police departments,
airports, airplanes and restaurants [35].

In conclusion, OR is to some extent focused on optimal decision
making. Artificial intelligence and machine learning in many cases
also operate on decision making problems. However, instead of at-
tempting to achieve optimal solutions the machine learning algorithms
instead look at historical data to learn how to make good decisions.
However, the problems that OR and machine learning face have an
overlap, but the methods are different [35], [36].

Queueing theory or waiting theory is an area within OR that deals
with how to operate queueing system in an effective manner. One
goal of queueing theory is to optimize the waiting times in relation to
service capacity, i.e. to minimize the waiting time for a given service
capacity [35].

Operations research and especially queueing theory has been ap-
plied to health care management and resource allocation. Resource
management in health care includes crucial problems that queueing
theory can address. Scheduling of staff is one area where queueing
theory can be used effectively. Minimization of waiting times is also
an important problem that OR and queueing theory has been used to
address [2].

3.3 Machine learning

The term machine learning was introduced by Arthur Samuel in 1959
in a paper about making a computer improve the performance in play-
ing the game of checkers [37]. The field of machine learning is a sub
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area of artificial intelligence (AI) and mainly consists of algorithms and
models focused on learning patterns and behaviours. The algorithms
usually observes some data to iteratively improve the accuracy [38].

The machine learning problems can be divided into two areas: su-
pervised learning and unsupervised learning. Whereas supervised learn-
ing focuses on predicting outputs based on inputs unsupervised learn-
ing only looks at input to learn the relationships and structures exist-
ing among these input data. Since the goal of this thesis is to predict
the duration of a consultation (output) based on symptom form data
(input) the methods used will be in the area of supervised learning.

Supervised learning can also be divided into two areas of prob-
lems. All data can be described as qualitative or quantitative. The quali-
tative data can also be called categorical data and a qualitative variable
takes the value of different classes. Some examples of qualitative data
could be a person’s gender (male or female), some medical diagnosis
or a boolean that can be either true or false. Contrarily quantitative
data take on a continuous numerical value. For example the price
of a house, a person’s age or the duration of some event. Problems
that have qualitative data as output are called classification problems
and the ones that have quantitative data as output are called regression
problems [36].

A supervised machine learning model needs to be fitted to some
data set so be able to perform predictions when presented to new data.
This process is called training. A common approach is that a training set
is specified and used for this phase. After the model has been fitted to
the training data it can be tested on some other data set commonly re-
ferred to as test set. Measures for the models performance is preferably
calculated on this independent test set [36].

One method for evaluating a machine learning model’s performance
is to use k-fold cross-validation. This means that the training set is split
up into k parts, referred to as folds, of equal size. The model is then
trained on k − 1 folds of the original set and the k:th set serves as vali-
dation set. The measure chosen for the evaluation of the model is then
computed on the validation set. This process is repeated k times so
that each fold serves as validation set once. The average of the k re-
sults is finally calculated and can be seen as the performance of the
model. The aim of k-fold cross-validation is to asses how the model
would generally perform when presented to unseen data [36].
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3.4 Linear regression

Linear regression is one of the most basic types of supervised learning
models. The idea is to fit a linear function as closely as possible to
the data, according to some measure. The most common measure to
minimize is the sum of squared errors. The predicting function can be
defined by:

ŷ = β0 + β1x1 + β1x2 + ...+ β1xn (3.1)

The fitting process consists of determining the intercept β0 and the
slope β1 that minimizes the sum of squared errors. The residual sum
of squares (RSS) is defined as

RSS = (y1−β0−β1x1)2+(y2−β0−β1x2)2+ ...+(yn−β0−β1xn)2 (3.2)

The goal of the least squares approach is to choose β0 and β1 such
that RSS is minimized. β0 and β1 are therefore chosen such that

β1 =

∑n
i=1(xi − x̄)(yi − ȳ)∑n

i=1(xi − x̄)2
(3.3)

β0 = ȳ − β1x̄ (3.4)

Where x̄ and ȳ are the sample means.

3.5 Linear discriminant analysis (LDA)

Linear discriminant analysis (LDA) is a classification model that makes
predictions based on calculations on how probable it is that a sample
belongs to a class. The most probable class is predicted. LDA uses
Bayes’ theorem to calculate these probabilities. By using the theorem
the probability that the sample with input x belongs to output class k
can be calculated by using the probability of each class and the proba-
bility that a sample belongs to a class.

LDA assumes that the input variables have a multivariate Gaussian
distribution. The Bayes’ classifier will therefore assign the sample to
the class where equation (3.5) takes the highest value.

δk(x) = xTΣ−1µk −
1

2
µT
k Σ−1µk + logπk (3.5)
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µk is the mean of all the training samples that belongs to class k and
πk is the proportion of training samples that belongs to class k.

3.6 Artificial neural networks

An artificial neural network, also called neural network is a machine
learning algorithm that is inspired by the processes of the neurons in
the brain to make predictions and find complex patterns. Neural net-
works can be used for both classification and regression problems and
have been widely successful in many areas of research [39].

The first scientists to suggest a model for an artificial neuron were
Warren McCulloch and Walter Pitts who in 1943 wrote a paper propos-
ing that neural events can be described through mathematics and logic
[40]. They suggested a simplified model for brain cells, neurons, where
the neuron takes several inputs and sums them with some inhibitory
signals. These signals have the possibility to inhibit the whole signal
to make the neuron output 0. Otherwise the sum is compared to some
threshold and if the sum is higher the neuron outputs 1, otherwise 0.

In 1958 Frank Rosenblatt suggested the idea of the perceptron which
was based on the McCulloch-Pitts neuron [41]. His innovation primar-
ily consisted of adding weights instead of inhibitory signals. Also, he
added the concept of learning the values of the weights with a numeri-
cal algorithm so that the difference between the actual output and the
desired output can be minimized [42].

Figure 3.1: The perceptron [43].

The concept of the single layer perceptron as we know it today is
very close to the concepts developed by Rosenblatt. There are ingoing
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input signals multiplied and summed with some weights, the sum is
then inserted into a threshold function that is finally transformed by
an activation function to output the prediction [39]. See Figure 3.1.

3.7 The multi-layer perceptron (MLP)

The single layer perceptron can only detect linear patterns. This lim-
itation was solved by the introduction of the multi-layer perceptron
(MLP). The MLP is the most basic form of neural network. It consists
of one or more hidden layers and it only allows the signals to travel
one way through the network, from input to output. The training
phase of the network consists of two phases. First the signals propa-
gate forward through the network summing weights and input signals
in each step.

Figure 3.2: An MLP with one hidden layer [44].

The process can be depicted as Figure 3.2. Each of the units in the
hidden layer(s) and the output layer can be seen as a single layer per-
ceptron as the one in Figure 3.1 and their outputs are produced accord-
ingly.

After the forward propagation the error of the output is calculated
through some error function. The error is then propagated backwards
in the network. In the general MLP this is done by the backpropaga-
tion algorithm. Backpropagation uses gradient descent optimization and
successively updates the weights backwards by using the derivative
of the error function. By propagating forward and backwards using
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labeled training data, the model learns the pattern of the problem. The
model can then be tested on new unlabeled data.

3.7.1 Deciding hyper parameters

As mentioned earlier, the MLP is not restricted to one hidden layer.
Deciding number of layers suitable for a certain prediction problem is
therefore one of the challenges in training an MLP. Also, the number
of nodes in each hidden layer has to be decided.

Another decision that has to be made when designing the system is
which activations to use. Common activation functions are the sigmoid
function, the softmax function and rectified linear units (ReLU) [39], [42].
The sigmoid function is described by

σ(a) =
1

1 + exp(−a)
(3.6)

The function is sometimes described as a “squashing function”.
This is because it takes the whole real interval and maps it to a final
interval [39].

The softmax function is often used in the output layer in multi-
class classification. The probability that the input x is in the class Ck is
described by the softmax function [39]

p(Ck|x) =
exp(ak)∑
j exp(aj)

(3.7)

For the hidden layers ReLU have been found to often be a useful
activation function. The ReLU activation function is defined by [42]

h(a) = max(a, 0) =

{
a a > 0

0 else
(3.8)

Another important decision to be made is which error function or
loss function to use. Mean-sum-of-squares (MSE) and cross-entropy are
both valid loss functions that can be used in the backpropagation phase.
MSE is simply the mean of the sum of squared errors and is often used
for regression problems. Cross-entropy loss is suitable for multi-class
classification and is defined by the error function [39]

E(w) = −
N∑

n=1

{tnlnyn + (1− tn)ln(1− yn)} (3.9)
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When training an MLP all data can either be fed to the model all at
once or in smaller batches. All batches are then fed to the network sepa-
rately until the whole data set has been presented to the model. Also, it
might be necessary to pass the whole data set through the model more
than once for it to be able to learn the pattern. Therefore, it can be a
good idea to use several epochs, where one epoch is when the whole
data set has been passed through the model once [42].

However, too many epochs might lead to something known as
overfitting. This means that the model is closely fitted to the training
data but might perform poorly when presented to some other data set.
A solution to this problem can be to use early stopping. In early stop-
ping a part of the training data set is set aside as validation set. When
training the model on the rest of the training data the error of the vali-
dation is tracked. If the model is on the verge of overfitting the error of
the validations set will start to increase and that indicates that enough
epochs has been fed to the network and the training process stops [42].

So, there are many parameters that has to be specified when con-
structing an MLP. Different structures are suitable for different data
sets and the model needs to be tuned so that a suitable structure is
found for that specific problem. One method for deciding these pa-
rameters is grid search. This means that several parameters, such as
number of hidden layers and number of nodes in each layer, are tested
in a specified set of combinations so that the best combination can be
found [42].

3.7.2 Deep learning

There are many different types of neural networks that all are more or
less extensions of the MLP. For example the concept of deep learning has
become increasingly popular in the industry. A deep learning network
is basically a deep neural network with many hidden layers using a
great amount of data for training. Deep learning has been found to be
able to detect very complex patterns [45].
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Method

4.1 Machine learning models

The models chosen for this study are least squares linear regression,
linear discriminant analysis (LDA) and MLP. Since MLPs can be im-
plemented for both regression and classification, two different MLP
models were implemented. So in total four models are used, the two
linear models: linear regression and LDA and the two non-linear mod-
els: MLP classification and MLP regression.

Neural networks have been chosen because they are among the
most widely used non-linear models. Neural networks have also been
especially popular after the success of deep learning in recent years
[45]. Since there has not been any research that is very close to this
study the MLP, which is the most basic form of neural network, has
been selected.

4.2 Data set

The data used for this project was retrieved from digital symptom
forms. In the initial data set that was provided by KRY there were
47961 data point.

There are different kind of symptom forms depending on what the
patient is seeking care for. The questions differ depending on which
form the patient has filled out. For example the patient seeking care
for urinary infection will not get the same questions as the one seeking
care for skin rash. Hence, the symptom form data required some initial

18
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pre-processing before it could be used.

4.2.1 Features from symptom forms

All information from the text fields in the forms was excluded since
it would have required an extensive amount of text processing. The
retrieved data was limited to all questions that was either binary, cate-
gorical or could be parsed into a real number. Except for the binary
“yes” and “no” questions and the multiple choice questions about
symptoms the information that was included was: whether or not
the patient allowed access to the patients journal and medical journal,
whether or not the patient uses his/hers own bank id (children use
their parents’), number of attached photos (the patient is always of-
fered the opportunity to attach photos), fever in degrees, weight in kg
(only exists for children), age and gender. Also, which of the available
symptom forms the patient filled out was added as a feature.

The questions in the different symptom forms have a fairly small
overlap and many questions are only present in one symptom form.
However, all questions used are represented as a feature in the data
points and if a question is not present in a symptom form those data
points received a null value for that feature.

All questions were mapped to an id in the original data set but the
system was not consistent. For example, there were questions with dif-
ferent meaning, that had the same id and other questions that existed
with different ids in different symptom forms. All unique questions
were therefore reviewed and a consistent schema was set up. In the
processed output the questions all had a unique id and questions with
the same underlying meaning had the same id.

4.2.2 Consultation duration

In the original symptom form data there existed four timestamps that
could be used for calculating the consultation duration. One times-
tamp for when the doctor opened a patient’s symptom form, one for
when there was an established video connection between patient and
doctor, one for when the call finished and one for when the doctor
closed the case after finishing the administration after the video call.
From these timestamps the durations for each data point could be cal-
culated. The administrative work made by the doctor before and after
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the actual video call was included in the duration.

4.2.3 Doctor’s speed

The symptom form data was combined with information about the
assigned doctor. In the existing data it is known which doctor that was
performing each meeting. This also means that to be able to predict the
duration a specific doctor needs to be assumed, and which doctor that
is assumed will therefore also affect the prediction.

As mentioned earlier the doctor’s speed is a feature that has been
found to influence the meeting duration in previous research [4] and
was therefore chosen as the doctor specific feature. The doctor’s speed
can be defined as the average duration that the doctor has for all his or
hers previously performed meetings.

In the original data set each doctor was defined by an id. Each
doctor’s average speed could therefore be calculated for the training
data points, since these can be considered as the previously performed
meetings. When this value was calculated for each doctor the doctor
id in all data points, including the test points, was replaced with the
doctor’s calculated average speed.

4.2.4 Removing irregularities

All meetings with irregularities were disregarded. For example, meet-
ings where the patient did not show up or where the duration of the
video call was set to zero, which would indicate some technical issues.
Also, all data from forms that were not in Swedish were disregarded.

Out of the initial 47961 data point 9% of them were disregarded.
The remaining data set consisted of 45005 samples.

4.2.5 Defining outliers

Some meeting durations can be faulty due to different reasons. Er-
rors of such as technical bugs or mistakes made by the doctor’s can
create outliers with unrealistically short or long meetings. These are
preferably filtered out since they can be considered as noise. First of
all the meetings with unrealistically short or long admin times were
removed. Similarly the very short and long video calls were removed.
Finally acceptable intervals for total meeting durations were deter-
mined.
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For the admin time the interval 0 - 10 minutes was chosen and for
video calls 0 - 20 minutes. Then for the total duration 1 - 21 minutes
was chosen.

12% of the samples were were found to be duration outliers and
were removed from the data set. The final size of the data set that was
used for the experiments was 38252 samples.

4.2.6 Standardization of features

As mentioned earlier most of the features contained a fair amount of
null values. These values were set to -1. All features extracted from
multiple choice questions were also set to integer values.

All features were then standardized to have a 0 mean and unit vari-
ance. All features were scaled separately one by one. The scaling was
fitted to the training data and then applied to the test data points. The
reason for standardizing the features was so that all features would
contribute to the prediction approximately the same.

4.3 Classification intervals

To be able to formulate the problem as a classification problem the
durations were divided into intervals, similarly as in the LOS studies.
Some different sets of intervals were initially tested. However, the only
clear tendency that could be observed was that larger intervals lead to
higher accuracy. Finally one set of intervals was chosen and used for
all further results. Four five minute intervals were defined as classes:
2-6 minutes, 7-11 minutes, 12-16 minutes and 17-21 minutes.

To be able to compare classification and regression algorithms in
this context the regression results were converted into classification
results. First the ordinary regression was performed and then the pre-
dictions were binned into the different intervals. Also, the true values
were binned into the same intervals. This enabled the regression re-
sults to be evaluated in the same fashion as the classification results. A
comparison between the two results was then possible to perform.
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4.4 Test, train and validation sets

The data set was divided into one train set that consisted of 70% of the
data points and one test set that consisted of 30% of the data points. All
training of the models was done on the train data set. When evaluating
the models’ performances and plotting the distributions, the test data
set was used.

For the k-fold cross validation, that was done for both the grid
search of the MLP models and the feature selection (see Section 4.6.1
and 4.8), the train data set was used. The train set was then divided
into 10 parts that where all parts served as validation set once.

4.5 Linear regression and LDA

Both linear regression and LDA were implemented using the Python
framework Sci-kit learn. To calculate the parameters for the linear re-
gression Sci-kit learn uses the least squares method described in 3.4.

4.6 Architecture of the neural network mod-
els

The neural network models were implemented using the high-level
neural networks API Keras that was run on top of the machine learn-
ing framework Tensorflow.

When implementing a neural network model an architecture has to
be chosen. There are several hyper parameters such as activation func-
tions, batch size, loss function, number of hidden layers and number
of nodes in each layer that has to be determined. Activation functions
and loss functions were assumed beforehand. Batch sizes was defined
by testing a range of batch sizes for a one layer MLP for both the re-
gression and the classification model. Number of hidden layers and
nodes were decided after a grid search.

For both of the models ReLU was used for all of the layers except
for the output layer in the MLP classification model where softmax
was used. The sigmoid function was also tested as inner activation
function for both of the models but since the ReLU generally gave bet-
ter result the ReLU function was chosen. MLP regression used MSE



CHAPTER 4. METHOD 23

as loss function and MLP classification used categorical cross-entropy
loss.

Both models used backpropagation for updating the weights, as
described in 3.7. Early stopping was also used in both models. 10% of
the training data was set aside a validation set and used for perform-
ing early stopping. The minimum change to qualify as an improve-
ment was set to 0.0001 for both classification and regression and the
patience, i.e. number of epochs without an improvement of the mea-
sure on the validation set before breaking, was set to 5.

So the parameters that had to be determined were batch size, num-
ber of hidden layers and number of nodes in those layers. For classi-
fication the measure to be maximized was accuracy and for regression
MSE was minimized. K-fold cross-validation was used for both of the
grid searches. K was set to 10 so 10% of the training set was used as
validation set in each of the training phases. Early stopping was used
in the grid search as well and with the same parameters as described
above.

4.6.1 Grid search

The grid search was performed on the train data set using k-fold cross-
validation with k = 10. This means that the average of the MSE and the
accuracy was calculated when using 10% of the train data as validation
set. All parts of the train data set served as validation set once.

First the batch sizes for the MLPs were decided by using a network
with one hidden layer of 50 nodes and testing a range of different batch
sizes. The range of batch sizes tested was: [5, 50, 80, 100, 120, 500,
1000, 10 000]. There was a clear peak of accuracy and drop of MSE
respectively around 100 for both of the MLPs. Batch size 80 was found
do give the highest accuracy for MLP classification and 100 was found
to give the lowest MSE for MLP regression.

To decide number of hidden layers and nodes grid search was per-
formed according to Table 4.1.

Number of layers 1 2 3 4 5
Number of nodes [5 - 1000] [5 - 1000] [50 - 500] [50 - 500] [50 - 150]

Table 4.1: Grid search ranges for MLP classification and regression.

The results of the grid search for MLP classification showed that
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there was a decline in accuracy as number of layers were increased.
Also, it was found that using 100 nodes in the hidden layer gave the
highest accuracy.

Simililar results were found for MLP regression. There was an in-
crease of MSE as number of layers were added to the model. It was
also found that 190 nodes gave the lowest MSE for a model with one
hidden layer.

So the final decision was to use two one layer MLPs with 100 nodes
for the classification and 190 nodes for the regression and a batch size
of 80 for the classification and 100 for the regression.

4.7 Evaluation of results

To be able to compare the four algorithms regarding both the effect
of the model being linear or non-linear and it being a classification or
regression model both a t-test and a two-way ANOVA was performed.
The t-test was for comparing the linear regression model and the MLP
regression model in a pure regression setting. The two-way ANOVA
was for comparing the effect of linearity and problem formulation in a
classification setting looking at the accuracy results of all four models.
The ANOVA test looked at both the factors’ effects individually and if
there was any interaction effect.

The measure chosen for the pure regression setting was MSE:

MSE =
1

n

n∑
i=1

(ŷi − yi)2 (4.1)

Where ŷi is the predicted value and yi is the true value. For the
classification setting accuracy was chosen. The accuracy was defined
as:

accuracy =
1

n

n∑
i=1

acc(yi, ŷi) =

{
1 yi == ŷi

0 else
(4.2)

Where ŷi is the predicted interval class and yi is the true interval
class. The interval classes were defined by an index set by the mean of
that interval.
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4.8 Feature selection

There are 78 features in the input data. 77 patient features extracted
from the symptom form and the doctor’s speed. In addition to the
evaluation of the predicted results, statistical tests were performed to
conclude whether any of the features where stronger predictors than
the other.

To be able to dismiss the possibility that there were features in
the input that actually reduced the performance of the model, fea-
ture selection was performed on the data. Four different feature sets
were tested using 10-fold cross-validation on the training data. In
each of these tests the k best scoring features were chosen, were k ∈
[1, 20, 40, 60, 78]. The chosen scoring function was mutual information.

All models were tested in the classification setting with the differ-
ent feature sets and the accuracy was compared.
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Results

5.1 Comparing linear regression and non-linear
regression

First the results from the linear regression model was compared to the
results of the non-linear model MLP regression. The problem was in
this setting treated as a regular regression problem where a real value
was predicted using the model. The squared error was then calculated
between the true value and the predicted value.

The null hypothesis was that there is no statistically significant dif-
ference between the means of the two result vectors. A t-test was then
performed to conclude whether or not the null hypothesis could be
rejected. The significance level was set to 0.05.

The result of the t-statistics was 0.552 and the p-value 0.581 and
therefore the null hypothesis could not be rejected. Therefore it is not
possible to draw the conclusion that either of the models had a better
performance than the other. It is therefore not possible to draw any
conclusions regarding the linearity of the data from these results.

The results of the linear regression and the MLP regression can be
found in Table 5.1.

Model MSE
Linear regression 11.718
MLP regression 11.839

Table 5.1: Mean square error for the regression models.

26
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5.2 Two-way ANOVA for linearity and prob-
lem formulation

Since the goal of this thesis was to both investigate whether the rela-
tionship between input and output is linear or non-linear and whether
or not it is suitable to formulate the problem as a classification or a
regression problem a two-way ANOVA analysis was performed. The
analysis both investigated the influence of the linearity of the model,
the problem formulation and the interaction between the two factors.
In Table 5.2 the properties of the different algorithms are summarized.
L stands for linear and N for non-linear and R stands for regression
and C for classification.

Algorithm Linearity Type
Linear regression L R

LDA L C
MLP regression N R

MLP classification N C

Table 5.2: Properties of the implemented models

As described in Section 4.3 the classes in this setting were defined
by a set of intervals and the measure for the models’ performances was
accuracy. So if the predicted interval agree with the true interval the
accuracy was set to 1 and otherwise 0. The two-way ANOVA tested
whether or not the factors had a significant influence on the accuracy
of the prediction. The null hypotheses to be tested were:

H0: The results from the linear models compared to the non-linear
models have equal mean accuracy.

H1: The results from the regression models compared to the classifi-
cation models have equal mean accuracy.

H2: The two factors are independent or there does not exist an interac-
tion effect between the two.

The results of the two-way ANOVA test can be seen in Table 5.3.
With a significance interval of 0.05 none of the hypotheses could
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F-statistics p-value
Prob 1.670 0.196
Lin 0.417 0.518

Prob * Lin 0.0544 0.816

Table 5.3: F-statistics and p-value from the two-way ANOVA test. It
tested the effect of the model being linear vs. non-linear (Lin), the
effect of the problem formulation (Prob) i.e. the model being a regres-
sion vs. classification model and the interaction effect between the two
factors (Prob * Lin).

be rejected. This means that the results did not show any statistically
significant difference between the linear and the non-linear models. It
was not possible to show that the formulation as a regression versus a
classification problem had any effect on the accuracy either. Also, we
were not able to rejectH2 which means that it was not possible to reject
that the factors are independent nor that there is no interaction effect
between the two.

The performance of the four models can be found in Table 5.4. The
accuracy is calculated on the test set.

Model Accuracy
MLP classification 0.501

LDA 0.497
MLP regression 0.494

Linear regression 0.493

Table 5.4: Prediction accuracy for all models.
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5.3 Duration distributions

The results were then investigated further by looking at distributions
of the true durations in the test data as well as the distributions of the
predicted values.

As can be seen in Figure 5.1 the durations in test data have a normal
distribution with a mean of 10.26 minutes.

The distribution can be compared to the distribution of the dura-
tions predicted by the linear regression model. As can be seen in Fig-
ure 5.2 the mean of the predicted durations is close to the mean of the
durations in the test data set but the variance is lower.

The distribution of the test data binned to the interval classes is de-
picted in Figure 5.3. The label of each class is the mean of that interval.
The interval with mean value 9 consists of 44% of the samples.

When looking at the distribution of the predicted intervals after
binning the linear regression predictions it is found that class 9 consists
of a higher proportion of the durations compared to the true values of
the test data while the other classes consists of smaller proportions.

The distributions for the predictions of the other models have sim-
ilar shapes as Figure 5.2 and 5.4 and can be found in Appendix A and
B.
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Figure 5.1: Distribution of meeting duration in test data. Mean: 10.26
Variance: 16.69.

Figure 5.2: Distribution of predicted meeting durations. Mean: 10.23
Variance: 5.03.
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Figure 5.3: Distribution of interval classes in test data.

Figure 5.4: Distribution of predicted interval classes.
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5.4 Error distributions

Accuracy does not capture the fact that the interval classes have a dis-
tance between them. If the true label is interval class 4 a prediction
of class 14 is more faulty than a prediction of class 9 since the dura-
tion difference is larger in the first case. The accuracy measure only
captures whether or not the correct class was predicted. The distance
between the classes was therefore defined as the difference between
the means. So the distance between class 4 and 9 is 5 for example.

Figure 5.5: Distribution of prediction errors for linear regression in the
classification setting.

The error was defined by this distance. The distribution of predic-
tion errors for linear regression in the classification setting can be seen
in Figure 5.5. The other models have an almost identical distribution
which can be seen in Appendix C. For linear regression 0 and 5 minute
prediction errors constitutes 95% of the prediction errors.

When looking at the errors in the pure regression setting a similar
pattern is found. 0-6 minute error constitutes 93% of the prediction
errors. See Figure 5.6 for the errors of linear regression in a pure re-
gression setting. See Appendix D for the distribution of the errors of
the MLP regression model.
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Figure 5.6: Distribution of prediction errors for linear regression in the
pure regression setting.

5.5 Feature selection

The results of the feature selection showed that the doctor’s speed was
the most determining factor. However, the results showed that the
accuracy increased slightly for all models when increasing the number
of features which is depicted Figure 5.7.

As can be seen the accuracy increases in a similar fashion for all
models up to 40 features and then the accuracy remains relatively sta-
ble.

The relationship between the doctor’s speed and the consultation
duration can be seen in Figure 5.8.
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Figure 5.7: Feature selection using the k ∈ [1, 20, 40, 60, 78] best scoring
features. The black error bars represents the standard deviation of the
accuracy for each model calculated from the k-fold cross-validation.

Figure 5.8: The average duration of a meeting in test data in relation to
the assigned doctor’s speed, i.e the doctor’s average meeting duration
in training data. The error bars represents the standard deviation.
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Discussion

The aim of this thesis is to suggest a machine learning model to pre-
dict consultation durations in digital primary care. The purpose of
performing this study has been to suggest a method that can be used
to improve scheduling systems in digital as well as physical primary
care. Four machine learning models were therefore implemented and
compared. They all used the same data with patient symptoms and
doctor’s speed as input and consultation duration as output.

One of the objectives of this comparison was to see whether or not
the relationship between input and output was linear. Also, drawing
inspiration from the LOS research field, both regression and classifica-
tion approaches were attempted and compared.

The selected models that were implemented was therefore linear
regression, LDA, MLP regression and MLP classification. The results
of the models were then compared using a statistical t-test and a two-
way ANOVA test.

The aim of the statistical tests was to see whether any of the factors
(linearity and problem formulation) had any effect on the results. The
measure chosen for the pure regression setting was MSE and for the
classification setting accuracy. If the statistical tests could show that
any of the factors have a significant effect on the results it would be
relevant to compare the models’ performances. The model with best
performance would then be possible to suggest as a suitable model to
use in an actual scheduling system.

35
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6.1 Model comparison

After implementing and testing all four models it was found that nei-
ther of the statistical tests showed any statistical significance in the
comparison of the models’ performances.

First of all the t-test was carried out in the pure regression setting
for linear regression and MLP regression. The test did not indicate any
difference in the means of the MSE results for the two models. It was
therefore not possible to draw any conclusions about the linearity of
the relationship between input and output using these results.

The two-way ANOVA was carried out in the classification setting.
The test compared all four models, linear regression, LDA, MLP re-
gression and MLP classification. To be able to compare the results of
the regression and the classification models, the regression results had
to be converted into classification results. This was done by binning
the regression results into the defined interval classes, after perform-
ing the actual regression.

The two-way ANOVA test did not show any statistical significance
regarding linearity. Also, the factor of formulating the problem as a
regression or classification problem did not show any significant effect
on the accuracy either.

One aim of comparing linear and non-linear models is to see if it
is possible to prove that the relationship between input and output
is non-linear. Since both of the tests showed that the linearity of the
model did not affect the result it cannot be concluded that the rela-
tionship is non-linear. It is therefore possible to argue that this could
indicate that the relationship is in fact linear. However, this would
have to be further investigated by testing more linear and non-linear
models.

The reason for comparing regression and classification models was
that both approaches had been used in the LOS field. It would there-
fore have been interesting to see whether any of the approaches gave
better result than the other. Unfortunately, the results from this study
did not show that any of the approaches performed better than the
other.

So, is it possible to recommend any of the four models before the
others for predicting consultation durations in primary care? Since
neither of the statistical tests indicated any significant difference among
the models’ performance it can’t be concluded that any model is more
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suitable for the problem than the others. However, models that are less
computationally heavy can be preferred over those that require more
computing power. The results in this study show that the more com-
plex models did not have better performance than the simple ones.
From a sustainability perspective it is preferable to use methods that
require less time and resources. Linear regression is the most simple of
the four models and could therefore be recommended until it is proven
that any other model has better performance.

However, only four different models were implemented in this study
and it might therefore be the case that some other model would have
better performance. Therefore, studies using more different machine
learning models is strongly encouraged for future research.

6.2 Most influencing features

When implementing machine learning models it is important to ex-
clude features that decreases the performance of the model. There-
fore, this study included a feature selection to investigate whether any
of the features used actually reduced the performance of the model.

The feature selection process tested to select 1, 20, 40 and 60 of
the most influencing features, out of the 78 features, to see how it af-
fected accuracy. The process did not show any significant accuracy
drop while increasing the number of features. As can be seen in Fig-
ure 5.7 accuracy showed a slight increase from 1 feature up to 40 for all
models, and then remained quite stable from 40 up to 78 features. This
indicates that no features that were used reduced the performance of
the models. However, it could be argued that only 40 features could
have been used, since the accuracy did not increase when adding ad-
ditional features. The results indicate that these 38 features did not
improve the performance of the models.

When investigating further which of the factors that had most ef-
fect on the consultation duration it was found that the doctor’s speed
stood out compared to all patient related features. Using only doctor’s
speed gave slightly lower accuracy than using all features however,
see 5.8.

As previously mentioned, it was not possible to prove that the re-
lationship between input and output is non-linear. And when looking
at the relationship between doctor’s speed and duration, it seems as if
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the relationship between these two factors is in fact linear, see Figure
5.8. It should be noted however, that this is only the relationship be-
tween doctor’s speed and duration with no other features included as
input.

Why the patient features extracted from the symptom forms did
not affect the performance to a greater extent might be due to the fact
that they are all set to -1 if they are not present in that particular symp-
tom form. This means that even after the values of those features
have been standardized it might reduce the effect of those features.
For example the feature for fever will consist mostly of null values
that were marked as -1 and then values 37-42 when the patient actu-
ally has a fever. This means that the difference between high and low
fever might not be detected since all of the fever values are grouped
together. It might also be problematic in general that there are so many
nulled values in the data set.

6.3 Usability of method in primary care

If any of these models were to be used in an actual scheduling system
in primary care, the degree of accuracy of the models are important.

In this study the accuracy for all models in the classification setting
were around 50%, which compared to the fact that the most common
interval in the test data contained 44% of the data points, is not very
high, see Figure 5.3. That means that it would have been possible to ac-
quire almost as high accuracy by simply predicting the most common
interval each time.

However, by looking at the errors for each prediction in Figure 5.5
it can be found that 95% of the predictions are either correct or they are
one interval away from the correct duration, i.e. the error is 5 minutes.
In terms of usability this is a relevant finding. If any of these models
were to be used in a scheduling system it would be important to know
that the prediction errors are relatively small in the majority of the pre-
dictions. It should be said however, that it would have been preferable
to find a model with higher accuracy than 50%.

In a usability perspective it is also relevant to analyze which prob-
lem formulation that is it is more appropriate. So, the problem can
either be treated as a pure regression problem, i.e. the model predicts
a real value. Otherwise the problem can be treated as a classification
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problem where an interval is predicted, either through classification or
by binning the predictions after performing regression. Since schedul-
ing usually uses time blocks of fixed sizes it can be argued that it from
a usability perspective is better to predict an interval instead of a real
value. However, to conclude this with certainty it would be relevant
to further investigate how current scheduling systems in primary care
operate. For example, it would be relevant to interview people that
are using these scheduling systems to investigate what would be most
usable from their perspective. This type of studies are therefore en-
couraged for future research in this field.

6.4 Sustainability and ethics

The purpose of this thesis has been to develop a tool that could be
used for a more efficient scheduling in primary care. The idea was to
predict the consultation duration based on patient and doctor features.
As mentioned earlier it was found that around 95% of the meetings in
the test data set were possible to predict with around a 0-5 minute dif-
ference to the true duration. It would therefore be possible to use the
methodology suggested in this study to implement it in in a schedul-
ing system in primary care.

Since there was no significant difference were between the models
in regards of accuracy it would be appropriate to use one of the mod-
els that requires least computational capacity, which in this case could
be linear regression. If the linear regression model were to be used for
predicting consultation duration, or duration interval, it could hope-
fully increase the efficiency since the meetings could be more accu-
rately scheduled. This might in the end reduce the waiting time for
the patients. However, this needs to be further investigated in future
studies.

A more efficient scheduling of doctor consultations could also con-
tribute to a more efficient use of the scarce resources of publicly fi-
nanced health care. The efficiency gain could be used either to re-
duce public spending or to increase quality and/or accessibility of the
healthcare services.

When it comes to the ethical aspects of using tools for predicting
the duration of medical consultations it should be considered that the
predictions could make the doctor more inclined to limit the meet-
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ing to that duration. This could in theory lead to that the meetings
would get shorter and shorter if for example the doctor’s speed is one
of the features used. This could lead to a point where there is a risk
of negative impact on the medical quality of care. There could also be
equality aspects of a general reduction of consultation lengths. Socially
and medically vulnerable patients may lack confidence and resources
to assert their rights. This should be considered if implementing the
models suggested in this thesis in a scheduling system in primary care.

6.5 Limitations and future research

It should be noticed that the methodology and the results in this the-
sis has its limitations. First of all, only four models were used in the
comparison. Only two linear and two non-linear models were used to
evaluate if the relationship is linear or not. To be able to conclude to a
higher degree of certainty what the relationship looks like, more mod-
els could have been tested. The same can be said for the comparison
of the regression and the classification approach.

When using neural networks it is of importance that a grid search is
done exhaustively. Even if a grid search was performed in this study
it could have been even more thoroughly done. For example, more
hyper parameters could have been tested and even more combinations
of hidden nodes and layers. The need for a thorough grid search is
a limitation of neural networks in general, since they may perform
poorly if they are not properly set up.

Support vector machines (SVM) is another set of models that for
example have been successfully used in the LOS field [32]. SVMs have
less hyper parameters that needs to be tuned compared to neural net-
works [36]. It could therefore be argued that SVMs would have been
a suitable choice. Therefore, it would be appropriate for future studies
in this field to for example attempt comparisons between SVMs and
neural networks.

The data used in this study also has its’ limitations. The text fields
are not analyzed. It might be the case that some important information
that affects the duration gets lost when excluding the text fields. As
mentioned earlier it is also problematic that there are so many nulled
values in the feature set.

Studies using data with more features and features that are present
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in more of the data points would therefore be interesting for future
work. However, this would require some health care provider, such as
KRY, to develop their symptom forms so that data is provided for this
type of study.

In the classification setting only one set of intervals was chosen.
Some attempts of testing different interval sets were made but in the
end only one set was actually chosen. A natural consequence of in-
creasing number of intervals is that the accuracy increases. This is not
an interesting result of its own. However, it could still be argued that it
is a limitation of this study that more interval sets have not been tested.
Therefore a more thorough investigation on the effect of the choice of
interval set would be interesting for future research.

That this study does not suggest and test a full scheduling system is
one of the greater limitations of this thesis. One of the most important
ideas for future research is therefore to implement any of these models,
such as linear regression, in an actual scheduling system to analyze if
any improvements can be detected. A suggestion could be to draw in-
spiration from the study performed by Strahl [30] at the Oulo hospital.
Even though Strahl’s study was performed at a hospital and not in pri-
mary care his findings and methodology could be relevant. Strahl also
uses predictions to optimize a scheduling system. Therefore a study
inspired by the work of Strahl is encouraged for future research.



Chapter 7

Conclusion

The aim of this thesis was to suggest a machine learning model for
predicting consultation durations in primary care. Linear regression,
LDA, MLP regression and MLP classification were implemented and
compared. The conclusion is that there was no statistically signifi-
cant difference found when comparing the performance of the models.
Therefore, since linear regression is the least computationally heavy
model it was concluded that it can be recommended until any other
model has been found to have better performance.

The doctor’s speed was found to be the most influencing feature
compared to all of the symptom form features. However, the feature
selection performed in this thesis showed that up to 40 of the most
influencing features increased the accuracy of the models.

It was not possible to prove whether the relationship between the
input and the output is linear or non-linear. Neither was it possible
to show that regression or classification models gave higher accuracy.
However, there was an indication that the factors doctor’s speed and
duration had a linear relationship.

The limitations of this study was identified to be that only four
models were compared, that the pre-processing discarded all text fields,
that the data contained many null values and that only one set of in-
terval was tested for the classification setting.

Suggestions for future research includes tests using more models
and better data, comparison of classification using different interval
sets and an investigation of the usability of regression vs. classifica-
tion output in a scheduling system. Also, a study implementing an
actual scheduling system, using predictions based on the methodol-
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ogy suggested in this thesis in strongly encouraged. Then it might be
possible to evaluate whether consultation duration predictions could
actually reduce waiting times in primary care.
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consultation time: Experience in slovenia”, Scandinavian journal
of primary health care, vol. 26, no. 1, pp. 29–34, 2008.

[23] J. L. C. Wong, R. C. Vincent, and A. Al-Sharqi, “Dermatology
consultations: How long do they take?”, Future Hospital Journal,
vol. 4, no. 1, pp. 23–26, 2017.

[24] A. M. Cavaco, J. Pelicano-Romano, M. R. Neves, and F. Carvalho,
“General practitioner residency consultations: Video feedback
analysis”, International Journal of Medical Education, vol. 2, p. 152,
2011.

[25] A. Al-Shahrani, A. A. Nasser, and S. Al-Qarni, “Determinants of
consultation time at a family medicine center”, World Academy of
Science, Engineering and Technology, International Journal of Medical
and Health Sciences, vol. 4, no. 1, 2017.

[26] H. C. Britt, L. Valenti, and G. C. Miller, “Determinants of consul-
tation length in australian general practice”, The Medical Journal
of Australia, vol. 183, no. 2, pp. 68–71, 2005.

[27] P. K. Orton and D. Pereira Gray, “Factors influencing consulta-
tion length in general/family practice”, Family practice, vol. 33,
no. 5, pp. 529–534, 2016.



BIBLIOGRAPHY 47

[28] B. A. Ahmad, K. Khairatul, and A. Farnaza, “An assessment
of patient waiting and consultation time in a primary health-
care clinic”, Malaysian family physician: the official journal of the
Academy of Family Physicians of Malaysia, vol. 12, no. 1, p. 14, 2017.

[29] Y. Kabeya, J. Uchida, M. Toyoda, T. Katsuki, Y. Oikawa, K. Kato,
T. Kawai, A. Shimada, Y. Atsumi, and M. Higaki, “Factors affect-
ing consultation length in a japanese diabetes practice”, Diabetes
research and clinical practice, vol. 126, pp. 54–59, 2017.

[30] J. Strahl et al., “Patient appointment scheduling system: With su-
pervised learning prediction”, 2015.

[31] A. Azari, V. P. Janeja, and A. Mohseni, “Predicting hospital length
of stay (phlos): A multi-tiered data mining approach”, in Data
Mining Workshops (ICDMW), 2012 IEEE 12th International Confer-
ence on, IEEE, 2012, pp. 17–24.

[32] P. R. Hachesu, M. Ahmadi, S. Alizadeh, and F. Sadoughi, “Use of
data mining techniques to determine and predict length of stay
of cardiac patients”, Healthcare informatics research, vol. 19, no. 2,
pp. 121–129, 2013.

[33] A. N. Navaz, E. Mohammed, M. A. Serhani, and N. Zaki, “The
use of data mining techniques to predict mortality and length of
stay in an icu”, in Innovations in Information Technology (IIT), 2016
12th International Conference on, IEEE, 2016, pp. 1–5.

[34] M. Company, Värdet av digital teknik i den svenska vården. 2016.

[35] F. S. Hillier, Introduction to Operations Research: Seventh edition.
Holden-Day, 2001.

[36] G. James, D. Witten, T. Hastie, and R. Tibshirani, An introduction
to statistical learning. Springer, 2013, vol. 112.

[37] A. L. Samuel, “Some studies in machine learning using the game
of checkers”, IBM Journal of research and development, vol. 3, no. 3,
pp. 210–229, 1959.

[38] R. "Schapire, “Lecture notes in theoretical machine learning”,
Department of Computer Science - Princeton University, 2008.

[39] M. B. Christopher, Pattern recognition and Machine Learning. Springer-
Verlag New York, 2006.



48 BIBLIOGRAPHY

[40] W. S. McCulloch and W. Pitts, “A logical calculus of the ideas
immanent in nervous activity”, The bulletin of mathematical bio-
physics, vol. 5, no. 4, pp. 115–133, 1943.

[41] F. Rosenblatt, “The perceptron: A probabilistic model for infor-
mation storage and organization in the brain.”, Psychological re-
view, vol. 65, no. 6, p. 386, 1958.

[42] R. Rojas, Neural networks: a systematic introduction. Springer Sci-
ence & Business Media, 2013.

[43] J. W. Hill. (). Deep learning for emotion recognition in cartoons,
[Online]. Available: https://hako.github.io/dissertation/
#sec:history-of-deep-learning. (accessed: 03.03.2018).

[44] N. Donges. (). Recurrent neural networks and lstm, [Online].
Available: https://towardsdatascience.com/recurrent-
neural-networks-and-lstm-4b601dd822a5. (accessed:
03.07.2018).

[45] J. Schmidhuber, “Deep learning in neural networks: An overview”,
Neural networks, vol. 61, pp. 85–117, 2015.



Appendix A

Distributions of predicted values
in the regression setting

Figure A.1: Distribution of predicted meeting durations using linear
regression. Mean: 10.23 Variance 5.03
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Figure A.2: Distribution of predicted meeting durations using MLP
regression. Mean: 10.27 Variance: 5.39



Appendix B

Distributions of predicted values
in the classification setting

Figure B.1: Distribution of predicted interval classes using linear
regression.
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Figure B.2: Distribution of predicted interval classes using LDA.

Figure B.3: Distribution of predicted interval classes using MLP
regression.
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Figure B.4: Distribution of predicted interval classes using MLP
classification.



Appendix C

Error distributions for classifi-
cation

Figure C.1: Distribution of prediction errors for linear regression in
the classification setting.

54



APPENDIX C. ERROR DISTRIBUTIONS FOR CLASSIFICATION 55

Figure C.2: Distribution of prediction errors for LDA.

Figure C.3: Distribution of prediction errors for MLP regression in the
classification setting.
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Figure C.4: Distribution of prediction errors for MLP classification.



Appendix D

Error distributions for regression

Figure D.1: Distribution of prediction errors for linear regression in
the pure regression setting.
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Figure D.2: Distribution of prediction errors for MLP regression in the
pure regression setting.
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