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Abstract

Digital music composers are required to become proficient with relevant tools
necessary for music in their particular domain. The learning curve for acquiring
the skills for creative music composing, relative to the respective tooling, can
be steep. The topic of recommendation systems aims to help the user getting
over this threshold by filtering out irrelevant material. Many of the state-of-
the-art recommendation systems focus on metrics that are easy to measure as
opposed to focusing on metrics that reflect a natural next-step when creating
and listening to music. There is an exaggerated focus on smaller sets of metrics,
especially accuracy metrics, and how these can be optimized. At the same
time, there is support for the need of using complementary metrics, such as
novelty and catalogue coverage, for more diversified recommendations. This
suggests that even though the need for complementary metrics is known, it
is often overlooked. The majority of these state-of-the-art approaches utilizes
recommendations based either on graphs or machine learned models and little
elaboration on how these approaches will effect the metrics are shown. The
used toolset for the conducted experiment is composed of sessions with digital
instruments, where the recommendation systems aims to give recommendations
on what instrument to pick as the next step in the session. The contribution of
this thesis includes how the architecture of the recommendation system can be
composed in order to have a more fine grained control over the optimization of
different metrics. By using scoring from a linear combination of similarity, self-
exciting events and a weighted graph different metrics can dynamically be given
more space. By contrasting this graph based approach to a machine learned
model this thesis shows how metrics are effected by the architecture, so that
recommendation systems can be built for better transparency and more user
control over metric optimization.
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Sammanfattning

Vid digitalt musikskapande behöver kompositören lära sig relevanta verktyg för
musik i den specifika domänen. Inlärningskurvan för anskaffningen av färdigheter
för kreativt musikskapande, med avseende p̊a tillgängliga verktyg, kan vara
brant. Rekommendationssystem syftar till att hjälpa användaren komma över
inlärningströskeln genom att filtrera ut relevant material. Ett gemensamt prob-
lem för de vanligare rekommendationsmetoderna är att dessa fokuserar p̊a enkelmätt
utvärderingsmetrik. Detta st̊ar i kontrast till s̊adan metrik vilken återspeglar
ett naturligt nästa steg vid konsumtion och skapande av musik. Det finns ett
överdrivet fokus p̊a en liten grupp mätvärden, speciellt träffsäkerhet (eng. ac-
curacy), och hur dessa kan optimeras. Samtidigt finns det ocks̊a ett stort stöd
för behovet av kompletterande metrik, s̊asom nyheter (eng. novelty) och kat-
alogtäckning (eng. catalogue coverage), för en bättre m̊angfald i rekommen-
dationerna. Detta tyder p̊a att även om behovet av kompletterande metrik
är känt, förbises det ofta. Majoriteten av de tillgängliga systemen använder
rekommendationer vilka baseras antingen p̊a grafer eller maskinlärda modeller.
Vanligt förekommande är att diskussionen rörande valet av utvärderingsmetrik
och metod samt dessas ömsesidiga influens bortses ifr̊an. De verktyg som
används för experimentet i denna uppsats best̊ar av sessioner med digitala
instrument, där rekommendationen syftar till att visa vilket instrument som
kan väljas i nästa steg i sessionen. Denna uppsatts bidrar med en diskus-
sion om hur datadrivna rekommendationsarkitekturer och tillvägag̊angssätt kan
konstrueras för att erh̊alla en mer detaljerad kontroll över vilka mätvärden
som optimeras. Genom att använda en linjär kombination av likhet, själv-
exciterade händelser (eng. self-exciting events) och en viktad graf kan olika
rekommendationsmetoder, och s̊a till vida utvärderingsmetrik, dynamiskt ges
mer utrymme i den slutgiltiga bedömningen. Genom att jämföra detta graf-
baserade tillvägag̊angssätt med en maskinlärd modell visar denna uppsats hur
metrik p̊averkas av metodval. Detta medför att rekommendationssystem kan
konstrueras för bättre transparens för musikskaparen och mer användarkontroll
över metrikoptimeringen.
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1 Introduction

The activity of creating music is a highly creative task. Music has to be rec-
ognizable as music, as opposed to noise [1], but also novel in the sense that it
is not just a copy of some already existing song or phrase. Some digital music-
composing-settings require a large set of tools that have to be managed by the
music creator. For inexperienced music creators recommendations on what to
do next can help them move beyond the ordinary and increase the novelty of
their composition [2]. Sometimes, small variation how the tools are used can
create a more novel experience to the listener [3].

When a music composer decides to initiate the activity of digitally composing
music the term session is used. It is important to make a distinction between
a session and a song. A session is ending when the music composer stops com-
posing, closes down the application and does something else. The piece that
the composer is working on might not be completed and further work will be
performed in another session. In practice this means a song can overlap between
multiple sessions and a session can overlap between multiple songs.

In order to filter out relevant material from a large set of items a recommender
system1 traditionally is used. However, the state-of-the-art recommender sys-
tems focus on giving recommendations whose main purpose is to look similar to
already existing data, i.e. accuracy [4]. This accuracy focused recommendation
is contradictory to the purpose of creating novel music, since the measurement
for success is based on already existing music, thus not making it novel. It
is therefore important to identify quality metrics that will measure more than
accuracy. In the scope of this thesis, the recommender system aims to help the
user pick digital instruments that could be used in the existing session. For ex-
ample, if the user have two drum machines in the session a recommendation of a
compressor might be relevant in order to compress the beat of the song.

The term collaborative refers to collaboration between user sessions. By using
sessions from multiple users to create recommendations it can be seen as a
collaboration of finding the most relevant information.

When given a dataset of musical events it is common that some items, in this
case devices, are more popular than others, following a power law distribu-
tion2. This distribution, often referred to as the longtail, is a common item
distribution in recommender systems [5] and will be elaborated further in the
background section. If it is known that a device is more popular than another
or knowing the distribution of devices it might be possible to exploit this gained
knowledge. In this thesis, examination of the possibilities of exploiting knowl-
edge of the distribution in order to create a higher quality recommendation is
performed.

1Recommender systems are described more in-depth in background secion
2The popularity of devices are presented in the result section
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Guided by the litterature review concerning state-of-the-art music recommen-
dation approaches three different architectures were identified: graph represen-
tation of the problem, machine learned models and genetic algorithms3. No
presented system implemented or compared more that one architecture. This
thesis further evaluate graph representation and machine learning models to see
how the recommendations are effected by contrasting graph based approaches
and machine learned models. Genetic algorithms are not covered since it was
the least common approach but also since it keeps the comparison more fo-
cused.

A common approach for recommending devices is through machine learning
(ML). Instead of manually creating the rules for recommendations from a con-
structed graph many samples of sessions (trainingset) can be used to train a
ML model. This trainingset can be given to a recurrent neural network (RNN)4

which will generalize the problem and learn what the sessions tend to look like.
After this model has been trained on the trainingset it can be evaluated with
some defined metrics5 on previously unseen data (testset) that the model is not
trained on. When picking a device for the session the order of recommendation
matters. Since it is important to know the order of which the devices where
created, a RNN can be used [6] since it allows for learning of sequences of data.
RNNs will be covered in the background section in more detail.

1.1 Problem formulation and contributions

Digital music creators face a two edged problem. The composition have to
be novel and at the same time also familiar. The created music cannot be
novel to the degree where it is no longer recognized as music. As presented
in the review section much data about music listening and creation have been
collected. Traditionally, this data have been used for measuring how close the
recommender system is to real-world-data. However, with music listening it is
easy to see how the listener can get bored with only listening to the same song
with small variations. The same discussion follows when creating music. In the
pathological case the music creator will re-create an already existing song if the
novelty factor is non-existent. Another aspect of novelty is also the assumption
that the needed novelty is static. When the user starts a new session, a blank
slate, the need for novelty might be higher to give some inspiration to the
composer and get them started with some idea. On the contrary, e.g. when
laying the finishing touch on the composition, there might be less need for
novelty and more need for accuracy to find the standard tools used for mixing
or mastring of a song. With that being said, instead of determining how metrics
should be optimized, instead it might be better to find the mechanisms behind

3Genetic algorithms will shortly be explained for the relevant papers in the litterature
review

4This concept is further explained in the background section
5Specific metrics are covered more in detail in the metrics section
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the metrics and allow factors external to the recommender system, such as the
user or environment, to adjust them as they see fit.

Based on previous introduction to the domain of collaborative recommenda-
tions for music session instrumentation the following problems have been iden-
tified.

• What metrics can effectively be used for evaluation of music session in-
strumentation?

• Will knowing the distribution of the devices help improve any of these
metrics?

• How do latent factor graph-based recommendations compare against ma-
chine learning of a recurrent neural network when creating music?

The contribution of this thesis includes identification of useful metrics for music
creation and listening, experimentation of these metrics in two implementations
and a discussion of how a system can be composed to allow the recommender
system consumer to dynamically optimize chosen metrics.

By support from a litterature review common metrics are identified in the mu-
sic creation and listening domain. From this review it is concluded that there
is a need for complementary metrics to accuracy when creating and listening
to music. Novelty is one metric mentioned as particularly important in this
domain. By decomposing a recommender system into submodules, which opti-
mizes different metrics, the consumer of the recommender system can transpar-
ently chose the weighting of each module by a linear combination in the scoring
of recommended items.

The graph-based recommender system is contrasted against a machine learned
model. This comparison is important since state-of-the-art implementations
found in the review commonly take either a graph or machine learning approach
while no discussion of trade-offs are made. Since graph recommendations can be
dynamically composed and need less data it therefore expresses better robust-
ness with less data, more transparency and have the benefit of being successfully
constructed faster. The benefits of machine learned model is that unexpected
patterns can be found that might have been missed with manual handcrafting.
More importantly, the experiment give indications that since machine learned
models mimic the data they are trained on its recommendations will contradict
the need for novelty when creating and listening to music.

1.2 Outline

In the background section the key terms needed for understanding the content
will be covered. Much emphasis have been put on how to implement and evalu-
ate different metrics commonly seen in recommender systems. In the litterature
review section the state-of-the-art recommender systems in the digital music
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composing domain is reviewed. This section covers approaches other research
have taken to tackle recommendations in digital music environments. The lit-
terature review is summarized at the end of this section. The method section
explains how the experiment was carried out and what metrics where used. In
the analysis section the results of the experiment is presented and analyzed.
In the conclusions section the results from the experiments are be concluded.
This section will connect to the problem statement with the information col-
lected from the experiment and analysis to summarize the final result of this
thesis.

2 Graph representation

This section explains how the data used for this thesis is represented. The
section starts with showing how the session data is formatted. After the session
data is presented three different data representations are presented: adjecency
list, visual representation and matrix representation.

2.1 Session dataformat

The sessions are aggregated from device creation events into a trainingset and a
testset. The testset and the trainingset are stored in text files on disk. The de-
vice names in figure 1 have been replaced with letters for privacy reasons.

A, A, A
C, A, B
C, A

Figure 1: Example of session dataformat of text files on disk.

In this format the devices are separated by commas and each row of the file
indicates a unique session. If the data is used only for training of the recom-
mender system it is defined as trainingset and if it used for evaluation of the
recommender system it is defined as testset.

2.2 Adjacency list

Given the session dataformat it is possible to create a weighted graph represen-
tation of how many devices where created after some other device. This graph
can be represented as a json object with the following structure.
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{
"A": {

"A": {
"weight": 2

},
"B":{
"weight": 1

}
},
"C": {

"A": {
"weight": 2

}
}

}

Figure 2: A weighted graph represented as an adjacency list.

This representation is defined as an adjecency list. In figure 2 we can see that
device A was created two times after device A (creating a self loop), device B
was created once after device A and that device A was created two times after
device C.

2.3 Visual representation

From the previously presented dataformat a visual representation can be made.
The same graph as presented in fig 2 can be visually represented as in figure
3.

Figure 3: A visual representation of a graph. The adjacency between devices
are denoted by the weighted edges.
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The arrows in figure 3 shows the order of creation, the numbers represents the
weights and the circles are the devices.

2.4 Matrix representation

In order to examine latent factors in the data6 a matrix representation can be
used instead. This is a simpler encoding for applying mathematical approaches,
e.g. linear algebra and matrix multiplications. Figure 3 can be represented as
an adjacency matrix where the adjacency refers to device creation order.

M =

2 1 0
0 0 0
2 0 0


Figure 4: Device adjacency matrix M. In matrix M each row and column rep-
resents a device.

The matrix M will have dimensions n×n where n is the number of devices and
the weight at each index represents the frequency of the adjacency. From M it
can be concluded that device A, at row 0 and column 0 have the frequency two,
M [0, 0] = 2, meaning that device A was created twice after some other device
of type A. Other adjacencies from M is M [0, 1] = 1, meaning that device B was
created once after device A and M [2, 0] = 2 showing that device A was created
twice after device C.

6Latent factors are described more in detail in the background section
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3 Background

In this section the key parts of understanding the thesis are laid out. This in-
cludes key terms that will be used in coming sections, how metrics are calculated
and common known problems and approaches for recommender systems.

3.1 Recommendations

Ricci et al. [7] define three component existing in every recommendation system.
Items are the product that the recommendation system is built to recommend
to users and transactions can be seen almost like log entries defining the connec-
tion between users and items. The three major types of recommender systems
presented in the coming subsections are defined by how similarities between
these entries are used to create recommendations. Since the similarity measure-
ment becomes a central part of a recommendation it also becomes important
how this abstract similarity function is defined.

3.1.1 Content based filtering

In the book Recommender Systems Handbook Ricci et. al. [7] defines content
based filtering as the task of creating recommendations based on the similarity
of items. Intuitively, content based recommendations are based on the fact that
the user liked some item and might like items that are similar to this item.
Therefore, the similarity is measured between items.

The benefits of content based recommendations is that recommendations can be
made even with very few users since the similarity between items are used, as
opposed to between users [7]. Intuitively, content based recommendations can
be though of as: “you liked this item, then you might also like this other item
that is similar to it”. A drawback of content based filtering is that it can have
a hard time capturing inter-dependencis and complex behaviour. For example,
a user might like classical piano and hard rock. In this case the recommender
system will have to identify that the user likes two type of genres as opposed to
recognizing that it might be common for people that like hard rock to also like
classical music [8].

3.1.2 Collaborative filtering

Collaborative filtering comes in two flavours: user based or item based collabo-
rative filtering. The user based collaborative filtering creates recommendations
based on similarity of users. Intuitively, this is like saying “you might like this
item because other users, similar to you, liked it”. The main problem with
user based collaborative filtering is that it can be hard to make similarity mea-
surement between users since they tend to have more complex preferences. For
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example, it is much more common for a user to listen to different genres of
music as opposed to an item, in this case a song, to belong to multiple genres.
Measuring similarities between items is what item based collaborative filtering
does [7].

As opposed to measuring similarity between users, item based collaborative
filtering addresses the similarity measurement between items. Instead of recom-
mending similar item to already liked ones, as with the case of content based
filtering, a check what other users that liked this items also liked is made. Item
based collaborative filtering provide the benefit of other users sorting out the
good items but also the benefit of taking the similarity measurement over items,
as opposed to users [9]. Intuitively, it is like saying “you liked this item, other
users that liked this item also like this other similar item”. The main prob-
lem with all collaborative filtering approaches is the cold start problem, when a
system is lacking information about users it is impossible to make a recommen-
dations since it is based on user data [7].

3.1.3 Hybrid recommendations

In order to leverage the benefits of both collaborative filtering and content based
filtering hybrid recommendation systems can be used. This is fairly straightfor-
ward as it is a matter of doing a combination of a set of acquired scores from
multiple subsystem. Ricci et. al. [7] calls this a weighted hybrid system.

3.1.4 Similarity measurements

As previously presented a fundamental part of creating a recommendation is to
do similarity measurements between different entities. The data of this entity
will determine the best similarity measurement to use.

Euclidean distance

The euclidean distance can be used to measure distances in euclidean space.

Figure 5: Euclidean distance [7]

In figure 5 n refers to the number of dimensions of the items x and y being
compared [7].

13



Minkowski distance

A generalization of the euclidean distance can be achieved with the Minkowski
distance.

Figure 6: Minkowski distance [7]

In figure 6 the calculation of Minkowski is illustrated. When r = 2 this is the
same as the euclidean distance. Setting r = 1 means it measures the manhattan
distance [7]. If r → ∞ this corresponds to measuring the maximum difference
between any dimension of x and y.

Cosine similarity

Sometimes the data does not exist, or we have a high dimensional case, in the
euclidean space in which case similarity measurement cannot, or should not, be
used. In these cases a common algorithm to use is the cosine similarity, which is
frequently used in this thesis. The cosine similarity measures the angle between
two vectors [7].

Figure 7: Cosine similarity [7]

The • is the dot product between the x and y vectors and the ||x|| is the norm
of the vector x.

Pearson correlation

Another measurement commonly used in non-euclidean spaces is the Pearson
correlation [7].
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Figure 8: Pearson correlation [7]

Here, σ is the standard deviation of x and y and
∑

(x, y) is a function for
getting the covariance of the variables x and y. The Pearson correlation will
thus measure the linear relationship between x and y [7].

Jaccard coefficient

When working with binary attributes the Jaccard coefficient is commonly used.
If all permutations of two binary variables are quantified we get the following
four possible quantities: M01, M10, M11, M00 and from these we can get the
Jaccard coefficient JC as follows.

Figure 9: Jaccard coefficient [7]

The Jaccard coefficient does not work in the euclidean space and is commonly
used for measuring membership and correlation between two sets. There are
of course other correlations which can be used but will not be covered in this
thesis.

3.2 Evaluation

Beel et al. [10] have from their survey from 2016 identified many important as-
pects in terms recommender system evaluation. Among the identified problems
are how to measure the success of the recommendations, reproducibility of the
experiments and the butterfly effect. While there is no one given right way to
measure the quality of recommendations Beel et al. [10] identifies that many
evaluations focus entirely on accuracy and neglect user modeling.

Another described problem is the lack of reproducibility of the used experiments.
While describing the issues of not being able to reproduce an experiment Beel et
al. [10] also give a conflicting view with a quote where claims are made that this
is the expected behaviour in the industry because of the differentiating nature
of datasets in different domains. This statement is not left unaddressed and
references to reproducibility of experimental results as being a cornerstone in
science are displayed.
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In the paper [10] the problem of the butterfly effect is presented. In the context
of the survey it relates to small changes in the data or the model that give unex-
pectedly different results. Examples are given where one experiment presented
results with twice the accuracy increase while another only presented 18% even
though they supposedly followed the same experiment.

3.3 Common methods

In the survey [10] it is concluded that that for content based recommender
systems Term Frequency - Inverted Document Frequency (TF-IDF) is used in
around 70% of the systems. In the survey around 55% of the recommender
systems used content based filtering approaches. Other common techniques
used are plain term frequency [11], phrase depth and life-span [12] [13].

From the graph based recommender systems reviewed in the survey [10] it is
concluded that random walks with restarts is a popular approach to be used.
However, the number of graph based approaches in the study was only based
on 16%, in absolute numbers 10, of the reviewed systems. So when talking
about popularity it might not be the constructive since it is based on only 10
papers.

For collaborative filtering approaches there is a cold start problem that arises
when missing feedback from users. Common approaches presented in the survey
[10] is to enforce inferred ratings, but there seems to be no consensus to if this
is really a good approach since synthetic data is created that might not be
modelling a real world scenario. It should also be mentioned, as with the graph
approaches, that collaborative filtering approaches only composed 18%, 11 in
absolute numbers, of the survey.

3.4 Metrics

Herlocker et. al. [14] also identifies the problem of reproducibility of an experi-
ment. In particular, the invention of new metrics and procedures for measuring
them can be considered problematic since it becomes harder or even impossible
to compare the results from different publications. In the coming sections the
metrics that are used in the experiment are presented. Some of the metrics that
are presented are not not used in the experiment but still needed in order to un-
derstand the problem domain. The metrics that are not used in the experiment
are Mean Absolute Error MAE and serendipity.

3.4.1 Recall

Binary classifiers commonly use four distinct categories for classifications, true
positive, false positive, true negative and false negative [15][14][16].
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Figure 10: Confusion matrix [15]. The confusion matrix shows the intersec-
tion between what the classifier predicted (rows) and what the true value was
(columns).

The classifier can either believe the prediction to be positive or negative and
the testset knows the true or false label. The matrix in figure 10 show all the
permutations of the classifier believing something to be true and it actually
being true in the testset.

Recall is an accuracy metric [15] that can be used to see how much of the true
positives classified correctly. Intuitively, how much of the important material
was classified correctly. The Recall calculation is showed in figure 11.

recall = TP
TP+FN

Figure 11: Recall metric. TP are the number of true positives and FN are the
number of false negatives [15].

3.4.2 Precision

Since recall does not consider the false positives it is easy to get a high recall
by simply considering everything to be important. Naturally, this is not helpful
and thus defining the role of precision. Intuitively, precision measures how much
noise there is in the distribution of the true predictions. Where recall measures
that the true positives are included, precision measures that not everything
classifies as true; that recommendations are precise. The precision calculation
is showed in figure 12.

precision = TP
TP+FP

Figure 12: Precision metric. TP are the number of true positives and FP are
the number of false positives [15].

In a scenario where only one item is recommended and that item is classified as
a true positive a high precision score will be calculated. It is therefore easy to
see why it might be important to use both precision and recall when measuring
binary classifications.
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3.4.3 F1-Metric

F1-metric is a merged score that models both recall and precision. The F1-score
calculation is showed in figure 13.

F1 = 2PR
P+R

Figure 13: F1 metric. P is the precision and R is the recall [14].

A sidenote regarding the F1-score is that since it yields a real value as the output
information is lost why a F1-score was low or high. Therefore it might be good
to keep the values for the recall and precision for traceability reasons.

3.4.4 MAE

The Mean Absolute Error (MAE) is common metric used in order to measure
the mean error [14]. Herlocker et al. [14] gives a very precise definition: “[...]
it measures the average absolute deviation between a predicted rating and the
user’s true rating.”.

Figure 14: MAE metric. The error E is the sum of the difference of prediction
pi and the true rating ri [14].

Since MAE also is an average rating it is divided by the number of items N .
Herlocker et al. [14] mentions that the MAE will give a granularity to the
answer that sometimes only is important if it becomes so big that is creates
misclassification.

Since the difference between the prediction and true ranking is calculated it is
possible, not only to see if it was wrong but also, how much wrong it was.
Sometimes this granularity does not matter and in these cases MAE might
be a bad metric. Some of the pros mentioned are that it is an easy metric
to implement, well known and have well studied statistical properties when
comparing the significance of two systems [14].

3.4.5 ROC

Receiver operating characteristics, ROC, is a way of visualizing the performance
of a binary classifier [16]. Given a confusion matrix it is possible to calculate
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the true positive rate, tp, and the false positive rate, fp, as demonstrated in
figure 15 and 16.

fp = FP
N

Figure 15: False positive rate. FP are the number of false positives. N is the
number of all predicted negative values, both true and false.

tp = TP
P

Figure 16: True positives rate. TP are the number of true positives. P is the
number of all predicted positive values, both true and false.

Fawcett [16] gives an example with five different classifiers, A, B, C, D, E, F
illustrated in a plot where the x axis is the false positive rate and the y axis is
the true positive rate.
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Figure 17: Five classifiers [16], A, B, C, D, E plotted with regard to the true
positive rate (y-axis) and false positive rate (x-axis). The dashed line represents
random guessing. A classifier that are more to the left can be considered more
conservative since it have a smaller false positive rate, potentially at the expense
of the true positive rate. The longer the distance to the dashed line, the better
the classifier is at dividing the true positives from the true negatives.

When plotted like this, it is easy to see that some classifiers can be, as Fawcett
puts it, “more conservative” [16] than others. The B classifier will give a higher
score for recall, since it have higher true positive rate, but at the same time it also
have a higher false positive rate giving it a lower score on precision. Therefore,
A can be considered more conservative than B. In figure 17 the dashed line
y = x illustrates a case where each classification is a random guess. In order to
measure how far away a classifier is from the y = x classifier the Area Under
the Curve (AUC), can be calculated [16], where a classifier that can make a
clear cut in the distribution will get a higher AUC and cover a bigger area of
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the plot.

To get an intuition the ROC and AUC is plotted in figure 18 and 19 for two
different classifiers. If the distribution (y-axis) of true positives (blue) and true
negatives (red) is plotted over the confidence (x-axis) of the predictor it is easy
to see how good the classifier is at separating the two sets from each other. In
the case of this thesis the classifier is the recommender system and shows how
well it can find items for the important set. In figure 18 left the classifier makes
a good job of separating the negatives from the positives and the threshold is
picked at 0.5 confidence. In figure 18 right we get a plot of the true positive
rate (y-axis) over the false positive rate (x-axis) as we sweep the threshold from
0 to 1. The red dot illustrates where the threshold is currently set. The gray
area in figure 18 right shows the AUC. The better the classifier is at separating
the negatives from the positives the bigger this area will be. When sliding the
threshold to the right, setting it at a higher confidence, the false positive rate
will be lower at the expense of a lower true positive rate. As the threshold is
sliding over to a higher confidence the red dot will move along the curve to the
left and down.

Figure 18: A threshold with good separation of negatives and positives. On
the x-axis is the confidence of the classifier. The confidence is used to set a
threshold for the classifier. By sliding this threshold from 0 to 1 the ROC curve
(right) can be plotted as the false positive rate (FPR) with regards to the true
positive rate (TPR). The gray area illustrates the AUC.

If the predictor is worse at dividing the true negatives from the true positives
the overlap between the two sets will be bigger and the AUC will be smaller.
Figure 18 can be compared with figure 19 to show how a lower AUC can be
represented.
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Figure 19: A liberal threshold with poor separation of negatives and positives
[17]. This classifier will have a higher true positive rate at the expense of having
a higher false positive rate. This means that it will find more of the true positives
but will be more liberal in the sense that it will also have a higher degree of
false positives.

In figure 19 the classifier is not very good at separating the positives from
the negatives since there is a greater overlap between the distributions. This
results in an AUC that is smaller than the one presented in figure 18. Since the
threshold is set at 0.5 is will behave more liberal in the sense that is will have
a higher true positive rate at the expense of a higher false positive rate.

3.4.6 Kendal Tau

Kendal Tau is a ranking function that can be used to evaluate to which extent
two different rankings agree, independent of the values for the entries in the
rank [18]. The Kendal Tau ranking will give the value 1 if a ranking is in the
exact same ordering as the ranking it is compared against and -1 if this ranking
is inverted [19]. This will not be on the same scale [-1, 1] as the other metrics
presented so far that are on the scale [0, 1].

There are a number of different variation on the Tau definition, where some
consider ties and others do not. One definition of Tau that handles ties are
given by Sanderson & Soboroff [19].
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τ = P−Q√
(P+Q+T )∗(P+Q+U)

Figure 20: Kendal Tau ranking. P is the number of correctly ordered pairs, Q
are the number of incorrectly ordered pairs , T are the number of ties in the 1th

ranking and U are the number of ties in the 2nd ranking.

Even though Sanderson & Soboroff [19] claims that the Kendal Tau ranking
metric is the de facto standard they also show some of its flaws. They directly
discourage from using absolute values as thresholds as a measurement for corre-
lation. The reason why absolute values cannot be used is because the correlation
is calculated from the range of the true quantity in the sample. This means that
if the sample is very wide, the correlation will be greater than if it was more
narrow.

3.4.7 Catalogue Coverage

Coverage can be used to see how much of the catalogue that can be reached with
the recommendations. The catalogue can be thought of as the set of items that
the recommender system contains. Herlocker et. al. [14] mentions that while
a recommender system might get high accuracy, it might be less valuable to a
user since it only covers a small portion of all the existing items it potentially
could be recommending.

3.4.8 Non-accuracy metrics

Zhang et. al [20] covers the topic of accuracy based metrics and how this
might not be enough for user satisfaction. In their experiments they used a
quantitative evaluation of their music recommender system Basic Auralist that
have a comparable accuracy to state-of-the-art recommender systems. Two
different implementations, Community-Aware Auralist and Bubble-Aware Au-
ralist, greatly improves diversity and serendipity with different trade-offs in
accuracy.

A qualitative study of the system Full Auralist was conducted that assessed the
objective qualities of enjoyment, real-world novelty, serendipity and overall user
satisfaction [20]. The qualitative study showed that even though Full Auralist
had lower scores in accuracy and individual item enjoyment the recommenda-
tions were more satisfactory than the accuracy focused Basic Auralist. From
these results Zhang et. al [20] makes the following conclusions.

There is a growing argument that factors other than accuracy also
influence recommendation quality [...]. Recommendation techniques
that focus purely on accuracy may neglect such alternative qualities
and produce recommendations that appear superficially “good” but
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are in fact inferior in terms of actual user satisfaction. An extreme
example of this may be a recommendation set consisting of entirely
Beatles songs - the recommendations themselves may be accurate,
but users will rapidly become bored with a collection of such similar
and generic items.

Zhang et. al [20] do not entirely discard the need for accuracy but rather
propose that accuracy can be misleading in terms of quality of the recommender
system. To summarize, it can be said that higher quality in user satisfaction
can be achieved by improving serendipity, diversity and novelty as apposed to
only using accuracy based metrics [20].

3.4.9 Diversity

Kaminskas & Bridge [4] present the role that diversity takes in recommenda-
tions. In their survey an example is given for stocks where the investment is
modeled as a trade-off between risk and expected return. If the ultimate goal
is to maximize the expected return this will result in a higher investment risk.
If the goal is to minimize the risk the portfolio should be given a higher diver-
sification [4].

The basic idea with having higher diversity of recommended items is to lower
the risk of introducing items that the user is not interested in. Recommenda-
tions with low diversity increases the risk of not satisfying the user because the
recommended items are too similar. They further present a common algorithm
for measuring diversity as the pairwise average distance between the items in
the recommendation.

Figure 21: Measuring diversity [4]. The recommendation list R(|R| > 1) is
getting a diversity score based on the pairwise average distance between the
items in the list.

Proposed ways of implementing the actual distance function dist in figure 21
between item i and j are Jaccard similarity, Cosine similarity, Hamming distance
or Pearson correlation [4]. In the survey Kaminskas & Bridge [4] also presents
concrete examples where matrix factorizations have been used in order to model
recommendation diversity. In the experiment latent factor vectors where used
to model the variance of the recommendations.
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3.4.10 Novelty

Items that are considered novel are items that are previously unknown to the
user. In Kaminskas & Bridge [4] survey, that concerns beyond-accuracy-metrics,
the novelty is explained as follows: “Typically, the novelty of an item is esti-
mated by the inverse of its popularity” [4].

Zhang [21] gives a little more of nuance and resolution to the novelty term.
The definition, based on the results from wordnet dictionary, gives the three
following characteristics of a novel item. According to Zhang [21] a novel item
should be:

• Unknown to the user.

• Satisfied [sic] to the user.

• Dissimilar to items in the profile of the user.

An important distinction between novelty and serendipity mentioned by Kamin-
skas & Bridge [4] is that while an item may fulfil the criteria of being novel to
the user it can still be unsurprising. Being unknown but not surprising makes
the item novel but not serendipitous.

Kaminskas & Bridge [4] propose that one of the most common ways of measuring
novelty is by the compliment of the items popularity in the dataset 1−p(i) where
the popularity function p of item i can be expressed as the following where U
is the set of all users.

p(i) = |{u∈U,rui 6=Ø}|
|U |

Figure 22: Popularity measurement p of item i for all users U

Other ways of measuring novelty are also presented, such as the negative log of
the ratio and long tail item distribution [4].

3.4.11 Serendipity

Serendipity can be seem as a combination of surprise and relevance. It is there-
fore a subset of the novel items because of the requirement of the item to be
unknown to the user. Kaminskas & Bridge [4] put emphasis on the element of
surprise where surprising events are described as events that are different from
one’s expectations or are difficult to explain.

Kaminskas & Bridge [4] claims that it is common practice to create two rec-
ommendation engines, one primitive baseline system that is not optimized for
serendipity, and another recommender system that is optimized for serendip-
ity. The results from the two different systems are then compared against each
other. The motivation for this is that the recommendations from the baseline
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are easy to predict so that if items have a low correlation with this baseline they
are surprising and therefore have a higher serendipity. A suggested algorithm
is given by Kaminskas & Bridge [4].

Figure 23: Serendipity metric. R is the set of recommendations for user u.
Runexp is the subset of unexpected items and Ruseful is the subset of useful
items [4].

3.5 Dataset

In order to create a prediction model at least two separate datasets are needed,
testset and trainingset. The motivation for trainingset and a definition of a
classifier is very clearly and concisely put by Borovicka [22].

A trainingset is a special set of labeled data providing known infor-
mation that is used in the supervised learning to build a classifica-
tion or regression model. Each training instance consists of vector
of n input attributes x = (x1, ..., xn) (features) and an appropriate
output value y (response variable). The role of supervised learning
algorithms is to produce a functionf(x), based on given trainingset
R = {xi, yi}N1 , that makes a prediction y′ for future data where
only values of x are known. [...]

In order to minimize the inaccuracy between y and y′ Borovicka [22] presents
three factors that can be considered when creating such a trainingset. The data
splitting needs to be performed in such a way that it can “[...] estimate future
predictive performance on unseen data [...]” [22]. What this means is that if a
model is trained on data that does not exist in the future the model will not be
able to do accurate predictions on such data in the future.

The second important aspect mentioned is instance selection. This is refering
to pruning out data that are either redundant or noise. If input data in x data
does not contribute to y it can be considered noise and will not be helpful.
Discarding such data usually increases the quality of the model [22].

The third aspect mentioned is class balancing. This refers to the fact that there
might not be an equal amount of examples in each class. The claim is given
that this is somewhat characteristic for some domains, such as medical data,
e.g. where there are much fewer people having cancer that people that do not
have cancer, making the class of having cancer imbalanced with the class of not
having cancer. Sometimes it can be beneficial to sample from the data so that
this imbalance is evened out making the model have an equal chance of training
for both classes. Another short note by Borovicka [22] is that cross-validation
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and bootstrapping have an advantage on smaller datasets since it will use all
available data for learning.

3.6 Matrix factoriztion

The purpose of Singular Value Decomposition (SVD) is to decompose a matrix
into three matrices in a particular way which enables latent semantic analysis
and dimensionality reduction. In this thesis latent semantic analysis is used in
order to make similarity measurements between devices. The theorem of SVD
states that it is always possible to decompose a given matrix A into A = UλV T
[7]. Or put in other words; from the n×m matrix A the three matrices U , λ and
V T can be created, which when multiplied produces the matrix A [7].

The r × r sized λ matrix, where r is the number of abstract concepts, will on
diagonal contain the singular values that will always be in descending order and
positive. The values in λ will define how dominant each abstract concept is
where a larger number means more dominant. The n× r sized U matrix will be
a membership mapping between the n items to r concepts, showing how much
an item belongs to a concept. Conversely, the m × r sized V matrix will be
mapping from m features to r concepts, showing how much a feature belongs
to a concept [7].

Figure 24: Singular value decomposition [7]. The matrix A can be factored
into three matrixes, U , λ and V T . U consist of a n × r items matrix showing
the membership mapping from items to the abstract concepts in the λ matrix.
Likewise the r×m V T shows the membership mapping from features to abstract
concepts. On the diagonal the λ matrix have each abstract concept weight in
monotonically decreasing order.

The matrices are calculated such that the columns of U are the eigenvectors
from AAT and the columns of V are the eigenvectors of ATA and the singular
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values in λ are the positive square roots of the eigenvalues from both AAT and
ATA [7].

Dimensionality reduction can be achieved by removing the least contributing
concepts. Since the λ matrix have the concepts sorted in descending order this
it is straightforward. In order to perform dimensionality reduction the last row
and column from r is removed, since this will lose the least amount of data.
In order to have the dimensions to match the last column from U and last
row from V T also have to be removed. This can be iterated until a sufficient
dimensionality is achieved and before a damaging amount of information is lost
[7]. It might also be noteworthy to mention that when dimensions are removed
the multiplication of the three matrices will no longer perfectly be equal to
A.

From the matrix decomposition of A semantic analysis can be performed. Sim-
ilar items can be found from the U matrix and similar features can be found
from the V matrix. In order to measure the similarity some of the similarity
metrics presented in previous sections can be used, such as Pearson correlation
or cosine similarity. It is also possible to manually peek into the λ matrix and
see what items belong to the different concepts and thus gain insight into what
abstract concepts there might be for the particular dataset [7].

3.7 Neural networks

A neural network consists of three major parts, the input layer, a number of
hidden layers and an output layer. A feed forward neural network can be thought
of as function f(x) that composes multiple functions to give an answer for x. In
the case of three hidden layers it can be modeled as f(x) = f (3)(f (2)(f (1)(x))).
In this model each function f (l) signifies a layer of the network where l is how
deep into the network the layer is. Each layer have an associated vector where
the elements of the vector in can be though of as a unit. Each unit take a vector
from the previous layer as input and creates a scalar value by multiplying the
input vector with a stored weight [23].
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Figure 25: A feed forward neural net example. The input layer consists of a
vector x with 6 elements and passes it thought the hidden layers. Each hidden
layer have 10 elements. The activation values will be given to the output layer
that will give the hypothesis h for the feed forward network.

If figure 25 the feed forward procedure is illustrated. The input vector x will give
the hypothesis h of the network. The hypothesis given by the output layer can be
corrected against against a real world example with a loss function, such as the
MAE, to find how far away the hypothesis was to the actual answer. From the
loss given by the output layer partial derivatives for each layer is calculated with
the help of the chain rule for the function f(x) = f (3)(f (2)(f (1)(x))) to see how
much each layer contributed to calculated loss. From the partial derivatives the
weights in each unit is corrected so that they instead will give a smaller loss. The
task of moving backwards, starting from the output layer, calculating the partial
derivates and adjusting the weights for all the layers are called backpropagation
and it is what allows a neural network to learn by examples [23].

Between each layer, the output from the layer is passed though an activation
function. The activation functions are used to allow the neural network to
achieve non-linearity. Depending on what function is chosen, the network will
behave differently. In Sze et. al. [24] paper Efficient Processing of Deep Neu-
ral Networks: A Tutorial and Survey the most commonly seen examples are
presented.
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Figure 26: Activation functions [24]

From the activation functions presented in figure 26 Sze et. al. [24] show how
choosing one activation function over another can yield different results. Sze et.
al. [24] also mention that ReLU have become more popular recently because it
allows for faster training and is a simpler function.

3.8 Recurrent neural networks

To give a hint of what problems can be solved with a Recurrent Neural Net-
works (RNN) Andrej Karpathys blog [6] provides an interesting article about
RNNs and their versatility. The title The Unreasonable Effectiveness of Re-
current Neural Networks illustrates fairly well the how the author feels about
the expressiveness of RNNs. Some of the presented problems includes text
based problems, e.g. writing mocked Shakespeare verses or wikipedia articles,
and generating fake academic papers and linux source code. The reason why
this is presented is to show examples that similar to the one presented in this
thesis. Instead of generating Shakespeare verses from existing text data, the
goal is to generate and recommend likely session devices from recorded real
sessions.

With deep neural network (DNN) the input and output size is set to a fixed
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length making the problem domain constrained. Even though a neural network
in principle could find structure from sequence input, it is not efficient at doing
so. This is especially true as the sequences are becoming longer. Instead of
having each layer output to the next layer input it is recurrent, passing the
output back into the same layer [25].

Figure 27: Recurrent Neural Network (RNN) layer. The input vector X will
give the output for time t back into the layer to be used for time t + 1 on the
next iteration

In figure 27 the input vector X at time t will give the hypothesis ht. If the
recurrent layer is unrolled for all the loops of the recurrent layer we get figure
28.

Figure 28: Unrolled RNN layer. Each input at different time t will give different
hypothesis for the time series in the sequence.

From figure 28 the layer at any time will get the current input X to use for
the hypothesis, but it will also get input from the previous iteration that can
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give information about what have happened at an earlier stage. With this
architecture it is therefore possible to better model sequences of data where the
cardinality between the input sequences and hypothesis can be one-to-one, one-
to-many or many-to-many. As an example, to illustrate how a many-to-many
sequence can be predicted we can say, given input X2 to X10 the RNN give the
output sequence given by X2 to X10.

3.8.1 LSTM

When adjusting the weights for each unit in the backpropagation gradient de-
scent is commonly used [24][6]. Using gradient descent when keeping long-term
dependencies can be problematic as described by Bengio et al. in Learning
Long-Term Dependencies with Gradient Descent is Difficult [26]. The problems
that arises with keeping long term dependencies in RNNs are commonly re-
ferred to as the vanishing gradient or exploding gradient since the derivatives
of the backpropagation will either explode or vanish as the network becomes
deeper.

The RNN architecture Long Short Term Memory (LSTM) solves the problem
of the vanishing/exploding gradients by letting the error signal flow through
the units unaffected. The gradient computation is truncated in specific ways,
as presented by figure 30, 31 and 32 so that cells have constant error flow. The
architecture of the cells are constructed so that they keep an internal state (see
figure 29) that will allow for the cell to be unchanged when training [27].

Figure 29: Cell state C at time t− 1 being modified to create the cell state Ct.
The cell state allows for error signals flow through the cell unaffected with the
help of two multiplicative terms and one additive.
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The state of each cell can be modified with three different gates. In the first
step the previous hypothesis h at time t − 1 combined with the new input x
at time t is passed though a sigmoid function (as presented in figure 30) and
multiplied with the cell state Ct−1.

Figure 30: The forget gate will determine how much the cell state should be
effected by the previous hypothesis ht−1.

The gate from figure 30 can be thought of as the forget gate since it will deter-
mine what information to forget from ht−1. The second gate in figure 31 takes
ht−1 and xt and multiply the output from a sigmoid and a tanh function. The
output from the two activation functions will then be multiplied together and
added to the cell state.
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Figure 31: The update gate determines how much the cell state should be scaled
from the new input given by xt.

In figure 31 the output from the sigmoid function will determine how the new cell
state Ct will be scaled, thus determining how to update the cell. It can therefore
be though of as the update gate. In the last step, described in figure 32, the
ht−1 gets passed through a sigmoid function, and the Ct (passed though a tanh
function) gets multiplied to create the new hypothesis ht for the cell.

Figure 32: The keep gate will determine how much information to keep for the
predicted ht and the hypothesis given to the next cell (that will become ht−1 in
the next iteration). Also note how the Ct is already determined at this point,
so that the cell state will be kept.
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The gate illustrated in figure 32 can be thought of as the keep gate since it will
filter the cell state for the next hypothesis. As each gate has associated weights,
that are learned during training, a fine grained control over how the cell state
should be updated can be achieved [27].

3.9 Statistics

This section aims to, at a high abstraction, cover the concepts of statistics used
in this thesis. The mechanisms of the different used tools will be presented but
in order to gain a full understanding of how Poisson distribution is calculated
the cited references is a better source of information.

3.9.1 Poisson distribution

When using statistics for find the probability of an event occurring the Poisson
distribution is a common approach to apply. The Poisson distribution can be
applied when any event have a probability of occurring that is independent of
each other. Ross [28] gives, in his book A First Course in Probability, a few
examples of where events might be independent and some use cases. These
include:

• The number of misprints on a page

• The number of people in a community who survive to age 100

• The number of wrong telephone numbers that are dialled in a day

With these use cases it is also intuitive to see how these events are independent,
e.g. a person living to the ripe old age of a hundred years does not effect any
other person of doing the same. Ross [28] describes the Poisson paradigm as
follows.

Consider n events, with pi equal to the probability that event i
occurs, i = 1, ..., n. If all the pi are “small” and the trials are either
independent or at most “weakly dependent,” then the number of
these events that occur approximately has a Poisson distribution
with mean

∑n
i=1 pi.

To summarize, the mean of a Poisson distribution can be though of as the sum
of all independent (or weakly dependent) probabilities p of event i to occur
[28].

3.9.2 Hawkes process

As previously described the Poisson distribution is constructed of events that
are independent. If this is not the case, but instead the probability of some
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event of occurring is dependent of previous events, other statistical approaches
can be taken. In Tench et. al. [29] paper Spatio-temporal patterns of IED usage
by the Provisional Irish Republican Army a good example of, what the authors
calls, self-exciting events are modelled with a Hawkes process. The self-exciting
event is described as an event that have a higher probability of occurring again
at time t the closer it is in the temporal space t − ti, i.e. happened recently.
The algorithm is defined as in figure 33.

Figure 33: Hawkes process. The µ can be seen as the background probability
or the independent probability of the event of occurring, like the Poisson distri-
bution of the event. The constant k0 is the boost of probability for the event
that the occurrence of it will give. The ω is how fast the probability decay is
after the occurrence of an event [29].

The g function is defined as g(t) = ωe−ωt. The g function is what allows for the
decay of probabillity over time [29].

3.10 Longtail problem

The phenomenon of the longtail problem is referring to the distribution or his-
togram of items in a dataset that contains a small subset of highly popular
items followed by a large set of not so popular items. The large set of not so
popular items are called the longtail. The longtail distribution can be found
in datasets from MovieLens [30], Last.fm [5], amazon.com, and Netflix [31], to
mention a few, and also the dataset used for this thesis, as presented in the
analysis section.

Yin et al. [31] explain how any physical item retailer would traditionally focus
on a the most popular items since a small proportion of items might generate
the largest revenue. However, the longtail of less popular items might consist of
a larger volume of potential sales than the small set of popular items. Yin et al.
[31] claims this to be the case for Amazon, where most of the profit is gathered
from sales from the longtail.

36



Figure 34: Popular item and longtail. A common distribution of products
consists of a smaller set of highly popular items and a long tail of less popular
items. Sometimes the sum of the longtail is greater than the sum of the highly
popular set.

Benefits of selling from the longtail mentioned by Yin et al. [31] is that there
generally is less market competition for items in the longtail, since they are less
popular. Another way of looking at the sales and the longtail is to see it as a
complementary to the popular items. Yin et al. [31] calls this the “one-stop
shopping convenience” effect where sales are increased since additional items
from the longtail are added when checking out popular items.

One of the problems of recommending items from the long tail lies in the fact
that while the popular items will appeal to many users, by definition making
them popular, a specific item from the longtail will appeal to a smaller set of
users. Since this item is not as popular there is also less information about how
this particular user looks like. To summarize, items from the longtail have more
sparse data and a smaller target group. The problem of recommending items
from the longtail lies in finding these users [31][5][30].
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4 Litterature review

In this section the litterature review will be presented. The review was con-
ducted to investigate the state-of-the-art techniques in the music domain for
creating recommendations. The review begins with a meta analysis of how the
review was performed, to clearly state how to reproduce at a later time when
more research has been made, but also to show diversification in the sense that
the review is not based on a small set of authors. After the meta analysis all
found papers are reviewed where the papers that do not fit the domain have
been stated with a motivation of the exclusion. The summary at the end can
be read to collect the key points of the review in a time efficient manner.

4.1 Keywords

For this review the following keywords where chosen to be strictly included in
as topics of the papers.

• +recommender

• +music*

• +compos*

The following keywords where chosen to strictly exclude any papers.

• -decompose

• -emotion

• -cold

The keywords music* and compos* were suffixed with wildcards so that related
topics where not excluded. The rationale behind this is so that the keyword
compos* would also include terms such as composing, composition, composer
and similar terms. On ACM 7 the difference of using this wildcard on the
compos* keyword is quite contrasting. Using the keyword compose returns 7
results and using the keyword compos* returns 12 results.

In the excluded set when using compose are some relevant articles such as Zhang
et. al. [32] that explores relevant similarity measurements of music, Ferwerda
et. al. [33] that gives an important role of the diversity metric with music
recommendation and Lisena et. al. [34] that present a way of modeling complex
music metadata with graphs. It is therefore important to use this wildcard
because these topics relate to the questions asked in this thesis.

In the excluded keywords decompose is present. The reason for this is because
of the wildcard of compos*. While the results are unaffected since it is not
prefixed with a wildcard the questions are related to music composition and

7https://dl.acm.org/
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not decomposition of any kind. The exclusion of emotion is needed in order
to exclude resources from behavioural and emotional studies. The exclusion of
cold is so that resources regarding cold start problems of recommender systems
are excluded, since this problem is not considered in this thesis.

4.2 Resources

Using the previously defined set of keywords the following resources were ac-
quired. From ACM digital library8 12 results were found. From Web of Science9

11 results were found. From IEEE10 6 results were found. This gives a total of
29 papers but since there is an overlap of the articles it sums up to 22 unique
articles. When plotted in a graph where the nodes consists of databases (red),
and papers (blue), the full topology looks like in figure 35.

Figure 35: Litterary overview. Red nodes are data bases. Blue nodes are the
titles of the papers.

The overlap of articles between IEEE and Web of Science are four articles
[35][36][3][37].

8https://dl.acm.org/
9https://login.webofknowledge.com

10http://ieeexplore.ieee.org/Xplore/home.jsp
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Figure 36: Web of Science, IEEE overlap of papers.

There were slightly less overlap between ACM Digital Library and Web of Sci-
ence than between IEEE and Web of Science.

Figure 37: ACM Digital Library, Web of Science overlap of papers.

As illustrated in figure 37 there are three overlapping articles [38][2][39] between
ACM Digital Library and Web of Science. In terms of authors the topology of
the articles can be visualized as articles in blue and authors in red as in figure
38.
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Figure 38: Authors and papers. Authors are in blue, papers in red.

The only overlap in the author article graph are happening in two places, illus-
trated in figure 39 and figure 40.
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Figure 39: Same authors for multuple papers. Three authors collaborated on
three papers.

Figure 40: Author of two articles. One author is the author of two papers.
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In figure 39 we can see that there are three collaborators, that have worked more
than once together. The three collaborators, Chung-Yuan Huang, Ji-Lung Hsieh
and Chuen-Tsai Sun have together produced the papers [36][40][41]. In figure
40 we can also see that the author Cheng-Zhi Anna Huang contributed with
two articles [2][42].

4.2.1 Review

In Ikeda et al. paper [43] an interesting idea how transitions between songs in
a playlist is presented. The goal is to make the transition between two songs
seem, as they describe it, smooth to the user. In their experiment they used a
qualitative study of the user experience to determine whether a transition was
experienced as smooth or not.

In order to measure similarity in the acoustic feature space they applied Multi
Dimensional Scaling (MDS) so that it becomes possible to plot the relative
position relationships. The reduced distance is Euclidean, which is an important
factor when it comes to pick a candidate for transition [43].

Given a playlist containing two songs, Sk and Sk+1 let k denote the order in
the playlist. In the low dimensional space the next candidate is picked as an
extension of the vector between Sk and Sk+1 within some boundary C where
the distance to the vector is as small as possible.

There is a short temporal aspect where only the last two songs are considered
for the next recommendation. In the applied context from the paper [43] this
short temporal aspect was not mentioned or covered; something that might be
important for other contexts in terms of quality of the contributions from the
paper.

Other remarks on how the results were presented in Ikeda et al. paper [43] can
be made. It is unclear how many subjects participated in the experiment. In
the abstract and conclusion 9 subjects were claimed whereas in result section
10 subjects were claimed to have participated. Another remark is also how the
results are presented. As described, only 9 or 10 subject participated and it can
therefore be a bit misleading to present the results in terms of percentages. What
is even more confusing is the fact that some results are fractions of percents that,
when applied to the number of participants, are fractions of physical persons.
The reason for this might be that it is not subjects, but rather test runs, that
they are referring to, since the subjects made multiple tests.

In the paper Music Composition with Recommendation [44] an approach to
aid novel music creators is presented. Two main categories of similar systems
are mentioned, interactive music systems and music imitation systems. The
presented problem is that interactive music systems can be constraining for
the user. This is because it has to obey the rules of the system and therefore
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constraining the user, and that the music imitation systems are not interactive
and therefore the user cannot effect the outcome of the composition.

The suggested solution merges interactive music systems and music imitation
systems. The user starts by providing a piece of the style they wish to compose
in. The system splits the provided piece into two interpretations pitch transi-
tion and rythm. The decompositions are compared agains two corresponding
datasets in order to find the most likely next steps. From these recommenda-
tions the user can then choose if they wish to follow the recommendations or
not [44].

The full flow of the recommendations illustrated in figure ?? allows the user to
get assistance without knowing much about music composition.

In CompositeMap: a Novel Framework for Music Similarity Measure [32] Zhang
et al. presents a procedure of creating abstract signatures of high dimensional
music items. An item can contain a high number of features describing it. These
features are mapped into three distinct categories that historically have been
used for similarity measurement, Metadata-based similarity measure, Content-
based similarity measure and Semantic description-based similarity measure
[32]. The common problem with these traditional similarity measurements are
that they model each dimension as independent, so that if different emphasis
on each dimension will create different similarity between the same two music
items.

The proposed solution is to create a more multifaceted representation of a music
item. The content-based dimensions are modelled as a Fuzzy Music Semantic
Vector, meaning that the music item is mapped into this more abstract cate-
gorization like genre, mood or melody. From these vectors, locality sensitive
hashing (LSH) is applied in order to create a signature for the music item. This
signature allows for more effective similarity measurements between music items
since it is much shorter than the full feature vector [32].

Other contributions of the paper [32] is a more effective variant of the LSH
where is applied iteratively. This iterative LSH algorithm is presented with the
name iLSH [32].

The artefact Personalized challenges in e-learning is a talk given by Turrin [39].
The content of the talk, e-learning, is vaguely relevant in the context of this
document and is therefore going to be left unaddressed.

In Knowledge-based Music Retrieval for Places of Interest [45] Kaminskas et al.
presents a graph approach to mapping musical composers to physical locations,
points of interests (POIs). The constructed knowledge graph was based on DB-
Pedia which is a linked version of Wikipedia. From the constructed knowledge
graph, three semantic paths from any POI to a musician is considered: location
paths, time paths and category paths.

From the constructed paths a score for a musician is calculated. The different
paths are not considered equal and the associated weights can be assigned either
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by a domain expert or any user profile or context [45].

In the experiments Kaminskas et al. [45] did a very thorough evaluation of the
precision. They performed two studies consisting of 97 and 67 users respectively
where they evaluated if the participants would consider the recommended piece
to be fit for listening to when visiting the POI. In the presented results they
claim a high achieved precision of 80% with the previously mentioned graph
based weight spreading algorithm [45].

In the paper [45] the actual definitions of how the weight should be applied
could have been further evaluated. It is stated that weights can be defined
either by a domain expert or a user profile but is left untouched for further
discussion. Heuristics and evaluations of well defined weights would have made
the contributions of the paper greater.

In the paper How Item Discovery Enabled by Diversity Leads to Increased Rec-
ommendation List Attractiveness [33] the mapping between item attractiveness
and item discovery through diversity is examined. Recommended lists were
created off-line from the participants Last.fm listening history. Multiple lists,
with a varying degree of diversity, were created. The diversification of the
songs where created using latent features from the matrix factorization of the
full dataset of listening history from Last.fm as opposed to diversifying using
available meta-data.

The score for each song was calculated as the combination of the relevance
and diversity. The diversity is calculated as the sum of the euclidean distances
in the latent space between all items in the users item vector to each item i
in the dataset, denoted as ci. The predicted diversity Pci and the predicted
relevance Pri is then combined with a constant β to specify the wanted level of
diversity.

wi = β ∗ Pc + (1− β) ∗ Pri

Figure 41: Score w of item i. wi denotes the score of item i according to the
model and as presented it is easy to determine the level of diversity by changing
the value of β [33].

The conclusions of the paper is that the diversification affects the attractiveness.
Diversity through discovery is increasing the attractiveness if it enriches the
users taste. Another, somewhat weaker, attractiveness can be achieved through
familiarity for the user. Diversification is therefore also only meaningful if it is
deepening the users taste.

In the paper Sound and Music Recommendation with Knowledge Graphs [38]
another example of using a knowledge graph based on DBPedia is presented.
The purpose of the system is to produce recommendations for songs and sounds
that producers can use in order to create music.
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The approach taken by Oramas et al. [38] is to scrape data from different
datasources, Last.fm, songfacts.com, freesound.org, etc, and enrich the original
data attached to items and improve the linkage between items in the graph.
This task includes building up an extensive ontology that can later be used
for recommendations. The output of the system is achieved with a hybrid
approach of collaborative information from the user community and a content-
based information from the knowledge graph [38].

The paper Radialize: A Tool for Social Listening Experience on the Web Based
on Radio Station Programs [46] is not going to be covered in this review be-
cause of the lack of relevance and quality. The paper is more constructed as a
requirements specification with no found contributions; therefore irrelevant to
this review.

ChordRipple is a system covered in two of the papers from the litterature review.
One of the papers is covering the initial experiments of the system and the
other is more elaborate in terms of experiment and analysis. The purpose of
ChordRipple is to be a creativity support tool, helping novel songwriters to go
beyond common chord progressions [2][47].

In order to recommend chords to the composer Huang et al. apply word embed-
dings, known as Word2Vec, but instead of embedding words, chords progressions
from a dataset is applied. The created embeddings are called Chord2Vec in the
paper [47].

The reference of ripples in the name ChordRipple comes from the recommenda-
tions that affect more than one chord. The fact than some bold chord progres-
sions can take the song into another direction can be modeled with the proposed
algorithm. The ripple algorithm can rework the current context by substituting
a chord, ct with a chord queried from the Chord2Vec and then let it ripple the
changes out to the next chords (ct−1, ct+1). It is possible to let this ripple prop-
agate even further out to (ct−2, ct+2) etc. The same procedure can be applied
to inwards ripples and inward and outward can also be applied together in a
series of context reworking [47].

The major contributions of [47] are the smoothing of the chord progressions
using Chord2Vec, the Ripple algorithm that lets the user rework the existing
context and the identification that novel items not necessarily are useful e.g. if
they are incoherent. An important aspect is the argument that there is a design
implication of letting the user have more control over the recommendations.
They specifically mention the need of letting the user being able to tweak the
recommendations in order to create tension and conclusiveness. In the paper
they use the term knob to signify the ability of the user to have, as they call it,
fine-grained control.

The paper In Collaboration with In Concert: Reflecting a Digital Library as
Linked Data for Performance Ephemera [48] is another example where ontolo-
gies can be used in graphs. The purpose of the system InConcert is to combine
multiple diverse datasets into linked data with ontology. The purpose of this
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paper is not in the context of music composition and is vaguely relevant on other
areas to this document so it will not be further addressed.

The next paper in this review is Modeling the Complexity of Music Metadata
in Semantic Graphs for Exploration and Discovery. In this paper yet another
example is presented of building ontologies and linked data from, in this case,
music metadata. A point worth mentioning is that controlled vocabularies for
different context are used to create ontologies. These vocabularies are manually
constructed by domain experts, making it very labour intensive.

Nurmikko-Fuller et al. paper [34] is vaguely relevant to the topics covered in this
review and will therefore not be thoroughly explored. It can be briefly mentioned
that Nurmikko-Fuller et al. use semantic web technologies, something that is
also seen in other papers building ontologies [48], in order to build the graphs.
In the context of this review it is an example of where we are leaving the context
of recommendations, graphs and music composition and instead are getting into
the context of the semantic web. With this being said Nurmikko-Fullers et al.
[34] paper is considered to be out of context of the review.

In the first article from IEEE in this review, Using Evolving Agents to Cri-
tique Subjective Data: Recommending Music [41] an interesting approach to
recommending subjective data is presented. In order to process a large body of
subjective data, agents in combination with a genetic algorithm, is used. The
abstract workflow consists of three steps. First content-based filtering is used
to extract features from the data, then a group of agents make item recommen-
dation and then an evolution mechanism is used in order to determine which
agents should be in the parent set for the next generation.

More in detail, an agent is created from features of the data. A feature can be
loudness or the mean that is represented as a gene. Each gene have a center
and a range where genes can be turned off. An agent has a variation of set of
genes that form a chromosome for the agent.

All the features from a music object is extracted and added to a database.
These are the features for the agents that are later selected for the genes. The
evolution manager decides when an agent should be eligible for the next round
by adding them to the parent generation where feedback from the user decides
survival.

However, the fact that the recommendations are subjective creates some non-
trivial problems. Since the feedback is coming from humans, and is based on
subjective data, it tends to fluctuate. It can therefore be problematic to keep
agents for the parent generation if there is a single discriminating round. Hsieh
et al. [41] solve this problem by introducing the term fame which is a score
based on previous rounds. The survival rate, including fame, is then calculated
as in figure 42.

47



survivalrate = AF × historyratio+ LG× (1− historyratio)

Figure 42: Parent generation. The parents for the next generation are picked
with the probabillity of the survival rate. AF is the agent fame value. LG are
the grade of the current run [41].

Another interesting problem that occurs with subjective data recommendation
is how one creates a stopping criteria for the evolution of agents. Hsieh et
al. [41] mentions that stopping criteria in traditional systems are calculated
with a learning curve where the training stops when it goes above a pre-defined
threshold. However, in subjective recommendation this is impossible, due to
the fact that there is no right answer but instead subjective opinions on the
correctness. The way the stopping criteria is solved in the paper [41] is by
putting an agent in a set they call V.I.P pool when the fame reaches a pre-
defined threshold. The size of the V.I.P pool can then be used as a stopping
criteria, when it reaches a certain size. The actual size for the V.I.P pool or the
threshold for being in the V.I.P pool is not presented in the paper.

The major contribution of Hsieh et al. [41] is an approach for recommending
subjective data from a large body of subjective data using a genetic algorithm.
Minor contributions include the notion of fame and V.I.P pool in order to handle
human fluctuation and the stopping criteria.

Wong et al. [49] identifies the important aspect of lacking serendipity in state-
of-the-art data mining techniques in their paper Playlist environmental analysis
for the serendipity-based data mining. The use-case presented is that of a radio
station where domain experts manually create playlists. The hypothesis is that
there should be elements of serendipity in the radio station playlist.

From a large dataset of about 3000 playlists of classical music from the ra-
diostation a statistical approach is taken. The optimal number of clusters is
determined using Bayesian information criterion (BIC) and Akaike Informa-
tion Criterion (AIC). The model is then fed though a probabilistic expectation
maximization model (EM). The probabalistic EM is helpful when the data is
incomplete or missing by finding parameters via steps of refinement with a log
likelihood function [49].

The main conclusions, via analysis of metadata from the dataset, consists of
finding the dependency between time of the day when the song was being played
and the classical era of the song. This indicates that the playing time and
the order of music are important aspects in serendipitous data that should be
considered when recommending music [49].

In the paper Recommending Music Based on Probabilistic Latent Semantic Anal-
ysis on Korean Radio Episodes, as the name suggests, latent data from matrix
factorization techniques are used in order to analyze data from a Korean radio
station. Listeners can send a request to the radio station with a song request
and also write a little background story of their relationship to it.
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What is particularly interesting in Hyung & Lee’s paper [50] is the strong con-
textual binding from the background story text and the song. The situational
information that the background text gives, and the fact that it is in text form,
allows for application of natural language approaches for finding latent factors
between songs.

Hyung & Lee [50] start by pre-processing the data by stemming the words into
vectors. Stop words are removed and the top and bottom most frequent words
are also removed, by using a Bag of Words technique, in order to reduce noise
and having a smaller dictionary of words. From the processed dataset a prob-
abilistic latent semantic analysis (pLSA) is applied. Hyung & Lee [50] claims
that the probabilistic version of LSH outperforms the standard in the context
as a motivation as to why this was used instead of the standard LSH.

As a critique, in the evaluation, only accuracy metrics were used. The algorithms
were evaluated using precision, recall and mean reciprocal rank. Hyung & Lee
mentions that user evaluations are deemed helpful in terms of evaluation of the
system. Implementation of the algorithm was compared against a baseline where
random recommendations were returned. The major contributions of Hyung &
Lee [50] is the conclusion that people share similar music preferences in similar
situations.

In the paper Music recommendation based on artist novelty and similarity Lin et
al. [3] shows how recommendations with the purpose of promoting new talents
can be performed. As an overview, it can be said that Lin et al. achieves novelty
by the definition where an artist is new to a user, where the artist is considered
to be new if it is the inverse of known (unknown) where an unknown artist is
the inverse of popular.

Novelty(bi,j |u) = P (new|u, bi,j)
= 1− P (known|u, bi,j)
= 1− P (known|u, bi,j)

Figure 43: Novelty definition [3]. The novelty of song j of artist i to user u is
calculated as the inverse of the popularity.

In figure 43 we can see the novelty factor of song j of artist i to user u. This
novelty score is then combined with the score for similarity between the artist
ai and the song bi,j in order to create the final recommendation score for song
bi,j .

Score(bi,j) = Sim(ai, bi,j)×Novelty(bi,j)

Figure 44: Scoring of song. The score is given by the product of similarity and
novelty [3].

The proposed approach by Lin et al. [3] was compared against Spotify Radio as
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a benchmark. User tests on around 100 campus students where performed. The
proposed algorithm compared against Spotify Radio had comparable results in
terms of user preferences but with a higher measured novelty.

The main critiques for Lin’s et al. [3] approach is that the used similarity mea-
surement is undefined. They claim that they used the similarity measurement
provided by Last.fm, leaving without further explanation of how this similarity
is calculated and possible effects it might have with some other implementation.
Since the final score for the recommendation is heavily based on the measured
similarity it can be considered a major flaw in the experiment, leaving results
open for debate. The fact that only novelty was used can also be criticized.
Since novelty only considers the unknown factor it does not consider the use-
fulness to the user, which serendipity does. If serendipity was also considered,
maybe user preference would also be affected. It is unclear how the presented
novelty measure is calculated, in terms of popularity. It is not clearly stated,
but the presentation of the popularity factor opens a discussion where it might
be based on global popularity, as opposed to popularity by user u which will
have very different results [3].

The main contribution of [3] is the statement that novelty of an item does not
necessarily have to be at the expense of user preference. However, since there are
flaws in the experiments these results should be viewed with scepticism.

Since there is an overlap of articles between Web of Science and ACM and
between Web of Science and IEEE many articles from Web of Science have
already been presented. In the first article What Constitutes a Phrase in Sound-
Based Music? A Mixed-Methods Investigation of Perception and Acoustics [1],
as the title suggests, the human factor of being able to detect segmentation in
music is examined.

When compared against the other articles previously presented Olsen et al. [1]
introduces some new terminology. The term sound-based music is based on the
notion that the music is coming from the sounds as opposed to more traditional
note-based music intended for musicians to perform the written piece. On the
most extreme end of sound-based music lies noise music, such as electro acoustic
music and sound art, but it can also be more popular music such as house music
or other electronically produced music. What the authors have looked at in
their paper is the analysis of auditory scene of sound-based music. The term
auditory scene analysis is referring to understanding and extracting structural
and emotional meaning from, in this case, sound-based music. Abstractly what
this means, in terms of the paper, is how well the participants agreed on where
a musical phase shifting was happening in a song.

A very thorough background section starts by presenting the connections to
sound-based segmentation and how it can be analyzed. In the paper this dis-
cussion is long and not particular relevant for this analysis and will therefore
be left with a reference to the paper if the reader wish to investigate it fur-
ther. The connection between music and speech is presented with segmentation
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within speech, such as the forming of words and sentences. In terms of the
paper this is important because there are elements of speech, such as language
classifications, that exist within music. To summarize it can be said that any
language can be classified as mostly stress based, meaning that sentences and
words are segmented by stress e.g. tempo or volume, or tone based where the
segregations are created with pitch. This is interesting since knowledge of such
a language, or musical style, gives the listener other prerequisites for finding
segregations i.e musical phases, better than if an unknown style was presented.
In Olsens paper [1] the parallel with languages are presented as follows.

So what does our knowledge of the learning of language and speech
suggest about the learning and segmentation of sound-based music
and musical phrasing? First, studies of artificial languages (con-
structed from phonemic units similar to those of a genuine lan-
guage, but concatenated without forming genuine words) or artificial
phoneme contrasts reveal that learning aspects of the segmentation
of languages can be very fast, sometimes occurring even within two
minutes [...]. Second, such studies suggest that a few features are
very important for the learning of word-boundaries. A detailed re-
view of infant language development [40] points out that spoken
words run into each other, blurring word boundaries; a blurring,
we argue, that may be similar to the continuum between note- and
sound-based music. Once our native language is learnt, we begin to
sustain the illusion that boundaries are clear [...]. Learning the seg-
mentation in the first place (often described as the “bootstrapping
problem”) is largely dependent on developing relative weightings for
the relevance of pause duration, pitch, and pre-boundary lengthen-
ing [...]. Pause does not refer to silence, but rather the relative length
of time between increments of acoustic intensity. [...]

Firstly, these segmentations within language can very quickly be picked up by
a novel listener. From Olsens et al. it is also possible to see how these artificial
segmentations blurs out as we become more sufficient and, as Olsen et al. puts
it, we begin to sustain the illusion that boundaries are clear.

In Olsens et al. experiment users were exposed to sound-based music. In the first
part they had to pause when a phrase, or event, was perceived, and the number
of pauses was counted. In the second experiment a qualitative motivation also
had to be given when pressing the pause button. When a motivation had to be
given the subject became more restrictive with their pauses. In summary the
perceived phases where not a poisson distribution but rather clustered around
successive times. This indicates that there is a perceived pattern of phrases
rather than random occurring events.

The major contributions of the paper is supporting the hypothesis that sound-
based music segmentation is primarily associated with temporal changes in in-
tensity and timbre, rather than rhythm and pitch. The background section
of the paper is not a contribution per se, but the presented material is a good
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foundation for further research and discussion between the similarities of speech,
language and music.

Another example of agent based approach to recommendation of music is made
by Recio-Garcia et al. [51] in their paper Distributed Deliberative Recommender
Systems. The work relies on case-based reasoning (CRB). CRB is a reasoning
model build upon the notion that similar situations tend to have similar solu-
tions and if these cases are stored the solutions and variations of them can be
reused. In distributed case-based reasoning the models are distributed among,
in this case, agents. Using ensemble techniques for achieving a solution have
previously shown better accuracy as opposed to single-agent systems [51].

The proposed solution by Recio-Garcia et al. [51] is a hierarchical multi-agent
system using CBR where the decisions are taken with the help of fuzzy logic. The
fuzzy logic system is composed of five subsystems that evaluates the cases the
agents are using. The Case evaluation subsystem generates a value Vt that is the
measure of degree of a case Ci. Since any agent can leave a counter example of Ci

an evaluation of how good a counter example is is made by the Counterexample
evaluation subsystem. The Counterexample acceptance subsystem will calculate
if any counter example should be accepted or not. When a counter example
is presented the agent will be given a chance to defend its original case where
the defensiveness is calculated with the Defence evaluation subsystem. Lastly
the Defence acceptance subsystem determines whether the provided defence for
a case should be accepted or not. Using the previously presented subdomains
the proposed system, D2ISCO, communicates in a tree based hierarchy where
queries are posted to the top node and decisions are taken, with the help of the
fuzzy logic from the subsystems.

The major contributions of the paper includes a case-based model for a recom-
mendation engine. The major contributions also include recommending items
to a group of users, as opposed to a single user, using clusterization of person-
alities. The recommended items from a personality cluster are then weighted
and merged into a selection criteria where the highest rank is selected as a
recommendation.

Chedrawy & Abidi [52] provides a straightforward implementation of a hybrid
recommendation system in their paper A Web Recommender System for Rec-
ommending, Predicting and Personalizing Music Playlists. Assumingly, the ac-
curacy is increased by linearly combining the similarity rating of a collaborative
filtering and the semantic similarity between the user and the item. However,
the poor printing quality of the proposed algorithms makes it impossible to ac-
tually read them. Already in the abstract of the paper [52] spelling errors can
be found. Since the actual algorithms cannot be read this paper will not be
discussed any further.
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4.3 Summary

From the reviewed articles it is clear that some common datasets show up in
many articles. A majority of the articles regarding recommendation of music
or playlists use a dataset from the online radio channel Last.fm. The articles
considering graph semantics and knowledge graphs all worked with the DBPedia
knowledge graph but no paper considered using alternative knowledge graphs
such, e.g Google knowledge graph.

No papers covered the topic of using both machine learning and graph ap-
proaches. There were papers from both machine learning and graphs but no
paper contrasting or comparing both approaches was presented.

From the reviewed articles a few papers applied agent theory and genetic al-
gorithms in combination with fuzzy logic. This was particularly interesting
because this models the way a person might behave in the context of music; a
context that can be highly biased and unpredictable.

An important aspect that becomes clear when reviewing the articles is that many
articles can recommend and create reasonable results as long as it it based on
accuracy metrics. However, when compared against real humans, in the music
context, accuracy is not sufficient to accommodate user satisfaction. Instead
what is discovered, often through qualitative user studies, is that metrics such
as diversity, serendipity, familiarity, discovery and novelty are what seems to
give user satisfaction. It can also be difficult to measure these metrics without
actual users. The conclusion here is that some of these metrics can only be
measured with real users which introduces additional problems because people
tend to behave inconsistently. The fact that people do not behave consistently
can in extension bring on other sets of problems like the ones experienced in
[41] where a stopping criteria of a learning algorithm became non-trivial to
find.

53



5 Method

This section describes how the experiment was conducted. This includes the
interface to the recommender system, architecture of the evaluated systems, a
definition of the graph algorithm and what metrics were used. A foundation for
later understanding the analysis section is presented so that the results can be
properly reviewed and reconstructed.

5.1 Recommendation interface

Consumers of the recommender system need to adhere to its interface. More
concretely, the user posts an ordered set of devices from the current context and
receives a recommendation consisting of ranked devices.

{
"devices": ["A", "A"]

}

Figure 45: Example input from user. The user have a session consisting of two
devices of type A.

From this user input, the recommendation engine returns a recommendation
consisting of three parts.

{
"device": {

"device: "A",
"sum": 20

},
"all": {

"A": 20,
"B": 10,
"C": 12,
"D": 1

},
"important": {

"A": 20,
"B": 10

}
}

Figure 46: Example output from recommendation engine. Device is the device
with the highest score. All is the total ranking for all devices. Important is the
set of recommended important devices.
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The device is the most important device, the important is the set of all rele-
vant or important devices and all is the total ranking of all devices from the
catalogue.

5.2 Graph algorithm

When a device is created an event is triggered containing the name of the device
and a session id. When two data rows, i.e. sessions, have the same id a directed
edge is created between them. If this event happens again the weight of this
edge is incremented. Duplications of devices can exist in a session and will
create a self-loop in the graph. These events are represented in a text file where
each row is a session and the devices, in this case A, B, C, are sorted in the
order they were created.

[A, C]
[A, C]
[A, B]
[A, B, B]

Figure 47: Example of session data. Each row is a session consisting of an
ordered set of devices.

The previous example in figure 47 will create the following graph.

Figure 48: Example graph. This graph consist of three devices, A, B and C
connected with directed weighted edges showing the frequency of that adjecency
built from sessions.
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To use the graph as a recommender system the weights can be seen as an
indication to which devices goes together in a session. Algorithm1 can be used
to sum up the neighbourhood of the devices in a new session, nodes, and return
the candidate with the highest sum from the trained dataset ds along with the
global ranking of all devices in the all variable.

Algorithm 1 Naive algorithm

function neighborhoodSum(ds, nodes)
best := 0
all = {}
candidate := ⊥
for k ∈ ds do

s := 0
for n ∈ nodes do

if n→ k then
s := s+ (n→ k).weight

end if
end for
if s > best then

candidate := k
best := s

end if
all := all ∪ {{k, s}}

end for
return candidate, all

end function

As an example, in a scenario where a user creates a new session and creates
devices in that session the following data s1 can be created. Let cat be the
catalogue of all available items from the dataset.

s1 = [A,C,B,B,B,B,B]

Figure 49: Session example.

When applying the neighborhoodSum(cat, s1) scoring function each device will
get the following score.

A = 0
B = 7
C = 2

Figure 50: Scoring of neighborhoodSum(cat, s1).
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If s1 is compared to a session where the same devices were created, but in the
reversed order, the following session will be created.

sreversed = [B,B,B,B,B,C,A]

Figure 51: Session s1 reversed.

When using the neighborhoodSum function neighborhoodSum(cat, s1) and
neighborhoodSum(cat, sreversed) will yield the same score. Given these differ-
ent sessions, interpretation of the behaviour with the following aspects can be
considered.

1. s1, ended with creating a series of devices of type B.

2. It is likely that the user wants to continue creating devices of type B if
the task that requires a series of devices of type B is not done.

3. In sreversed, is the user done creating the devices of type B and now doing
some other task?

4. Both sessions have a disposition towards creating device type B.

5. Both sessions know about device types A, B and C. Is it a higher proba-
bility of creating them again as opposed to some unknown device?

In the statements of the points 2-5 speculation is made about whether the
order of devices in the session matters and if it matters if the devices have
been previously seen in the session, i.e. is known to the user. In order to
investigate if these statements are relevant, scoring from a Hawkes process can
be examined.
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Algorithm 2 Considering session device order

function g(t, w)
return w ∗ e−w∗t

end function
function hawkesProcess(ds, nodes)

w = 0.1
k0 = 10
u = 0.8
result = ∅
for k ∈ ds do

score = neighborhoodSum(ds, nodes)[k].score
timeEvents := ∅
for n ∈ nodes, i do

if n == k then
timeEvents := timeEvents ∪ {i}

end if
end for
if |timeEvents| > 0 then

sumOfG := 0
for ti ∈ timeEvents do

sumOfG := sumOfG+G(|nodes| − ti, w)
end for
scorek := u+ k0 ∗ sumOfG
result := result ∪ {{k, scorek}}

end if
end for
return result

end function

When the function hawkesProcess is applied the scoring is based on self-
exciting events whenever they exist in nodes. If there are no recurring events in
the session the basic neighborhoodSum is used for the score. The constants w,
k0 and u can be optimized by maximizing the function presented in [29]. The
parameter w will determine how fast the model will forget the previous events
and k0 will determine how much of a boost a score should get if it is seen in a
session. The u parameter can be seen as a background probability of any event
occurring. The timeEvents will collect all the previous occurrences of each item
with the i:th position, so to keep track of how far back in time it happened. The
sumOfG will be the summation of the timeEvents when passed through the
G function. If the session exhibits self-exciting behaviour the score is applied
where the background probability u plus the boost k0 times the sumOfG is
applied for the score of device k. When applying the hawkesProcess function
with w = 0.1, k0 = 10 and u = 0.8. The following results are achieved.
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hawkesProcesss(cat, s1) = {{A, 1.2965}, {B, 4.512}, {C, 1.3488}}

Figure 52: Applying Hawkes process on s1.

hawkesProcesss(cat, sreversed) = {{A, 1.7048}, {B, 3.8630}, {C, 1.6187}}

Figure 53: Applying Hawkes process on sreversed.

By comparing the results from figure 52 and figure 53 the following is illus-
trated.

• The ranking between A and C have switched places.

• The score for device B is still the most dominant since there are a lot of
occurrences, but is slightly higher in 52 since it happed more recently.

The last optimization considered is how the calculation of the base score from
neighborhoodSum is performed. Consider a scenario with two possible items to
recommend k1 and k2 for a session n containing 4 devices n1, n2, n3, n4 where all
edges have a weight of 1. When visualized the following graph is created.

Figure 54: Considering triangles. The nodes n1 ... n4 are devices from the
session and k1 and k2 are two items from the catalogue. The score for k1 will
be higher when considering the triangle between n3 and n4 than for k2 since no
triangle is formed for k2.
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Given the neighborhoodSum, k1 and k2 will get the same score even though
intuitively in figure 54 k1 seems to have a higher connection to the session than
k2. In order to consider the formed triangle between k1, n3 and n4 the device
k1 will be given the neighborhoodSum score plus the weight between all session
devices connected to both k and each other, in this case the edge between n3

and n4. This final optimization is relatively easy to abstractly understand but
somewhat involved to illustrate by algorithm. Therefore, no algorithm will be
provided since it will not increase the understanding of the problem so much as
confuse the reader.

5.3 Device similarity

The last element considered in the graph implementation is the need for nov-
elty and familiarity. From the adjacency matrix constructed as described in the
introduction section a matrix single value decomposition is performed. The im-
plementation used is a randomized single value decomposition from the python
library scikit learn11. The matrix decomposition was reduced to 100 dimensions
with 100 iterations.

In order to find a set of similar devices to some device d the vector for d has to be
collected from U×λ. Similarity measurement between d and any other device d′

is done by applying the cosine similarity between d and d′ vectors and returning
a set of items with a similarity greater than some threshold. Intuitively, this
means that device similarity will be based on other devices that have taken the
same role in the sessions. For example, if the similarity interface is given a device
type of audio sampler, it will return other types of similar samplers.

5.4 Final scoring

In the last step of the recommendation engine from the graph three components
are combined into making the final score. The final score is based on three
components:

• The global score generated by the neighborhoodSum.

• The score generated by the hawkesProcess.

• The summation of the similarity score between session devices and avail-
able devices.

Each of these parts will give scores to items. The neighborhoodSum function
can be considered to contribute to the absolute probability of some device being
important. The hawkesProcess function will contribute to the ordering of a
session, putting more emphasis on more recent items and self-exciting events,

11http://scikit-learn.org/dev/modules/generated/sklearn.utils.extmath.randomized -
svd.html
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meaning that a device in the session recently created will get a higher score.
The last part is the similarity interface that will give a higher novelty to the
recommendation by scoring items that can be used as alternatives to the one
existing in the posted session. When the results from these parts have been
collected a linear combination of the weights and values is applied to get the
final score for each device.

5.5 LSTM

The LSTM was trained on the same dataset used for building the graph and
evaluated with the same testset used for the graph. The architecture consisted
of 5 layers with 256 units in each layer. The LSTM takes 6 devices from a
session and makes a prediction with the same output structure as defined by
the recommendation system API12.

5.6 Metrics

During the experiment the following metrics were evaluated:

• Accuracy

• Precision

• Recall

• FScore

• AUC

• KendallTau

• Diversity

• CatalogueCoverage

• Novelty

Out of these metrics Accuracy, Precision, Recall, FScore, AUC and KendallTau
go under the category of accuracy based metrics while Diversity, Catalogue-
Coverage and Novelty are non-accuracy metrics. Since the recommendation is
constructed with a set of important items that is much smaller than the rest
of the items the accuracy metric will always be very close to a perfect score.
Since most items are irrelevant and thus giving a high accuracy score, in order
to show a better measurement, precision and recall are also used. If all items
are included in the important set, a high recall would be achieved. Likewise,
if no items are included in the important set a high precision score would be

12The used loss calculation function was the softmax cross entropy with logits from tensor-
flow and minimization with AdamOptimizer. The model was regularized with a dropout rate
of 15% to avoid overfitting.
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achieved. Therefore, the f-score metric will show how good both of these metrics
are incorporated.

In order to show how good the recommendation system is at ranking if some
device is more important than some other, Kendall Tau metric is used. When
evaluating the recommender system, half the session is given to the recommender
system and the other half is used to measure the accuracy of the predicted
ranking. As an example, if the current session consist of 10 devices, the first 5
will ge given to the recommender system. The output of that recommendation
should have the same ranking as the remaining 5 devices that were not given
to the recommender system. This evaluates that if the recommender system
misses the most important device, at least it might know that a device is more
relevant than some other non-important device.

If the recommender system recommends devices at random it can be hard to see
what is going on. The area under the curve (AUC) will show a score very close
to 0.5 if recommendations are given at random. This helps to illustrate when
any model is just doing random guesses as opposed to actually doing something
that increases the accuracy.

The diversity metric shows the average measured diversity, from the SVD sim-
ilarity matrix. This is a measurement showing how related the devices in the
recommendations are. This is used in order to show if the recommendation
engine only return variations of a single device from the catalogue. If only vari-
ations of a single item is recommended the recommendation will ge given a low
diversity score.

The catalogue coverage shows the percentage of the catalogue that has been
recommended so far. This means that this particular metric is monotonically
increasing since it will store the memory of how many unique items it has
recommended. A perfect catalogue coverage cannot be achieved if not all items
have been recommended at least once. In practice, what is important, is how
fast this metric increases over the iterations and what the coverage of the last
run is.

Novelty is measured by the inverse of the popularity. For a given recommen-
dation the average novelty of all the devices forms the novelty factor of the
recommendation. The popularity is calculated as the absolute distribution of
device frequency from the trainingset.

Other important metrics presented in the background section includes serendip-
ity and mean absolute error (MAE). The serendipity is left out in the experiment
since no support in the review was found of how to measure the unexpectedness,
usefulness or surprise factor without real users. This thesis does not consider
qualitative user studies and therefore serendipity will be excluded. The MAE
was left out because there is no clear choice of the users true rating with a scalar
value.
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6 Results & Analysis

This section consists of three parts. First different distributions of the train-
ingset is presented. The distributions show how long a session tends to be
and what the device popularity distribution looks like. First I will present the
data set device distributions which are used in the experiments. Secondly I will
present the results from the graph recommender system. Thirdly I will present
the results of employing the suggested LSTM system. Lastly these results will
be compared and jointly analyzed. All experiments against the recommendation
systems executed 1000 requests for recommendations. Note that all distribu-
tion diagrams are plotted in log scale. Since the catalogue coverage shows the
percentage of the whole catalogue it has been marked with an asterisk to note
that this metric is multiplied with a hundred, for better readability in the dia-
gram.

6.1 Distributions

Figure 55: Device distribution. On the y-axis is the frequency and on the x-axis
is the size of the session. These results show how big, in terms of number of
devices, a session tend to be.

63



In figure 55 the device frequency of the sessions are illustrated. This diagram
shows how big sessions tend to be in the trainingset, where the most common
scenario is a session with only one device and most sessions contains less than
100 devices.

Figure 56: Device distribution in any given session (zoomed).

In figure 56 the same data is illustrated as in figure 55 but zoomed into the peak
in the beginning in order to illustrate the distribution of the 100 most common
session sizes.
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Figure 57: Frequency (distribution) of the device types. This diagram show
how frequent the device types are.

In figure 57 the distribution of the different device types is illustrated. This
diagram shows that there is an exponential popularity of the device types dis-
tribution, even when plotted in log scale. After around 2000 of the most popular
device types the histogram flattens out to linear decreasing when plotted in log
scale. In the rightmost section of the diagram it looks jagged because it is
plotted in log scale where the difference is 1 or 2 devices.

6.2 Graph results

The following values for the graph weights are presented in the coming sec-
tion.

WeightedGraph Hawkes SimAPI FigNR
1.0 0.0 0.0 58
0.0 1.0 0.0 59
0.0 0.0 1.0 60
0.0 0.9 0.1 63

Each row in the table shows a run of the experiment. The columns Weight-
edGraph, Hawkes and SimAPI respectively show how much weight was used
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in the linear combination. The column FigNR shows the resulting figure num-
ber illustrating the results. To see the bar diagrams more clearly the numbers
above each column have been left out. Two approaches were tested: disable all
but one (figure 58, 59 and 60) and blended (figure 63). In figure 61 all models
are presented in the same graph so that a comparison between the models more
easily can be made. For each evaluated model the mean, standard deviation and
each individual metric is presented. In the smaller diagrams where each metric
is illustrated the y-axis shows the value of the metric and the x-axis show the
number of iterations. All experiments where run with 1000 iterations.

Figure 58: Only considering weighted graph.
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Figure 59: Only considering Hawkes process.

Figure 60: Only considering similarity.

67



Figure 61: Three models run unblended as disable all but one.

The results from each model is presented together in figure 61. The weighted
graph performed slightly worse than the Hawkes process in most of the met-
rics. The exception here is precision and can be explained by which threshold
is used in the different models. As illustrated in figure 61 the mean FScore
for the Hawkes process is overall better showing that a higher precision can
be gained by having a higher threshold at the cost of recall. The spikes of bad
performance occurring in the weighted graph is most likely happening when self-
exciting events are present. This hypothesis is strengthened by the behaviour
of the Hawkes process, that will still catch these events and keep a high accu-
racy and behave similar to the weighted graph when no self-exciting events are
present.

As expected the similarity API will have bad performance on all accuracy met-
rics. The same goes for diversity, which intuitively makes sense since diversity
is the opposite of similarity. In terms of catalogue coverage and novelty the
similarity API gives very good performance. High performance in diversity and
novelty can be achieved by selecting items from the long tail or by doing random
selection. However, selecting at random will not have a low diversity; something
that the similarity API expresses.
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Figure 62: Similarity API compared to random guessing.

In figure 62 the similarity API is compared to random guessing. As expected
the accuracy metrics will be close to one with a small standard deviation for
random guessing. A higher novelty and diversity can be achieved by doing this
trade-off. However, since the similarity API will actively search for alternatives
to the already used devices it will give a higher catalogue coverage, while the
random guessing will sometimes mark devices as important that are already
in the session. The similarity API can also differentiate a situation where the
important set is bigger while random guessing will always think the size of this
set is static. Therefore, the deviation will be greater for catalogue coverage with
the similarity API.

As illustrated in figure 61 the different models expresses different performance
in the metrics. The Hawkes process expresses good performance in most of the
accuracy metrics while the similarity API gives better performance for some of
the non-accuracy metrics, i.e. novelty and catalogue coverage. In figure 63 a
blending between the Hawkes process and the similarity API is presented.
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Figure 63: Blending of 10% similarity API and 90 % Hawkes process.

In figure 63 a blend of 10% similarity API scoring and 90% Hawkes process
scoring is performed. As expected there is a slight loss in performance while
there is a more significant increase in novelty and a slightly better result in
catalogue coverage.

6.3 LSTM results

The LSTM was trained and compared with the same data as used for the graph
model. The performance is presented in figure 64.
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Figure 64: LSTM results for the trainingset.

If the LSTM was given more data an increase in performance of most metrics
was observed. In the standard dataset 60 days of collected data was used.
If given 150 days the LSTM increased its performance as illustrated in figure
65.

Figure 65: LSTM trained with more data. When the LSTM is given more data,
150 days, almost all metrics are improved.
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The LSTM cannot be evaluated with more data than the 60 days from the
defined trainingset since this would change the evaluation prerequisites defined
for the experiment. However, it is still important to see how more data can help
the LSTM generalize the problem better. In figure 66 the LSTM is compared
against the performance of the graph based approach.

Figure 66: LSTM compared with graph components.

From figure 66 it can be illustrated that the accuracy metrics are somewhat
worse than the graphed based approaches with the exception of the similarity
API. Since the AUC is still high it is shown that the LSTM still manages to
separate the important from the non-important. The diversity given by the
LSTM is higher than that of the graph while catalogue coverage and novelty is
much lower.
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7 Conclusions

The conclusions in this section will be based on the conducted experiment.
The discussion on state-of-the-art recommender systems will be based on re-
viewed surveys [10] [4]. Discussion around metrics in the music domain will be
based on the litterature review, bridging the music and recommender system
domain.

7.1 Conclusion

From the results of the experiment it is shown that by breaking metrics down
into submodules and using a linear combination to blend them a more nuanced
recommendation can be given. If the weights for the submodules are exposed to
the user, or derived from some other behaviour, it is possible to transparently
optimize the metrics to suit the situation. If the distribution is known it can
be used to increase accuracy metrics. More specifically, when the data express
self-exciting events a Hawkes process can complement a weighted graph to catch
examples where the weighted graph have poor accuracy.

From the surveys [10] [4] on evaluating state-of-the-art recommender systems
within the music domain, we can conclude that there is an exaggerated focus
on accuracy metrics for recommender systems. From the conducted litterature
review the need for complementary metrics in music creation and listening are
identified. These complementary metrics specifically includes the need for nov-
elty. The state-of-the-art techniques for recommendations in the music domain
mainly consists of three approaches: machine learned models, graph based ap-
proaches and genetic algorithms but no evaluation of choosing one approach
over the other is presented.

From the experiment it is shown how a machine learned model will need more
data than a graph based model to potentially achieve the same accuracy as graph
based approaches. When given a smaller dataset the graph based approach will
outperform the LSTM in almost every metric. However, the LSTM gives better
performance in diversity but express very low performance in other non-accuracy
metrics: novelty and catalogue coverage. Since the LSTM is trying to minimize
the error, corrected by existing sessions, this is expected. However, the higher
score in diversity is somewhat unexpected. Since there is an expressed need
for novelty when creating and listening to music an LSTM implementation as
presented in this thesis might not be the best solution, even with very high
accuracy, because of the bad performance in novelty. However, it could be
used for blending as a submodule in the same linear combination alongside a
similarity API and Hawkes process to bring in more diversity.

By breaking the metrics into different implementations the power of modularity
arises. In a setting where there are fast shifting environmental conditions, mod-
els based on long history of data becomes more rigid. Since the LSTM needs
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more data, in the experiment it is trained on session spanning months, it will
have a hard time adapting when the mood of the recommender system consumer
temporarily changes. The modularity of the graph based approach presented in
this thesis will have no problem switching to a higher novelty, allowing the user
to think more outside-the-box, and later switch back to higher accuracy when
the novelty is no longer needed and the task instead requires high accuracy.
This discussion follows by the intuition of how well the recommender system
follow the users mood as opposed to giving high scores on metrics by finding
what most users do. Since the graph based approach can be made as responsive
or sluggish as the domain requires it also has a higher adaptability in the music
domain, especially in terms of temporal aspects.

7.2 Future work

Calculating the intra-similarity within a session has a carthesian product, take
two, complexity. This means that given n items in a session n(n−1)/2 similarity
checks are needed. This complexity becomes higher with more dimensions since
each dimension has to be compared. By using abstract signatures, such as LSH,
this complexity might be improved upon. Applications, like the ones presented
in [32] creating of smaller signatures would be highly beneficial. In the conducted
experiment no consideration to the cold-start problem [7] was taken. Future
work is needed to keep the adaptability of the graph based approach when little
or no data is available. Although the construction of the graphs is not presented
in this thesis it might be interesting to see future work on how this can be done.
A framework where the graph is constructed from a stream, as opposed to batch
data, might have applications for domains with high back pressure of the data
stream. In settings where the data is created fasted than it can be incorporated
into the recommender system other approaches than the ones presented in this
thesis will need to be constructed. With a back pressure in the data stream
using techniques based on batch processing might become problematic.
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