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Abstract

This thesis studies a series of questions about dynamic algorithms which
are algorithms for quickly maintaining some information of an input data
undergoing a sequence of updates. The first question asks how small the
update time for handling each update can be for each dynamic problem. To
obtain fast algorithms, several relaxations are often used including allowing
amortized update time, allowing randomization, or even assuming an obli-
vious adversary. Hence, the second question asks whether these relaxations
and assumptions can be removed without sacrificing the speed. Some dyna-
mic problems are successfully solved by fast dynamic algorithms without any
relaxation. The guarantee of such algorithms, however, is for a worst-case sce-
nario. This leads to the last question which asks for an algorithm whose cost
is nearly optimal for every scenario, namely an instance-optimal algorithm.
This thesis shows new progress on all three questions.

For the first question, we give two frameworks for showing the inherent
limitations of fast dynamic algorithms. First, we propose a conjecture called
the Online Boolean Matrix-vector Multiplication Conjecture (OMv). Assu-
ming this conjecture, we obtain new tight conditional lower bounds of update
time for more than ten dynamic problems even when algorithms are allowed
to have large polynomial preprocessing time. Second, we establish the first
analogue of “NP-completeness” for dynamic problems, and show that many
natural problems are “NP-hard” in the dynamic setting. This hardness result
is based on the hardness of all problems in a huge class that includes a number
of natural and hard dynamic problems. All previous conditional lower bounds
for dynamic problems are based on hardness of specific problems/conjectures.

For the second question, we give an algorithm for maintaining a minimum
spanning forest in an n-node graph undergoing edge insertions and deletions
using no(1) worst-case update time with high probability. This significantly
improves the long-standing O(

√
n) bound by [Frederickson STOC’83, Epp-

stein, Galil, Italiano and Nissenzweig FOCS’92]. Previously, a spanning forest
(possibly not minimum) can be maintained in polylogarithmic update time
if either amortized update is allowed or an oblivious adversary is assumed.
Therefore, our work shows how to eliminate these relaxations without slowing
down updates too much.

For the last question, we show two main contributions on the theory of
instance-optimal dynamic algorithms. First, we use the forbidden submatrix
theory from combinatorics to show that a binary search tree (BST) algorithm
called Greedy has almost optimal cost when its input avoids a pattern. This
is a significant progress towards the Traversal Conjecture [Sleator and Tarjan
JACM’85] and its generalization. Second, we initialize the theory of instance
optimality of heaps by showing a general transformation between BSTs and
heaps and then transferring the rich analogous theory of BSTs to heaps. Via
the connection, we discover a new heap, called the smooth heap, which is very
simple to implement, yet inherits most guarantees from BST literature on
being instance-optimal on various kinds of inputs.

The common approach behind all our results is about making new con-
nections between dynamic algorithms and other fields including fine-grained
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and classical complexity theory, approximation algorithms for graph partiti-
oning, local clustering algorithms, and forbidden submatrix theory.
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Sammanfattning

Denna avhandling studerar ett antal frågor angående dynamiska algo-
ritmer. Dynamiska algoritmer hanterar snabbt information om indata som
genomgår en serie uppdateringar. Den första frågan är hur snabb uppdate-
ringstiden är för hanteringen av varje dynamiskt problems indatauppdatering.
För att erhålla snabba algoritmer används ofta flera sorters approximatio-
ner, som exempelvis amorterad uppdateringstid, slump eller till och med en
omedveten motpart. Således är andra frågan om algoritmernas tidseffektivitet
kan bevaras även om dessa approximationer och antaganden inte görs. Vissa
dynamiska problem kan lösas utan approximationer utan att påverka tidsef-
fektiviteten. Tidseffektiviteten för sådana algoritmer gäller för värsta fallet.
Detta leder till sista frågan som efterfrågar en algoritm vars kostnad är näs-
tan optimal för varje scenario, nämligen en instansoptimal algoritm. Denna
avhandling bidrar med framsteg i alla tre frågor.

För att besvara den första frågan ges två ramverk för att visa snabba
dynamiska algoritmers inneboende begränsningar. Först föreslås en hypotes,
kallad uppkopplad booleansk matrix-vektor multiplikation. Under denna hy-
potes erhålls nya tajta villkorliga undre gränser för tidsuppdatering för fler än
tio dynamiska problem. Dessa villkorliga undre gränser gäller även när algo-
ritmer har en stor polynomisk förbehandlingstid. Sedan formuleras en första
motsvarighet av NP-fullständighet för dynamiska problem. Det visas också
att många naturliga dynamiska problem är “NP-svåra”. Dessa svårighetsre-
sultat baseras på svårigheten för problem i en stor problemklass som innehål-
ler ett antal naturliga och svåra dynamiska problem. Alla tidigare villkorliga
undre gränser för dynamiska problem baseras på svårigheten hos specifika
problem/hypoteser.

I andra frågan ges en algoritm för att bevara en minimalt spännande skog
i graf med n hörn. Grafen transformeras genom att kanter läggs till och tas
bort med en värstafallsuppdateringstidskomplexitet som är med stor sanno-
likhet no(1). Detta är en förbättring av den långvariga övre gränsen O(

√
n)

[Frederickson STOC’83, Eppstein, Galil, Italiano och Nissenzweig FOCS’92].
Tidigare resultat angav att en spännande skog (inte nödvändigtvis minimal)
kan upprätthållas under polylogaritmisk uppdateringstid om antingen amor-
tering eller en omedveten motspart används. Därför visar resultaten i denna
avhandling hur dessa approximationer kan uteslutas utan att betydligt för-
sämra uppdateringstiden.

Angående den sista frågan ges två teoretiska bidrag om instansoptimala
dynamiska algoritmer. Först används teorin om den förbjudna delmatrisen
från kombinatorik för att visa att den binära sökträdsalgoritmen Greedy, har
nästan optimal kostnad när dess indata inte följer något mönster. Detta är ett
framsteg från traverseringshypotesen [Sleator och Tarjan JACM’85] och dess
generalisering. Sedan initieras teorin om instansoptimalitet av heapar. Detta
genom att skapa en generell omvandling mellan binära sökträd och heapar, för
att sedan överföra den omfattande teorin om binära sökträd till heapar. Via
denna förbindelse upptäcks en ny så kallad slät heap. Släta heapar är enkla
att implementera och har en majoritet av instansoptimalitetgarantierna som
binära sökträd har för olika sorters indata.
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Den gemensamma ansatsen bakom alla resultat i denna avhandling är
upptäckter av nya relationer mellan dynamiska algoritmer och andra områ-
den. Dessa områden inkluderar precis och klassisk komplexitetsteori, approx-
imationsalgoritmer för grafpartitionering, lokal klusteranalys, och teori om
förbjudna delmatriser.
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Chapter 1

Introduction

1.1 Dynamic algorithms

Suppose we have finished computing some interesting task but then some bit or
a very small part of the input is changed. Furthermore, what if a change keeps
occurring? How much faster can we do than computing the task again from scratch
for each small change? This is the general question which the field called dynamic
algorithms or dynamic data structures tries to answer.

To be more precise, in dynamic problems, an input instance is given to an
algorithm to preprocess, and after preprocessing the algorithm has to quickly handle
a sequence of updates to the input, or queries about the properties of the input.
Algorithms to handle dynamic problems are called dynamic algorithms, and the
time they need to handle the initial input, the updates, and the queries are called
preprocessing time, update time, and query time respectively. For example, in the
dictionary problem, a set S is given to an algorithm to preprocess. Each update is
an insertion or deletion of an element to or from S. For each query, the algorithm
answers whether a given element x is in the current set S. One of the well-known
dynamic algorithms for dictionary problems is a (self-balancing) binary search tree
(e.g. AVL-trees [AVL62]) which have both update and query time O(log |S|).

Binary search trees and other efficient dynamic algorithms, such as heaps,
disjoint-set data structures, dynamic range searching and link/cut trees have led
to many efficient static algorithms (where there are no updates). In Table 1.1, we
show examples when dynamic algorithms are used to speed up static algorithms
ranging from textbook-level examples to state-of-the-art algorithms. Dynamic al-
gorithms also have high potential in serving real-time practical applications such
as finding the shortest path in the traffic network where the traffic keeps changing,
or analyzing structures of changing social networks or distributed networks.

There has been a large amount of effort in developing efficient dynamic algo-
rithms. The study has been started as early as in the sixties [AVL62], and recently
the development has become faster. For example, there has been at least 30 papers

3
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Algorithms for Subroutine Algorithms for Subroutine
Sorting Heaps Unique perfect

matching [GKT99]
Dynamic 2-edge
connectivity

Shortest path (e.g.
[FT84])

Heaps Global min cut [TK00] Dynamic minimum
spanning forests

Kruskal’s minimum
spanning tree

Disjoint-set Multi-commodity flow
[M1̨0]

Dynamic all-pairs
shortest paths

Voronoi Diagram
[For86]

Heaps, Binary
search trees

Light spanner
[ADF+17]

Dynamic distance
oracles

Segment intersection
[BO79]

Heaps, Binary
search trees

Traveling salesman
(Help-Karp relaxation)
[CQ17]

Dynamic global
min cut

Max flow [ST83] Link/cut trees Interior point method
for solving linear
programming
[Kar84, LS15]

Dynamic linear
system linear

Table 1.1: Static algorithms which use dynamic algorithms as a subroutine

only about dynamic algorithms on graphs in the top algorithms and complexity
theory conferences (i.e. FOCS/STOC/SODA) during the last decade. There are
three major goals in the development of dynamic algorithms.

1) Classification and refinement: There are two main questions here. First,
which dynamic problems admit non-trivial dynamic algorithms (i.e. an algorithm
whose update time is less than the time for solving the problem from scratch)?
Second, which dynamic problems admit efficient dynamic algorithms? Here, an
algorithm being efficient usually means that it has polylogarithmic update time1.
There have been many successes in showing dynamic algorithms which are non-
trivial (e.g. all-pairs shortest paths [DI03], global min cuts [Tho07], determinant of
matrices [San04], maximum matchings [San07]) and which are efficient (e.g. general
graph connectivity [HK99] and many problems solvable with binary search trees,
heaps, and range trees). Within the classification whether a problem admits non-
trivial or efficient algorithms, people also try to improve the fine-grained bounds
of the update time (e.g. from Õ(n2.5) [Kin99] to Õ(n2) [DI03], or to optimize the
polylog(n) bounds [Tho00, HHKP17]).

2) Eliminating relaxations and assumptions: Towards the first goal of
optimizing update time, we usually allow various kinds of relaxations and assump-
tions. The next goal is to remove them while trying to retain the same update time.
Let us define them here. The first relaxation to allow amortization. A dynamic
algorithm has worst-case update time t, if the algorithm takes at most t time for
handling each update. In contrast, an algorithm has amortized update time t, if, for
every k, the total time taken is at most kt time after k updates. Clearly, amortized
update time is a relaxation of worst-case update time. The next relaxation is to

1Updates can usually be described using logarithmic number of bits (e.g. to insert an edge in
a graph). So, polylogarithmic update time is polynomial in the size of the update. So the term
“efficient” complies with the way it is used for static problems in the class P.
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allow randomization. A randomized algorithm is called Las Vegas if the correctness
of its answer is guaranteed with certainty but the running time is probabilistic. On
the other hand, a Monte Carlo randomized algorithm has a deterministic guaran-
teed on the running time, but the correctness holds with some probability. If an
algorithm does not use randomization, then it is deterministic. Next, we call an
entity that generates updates and queries to dynamic algorithms an adversary or
a user. We say that an adversary is adaptive if an update or query it gives to an
algorithm can depend on the previous answers from the algorithm. Otherwise, we
say that an adversary is oblivious. Many recent randomized algorithms need to as-
sume that an adversary is oblivious2. (We discuss this more in Chapter 4.) We also
consider problems with restricted updates. If the update sequence consists of only
insertions or only deletions, then we say the problem is an incremental problem or
a decremental problem respectively. If the sequence may contain both insertions
and deletions, then the problem is a fully dynamic problem. The ultimate goal in
this direction is to get an deterministic algorithm with worst-case update time that
solves a fully dynamic problem whose update time is as fast as an algorithm with
some relaxations and assumptions.

3) Instance-optimal algorithms: For some dynamic problems, we do have
efficient dynamic algorithms which do not need any relaxation and assumption from
the last goal. For example, binary search trees are such algorithms for the dictionary
problems, and they actually have an optimal update time within a pointer-machine
model. The optimality here is with respect to the worst-case scenario. The next
goal is then to go beyond the worst-case scenario and try to optimize the running
time for every scenario. That is, we want a dynamic algorithm whose update time
is (almost) optimal for every possible instance of update sequences. We call such
algorithm an instance-optimal algorithm. Although this guarantee seems incredibly
strong, an instance-optimal algorithms do exists within some class of algorithms
(e.g. linked lists [ST85a]). In 1985, Sleator and Tarjan [ST85b] gave a striking
conjecture that, also among all self-balancing binary search trees, their algorithm
called splay tree is an instance-optimal algorithm. This conjecture is called the
Dynamic Optimality conjecture and is perhaps the biggest open problem in this
direction.

1.2 This thesis

Results. In this thesis, we make progress on all three directions above. The
contribution of this thesis can be summarized as follows.

1) Classification and refinement (in Chapter 3): We give two frameworks
for showing the inherent hardness of dynamic problems, i.e., showing that some pro-
blems do not admit any non-trivial/efficient algorithms. First, we propose a con-
jecture called the Online Boolean Matrix-vector Multiplication Conjecture (OMv)
in [HKNS15]. Assuming this conjecture, we obtain new tight conditional lower

2Observe that deterministic algorithms never need to assume this.
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bounds of update time for various dynamic problems even when algorithms are
allowed to have large polynomial preprocessing time. In particular, we show that
many dynamic problems, such as single-source shortest path, do not admit non-
trivial fully dynamic algorithms on sparse graphs. After our work, the conjecture is
used for proving hardness for many other problems [Dah16, AD16, GHP17, BKS17,
HLNW17, CGLS18, GHP18, KNN+18], and its veracity is studied by several papers
[CGL15, LW17, CKL18]. Second, we establish an analogue of “NP-completeness”
for dynamic problems, and show that many natural problems are “NP-hard” in the
dynamic setting, which implies that they do not admit algorithm with polyloga-
rithmic worst-case update time. The key point is that this hardness result is based
on the hardness of all problems in a huge class that includes a number of natural
and hard dynamic problems. All previous conditional lower bounds for dynamic
problems are based on hardness of specific problems/conjectures.

2) Eliminating relaxations and assumptions (in Chapter 4): We give
a Las Vegas algorithm for maintaining the minimum spanning forest in an n-node
graph undergoing edge insertions and deletions using no(1) worst-case update time
with high probability. This significantly improve the the long-standing O(

√
n)

bound even for maintaining any spanning forest by [Fre85, EGIN97]3. Previously,
a spanning forest (possibly not minimum) can be maintained in polylogarithmic
update time if either amortization is allowed or oblivious adversary is assumed.
Our work shows how to eliminate them without slowing down update time too
much. The crucial underlying technique is a dynamic algorithm for maintaining a
clustering/decomposition of a graph into a collection of expanders, which we believe
will be useful as a general technique for other static and dynamic graph algorithms
(see [CGP+18] for recent applications).

3) Instance-optimal algorithms (in Chapter 5): There are two main con-
tributions. First, we use the forbidden submatrix theory from combinatorics to show
that a binary search trees (BSTs) algorithm called Greedy has almost optimal cost
when its input avoids a pattern. This is a significant progress towards the Traversal
Conjecture [ST85b], which is a stepping stone towards the Dynamic Optimality
conjecture mentioned above. Second, we initialize the theory of instance optimality
of heaps by showing a general transformation between BSTs and heaps and then
transferring the rich analogous theory of BSTs to heaps. Via the connection, we
discover a new heap, called the smooth heap, which is very simple to implement, yet
inherits most guarantees from BST literature on being instance-optimal on various
kinds of inputs.

Distributed algorithms (in Chapter 6): I also study algorithms in the dis-
tributed setting which often share techniques and insights with dynamic algorithms.
In [HNS17], we showed the first non-trivial algorithm in the CONGEST model for
the all-pairs-shortest-paths problem in the exact and weighted case, improving the
trivial bound of O(m) to O(n1.25polylogn) on a network with n nodes and m edges.

3[KKPT16] slightly improved the O(
√
n) bound by almost a O(

√
log(n)) factor.
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Behind the scene: making new connections. In hindsight, a common met-
hodology for obtaining all the results above is about drawing new connections
from other fields to dynamic algorithms. In Chapter 3, we imitate the approach
used in both fine-grained complexity theory to identify the OMv conjecture in Pa-
per A [HKNS15]. Similarly, the “resource-centric” approach to classical structural
complexity theory leads to the first analogue of “NP-completeness” for dynamic
problems in Paper B [BNS18]. In Chapter 4, our dynamic algorithm from Pa-
per C [NSW17] exploits several recent near-linear time graph algorithms from the
“Laplacian paradigm” (cf. [ST04, Ten10]). In particular, we use the cut-matching
game for finding balanced sparsest cut [KRV09] which combines with near-linear
time approximate max flow [KLOS14, She13, Pen16]. These enable us to devise
an new almost-linear time algorithm for clustering a graph into expanders, which
is crucial for our dynamic algorithms. Surprisingly, this component of our dyna-
mic algorithms in turn answers an open problems about static algorithms asked
in several papers [ST04, KM08, OV11, OSV12], and is then used by Chu et al.
[CGP+18] to obtain many faster static algorithms. Moreover, our dynamic algo-
rithm is the first dynamic algorithm which harnesses the power of local clustering
algorithms [OA14, HRW17] for finding sparse cuts without even reading the whole
graphs. In Chapter 5, we connect the forbidden submatrix theory from combi-
natorics [BG91, FH92, MT04, Niv10] to analysis of dynamic algorithms, and, in
Paper D [KS18], draw a first general connection between two fundamental classes
of dynamic algorithms, namely BSTs and heaps.
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papers.

In [vdBNS18], I am not a main contributor. The main contributor is Jan van
den Brand who Danupon Nanongkai and I co-advise.



Chapter 3

Limitations of fast dynamic
algorithms

3.1 The OMv conjecture

Background. When a problem resists a lot of effort in improving the upper
bound, people try to prove a lower bound. For dynamic problems, there have been
two main ways to show lower bounds. The first is to prove information-theoretic
lower bounds (e.g. [Mil99, Pat08, Lar13]). This approach unfortunately could only
give small lower bounds so far; e.g., only recently a super-logarithmic lower bound
for decision problems can be proven [LWY18]. The second way is to prove con-
ditional lower bounds based on conjectures that some specific problems are hard
(e.g. [RZ11, Cha02, Pat10, AVW14]). Abboud and Williams [AVW14] illustrate
that there are many conjectures, useful for proving hardness of dynamic problems,
including the Strong Exponential Time Hypothesis (SETH), the 3SUM conjecture
(3SUM), the all-pairs shortest paths conjecture (APSP), the triangle detection con-
jecture (Triangle), and the combinatorial Boolean matrix multiplication conjecture
(BMM).

Among all the hardness results for dynamic problems, the hardness based on
SETH is particularly satisfying. This is because these conditional lower bounds
of the update time simultaneously 1) hold for all kind of algorithms and not only
“combinatorial algorithm”1 and 2) and even allow the algorithm to use arbitrarily
large polynomial preprocessing time. The second property is desirable for dynamic
problems, because such hardness results would indicate that the hardness indeed
comes from the “dynamicity” aspect of the problem, and not just because the lack
of time for preparation.

There are, however, a large class of fundamental dynamic problems (e.g. single-
pair reachability, single-pair shortest path, etc.) where no known hardness results

1The term “combinatorial algorithms” usually refers to algorithms has does not exploit
Strassen-like fast matrix multiplication algorithms.

11
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are based on SETH. Unfortunately, the known hardness results based on other
conjectures (BMM, 3SUM APSP, and Triangle) do not simultaneously have the
above two properties. For example, BMM-based hardness result hold only for
combinatorial algorithms, and the known hardness results based on the 3SUM,
APSP and Triangle conjectures hold only when small preprocessing time is allowed.

Contribution. Consider the following problem called the Online Boolean Matrix-
vector Multiplication (OMv) problem: Initially, an algorithm is given an integer n
and an n× n Boolean matrix M ∈ {0, 1}n×n. Then, the following protocol repeats
for n rounds: At the i-th round, it is given an n-dimensional column vector, denoted
by vi ∈ {0, 1}n, and has to compute Mvi under Boolean-semiring. It has to output
the resulting column vector before it can proceed to the next round. We want
the algorithm to finish the computation as quickly as possible. We propose the
following conjecture:

Conjecture 3.1.1 (OMv conjecture). For any constant ε > 0, there is no O(n3−ε)-
time algorithm that solves OMv with an error probability of at most 1/3.

In Paper A [HKNS15], we show that the OMv conjecture implies many tight
hardness result for many important fully dynamic/decremental/incremental pro-
blems including subgraph connectivity, reachability, shortest path, and more. See
Figure 3.1.

Our hardness results either are new or strengthen the known hardness results
which are not based on SETH, so that they have the same satisfying properties
as the SETH-based results. That is, the lower bounds on update time 1) hold for
all algorithms (not only for combinatorial ones) and 2) holds even when arbitrarily
large polynomial preprocessing time is allowed. Our lower bounds are also as high
as the previously best known lower bounds based on other conjectures.

Our work simplifies the landscape of conditional lower bounds for dynamic pro-
blems. This is because, based on only SETH or OMv, we can obtain all known
highest lower bounds of amortized update time when any polynomial preprocessing
time is allowed2.

After our work, the OMv conjecture has been used for proving hardness for
many other dynamic problems and also database problems [Dah16, AD16, GHP17,
BKS17, HLNW17, CGLS18, GHP18, KNN+18]. Several papers [CGL15, LW17,
CKL18] study the complexity of the OMv problem itself. We believe that this con-
jecture will continue to give more hardness results and there are many connections
yet to be explored.

2The landscape for worst case update time is more complicated. For example, there are known
higher lower bounds based on APSP and BMM [AVW14] when only small preprocessing time is
allowed. In our very recent work [vdBNS18], we show higher worst-case lower bounds, based on a
new conjecture, even when polynomial preprocessing time is allowed.
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Figure 3.1: Overview of our and previous hardness results. An arrow from a conjec-
ture to a problem indicates that there is a hardness result based on the conjecture.
A thick blue arrow indicates that the hardness result is tight, i.e., there is a ma-
tching upper bound. A dotted arrow means that the result is subsumed in our
paper. Note that all hardness results based on BMM hold only for combinatorial
algorithms.

3.2 An analogue of NP-completeness for dynamic problems

Background. The computational complexity theory of dynamic problems so far
is problem-centric. The approach includes showing algorithms or lower bounds
for specific problems, conjecturing the hardness, and showing reductions between
specific problems3.

There is another approach to study complexity theory which is resource-centric:
to study relationships between the computational power of some model of computa-
tion when given different resource bounds. All classes of static problems in classical
complexity theory are resource-based. That is, they are defined based on allowable
resources such as time, memory, non-determinism, or randomness. These classes
include P, NP, BPP, EXP, PSPACE, PH, and many more. The study of structural
relationship between these classes leads to a deep theory revealing a fascinating
nature of computation. Unfortunately, there is no successful resource-centric com-
plexity theory for dynamic problems so far.

3This situation is as well true for fine-grained complexity theory of static problems as explicitly
pointed out in [GI16]
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Recall that a complete problem of a class C is the hardest problem in C under
some class of reductions. The notion of completeness is fundamentally important
because it unifies the two above approaches of studying complexity theory: the
complexity of complete problems of a resource-based class exactly captures the
computational power of such resource.

Many notions of completeness are established in the classical complexity the-
ory. One particularly successful example is the notion of NP-completeness which
has wide-spread impact across many disciplines, because it gives a framework for
proving intractability of problems. This framework is very convenient because re-
ducing from any NP-complete problem to P is enough to show that P is NP-hard,
but at the same time is very strong because a NP-hard problem P cannot admit
efficient algorithms unless all problems in NP also do.

Therefore, it would be extremely interesting to develop an analogous notion
of NP-completeness for dynamic problems. Such a notion should give a very nice
framework for proving hardness, and initiate to the resource-centric approach for
studying complexity theory of dynamic problems.

Contribution. In Paper B [BNS18], we establish an analogue of NP-completeness
for dynamic problems in the bit- or cell-probe models, and use it to explain the hard-
ness of various dynamic problems. The bit- or cell-probe models are studied since
1978 by Fredman [Fre78], and has been used as the standard models for proving
lower bounds for dynamic algorithms [Mil99, Pat08, Lar13]. They are similar to
the standard Random-access Machine (RAM) model, but the time complexity is
measured by the number of memory reads and writes (“probes”); other operations
are free. Therefore, proving lower bounds on these models implies a lower bound
on RAM as well.

An important part of this work is getting the definitions right. Based on the
bit-probe model4, we formalize resource-centric complexity classes Pdy and NPdy for
dynamic problems. As analogues of P and NP, Pdy captures the class of problems
solvable by efficient dynamic algorithms, and NPdy captures the class of problems
whose yes-instances are verifiable by efficient dynamic algorithms. Here, the term
“efficient dynamic algorithms” refers to algorithms whose worst-case update time
is polynomial in the update size. This again complies with the term “efficient static
algorithms” which are algorithms with running time polynomial in the input size,
and also captures the sought-for update time for many dynamic problems, such as
the polylogarithmic update time for graphs undergoing edge updates.

The complexity class at the center of our study is called rankNPdy, which is
essentially the same class as NPdy with some mild restrictions. It is a huge class
that includes a number of natural and hard dynamic problems, such as connecti-
vity, approximate matching, planar nearest neighbor, triangle detection, and even
polylogarithmic-size subgraph detection5. These problems are not known to be in

4Our theory stays the same on the standard cell-probe model with O(logn)-size word.
5We do not know any problems in NPdy which are not in rankNPdy .
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Pdy and proving that Pdy = rankNPdy would be a major breakthrough6 if possible
at all.

Our main result is the rankNPdy-completeness of the following problem cal-
led dynamic narrow DNF evaluation problem (DNFdy): Initially, we are given to
preprocess (i) an m-clause n-variables DNF formula7 where each clause contains
O(polylog(m)) literals, and (ii) (boolean) values of variables. Each update is a
change of the value of one variable. After each update, we have to answer whether
the DNF formula is true or false. DNFdy is a rankNPdy-complete problem in the
following sense:

Theorem 3.2.1. DNFdy ∈ rankNPdy and if DNFdy ∈ Pdy, then Pdy = rankNPdy.

To formally state what rankNPdy-completeness really means, we need more de-
finitions (e.g. the notion of reduction between dynamic problems). See Paper B
[BNS18] for the formal definitions of Pdy, NPdy, rankNPdy and more.

DNFdy has a very simple structure and is in fact equivalent to a dynamic version
of the Orthogonal Vector problem. Therefore, it is easy to show rankNPdy-hardness
for many natural dynamic graph problems such as approximate diameter, subgraph
connectivity, maximum flow, and in fact all problems proven to be SETH-hard by
Abboud and Williams [AVW14]. In other words, we have:

Corollary 3.2.2. Unless Pdy = rankNPdy, the above problems do not admit dyna-
mic algorithms with worst-case polylogarithmic update time in the bit-probe model
(thus in the RAM model as well).

Other resource-centric classes of dynamic problems are also formalized in our
work (e.g. NPdy ∩ coNPdy and BPPdy). We believe that our work is the first-step
towards resource-centric approach to the complexity theory of dynamic problems,
and there are many more directions to explore.

Previous works. There are some previous works showing complete dynamic pro-
blems in under some reductions and models. However, all these works have some
drawbacks for showing lower bound for update time of dynamic problems. For ex-
ample, the works in [DKM+15, WS05, SZ16] are not directly related to our setting
because their goal is not to optimize the update time. Complete dynamic problems
in [Rei87, MSVT94] are extremely hard and so it is unlikely that there are reducti-
ons from such problems to natural dynamic problems. See Paper B [BNS18] for
the discussion in details.

6This will imply significant improvements over, e.g., cell-probe upper bounds for the uMv
problem in [LW17] and communication complexity of the disjointness problem by [CEEP12] in
the 3-party model of [Pat10]. Moreover, this also implies that the hope to extend the cell-probe
lower bounds for the multiphase problem and the uMv problem in restricted settings by [CGL15]
and [CKL18] to the unrestricted one is impossible.

7Recall that a DNF formula is in the form C1∨· · ·∨Cm, where each clause Ci is a conjunction
(AND) of literals.





Chapter 4

Removing the oblivious adversary
assumption

4.1 Dynamic minimum spanning forest

A spanning tree T of a connected graph G is a subgraph of G which contains all
nodes of G but does not contain a cycle. For any graph G, a spanning forest is
a union of spanning trees on each connected component of G. If G is a weighted
graph, then a minimum spanning tree/forest is a spanning tree/forest of G with
minimal total weight. We consider the following problem:

Definition 4.1.1. In the dynamic spanning forest (SF) problem, an algorithm A
is first given a graph G to be preprocessed, and A needs to output a spanning forest
F of G. Then, there is a sequence of edge insertions and edge deletions. After each
update, A needs to output a list of edge insertions and edge deletions of F so that
F becomes a spanning forest in the new graph. See Figure 4.1 for example. The
dynamic minimum spanning forest (MSF) problem is the same problem except that
G is a weighted graph and we requires that F is a minimum spanning forest.

Figure 4.1: An example of an execution of dynamic spanning forest algorithm.

17
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The dynamic SF/MSF problem is one of the most well-studied dynamic problems
on graphs. The first non-trivial algorithm is by Frederickson [Fre85] who shows a
deterministic dynamic MSF algorithm with worst-case update time O(

√
m) where

m is a number of edges in the current graph. Then, Eppstein et al. [EGIN97] in
1992 showed a general sparsification technique and improved the bound to O(

√
n)

worst-case update time where n is the number of nodes. There have been a large
amount of effort in improving this bound even for dynamic SF problem1.

For the first breakthrough, by allowing the update time to be amortized, Hen-
zinger and King [HK99] in 1995 presented a Las Vegas algorithm for dynamic
SF with polylogarithmic expected amortized update time. In the following de-
cade, this result was refined in many ways, including algorithms with smaller up-
date time which almost matches existing lower bounds (the gaps for dynamic SF
and MSF are currently O((log logn)2) and O(log3 n · log logn) respectively; see
[HT97, HF98, Tho00, HK01, PD06, HRW15, HHKP17]) and deterministic algo-
rithms (e.g. [HdLT01, Wul13]), and extensions for dynamic two-edge/two-vertex
connectivity problem (e.g. [HdLT01]).

Given that the problem is fairly well-understood from the perspective of amor-
tized update time, many researchers have turned their attention back to the worst-
case update time in the last decade (one sign of this trend is the innovative work
of Patrascu and Thorup [PT07]). The O(

√
n) worst-case bound has remained the

best for decades until the second breakthrough by Kapron, King and Mountjoy
[KKM13] in 2013 which shows a Monte Carlo algorithm for dynamic SF with po-
lylogarithmic update time (the bound was originally O(log5 n) in [KKM13] and
was later improved to O(log4 n) [GKKT15]). However, the caveat is that these
algorithms [KKM13, GKKT15] need to assume an oblivious adversary.

Adaptive adversaries. Recall that an entity that generates updates and queries
to the algorithms is called an adversary or a user. We say that an adversary is
adaptive if an update or query it gives to an algorithm can depend on the previous
answers from the algorithm. Otherwise, we say that an adversary is oblivious.
Adversaries are adaptive in many applications, both practical and theoretical. For
example, consider static algorithms in Table 1.1 that use dynamic algorithms as
subroutines. Usually, the parameters in each call to the dynamic algorithm usually
depend on previous answers of the dynamic algorithm. Algorithms which do
not assume an oblivious adversary are also technically interesting because they are
stepping-stone towards deterministic algorithms2.

1There is a strong motivation for the dynamic SF problem itself. This is because it is closely
related to the dynamic (graph) connectivity problem (where we don’t need to be maintained a
spanning forest, but we are queried whether two nodes are in the same connected component or
not). Any dynamic SF algorithm implies a dynamic connectivity algorithm by implementing a
link/cut tree [ST83] on the spanning forest. Moreover, all known dynamic connectivity algorithms
actually maintain a spanning forest.

2Deterministic algorithms never need to assume an oblivious adversary.
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Problems Variants Update time on an n-node m-edge graph
with the oblivious
adversary assump.

without the assumption

Spanning
forests

worst-case O(polylog(n)) [KKM13] Õ(
√
n) (before our work)

[Fre85, EGIN97, KKPT16]
Maximal
matchings

amortized O(1) [Sol16] O(
√
m) [NS16]

Single source
shortest paths

amortized,
decremental

no(1) [HKN14] Õ(min{n3/4, n2/m})
[BC16, BC17]

Single source
reachability

amortized,
decremental

Õ(
√
n) [CHI+16] O(n) [ES81]

Spanners amortized,
O(logn)-stretch

O(polylog(n)) [BKS12] Õ(m) (from scratch)

Cut sparsifiers worst-case O(polylog(n)) [ADK+16] Õ(m) (from scratch)
(∆ + 1)-vertex
coloring

amortized, ∆ is the
max degree

O(log(∆)) [BCHN18] O(∆) (trivial)

Table 4.1: List of dynamic graph problems whose the fastest algorithms assume
oblivious adversaries but the algorithms without the assumption are much slower.
Problems are fully dynamic unless specified.

Unfortunately, many important developments of the field in the last decade
only give algorithms which assume an oblivious adversary. For many fundamental
problems, there are fast dynamic algorithms assuming a oblivious adversary, while
the best known algorithms without the assumption are very slow. See Table 4.1
for examples. This motivates the question whether the large gap shared by many
fundamental problems is inherent. Is it possible to close the gap? That is, can
we find an algorithm whose update time is (almost) as fast as the best algorithm
assuming an oblivious adversary? Our work tries to address this general issue about
the current algorithmic techniques in this field.

Our results. We answer the question whether one can eliminate both amorti-
zation and oblivious adversary assumption without spending O(

√
n) update time.

Before our work, Kejlberg-Rasmussen et al. [KKPT16] give a small improvement
by showing a deterministic dynamic SF algorithm with O(

√
n(log logn)2

logn ) worst-case
update time. Then, in [NS17, NSW17], we significantly improve the bound to no(1)

worst-case update time without assuming an oblivious adversary. Actually, we even
solve a harder problem, the dynamic MSF problem:

Theorem 4.1.2 (Paper C [NSW17]). There is a Las Vegas randomized dynamic
MSF algorithm such that, given an n-node graph undergoing edge updates, can ans-
wer each update in no(1) time both in expectation and with high probability3.

3This algorithm does not need to assume an oblivious adversary because we can always assume
that a minimum spanning forest is uniquely determined by the underlying graph. An event holds
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This also give a strong answer to an open problems by Kapron, King and
Mountjoy [KKM13] whether there a Las Vegas dynamic connectivity algorithm
with o(

√
n) worst-case update time.

Theorem 4.1.2 from Paper C [NSW17] is based on two previous works which
are independent from each other. The first paper is by Nanongkai and Saranurak
[NS17] which we show two algorithms: 1) a Monte Carlo dynamic SF algorithm with
worst-case update time O(n0.4+o(1)), and 2) a Las Vegas dynamic SF algorithm with
worst-case update time O(n0.494). The second paper is by Wulff-Nilsen [Wul17]
which shows a Las Vegas dynamic MSF algorithm with worst-case update time
O(n0.5−ε) for some constant ε > 0. After the two sets of authors discovered each
other work, we joined forces and our collaboration resulted in [NSW17].

To prove Theorem 4.1.2, this requires several new techniques and also new
applications of old techniques. The high level idea how everything fits together is
described in the introduction of [NS17] and Paper C [NSW17]. In the following
subsections, we highlight some important techniques we used which we believe
will be useful for removing the oblivious adversary assumption for other dynamic
problems.

4.2 Expander decomposition

Here, we highlight a particular tool called the expander decomposition which is the
main tool in all dynamic SF/MSF algorithms in [NS17, Wul17, NSW17]. Expander
decomposition is a particular way for clustering a graph which already have been
proved to be useful in many other context as well. To obtain fast our dynamic
SF/MSF algorithm, we show a new expander decomposition algorithm in [NS17]
whose guarantees give an affirmative answer to an open problem noted in several
papers [ST04]4 and [KM08, OV11, OSV12] (see the discussion about previous work
below).

Notations. To state the result, we need to define some basic notions. Let G =
(V,E) be a graph and S ⊂ V be a set of nodes. The volume of S is denoted by
vol(S) =

∑
u∈S deg(u) which is the sum of degrees of nodes in S and the cut-size

of S is denoted by δ(S) = |{(u, v) ∈ E | u ∈ S, v /∈ S}|. The conductance of a
set S is φ(S) = δ(S)/min{vol(S), vol(V − S)}, and the conductance of a graph is
φ(G) = min∅6=S⊂V φ(S) ∈ [0, 1]. If G is a singleton, we define φ(G) = 1. Intuitively,
φ(G) measures how “well-connected” G is. That is, if φ(G) is high, then, for every
cut S of G, a large fraction of edges incident to S expands out of S. When φ(G) is
“high”, we say that G is an expander.

Contributions. We show the following algorithm:

with high probability (w.h.p.) if it holds with probability at least 1−1/nc, where c is an arbitrarily
large constant. The term o(1) hides a factor of O(log log logn/ log logn).

4See the Arxiv version 9 of the paper.
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Theorem 4.2.1 (Expander decomposition). There is a randomized algorithm such
that, given a undirected graph G = (V,E) with n nodes and m edges and a parameter
α ∈ (0, 1), runs in time O(m1+o(1)) and outputs a partition {V1, V2, . . . , Vk} of V
for some number k such that

∑
i≤k δ(Vi) = O(αm1+o(1)) and, with high probability,

mini≤k φ(G[Vi]) ≥ α. The term o(1) hides a factor of O(
√

log logn/ logn).

Let us call each induced subgraph G[Vi] from the algorithm a cluster. For any
graph G = (V,E) and parameter α, it is easy to show the existence of a decompo-
sition {V1, V2, . . . , Vk} where

∑
i≤k δ(Vi) = O(αm logn) and mini≤k φ(G[Vi]) ≥ α.

The algorithm is simply to find a cut S where φ(S) < α. If S exists, then recur on
G[S] and G[V − S]. Otherwise, return V as a cluster. However, finding a cut of
lowest conductance is NP-hard. Comparing to our result, we guarantee a slightly
worse bound

∑
i≤k δ(Vi) = O(αm1+o(1)) while our running time is almost-linear

O(m1+o(1)).
Theorem 4.2.1 is not only the key for our Las Vegas dynamic MSF algorithm.

This is because, from Paper C [NSW17], we actually implicitly show that a de-
terministic dynamic MSF with no(1) worst-case update time would follow from
derandomizing Theorem 4.2.1:

Theorem 4.2.2. If there is a deterministic algorithm for Theorem 4.2.1, then
there is a deterministic dynamic MSF with no(1) worst-case update time on an n-
node graph undergoing edge updates.

A deterministic MSF algorithm with no(1) worst-case update time would truly
subsume the algorithm with O(

√
n) update time by [Fre85, EGIN97] in all aspects.

This has been one of the biggest open problems in dynamic algorithms. We leave
the following as an important open problem:

Question 4.2.3. Can the expander decomposition algorithm from Theorem 4.2.1
be derandomized?

Previous works. The goals in the expander decomposition, which are 1) to max-
imize the conductance of each cluster and 2) to minimize the number of edges cros-
sing the clusters, are introduced by Kannan Vempala and Vetta [KVV00]. They
argued that this criteria has an advantage over other popular criteria such that
minimum diameter, k-center, k-median, and minimum sum as there are simple ex-
amples where these measures fail to capture the natural clustering. There are many
applications of the (variant) expander decomposition including approximation al-
gorithms for unique games [Tre05], spectral sparsifiers [ST11], approximate max
flow [KLOS14] and directed Laplacian solvers [CKP+17b].

There are two groups of previous algorithms. First, there are algorithms [KVV00,
Tre05] with running time at least Ω(n2) that outputs a partition {V1, V2, . . . , Vk}
of V with the same kind of guarantees as in Theorem 4.2.1: mini≤k φ(G[Vi]) ≥ α
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and
∑
i≤k δ(Vi) = O(αm log1.5(n))5. These algorithms recursively find an approx-

imately lowest conductance cut. As the cut might not be balanced, the recursion
depth can be Ω(n) and hence the running time is Ω(n2). This is too slow, because
our applications require a running time of O(n1+o(1)) on a graph with m = O(n)
edges.

To speeding up the first group of algorithms, Spielman and Teng [ST04] show a
randomized algorithm called MultiwayPartition with running time Õ(m/poly(α))6

with a weaker kind of guarantee: it outputs a decomposition {V1, V2, . . . , Vk} of V
where

∑
i≤k δ(Vi) = Õ(α1/3m) but the algorithm only guarantees the existence of

a set Wi ⊇ Vi where φ(G[Wi]) ≥ α for each i7. That is, this algorithm does not tell
us where exactly are the expander subgraphs. There is a line of work improving the
running time to Õ(m) and

∑
i≤k δ(Vi) = Õ(αm) (e.g. spectral-based algorithms

[ACL06, AP09, OV11, OSV12] and flow-based algorithms [ARV09, KRV09, She09,
She13, KLOS14, RST14, Pen16]). Nevertheless, the algorithm still guarantees only
the existence of some set Wi ⊇ Vi where φ(G[Wi]) ≥ α. Although this guarantee is
good enough for some applications (e.g. [ST11, KLOS14, CKP+17b]), our dynamic
MSF algorithm crucially needs the guarantee that φ(G[Vi]) ≥ α, i.e. each cluster
induces an expander subgraph.

It is actually noted as an open problem, in [ST04] and also in [KM08, OV11,
OSV12], whether there is an algorithm with running time Õ(m/poly(α)) that out-
puts a decomposition {V1, V2, . . . , Vk} of V where

∑
i≤k δ(Vi) = Õ(αm) (or even

Õ(poly(α)m)) and mini≤k φ(G[Vi]) ≥ α. Therefore, Theorem 4.2.1 answers this
affirmatively modulo the mo(1) factors. Very recently, based on our expander de-
composition, Chu et al. [CGP+18] develop many fast algorithms such as several
kinds of graph sparsifiers and effective resistance computation.

Proof of Theorem 4.2.1. In our work [NS17, NSW17], the exact statement
of the expander decomposition in a different from Theorem 4.2.1. We state The-
orem 4.2.1 this way so that we can conveniently compare the result with previous
results in the literature. For completeness, let us clarify the difference and argue
that how the statements in [NS17, NSW17] imply Theorem 4.2.1.

Here, we need to define one more notation which is closely related to conduc-
tance. Let G = (V,E) be any graph and S ⊂ V be a cut in G. We say that
the expansion of a cut S is h(S) = δ(S)/{|S|, |V − S|} and the expansion of a
graph h(G) = min∅6=S⊂V h(S). Lemma 8.7 of Paper C [NSW17] is essentially the
same as Theorem 4.2.1 but it is based on expansion instead of conductance. Let
γ = nO(

√
log logn/ logn).

Lemma 4.2.4. [Restatement of Lemma 8.7 of Paper C [NSW17]]There is a rand-
omized algorithm A that takes as inputs a (multi-)graph G = (V,E) with n ≥ 2

5The bound stated [KVV00] is worse because they use a lowest conductance cut algorithm
with worse approximation ratio.

6We use Õ to hide a polylog(n) factor.
7See the conference version of [ST04] for specific properties of Wi.
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vertices and m edges and an expansion parameter α > 0, and a failure probability
parameter p. Then, in O(mγ log 1

p ) time, A outputs a partition Q = {V1, . . . , Vk}
of V ,

1. |{(u, v) ∈ E | u ∈ Vi and v ∈ Vj where i 6= j}| ≤ αγn.

2. With probability 1− p, for all Vi ∈ Q, h(G[Vi]) ≥ α.

That is, the algorithm outputs {V1, . . . , Vk} such that
∑
i≤k δ(Vi) = O(αn1+o(1))

and mini≤k h(G[Vi]) ≥ α. Let A be the algorithm for the above lemma. In order
to obtain Theorem 4.2.1, given a graph G = (V,E), we create G′ = (V ′, E′) from
G by subdividing each edge e = (u, v) into a path of length 2. Then run A on G′
and α. Given a partition {V ′1 , . . . , V ′k} of nodes in G′, this determines a partition
{V 1, . . . , V k} of nodes in G. Given the properties of the partition {V ′1 , . . . , V ′k}
from Lemma 4.2.4, it is not hard to show that

∑
i≤k δ(Vi) = O(αm1+o(1)) and

mini≤k φ(G[Vi]) ≥ α.
The proof of Lemma 4.2.4 follows from Theorem 5.1 of [NS17]. In [NS17], it is

not explicitly stated that the algorithm output a partition of nodes8. However, it
is clear from the proof of Theorem 5.1 of [NS17] that it implies Lemma 4.2.4. Like
the algorithm by Spielman and Teng [ST04], the proof also uses, as a subroutine,
an approximation algorithm for finding a balanced low-conductance cut. We apply
this subroutine in a more involved manner than how the algorithm in [ST04] does.
Our analysis is, however, arguably simpler.

4.3 Expander pruning

There is another crucial tool called expander pruning in our dynamic MSF algo-
rithm. This tool is motivated from the following observation. Suppose that a graph
G = (V,E) is an expander where φ(G) ≥ α. Suppose we delete d edges from G and
let G′ denote the graph after the deletions. Now, because of the deletions, φ(G′)
might drastically decrease. In other words, the expander is “broken”. Our goal is
to somehow “repair” this.

The good news is that it is possible to repair G′ in the following sense: there
exists a small set P ⊆ V such that vol(P ) = O(d/α) and φ(G′[V − P ]) = Ω(α).
That is, by pruning only a small set from G′, we can almost recover the conductance
guarantee of G′. The bad news is that it is not clear a priori that one can find P
even in polynomial time.

As a component in our dynamic MSF algorithm exploits the fact that the un-
derlying graph is an expander, the ability to find the set P is useful for us. We
believe that this ability should be useful for solving other dynamic graph problems
as well. In [NS17, NSW17], we develop an expander pruning algorithm which is an
algorithm for finding the set P very fast by not even looking at the whole graph G.

8Another small issue to point out is that, in [NS17], we use φ(G) to denote the expansion of
G instead of the conductance of G.
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In more details, suppose that we have access to the adjacency lists of nodes in
G and max degree of G is constant. We show that there is an algorithm for finding
the set P in time O(d1.01/poly(α)) where vol(P ) = O(d/α) and φ(G′[V − P ]) =
Ω(poly(α)) is still large (although not as large as Ω(α)). That is, the algorithm runs
in time almost-linear in d when α = Ω(1/polylog(n)). See Theorem 5.2 of Paper
C [NSW17] for the precise statement. We call this algorithm a one-shot expander
pruning algorithm because the set of deleted edges are given to the algorithm in
one-shot. Then, we also show an algorithm that handles the deletions which are
given online one-by-one. The guarantees of this algorithm is more complicated to
state. See Theorem 5.1 of Paper C [NSW17] for the precise statement. We call this
algorithm a dynamic expander pruning algorithm. The main technique for devising
these algorithms are based on local flow algorithms from [OA14, HRW17].



Chapter 5

Theory of instance-optimality

5.1 Almost Traversal Conjecture and its generalization

A binary search tree (BST) is one of the most well-studied data structure for se-
arching elements in ordered sets. By allowing BST algorithms to restructure un-
derlying BSTs, the worst-case time for handling changes of elements in BSTs is
completely understood: every operation (search/insert/delete) can be done in lo-
garithmic time (e.g. by using AVL trees [AVL62]) which is optimal within the
pointer-machine model. Is it possible to have a BST algorithm (allowing restruc-
turing) with a stronger guarantee?

Strikingly, in 1983 Sleator and Tarjan [ST85b] gave a famous conjecture, called
the dynamic optimality conjecture, which says that one of the strongest guarantees
beyond worst-case analysis is possible for BSTs. More precisely, they conjectured
that their BST algorithm, called splay tree, is instance-optimal: for every sequence
X (of searches/inserts/deletes), the cost for splay tree on X is, within a constant
factor, as small as any possible BST algorithm even with prior knowledge about a
sequence X. We call BST algorithms that exploit prior knowledge about an input
sequence offline algorithms. Otherwise, we call them online algorithms.

The dynamic optimality conjecture remains elusive until now despite a rich
related theory motivated by the conjecture (e.g. [Wil89, CMSS00, Col00, BCK02,
Har06, DHIP07, DHI+09, IL16] and see [Iac13] for a survey). The more relaxed
question whether there exists any online BST algorithm which is instance-optimal
has become a major open problem to both areas of data structures and online
algorithms. Besides splay trees, there is another online algorithm called Greedy
conjectured to be instance-optimal [Luc88, Mun00, DHI+09]. The best known result
is the tango tree [DHIP07] and its variants [Geo08, WDS06] which are instance-
optimal up to a O(log logn) factor where n is a number of elements in the tree,
instead of a constant factor.

Instead of trying to show instance-optimality directly, people have tried and
succeeded in showing that both splay and Greedy are indeed optimal when an
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input sequence satisfies specific kinds of properties (e.g. [ST85b, Tar85, Elm04,
Pet08, CMSS00, Col00, IL16, Fox11]). However, there is one simple class of input
sequences called preorder sequences (defined below) such that it has been open
since 1985 whether splay, Greedy, or any online BST algorithms is optimal on such
input sequences. Our work “almost” resolves this question using a new tool from
combinatorics.

Definitions. Let X = (x1, . . . , xn) ∈ [n]n. We say that X is a permutation of size
n if xi 6= xj for any i 6= j. We say that X contains a pattern π = (π1, . . . , πk) ∈ [k]k
if there are indices 1 ≤ i1 < i2 < · · · ik ≤ n, such that (xi1 , . . . , xik ) is order-
isomorphic to π = (π1, . . . , πk). Otherwise we say that X avoids π, or that X is
π-free. Two sequences of the same length are order-isomorphic if they have the same
pairwise comparisons, e.g. (5, 8, 2) is order-isomorphic to (2, 3, 1). For example, if
X is (2, 1)-free then X = (1, 2, . . . n). If X is (2, 3, 1)-free, then X is called a
preorder sequence or a preorder permutation if X is a permutation1. The number
of all preorder permutations of size n is exactly Cn = 1

n+1
(2n
n

)
where Cn is the n-th

Catalan number. So there are more than 200 bijections between preorder sequences
and various types of combinatorial objects [Sta15].

We consider a BST which contains n elements, which we assume w.l.o.g. that
elements are from [n]. Let X = (x1, . . . , xn) represent a sequence of search-only
operations to a BST (i.e., for each i, search xi at time i). Let A be a BST algorithm
(which can restructure a tree after each operation). The cost of A on X is the total
cost of A for searching xi at time i for all 1 ≤ i ≤ n.

It is known that, for any preorder permutationX of size n, there is an offline BST
algorithm with cost O(n) on X [CH93]. So any instance-optimal BST algorithm
must cost O(n) on any preorder permutation. As a stepping-stone to the dynamic
optimality conjecture, Sleator and Tarjan conjecture that the cost of splay is linear
for any preorder permutation. This conjecture is called the traversal conjecture
[ST85b]. However, the previously best known bound for both splay and Greedy is
only O(n logn) [Fox11, GG11], which can be easily obtained by AVL trees as well.

Contributions. In [CGK+15b], our main results is the following general theo-
rem:

Theorem 5.1.1. Let X be a permutation of size n avoiding a pattern of size k.
The cost of Greedy on executing X is at most n2α(n)O(k) .

The function α(·) is the extremely slowly growing inverse-Ackermann function.
That is, the cost of Greedy is “almost” linear on input sequences avoiding any
pattern of constant size. It is important to note that this strong bound was not
known to hold for even offline BST algorithms. As preorder permutations avoid a

1The original definition of preorder permutations is related to traversing a binary search tree
in a preorder manner. See [CGK+15b] for details.
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pattern of size k = 3, i.e. (2, 3, 1), we almost resolve the traversal conjecture for
Greedy:

Corollary 5.1.2 (“Almost” traversal conjecture for Greedy[CGK+15b]). The cost
of Greedy on executing a preorder sequence of length n is at most n2α(n)O(1) .

This results is proven by applying the forbidden submatrix theory [BG91, FH92,
MT04, Niv10] to a geometric view of execution of BSTs by Demaine et al. [DHI+09].
We also give stronger bounds of the cost of Greedy when the input sequences avoid
various special types of patterns. Many other connection between pattern-avoidance
and the cost of BST algorithms are given. See [CGK+15b] for details. A nice
exposition on these results can be found in Section 4 of Kozma’s thesis [Koz16].

The framework by Demaine et al. [DHI+09] which our work [CGK+15b] is based
on is only for analyzing the cost of BST algorithms on search-only sequence. In
[CGK+15a], we generalize the framework so that it captures sequences containing
all operations (searches/inserts/deletes). From this, our technique based on the
forbidden submatrix theory generalizes seamlessly and can upper bound the cost of
Greedy on sequences of searches/inserts/deletes which avoids some pattern. This
allows us to again “almost” resolve a conjecture called the deque conjecture.

A deque sequence is a sequence of insertions and deletions of a current minimum
or maximum element. The deque conjecture [Tar85] states that the cost of splay
on a deque sequence of length n is O(n). This conjecture was almost resolved for
splay: the best known bound of splay is O(nα∗(n)) by Pettie [Pet08] where α∗(·) is
the iterated version of α(·). However, the previously best bound for Greedy is the
trivial O(n logn) bound. We improve it as follows:

Corollary 5.1.3 (“Almost” deque conjecture for Greedy[CGK+15a]). The cost of
Greedy on executing a deque sequence of length n is at most O(n2α(n)).

5.2 Instance-optimality for heaps

Heaps are perhaps the most well-studied data structure for implementing priority
queues2. Fibonacci heap [FT84] and its variants [DGST88, Elm10, BLT12, Cha13]
guarantee the optimal bounds in the worst-case scenario. The theory of instance-
optimality for heaps is, however, much more limited than that of BSTs. There
are special-purpose heaps with better performance, given an input sequence of
operations satisfying some structures [IL05, EFI12, Elm06]. That is, there is some
instance-specific upper bounds for heaps. However, there were no instance-specific
lower bounds for any subclass of heaps. This is, we do not know any sequence of
operations where some non-trivial lower bounds must hold for every heap algorithm.
This, in contrast to BSTs, there are several instance-specific lower bounds (e.g. the

2Priority queue is a dynamic problem (in other words, an abstract data type) where we need
to maintain a set of numbers and handle operations including deleting the minimum number
(“extract-min”), inserting a new number, decreasing the value of a given number, etc.
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first and second Wilber’s bounds [Wil89] and the independent rectangle bound
[DHI+09] and the theory around them (e.g. [DHIP07, Har06, CGK+15b]). The
lack of theory of instance-optimality for heaps has been noted in the literature (e.g.
[Pet05, Pet08]).

Contribution. In Paper D [KS18], we initiate the theory of instance-optimality
for heaps. To summarize, we first define a natural subclass of heaps called the
stable heap model. This model is the same the pure heap model by Iacono and
Özkan [IÖ14b, IÖ14a] except that the main primitive for restructuring called link
is replaced by a new operation called stable link. See Paper D [KS18] for details
about the model. Then, we transfer all instance-specific lower bounds and almost
all instance-specific upper bounds from BSTs to the stable heap model. From
this, we obtain a new heap algorithm in the stable heap model called the smooth
heap, which inherits all guarantees of Greedy (one of the strongest BST algorithms)
which are not known to hold for any previous heap algorithms. These bounds have
applications and subsume several previous results in the field of adaptive sorting.
Moreover, assuming the well-believed conjecture that Greedy is an instance-optimal
BST algorithm, the smooth heap is also instance-optimal within stable heaps (for
sorting). Besides the direct contribution to the theory of instance-optimality, the
most intriguing aspect of this work is that smooth heaps are extremely simple
to implement. It can be seen as a variant of the popular pairing heaps [FSST86]
which outperform the theoretically-best Fibonacci heaps in many practical use cases
[LST14]. We believe that smooth heaps are worth further studied by their own.

In more details, we consider the execution cost of BST and heap algorithms in
sorting-mode. By sorting-mode, we mean the following. For heaps, a sequence of n
keys (x1, . . . , xn) is inserted into an initially empty heap, followed by n extract-min
operations. For BSTs, a sequence of n keys (x1, . . . , xn) is inserted into an originally
empty BST. (The sorted keys can be read out in an O(n)-time traversal of the final
tree.) For any permutation X, let Greedy(X) and Smooth(X) denote the cost of
Greedy and the smooth heap for sorting X, respectively. Let OPTstable(X) and
OPTbst(X) be the minimum cost for sorting X minimizing over all stable heap
algorithms and BST algorithms, respectively.

Our work is achieved via the first general transformation between heaps and
BSTs. The transformation can convert any stable heap algorithm to a correspon-
ding BST algorithm, which implies the following result:

Theorem 5.2.1 (Paper D [KS18]). For any permutation X = (x1, . . . , xn):

1. OPTstable(X) = Ω(OPTbst(X)), and

2. Smooth(X) = Θ(Greedy(X ′)),

where X ′ is the inverse permutation of X, i.e. the permutation X ′ = (y1, . . . , yn),
where yi = j iff xj = i.
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The first statement transfers all instance-specific lower bounds from the BST li-
terature to the stable heap model. The second statement transfers instance-specific
upper bounds from Greedy to the smooth heap (but via a “dual” sequence), e.g.
the O(n logn) bound on general permutations [Fox11], the n2α(n)O(k) bound on
permutations avoiding a pattern of size k from Theorem 5.1.1, the weighted dy-
namic finger bound [IL16], etc. The more important point is that, if Greedy is
an instance-optimal BST algorithm, then the cost of smooth heap for sorting is
instance-optimal within stable heaps, i.e. optimal on any kind of sequences:

Corollary 5.2.2. Assuming the conjecture that Greedy(X) = Θ(OPTbst(X)) [Luc88,
Mun00, DHI+09], then Smooth(X) = Θ(OPTstable(X)).





Chapter 6

Distributed Exact All-pairs
Shortest Paths

Distributed Graph Algorithms. Among fundamental questions in distributed
computing is how fast a network can compute its own topological properties, such
as minimum spanning tree, shortest paths, minimum cut and maximum flow. This
question has been extensively studied in the so-called CONGEST model [Pel00]
(e.g. [Elk17a, PRS17, HKN16, Nan14, LPS13, DHK+12, Elk06, PR00, GKP98]).
In this model, a network is modeled by a weighted n-node m-edge graph G. Each
node represents a processor with unique ID and infinite computational power that
initially only knows its adjacent edges and their weights. Nodes must communicate
with each other in rounds to discover network properties, where in each round each
node can send a message of size O(logn) to each neighbor. The time complexity is
measured as the number of rounds needed to finish the task. It is usually expressed
in terms of n, m, and D, where D is the diameter of the network when edge weights
are omitted. Throughout we use Θ̃, Õ and Ω̃ to hide polylogarithmic factors in n.

Note that the whole network can be aggregated to a single node in O(m) time.
Thus any graph problem can be trivially solved within O(m) time1. A fundamental
question is whether this trivial bound can be beaten, and if so, what is the best
possible time complexity for solving a particular graph problem. This question
has been studied for several decades, marked by a celebrated O(n logn)-time algo-
rithm for the minimum spanning tree (MST) problem by Gallager et al. [GHS83].
This result was gradually improved and settled with Θ̃(

√
n + D) upper and lower

bounds [PR00, GKP98, KP98, Awe87, CT85, Gaf85].2

Approximation vs. Exact Algorithms. Besides MST, almost no other pro-
blems were known to admit an o(m)-time distributed algorithm when we require
the solution to be exact. More than a decade ago, a lot of attention has turned to

1We assume a standard assumption that edge weights are O(logn)-bit numbers
2See also [PRS17, Elk17b] for recent results.
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distributed approximation, where we allow algorithms to return approximate solu-
tions (e.g. [Elk04]). This relaxation has led to a rapid progress in recent years. For
example, SSSP, minimum cut, and maximum flow can be (1+o(1))-approximated in
Õ(
√
n+D) time [HKN16, BKKL16, Nan14, NS14, GK13, GKK+15]3, and all-pairs

shortest paths can be (1 + o(1))-approximated in Õ(n) time [LP15, Nan14]; mo-
reover, these bounds are essentially tight up to polylogarithmic factors [DHK+12,
Elk06, PR00, KKP13]. Given that approximating many graph properties are essen-
tially solved, it is natural to turn back to exact algorithms. A fundamental question
is:

Are approximation distributed algorithms more powerful than the exact
ones?

So far, we only have an answer to the MST problem: due to the lower bound of
Das Sarma et al. [DHK+12] (building on [Elk06, PR00, KKP13]), any poly(n)-
approximation algorithm requires Ω̃(

√
n + D) rounds; thus, approximation does

not help. For most other problems, however, answering the above question still
seems to be beyond current techniques: On the one hand, we are not aware of any
lower bound technique that can distinguish distributed (1 + o(1))-approximation
from exact algorithms for the above problems. On the other hand, for most of these
problems we do not even know any non-trivial (e.g. o(m)-time) exact algorithm.
(One exception that we are aware of is SSSP where the classic Bellman-Ford al-
gorithm [Bel58, For56] takes O(n) time. This bound was recently (in STOC’17)
improved by Elkin [Elk17a].)

All-Pairs Shortest Paths (APSP). Motivated by the above question, we at-
tempt to reduce the gap between the upper and lower bounds for solving APSP
exactly. The goal of the APSP problem is for every node to know the distances from
every other node. Besides being a fundamental problem on its own, this problem
is a key component in, e.g., routing tables constructions [LPS13, LP15].

Nanongkai [Nan14] and Lenzen and Patt-Shamir [LPS13, LP15] presented (1 +
o(1))-approximation Õ(n)-time algorithms, as well as an Ω̃(n) lower bound which
holds even when D = O(1), when the network is unweighted, and against rand-
omized algorithms. Very recently, Censor-Hillel et al. [CKP17a] improved the
lower bound to Ω(n). The same lower bound obviously holds for the exact case.
Neither an ω(n) lower bound nor an o(m)-time algorithm was known, except for
some special cases; a notable one is the unweighted case where there are O(n)-time
algorithms [LP13, HW12, PRT12].

Results. Our main result in Paper E [HNS17] is an Õ(n5/4)-time exact APSP
algorithm. Our algorithm is randomized Las Vegas: the output is always correct,
and the time guarantee holds both in expectation and with high probability.This

3For the maximum flow algorithm, there is an extra no(1) term in the time complexity.
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result provides the first improvement over the naive O(m)-time algorithm when
the network is not so sparse, and significantly reducing the gap between upper and
lower bounds.

In a very high level, our algorithms are built on the scaling technique. This is
a classic technique heavily studied in the sequential setting (e.g. [Gol95, GT89,
Gab85]). As far as we know this is the first time it is used for shortest paths
computation in the distributed setting. Interestingly, one of the techniques we use
resembles a technique used for the APSP problem in the dynamic setting [Tho05,
ACK17]. That is, during our computation, we consider a set of nodes which are
contained in many shortest paths. These nodes with “high congestion” must be
removed and treated differently (see Section 4.3 of Paper E [HNS17] for details),
which is similar to the dynamic algorithms of [Tho05, ACK17].
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