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Abstract

In Scientific workflows, data provenance plays a big part. Through
data provenance, the execution of the workflow is documented and
information about the data pieces involved are stored. This can be
used to reproduce scientific experiments or to proof how the results
from the workflow came to be. It is therefore vital that the prove-
nance data that is stored in the provenance database is always synchro-
nized with its corresponding workflow, to verify that the provenance
database has not been tampered with. The blockchain technology has
been gaining a lot of attention in recent years since Satoshi Nakamoto
released his Bitcoin paper in 2009. The blockchain technology con-
sists of a peer-to-peer network where an append-only ledger is stored
and replicated across a peer-to-peer network and offers high tamper-
resistance through its consensus protocols. In this thesis, the option of
whether the blockchain technology is a suitable solution for synchro-
nizing workflow with its provenance data was explored. A system
that generates a workflow, based on a definition written in a Domain
Specific Language, was extended to utilize the blockchain technology
to synchronize the workflow itself and its results. Furthermore, the
InterPlanetary File System was utilized to assist with the versioning of
individual executions of the workflow. The InterPlanetary File System
provided the functionality of comparing individual workflows execu-
tions in more detail and to discover how they differ. The solution was
analyzed with respect to the 21 CFR Part 11 regulations imposed by the
FDA in order to see how it could assist with fulfilling the requirements
of the regulations. Analysis on the system shows that the blockchain
extension can be used to verify if the synchronization between a work-
flow and its results has been tampered with. Experiments revealed
that the size of the workflow did not have a significant effect on the
execution time of the extension. Additionally, the proposed solution
offers a constant cost in digital currency regardless of the workflow.
However, even though the extension shows some promise of assist-
ing with fulfilling the requirements of the 21 CFR Part 11 regulations,
analysis revealed that the extension does not fully comply with it due
to the complexity of the regulations.



iii

Sammanfattning

I vetenskapliga arbetsflöden är usprung (eng. provenance) av data
viktigt. Genom att spåra ursprunget av data, i form av dokumenta-
tion, kan datas ursprung sparas. Detta kan användas för att återskapa
vetenskapliga experiment eller för att bevisa hur resultat från arbets-
flöde genererats. Det är därför viktigt att datas ursprung, som lagras
i ursprungsdatabasen, alltid är synkroniserad med dess motsvaran-
de arbetsflöde som ett sätt att verifiera att ursprungsdatabasen inte
har manipulerats. Blockchainteknologi har fått mycket uppmärksam-
het de senaste åren sen Satoshi Nakamoto släppte sin Bitcoin artikel
år 2009. Blockchainteknologi består av ett peer-to-peer nätverk där en-
dast bifogning tillåts i en liggare som är replikerad över ett peer-to-
peer nätverk vilken tillhandahåller hög manipuleringsresistans genom
konsensusprotokoll. I denna uppsats undersöks hurvida blockchain
teknologi är en passande lösning för arbetsflödessynkronisering av
ursprungsdata. Ett system som genererar ett arbetsflöde, baserat på
en definition som skrivits i ett domänspecifikt språk, var förlängt för
att utnyttja blockchainteknologi för synkronisering av arbetsflödet och
dess resultat. InterPlanetary File System användes för att assistera med
versionshanteringen av individuella exekveringar av arbetsflödet. In-
terPlanetary File System tillhandahöll funktionalitet för att jämföra in-
dividuella arbetsflödesexekveringar mer detaljerat samt att upptäcka
hur de skiljer sig åt. Resultaten är analyserade med hänsyn till 21 CFR
Part 11 regleringar från FDA för att se hur resultaten kan assistera med
att uppfylla kraven av förordningarna. Analys av systemen visar att
blockchainförlängningen kan användas för att verifiera att synkroni-
seringen mellan arbetsflödet och dess resultat inte har manipulerats.
Experimenten visade att storleken av arbetsflödet inte hade märkbar
effekt på exekveringstiden av förlängningen. Därutöver möjliggör den
presenterade lösningen en konstant kostnad i digital valuta oavsett ar-
betsflödets storlek. Även om förlängningen visar lovande resultat för
assistering av fullföljande av 21 CFR Part 11 regleringarna påvisar ana-
lys att förlängningen inte fullständigt uppfyller kraven på grund av
komplexiteten av dessa regleringar.
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Chapter 1

Introduction

This chapter will serve as an introduction to the thesis. In section 1.1,
the motivation behind this thesis will be explained. In section 1.2, the
purpose of the thesis will be presented. In section 1.3 and 1.4, the
goals and research questions that this research aims to answer will be
outlined respectively. In section 1.5, the ethics and the sustainability
aspects that will have to be considered during this thesis will be pre-
sented. The methodology that was used in the thesis will be explained
in section 1.6. Finally, sections 1.7 and 1.8 will discuss the delimitations
and the outline of thesis.

1.1 Motivation

In 1997, the Food and Drug Administration (FDA) 1 imposed a new
regulation on large parts of the chemical industry. A part of the regu-
lations - often referred to as 21 CFR Part 11 [11] - stated that electronic
signatures must be as good as handwritten signatures on paper. With
the ever increasing amount of data and electronic signatures that are
used today, solutions are required to fulfill these regulations for var-
ious types of systems. This is due to companies and researchers us-
ing incredible amount of data that is available nowadays, to perform
intensive data analysis, data mining, machine learning and various
kinds of workflows.

Machine Learning (ML) and Artificial Intelligence (AI) have been gath-

1https://www.fda.gov

1

https://www.fda.gov
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ering a lot of attention in recent years and is expected to grow even fur-
ther. The International Data Corporation 2 has predicted that spending
on AI and ML will grow from 12 billion dollars in 2017 to 57.6 billion
dollars by 2021 [20]. When developing and training machine learn-
ing models, numerous intermediate steps are often taken. The models
are trained and run with different types of data and the models are
often modified slightly to adjust to the results from these runs. It is
therefore imperative to record and store these intermediate results to
understand how the final model came to be.

When generating a machine learning model, the workflow and the
execution of the workflow should be heavily documented, which is
achieved through data provenance. Data provenance is heavily known
in art, as it describes the history of some art object. [31]. Data prove-
nance regarding electronic data refers to the history about some par-
ticular data, its origins and how it came to be.

According to 21 CFR Part 11, an audit trail must be kept for elec-
tronic records and automatically generated. The history of an elec-
tronic record must stay the same although the electronic record itself
is altered. The audit trail should also be viewable. This highlights
the need for securely storing the provenance data for auditability and to
ensure data integrity, confidentiality and availability. In other words,
there has to be a mechanism to guarantee that the workflow and the
provenance data is always in sync with the actual model and that the
synchronization can not be tampered with.

Another aspect that highlights the importance of data provenance is
the reproducibility of scientific research. In the world of science and
in the academic field, numerous scientific papers and experiments are
published every year. For example, Björk et al. estimated that 1.350.000
scientific studies had been released in 2006 [9]. For a scientific pa-
per to be convincing and to be accepted by the scientific community,
evidence has to be shown that the results from the paper can be re-
produced [41]. Reproducibility is one of the core components of the
scientific method [35] and it is thus important that researchers and sci-
entists are thorough when presenting their experiments and results.
In recent years however, research has showed that many scientific pa-

2https://www.idc.com

https://www.idc.com
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pers and their results are hard to reproduce or replicate. The Amer-
ican Association for the Advancement of Science released a report in
2015 that yielded surprising results. Over a four year period, 270 re-
searchers tried to reproduce the results from 100 experiments but only
succeeded in 39 out of the 100 attempts [13]. This could be improved
with data provenance.

After the emergence of the blockchain technology in 2009 [32], numer-
ous applications - most notably cryptocurrencies - have been devel-
oped that attempt to utilize the power of the blockchain technology.
The blockchain technology is essentially an append-only, decentral-
ized and auditable ledger where users can submit transactions to be
appended to the ledger. This transaction can contain various data -
although often limited to few kilobytes [32] - and once the transaction
has been validated, the transaction is stored in the blockchain through
a new block. The blockchain provides tamper-resistance through the
process of how it accepts new blocks. This will be covered in more
detail in 2.1

Given the regulations imposed by the FDA - which will be discussed
in greater detail in section 2.3 - the aim of this thesis will be to analyze
whether the blockchain technology is a suitable option for synchroniz-
ing provenance data with its workflow and results to comply with the
regulations imposed by the FDA. Furthermore, keeping track of the
lineage of executions for individual workflows will also be explored.

1.2 Purpose

The purpose of this thesis is to explore whether it is a viable option to
use blockchain to store provenance data for scientific workflows. The
blockchain technology will be used to synchronize the workflow and
its corresponding provenance data together, to verify that the prove-
nance database has not been tampered with.

Many factors have to be considered, for example:

- The cost of storing the data

- The privacy, integrity and the validity of the data
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- What kind of blockchain should be used

In summary, to assess if it is worth it to use this technology to store
provenance data and what is the best way to sync the provenance data
with the workflow using this new technology.

1.3 Goals

The main goal of this thesis will be to implement a framework that
extends an existing system which has been developed by the Software
Competence Center Hagenberg (SCCH) 3. This system is based on a
Domain Specific Language (DSL). This DSL - named WorkflowDSL -
generates a template code based on a workflow description written
in the DSL. The system currently supports the capturing and storage
of provenance data. The extension that will be implemented in this
project will utilize the blockchain technology to store the provenance
data and synchronize it with the workflow definition and the results
from the executed workflow.

The goal can be split up into the following sub-goals:

- Devise an efficient way to transfer data provenance from the sys-
tem into blockchain

- Devise an efficient mechanism to store the data on the blockchain,
so it will be easy to check for signs of tampering

- Devise a mechanism to limit or overcome the drawbacks of a
blockchain ledger in terms of price and scalability

This blockchain storage should be done automatically once the exe-
cution of the workflow has finished. Additionally, a way to track the
lineage of the synchronization will be implemented.

A secondary goal of the thesis is to analyze whether the solution of
this project fulfills the requirements of the 21 CFR Part 11 regulations
imposed by the FDA.

3http://scch.at/

http://scch.at/
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1.4 Research Question

The following research questions will be explored in this thesis:

1. Is blockchain a suitable technology to store data provenance for
the purpose of synchronizing it with the execution of a work-
flow?

2. How much will the solution assist with complying with the 21
CFR Part 11 regulations imposed by the FDA

1.5 Ethics & Sustainability

The information contained in provenance data can be sensitive and
thus the access to it must be kept restricted. Therefore it is impor-
tant that the information that will be stored can only be accessed by
authorized users. The stored information - or queries for the informa-
tion - cannot reveal any sensitive information that it may contain. This
can be achieved by encrypting the data stored on the blockchain. Au-
thorized users who are interested in viewing the data may do so by
decrypting the data using a private key provided to them.

In regards to sustainability, it is important to note that the blockchain
technology is powered through a global peer-to-peer network that val-
idates transactions and runs smart contracts that reside on specific
smart contract compatible blockchains. This often requires immense
amount of computational effort if the implementation is not handled
with care. Therefore, the system will be optimized to minimize the
computational effort of the peer-to-peer network to keep the energy
consumption at a minimum.

1.6 Methodology

In this project, various scientific research methods have been used to
reach the goals that were presented in section 1.3.

An extensive literary study was performed where the details of sci-
entific workflows and data provenance were explored and what the
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latest trends in the blockchain technology were. This was done in or-
der to get a good a good understanding of the subjects and how what
the best way was to combine them in this project. Additionally, a com-
prehensive analysis on the 21 CFR Part 11 regulations was done to
fully understand its requirements.

Based on the literary study, an extension to the SCCH system was
designed to attempt to meet the goals of the project. The extension
gathers the captured provenance data and other relevant data and au-
tomatically stores it in a blockchain for synchronization with the work-
flow and future verification.

Finally, a quantitative and qualitative analysis was performed on the
implemented system. This was done in order to measure its perfor-
mance and to analyze how much the system assisted with fulfilling
the requirements of the 21 CFR Part 11 regulations imposed by the
FDA.

1.7 Delimitations

As mentioned earlier, the goal of this project is to see whether the
blockchain technology is a viable option to properly synchronize prove-
nance data with the workflow generated from the SCCH system and
its results. The implementation in this project was therefore adapted
to the SCCH system. There exist many types of workflows and work-
flow systems but due to time restraints, the implementation will not
be a general solution for all workflows. The hope is however that this
might serve as an inspiration for others to generalize the contribution
of this thesis.

It is also worth mentioning that my analysis of the 21 CFR Part 11
regulations and if the system fulfills those requirements is done with-
out any prior legal experience and therefore might not be as thorough
as if it would have been done by a legal expert.
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1.8 Outline

In this thesis, the use of blockchain for storing data provenance will
be explored. Chapter 2 provides background on the blockchain tech-
nology, scientific workflows, data provenance and 21 CFR Part 11. In
chapter 3, related work on this subject and work that influenced this
project will be presented. In chapter 4, the contribution of the project
will be outlined and in chapter 5 an example execution of a workflow
will be presented. In chapter 6, the results from the evaluations that
were performed will be shown. Finally, in chapter 7, the conclusion of
the thesis will be presented along with possible future.



Chapter 2

Background

In order to bring the subjects of this thesis closer together, the results
of the literary review will be presented. In section 2.1, the details of
the blockchain technology will be described. Then, in section 2.2, sci-
entific workflows and data provenance will be explained. Finally, in
section 2.3, a detailed summary of 21 CFR Part 11 regulations will be
presented along with some analysis of how the blockchain technology
could be used to fulfill the requirements of the regulations.

2.1 Blockchain

2.1.1 A little bit about Bitcoin

In 2009, Satoshi Nakamoto released the paper Bitcoin: A peer-to-peer
electronic cash system [32]. In his paper, Nakamoto introduced two con-
cepts that have gathered a lot of attention in recent years, albeit for
different reasons.

One of the concepts that was introduced in the paper was Bitcoin.
Bitcoin was the first decentralized digital currency that allowed peo-
ple to make public transactions without relying on a central author-
ity or a third party - such as a bank - to transfer monetary value be-
tween participants. The need for a third party is eliminated through a
peer-to-peer network that confirms every transactions that is made on
the network. The peers make sure that every transaction submitted
to the network fulfills some requirements - such as there are enough
funds for the transactions - in order for the transaction to be considered

8
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valid. Since Bitcoin was the first digital currency, initially it received
the biggest spotlight out of the two concepts introduced in the paper
by Nakamoto.

Currently - at the time of writing -Bitcoin is the biggest - or the highest
valued - cryptocurrency in the world. In March 2010, during the early
days of Bitcoin, the monetary value of one Bitcoin was $0.003. In De-
cember of 2017, the value of one Bitcoin had soared to $17.900 - that is
5.966.666 times more than the value was seven years earlier.

2.1.2 The blockchain technology

Although the majority of the public attention has been focused on Bit-
coin and other cryptocurrencies - such as LiteCoin 1 and DogeCoin 2

- the other contribution of the paper by Nakamoto has been gaining a
lot of traction in the academic field - and beginning to attract the atten-
tion of businesses - in recent years.

As stated earlier, Bitcoin is a cryptocurrency where participants can
make public transactions between each other. However, the storage of
the transactions in the system and the mechanism to prevent partici-
pants from performing fraudulent actions such as double spending [12],
was the other contribution of the paper. To achieve this, Nakamoto in-
troduced a new technology called blockchain. Through the blockchain
technology, trust can be established between participants in the net-
work where the presence of malicious actors is possible.

Blockchain is in layman terms - as the name implies - a series of con-
nected blocks that together form a chain. More technically, a blockchain
is a shared, trusted and append-only ledger which contains transac-
tions that have been made between users in the network. Although the
ideas presented in the paper were not new, the combination of the ex-
isting technologies was novel. Blockchain is a combination of private-
key cryptography, peer-to-peer networking with an open ledger and
incentivizing protocols. This ledger is distributed among participants
in the peer-to-peer system where peers in the network store a copy of
the ledger.

1https://litecoin.org
2https://dogecoin.com

https://litecoin.org
https://dogecoin.com
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The fact that the ledger is distributed throughout the network means
that the peers have to reach consensus and agree on the order of the
blocks. This is critical since it is essential that every peer in the net-
work has the same view of the blockchain. The following example
demonstrates the importance of the consensus among the peers. A
user - user_1 - on the blockchain network wants to transfer X amount
of currency to another user. This user_1 - according to his view of the
network - has enough funds for the transfer. But if all the peers on the
network have another view of the network which shows that user_1
does not have enough funds, then the transactions will be declined. To
establish consensus about the ordering of the blocks on the network is
therefore vital.

This consensus among the peers is achieved through an incentiviz-
ing consensus protocol. In his paper, Nakamoto suggested a proof-
of-work protocol, similar to Adam Back’s Hashcash [4]. A new block
can only be added to the ledger if a peer - or a miner - has solved a
cryptographic puzzle involving the contents of the block. In recent
years, other consensus protocols have been presented, which will be
explored in more detail in section 2.1.5.

A new block is added to the blockchain by a miner and validated with
the following steps:

1. A miner collects transactions that have been submitted to the net-
work and are waiting to be validated. With these transactions,
the miner creates a block

2. The miner generates a random string or a number, referenced as
the nonce of the block

3. The contents of the block is hashed with a SHA-256 hash function
along with the nonce

4. The outcome of the hash is compared to some predetermined
number. This number is used to control the difficulty of the cryp-
tographic puzzle

5. If the outcome of the hash is less than this predetermined num-
ber, the block is considered validated and the proof is then broad-
cast to the rest of the peers in the system
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6. If the outcome is not less than the number, the miner generates
a new nonce and repeats the steps until a nonce has been found
that satisfies step 4.

Since the outcome of the SHA-256 hash function is uniformly random,
finding this nonce - and thereby creating a new block - is purely try-
and-error and it often requires immense computational power to solve
the puzzle.

The blocks that form the chain are connected via pointers where each
block contains a hash that points to the previous block in the chain. As
a result of the blocks being linked together by pointing to the previ-
ous block, a change to a block X means that it is necessary to change
every block in the blockchain that came after block X. This computer
intensive validation ensures that it is computationally impractical to
perform an illegal transaction - such as double spending - if the honest
nodes in the network control the majority of the computational power.
However, if the attacker - or attackers - possess 51% of the computa-
tional power of the network, double spending attacks are feasible. This
is however very unlikely in practice. One of the reasons it is consid-
ered unlikely is due to the lack of economic incentive to perform such
attacks. A double spending attack would require a lot of computa-
tional power and it would only devalue the network and the currency
along with it. It is worth noting however that a 51% attack is more
likely to happen as the size of the network decreases.

But what is a block and what does it contain? A block contains a list of
transactions and a block header. The header contains metadata about
the block and its content. The metadata in the header includes a times-
tamp that specifies when the block was mined, a cryptographic proof-
of-work, a pointer to the previous block, a merkle root that represents
the root of the merkle tree that was generated by the transactions, the
nonce that was used in the cryptographic puzzle and the difficulty tar-
get for the block.

A simple overview of three connected blocks can be seen below in
figure 2.1.
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Figure 2.1: A model of a snippet from a blockchain ledger

2.1.3 Permissioned vs. Permissionless and Private
vs. Public

Various kinds of blockchains have been developed in recent years to
meet the different kinds of needs that applications and corporations
might require from such a technology.

Since it is possible to store various data on a blockchain, it is safe to
assume that the kind of data to be stored may differ in importance and
sensitivity. Therefore it is important that access to the data can be re-
stricted and controlled.

For example, the Bitcoin blockchain is a public and permissionless blockchain.
A public blockchain means that anyone can read and send transactions
to the network. A permissionless blockchain means that every node - or
peer - in the network is a part of the consensus protocol that validates
a new block that will be added to the blockchain. Due to the proof-
of-work technology, peers in the network do not have to know the
identity of each other to be able to establish trust between them. How-
ever, since access to this kind of blockchain is not restricted, it is not
suitable for various applications. In many cases, the data to be stored
may be sensitive, as is often the case for provenance data. Because of
this, other types of blockchains have been developed and released.

A permissioned blockchain is where only a restricted set of nodes take
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part in the consensus protocol, for example the Hyperledger project 3.
Permissioned blockchain architectures do however have their limita-
tions. As described by Vutolic: smart-contracts run sequentially, all node
executes all smart contracts, consensus protocols are hard-coded, the trust
model is static and not flexible, and non-determinism in smart-contract exe-
cution poses serious problems [42].

Lastly, a private blockchain is much more restricted than a public one,
as the name implies. In a private blockchain, the rights to send and
view transactions stored in the blockchains are controlled by either a
centralized organization or multiple organizations. This may be use-
ful when the information to be stored on a blockchain is very sensitive
and only authorized users that belong to the organization - or users that
have been approved by the organization - can view and send transac-
tions.

These types of blockchains - that is private or public and permissioned
or permissionless - can be combined together in the following ways:

- Public and Permissionless : A blockchain where anyone can send
and view transactions and anyone can participate in the consen-
sus protocol, like Bitcoin and Ethereum.

- Public and Permissioned : A blockchain where users have to fulfill
a certain criteria to validate transactions. Read permissions are
however available.

- Private and Permissioned : Only validated and authorized mem-
bers can participate in the network. Controlled by a centralized
authority. Often a part of a consortium.

2.1.4 Full nodes vs. lightweight nodes

Every participant in the Bitcoin network is considered a node. These
nodes differ however in terms of their actual contribution to the net-
work. A node is considered to be a full node if it strictly follows ev-
ery rule set by the network, including the consensus rules. These full
nodes are responsible for validating new blocks and making sure that
every transaction is valid and legal. To be able to validate new blocks

3https://www.hyperledger.org

https://www.hyperledger.org
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that are going to be appended to the ledger, the full nodes have to store
the entire blockchain to be able to verify that the new block is valid.

Lightweight nodes however are not required store the whole blockchain,
but instead store only the headers of the blocks in the blockchain.
These nodes are used to allow users in environments that might not
have the necessary computational power to run a full node to verify
parts of the blockchain that concerns them. To do so however, they
have to rely on third-parties, such as other full nodes.

2.1.5 Consensus

The word consensus - in the world of blockchain and cryptocurrencies
- carries a lot of different meanings and is in some ways ambiguous.

In one way, consensus can be referring to the consensus rules, which
are a set of rules that have to be followed for a block to be considered
valid. An example of some consensus rules are:

- Blocks may only create a certain number of bitcoins. (Currently
12.5 BTC per block.)

- Transactions must have correct signatures for the bitcoins being
spent.

- Transactions/blocks must be in the correct data format.

- Within a single block chain, a transaction output cannot be double-
spent.

The consensus rules may vary between cryptocurrencies - or non-financial
applications that rely on the blockchain - but it is important to estab-
lish reasonable rules that every full node must follow.

Consensus might also refer to consensus protocols. The type of con-
sensus protocols used in a blockchain can vary, depending on the use
case. The most common one - the one introduced in the paper by
Nakamoto and already mentioned before - is the proof-of-work algo-
rithm where peers solve a cryptographical puzzle to validate a new
block. However, in recent years researchers have been looking into
how other consensus protocols might be used in the validation pro-
cess. This is due to the criticism that the proof-of-work algorithm has
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faced regarding the energy consumption it requires and the possibility
of a mining-pool generating a 51% attack on the network.

A prominent consensus protocol that has been receiving a lot of at-
tention is the proof-of-stake consensus protocol [23, 25]. Opposite to
the proof-of-work algorithm, in proof-of-stake there is no mining in-
volved. Instead, for a new block to be validated and appended to the
blockchain, a peer within the system is chosen as the validator. The
validator creates a block which is then added to the blockchain once
the block has been signed off by the network. The choice of the val-
idator is made pseudo-randomly, as the choice is biased towards peers
that have a higher stake in the network. For example, if a peer owns
2% of the currency that exists in a cryptocurrency network that uses
the proof-of-stake algorithm, he has a 2% chance of being picked as
the next validator. This algorithm consumes a lot less energy than the
proof-of-work algorithm and discourages the 51% attack even further,
as attackers would have to own the majority of the value that belongs
to the network. In the case of Bitcoin for example, that would cost
millions of dollars. At the time of writing, Ethereum - which will be
discussed in more detail in section 2.1.6 - are actively looking to tran-
sition from the proof-of-work protocol to the proof-of-stake protocol.

A combination of the proof-of-work and the proof-of-stake was pro-
posed by Bentov et al. in 2014 [8] as Proof-of-activity. The activity in the
proof-of-activity protocol emphasizes the point that only active stakehold-
ers who maintain a full online node get rewarded, in exchange for the vital
services that they provide for the network [8].

2.1.6 Ethereum

Since Bitcoin was introduced, numerous other cryptocurrencies and
blockchain platforms have been created. These cryptocurrencies are
often referred to as alternative coins, or altcoins. The cryptocurrency
with the highest market value besides Bitcoin - at the time of writing -
is Ethereum [10]. Other notable cryptocurrencies are Ripple 4, LiteCoin
5 and DogeCoin 6. However, Ethereum is not technically a cryptocur-

4https://www.ripple.com
5https://litecoin.org
6https://dogecoin.com

https://www.ripple.com
https://litecoin.org
https://dogecoin.com
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rency. A more accurate description of Ethereum would be that it is a
platform that makes it possible for developers to store programs pow-
ered by the blockchain technology. The monetary value that is used on
Ethereum is called ether, which is used both as a monetary value that
can be sent between users and is also used as an incentive to run the
programs that reside on the Ethereum blockchain.

Ethereum was presented by Vitalik Buterin - then 19 years old - in
2013 [10]. When Vitalik discovered Bitcoin and the blockchain technol-
ogy, he argued that there was a need for a cryptocurrency that had a
scripting language that would make it possible for developers to build
decentralized apps on top of the blockchain. He tried to convince the
developers behind Bitcoin of his idea but when he was rejected, he
decided to launch his own platform [39]. In 2017 alone, the value of
Ethereum grew 13.000% [22].

Ethereum provides a blockchain platform with a Turing-complete pro-
gramming language that can be used to develop decentralized pro-
grams and applications - called smart contracts - that reside on the
blockchain. These programs are run with a cost that is measured in a
unit called gas, where each computation that is performed has a fixed
gas cost attached to it. One gas unit then translates to actual monetary
value that has to be paid in order for the programs to be executed. For
example - as described in the Ethereum yellow paper [43] - an addi-
tion operation has a fixed cost of 1 gas, a multiplication operation has
a fixed cost of 2 gas and so on. Therefore, more complex and com-
putationally heavier smart contracts will cost more gas to run. The
actual cost of a transaction or a smart contract call is determined by
the amount of gas needed to execute the transaction and the gas price
specified by the user. The user who creates the transaction needs to
specify both the gas limit and the gas price when creating the transac-
tion. The gas limit states the maximum amount of gas that should be
spent during the transaction and can protect transactions from being
stuck in an infinite loop. The gas price then states the cost of each gas.
The gas price is often used to determine how fast you want your trans-
action to be mined. The higher the price, the higher the incentive is for
someone to mine the transaction. Thus the total cost of a transaction is
gasLimit ∗ gasPrice.
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The fact that transactions to the blockchain costs actual money means
that developers have to be careful when publishing smart contracts
to the blockchain and aim to keep the computational effort at a mini-
mum.

2.2 Data Provenance

In this section, a brief description of scientific workflows will be pre-
sented in section 2.2.1. The subject of data provenance will then be
described in section 2.2.2.

2.2.1 Scientific workflows

Scientific workflows - and scientific workflow systems - have been
gaining popularity to specify and execute data-intensive computations
and analysis in scientific studies. [14]. A scientific workflow is often
depicted as a graph, where the vertices of the graph are computational
tasks and the edges are the data flowing between the tasks. Gener-
ally, a workflow consists of (1) a set of computational tasks; (2) the
dependencies between the tasks and; (3) the data resources [17]. The
tasks can be seen as a black box, where the tasks either take in data as
input and return some results or stop the execution of the workflow.
As Barker et al. describe it: Scientific workflow systems provide an en-
vironment to aid the scientific discovery process through the combination of
scientific data management, analysis, simulation, and visualisation [5]

2.2.2 Data provenance

The automated tracking and storage of provenance information promises to
be a major advantage of scientific workflow systems. [14].

Data provenance can be thought of as metadata that keeps track of the
origin of a data object, who is the owner of the record and what op-
erations performed on that data object. [27]. In recent years - as the
amount of data that is generated has grown exponentially - the need
for tracking and storing provenance data to detect errors, fraud and
malicious attacks has been increasing.

For a more formal definition, the World Wide Web Consortium (W3C)
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defined provenance as information about entities, activities, and people in-
volved in producing a piece of data or thing, which can be used to form assess-
ments about its quality, reliability or trustworthiness [34]. Along with this
definition, the W3C released their specifications regarding provenance
under the PROV standard.

The PROV standard contains many subsections specific to different
aspects related to provenance which are out of the scope of this the-
sis. However, it is worth looking into the main elements of the PROV
standard.

The three main elements of the PROV standard are the following: [33]

- Entities : Physical, digital, conceptual, or other kinds of thing are
called entities. Examples of such entities are a web page, a chart,
and a spellchecker.

- Activities : Activities generate new entities. For example, writing
a document brings the document into existence, while revising
the document brings a new version into existence. Activities also
make use of entities

- Agents : An agent takes a role in an activity such that the agent
can be assigned some degree of responsibility for the activity tak-
ing place. An agent can be a person, a piece of software, an
inanimate object, an organization, or other entities that may be
ascribed responsibility

The image below shows a high level overview of the structure of PROV
records.
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Figure 2.2: A high level overview of the structure of PROV records [33]

As can be seen in the picture above, the provenance data is stored as
a graph. More specifically - opposite to what the picture depicts - the
provenance data is stored as a Directed Acyclic Graph (DAG), which
means that the graph is directed and it contains no circles or loops.
Since the provenance is stored as a graph, the most straightforward
way to store it is in a graph database, such as neo4j 7.

The problem with many databases however is that they are often con-
trolled by a centralized authority. That means that if the centralized
authority is compromised, the data stored in the database is subse-
quently compromised. Since provenance data often contains sensitive
information, a reliable decentralized solution could be more suitable.
Additionally, according to 21 CFR Part 11 - which will be discussed in
more detail in the next section - electronic records must be kept safe
and readily available. Although traditional centralized databases are
considered rather safe, there is always that chance that the centralized
authority might be compromised.

7https://www.neo4j.com

https://www.neo4j.com
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2.3 21 CFR Part 11

This section dives deeper into the 21 CFR Part 11 regulations. This
analysis was largely inspired by Sally Miranker, head of computer sys-
tem validation at Perficient 8 and her web seminar on decoding the
regulations [15].

As mentioned in section 1.1, the motivation behind the thesis are the
21 CFR Part 11 regulations. Those are a part of a larger regulation that
were imposed by the FDA on large parts of the chemical industry.

21 CFR Part 11 focus on electronic records and electronic signatures that
are used for federally regulated purposes in particular. They define
electronic records as information in digital form that is generated or
used by a computer system and electronic signatures as combination
of data that is unique and is as legally binding as a handwritten record
and can be used to sign records in a computer system. The regula-
tions state that electronic records and electronic signatures used for
federally regulated purposes should be as good as written signatures -
although it is debatable how trustworthy handwritten signatures are as
they can be replicated - and electronic records should be as trustwor-
thy and reliable as paper records. If organizations can prove that their
electronic records comply with the regulations, the FDA will accept
those electronic records instead of paper records written in ink. This
proof must be available for inspection by the FDA. The records submit-
ted to the FDA must also also be listed in public docket No. 92S-0251 in
order for the FDA to be capable of accepting the records electronically.
Additionally, the records must contain accurate data and are required
to be in a human readable format.

21 CFR Part 11 distinguishes between open systems and closed systems
where open systems are systems where the access to the system is not
controlled by the same people responsible for its content and closed
systems are systems where the access is controlled by the same people
responsible for its content. In the regulations, the rules that organiza-
tions must follow differ between the open and closed systems.

8https://www.perficient.com/

https://www.perficient.com/
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The regulations also differ between regulated electronic records that
will be submitted to the FDA and those who are not submitted to the
FDA. In both cases, organizations can use the electronic records in-
stead of paper if it can be proved that the records comply with Part 11.
However, if the records are to be submitted to the FDA, the FDA must
be able to accept these records electronically.

2.3.1 Closed systems

Organizations must ensure that electronic records in closed systems
possess the following qualities: Authenticity, integrity, confidentiality
and irrefutability.

The following list summarizes the part of the regulations which relates
to closed systems.

1. The proof that electronic records and signatures comply with
Part 11 must be accessible by the FDA and ready for inspection

2. Organizations must ensure that electronic records generated from
a system contain complete and accurate data and in a language
readable by humans

3. Electronic records must be safe and readily available while their
storage is required

4. An audit trail must be kept for electronic records and automati-
cally generated. The history of an electronic record must stay the
same although the electronic record itself is altered. The audit
trail should also be available for viewing

5. Only authorized users may access the system that contains the
electronic records

6. Devices used to enter data into the system should be valid

7. People who perform actions on the systems should be qualified and au-
thorized to do so. Also, they should be held accountable for their actions
with regards to policies set by the organization

8. The system must be validated by the organization so that records in the
system can be trusted
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The items highlighted with italic fonts are items that are the respon-
sibility of the organization itself and not directly connected with the
underlying technology that supports the system.

2.3.2 Open systems

When it comes to open systems, every step that was related to closed
systems must also be applied to open systems along with additional
steps of encrypting the data and use appropriate digital signature stan-
dards to ensure integrity, authenticity, confidentiality and irrefutabil-
ity. According to 21 CFR Part 11, electronic signatures must indicate
the printed name of the signer, the time of the signature and its mean-
ing. Once the digital signature has been executed on an electronic
record it cannot be erased, modified or removed from the record.

2.3.3 Signatures

Signatures that are used to sign electronic records should contain the
printed name of the signer, the date and time of signature and the
meaning of the signature. These elements of a signature must fulfill
the same requirements as electronic records and should be in a human
readable format. Once an electronic record has been signed with a sig-
nature, that signature cannot be removed or erased from the record.

If an organization intends to implement the use of electronic signa-
tures, it must inform the FDA of their intentions of using electronic
signatures. Electronic signatures are however out of the scope of this
thesis and will not be discussed further.

2.3.4 21 CFR Part 11 and blockchain

A lot of the requirements of the regulations cannot all be solved with a
software solution. Some of the requirements must be met by the orga-
nization itself such as the highlighted items in the list in section 2.3.1.
However, the blockchain technology possesses some exciting qualities
that might help with fulfilling the requirements of the 21 CFR Part 11.

With respect to these regulations, what possibilities does blockchain
offer to comply with them and where is the technology lacking? Blockchain
is - as mentioned before - an append-only, decentralized ledger. Data
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is stored on the ledger, and if the blockchain is public anyone can view
it and the blockchain offers a very high tamper-resistance consensus
protocol. The fact that the data that is stored on a blockchain is very
tamper-resistant provides features that help complying with 21 CFR
Part 11.

If the blockchain technology is to be used to store provenance data
- and the organization responsible for the data wants to comply with
21 CFR Part 11 - the solution will depend on whether the data is to
be stored on a public or a private chain. Since only authorized users
may access the system that contains the electronic records - according
to 21 CFR Part 11 - unauthorized users may not view the data. There-
fore, if the data would be stored on a public blockchain, the actual
data could not be posted to the blockchain. Some solution - such as
a merkle tree representing the data - would need to be implemented.
The data would also need to be encrypted and authorized users - for
example the FDA - would be provided with cryptographic keys to
be able to decrypt the data. The blockchain technology additionally
provides features that help make sure that the history of an electronic
records stays the same although the record itself is altered. Once data
has been posted to the blockchain, it cannot be altered. It can also not
be removed from the blockchain since that would disrupt the chain
itself.



Chapter 3

Related work

In this chapter, related work will be presented and other work that in-
spired parts of this thesis.

To the best knowledge of the author, automatically synchronizing the
provenance data with the workflow once the workflow has finished
executing, has not been directly attempted before. However, storing
data on the blockchain has been the focus of research in recent years
and some papers have been released that indicate that this technology
shows good promise in regards for storing data, including data prove-
nance.

In 2017, Liang et al. presented ProvChain [27], a blockchain-based data
provenance architecture that provides tamper-proof provenance for
cloud storage applications. The ProvChain architecture collects and
verifies cloud data provenance by embedding the provenance data
into blockchain transactions. ProvChain provides security features in-
cluding tamper-proof resistance, user privacy and reliability with low over-
head for the cloud storage applications [27].

Yu et al. presented EthDrive [44], a peer-to-peer data storage that uses
the blockchain technology to provide data provenance. EthDrive is
based on the blockchain platform Ethereum [10] and the distributed
storage InterPlanetary File System (IPFS) 1, where all files are stored
on IPFS while the file records are stored on the Ethereum blockchain
to provide data integrity and and tamper-proof data provenance. Eth-

1https://ipfs.io/docs/
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Drive demonstrated all the basic requirements for a reliable cloud stor-
age by utilizing the blockchain technology and content-addressable
distributed storage.

In his thesis Trustworthy Provenance Recording using a blockchain-like database
[37], Martin Stoffers proposed three concepts of storing provenance
data according to the PROV representation [34] in BigchainDB. [29],
which is a blockchain-like database. This project does not deal with
BigchainDB but instead focuses on storing provenance data in a public
blockchain.

In 2018, Ramachandran et al. proposed the decentralized system Dat-
aProv that utilizes blockchain to store provenance data that complies
with the Open Provenance Model 2. The system stores a hashed version
of the provenance data on the blockchain and changes to the prove-
nance data are accepted or rejected through a voting mechanism where
authorized users participate in the voting. The actual data is stored
off-chain once the changes are accepted. The smart contracts that are
communicated with reside on an Ethereum blockchain and a mone-
tary value is used as an incentive so that authorized users will spot
errors or malicious attacks.

In 2016, Tierioin released a paper describing a protocol named Chain-
point [40]. The paper describes Chainpoint as a scalable protocol for an-
choring data in the blockchain and generating blockchain receipts. This an-
choring is done by generating a merkle tree and posting the root of the
merkle tree to the blockchain. For every piece of data that was used in
the construction of the merkle tree, a receipt is generated. This receipt
is used to verify that the data was indeed part of the transaction. This
will be covered in more detail in section 4.4.1.

The Software Competence Center Hagenberg (SCCH) 3 have been work-
ing on a DSL for the definition, maintenance and execution of data
preprocessing pipelines. In her thesis, Sabrina Maria Luftensteiner im-
plemented a framework that uses a DSL that enables domain experts
to collaborate on fine-tuning workflows [28]. Based on the description
of the workflow - written in the DSL - a skeleton code is generated in

2http://openprovenance.org/
3http://scch.at/

http://openprovenance.org/
http://scch.at/
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a language that is specified in the DSL where the business logic of the
workflow can be further specified. In his project WorkflowDSL : Scal-
able Workflow Execution with Provenance [17], Tharidu Fernando imple-
mented a provenance capturing framework - on top of the framework
that the DSL generated - that enabled users to analyze past executions
and retrieve complete lineage of any data item generated.



Chapter 4

Contribution of the thesis

This chapter will outline the contribution of the thesis. In section 4.1,
the inherited system from SCCH that was extended will be explained.
Section 4.2 describes shortly what the aims of the extensions are. In
section 4.3, the motivation behind what data to actually store is pre-
sented. Finally, in section 4.4.2, the actual blockchain addition will
be elaborated and its various features, including the preprocessing of
the data, the blockchain communication, versioning of the transactions
and verification. Together these parts form the chunk of the contribu-
tion of the thesis.

4.1 The system

SCCH have been working on a system that automatically generates
a template code project for a workflow based on a workflow defini-
tion written in a DSL named WorkflowDSL. The template is generated
through various files written in either the programming language R or
Python, specified by the keyword target in the DSL.

An example of a workflow definition written in WorkflowDSL can be
seen in figure 4.1. The figure shows the definitions of two workflows -
wf1 and wf2 - where wf2 inherits the specifications from wf1.

27
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Figure 4.1: Example of a workflow definition written in WorkflowDSL
[17]

Once the template has been generated, a few things need to be done
in order for the workflow to be successfully executed. First of all, the
input data - that the workflow will be working with - needs to be pro-
vided and specified. Secondly, the business logic of each individual
task needs to be implemented. The programming language that the
business logic will be implemented in depends on the target language
of the workflow definition.

In WorkflowDSL : Scalable Workflow Execution with Provenance [17], Tharidu
Fernando built a framework - that extended the system from SCCH -
that collected and stored provenance data about the execution of the
workflow. Although the provenance capture was not the main contri-
bution of his thesis, the other contributions of his thesis are out of the
scope of this thesis and will not be described further.

To utilize the extension, the DSL itself was extended by adding the
keyword provenance to the language. This can be seen from figure 4.1
above. By adding this keyword to the workflow definition, additional
files and code are added to the template. These files capture prove-
nance data about the workflow execution. The provenance data is then
stored in a local graph database and the result from each task is serial-
ized and stored locally in a blob store.

The provenance extension captures various information about the ex-
ecution. The model of the provenance data for a workflow can be seen
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in figure 4.2 below.

Figure 4.2: Provenance Model [17]

As can be seen from figure 4.2, the model captures different trials of
the same workflow. In the vertices - which represent tasks - it stores
(1) the name of the task; (2) when it started; (3) when it ended and; (4)
the result from the computations of the task. In the edges, the data that
flows between the vertices is stored.

The provenance capturing extension was implemented for the target
language Python but not the R programming language. This project
will thus extend the Python implementation further and not focus on
the target language R. This avoids the unnecessary overhead to imple-
ment the data provenance capturing functionality for the R language.

To generate the extension implemented in this thesis, the DSL was ex-
tended - and partly inspired by same keyword used by Tharidu - by
adding the keyword provenance-blockchain to the language. By adding
this keyword to a workflow definition, the necessary files used to com-
municate with the blockchain will be added to the template code.



30 CHAPTER 4. CONTRIBUTION OF THE THESIS

4.2 The problem

The provenance data that is captured - as discussed in the previous
section - tells the story of the execution of the workflow and how the
results from the execution were accomplished. This is important, since
describing how you came to a particular solution can be vital when ei-
ther reproducing the result or when asked to provide some evidence
for how you came to the conclusion. It is therefore essential that the
provenance data about the execution of the workflow can not be tam-
pered with and is always in sync with the actual workflow and the
corresponding result. By using the blockchain technology, it is possi-
ble to verify that this synchronization has not been broken. Once the
execution of the workflow has been finished, carefully selected data
about the execution of the workflow will be automatically sent to the
blockchain to achieve this synchronization.

After a workflow has finished executing, the provenance data about
its execution is available in a local graph database. Various data that
give further information about the workflow is also available - data
that was generated before the execution of the workflow - which help
to give a more concrete picture of the workflow. This additional data
combined with the provenance data will be used to achieve the syn-
chronization.

For usability and practical reasons - once the execution has finished
- the appropriate data should automatically be sent via a transaction
to a blockchain. This avoids the task of manually sending the data .
However - due to the limited amount of data that can be sent via a
transaction - the data needs to be preprocessed before the transaction
takes place. The preprocessing of the data will be covered in more de-
tail in section 4.4.1.

A general overview of the objective of this project can be seen in figure
4.3.
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Figure 4.3: A simplistic overview of what needs to be done

By utilizing the power of the blockchain technology, storing prove-
nance data about the execution of the workflow - and the workflow
itself - can be used to synchronize the workflow with the result. With
the tamper-resistance of the blockchain, it provides the assurance that
it can always be verified if the provenance database has been tampered
with, and therefore verify that the synchronization has not been bro-
ken.

As stated before, the motivation behind the project was the 21 CFR
Part 11 regulations imposed by the FDA. With these regulations in
mind - and the limited amount of data that can be efficiently stored
on the blockchain - a decision had to be made about what information
needed to be stored to fulfill the requirements of the regulations.

4.3 What to store on the blockchain?

It became pretty clear early on that storing all the data on the blockchain
was unfeasible due to the large amount of data that the provenance
capturing framework generated. Storing data on the blockchain is one
of the most expensive operations on Ethereum. Storing a 256 bit word
costs 20.000 gas [43] as opposed to an addition operation which costs
1 gas. This is because the data would need to be stored and replicated
across the entire network. Given the standard gas price and the value
of ether at the time of writing, this storage cost translates to $0.0858.
Therefore it was important to optimize what data to store, in order to
reduce the actual monetary cost of the blockchain extension to the sys-
tem.

According to Bell et al. [6] - when envisioning a version control system
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using the blockchain technology - they stated that storing actual data
on the blockchain was not practical due to scalability reasons. Instead,
every post on the blockchain would contain [6] :

- A pointer to the actual data. The actual data that would be stored off-
chain.

- A cryptographic hash of the result/data

- A proof of ownership via a digital signature

- Access permissions

Although a versioning control system is not going to be implemented in
this thesis, there are some similarities between what Bell et al. point
out and what is trying to be achieved in this project. Storing all of
the data on the blockchain is not practical. The bulk of the data will
therefore be stored off-chain, but a hash of the data will be posted to
the blockchain, to provide proof of the execution of the workflow at
a particular point in time. But hashing each individual data file - that
was used in the synchronization - and storing it on the blockchain is
not optimal either since the provenance data can get very large as the
workflow graph grows. Therefore, a more elegant solution had to be
designed and implemented and the following questions needed to be
answered:

- What data should be stored on the blockchain?

- Where should the actual data be stored?

- How should it be stored?

Once the workflow - that is generated by the DSL definition - is exe-
cuted, there is various data that is available for extraction.

To start with, we have the data provenance that is stored locally in
a graph database. The graph is accessed through a Gremlin server,
which is a part of the Apache Tinkerpop graph computing framework
1. To traverse the graph and extract the necessary information for each
trial of the workflow, the traversal language Gremlin 2 was used. But

1http://tinkerpop.apache.org/
2http://tinkerpop.apache.org/gremlin.html

http://tinkerpop.apache.org/
http://tinkerpop.apache.org/gremlin.html
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what data should be extracted from the graph and be used to synchro-
nize with the workflow? And how should the data be stored? Since
the data needs to be imported from the graph database to the Python
process - where the transaction to the blockchain is constructed - the
whole graph would require a data structure to represent the graph.
And should the vertices and the edges of the graph be individually
included in the transaction or should the whole graph be represented
as a single data unit?

To make this decision, there was a trade-off to be considered. One op-
tion would be to include all the vertices and edges of the provenance
graph in the preprocessing phase - which will be discussed in section
4.4.1 - and thereby generating a receipt for each vertex and edge. This
would be computationally heavy and would generate a lot more data
to store off-chain. The other option - the one that was opted to do - was
to take the graph as a single element in the preprocessing phase as a
single hashed unit. This however means that it will be impossible to
know what particular vertex or edge was tampered with if the prove-
nance database is compromised. However, it will be easy to verify if it
has been tampered with and by creating one hash will make the pre-
processing of the data much more efficient. This was a trade-off that
was deemed by the author to be fair and as will be explained in section
4.4.3, there exist other methods to check in what vertex the data was
compromised.

The granularity of how much data from the graph was going to be
preprocessed would also need some consideration. To extract the cor-
rect trial of the workflow that just finished executing, the timestamp
of each trial was used. Each trial has a start property associated with
it. This was used to fetch the trial with the highest timestamp. Every
vertex that is associated with that trial was extracted along with its
properties. Included in these properties, there exists data that changes
frequently with each trial. Mainly, there are the start and end time of
both the individual tasks and also the trial itself. For different trials,
with the exact same parameters and results, the timestamps of the ex-
ecution will almost certainly differ. The timestamps hold valuable in-
formation about the execution time of the workflow. However, to pre-
vent false positives regarding tampering of the data, it was decided to
not include the timestamps of the individual tasks in the data that was
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posted to the blockchain. This was done so that different executions
with the exact same parameters, task implementations and outcome
would result in the same hash. Since the blockchain transaction is sent
automatically when the execution of the workflow finishes, sending
the current timestamp with the transaction is sufficient to keep record
of when the trial of the workflow finished. The timestamps of the indi-
vidual tasks are however still stored in the provenance database since
they hold valuable information about the execution time of the work-
flow.

Besides the provenance data that is stored after the workflow has ex-
ecuted, there exists other data that provides valuable information re-
garding the workflow, its execution and the results. First of all is the
implementation of the tasks of the workflow. To make use of this, the
provenance capture functionality was modified to include the imple-
mentation of the individual tasks in their corresponding vertices in the
graph. This gives a more concrete picture of the workflow and how
the results from the execution came to be. Secondly is the definition
of the workflow. When the template code is generated - according to
the workflow description that has been defined by WorkflowDSL - the
definition of the workflow is stored in the template code in a YesWork-
flow [30] format. It was therefore decided to include the YesWorkflow
definition in the data to be posted to elaborate further the structure of
the workflow.

In the end, the following elements were used as the data to post to
the blockchain for each trial of a particular workflow:

- The provenance data : The hashed value of the extracted graph
from the provenance database that represent the workflow exe-
cution. All the vertices that belong to the trial were extracted.
Each vertex includes (1) The name of the task, (2) the implemen-
tation of the task (2) the in-going data from the previous task and
(4) the result from the task

- Workflow definition : The workflow definition in a YesWorkflow for-
mat that is created when the template code is generated

- Workflow name : The name of the workflow that is specified in the
WorkflowDSL definition
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4.4 Solution

4.4.1 Preprocessing

As covered earlier, all of the data that together describe the workflow,
its execution and results cannot be sent to the blockchain for practical
reasons. Thus, before sending them via a transaction, the data needs
to be preprocessed.

Since one of the motivations of this project is to check for signs of tam-
pering, a checksum of each data item was generated. Checksums are a
small piece of data generated from a larger data item and can be used
to verify the integrity of the data. Each checksum could be sent to the
blockchain individually as a transaction, but then some identifier for
the trial would be needed, to identify that these items belonged to-
gether in the same trial of a particular workflow. If that was the case,
the whole blockchain would need to be scanned for the items or the
transaction hashes would need to be stored off-chain under that same
identifier, which would generate a lot of data over time.

A more efficient way would be to construct a merkle tree out of the
checksums of the items. Then, a transaction would be sent to the
blockchain containing the root of the merkle tree. This would reduce
the amount of data that is posted to the blockchain and therefore cost
less money. The method used was as follows:

1. Each data item is cryptohraphically hashed with a SHA-256 hash.
Although the SHA256 hash is slower than other hashing algo-
rithm such as MD5, it is considered to be safer [38]

2. N number of leafs are generated. The number N is decided based
on the number of data items there are. Let the number of ele-
ments be represented as X. Then N = 2dlog2 Xe. An X amount of
leaves are then replaced from index 0 to X−1. This was done for
easier calculations and a well balanced merkle tree. To make the
tree more complex and harder to replicate, it was decided that
the amount of leaves should always be at least eight. Since there
are only three data items included in the merkle tree, the num-
ber of leaves will be always be eight. However, this method was
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implemented in order to make it possible to include other data
items in future research.

3. Because identical workflows should result in the same merkle
root, the merkle leafs that are not populated by the chosen ele-
ments are replaced with the name of the workflow. This ensures
that identical trials of the same workflow will result in the same
merkle root.

4. The tree is then constructed bottom-up until we reach the root.
Along the way, the construction history for each data item is
recorded for the purpose of generating a receipt for each item for
later verification.

An example of a constructed merkle tree can be seen in figure 4.4 be-
low.

Figure 4.4: An overview of a constructed merkle tree

This method was inspired by a protocol named Chainpoint [40]. Chain-
point - as described by the authors - is a scalable protocol for anchoring
data in the blockchain and generating blockchain receipts. Figure 4.5 illus-
trates the general idea of the protocol.
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Figure 4.5: Chainpoint architecture [40]

Once the construction of the tree has finished, the merkle root is pub-
lished to the blockchain via a transaction and the proofs are stored
off-chain for later verification, which will be discussed in section 4.4.4.

4.4.2 Blockchain addition

As discussed in section 2.1, there exist various types of blockchains
and blockchain platforms. In order for better focus and to achieve a
more concrete solution, it was decided to focus on a single type of
blockchain for this project. It was imperative that the chosen blockchain
would handle the execution of smart contracts, to be able to imple-
ment authentication functionality and possible business logic. There-
fore, the most prominent blockchain - the Bitcoin blockchain - was
deemed not practical. The reason behind that is because it does not
offer the option of execution of smart contracts. The most prominent
blockchain platforms that did however offer that option was Ethereum
- which was covered in section 2.1.6 - and the Hyperledger Fabric [3],
an open source blockchain infrastructure which is a part of the Hy-
perledger Project at the Linux Foundation 3. The Hyperledger Fabric
offers many features that would suit this project but due to the exten-
sive documentation and the active community that is involved with
the Ethereum platform, it was decided that the Ethereum blockchain
would be the platform used for this project.

But using Ethereum comes with its drawbacks. Since the Ethereum
blockchain is a public and permissionless blockchain, some incentive
has to be given to the miners on the network to validate the transac-
tions and for nodes on the network to execute the smart contracts that

3https://www.linuxfoundation.org/

https://www.linuxfoundation.org/
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will reside on the blockchain. This is achieved through the cryptocur-
rency ether where each transaction and every change to the state of a
smart contract costs actual money. Computationally heavier contracts
require more money to execute and therefore a mechanism to limit or
overcome the drawbacks of the Ethereum blockchain in terms of price
and scalability needed to be implemented.

To be able to communicate with the Ethereum blockchain, the Infura
4 infrastructure was used. Infura provides - according to its website -
a secure, reliable, and scalable access to Ethereum 5. Infura provides access
to all the Ethereum networks including the test networks Ropsten and
Rinkeby. The reason that Infura was used in this project is that it allows
for quick setup of the project and removes the headache of running a
full node locally. The other option would be to do just that - that is
let users run their own node locally - which takes time and effort. The
blockchain extension to the SCCH system should be easy to setup and
run seamlessly and if a local node is required, every user who gener-
ates and executes a system - and wants to use this blockchain extension
- must setup a local node beforehand.

Using a centralized service such as Infura for a decentralized appli-
cation might seem odd, but the reason behind using it at this stage can
be summarized with the following statement made by the Infura team:

The world will be decentralized when Ethereum is ubiquitous
and every person is hosting his or her own node. Until that day
comes, Infura will assist the decentralization movement and ad-
vance the state of the art by providing the people with a gateway
to Ethereum [36]

The communications with the blockchain are made with a smart con-
tract that was implemented for this project - in the language Solidity
- and can be viewed in Appendix A. To avoid spending actual money
during this thesis, this smart contract was deployed to Rinkeby, which
is an Ethereum test network. The reason Rinkeby was chosen over
other test networks - such as Ropsten - is that Rinkeby runs on a proof-
of-authority consensus protocol which is more energy efficient. The

4https://infura.io/
5https://infura.io/about

https://infura.io/
https://infura.io/about
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contract contains one function that takes in parameters. The function
synchronizeWorkflow() takes in as parameters (1) the root of the merkle
tree; (2) the timestamp of when the workflow finished executing and;
(3) the name of the workflow. The function also takes in optionally -
based on user preference - additional parameters that will be discussed
in section 4.4.3.

Some might wonder why the function takes in a timestamp when the
block that the transaction is a part of has its own timestamp. Although
the block has its own transaction, it is not practical to use that as a ref-
erence to the execution of the workflow since it is impossible to know
beforehand when the transaction will be validated. Therefore it does
not represent the accurate time of when the workflow finished execut-
ing.

In order to modify the blockchain, all transactions that introduce a
change to the blockchain need to be signed by the sender. In order
to sign the transaction that is sent to the smart contract, an account
was created. There are two types of accounts, externally owned accounts
and contract accounts [1]. The smart contract that is communicated
with in this system is a contract account. To communicate with it,
an externally owned account was created. The contract consists of a
private key and a public key. The public key is the contract’s pub-
lic address. Before the synchronization occurs via a transaction to the
blockchain, the transaction needs to be signed by the sender. Using
public key cryptography, the transaction is validated and the identity
of the sender can be confirmed. Additionally - in order for the transac-
tion to be confirmed - the sender that is making the transaction must
have sufficient funds in its account .

Since every computational step that is performed on the Ethereum
blockchain costs actual money, the majority of the calculations should
be done off-chain. The only communication that is made with the
Ethereum blockchain is the transactions made to the smart contract
that store the preprocessed data. These transactions are made auto-
matically as soon as the execution and the provenance capturing is
completed. The system waits for the transaction to be successfully
mined until it stores the necessary information off-chain. The time
that it takes for a transaction to be mined into a block varies based on
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some factors including the gas price included in the transaction and
the amount of transactions currently waiting to be mined. On aver-
age, it takes less than 20 seconds for a transaction to be mined [16].

The transaction made to the smart contract consists of - besides the
actual parameters of the smart contract function - the following four
parameters:

- nonce : Not the same nonce discussed previously in section 2.1.
This nonce represents the number used to maintain the order
in which transactions are processed. If it is not higher than the
nonce used for a previous transaction, the transaction will be re-
jected

- gasLimit : The maximum amount of gas the sender is willing to
pay for this transaction. This avoids spending way too much
money in case the transaction gets stuck in an infinite loop dur-
ing the execution of a smart contract

- gasPrice : Indicates the price that the sender is willing to pay for
a gas in the transaction. As discussed in section 2.1.6, the total
price will be dependant on the amount of gas consumed in the
transaction multiplied with the gas price

- chainId : The id that represents the network to which the transac-
tion is about to be sent to.

Once these parameters have been initialized, the smart contract func-
tion is called. But to keep the gas consumption at a minimum, the
actual storage of the data needed to be taken into consideration. There
are several ways to store data on the Ethereum network, each with its
own pros and cons. At the beginning of this project, the smart con-
tract - named Workflow - contained a struct data object called Proof-
Struct which was used to store the parameters sent to it. ProofStruct
included (1) the name of the workflow; (2) the root of the merkle tree
and; (3) the timestamp. However, storing data on the blockchain can
be expensive, especially when data grows large. As mentioned before
in section 4.3, changing just a 256 bit word from a zero-value to a non-
zero value in a smart contract costs 20.000 gas and changing from a
non-zero value to a non-zero value costs 5.000 gas. If all the data about
the execution of the workflow would be stored in variables, it would
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cost at least 60.000 gas to initialize the name of the workflow, the root
of the merkle tree the timestamp for each execution of the workflow.
It would then cost 15.000 gas for each change to the same variables.

An alternative option - however - exists to store data on the Ethereum
blockchain. When a transaction is submitted to the blockchain, a re-
ceipt is generated that contains zero or more log entries. Events are
used inside smart contracts to generate entries in the log. The logs are
indexed and thus the event history is searchable after the transaction
has been validated. Since the data being used in this project is histor-
ical data about the execution of workflows, using events to store the
data is much more practical. Storing data through events costs only
8 gas per byte, as opposed to contract storage where - as discussed
above - it costs 5.000 gas to store 32 bytes. Therefore it costs almost 20
times less gas to store historical data through events. The downside
of using events however is that the logs cannot be accessed through
another smart contract. Since no other smart contract is being used in
this contract that is of no concern.

Therefore, the function that is called in the smart contract - when stor-
ing the data on the blockchain - only contains an instruction to fire
an event with the given parameters. That way, the data is stored on
the blockchain through logs and can be retrieved with the transaction
hash which is stored off-chain. The name of the workflow is indexed
while being stored. Since it is indexed, it will not be stored in the logs
for retrieval. What it means though is that the events of the blockchain
can be filtered by the name of the workflow. This makes it easier to get
all the events related to a specific workflow. Additionally - to make
sure that no unauthorized users submit data to the smart contract - a
map data structure is stored in the smart contract, which maps public
addresses to boolean values to determine if a sender of a transaction is
authorized or not. To ensure this authentication, a modifier is wrapped
around the event function to ensure that only authorized users can
call it. Modifiers are used to make sure that certain conditions are met
before the execution of the smart contract takes place.
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4.4.3 Versioning

Designing the desired workflow often requires many experiments of
trial and error. With the solution proposed above, once the workflow
has been defined and the business logic implemented, the data is sent
to the blockchain via a transaction for synchronization and later verifi-
cation. But what if the workflow is executed with various input data?
The various executions of the workflow should be somehow linked to-
gether to describe the history and the lineage of the workflow.

Versioning is a concept that has been around for many years. Ver-
sion control systems such as git [19] are hugely popular for developers
to keep track of the history of their software and files. Although the
project itself can be stored on a git hosting service such as Github 6,
each trial of the workflow that is synchronized through transactions to
the blockchain will need some other kind of "versioning".

Once a transaction has been sent to the Ethereum blockchain, the trans-
action hash is returned. This hash is used to uniquely identify the
transaction in the blockchain ledger. Therefore, every trial of the work-
flow that is sent to the blockchain can be uniquely identified. This can
be used to roughly trace the history of executions of the workflow.
The fact that a transaction is sent once for each execution means that
there is no need to worry about concurrent executions of the workflow.
Different trials of the workflow with different parameters will be run
sequentially rather than concurrently and thus no race conditions will
occur.

Once it has been confirmed that a transaction has been successfully
mined, the transaction hash is stored off-chain in a database. As men-
tioned in section 4.4.2, the average time for a transaction to be val-
idated is about 20 seconds. It is important to halt the execution of
the off-chain storage until the transaction has been confirmed, since
there’s always a possibility that the transaction might be rejected. If
the system did not wait for the confirmation, the hash of a rejected
transaction could be stored along with other hashes of accepted trans-
actions.

6https://github.com/

https://github.com/
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To trace the history of executions of the workflow, we store the hash of
the transaction alongside the hash of the previous transaction that was
made for the same workflow. This highlights the point of not having
to worry about race conditions earlier in the section. If no transaction
belonging to the workflow exists in the off-chain database, the previ-
ous transaction field will be filled with the text: First trial. Otherwise,
the previous transaction is determined by the latest timestamp that
was stored under the same workflow. Additionally, the timestamp
that was used to fetch the trial that represented the execution of the
workflow is stored in the relational database. This is done in order to
be able to retrieve the correct trial from the provenance database for
later verification.

Figure 4.6 gives a simple overview of how the lineage of transactions
of two identical executions of a workflow are stored off-chain.

Figure 4.6: An overview of the off-chain transaction storage

In figure 4.6, there is a column named ipfsHash. To improve the ver-
sioning functionality and to further see the differences between trials
of the workflow, it was decided to utilize the InterPlanetary File Sys-
tem (IPFS) protocol [7]. IPFS is a peer-to-peer hypermedia protocol
where users can store data and the data is content-addressable instead
of location-addressable. Although still in version 0.4, it offers some in-
teresting attributes.

When data is stored in the IPFS network, the data is cryptographi-
cally hashed. To access the data, all you need is the hash of the data.
Take for example figure 4.7. The first commit CCC1 contains a direc-
tory with a hash Qma3qbWD. The directory itself contains some files.
When uploading data to IPFS, the hash of the data is used to locate the
data and access it. The data is immutable and if a file is added to the
directory - or a file is modified - and then committed again to the IPFS,
IPFS hashes the data and posts that new hash to the network. The files
in the directory that did not change between versions still have the
same hash and the new commit still points to them.
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Figure 4.7: An example of IPFS [2]

This could therefore be used to detect what changes are made be-
tween trials of a workflow. The elements of the workflow that are not
changed between commits will still have the same hash on the new
commit as they had on the previous. All that would be needed is to
compare the two different trials - the two commits to the IPFS - and
find what elements are not in the intersection of the two IPFS directo-
ries.

To communicate with the IPFS network, Infura was used again to al-
low users of the system to avoid setting up their own IPFS node before
execution. When the execution of the workflow has finished, a direc-
tory is temporarily created locally, named ipfs-workflow. Files are then
created inside this directory containing the data that was used in the
construction of the merkle tree discussed in section 4.4.1. The vertices
however are stored individually on IPFS so it is possible to compare
how each vertex changes between trials. Since the data that is stored
on IPFS is publicly available, the data is cryptographically hashed with
a private key encryption. Authorized users who are allowed to view
the data have to therefore be provided with a key to decrypt the data.
The directory is then published to the IPFS network. After the data has
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been published, the local directory is then deleted to avoid amassing
huge amounts of data locally. When the data has been stored on IPFS,
a receipt of the storage is returned. This receipt contains information
about what data was stored, the hashes of the individual files and the
hash of the directory itself.

The data that is posted to the IPFS is the vertices with their corre-
sponding data and the workflow description in YesWorkflow format.
The files that are created inside the directory will have a name and
content which differs from whether it is a vertex or the workflow def-
inition. If it is a vertex, the name of the file is the name of the task that
the vertex represents. The content of the file is then the encrypted data
that the vertex contains. If it is the workflow definition on the other
hand, the name of the file is workflow-definition and the content of the
file will be the encrypted YesWorkflow description.

To prove that this directory was stored when a particular trial of a
workflow finished executing, the directory hash is included in the trans-
action to the Ethereum network. The hashes used in IPFS however are
Base58 encoded multihash, where the first two bytes of the hash specify
the hash function and the length of the hash. Therefore the IPFS hash
does not fit in a bytes32 parameter like the other parameters are stored
and thus has to be split up. After decoding the IPFS multihash, we are
left with the three following variables:

- Hash function : Stored as an uint8

- Length of hash : Stored as an uint8

- The hash : Stored as a bytes32

An example of am IPFS hash is QmLpyoMoctfbAaiEs2G23gpeUmhqFR-
DW6KWo64y5******.

To compare different versions of the workflow, the IPFS hash is used
to retrieve the directories from the IPFS network. If the workflows are
identical, the directories should contain the same files. However, if a
task was modified in a later trial or the workflows returned different
results, the directories would not contain the same files and by com-
paring the files it will be easy to discover which part of the workflows
differ.
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But using IPFS comes with a caveat. When posting data to the IPFS
network, the data is not sent to other nodes. Instead, the data is posted
to the local IPFS node - in this case an Infura node - and it will only
be hosted by other peers in the network if the peers request the data.
That is, peers in the IPFS network only store data that they are inter-
ested in storing. Therefore it cannot be guaranteed that other nodes
on the network will host the data. Due to this drawback, it was de-
cided to have the IPFS functionality optional. The WorkflowDSL was
therefore modified to include the keyword provenance-blockchain-ipfs.
If used instead of provenance-blockchain, it will generate the necessary
files to communicate with IPFS and trigger it.

If organizations are interested in using the optional IPFS extension, it
is recommended that they host several nodes that periodically request
the data to increase the decentralization and improve the replication.
Services like the Filecoin network [26] could also be used to store the
data but that would require additional monetary costs.

4.4.4 Verification

Once the blockchain extension has successfully finished executing, the
following actions have been performed:

- The information about the execution of the workflow has been
posted to the IPFS network. This action - as mentioned before -
is optional

- The root of the constructed merkle tree, the timestamp, the name
of the workflow and the IPFS hash (optional) has been posted to
the blockchain via a transaction and stored as a log event

- The necessary data to track the lineage of transactions and to ver-
ify the synchronization has been stored in a relational database

Since only the root of the merkle tree is sent to the blockchain, a method
for verifying that each element of the workflow execution was used in
the construction of the merkle tree was needed. As discussed in section
4.4.1, a receipt for each element is generated during the construction of
the merkle tree. This was inspired by the Chainpoint [40] were receipts
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are generated for individual transactions.

The receipt consists of the hash of the element and an array containing
the steps needed to reconstruct the root of the merkle tree. An example
of a receipt can be seen in figure 4.8 below.

Figure 4.8: An example of a proof for a data element

The receipt contains an array of elements that consist of a hash and
a left or right expression that indicate how to construct the merkle
root. To construct the merkle root, the first element of the proof ar-
ray is taken and concatenated with the hash of the corresponding ele-
ment. The left/right expression indicate on what side the proof element
should be concatenated to. Then the resulting value is hashed. The
next element of the proof array is then concatenated to the resulting
hash in the first step in the same fashion and this is repeated until the
whole proof array has been iterated. The final hash should result in
the merkle root of the tree. By using this method, each element that
was used in the construction of the merkle tree can be verified easily.

In the relational database, two tables are created. The first table repre-
sents the lineage of the transactions and was presented in section 4.4.3.
The other table represents the receipts for each data item that was used
in the synchronization. The layout of the receipt table can be seen in
figure 4.9.
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Figure 4.9: Relational database table for the data receipts/proof

4.4.5 Architecture

This system was designed with modularity in mind. The extension
should not affect the performance of the existing system in any way.
The implemented modules perform different functionalities and com-
municate with different systems. The following modules were imple-
mented:

- Ethereum interface : The module responsible for interacting with
the Ethereum blockchain. Exposes functions to send transactions
and confirm that the transaction has been validated

- IPFS interface : The module responsible for interacting with the
IPFS.

- Relational database interface : The module that is responsible for
storing the necessary data that needs to be stored either on the
blockchain or IPFS. This includes data like the transaction hashes
- and their lineage - and the IPFS hashes.

- Blockchain provenance : The module that connects all the previ-
ous modules together and is responsible for calling them in the
correct order.

- Graph database interface : This module was implemented by Tharidu
Fernando [17] and was used to extract the provenance data from
the graph database. It was slightly modified to include the im-
plementation of the tasks in the vertices.

An overview of the architecture of the extension can be seen in figure
4.10 below.
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Figure 4.10: An overview of the architecture of the extension

The sequence diagram depicted in figure 4.11 shows the flow of the ex-
tension and how the different modules communicate with each other.
The sequence diagram starts after the data that is supposed to be sent
to the blockchain has been preprocessed and is ready to be synchro-
nized.

Figure 4.11: A sequence diagram of the system after preprocessing

If the confirmation from Ethereum returns a Fail status, that means that
the data was not stored on the blockchain. If that is the case, the nec-
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essary off-chain data that was supposed to be stored in the relational
database will not be stored. The data that was sent to the IPFS network
stays however stored since it is not possible to delete data from IPFS
at this stage if another node has stored the data. But the IPFS hash will
not be stored off-chain so it will be impossible to know what the hash
is to view the data. If it so happens that someone stumbles upon the
directory by accident, the data is encrypted so it cannot be viewed by
unauthorized users who do not have the necessary key to decrypt the
data.



Chapter 5

An example execution

To demonstrate the blockchain extension, it is best to see how an ex-
ample execution will be synchronized. To do this, a similar workflow
that was presented in WorkflowDSL : Scalable Workflow Execution with
Provenance [17] was used in this project. The workflow can be seen in
figure.

Figure 5.1: The example workflow

The workflow was executed three times to demonstrate the lineage
that is being tracked locally. Once the execution of the workflow has
finished and the provenance data has been stored, the provenance data
is extracted from the graph database and preprocessed. The corre-
sponding receipts for each data item that was used in the construction

51
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of the merkle tree is subsequently generated. The hashed graph, the
workflow definition in the YesWorkflow format and the workflow name
are then posted and stored through logs on the blockchain. In figure
5.2, the lineage of the workflow stored in a relational database can be
seen. The first execution did not find any previous transactions for the
same workflow, so the previousTransaction column was populated with
"First trial". The second and third execution found the existing trans-
action and stored its hash as the previous transaction. The first two
executions had the exact same parameters, the same structure and the
same implementation of tasks and therefore had the same IPFS hash
and merkle root. One task in the third trial - however - was modified
slightly and therefore does not contain the same IPFS hash and merkle
root.

Figure 5.2: The lineage of the workflow stored in a relational database

The proofs for each item are also stored in a relational database as can
be seen from figure 5.3. Proofs for the workflow name, the workflow
definition and the graph are generated and stored. Since both execu-
tion were identical, the proofs and the element hashes are also identi-
cal.

Figure 5.3: The proofs for each transaction stored in a relational
database

The details of the second execution - which transaction hash is 0x0fba-
38dc6ce329bcd6050a0c7c4e3758df60ed383d68c839ad97ec1a81****** - can be
examined at Etherscan 1. Figure 5.4 shows the information about the
second transaction.

1http://etherscan.io

http://etherscan.io
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Figure 5.4: Information about a transaction from Etherscan

Finally, the data that is stored on IPFS is depicted in figure 5.5.

Figure 5.5: The data stored on IPFS

As can be seen, all the vertices along with the workflow definition are
stored on the IPFS network. The contents of the files - as previously
mentioned - are cryptohraphically hashed. If some individual task
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would be modified in the next trial, the hashes that are sent to the
IPFS would not be the same. This makes it easy to identify where the
trials differ.



Chapter 6

Evaluation

In this chapter, the contribution of this thesis will be evaluated. In sec-
tion 6.1 the evaluations of the blockchain extension will be presented.
The methods used in the evaluation will be both quantitative and qual-
itative. In section 6.3 the solution will be compared with respect to the
21 CFR Part 11 regulations imposed by the FDA and in what way the
solution could help to fulfill the requirements of the regulations.

6.1 Blockchain extension

In order to evaluate the extension implemented in this thesis, several
experiments were performed in order to test its performance. In sec-
tion 6.1.1, the setup that was used in the experiments will be outlined.
In section 6.1.2, the experiments regarding the effect that the extension
had on the execution time of the workflow will be presented. In section
6.2, the effect the size of the graph has on the blockchain extension will
evaluated. Finally, in section 6.2.1, the actual monetary cost of posting
the data to the blockchain will be measured.

6.1.1 Experimental setup

One machine was used as the test-bed for the experiments with a 2,2
GHz Intel Core i7 processor and 16 GB 1600 MHz DDR3 memory.
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6.1.2 Execution time

To begin with, it was decided to measure what the execution time
of the extension was. In order to measure just the execution time
of the extension implemented in this thesis, the measurement was
started from where the system had finished executing the workflow
and stored the provenance data. With the intention to analyze how
much time each part of the extension took to finish, checkpoints were
established along the execution where - at each checkpoint - a times-
tamp was recorded. The checkpoints were set at the following actions
in the execution. The name used to reference the checkpoints later on
are written inside the brackets:

1. The data that was being sent to the blockchain had been prepro-
cessed [PREPROCESSED]

2. The data had been sent to the IPFS [IPFS]

3. The transaction containing the data had been sent to the Ethereum
blockchain [ETH_SENT]

4. The transaction had been validated into a block [ETH_CONFIRMED]

5. The necessary off-chain data had been stored in a relational database
[DB_STORED]

The experiments were done for workflows of several sizes. This was
done in order to measure how much the size of the workflow affected
the execution time. The workflows that were used varied in the amount
of vertices, since the amount of data that has to be preprocessed and
sent to the IPFS depends on how many vertices - or tasks - are in the
workflow.

It was decided to measure four different workflows that had 5, 10, 20
and 40 vertices respectively. Additionally, the workflow that was pre-
sented in chapter 5 was also measured, which contained 15 vertices.
In order to get a better estimate of the execution time, four executions
were performed for each individual workflow.

In figure 6.1, the measured execution time is depicted. Columns 2-6 in-
dicate the checkpoints in the execution. The rows represent the differ-
ent workflows where the number of vertices are displayed in the first
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column. The total execution time is finally presented in the last col-
umn. The experiment measured 20 transactions, four for each number
of vertices. The numbers in the table represent the average execution
time for each workflow.

Figure 6.1: Table that shows execution time of tasks in seconds

As can be seen, the size of the workflow primarily affect the prepro-
cessing of the data. The time it takes to preprocess the data - depend-
ing on the amount of vertices - is depicted in figure 6.2

Figure 6.2: Preprocessing execution time vs. amount of vertices

The preprocessing time grows almost linearly with the amount of ver-
tices. This was expected since every vertex contains roughly the same
amount of data, unless the implementation of individual tasks vary
highly in amount of code.
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As was expected, waiting for the blockchain confirmation and sending
the data to IPFS had the largest effect on the execution time. Addition-
ally, the execution time of the IPFS functionality was not affected by
the number of vertices, which came as a surprise, since as the graph
gets bigger, the size of the data that is posted to IPFS grows. In the
author’s opinion, the reason behind this is that the amount of data
sent to the IPFS in the extension is not significant enough. The most
substantial part of the IPFS module is storing the data on the network
and getting the response back. As with the blockchain confirmation,
the congestion of the IPFS network plays a big part in this, which out-
weighs the amount of data that is posted, since the data is minimal.

Beforehand, it was expected that the wait for the Ethereum confirma-
tion would take the largest amount of time. This turned out to be cor-
rect. The following statistics describe the confirmation time from 20
measured transactions:

- Average confirmation time : 34.86 seconds

- Median confirmation time : 31.65 seconds

- Standard deviation : 13.89

- Variance 193.10

The reason why the confirmation time varies so much is because the
waiting time for a transaction to be included in a block depends on
the congestion of the network when the transaction is sent. The con-
firmation time also depends on the gas price that is specified in the
transaction. The gas price used in experiments was the current aver-
age gas price at the time when each transaction was sent. This gas
price was determined by the gas price used in the latest block in the
blockchain. This was done in order to leverage both the execution time
and the total cost of the transaction. However, higher gas price would
mean that miners would have a higher incentive to include the trans-
action in their block. Specifying a higher gas price would mean that
the confirmation time would decrease, but on the other hand it would
increase the actual monetary cost of each transaction. Therefore it was
decided to use the current average gas price.

Although the transaction has been included in a block X, it depends on
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the developer/organization to decide on how many blocks have been
validated after block X, to be sure that the transaction will stay stored
in the blockchain. This is due to the fact that other branches could
emerge in the blockchain. If another branch surpasses the branch that
the transaction was included in, the transaction would be invalid. Ac-
cording to Gervais et al. [18], given an adversary with 30% of the total
mining power, Ethereum needs at least 37 block confirmations in or-
der to match Bitcoin’s security with 6 block confirmations. In general
though, 12 confirmations are considered to be safe.

6.2 Worfklow size

Workflows generated by WorkflowDSL can be of various sizes. The
size of the workflow depends on the tasks and the dependencies be-
tween them. The tasks and dependencies are represented as vertices
and edges respectively. In this section, the experiments that measured
what effect the size of the graph had will be presented.

Since the content that is posted to the blockchain contains only the
root of the constructed merkle tree, a timestamp, the name of the work-
flow and the IPFS hash (optional), the size of the graph does not affect
the amount of data that is posted to the blockchain. Neither does the
size of the graph affect how much data is stored locally since what is
stored locally depends on what is submitted to the blockchain. No
matter how big the workflow is, there is a constant amount of data
that is stored through logs on the Ethereum blockchain and the local
relational database. What it does affect however, is how long the pre-
processing of the data takes - which was discussed in the previous
section - and the amount of data that is stored on IPFS. For each vertex
in the graph, a file is submitted to the IPFS. These files will all have
the same size since the contents of the files are encrypted. Each file
that is submitted to the IPFS is 72 bytes. Therefore, for each vertex that
is added to the workflow, additional 72 bytes will be stored on IPFS.
Hence, the amount of data that is submitted to the IPFS in bytes is:

ipfsBytes = 72N + 72 (6.1)

where N is the amount of tasks in the workflow. The additional 72 in
equation 6.1 is the workflow definition in the YesWorkflow format, since
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that is also submitted to the IPFS. As mentioned in section 4.4.3, data
that is posted to IPFS will not automatically be replicated across peers
on the network. Peers will have to request the data in order to store
it. Is is therefore up to the organization - or individual - to determine
how many peers they want to replicate the data on.

6.2.1 Monetary cost evaluation

One of the drawbacks of utilizing the power of the blockchain tech-
nology is that sending transactions costs actual money. Additionally,
the value of cryptocurrencies are extremely volatile [21] and therefore
it makes predicting the cost of a system - such has been implemented
in this thesis - very hard to do. It was thus imperative to try and min-
imize the computations on the blockchain itself to try to decrease the
monetary cost of executing the blockchain extension.

As previously mentioned in section 4.4.2, it was decided to store the
data in the transactions logs. Storing the data in the transaction logs
reduces the amount of gas that is exhausted during the transaction and
therefore reduces the amount of digital currency that has to be paid. To
measure how much money is saved using this method, the amount of
gas spent was compared to how much other implementations would
cost. Both implementations can be seen in Appendix A.

Precaution must be taken into account with the monetary value that
was calculated, since the final prices were calculated with the value
of ether at the time of writing, and since the cryptocurrency market is
very volatile, the cost might be different at a later time.

To begin with, 21.000 gas is the base cost for all transactions in the
Ethereum network. That means if a transaction does not interact with
a smart contract but rather just transfers funds, the cost will be 21.000
gas. What is of interest is the interaction with the smart contract where
the data storage takes place. Additionally - in both versions of the
smart contract - the functionality of allowing only authenticated users
to interact with the smart contract was implemented.

1. First implementation : At the beginning of the project, the smart
contract that was being used contained variables that would store the
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data sent to it. The variables that were sent to it were: (1) Three pa-
rameters of type bytes32, (2) two variables of type uint8 and one vari-
able if type uint. When counted together, these variables accumulated
to 132 bytes. As stated in the Ethereum yellow paper [43], it costs
20.000 gas to store 32 bytes of data in a contract storage, where the
value is changed from zero value to a non-zero value. In any other
case though, the cost is 5000 gas. Since most of the transaction will be
changing a variable from a non-zero value to a non-zero value, we can
estimate our gas consumption to be 5000 gas for 32 bytes. Addition-
ally, the contract would have to be able to store multiple executions of
the workflow. Therefore a mapping was needed to be able to extract a
specific workflow with a given key.

2. Final implementation : Instead of storing the data through a contract
storage, it was decided it was more efficient to store the data through
the logs that are stored with each transaction. This decision was made
since the data that is being stored is of historical nature and there-
fore does not need to be manipulated by the smart contract. As in the
first implementation, there are a total of six parameters that are sent to
the smart contract that accumulate to 132 bytes. When storing data
through logs in Ethereum, the cost of storage is 8 gas per byte.

To compare the implementations in cost, transactions were made to
both contracts. The first implementation - the contract storage version
- consumed 133.461 gas. The second implementation however - the log
storage version - consumed only 30.737 gas. To calculate how much ac-
tual money these transactions translate to, the transaction calculator at
ETH gas station 1 was used. The gas price was set to 4 Gwei, which
was the average gas price according to the ETH gas station at the time
of writing. Using that gas price, the transactions cost:

- Contract storage : 133.461 gas * 4 Gwei = $0.27651

- Log storage : 30.737 * 4 Gwei = $0.06366

Using the log storage therefore saves $0.21285 in each transaction. This
highlights the importance for developers to be careful when imple-
menting smart contracts.

1https://ethgasstation.info/

https://ethgasstation.info/
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But how does this cost compare to other types of storage, such as cloud
storage? In terms of price, cloud services offer much cheaper storage.
For example Dropbox 2 offers 1 TB (1 trillion bytes) of storage for $9.99
a month. Storing a byte through the log storage at Ethereum costs 8
gas which translates to $0.000025 according to ETH Gas Station 3 given
the average price of 4 Gwei at the time of writing. Therefore, storing 1
TB through the log storage would translate to:

1 ∗ 1012 ∗ 0.000025 = $25.000.000 (6.2)

The difference is astronomical. However, the use case in this thesis
must be taken into consideration. Each transaction with the proposed
solution in this thesis stores 132 bytes. To store a total of 1 TB through
the log storage would therefore require 7.5 billion transactions. Given
these excessive numbers, the cost must therefore be evaluated differ-
ently.

Although the cost of using the blockchain might exceed the cost of
cloud storage, the blockchain offers features that might outweigh the
monetary cost for organizations - or individuals - in some cases. Using
a third party storage means that organizations have to trust the third
parties to keep their data safe. Using the blockchain however elimi-
nates that dependency and instead relies on the decentralized storage
where the data is replicated across thousands of nodes.

In the end, it is up to each organization to decide whether the blockchain
technology is an option that fits their needs and if the benefits of using
it as a storage outweighs its cons.

6.3 21 CFR Part 11 requirements

As stated multiple times before, one of the motivations behind imple-
menting the blockchain extension to the existing SCCH system was to
examine how it could help fulfilling the requirements of the 21 CFR
Part 11 regulations imposed by the FDA. In this section, the extension
will be evaluated with the respect to the regulations and conclusions
made about how much they help fulfilling the requirements.

2http://www.dropbox.com
3https://ethgasstation.info/

http://www.dropbox.com
https://ethgasstation.info/
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1. Is the proof that electronic records and signatures comply with
Part 11 accessibly by the FDA and ready for inspection? This de-
pends on how available the data from the provenance database is.
The data posted to the blockchain and optionally IPFS are publicly
available and can be viewed if provided with the appropriate crypto-
graphic key. However - as things stand - the data from the provenance
database is not publicly available and would need to be posted on a
database that can be accessed by authorized third parties, such as the
FDA.

2. Does the extension ensure that electronic records generated from
the system contain complete and accurate data and in a language
readable by humans? This extension does not post data to the blockchain
in a human readable data. The data that is posted to the blockchain
contains hashes to verify the integrity of the data that is stored off-
chain. The data that is optionally posted to IPFS does not contain hu-
man readable data unless unless the actor trying to read the data has
the appropriate cryptographic key to decrypt the data. Due to the sen-
sitive information provenance data can contain, the data on IPFS has
to be encrypted since the data is publicly available. The provenance
data generated by the system that is stored in the provenance database
however is in human readable format.

3. Are the electronic records safe and readily available while their
storage is required? This is very related to question 1. Regarding
whether the data is safe, the blockchain provides high tamper-resistance
which guarantees that once the data has been validated on the blockchain
it will not be tampered with and thus can be regarded as safe. The
data on the IPFS can be stated as safe as long as there are nodes who
are willing to host the data. The provenance database however is not
publicly available as stated before.

4. Is an audit trail kept for electronic records and automatically gen-
erated? Provenance data about the execution of the workflow had
already been implemented before this project began. During the ex-
ecution of a workflow, the provenance data is captured and stored in
a local graph database.
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5. Is history of an electronic record the same although the electronic
record itself is altered? In this case, yes. Although the workflow that
WorkflowDSL generates goes through changes, information about past
executions of it are stored in the provenance database and the pro-
cessed data has been posted to the blockchain, where it will stay un-
altered due to the tamper-resistance that the blockchain technology
provides.

6. Are only authorized users allowed to access the system that con-
tain the electronic records? Depends on how access to the system is de-
fine. The data posted to the blockchain and IPFS is publicly available.
However,it cannot be viewed unless provided with the appropriate
cryptographic key to decrypt the data. The project from SCCH on the
other hand can only be accessed by authorized users.

To summarize, in the author’s opinion, the proposed extension does
offer features that aid in fulfilling the requirements of the regulations.
However, due to the complexity of the regulations and the provenance
database not being publicly available, it does not comply with the reg-
ulations.



Chapter 7

Conclusion

The main goal of this thesis was to implement an extension to an ex-
isting system from SCCH. The inherited system generates a template
code to execute a workflow based on a workflow definition written in
a DSL called WorkflowDSL. The extension was supposed to utilize the
power of the blockchain technology to synchronize the execution of
the workflow with its results while trying to limit the drawbacks of the
blockchain in terms of price and scalability. In the author’s opinion,
the extension does accomplish the goal of synchronizing the prove-
nance data with the workflow by using the Ethereum blockchain as
storage. The data stored in the blockchain can be used to verify that
the provenance data and the results have not been tampered with by
comparing them with the data that is stored on the blockchain.

Using the proposed solution, there is a constant monetary cost re-
gardless of how the workflow is defined. By storing the data in the
event storage instead of contract storage, considerable amount of gas
is saved, which translates into reduced monetary costs. Additionally,
by constructing a merkle tree out of the data - inspired by Chain-
point [40] - less data is stored which again translates into reduced
monetary costs. To be able to compare further how the executions
of individual workflows evolve over time, InterPlanetary File System
(IPFS) was used. With IPFS, it was possible to compare different execu-
tions and analyze how they differ. This offered the option to discover
which tasks of the workflow had changed between trials or if addi-
tional tasks had been added to the workflow. To synchronize the IPFS
hash with the provenance data and the workflow, the hash was sent to
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the Ethereum blockchain along with the preprocessed data. Addition-
ally, the preprocessing execution time grew linearly with the amount
of tasks that were in a workflow.

Another goal of the project was to analyze the extension with respect
to the 21 CFR Part 11 regulations imposed by the FDA. The evalua-
tions showed that although the extension provides some features that
assist with fulfilling the requirements set by the regulations, it does not
comply with 21 CFR Part 11 completely due to the complexity of the
regulations. To fully comply the regulations, access to the provenance
database would need to be reconsidered so that third parties - such
as the FDA - could access it. Finally, the system would need to incor-
porate electronic signatures to the data if the system wants to comply
with the part of the regulations that relate to open systems.

7.1 Future Work

In this project, the extension to the SCCH system was only imple-
mented for the Python language since the provenance capture was
only available for that target language. Therefore, if the provenance
capture will be implemented for the R language, obvious future work
could include implementing this extension for the R language.

In this section, ideas for possible future work regarding this subject
will be presented. In the author’s opinion, there are various elements
regarding this project that could be improved upon and be of focus in
future research.

First of all is how the graph from the provenance database is retrieved
and stored. As it was done in this project - that is gathering all the
provenance data from the graph and hashing it into a single value -
is enough to detect if any vertex or edge has been tampered with. A
more practical way would be to hash to graph in such a way that the
graph could be reconstructed from the hash itself to discover in what
particular vertex or edge was tampered with. Such methods have been
proposed such as the methods introduced in the paper On Hashing
Graphs [24] by Kundu et al.
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Furthermore, an obvious option to explore further would be to try
and use other blockchain platforms beside Ethereum, such as the Hy-
perledger Fabric. Hyperledger Fabric provides a modular architecture
and is aimed at businesses who want to incorporate the blockchain
technology into their products. It could be interesting to look whether
implementing the extension with other blockchain platforms would
improve the extension in regards to monetary cost and execution time.
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[42] Marko Vukolić. “Rethinking permissioned blockchains”. In: Pro-
ceedings of the ACM Workshop on Blockchain, Cryptocurrencies and
Contracts. ACM. 2017, pp. 3–7.

[43] Gavin Wood. Ethereum: A secure decentralised generalised transac-
tion ledger. Ethereum Project Yellow Paper 151 (2014). 2014.

[44] Xiao Liang Yu123, Xiwei Xu14, and Bin Liu14. “EthDrive: A Peer-
to-Peer Data Storage with Provenance”. In: (2017).



Appendix A

Code

First implementation of the Workflow smart contract
1 pragma solidity ^0.4.2;
2
3 contract Workflow {
4
5 struct ProofStruct {
6 bytes32 projectID;
7 bytes32 merkleRoot;
8 bytes32 ipfs;
9 uint8 hashFunction;

10 uint8 size;
11 uint timestamp;
12 }
13
14 // Variables
15 mapping(uint => ProofStruct) proofs;
16 mapping(address => bool) public authenticatedUsers;
17
18 //Modifiers
19 modifier onlyAuthenticated {
20 require(authenticatedUsers[msg.sender] == true);
21 _;
22 }
23
24 // Public functions
25 function synchronizeWorkflow(bytes32 indexed _projectID,

bytes32 _merkleRoot, bytes32 _ipfs, uint8 _hashFunction,
uint8 _size, uint _timestamp) public onlyAuthenticated

{
26 // Assign the new provenance
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27 proofs[timestamp] = ProofStruct(_projectID, _merkleRoot,
_ipfs, _hashFunction, _size, _timestamp);

28 }
29
30 function getMerkleRoot(uint timestamp) public

onlyAuthenticated constant returns (bytes32) {
31 return proofs[timestamp].merkleRoot;
32 }
33
34 function getProjectID(uint timestamp) public

onlyAuthenticated constant returns (bytes32) {
35 return proofs[timestamp].projectID;
36 }
37
38 function getTimestamp(uint timestamp) public

onlyAuthenticated constant returns (uint) {
39 return proofs[timestamp].timestamp;
40 }
41
42 function getIPFS(uint timestamp) public onlyAuthenticated

constant return (bytes32, uint8, uint8) {
43 return (proofs[timestamp].ipfs, proofs[timestamp].

hashFunction, proofs[timestamp].size)
44 }
45
46 // Functions to add or remove authentication to users
47 function addUser(address user) public onlyAuthenticated {
48 authenticatedUsers[user] = true;
49 }
50
51 function removeUser(address user) public onlyAuthenticated

{
52 authenticatedUsers[user] = false;
53 }
54 }

Final implementation of the Workflow smart contract
1 pragma solidity ^0.4.2;
2
3 contract Workflow {
4
5 // Variables
6 mapping(address => bool) public authenticatedUsers;
7
8 //Modifiers
9 modifier onlyAuthenticated {

10 require(authenticatedUsers[msg.sender] == true);
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11 _;
12 }
13
14 // Events
15 event ProofChanged(bytes32 indexed _projectID, bytes32

_merkleRoot, bytes32 _ipfs, uint8 _hashFunction, uint8
_size, uint _timestamp);

16
17 //Constructor
18 constructor() public {
19 authenticatedUsers[msg.sender] = true;
20 }
21
22 // Public functions
23 function synchronizeWorkflow(bytes32 _projectID, bytes32

_merkleRoot, bytes32 _ipfsHash,
24 uint8 _hashFunction, uint8

_size, uint _timestamp)
public onlyAuthenticated {

25 // Trigger the event and return true
26 emit ProofChanged(_projectID, _merkleRoot, _ipfsHash,

_hashFunction, _size, _timestamp, msg.sender);
27 }
28
29 // Functions to add or remove authentication to users
30 function addUser(address user) public onlyAuthenticated {
31 authenticatedUsers[user] = true;
32 }
33
34 function removeUser(address user) public onlyAuthenticated

{
35 authenticatedUsers[user] = false;
36 }
37 }
38 }
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