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Abstract

In second-hand e-commerce, categorization of new products is typically done
by the seller. Automating this process makes it easier to upload ads and could
lower the number of incorrectly categorized ads. Automatic ad categorization
also makes it possible for a second-hand e-commerce platform to use a more
detailed category system, which could make the shopping experience better for
potential buyers. Product ad categorization is typically addressed as a text
classification problem as most metadata associated with products are textual.
By including image information, i.e. using a multimodal approach, better per-
formance can however be expected. The work done in this thesis evaluates
di↵erent multimodal deep learning models for the task of ad categorization on
data from Blocket.se. We examine late fusion models, where the modalities are
combined at decision level, and early fusion models, where the modalities are
combined at feature level. We also introduce our own approach Text Based Vi-
sual Attention (TBVA), which extends the image CNN Inception v3 [1] with an
attention mechanism to incorporate textual information. For all models evalu-
ated, the text classifier fastText [2] is used to process text data and the Inception
v3 network to process image data. Our results show that the late fusion mod-
els perform best in our setting. We conclude that these models generally learn
which of the baseline models to ’trust’, while early fusion and the TBVA models
learn more abstract concepts. As future work, we would like to examine how
the TBVA models perform on other tasks, such as ad similarity.



Sammanfattning

Produkter som läggs ut p̊a marknadsplatser, s̊asom Blocket.se, kategoriseras
oftast av säljaren själv. Att automatisera processen för kategorisering gör det
därför b̊ade enklare och snabbare att lägga upp annonser och kan minska an-
talet produkter med felaktig kategori. Automatisk kategorisering gör det ocks̊a
möjligt för marknadsplatsen att använda ett mer detaljerat kategorisystem, vil-
ket skulle kunna e↵ektivisera sökandet efter produkter för potentiella köpare.
Produktkategorisering adresseras ofta som ett klassificeringsproblem för text,
eftersom den största delen av produktinformationen finns i skriftlig form. Ge-
nom att ocks̊a inkludera produktbilder kan vi dock förvänta oss bättre resultat.
I den här uppsatsen evalueras olika metoder för att använda b̊ade bild och text
för annonsklassificering av data fr̊an blocket.se. I synnerhet undersöks late fu-
sion modeller, där informationen fr̊an modaliteterna kombineras i samband med
klassificeringen, samt early fusion modeller, där modaliteterna istället kombine-
ras p̊a en abstrakt niv̊a innan klassificeringen. Vi introduserar ocks̊a v̊ar egen
model Text Based Visual Attention (TBVA), en utvidgning av bildklassificera-
ren Inception v3 [1], som använder en attention mekanism för att inkorporera
textinformation. För alla modeller som beskrivs i denna uppsats används text-
klassificeraren fastText [2] för att processa text och bildklassificeraren Inception
v3 för att processa bild. V̊ara resultat visar att late fusion modeller presterar
bäst med v̊ar data. I slutsatsen konstateras att late fusion modellerna lär sig
vilka fall den ska ’lita’ p̊a text eller bild informationen, där early fusion och
TBVA modellerna istället lär sig mer abstrakta koncept. Som framtida arbete
tror vi det skulle vara av värde att undersöka hur TBVA modellerna presterar
p̊a andra uppgifter, s̊asom att bedöma likheter mellan annonser.
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Chapter 1

Introduction

This chapter gives an introduction on the work done in this thesis. Section 1.1
describes the problem and motivates why it is interesting from both a technical
and practical point of view. Section 1.2 states the problem formulation, aim
and objective, contributions, limitations and the ethical aspects of this thesis.
Finally, the outline of the remaining thesis is given.

1.1 Background

Product tagging and categorization is an extensively studied problem in e-
commerce. Well structured product catalogs make it easier for a potential buyer
to find a certain product and make browsing among products more e�cient and
inspiring. In modern e-commerce sites, categorization of products is typically
done manually by an editor, which can become costly with a high amount of
new products uploaded daily. Machine learning solutions that automate the cat-
egorization process are therefore appealing as a mean to reduce economic costs
and processing time of new products. In second-hand e-commerce platforms,
automatic categorization of products is perhaps even more appealing. In this
domain, the categorization of new ads is typically done by the person uploading
the ad, i.e. the seller who is a regular person with something to sell. This leads
to two major issues: misclassification of ads and complexity limitations in the
category system.

Uploading an ad to a second-hand e-commerce platform should be fast and
easy for the seller. Without automatic ad categorization, this implies a gras-
pable category system where the correct category for a product is easily found.
Such a category system can be hard to construct and comes at the cost of a
less fine-grained catalog, which could make browsing and searching for products
harder for the buyer. The complexity of the category tree can therefore be seen
as a trade-o↵ between ease of uploading and searching/browsing for ads. A more
complex tree leads to a worse experience for the seller and a higher misclassifica-
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CHAPTER 1. INTRODUCTION 6

tion rate but could benefit potential buyers in finding relevant products. With
automatic ad classification it is however possible to use a fine grained category
tree without sacrificing user experience for the seller while keeping the misclas-
sification rate of ads low.

The problem of automatically classifying product ads is typically addressed
as a text classification problem, as most data associated with the products are
represented by textual features [3]. By incorporating the information encoded
in product images, it is reasonable to expect better results than from using text
alone. This has been shown in the work by Zahavy et al. [4] where a mul-
timodal network using image and text is used to classify ads from Walmart1.
Combining data from di↵erent modalities has also been shown to increase per-
formance in other disciplines, including visual question answering (VQA)[5],
image captioning [6] and sentiment analysis [7], [8]. Most unification techniques
for multimodal learning are partitioned between late fusion techniques and early
fusion techniques. An overview of these techniques is illustrated in figure 1.1.
In late fusion, or decision level fusion, information from the modalities is com-
bined at decision level. A common setup for this is to use separate classifiers
for each modality and combine the output probabilities from these networks by
a policy2. In early fusion, the modalities are instead unified at feature level.
The modalities are here typically also processed by separate models, where each
model produces a vector representation for its modality. A common setup is
to use neural network classifiers as models for each modality, e.g. a CNN for
image and a RNN for text, and use the output from a certain layer as the vector
representations for each modality. These abstract representations are then fused
together, e.g. by concatenation, and put though a multimodal network to pro-
duce predictions. The multimodal network usually consists of fully connected
layer followed by a softmax layer.

While late and early fusion approaches often show good results, these approaches
present a number of challenges. In late fusion, the discriminative power of the
classifiers usually vary, which can make the policy rule hard to find. In early fu-
sion, learning a joint representation is non-trivial as modalities encode di↵erent
information at di↵erent stages in their respective processing pipeline and typi-
cally have di↵erent dimensionality. Both approaches also rely heavily on finding
good baseline models, i.e. the models used for each modality before unification.
Furthermore, recent evidence in neuroscience suggests that words set visual pri-
ors which alter how visual information is processed from the very beginning
[9][10][11] . These findings suggest that the early/late fusion approaches might
be suboptimal, as the modalities here are processed independently up until a
late stage in the pipeline where they are fused.

1https://www.walmart.com/
2Policy here refers to a rule to make a prediction based on the output probabilities from

separate classifiers (for each modality), e.g. use the prediction from the network with the
highest confidence.
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Figure 1.1: Left illustration: the late fusion architecture where the modali-
ties are combined at decision level. Right illustration: the early fusion ar-
chitecture where modalities are combined at feature level. The same network
architectures for text input and image input, i.e. baselines, are used in both a)

and b).

1.2 This thesis

This work compares multi-modal deep neural network architectures for the task
of ad classification with data from the Swedish second-hand e-commerce plat-
form Blocket.se. Each ad describes a product and contains an image, a descrip-
tion and a title along with the corresponding category for the product. Two
examples of ads are shown in figure 1.2. The Inception v3 model [1] is used as
a baseline for the images and the fastText model [2] is used as a text baseline.
The performance of di↵erent multimodal techniques is compared to these base-
lines in order to examine what can be gained from combining image and text
information for the problem of ad classification in second-hand e-commerce. In
particular, we examine late fusion models with di↵erent policies to combine the
predictions from the baseline classifiers along with early fusion models, where
feature vectors extracted from the baseline models are fused to a shared repre-
sentation which is fed into a neural network, i.e. a multimodal network. We also
describe and evaluate our own approach, Text Based Visual Attention (TBVA),
which incorporates information from the text of an ad using an attention mech-
anism inserted into the Inception v3 architecture. The idea behind this model
is to use text information to guide the Inception v3 network in deciding the
relative importance of di↵erent parts and properties in the input image. Also,
the TBVA architecture incorporates text early in an image model which to some
extent be seen as setting a visual prior for the image model.
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Figure 1.2: Examples of ads from Blocket.se. The title of the ads is shown in
bold text under the image and the description in regular text under the title.
a) shows an ad containing a car, belonging to the category ’Cars’, b) shows an
ad of a wardrobe, belonging to the category ’Shelves & Storage’.

1.2.1 Problem formulation

Given an ad containing text and image, we want to be able to predict which
category the product in the ad belongs to. From a probabilistic perspective we
want to model:

P (ci|xtext,ximage)

where ci is the ith class, xtext is the text information and x

image is the image
of an ad. Class predictions are then made by computing:

argmax
i

P (ci|xtext,ximage)

1.2.2 Aim and Objective.

The aim of this thesis is to find the optimal machine learning model for mul-
timodal classification of second-hand e-commerce ads. Here, ’optimal’ refers to
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achieving the highest performance primarily in terms of top-1 accuracy on un-
seen data. We also aim to understand what the di↵erent models actually learn,
i.e. what information is incorporated from text and image.

Our objective is to identify relevant multimodal approaches from the litera-
ture, implement some of these models and test them on our data. In particular,
we examine late fusion and early fusion networks as well as our own approach
Text Based Visual Attention (TBVA). To evaluate our models, we look at the
prediction accuracy over a holdout test set. To examine what each model learns,
we look at the number of ads that are misclassified by the image and/or text
baseline while being correctly classified by a multimodal model. For the TBVA
models, we also manually examine the attention maps generated over the im-
ages.

1.2.3 Contributions

To the best of our knowledge, this is the first work examining classification
of second-hand e-commerce ads. Data in this domain di↵er from regular e-
commerce data in a few significant ways:

1. Noisy images. The images of regular e-commerce sites are usually taken
by a professional photographer in a clinical setting where the product is
centered in the image without other objects. In second-hand e-commerce,
the images are instead taken by the seller, often together with other objects
that are not for sale.

2. Noisy text. Since the seller writes the description and title of a product
on second-hand e-commerce sites, noise in the form of misspellings, bad
grammar and ’särskrivningar’ 3 are more likely to occur.

3. Inconsistent ad presentation. In regular e-commerce sites, ads in the same
group tend to follow the same blueprint for how the product is described.
This is however not the case in second-hand e-commerce, as the seller is
free to describe the ad however he/she wants.

One contribution we make is to examine how the Inception v3 model performs
on our user-created images, along with how the fastText model performs on the
noisy Swedish text. Other contributions are:

• A thorough evaluation of late and early fusion networks for ad classifi-
cation. Apart from performance in terms of accuracy, we examine the
amount of information incorporated from image and text in these mod-
els. We show that the late fusion models essentially ’chooses’ which of
the baseline models to trust when making predictions, whilst the early

3In the Swedish language, compounds are written as one word. A ’särskrivning’ is when
components of the compound are written separately, giving it a di↵erent meaning. E.g.
’sjuksyster’ means ’nurse’, while ’sjuk syster’ means ’sick sister’.
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fusion models learns to incorporate text and image information on a more
abstract level.

• We describe and evaluate our own approach TBVA for multimodal ad
classification. The results from this approach are compared to the results
obtained from using late and early fusion models. Apart from quanti-
tatively examining the information incorporated by text and image, we
also perform a qualitative analysis of this model, in which we look at the
attention maps generated over the images.

1.2.4 Delimitations

The work in this thesis is devoted to examine how text and image information
can be combined for the task of classification. We focused our e↵orts towards
examining how the modalities can be fused, rather than examining how di↵erent
text and image classifiers a↵ect the performance of our multimodal architectures.
We therefore limit the multimodal approaches described in this thesis to use only
the fastText classifier [12][2] for processing text information and the Inception
v3 network [1] to process image information. Furthermore, we limit the training
and evaluation of our models to the dataset obtained from Blocket.se, a dataset
we will not publish for privacy reasons. When we obtained this dataset, we
discarded all ads with no image also removed all images except the first for each
ad. Using only the first image in each ad was chosen to simplify our problem
slightly, where most ads on blocket.se only contain one image to begin with.
The category system of the dataset from blocket.se is hierarchical, i.e. a tree,
with parent categories as nodes and product categories as leafs. Each product
belongs to one and only one leaf category and never to a parent category. The
parent nodes to the leafs are designed to guide sellers to the right category
when uploading an ad, and buyers when browsing for ads. For example, the leaf
categories ’Jeans’ and ’Sweaters’ both belong to the parent category ’Clothes &
Shoes’. We limit ourselves to only look at the leaf categories and exclude the
information from the parent categories to these leafs. For the remainder of this
thesis, each time we refer to a category, we mean the leaf category.

1.2.5 Ethical aspects and societal impact

Shopping has become a part of the modern lifestyle. We often find ourselves
craving new products and quickly grow tired of what we already own. This
attitude is a backbone of consumer society, a society that exists at the cost
of the environment. At the same pace new products are made, used products
are thrown away even though they often are fully functional. When we buy
products on the second-hand market instead of new ones, we prevent products
from being thrown away and lower the demand on newly produced products.
We believe that empowering second-hand e-commerce websites with new tech-
nologies will make the shopping experience on these platforms easier and more
inspiring. This has the potential to shift the consumption trend more towards
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second-hand which would reduce the emissions and toxics associated with mak-
ing new products and burning old ones.

The approaches discussed and evaluated in this thesis could be similarly ap-
plied to regular e-commerce, which has the potential to increase production
even further. Nevertheless, we believe that the potential gain from automatic
categorization in that domain is marginal and that the impact in second-hand
e-commerce would be larger. We also think this is true for other techniques re-
lated to our work, like product recommendations and similarity searches among
products. In regular e-commerce, techniques for automating these processes
merely removes a few curator positions while in second-hand e-commerce, these
techniques are typically not available without automation.

1.2.6 Thesis structure

The remainder of this thesis is structured as follows: Chapter 2 presents related
works for single modality and multimodal learning in general and product ad
classification in particular. Chapter 3 gives a thorough background on the con-
cepts and techniques used throughout the thesis. Chapter 4 presents the method
of our work, starting with the dataset used followed by the models implemented
and how these are trained. The results from our experiments are presented in
chapter 5 which are then discussed in chapter 6. In chapter 7 we conclude our
findings and discuss future work.



Chapter 2

Related Work

The problem of automatically classifying ads for e-commerce sites has widely
been tackled. Many approaches rely on text as a single modality as most product
metadata is represented as textual features [3]. This approach often show good
results and yields low inference time, as processing text typically is faster than
images. By including the information encoded in the images, we can however
expect the classification performance to get even better. Section 2.1 presents
relevant work using a single modality for classification and section 2.2 presents
multimodal approaches.

2.1 Single modality classification

Pre-neural-network methods for classifying ads follow a scheme of first extract-
ing handcrafted features from the text, on which the classification is performed.
The work by Shankar et al. [13] presents such an approach where the authors
chose to use the title and the brand of each product appended together as the
text representation, excluding other features that the authors did not believe to
be relevant. A bag-of-words model was then used to represent the textual data
and the results show that a decision tree algorithm outperformed both naive
bayes and k-nearest neighbors.

An approach that require continuous human tending is the chimera network
[14], illustrated in figure 2.1. In this network, each product is passed to a
Gatekeeper which tries to classify the product using static comparisons with
the training examples by looking for exact matches with handcrafted patterns.
An example of such a pattern could be the string ’MC’ which, if found in the
title, makes the Gatekeeper classify the product as a motorcycle. If the gate-
keeper fails to find a matching training example or if the handcrafted patterns
are unmatched, the product is passed to three di↵erent modules in parallel: a
rule-based system that uses white- and black-list regular expressions on the ti-
tle of the product, an attribute and value based classifier that looks for which

12
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Figure 2.1: Illustration of the chimera network by Sun et al. [14] used to
classify products based on static comparisons along with an ensemble of machine
learning methods. Every part of the system, except the machine learning model
ensemble, needs to be set and updated through human analysis.

attributes are present in the product (e.g. if a product has an attribute called
ISBN it will be classified as a book) and finally a machine learning ensemble of
classifiers including Naive Bayes, k-nearest neighbors and perceptron classifiers.
The results from these modules are passed to a voting master which either per-
forms majority voting of weighted voting. This result is finally passed through
a filter to produce the final predictions. The machine learning classifiers are
the only part of the net that is automatically trained, the other parts needs to
be updated manually based on human analysis on the results from the network.

While encoding specific domain knowledge often works well, it requires a lot of
human tending both initially and while the models are in production. Should the
domain change, like the language or the market, so should also the static rules.
This calls for more general methods which can learn the domain without human
interference. Deep Neural Networks use generic priors instead of specific domain
knowledge [15] and has during the past decade been state-of-the-art in many
disciplines. In image classification, Convolutional Neural Networks (CNNs) are
widely considered the best architecture and has shown state-of-the-art perfor-
mance on ImageNet Large-Scale Visual Recognition Challenge (ILSVRC) [16],
[1], [17]. Also in text analysis CNNs have shown competitive results in both
document classification [18], [19], [20] and sentiment analysis [21]. Recurrent
Neural Networks (RNNs) have also been a successful approach for text analysis,
perhaps mainly for sequence to sequence learning [22], [23]. Deep learning ap-
proaches have naturally also been explored in e-commerce product classification.

The work by Jung-Woo et al. [3] presents a Deep Category Network (DeepCN)
which uses multiple RNNs and fully connected layers to predict the category
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Figure 2.2: The ACCN by Yandi et al. [24]. The left part of the model act
as an context encoder while the right part act as an attention mechanism that
depends on the encoded context and input.

of a product. Each metadata feature of an ad, i.e. item name, brand name,
high-level category, shopping mall ID, maker, and image signature, are fed to a
separate RNN where the input data is represented as one-hot-encoded vectors,
each index representing a word in a vocabulary. The outputs from these RNNs
are then concatenated to a fixed size vector. This vector is then fed into a 2-
layer neural network followed by a softmax operation to get the class predictions.

Another deep learning approach for product ad classification, proposed by Yandi
et al. [24], is to use an Attention Convolutional Neural Network (ACNN). This
model, illustrated in figure 2.2, takes an input sequence of words and characters
concatenated together as a single input sequence {v0, ..., vL}. The filters of
the convolutional layer are then convolved with a window of successive inputs
vi and produce the encoding ei of the window, e.g. e1 is the encoding of the
first window which is defined over v1. In the model, as illustrated in figure 2.2,
the left side of the model act as a context encoder and the right side act as an
attention mechanism that depends on the encoded context and input. The au-
thors found that words receiving high attention values were semantically highly
correlated with the predicted categories.

While Deep Neural Networks shows good results on text classification tasks,
these models tend to be slow to train and evaluate which limits their usage on
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very large datasets. A common and faster alternative to such networks is there-
fore linear models which operate on top of word embeddings. The fastText [2]
classifier is an example of such a model, which feeds a vector embedding of the
text to a linear classifier. This model achieves results on par with state-of-the-
art CNN and RNN models within both sentiment analysis and tag prediction
while being orders of magnitude faster to train and evaluate.

Linear models on top of word embeddings have also been examined in ad clas-
sification in e-commerce. The work by Kozareva [25] uses titles only to classify
products into multiple categories. The best reported architecture in this work
is a linear model that operates on top of the neural network embedder word2vec
[26] using the one-against-all (OAA) algorithm. The OAA algorithm reduces
the multi-classification problem into multiple binary classification tasks by it-
eratively classifying each product title for category ci and comparing it to all
other categories. The authors found, by manually inspecting the outputs of
the classifier, that predicted categories often are more specific and fine-grained
compared to those provided by humans.

2.2 Multimodal learning

Multimodal learning has a rich history in machine learning and has been used
to tackle a large variety of problems. Methods such as linear weighted fusion,
SVMs and dynamic Bayesian networks have been used commonly in the past
[27], where the recent progress in deep learning has shifted the research towards
this end. The work by Ngiam et al. [28] presents an application of di↵erent
deep networks to learn features over multiple modalities. In particular, cross
modality feature learning is demonstrated, where better features for one modal-
ity can be learned if multiple modalities are present during training. The work
by Srivastava and Salakhutdinov [29] proposes a Deep Boltzmann Machine for
training a generative model on data from multiple modalities. The authors
found the learned representations useful for classification and other tasks which
confirms that the representations are in some sense meaningful. For the task
of classification, the fused representation of the multimodal data was extracted
and fed to a separate logistic regression model for each of the labels present in
the training data.

A large amount of the work done in multimodal learning has been devoted
to learning multimodal representations of text and image. One approach of
doing this is to map the modalities into a common space. This is usually done
so that vectors close in the common space encode similar information, e.g. if
an image vector is close to a text vector, the image should represent a visual
representation of the text. This is done in the work by Weston et al. [30] for
the task of image annotation where their model, the WSABIE network, learns
to represent images i 2 Rd and annotations j 2 † = {1, . . . , Y } jointly in a low
dimensional embedding space. Here, i is a vector representation of the image
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Figure 2.3: Conceptual image from the work of Socher et al. [31] where sentences
and image are mapped into a common space. The distance between vectors in
the common space corresponds to the semantic similarity of these vectors.

x

image obtained by a bag-of-visual-terms type representation. The images are
mapped into the common space using a linear function:

�I(i) = V i : Rd ! RD

While the annotations are mapped using the lookup function:

�
W

(j) = Wj : {1, . . . , Y }! RD

Where Wj indexes the jth column of a D ⇥ Y annotation matrix. The goal
is to rank the possible annotations given an image so that the highest ranked
once best describe the semantic content of the image. For this task the following
model is defined:

fj(i) = �W (j)T�I(i) = W

T
j V i

A similar approach to the WSABIE network is described in the work by Socher
et al. [31] where a dependency tree RNN (DT-RNN) learns vector represen-
tations for sentences and image features are mapped to the same space using
a weight matrix W . In this work, the image features are extracted using a
convolutional neural network. The objective used for training is the maxmargin
function, which train pairs of correct image and sentence vectors to have high
inner products and incorrect pairs to have low inner products. Given a new sen-
tence, the model can then retrieve the most semantically similar image in the
training set, and given a new image the model finds the most similar sentence
from the training set. Both the image and text embedders are pre-trained sep-
arately and frozen during training of the weight matrix W . Apart from faster
training time, Socher et al. argue that this approach also prevents overfitting.
A conceptual overview of the this model is illustrated in figure 2.3.

A drawback of both the WSABIE network [30] and the network by Socher
et al. [31] is that the annotations and sentences retrieved given an image is
limited to the ones present during training. The work by Xu et al. [6] presents
a visual attention model, illustrated in figure 2.4, that instead of retrieving the
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closest sentence in the training set generates a new sentence given the image
query. To do this, a convolutional neural network is used as an encoder and a
LSTM network as a decoder which generates the image descriptions. Formally,
the model takes a single image ximage as input and generates a caption encoded
as a sequence of one-hot-encoded words:

caption = {y1, ...,yC},yi 2 RK

Where C is the sentence length and K is the number of words in the vocabulary.
The convolutional neural network is used to extract a set a of feature vectors
from the image:

a = {a1, ...,aL},ai 2 RD

Where each feature vector ai corresponds to a certain part of the image. These
features are extracted from a lower convolutional layer in the network to in
order to obtain a correspondence between the feature vectors and parts of the
2-D image. To get the sentence vector, an LSTM network is used. This network
generates one word at every time step t conditioned on a context vector zt, the
previous hidden state ht�1 and the previously generated words y1, ...,yt�1.
The context vector zt is here a dynamic representation of the relevant part of
the image at time t. To compute zt, an attention model fatt is used to calculate
a weight ↵i of each feature vector ai:

et,i = fatt(ai,ht�1)

↵t,i =
exp(et,i)PL
k=l exp(et,k)

After the weights are calculated, zt is computed using a function �:

zt = �({ai}, {↵t,i})

Xu et al. tested both soft and hard attention as their attention model fatt and
use di↵erent � functions for the di↵erent cases. For the soft attention model
they use:

�({ai}, {↵t,i}) =
LX

i

↵t,iai

For the hard attention, a location variable st is used to represent where the
model decides to focus when generating the t-th word. st 2 RL is then a vector
with a 1 or a 0 at each index i indicating if the corresponding i -th location in
the image is used to extract visual features. zt is here defined as:

zt =
LX

i

st,iai

To train the network with hard attention, a new objective function is defined
that is a variational lower bound of the marginal log-likelihood log p(caption|a).
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Figure 2.4: The image caption network by Xu et al. [6] that uses visual attention
to attend di↵erent parts of the image for each word generated.

2.2.1 Multimodal classification.

The DeViCE network (Deep Visual-Semantic Embedding) by Frome et al. [32]
uses text information to improve the performance of an image recognition sys-
tem. The model matched the state-of-the-art on the 1000-class ImageNet Object
Recognition Challenge and arguably made more semantically reasonable errors
than the other top models. The DeViCE network, illustrated in figure 2.5, com-
bines the skip-gram model word2vec [26] with the deep CNN by Krizhevsky et
al. [33]. These models are trained separately as an initialization for the DeViCE
network, combined and trained bottoms-up, i.e. with no frozen weights, using
the same images and labels. The embedding vectors learned by the skip-gram
model is here used to map the labels into target vector representations. The
visual model is trained to predict these vectors for each image by using a pro-
jection layer and a similarity metric. At test time, the vector representation for
the current image is produced using the visual model and the transformation
layer. This vector is then compared to the labels in the embedding space where
the closest label corresponds to the prediction for the image. The authors show
that the semantic information can be exploited to make predictions on image
labels not seen during training.

With the advance in social media networks and the large amount of multi-
modal posts, events and other content, multimodal classification in this domain
has naturally received a lot of attention. In sentiment analysis, the network
by You et. al [8] learns the joint visual-textual semantic representation through
early fusion by incorporating an attention mechanism with an LSTM unit. This
model includes an auxiliary learning task of learning the semantic embedding
between text and image, which arguably helps the attention mechanism achieve
higher e↵ectiveness. In emotion classification, the work by Doung et. al [34]
presents a multimodal classifier which used an early fusion approach which the
authors call common space fusion. This approach combines feature vectors of
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Figure 2.5: The DeViCE network by Frome at. al [32]. This model transforms
an embedding of an image to a vector space and finds the closest word vector
encoded by the skip-gram language model.

text and images using a max pooling layer combined with an auxiliary learning
task. The goal of the auxiliary learning task is to make the image and text vec-
tors i, t of the example x similar while the image vector of the same example x

and a text vector from a di↵erent class t

� be di↵erent. The similarity between
and image and a text vector is here measured by a distance metric d(i, t). This
gives the total loss function

L(x,y;⇥) = ��l⇥(x,y)�
X

j=1,g

log

✓
e�d(i,t)

e�d(i,t) + e�d(i,t�)

◆

where the g negative text samples are sampled randomly at each training step,
l⇥(x,y) is the cross entropy loss and � is a hyperparameter which weights the
main classification task.

In e-commerce ad classification, few approaches uses a multimodal approach
even though images and text are often available together. The work by Kan-
nan et al. [35] shows the potential gain from combining text and image us-
ing the classification approach called Confusion Driven Probabilistic Fusion++
(CDPF++). This approach trains image classifiers to specialize on category
pairs where the text classifier is most confused (which is determined by evalu-
ating a confusion matrix). This way, the image classifiers capture the region of
the discriminating surface that the dominant text classifier is unable to capture.
Another work demonstrating the performance improvement by incorporating
images in product classification is the work by Zahavy et al. [4], where a deep
image CNN and a text CNN are fused at decision level to make predictions.
The image model used is the VGG network by Simonyan and Zisserman [36]
and the text model used is the CNN by Kim Yoon [18]. These classifiers were
both trained separately to have as good performance as possible individually
before they were combined by a policy network. During training of this pol-
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Figure 2.6: The late fusion network by Zahavy et al. [4]. Separately trained
text and image CNNs are combined by a policy, which uses the output from the
text and image models to produce class predictions.

icy network, the weights of the text and image CNNs were frozen. The policy
network achieving the highest accuracy was a neural network with two fully con-
nected layers with the top-3 class probabilities from the image and text CNNs
concatenated together as input. This network is illustrated in figure 2.6.



Chapter 3

Background

This chapter presents the necessary background for the work done in this the-
sis. Section 3.1 describes the concepts of supervised classification within deep
learning, including the forward pass, backward pass as well as the optimization
schemes used in this work. Section 3.2 describes CNNs for image classification,
illustrates the Inception v3 architecture and describes the concept of visual at-
tention. Section 3.3 illustrates di↵erent architectures for text classification and
describes common representations for words and sentences. Hyperparameter
optimization and the Tree-structured Parzen Estimators (TPE) algorithm is
described in section 3.4, transfer learning in section 3.5 and multimodal classifi-
cation with the concepts of late fusion and early fusion are described in section
3.6. Finally, section 3.7 briefly touches upon the concept of auxiliary learning
tasks.

3.1 Supervised classification

Supervised learning is the task of inferring, or learning, a function F based on
a labeled dataset D = {(xn,yn)}n21,...,N where xn is a data object and yn

is its corresponding label. In classification, this label is the class that the data
object belongs to. If we consider an image dataset, xn could be an image of
a fish and yn could contain the label ’fish’. The function F should after the
learning stage be able to make predictions on what class any image belongs to.
Usually, F is trained to only predict one of the classes present in the training
data. For example if we had a dataset of cars and the labels were ’volvo’,
’ferrari’ and ’saab’, passing an image of a cow to F would still produce one of
the car labels. There are a lot of ways to model F including SVMs, naive bayes
and k-nearest-neighbors. Recent years have however revolved around Neural
Networks (NNs) in general and Deep Neural Networks (DNNs) in particular.
These networks typically consist of hidden units, activation functions and an
output layer which produces the class predictions. Two steps are involved in
training a neural network, the forward pass which produces predictions and a

21
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backward pass that propagates an error through the network and updates the
trainable parameters.

3.1.1 Forward pass.

Given a training example x

T = [x1, x2, . . . , xd] the network propagates this
input to the first hidden layer h1 2 RM by

h1 = W0x+ b0

where W0 2 RM⇥d is a weight matrix and b0 2 RM is a bias vector, both with
trainable variables. To get the output o1 of this hidden layer, the hidden state
vector h1 is passed to an activation function f which performs an element
wise non-linearity. A common chose of such a function is the rectified linear
unit (ReLU) which performs f(h) = max(0,h). Other choices include the
sigmoid function f(h) = 1

1+e�h or the hyperbolic tangent (tanh) function

f(h) = 1�e�2h

1+e�2h . The output from this activation function is then passed as
input to the next hidden layer h2. This is an iterative process which is repeated
until the output layer is reached. When stage occurs, the hidden state vector
hL, where L is the depth i.e. the number of hidden layers of the network,
is passed to the output layer. In classification it is common to use a softmax
layer as the output layer. This layer is identical to the other layers except that
instead of applying the non-linear function, the softmax layer instead applies a
softmax function. This function takes the hidden vector and squashes it to a
vector of values between zero and one that sum to one. The output vector from
this layer represents the probability that the input x belongs to each of the
categories present during training. To get the actual class prediction, an argmax
operation over the softmax output returns the index of the most probable class.

3.1.2 Backward pass.

After the forward pass of a training example x has been performed, we have
an output vector containing the probabilities for each class. By comparing this
vector with the true label y we get a measure of how wrong our prediction
was. This measure is usually called loss or error and a popular function for
computing this in classification is the cross entropy loss [37]. To update the
parameters from this loss function, a 2-step scheme is performed. Step 1 consists
of computing the loss L for a batch B 2 D consisting of multiple input examples
and backpropagating this error through the network and adjust the trainable
parameters ⇥ accordingly [38]. Mathematically we describe this loss as

L(B,⇥) =
X

(x,y)2B

l⇥(x,y)

where ⇥ is the parameters of the network and l⇥(x,y) is the loss for training ex-
ample x with label y. The backpropagation step here is to compute the gradient
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of the loss function with respect to the weights which in its essence is no more
than a practical application of the chain rule for derivatives [38]. The weights
of the network are then updated by an optimization scheme (see section 3.1.3)
which adjust the weights in the opposite direction of the corresponding gradi-
ent. This updating scheme is in its described version likely to be overfitting the
training data, i.e. fit the model well to the training samples but perform poorly
on unseen data. To deal with overfitting, regularization techniques are usually
added to the model. One popular technique for this is dropout, which regularizes
the network by randomly ’dropping’ units along with their connections from the
neural network during training which prevents units from co-adapting too much
[39]. A second common technique is to add a penalty term to the loss function
which punished complex parameter settings:

L(B,⇥) =
X

(x,y)2B

l⇥(x,y) + ⌦(⇥)

Here ⌦ is usually a L1 or L2 norm which forces the model towards a simpler
parameter setting that generalizes better on unseen data. A third regularization
technique is to expand the training data by distorting the existing samples. For
images, this includes rotation, skewing and translation of the images [40]. Text
data can be augmented by exchanging words for synonyms using a thesaurus
[41] or by replacing randomly picked characters by random ones [42].

3.1.3 Optimization schemes.

After we have calculated the loss or error L over a training batch

Bj = {xi,yi}, i 2 j ⇥ s, ..., j ⇥ s+ s

where s is the batch size and j is the number of previous batches, we update
the networks parameters ⇥ using an optimization scheme. Popular optimization
schemes are usually extensions of the Stochastic Gradient Decent (SGD) algo-
rithm, proposed by Robbins and Monroe [43] where SGD in its original form is
also still being used. Mathematically, SGD can be described as:

⇥t = ⇥t�1 � ↵
@L(Bj ,⇥t�1)

@⇥

where ⇥t is the network’s parameters at timestep t, @L(Bj ,⇥t�1)
@⇥ is the gradient

of the loss function with respect to the weights and ↵ is the learning rate. In-
tuitively, we can view the gradient as ’how’ we should update the weights and
the ↵ as ’how much’ the weights should be changed.

A common extension of SGD is to add momentum, introduced by Qian [44].
Momentum adds a fraction � of the update vector of the past step to the current
update vector. This accelerates SGD by lowering the oscillation in irrelevant



CHAPTER 3. BACKGROUND 24

directions and thus pushes gradients vectors in the right directions which yields
faster convergence. Mathematically we can describe SGD with momentum by:

vt = �vt�1 + ↵
@L(Bj ,⇥t�1)

@⇥

⇥t = ⇥t�1 � vt

Where vt are the gradient updates from timestep t.

Both SGD and SGD with momentum uses the same learning rate ↵ for all
parameters ⇥. The optimization scheme Adagrad introduced by Duchi et al.
[45] instead adapts the learning rate to the parameters. Infrequent parameters
get large updates while frequent parameters get small updates. Mathematically
we describe Adagrad as:

gt�1 =
@L(Bj ,⇥t�1)

@⇥

⇥t = ⇥t�1 �
↵p

Gt�1 + ✏
� gt�1

Where Gt is a diagonal matrix where each diagonal element i is the sum of
squares of the gradients w.r.t. ⇥i up to timestep t. ✏ is a term for smoothing
and avoiding division by zero and � denotes elementwise multiplication. A
possible drawback with Adagrad is that it accumulates squared gradients in its
denominator which forces the learning rate towards zero. To deal with this,
one could instead use a fixed window of accumulated squared gradients and use
a running average over these. This is done in both the AdaDelta algorithm
by Zeiler [46] and the RMSProp algorithm by Hinton [47]. We describe the
RMSProp algorithm formally by:

E[g2]t = �E[g2]t�1 + (1� �)g2
t

⇥t+1 = ⇥t �
↵p

E[g2]t + ✏
� gt

Where E[g2]t defines the running average of squared gradients at time t and �
is a decay parameter. An algorithm that combines the running average of past
squared gradients with a momentum like mechanism is the Adaptive Moment
Estimation (Adam) algorithm introduced by Kingma and Ba [48]. Adam first
computes:

mt = �1mt�1 + (1� �1)gt

vt = �2vt�1 + (1� �2)g
2
t

where mt is the first moment, i.e. the mean of the gradients gt, and vt is the
second moment, i.e. the uncentered variance of the gradients. The next step is
to compute:

m̂t =
mt

1� �t
1
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v̂t =
vt

1� �t
2

And finally we get the Adam update rule:

⇥t+1 = ⇥t �
↵p

v̂t + ✏
� m̂t

3.1.4 Dataset split.

When training neural network models in a supervised setting we ideally have a
labeled dataset D = {(xn,yn)}n21,...,N where xn is a data object and yn is
its corresponding label. This dataset is usually split into 3 mutually exclusive
subsets: a training set, a validation set and a test set. The training set is the data
used for training the model, i.e. the data that we use in the backpropagation
scheme to update the weights of the network. The validation set is used for
evaluating di↵erent hyperparameter settings (see section 3.4) of the same model
and is commonly used for measuring when to stop the training. This means
that the validation set is used to choose the non-learnable parameters, like
the learning rate and number of hidden units, but not used for training the
learnable parameters. The test set only use when we have a model that has
finished training and we want to evaluate how the model performs on unseen
data. We can therefore say that the validation set is used for evaluating di↵erent
hyperparameter settings within the same model and the test set is used to
compare the performance of di↵erent models.

3.2 Image classifiers

In image classification, Convolutional Neural Networks (CNNs or ConvNets)
have during the past decade been widely considered the best model and has
repeatedly shown state-of-the-art performance on ImageNet Large-Scale Visual
Recognition Challenge (ILSVRC) [16], [1], [17]. In its essence, modern ConvNet
architectures consist of convolutional layers, non-linear functions, pooling lay-
ers, and multilayer perceptrons (fully connected layers). Figure 3.2 illustrates
an example of a modern ConvNet architecture for image classification.

The motivation behind CNNs are according to Bishop [50] that in an image,
nearby pixels are more correlated than distant pixels. This can be exploited by
extracting local features which depend on small subregions of the image. These
local features can then be used to detect higher-order features which gives in-
formation about the whole image. Also, a local feature useful in one region of
the image is also with high probability useful in other regions. In order to in-
corporate these properties, ConvNets use three basic mechanics: local receptive
fields, weight sharing and sub-sampling.

A convolutional layer consist of a number of learnable filters. Each filter is
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Figure 3.1: An example of a CNN for image classification. The sub-sampling
layers are usually some type of pooling layer. Image source: [49].

typically much smaller than its input tensor in its with and height dimen-
sions but extends the full tensor channels, i.e. depth. Tensor here refers to a
n-dimensional vector where n corresponds to the dimensionality of the input
image1. For example, a tensor of size 32 ⇥ 32 ⇥ 3 would require a filter size
of W ⇥ H ⇥ 3 where W  32, H  32 is the filter with and height. During
the forward pass, each filter is convolved2 across the width and height of the
input tensor. This results in a 2-D activation map for each filter which are then
stacked to produce the output volume on which an activation function such as
ReLU is applied. After the activation function, sub-sampling by max or aver-
age pooling is typically applied. This operation slides a window of a small size,
e.g. 2 ⇥ 2, over each of the activation maps and performs a max operation
over this window. This progressively reduces the spatial size of the representa-
tion to reduce the amount of parameters and computation in the network, and
hence to also control overfitting. As in figure 3.2, a ConvNet usually stack units
consisting of a convolutional layer, an activation function and a sub-sampling
operation before the fully connected layers are applied. Units appearing early
in the network, i.e. closer to the input image, learns general structures of the
image such as edges and corners while later units learns more detailed shapes
such as eyes or the wheels of a car. The parameters of a convolutional network
are trained using backprop in a similar way feed forward neural networks are
trained [38].

3.2.1 The Inception v3 architecture.

While modern CNNs for image classification mainly consist of stacks of convo-
lutional and pooling layers, these models also implements general principles and
optimization ideas useful for scaling up convolution networks in computational
e�ciency and prediction accuracy. One of these CNNs is the inception v3 net-
work by Szegedy et al. [1] illustrated in figure 3.2. This model uses so called

1
n = 2 for gray-scale images, n = 3 for color images.

2Convolve here refers to sliding the filter left to right, top to bottom and in each position
compute the dot product of the filter with the corresponding part of the image/filter map.
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Figure 3.2: The Inception v3 network by Szegedy et al. [1]. Image source: [51]

inception modules which computes convolutions of di↵erent sizes along with a
pooling operation in parallel from the input data. The output of an inception
module is then the concatenated representation of the output from each convo-
lution and the output from the pooling operation. A popular analogy here is
that the model learns the relative importance of filter sizes and to what degree
pooling should be performed, rather than having a human deciding these pa-
rameters when implementing the model.

The Inception v3 model also replaces larger convolutions with stacks of smaller
ones. A 5⇥5 convolution can for example be replaced by two 3⇥3 convolutions
and retain the same receptive field while reducing the number of computations
needed. Taking this concept even further, any n⇥n convolution can be replaced
with an n⇥ 1 convolution followed by a 1⇥n convolution. The authors found
that the latter factorization does not work well on early layers, but gives good
results on medium grid-sizes and is therefore incorporated accordingly in the
model. Another principle implemented in the model is dimensionality reduction
of input to convolutions. This is done by passing the input of a larger convolu-
tion through a 1⇥ 1 convolution before the larger convolution is applied. The
network uses an auxiliary classifier that makes class predictions on an earlier
stage than the final output. This is incorporated in the training by letting the
total loss of the network be the sum of the loss from the final layer summed
with the down-weighted auxiliary loss.

3.2.2 Visual attention.

Traditional convolutional neural networks, such as the Inception v3 model, op-
erates by compressing an entire image into a static representation. While this
often works well, the human visual system instead focuses on a certain regions of
the image with ”high resolution” while perceiving the areas surrounding this re-
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gion with ”low resolution”. The attention mechanism in neural networks mimic
this by allowing salient features to dynamically come to the forefront as needed
[6]. This has proven to be especially important when there is clutter in the
image. A formal technical definition is given by Ashish et al. [52] which states
that: ”An attention function can be described as mapping a query and a set
of key-value pairs to an output, where the query, keys, values, and output are
all vectors. The output is computed as a weighted sum of the values, where the
weight assigned to each value is computed by a compatibility function of the query
with the corresponding key.”. One setup for visual attention can be described
as follows:

1. Extract feature vectors a = {a1, ...,aL},ai 2 RD from the convolutional
neural network. These feature vectors are typically extracted from a few
stacked convolutional layers and can either be the (flattened) feature maps
or position i of all the feature maps. In the latter case the feature vector
ai each correspond to the ith part of the image. For example, if we have
an input image of size 200⇥ 200 and a output size from the convolutional
layer of 20 ⇥ 20, the feature vector a1 corresponds to the pixel area x :
[0, 9], y : [0, 9]. The feature maps correspond to the keys in the above
definition.

2. Perform attention mechanism fatt over the feature vectors a. This mech-
anism is a function that takes a feature vector, i.e. a key in the above
definition, along with some query q 2 RL to produce a weight ↵i for each
feature vector ai:

ei = fatt(ai, q)

↵i =
exp(ei)PL

k=1 exp(ek)

The query q is specific to the problem at hand, and can for example be
the the previous hidden state ht�1 of an LSTM in the problem of image
caption generation (as described by Xu et al. [6]). The query could also
be a vector representation of the text of an ad. There are a few di↵erent
attention mechanisms fatt to chose from here, and a recent approach from
the paper ’Attention is all you need’ [52] proposes scaled dot product
attention:

fatt(ai, q) =
qa

T
ip

d
ai

where d
ai is the dimensionality of the feature vectors.

3. Compute context vector z 2 RL:

z = �({ai}, {↵i})

where � is any function that produces a context vector. The approach
used in ’Attention is all you need’ [52] is element wise multiplication.
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The context vector z is then what is used for the remaining model. We can
therefore see the whole attention mechanism in its described form as taking
feature vectors {ai} from the image, applying a filter to these based on ’where’
in the image the model should focus and return the masked feature vectors. An
illustration of visual attention over images for the task of image caption gener-
ation can be seen in figure 3.3.

Figure 3.3: Figure illustrating visual attention over an image while generating
words. Images taken from Xu et al. [6]. a) original image, b,c) original image
with attention mask. The brightness in these images illustrates the relative
attention each part of the image received when the word in the top left corner
was generated.

3.3 Text classifiers

The past decade of text classification has mainly revolved around three architec-
tures types, namely Convolutional Neural Networks (CNNs), Recurrent Neural
Networks (RNNs) and Linear Models on top of word embeddings. Each of
these models operate on some representation of words, which are discussed in
subsections 3.3.1 and 3.3.2. Subsection 3.3.3 describes CNNs for text classifica-
tion, section 3.3.4 RNNs for text classification and section 3.3.5 described linear
models on top of word embeddings.

3.3.1 Word representations.

When working with neural networks, we need a way to represent the data that
is to be processed. Images are for examples usually represented as tensors where
each entry correspond to a pixel and its value, using 1 channel for gray scale
images and 3 channels for RGB3 images. This representation is ordinal in the

3RGB (Red Green Blue) is a color model where red green and blue values between 0-255
are combined to produce the final color.
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sense that a pixel with a value of 10 will be more similar to the value 11 than
to 240. This ordinal feature does however not hold for text in its raw form.
The ASCII value for the letter ’c’ is for example closer to the ASCII value
of ’d’ than to ’k’ but not more similar within all languages. Raw byte values
of text is therefore not a viable representation, as the data should not have
false correlations. One way of representing text is instead to have a vocabulary
of known words and then use one-hot-encoding to represent each word in the
vocabulary. Every word w would then be represented as a vector of size kV k,
where V is the vocabulary, and contain a 1 on the corresponding index of the
word and 0s on all other positions:

f(w)! e : e 2 {0, 1}kV k,
X

ei = 1

Where f is a look-up function that produces the one hot representation e of a
given word w in the vocabulary. Since most vocabularies are rather big, this
representation can be ine�cient in terms of memory usage and has no way of
handling words that are not in the vocabulary to begin with. This can be
solved by instead one-hot encode the characters of a word. This representation
can handle any combination of characters since it has no static dictionary. Each
word is here represented as a matrix of size N ⇥ C where N is the number
of characters in the word and C is the number of characters in the current al-
phabet. While both one-hot-encoding words on a dictionary and character level
removes false correlations, these representations do not encode similar words to
similar representations. The word ’anger’ will for example not by default be
closer to the word ’hate’ than to the word ’love’. One approach of achieving
this is to instead use word embeddings.

3.3.2 Word embeddings

Word embeddings, or word vectors, represent words in a language’s vocabulary
as points in a d-dimensional space such that nearby words are similar in terms
of their distributional properties [53]. These representations require a rich text
source from which the word embedder can be trained, usually unsupervised.
One way to construct word embeddings is to use the skip-gram-model word2vec
described by Mikolov et al. [26]. This model contains a neural network with a
single hidden layer which, from an input word, outputs the probability of other
words being close to this word. This is done by building a dictionary from the
text source where each word can be represented as an index in the dictionary.
The input of the network is then a one-hot encoded vector corresponding to the
input word’s index in the dictionary and the output is a probability vector of
the closest words to the input word. During training, the text source containing
words w1, w2, . . . , wT is iterated and each time a word wi is encountered, i.e.
in every step, a few (input,label) pairs are generated. The label here is a word
encountered within a certain range, the training context Ct, of the input word.
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The objective function is to maximize the average log probability

1

T

TX

t=1

X

c2Ct

log p(wc|wt)

Where log p(wc|wt) is the log probability that word wc is encountered close to
the word wt. This log probability is modeled as

log
⇣
1 + e�s(wt,wc)

⌘
+

X

n2Nt

log
⇣
1 + es(wt,n)

⌘

where Nt /2 Ct is a set of negative samples, i.e. words not in the training
context, and s is the scoring function. This function takes the words wt and
wc and performs

s(wt, wc) = u

>
ItuOc

where uIt 2 RM is the input vector representations of wt and uOc 2 RM is
the output vector representation of wc. The model is trained using mini-batch
Stochastic Gradient Decent until the training error is minimized. The word
embeddings can then be extracted from the hidden layer given an input word
in the vocabulary. If the hidden layers had 300 hidden units, each word will be
embedded with a vector of size 300. While this model performs well on syntactic
and semantic word similarities, it does not give meaningful representations on
words that were not in the vocabulary during training. On real world user data,
this could be a problem since misspellings, slang and other anomalies are likely
to occur and to evolve over time.

An approach that deals with the representative restrictions of a fixed word
vocabulary is to instead represent words as a bag-of-character n-grams, as de-
scribed by Bojanowski, Grave et al. [12]. This work presents an extension of
the word2vec model where, instead of feeding individual words into the model,
the word is first broken into several n-grams (sub-words). For example, the
word ’love’ has the tri-grams ’lov’ and ’ove’. In the experiments in the paper,
the authors used all n-grams for n greater or equal to 3 and smaller or equal
to 6 along with the word itself as a special sequence. For the word ’love’ this
resulted in the n-grams ’<lo’, ’lov’, ’ove’, ’ve>’, ’<lov’, ’ove>’ and ’<love>’
where the symbols <, > are special start and end characters. Each n-gram is
fed separately to the network to produce one vector representation. The model
uses the same objective function as the word2vec model described above but
with a di↵erent scoring function. For a dictionary with G number of n-grams,
we denote the set of n-grams appearing in the word wt as Gw ⇢ {1, . . . , G}.
We associate each n-gram g with a vector representation zg and represent each
word as a sum of its vector representations. The scoring function is thus

s(wt, wc) =
X

g2Gw

z

>
g vc
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where vc is the summed output vector representations of the n-grams present
in the word wc. This model allows sharing representations across words, which
makes the model learn reliable representation for rare or unseen words.

In many applications there is a need to also represent sentences as vector. A sim-
ple way of doing this is to use the average of the normalized word vectors in the
sentence as the vector representation of the sentence. This is how the fastText
classifier [2], described in section 3.3.5, computes the sentence representation
which is feeds to a linear classifier to make class predictions. The word vectors
in this model are computed using the bag-of-character n-gram representation
by Bojanowski, Grave et al. [12] described above. Another way of doing this
is to also incorporate the relative importance of the words in the sentence. A
common way of doing this is to multiply the word vectors in the sentence with
their TF-IDF scores4, a measure of relative importance, before averaging them.
In the fastText classifier, relative word/n-gram importance is instead made im-
plicit as the embedding matrix is trained together with the softmax layer which
yields stronger signals for more important words/n-grams.

3.3.3 CNNs for text classification.

In the same way CNNs can be used for image classification, these models can
also be used for text classification. The input to a text CNN is usually a matrix
where each row is either a one-hot encoded character vector or an embedded
word vector. The mechanics of the network are then the same as for images
but usually di↵er in their structure. While images always have the same input
dimensions, text sources vary in length. A common way to handle this is to
set a maximum input size of the text, e.g. a 100 words in the case of word
embeddings and 500 characters in the case of one-hot encoded characters. Any
text longer than this is capped, and any text shorter padded with 0s. From this
input, a convolutional operation followed by an activation function is applied
resulting in di↵erent feature maps. These feature maps are then put through
a max operator, e.g. max over time operation [55] which takes the max value
of each feature map or the k-max pooling layers [56] which detects the k most
important features in a text, independent of their specific position but preserving
their relative order. The idea behind this type of operation is to extract the
most interesting features in the text, which by itself deals with variable length
as the 0 paddings in the input will never be activated.

3.3.4 Recurrent Neural Networks

A Recurrent Neural Network (RNN) is a neural network for modeling sequential
data. At each time step t the RNN takes an input vector xt 2 Rn and the

4The Term Frequency–Inverse Document Frequency score is a measure how common a
word is across all documents in the whole corpus [54]. A higher TF-IDF score means that the
word is more rare and thus more informative.
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hidden state vector ht�1 2 Rm to produce a new hidden state ht by the
following operation:

ht = f(Wxt +Uht�1 + b)

Where W 2 Rm⇥n,U 2 Rm⇥m, b 2 Rm are trainable variables and f is an
element wise non-linear activation function. The output of a recurrent layer is
therefore the vector hT 2 Rm where T is the length of the input sequence.
While the above operation scheme can in theory summarize all historical infor-
mation, it does not work with long range dependencies in practice due to the
exploding/vanishing gradient problem [57]. Long short-term memory (LSTM)
[58] solves the problem of learning long range dependencies by extending the
RNN with a memory cell vector. This cell is only updated through linear in-
teractions, i.e. no activation function, which makes it easy for information to
flow through. Besides LSTM units there are many other approaches that suc-
cessfully overcomes the exploding/vanishing gradient problem, like the Gated
Recurrent Unit (GRU) [59] and Depth-gated recurrent neural networks [60] to
name a few. What these recurrent networks ultimately produce is, given an
input sequence of any length, a fixed size representation of the input sequence
which can then be passed to any other neural network. For classification, this
network is usually a fully connected network.

3.3.5 Linear Models for text classification.

A linear classifier bases its decision on a linear combination of the input fea-
tures. Such models include Naive Bayes, Support Vector Machines (SVMs) and
Logistic Regression. Linear classifiers are often considered as strong baselines
for text classification and tend to be much faster to train and test than CNN
and RNN models [2]. If the right word embeddings are used, these models can
despite their simplicity achieve performance on par with state-of-the-art [61].
A classifier shown to successfully achieve such results is the fastText model by
Joulin et al. [2]. This model is closely related to the work by Bojanowski,
Grave et. al [12] in that both approaches uses bag-of-character n-grams as ad-
ditional features to represent words (see section 3.3.2). Given a sequence of
words as input, the fastText model breaks the sequence into M n-gram features
g1, g2, . . . , gM . These features are then embedded as described by Bojanowski,
Grave et. al [12], normalized and averaged to produce the input to the linear
classifier. This classifier here a single layer with a softmax function f, i.e. a
softmax layer, used to produce the class predictions. For a set of N training
examples, this leads to minimizing the negative log likelihood over the classes:

� 1

N

NX

n=1

yn log(f(BAxn))

where A is the matrix used to extract the embedding for the n-grams and B

is the weight matrix for the output layer. xn is here the normalized bag-of-
features for training example n and yn the label for that training example. All
parameters in the model are trained together using SGD.
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3.4 Hyperparameter optimization

When training machine learning models, there are usually a number of pa-
rameters that are set before training and not learned from the data. These
parameters are called hyperparameters and can be seen as parameters of prior
distributions in Bayesian statistics. For neural networks, the hyperparameters
include the number of layers in the model, the number hidden units in each
layer, the learning rate, optimization scheme and regularization constants. To
find good hyperparameters, a search can be conducted where the same model
is trained many times with di↵erent hyperparameter settings. A common way
of performing this search is to specify distributions over the hyperparameters,
draw random samples for these distributions and use these samples to train the
model. This procedure is called a random search and the performance of each
trained model instance is usually determined from the accuracy on a validation
dataset. A more sophisticated algorithm for the hyperparameter search is called
Tree-structured Parzen Estimators and is described below.

3.4.1 Tree-structured Parzen Estimators (TPE)

TPE, described by Bergstra et al. [62], is an algorithm for finding good hyper-
parameter values. This algorithm starts by performing a random search over
the hyperparameter space X and thus produces a set of hyperparameter set-
tings Xi each associated with an objective score si. The objective score si is
also in this case commonly the validation accuracy for a model trained with the
hyperparameter setting Xi. The next step is to place the (Xi, si) pairs into one
out of two groups depending on the objective score si. The first group is the top
group which holds the (Xi, si) pairs with top objective scores, usually the best
10�25% parameter settings, and the second group is the bottom group contain-
ing the other pairs. The next step of TPE is to model likelihood probabilities
P (X|s) for the top group l(X ) and the bottom group g(X ). This modeling
is done using parzen-window density estimators5. After this, a number of new
candidates Xi:s are sampled from l(X ). From these sampled Xi:s, we find the
candidate that is the most likely to be in the top group while being the most
unlikely to be in the bottom group. This is modeled as:

EI(X ) =
l(X )

g(X )

Where TPE uses the candidate X with the highest EI value to calculate its
corresponding objective score s. The process of sampling from the top groups
likelihood and then choosing the candidate with the largest expected improve-
ment, i.e. EI value, is then repeated for a number of iterations.

5see section 4.2 in [62] for details.
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3.5 Transfer learning

Transfer learning, or knowledge transfer, is used to improve a learner from
one domain by transferring information from a related domain [63]. This is a
popular approach when training data is limited and data with similar properties
are available. In image classification, a common application of transfer learning
is to use a CNN trained on a very large dataset, e.g. ImageNet which contains
1.2 million images with 1000 categories [16]. The trained CNN with its weights
is then fine-tuned, i.e. adjusted, to the domain specific training data. To do
this, the softmax layer of the pretrained model is replaced to match the number
of categories in the domain specific training data. The weights of the model
is then fine-tuned by performing training (e.g. SGD) using the training data.
This fine-tuning can either include all weights of the model or the last n layers.
Typically, the more training data available, the larger n is. This approach is
motivated by the observation that early features of a CNN contain more generic
features that appear to not be specific to a particular dataset or task while later
layers progressively becomes more specific to the properties of the training data
[64].

3.6 Multimodal classification

Multimodal classification is the task of classifying data objects that contain
more than one modality. Such a data object could for example be a social
media post, containing both an image and a text, or a product ad on an e-
commerce platform. The most common multimodal classification techniques
can be divided into two groups, late fusion and early fusion, depending on how
the information from the modalities are combined.

3.6.1 Late fusion.

In late fusion, or decision level fusion, class predictions from classifiers of di↵er-
ent modalities are combined by a policy function P in order to make the final
class prediction [65]. We describe this more formally by letting Fmi denote the
classifier for modality mi with input xmi giving us the late fusion classifier:

P
�
Fm1(xm1), . . . ,FmM (xmM )

�

where the output from classifier Fmi typically is the probability vector over all
possible classes of xmi , i.e. the output from the softmax layer of Fmi . The
policy network P can be any function that produces a score vector for each
possible class. In its simplest form, it could be an element wise addition or
multiplication of the probability vectors from Fmi(xmi) but it could also be a
neural network. Late fusion is said to be optimal when the di↵erent modalities
are uncorrelated, making the resulting partial decisions statistically independent
[66].
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3.6.2 Early fusion.

Early fusion, or data fusion, combines the di↵erent modalities at feature level
and classification is performed on the unified representation. We let 'mi de-
scribe a transformation function for modality mi so that 'mi(xmi) describes a
feature vector of fixed length for the input xmi . For image data ' is typically
a few stacked convolutional layers and for text data ' could be a recurrent
neural network, a convolutional network or a word embedding matrix. We can
describe an early fusion network by:

F
⇣
G
�
'm1(xm1), . . . ,'mM (xmM )

�⌘

where G is an operation for fusing the vector representations, e.g. a. concatena-
tion or pooling operation. F is here a model which produces the final output,
typically a neural network. The early fusion approach is said to be e↵ective if
the modalities are highly correlated [66].

3.7 Auxiliary learning

In machine learning, the typical setup is to train a model to optimize a certain
metric, like the accuracy of an image classifier. In some cases, adding addi-
tional learning objectives can improve the performance of the main task. These
additional objectives are called Auxiliary tasks and aims to enable the model
to learn representations that are helpful for the main task [67]. In multimodal
learning, such auxiliary tasks could for example aim to support the network in
learning of a common space for some of its modalities.
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Method

This chapter describes and motivates the methods used in this work. Section
4.1 describes the data used and section 4.2 how the hyperparameter search for
the di↵erent models was conducted. How we trained the baseline models is
described in section 4.3 and an error analysis over the errors these models make
is described in section 4.4. Section 4.6 describes the late fusion models, section
4.7 the early fusion models and section 4.7 describes the Text Based Visual
Attention (TBVA) models.

4.1 Dataset

We use a dataset of 896806 ads extracted from the Swedish second hand e-
commerce site blocket.se1. The ads we used were present on blocket.se between
01-02-2017 and 01-04-2017. Each ad in the dataset contains an image, a title,
a description and the corresponding category for that product. There are 193
categories in total, each describing a collection of products, e.g. ’Cars’, ’Toys’ or
’Clothes & Shoes’ where an ad always has one and only one category. The class
distribution is slightly imbalanced with the largest category being ’Cars’ with
23.9 % of the ads and the second largest being ’Sofa/Armchair/Sofa furniture’
with 3.9% of the ads. Figure 4.1 illustrates the class distribution and cumula-
tive class distribution of the dataset. From this, we see that ads from the 10
biggest categories correspond to ⇠ 50% of the total data and that the 50 biggest
categories correspond to ⇠ 80% of the total data. For the full list of categories
and the number of ads per category, see section A.1 in the appendix. The same
table shows the Swedish category names along with their English translations2.

The dataset is split using random sampling into a training partition containing
717605 ads (80%) and a test set containing 179201 ads (20%). The training

1https://www.blocket.se/
2Since blocket.se is a website in Swedish only, the translations to English were made by

the author of this thesis.
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Figure 4.1: Above: bar chart over the class distribution of our data. Each bar
corresponds to a category and its height is the percentage of the total ads in this
category. The largest category ’Cars’ with 23.9% of the ads is here excluded.
Below: line chart of the cumulative class distribution. This chart includes the
category ’Cars’.
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partition is used for training the models and the test set is used to evaluate
how the models generalizes over unseen data, which represents the expected
performance of the model once put in production. From the training partition,
we take 10% ads sampled at random to create a validation set which we use for
hyperparameter optimization when training the models (see section 4.2). The
validation set is not used for updating the weights of the model and all sets
remain static during the training procedure of di↵erent models. The remaining
ads in the training partition is what we refer to as the training set, which gives
the final split of 646187 ads in the training set, 71418 ads in the validation set
and 179201 ads in the test set. All results are reported over the test set.

4.2 Hyperparameter optimization

In order to find good hyperparameters for our model we used the python li-
brary hyperopt [68] which implements the TPE algorithm described in section
3.4.1. The parameters searched over varies with the task and is described with
each model separately. Nevertheless, we always normalize the input data and
initialize the weights in each network from a truncated normal distribution3

N (0, 0.01). The objective function to be maximized is always the model’s accu-
racy over the validation set. This measure assumes the ’cost’ of misclassifying
an ad is the same for all categories and assumes that the distribution of the
di↵erent classes follow the distribution of the validation set. While this to a
high degree holds for the test set, it can not be guaranteed that the class distri-
bution will not change in the future. We still argue that the validation accuracy
is the best metric given the circumstance as the best assumption we can make
on future data is that its class distribution remain close to the present. We can
also update the model on new data once in production, which further motivates
this approach.

4.3 Baselines

In order to evaluate how much is gained from fusing text and image together we
establish baselines for both the images and text of our data separately. These
baseline models are also incorporated in every model we train and evaluate.

4.3.1 Text classifier.

The text classifier, or text baseline, we use in this work is fastText by A. Joulin
et al. [2] described in section 3.3.5. This model was trained from scratch using
the title and description for each ad appended together as input. We chose the
fastText classifier as it has proven to be on pair with much more complex state
of the art models while being magnitudes faster to train and evaluate. Beside

3Truncated here means that samples more than 2 standard deviations from the mean are
discarded and re-drawn
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the fastText classifier, we also experimented with the text CNN by Yoon Kim
[18] using word embeddings from the skip-gram model word2vec [26], trained
unsupervised on our data. Despite several attempts with di↵erent parameter
settings, i.e. learning rates, optimization schemes and filter sizes, we were not
able to come closer than 10% from the top-1 accuracy of the fastText classifier.
While the text CNN took ⇠ 7 hours to train with our data on a Tesla K80
GPU4, the fastText classifier only took ⇠ 10 minutes to train on 4 vCPUs using
a P2.xlarge intance on Amazon Web Services5.

The fastText implementation used was taken from the o�cial Facebook Re-
search6 github repository7. The text of each ad was preprocessed by lower-
casing, removing punctuation and replacing all tabs and new lines characters
with a single space character. In order to find good hyperparameter values, a
search was conducted over the learning rate, number of hidden units and num-
ber of epochs where the other parameters was held to the default setting in the
github repository7 (see section A.3.1 in the appendix for details).

For the hyperparameter search, we initially used TPE with the accuracy on
the validation set as the objective function. The best model found had a vali-
dation accuracy of 84.9% and a test accuracy of 84.8%. This model overfitted
the training data badly, with an accuracy of 97.5% on the training set. In an
attempt to lower this, a random hyperparameter search was performed over the
same parameters. By examining the outputs from the di↵erent runs it was clear
that the model’s train, validation and test accuracy were highly correlated, i.e.
higher training accuracy meant higher validation accuracy. The gap between
test and train accuracy could be lowered by lowering the number of epochs and
using fewer hidden nodes, but this was always at the cost of lower accuracy on
both the training and validation set. Based on this observation, overfitting may
not necessary be bad in this particular case as it seemed to make the model gen-
eralize better on unseen data. However, we believed that this behavior could be
problematic for the late-fusion models that use a neural network as their policy.
The reason for this concern is that these models would be trained on the same
training data as the text model and therefore learn to always ’trust’ the text
prediction, as this would be right 97.5 % of the times.

In an attempt to reduce the overfitting of the fastText model, regularization
by dropping characters was implemented as an additional preprocessing step.
For every train example, a duplicate with 20 % noise was created and added to
the training data. Noise here refers to ’dropped’ characters that is replaced by
random characters. This approach is essentially the same as described by Gillick
et. al [42]. With the augmented data included, a new hyperparameter search
was conducted, again using TPE. The best model found here had a validation

4https://www.nvidia.com/en-us/data-center/tesla-k80/
5https://aws.amazon.com/ec2/instance-types/p2/
6https://research.fb.com/
7https://github.com/facebookresearch/fastText
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accuracy of 85.0% (0.1 % increase), a test accuracy 84.9% (0.1 % increase) and
a train accuracy 94.5 % (3% decrease). Also in this hyperparameter search, the
validation, test and training accuracy were highly correlated but we believed
that the number of misclassified ads in the training set here was enough for the
policy network to learn to also incorporate the image model’s predictions.

4.3.2 Image classifier.

For image classification, the CNN Inception v3 [1] was used with the imple-
mentation from TensorFlow-Slim8. We chose this model as it has shown good
results for image classification in both top-1 and top-5 accuracy while being well
studied and having accessible pre-trained weights. As this model is rather slow
to train, we did not perform a thorough hyperparameter search here. Instead,
a few handpicked parameters settings was chosen to find the best model where
we tried two di↵erent training approaches:

1. From scratch with randomly initialized weights

2. A 2 step approach using a model pretrained on ImageNet [16]:

(a) Fine-tune only the very last layer and keep the other layers frozen
until the validation loss converges

(b) Fine-tune all layers

With the high amount of available training data, one might expect the first
approach to the best as it would be entirely tailored to our data. Even though
this might be true, we found it di�cult to train the model in this setting. The
network seems to get stuck in di↵erent local minima and we were not able
to reach the accuracy of approach 2 despite trying out di↵erent optimization
schemes (RMSprop, Adagrad and Adam) and learning rates. The test accuracy
reached for approach one was 68.5%, which was reached after 36531 steps with
the RMSprop optimizer, a batch size of 32 and a fixed learning rate of 0.001.
The second approach was easier to train, with the the first step of finetuning
the very last layer of the network converging to a validation accuracy of 66.6%
after 12656 steps. By finetuning this model for an additional 56244 steps, where
the learning rate was lowered manually by a factor of 0.1 after 41255 steps, the
model converged at a validation accuracy of 75.1%, yielding a test accuracy of
75.0%. The total training time for this model using this approach was around
a week on a single Tesla K80 GPU9. This was for a batch size of 32, a fixed
learning rate of 0.001, later 0.0001, and the RMSprop optimizer.

For all training runs the training data was augmented using a preprocessing
procedure, which corresponded to the default setting in the Tensorflow Slim
implementation10. This augmentation of the training images aims to make the

8https://github.com/tensorflow/tensorflow/tree/master/tensorflow/contrib/slim
9https://www.nvidia.com/en-us/data-center/tesla-k80/

10https://github.com/tensorflow/tensorflow/tree/master/tensorflow/contrib/slim
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network invariant to aspects of the image that do not e↵ect the label. The
procedure contains 4 steps:

1. Place a bounding box over the image and crop the image according to this
boundary. The bounding box is generated randomly but needs to cover
at least 10% of the original image. The cropped area of the image must
have an aspect ratio, i.e. width/height, in the interval [0.75, 1.33].

2. Resize the cropped image to the size 299⇥299 using bilinear interpolation.

3. With 50% chance, flip the image horizontally.

4. Distort the brightness and saturation of the image. To distort the bright-
ness, the image is first converted from RGB format to float representation
where each pixel is in the range [0, 1). A uniformly sampled � value from
the interval [-0.13, 0.13] is then added to each pixel value before convert-
ing the image back to its RGB representation. To distort the saturation
of the image, it is first converted to float representation, then to HSV11

to which an o↵set sampled uniformly from [0.5, 1.5] is added. The image
is then converted back to RGB format.

4.4 Baseline Error analysis

To understand the errors made by the text and image classifiers, an error anal-
ysis was conducted examining misclassified ads in the test set. The results from
this error analysis is reported in table 4.1. Even though the image classifier al-
most received 10% lower accuracy than the text classifier, we notice that 4.92%
of the ads classified correctly by the image classifier were misclassified by the
text classifier. We also note that 10.21% of the ads are misclassified by both the
image and the text classifier. These gaps show the potential gain from combin-
ing the classifiers.

To further understand the errors the baselines make, we list the top 5 cate-
gories with the largest number of misclassified ads for text and image in table
4.2. What we can observe from this table is that the problematic categories
are similar for the for the image and the text classifier. This indicates that
these categories may be problematic in themselves and have a high ratio of data
dependent issues, discussed in section 4.4.1. By comparing the number of ads
misclassified by the image and text classifiers to the number of ads where both
classifiers are incorrect, we can however see that in many cases only one baseline
is incorrect. An example of this is the category ’Tables & Chairs’ with 1286 and
1160 number of misclassified ads by the image and text classifiers respectively,
where the number of ads where the baselines both are incorrect is 472. This

11HSV (Hue, Saturation, Value) is a color model where colors of each hue is arranged in a
radial slice, around a central axis of neutral colors starting at black at the bottom and ending
with white at the top
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Group # ads Percent of total

image classifier correct 134305 74.94%
text classifier correct 152094 84.87%
image correct text incorrect 8817 4.92%
text correct image incorrect 26606 14.85%
both correct 125488 70.03%
both incorrect 18290 10.21%

Table 4.1: Table illustrating the performance of the image and text classifier on
the test dataset, the number of ads classified correctly by the image classifier
but incorrectly by the text classifier and vice versa. Lastly illustrated is the
number of ads classified correctly by both classifiers and the percentage of ads
classified incorrectly by both classifiers.

suggests that some ads in this category have a more informative text or image
and vice versa.

4.4.1 Qualitative analysis of misclassified ads

By manually examining ads misclassified by the image and/or text classifier,
we identify a few possible error sources. In particular we look at 3 mutually
exclusive group of ads, which for the rest of this thesis are referred to as the
baseline error groups:

• text correct image incorrect

• image correct text incorrect

• both incorrect

Within these groups we distinguish between data dependent issues (noise) and
modality dependent issues which are specific to the text and/or image informa-
tion in the ad. The data dependent issues are the same within all baseline error
groups. The first data dependent issue is that the ad has the wrong ground
truth, i.e. the person uploading the ad simply chose the wrong category of the
product. In the examples that we have looked at, this selection is not com-
pletely random as the selected category is often closely related to the ’correct’
category of the product. For example, we have often seen car tires being put
in the ’Cars’ category instead of ’Tires & Rims’. The second data dependent
issue is that many products can belong to more than one category. In the e-
commerce website blocket.se, a hard restriction when uploading an ad is that
only one category can be selected. Because of this, the ads in our dataset also
contains only one category. This could for example be an antique shelf which
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Category # misclassified

Image

Chairs 1286 of 6975 (18%)
Sofa/Armchair/Sofa furniture 1201 of 6988 (17%)
Shelves & Storage 1110 of 5353 (21%)
Building material 1082 of 2910 (37%)
Other - Furniture & Furnishings 1066 of 1141 (93%)

Text

Tables & Chairs 1160 of 6975 (15%)
Shelves & Storage 1021 of 5353 (19%)
Other - Furniture & Furnishings 862 of 1141 (76%)
Sofa/Armchair/Sofa furniture 821 of 6988 (12%)
Antique & Art 744 of 1731 (43%)

Both

Other - Furniture & Furnishings 832 of 1141 (73%)
Antique & Art 604 of 1731 (35%)
Construction & Garden 592 of 833 (71%)
Sofa/Armchair/Sofa furniture 494 of 6988 (7%)
Tables & Chairs 472 of 6975 (7%)

Table 4.2: Table illustrating the top 5 categories in number of number of mis-
classified ads for the image text baselines separately and combined.

could belong to both the ’Antique & Art’ category and the ’Shelfs & Storage’
category. The final data dependent issue occur when ads contain multiple prod-
ucts, each belonging to a di↵erent category. A few examples of the mentioned
data dependent issued are illustrated in figure 4.2.

As the modality dependent issues di↵er between the baseline error groups, we
illustrate the errors from these groups individually. For this task we disregard
ads that have any of the data dependent issues previously discussed.

• text classifier is correct, image classifier is incorrect. In this group of
ads we notice two major issues. The first being that the image of an ad
contains a close-up picture of the item being sold, showing for example
the logo of a jacket or the pattern of a mattress. The second issue is that
images often contain more items than the product being sold. A common
example for this is furniture, where the item being sold is photographed in
its natural setting, e.g. in the living room accompanied with other items.
A few examples of ads in this group are illustrated in figure 4.3.

• image classifier is correct, text classifier is incorrect. Ads in this group
typically has a more informative image than text. In many examples
the text is obviously written to complement the image rather than the
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Figure 4.2: Three examples of ads having data dependent issues. a) Ad with
an antique cabinet which could be in both the categories ’Antique & Art’ and
’Shelfs & Cabinets’. b) Ad containing both a table, lamps, a couch and a
rug. The image shows only the table for sale. c) Ad selling a bed for children
which could be in both the ’Children’s furniture’ category as well as the ’Beds
& Bedroom’ category.

opposite. A few examples of ads in this group are shown in figure 4.4.

• both image and text classifiers are incorrect. Many ads in this group have
products that are hard to photograph, e.g. products with mirrors, or
unusual/specific products. We notice that the correct category often is
present in the top 3 predictions for the text or image classifier and also
quite commonly in both. Figure 4.5 illustrates a few examples of ads that
are being misclassified by both the image and the text classifier.
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Figure 4.3: Ads from the group text correct, image incorrect. The top 3 pre-
dicted categories for the image classifier is shown above each ad. a) ad clas-
sified as an ’Apartment’ by the image classifier where the correct category is
’Couch/Armchair/Couch-furniture’. b) ad classified as ’Cars’ by the image
classifier where the correct category is ’Tires & Rims’. c) ad classified as an
’Couch/Armchair/Couch-furniture’ by the image classifier where the correct
category is ’Bed & Bedroom’.
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Figure 4.4: Ads where the image correct, text incorrect. The top 3 predicted
categories for the text classifier is shown above each ad. a) ad classified by the
text classifier as ’Fixtures & Machines’ where the correct category is ’Toys’. b)
ad classified as ’Hobby & Collectibles’ where the correct category is ’Strollers’.
c) ad classified by the text classifier as ’Textile & Ornament’ where the right
category is ’Shelves & Storage.
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Figure 4.5: Ads where the text and image incorrect. The top 3 predicted cate-
gories for both classifiers are shown above each ad. The ground truth is present
in the top 3 predictions for both the text and image classifier in all examples.
a) ad classified by the image classifier as ’Toys’ and as ’Garden & Patio’ by
the text classifier where the ground truth category is ’Hobby & Collectives’. b)
ad classified as ’Furniture & Interior decoration’ by the image classifier and as
’Textile & Ornament’ by the text classifier where the correct category is ’Tables
& Chairs’. c) ad classified by the image classifier as ’Warehouses & Stores’ and
as ’Building materials’ where the right category is ’Shelves & Storage.

4.5 Late fusion

All late fusion models presented in this paper operates on the output proba-
bility vectors from the image classifier, o

image 2 Rl, and the text classifier,
o

text 2 Rl, where l is the number of categories. These baselines models were
trained as described in section 4.3 and kept frozen during training and evalu-
ation of our policies. The late fusion setup therefore always include, for each
example/ad, to retrieve the output probability vector from the inception v3
model and the fastText model as a first step and then according to some policy
calculate the final prediction for the example. This process is illustrated in fig-
ure 4.6. The policies we try are divided into two groups, heuristic policies and
network policies.
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Figure 4.6: The generic late fusion network used in this work. The image
classifier, inception v3, and the text classifier, fastText, are trained separately.

4.5.1 Heuristic policies.

Heuristic policies refer to policies that follow some static rule rather than being
trained to make predictions. Late fusion networks using heuristic policies can
therefore be considered to have finished learning once the baseline models are
finished training. The first heuristic policy is the max-policy. This policy takes
the predicted class from the image and text classifier separately, and uses the
prediction with highest confidence, i.e. with the highest output probability.
This is equivalent to:

pmax = argmax(max(oimage,otext))

where max() denotes an element-wise max operation between the vectors. This
policy assumes that high confidence is highly correlated to correct predictions.
The second heuristic policy is the product-max policy:

pproduct�max = argmax(oimage � o

text)
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where � denotes an element-wise multiplication. This policy yields cooperation
between the classifiers as the output probabilities are combined rather than
compared. The final heuristic policy we try is the sum-max policy. This policy
is very similar to the product-max policy, but has an element-wise sum operation
instead of the product operation:

psum�max = argmax(oimage + o

text)

4.5.2 Network policies.

A network policy is a neural network that takes the output probabilities from the
image and text classifiers, o

image 2 Rl,otext 2 Rl, and produces a new prob-
ability vector o

final 2 Rl over the same labels as output. As a first step here,
we concatenate the vectors o

image,otext into a new vector o

text�image 2 R2l

which is our network input. The network policies we evaluate in this work all
single layer networks. We also experimented with 2- and 3-layer policy networks
but was never able to beat the 1-layer version, which is why we only report the
results for 1-layer policy networks.

To find good parameter values, we performed a hyperparameter search for each
policy network using TPE, as described in section 4.2. When conducting the
search, we use only 10% of the training data (64619 ads) for feasibility reasons.
After the search, we use the best parameter setting found and use this to re-
train the model on the whole dataset. The hyperparameter space searched over
is here the number of hidden units in our policy network 2 {10, 20, 50, 100, 200},
the learning rate 2 [0.000001, 0.1], the optimization scheme 2 {SGD, RM-
SProp, Adam} and activation functions 2 {sigmoid, ReLU, tanh}. We also
tried dropout and L2 normalization over the policy network as regularization
parameters. The regularization techniques were applied at random, i.e. either
dropout, L2-norm, none or both, with ’keep probability’ 2 [0.5, 0.95] for dropout
and the L2-norm weight 2 [0.0001, 1.0].

We tried two di↵erent data sets for training the network policy, the first be-
ing the same training data as used when training the baseline models and the
second only using the validation set for training. The second approach is the
one used by Zahavy et al. [4] when training their policy network. To do this we
split the validation set into a training partition containing 70 % of the examples
and the remaining 30 % in a validation partition. The training partition here
became the policy training set and the validation partition the new validation
set. Even though these sets are substantially smaller than the original training
set, it is still a dataset of 49993 training ads and 21425 validation ads which
we argue should be enough to train a 1-layer neural network with a low dimen-
sional input. In this case, we use the whole training fraction when conducting
the hyperparameter search, as opposite of the 10% used when training the model
on the training data. In the remainder of this thesis, we refer to the network
trained on the training set as NN (training data) and the network trained on the
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validation data as NN (validation data) where NN abbreviates neural network.

While training the policy network we use the validation set not only to evaluate
di↵erent hyperparameter settings but we also deploy a learning rate decay/early
stopping scheme. In this scheme, the validation accuracy after each epoch is
evaluated and compared to the previously best validation accuracy. If it has
not gone up within the previous 3 epochs, the learning rate is lowered by a
factor of 0.5. We lower the learning rate like this 3 times before stopping train-
ing. Another metric we could have tracked here is the validation loss. Since we
are chasing top-1 accuracy, measuring the validation accuracy directly however
seemed like a better choice. The pseudo code is shown in Algorithm 1.

Algorithm 1 Training scheme for the early fusion and late fusion models which
incorporates early stopping and learning rate decay.
✏ 0.00001
best val acc 0
Clock  3
Decay step 3
for i 0; i  max epochs; i i+ 1 do

val acc trainAndEvaluateNetwork(data, lr)
if val acc � best val acc+ ✏ then

best val acc val acc
else

if Decay step = 0 then

break
else

if Clock = 0 then

lr  lr ⇤ 0.5
Decay step Decay step� 1
Clock  3

else

Clock  Clock � 1
end if

end if

end if

end for

Apart from the late fusion network policy described above, a few di↵erent
approaches that aim to boost the (weaker) image signal was tested. For all of
these approaches, we tried training on both the training data and the validation
data. Every model here performed better using the training data, which is the
setting we use to produce the results in chapter 5. The first approach we try
boosts the gradient for examples where the image classifier is correct. This
approach is referred to as image-boost NN for the remainder of this thesis.
To boost image signal, the label of each example is compared with the image
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prediction, i.e. the argmax(oimage), and if equal the gradient for that example
is multiplied with a constant Cimg�boost. In the same manner, we tried boosting
the gradients for when the image classifier is right proportional to the confidence
of the text classifier for the label, an approach we refer to as image-boost-prop
NN. This was done by, for each example where the image classifier is right,
calculating the gradient boost B:

B = 1 + (1� o

text
l ) ⇤ Cimg�boost

where o

text
l 2 [0, 1] denotes the confidence of the text classifier for the correct

label l. Also here, we multiply the gradients with the boost B to get the boosted
gradients.

The final approach for boosting the image signal we try is to smooth or spike
the output probability vectors o

text,oimage before using them as input to the
policy network. Smoothing and spiking the output probabilities here is done
by an element-wise ’power of’ operation with a temperature variable: pow(o, ⌧)
where ⌧ < 1 in the case of smoothing and ⌧ > 1 in the case of spiking. The hy-
pothesis behind why spiking or smoothing the output probabilities might work
is that the confidence in predictions from the baselines may not correspond to
the degree it should be incorporated in the policy. As an example, if the text
baseline is 90% sure an example belongs to category c1 and 10% sure it belongs
to category c2, stimuli with these proportions will be inputed to the policy net-
work. It may be so that the information in the secondary prediction c2 is more
important to the policy than its proportion, which is why it would make sense
to smooth the output probabilities towards more similar values. It could also
make sense to do the opposite, which is why spiking might work. When train-
ing and evaluating models which incorporate smoothing or spiking, we treat
the power of constant ⌧ 2 [0.1, 4.0] as a hyperparameter for the text and image
probabilities separately, as their optimal value of ⌧ may di↵er. We refer to the
smoothing/spiking approach as temperature NN.

4.6 Early fusion

For the early fusion models, we combine the modalities on feature level instead
of prediction level. This means that feature vectors are extracted from the im-
age and text models instead of probability vectors, as in the case of late fusion.
For the image model, we use the representation from the pre-logits layer, i.e.
the layer before the softmax layer. For text, we use the normalized average
over all vector representations of words present in the ad title and description
from the fastText model, which also corresponds the pre-logits layer. The vector
representations of image and text are fused together using either concatenation,
max-pooling or average-pooling. We therefore have 2 groups of early fusion
models, concatenation fusion models and common space fusion models. The
latter group is inspired by the joint space fusion and common space fusion mod-
els described by Doung et al. [34].
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Ideally, we would backpropagate the whole image and text model while train-
ing the early-fusion model. This would however be computationally expensive
and limit the hyperparameter search drastically as the evaluation of each model
would in practice make the number of computations magnitudes higher. As a
proxy for backpropagating the full baseline models, we instead transform the
image and/or text embeddings separately. This concept is similar to the trans-
formation of the core visual model used in the DeVICE network [32] described
in section 2.2.1. The transformations in our models are done by single fully
connected layers. To examine the validity of keeping the baseline weights frozen
during training of the other layers, we train one model on the vector repre-
sentation from text only, and one on image only. Since we have the pre-logits
for both modalities, it should in theory be possible to reproduce the image
and text baseline results in our setting. This may prove harder in practice, as
when the baseline models were trained, the last layer was trained together with
the other layers of the network. This could make the network less sensitive to
the initialization of weights as it may not as easily get stuck in local minima.
In the results in chapter 5, we refer to these models as Text only and Image only.

The generic early fusion model used in this work is illustrated in figure 4.7.
In this figure, the step from vector representations to fused representation in-
cludes two steps:

1. Transforming the vector representations. In this step, both of the vector
representations for text and image are transformed separately using a fully
connected layer.

2. Fusing the modalities. The vector representations of image and text are
fused into a single vector. This is done by either concatenation, max-
pooling or average pooling. The fused representation is then the input to
the multimodal network which produces the final predictions.
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Figure 4.7: The early fusion network used in this work. The image embedder
used is the inception v3 without its softmax-layer. The text embedder is the
fastText classifier, also with its softmax-layer removed.

When training the early fusion models we use a similar approach as for train-
ing the late fusion models. To find good hyperparameters we again use the
TPE algorithm described in section 4.2. Also here we use 10% of the training
data when searching for parameters and use the all of the data when training
final model. For both the transformation layers, we examine the number of
hidden units 2 {10, 50, 100, 200, 400, 800} as well as the activation function
2 {none, sigmoid, ReLU, tanh} where none makes the transformation linear.
Other hyperparameters searched over is the number of hidden units in the mul-
timodal network 2 {10, 20, 50, 100, 200}, the activation functions 2 {sigmoid,
ReLU, tanh, none}, the learning rate and optimization scheme 2 {SGD, RM-
SProp, Adam}. As with the late fusion models, we tried dropout and L2-norm
as regularization techniques along with the early stopping/learning rate decay
scheme defined in algorithm 1.

For the models that uses max-pooling or average-pooling we also tried adding
the auxiliary learning task from Doung et al. [34] which aims to make the image
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and text vectors i, t of an example x similar while the image vector i and a
text vector from a di↵erent class t

� are made di↵erent. The text and image
vectors are here the ones calculated from the transformer layers. The similarity
between and image and a text vector is here measured by a distance metric
d(i, t). This gives the total loss function

L(x,y;⇥) = ��l⇥(x,y)�
X

j=1,g

log

✓
e�d(i,t)

e�d(i,t) + e�d(i,t�)

◆

where the g negative text samples are sampled randomly at each training step,
l⇥(x,y) is the cross entropy loss and � is a hyperparameter which weights
the main classification task. The distance metric d used is either the cosine
similarity of the image and text vector: d(i, t) = it

T

|i|⇤|t| of the dot product:

d(i, t) = it

T . The choice of d is set as a hyperparameter.

4.7 Text Based Visual Attention (TVBA) mod-
els

The final approach we try to combine the modalities for classification is the Text
Based Visual Attention (TBVA) model. The inspiration for this model can be
found in the paper Show Attend and Tell: Neural Image Caption Generation
with Visual Attention by Xu et. al [6] described in section 2.2. In the work
by Xu et. al, a convolutional neural network is used to encode an image to
and an LSTM network is used to generate a description of the encoded image.
At each timestep t the previous hidden state of the LSTM ht�1 is fed as the
Query, q, along with the encoded image features a = {a1, ...aL} as the keys
to an attention mechanism fatt which after a softmax function and a function
� produces a context vector zt which is used as input to the LSTM network
at timestep t to produce a word. The attention mechanism here corresponds
to the relative attendance of each part in the input image when generating the
word for timestep t.

In our approach we also use encoded image features a = {a1, ...aL} as keys
to the attention mechanism but use a transformed vector representation of the
text of the ad as the query. This gives the query q = tW

t

where W

t

is a
trainable matrix and t is the vector representation of the text the ad. The text
vector is extracted from the previously trained fastText baseline model in the
same way as for the early fusion models, i.e. the pre-logits vector. The model
we use is an extension of the Inception v3 model [1], where we insert an atten-
tion mechanism somewhere in the network. The attention mechanism used is
the scaled dot product attention mechanism introduced by Vaswani et al. [52],
described in section 3.2.2. The general idea of our model is to take the output
tensor from an inception module, put this through the attention mechanism to
calculate weights for each element in the tensor, apply the weights and use the
weighted tensor as input to the next layer in the Inception v3 model. We can
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Figure 4.8: Conceptual image of the of the TBVA model. Attention is in this
figure inserted before the fourth inception module, but in practice we tried 5
di↵erent insertion points.

therefore see our approach as choosing which parts of the output tensor from
an inception module to attend based on the text information in the ad. The
model architecture is illustrated in figure 4.8.

In detail, we first take an output tensor of size H ⇥W ⇥C, (Height⇥Width⇥
Channels) from an inception module and from this extract feature vectors {ai}.
We try 2 di↵erent types of feature vectors here. The first is similar to the ap-
proach proposed by Xu et. al [6], described in section 2.2. Given the output
tensor of size H ⇥W ⇥ C, we flatten it to a matrix of size H ⇤W ⇥ C which
then results in H ⇤W feature vectors of size C:

a = {a1, ...,aH⇤K},ai 2 RC

With this approach, each feature vector corresponds to a certain part of the
image. This approach can be seen as attending ’over the width and height’ of
the image, which is why we chose to call this approach Width/Height attention.
The other approach we try is, again given the tensor of size H ⇥W ⇥ C, to
instead attend ’over the channels’, i.e. Channel attention:

a = {a1, ...,aC},ai 2 RH⇤W

In this approach, the feature vectors do not correspond to parts of the image,
but to the relative importance of the feature maps in the tensor.
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The attention mechanism is computed as

softmax

✓
(tW

t

)aTp
da

◆
a

Where t is the vector representation of the text, W
t

is a trainable matrix, a is
the set of feature vectors from the network and da is the number of dimensions
in each feature vector ai. The result from this computation is then reshaped
to a tensor of the same dimensionality as a and fed to the next layer of the
inception v3 network.

We try five di↵erent locations in the inception v3 architecture where the at-
tention mechanism is inserted, all illustrated in figure 4.9. For each of these
insertion points, we try both Channel attention and Width/Height attention
separately. We therefore end up with 10 di↵erent models:

1. a) with channel attention

2. a) with width/height attention

3. b) with channel attention

4. b) with width/height attention

5. c) with channel attention

6. c) with width/height attention

7. d) with channel attention

8. d) with width/height attention

9. e) with channel attention

10. e) with width/height attention

The setup for training these models begins with initializing the weights in the
model using the previously trained image baseline Inception v3. This of course
excludes the attention matrix that instead is initialized randomly. The full
model is then trained with SGD using the training dataset. Since the TBVA
models are slow to train, we do not do any hyperparameter searching and use
the same preprocessing of images and parameter setup as for training the image
baseline (see section A.3.2). The only exception from the image baseline is here
the learning rate for which we tried 3 di↵erent setups for each model: 0.01,
0.001 and 0.0001. Each model was trained with each of these settings with 10%
of the total training data for a total of 100 000 steps, where we evaluated the
validation accuracy every 5000 steps and kept track of the highest validation ac-
curacy for each setting. We here used the best validation accuracy as a measure
of how ’good’ each model performed. The model with the highest validation
accuracy in this setting was then trained on the whole training data with the
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Figure 4.9: Illustration of where the attention mechanism was inserted in the
inception v3 network. In a), the attention mechanism is inserted before the first
inception module, in b) before the fourth module, in c) before the sixth, in d)

before the ninth and in e) before the eleventh inception module.

same parameters. Also here, the validation accuracy was evaluated every 5000
training steps. If the validation accuracy had not increased over the last 10000
steps, it was decreased by a factor of 0.1. We decayed the learning rate like this
once before stopping training and evaluating the model on the test set.



Chapter 5

Experiments

This chapter presents the performance of the di↵erent models over the test
set, containing 179201 ads. The measures we use are primarily top-1 and top-
5 accuracy, but we also examine the mean recall and mean precision and as
secondary measures. The secondary measures are all calculated for each class
individually then averaged. We use these measures to get some notion of how
the trained models are expected to perform if the class distribution in the test
set was uniform. We calculate the mean recall by:

1

N

NX

i=1

TPci

TPci + FNci

where N is the number of categories, TPci is the number of True Positives for
class ci, i.e. the total number of correctly classified ads in the test set. FNci is
the number of False Negatives for class ci, i.e. the number of ads with label ci
that are misclassified. The formula for mean precision is

1

N

NX

i=1

TPci

TPci + FPci

where again, N is the number of categories, TPci is the number of True Pos-
itives for class ci. FPci here denotes the number of ads that were incorrectly
classified as category ci, i.e. the False Positives for category ci. To examine
what information is incorporated in the di↵erent models, we also look at the
number of correctly classified in each of the baseline error groups:

• text correct image incorrect. (26606 ads total)

• image correct text incorrect. (8817 ads total)

• both incorrect. (18290 ads total)

59
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The first group is treated as having more informative text than image and the
second group as having more informative image than text. The last group of
ads is treated as needing text to complement the image information in order
to be informative. Though treating the baseline error groups this way can be
considered rough, we still believe examining the number of ads correctly clas-
sified in these groups gives insight into what the multimodal architectures learn.

All experiments were done using a P2.xlarge instance on Amazon Web Ser-
vices1, which uses a single Tesla K80 GPU2. All training time reported in this
chapter uses this hardware setup.

Section 5.1 presents the results for the late fusion models and section 5.2 the
results for the early fusion models. Section 5.3 presents the results for the
Text Based Visual Attention (TBVA) models which also includes a qualitative
analysis of correctly classified ads from the baseline error groups. Section 5.4
compares the performance of all approaches.

5.1 Late fusion models

This section presents the results over the test set for the late fusion approaches.
Table 5.1 shows the results for the di↵erent models described in section 4.5.
What is notable here is that the heuristic product-max policy has the highest
top-1 accuracy of 87.04% over the test set which is an increase of 2.17% over
the text baseline. It is also notable that no network policy was able to beat the
product-max policy in terms of top-1 accuracy, but the image-boost neural net-
work policy received the best top-5 accuracy of 99.07% which is an increase of
2.89% from the text baseline. We found that, for all late fusion networks models,
the Adam optimization scheme worked best. We also found that the best acti-
vation for the policy network was tanh and that regularization by dropout was
a good regularization technique, both with and without L2-regularization. Sec-
tion A.3.3 in the appendix shows complete hyperparameter setting for each late
fusion model separately. Table 5.2 illustrates how many ads from the baseline
error groups each model predicted correctly.

1https://aws.amazon.com/ec2/instance-types/p2/
2https://www.nvidia.com/en-us/data-center/tesla-k80/
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Model

type Model name

Top-1

Acc

Top-5

Acc

Mean

Recall

Mean

Precision

Baseline
Image 74.95% 90.85% 46.15% 53.49%
Text 84.87% 96.18% 67.80% 70.38%

Heuristic
policy

max policy 86.07% 96.15% 67.72% 72.90%
sum-max policy 86.37% 96.36% 68.07% 73.64%
product-max policy 87.04% 97.31% 68.84% 75.91%

Network
policy

NN (training data) 86.05% 92.66% 68.44% 70.37%
NN (validation data) 86.05% 92.96% 64.94% 67.03%
image-boost NN 86.04% 99.07% 68.57% 70.23%
image-boost-prop NN 86.47% 92.96% 68.55% 70.04%
temperature NN 86.03% 96.84% 67.09% 68.22%

Table 5.1: Results from the di↵erent late fusion models over the test dataset.

Model name

txt correct

img incorrect

(of 26606)

img correct

txt incorrect

(of 8817)

both

incorrect

(of 18290)

max policy 24934 (93.72%) 3813 (43.24%) 0 (0.00%)
sum-max policy 24775 (93.12%) 4337 (49.19%) 178 (0.97%)
product-max policy 24051 (90.40%) 4981 (56.49%) 1455 (7.96%)
NN (training data) 25634 (96.34%) 2671 (30.29%) 498 (2.72%)
NN (validation data) 23307 (87.60%) 4900 (55.57%) 818 (4.47%)
image-boost NN 25530 (95.96%) 2800 (31.76%) 464 (2.54%)
image-boost-prop NN 24696 (92.82%) 4319 (48.98%) 532 (2.91%)
temperature NN 24892 (93.56%) 3108 (35.25%) 918 (5.02%)

Table 5.2: Showing how many ads in each of the baseline misclassification groups
each late fusion model predicted correctly. The percentage number in the cells
refers to how big part of the total number of ads in each group the model
correctly classified.

While training the di↵erent policy network models, we noticed that they
converged fast and would after a single epoch less than 2% from their final
validation accuracy. We illustrate the progression of the validation accuracy for
the for the first 2 epochs in figure 5.3 and the loss progression over the same
number of training steps in figure 5.1. The training time for these models when
using all training data on a single GPU was around one hour. We noticed that
these models were prone to overfit the training data. The training set accuracy
was ⇠ 94% when the training stopped for all late fusion models, except NN
(validation data) which had a training set accuracy of 92% when the training
stopped. As described in section 4.5.2, we only used 10% of the training data
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when conducting the hyperparameter search and then trained the best model
found with all the training data. Here, we noticed that adding more data did
not a↵ect the performance of the models significantly but added only a few 0.1
percents. The gain from using all data is illustrated for each of the late fusion
policy networks in table 5.3. We also include the NN (validation data) network
in this table to illustrate the performance over 10% of the data this model used
for training, i.e. the training fraction of the validation dataset, even though this
model used all its available data in the hyperparameter search.
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Figure 5.1: Illustration of the accuracy over steps for the di↵erent late fusion
policy networks. One step corresponds to 6400 training examples, i.e. 1% of
the total training data.
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Figure 5.2: Illustration of the validation loss over checkpoints for the di↵erent
late fusion policy networks. One checkpoint corresponds to 6400 training ex-
amples, i.e. 1% of the total training data for all models except NN (validation
data) where it is 12.8% of the total training data.

Model name

Acc with

10% data

Acc with

100% data Gain

NN (training data) 85.78% 86.05% 0.27%
NN (validation data) 84.30% 86.05% 1.75%
image-boost NN 85.84% 86.47% 0.63%
image-boost-prop NN 86.10% 86.47% 0.37%
temperature NN 85.88% 86.03% 0.15%

Table 5.3: Illustrates the gain in top-1 accuracy over the test set when using
all available training data instead of 10% of this data for the late fusion policy
networks.
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5.2 Early fusion models

This section presents the results of the di↵erent early fusion models over the
test set. Table 5.4 shows the performance of the models described in section 4.6,
where the Text only model only used the text vector as input and Image only
only the image vector. Pooling here refers to the common space fusion model
that fuses the modalities by either a max- or average-pooling operation. For
this model, we found that average-pooling worked better than max-pooling. As
for the late fusion models, we found that the Adam optimizer worked best for all
early fusion models. Section A.3.4 in the appendix shows the hyperparameters
used for each early fusion model separately. Table 5.5 shows how many ads from
each baseline error group the early fusion models predicted correctly.

Model

type Model name

Top-1

Acc

Top-5

Acc

Mean

Recall

Mean

Precision

Baseline
Image 74.95% 90.85% 46.15% 53.49%
Text 84.87% 96.18% 67.80% 70.38%

Early fusion

Image only 73.17% 83.91% 41.33% 49.49%
Text only 83.96% 92.18% 52.26% 47.83%
Concatenation 85.42% 93.44% 55.85% 52.57%
Pooling 85.53% 94.56% 61.72% 61.29%
Pooling + AUX 85.24% 93.39% 59.91% 59.28%

Table 5.4: Results from the di↵erent early fusion models over the test dataset.

Model name

txt correct

img incorrect

(of 26606)

img correct

txt incorrect

(of 8817)

both incorrect

(of 18290)

Image only 4822 (18.12%) 6889 (78.13%) 1344 (7.35%)
Text only 23364 (87.81%) 2984 (33.84%) 1488 (8.14%)
Concatenation 21563 (81.05%) 4953 (56.18%) 2931 (16.03%)
Pooling 22999 (86.44%) 3893 (44.15%) 2750 (15.04%)
Pooling + AUX 22552 (84.76%) 3919 (44.45%) 2544 (13.91%)

Table 5.5: Showing how many ads in each of the baseline misclassification groups
each early fusion model predicted correctly. The percentage number in the cells
refers to how big part of the total number of ads in each group the model
correctly classified.

With the early fusion models, the convergence was not as fast as for the early
fusion models. The progress of the early fusion models’ validation accuracy is
illustrated in figure 5.2 and the validation loss in figure 5.2. We note that the
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Concatenation approach converges faster and has a smoother curve than the
Pooling approach. As for the late fusion models, we noticed that the early
fusion models were prone to overfit the training data. The Concatenation and
Pooling here had a training set accuracy of ⇠ 92% when the training stopped
and Pooling + AUX had a training set accuracy of 90.71%. The training time
for the Concatenation and Pooling approaches was around two hours using the
full data on a single GPU and the Pooling + AUX took around five hours to
train. To understand how more data a↵ects the performance of the di↵erent
early fusion models, we illustrate the top-1 accuracy when using 10% of the
training data contra 100% of the data in figure 5.6.
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Figure 5.3: Illustration of the accuracy over steps for the early fusion models .
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Figure 5.4: Illustration of the validation loss over steps for the early fusion
models .

Model name

Acc with

10% data

Acc with

100% data Gain

Image only 71.76% 73.13% 1.37%
Text only 82.89% 83.96% 1.07%
Concatenation 83.21% 85.42% 2.21%
Pooling 84.45% 85.53% 1.08%
Pooling-AUX 83.21% 85.24% 2.03%

Table 5.6: Illustrates the gain in top-1 accuracy over the test set when using all
available training data instead of 10% of this data.

5.3 Text based visual attention models

This section presents the result of the Text Based Visual Attention (TBVA)
model in di↵erent settings. The di↵erence between these settings is the insertion
point for attention and if Channel or Width/Height attention is used. We
therefore name the model settings according to this in our result tables. a)
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indicates that the attention mechanism is inserted before the first inception
module, b) before the fourth module, c) before the sixth, d) before the ninth
and in e) before the eleventh inception module. These insertion points are
illustrated in figure 4.9. We denote Channel attention C and Width/Height
attention H/W, e.g. a) C means that Channel attention was inserted before
the first inception module. Table 5.7 shows the highest top-1 accuracy over the
validation set of the TBVA model trained on 10% of the data for a maximum
100000 steps. The training took around three days on a single GPU for each
setting. We also include the learning rate 2 [0.01, 0.001, 0.0001] we used for
each setting. The progress of the validation accuracy over time is illustrated in
figure 5.5 for the model settings with Channel attention and in figure 5.6 for
the model settings with Width/Height attention.

Model

Top-1

Acc lr

a) C 69.16% 0.0001
a) W/H 75.82% 0.01
b) C 77.75% 0.0001
b) W/H 78.23% 0.001
c) C 80.98% 0.001
c) W/H 82.78% 0.001
d) C 80.70% 0.01
d) W/H 81.92% 0.01
e) C 69.92% 0.01
e) W/H 82.29% 0.01

Table 5.7: Accuracy of the di↵erent TBVA model settings on the validation set
when training on 10% of the training data for a maximum of 100000 steps. The
learning rate used for each setting is shown in the ’lr’ column.
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Figure 5.5: Illustration of the validation accuracy over checkpoints for the TBVA
models with Channel attention. Each checkpoint corresponds to 5000 training
steps. a) indicates that the attention mechanism is inserted before the first
inception module, b) before the fourth module, c) before the sixth, d) before
the ninth and in e) before the eleventh inception module.
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Figure 5.6: Illustration of the validation accuracy over checkpoints for the TBVA
models with Width/Height attention. Each checkpoint corresponds to 5000
training steps. a) indicates that the attention mechanism is inserted before the
first inception module, b) before the fourth module, c) before the sixth, d)

before the ninth and in e) before the eleventh inception module.

From the results in table 5.7, we see that the best setting for for the atten-
tion mechanism is c) W/H when using 10% of the data. Table 5.8 shows the
performance of the TBVA model using this setting when trained on the whole
training set. The training time was here around 4 days on a single GPU. The
TBVA model overfits the training data slightly and received a final training
accuracy of 93.2%. The progress of the training and validation accuracies is
illustrated in figure 5.7, the log-loss of the training and validation data in figure
5.8. Table 5.9 illustrates how many ads in the baseline error groups this model
classified correctly.
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Model

Top-1

Acc

Top-5

Acc

Mean

Recall

Mean

Precision

Image baseline 74.95% 90.85% 46.15% 53.49%
Text baseline 84.87% 96.18% 67.80% 70.38%
TBVA c) W/H 85.08% 96.59% 66.02% 70.01%

Table 5.8: Results from the TBVA model over the test dataset.
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Figure 5.7: Plot of the validation and training accuracy over the checkpoints
for the TBVA model. Each checkpoint corresponds to 5000 training steps.
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Figure 5.8: Plot of the validation and training log-loss over the checkpoints for
the TBVA model. Each checkpoint corresponds to 5000 training steps.

Model

txt correct

img incorrect

(of 26606)

img correct

txt incorrect

(of 8817)

both incorrect

(of 18290)

TBVA c) W/H 20558 (77.27%) 5422 (61.49%) 3021 (16.52%)

Table 5.9: Showing how many ads in each of the baseline error groups the TBVA
model classified correctly. The percentage number in the cells refers to how big
part of the total number of ads in each group the model correctly classified.

5.3.1 Qualitative analysis

To further investigate what the TBVA model learns, we look at correctly classi-
fied ads in the baseline error groups manually. The attention map is added on
top of the image of an ad as a transparent filter, where a darker color indicates
a lower attention value and a brighter color indicates a higher value. A few
examples of ads with attention maps are illustrated in figure 5.9. In this figure,
we used a Gaussian filter to make the attention map smooth.
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Figure 5.9: Examples of ads with the attention map blurred out with a Gaussian
filter. a) illustrates an ad of a car where all attention seems to be by the border.
b) ad of a moped where attention is present mainly over the moped in the image.
c) ad of a wardrobe where attention map is mainly over the wardrobe and wall
beside the wardrobe.

By examining ads this way we see that high attention often is present near
the border of the image, as for ad a) in figure 5.9. This pattern usually appears
alone or together with attention over other relevant parts of the image, This can
for example be seen in ad b) in figure 5.9 where strong attention values mainly
are over the object for sale, but are also present in the top right and bottom
corners. To more clearly visualize the patterns observed in the attention maps,
we examine ads using only the 10 locations with the highest attention values
over the image. From observing images this way, we see that the attention
values along the borders seem to form distinct patterns for certain categories.
Figure 5.10 illustrates such a pattern for three ads correctly classified as ’Tires
& Rims’ by the TBVA model. The ads in this figure belong to the error group
text correct image incorrect, where these type of patterns are both stronger and
more frequent.
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Figure 5.10: Examples of ads where the attention map forms a pattern at the
border of the image. All ads in this figure belongs to the category ’Tires &
Rims’.

A few examples of ads where the attention map is over relevant parts of
the image is illustrated in figure 5.11. An illustrative comparison can be made
between a) in figure 5.11 and the ads in figure 5.10. These ads all belong to the
category ’Tires & Rims’ and have a closely related pattern on the left border and
the bottom right corner. Ad a) in figure 5.11 deviates from this pattern by also
having high attention over the rims in the image. Section A.4 in the appendix
illustrates more examples of the attention maps generated by the TBVA model.
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Figure 5.11: Examples of ads where the model attends relevant parts of the
image. The green circles have been hand drawn to highlight attention over
relevant parts in the image. a) illustrates an ad from the category ’Tires &
Rims’ where text is correct and image is incorrect. b) shows an ad from the
category ’Lights’ where image is correct and text is incorrect. c) shows an ad
from the category ’Shelves & Storage’ where both baseline models are incorrect.

5.4 Model comparison

A summary of the best models for each multimodal approach is illustrated in
figure 5.10. From this, we note that the product-max late fusion policy has the
highest top-1 accuracy, and the late fusion policy network image-boost NN has
the highest top-5 accuracy.

Model type Model name

Top-1

Acc

Top-5

Acc

Baseline
Image 74.95% 90.85%
Text 84.87% 96.18%

Late fusion
product-max policy 87.04% 97.31%
image-boost NN 86.04% 99.07%

Early fusion Pooling 85.53% 94.56%

TBVA TBVA c) W/H 85.08% 96.59%

Table 5.10: Results from the di↵erent model architectures over the test dataset.



Chapter 6

Discussion

This chapter discusses the results presented in chapter 5. Section 6.1 addresses
the performance of the baseline models, section 6.2, the late fusion results,
section 6.3 discusses the early fusion results and section 6.4 discusses the results
from the Text Based Visual Attention (TBVA) models. Lastly, section 6.5
discusses the practical applications of our results.

6.1 Baselines

From the baseline error analysis in section 4.4 and the accuracy tables in chap-
ter 5 we see that the text classifier fastText beat the image classifier Inception
v3 with a rather large margin within all measures. These results suggests that
text generally is more informative than image in the second-hand e-commerce
domain for the task of ad categorization, which has already been observed in
regular e-commerce [3]. It is however unclear if the size of the performance gap
between text and image is mostly due to our data or our baseline models.

As described in section 4.3, we did not do a thorough hyperparameter search for
the image model. This usually means that there is some improvement that can
be made using the same model. From the qualitative analysis in section 4.4, we
however saw that the errors made by the image classifier often are reasonable in
that a human probably would make the same mistakes. This makes us believe
that the possible improvement of the Inception v3 model is rather low. We also
believe that the performance of the fastText classifier could be improved slightly
by further investigating the hyperparameter space. We looked into learning rate,
number of epochs and dimensionality of the vector representation but could also
have included the min/max sizes of the n-grams, which in our case was 3 and 6.
It may also have been a good idea to examine regularization by thesaurus word
replacement.

75
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6.2 Late fusion models

From the experiments in section 5.1 we see that the heuristic policy product-
max has the highest top-1 accuracy of 87.04%. We found it surprising that no
neural network policy was able to beat or tie with this policy in terms of top-1
accuracy. Neural networks are known to be good at approximating functions,
which is why we expected a seemingly simple multiplication operation to be
easily learned. Even though the problem seems to be more complex than this,
we still believe that a network policy should at least be able to tie with the
product-max policy in some training setup, though it has proven hard to find
such a setting. From table 5.2 we see that no model incorporated more than
8% of the ads where both the image and text baseline were incorrect, which can
be considered low in comparison with the early fusion and TBVA models. Our
interpretation of this small number of ads is that the late fusion models to a
high degree learn which of the baseline models to ’trust’, rather than learning
more underlying and abstract concepts.

An interesting observation here is that the heuristic policies seemed to trust
the text prediction more often than the image prediction, even though these
policies only follow static rules. The explanation to this we believe lie in the
confidence of the text classifier contra the image classifier, where the text clas-
sifier more often show higher confidence than the image classifier. Indications
of this can be seen in section A.2.3 in the appendix, where both image and text
classifiers are wrong. Here, the image classifier often shows top-3 predictions all
below 30% while the test classifier often is over 80% sure of its first prediction,
even though this is wrong.

When comparing the networks trained on validation and training data, NN
(validation data) and NN (training data), we see that the network trained on
validation data incorporated more ads in the baseline error groups ’image correct
text incorrect’ and ’both incorrect’. This result is perhaps unsurprising, since
we saw overfitting in the text baseline. We can here conclude that overfitting
in the text baseline indeed caused the network policy trained on the same data
to chose the text signal over the image signal more often than when trained on
validation data. The performance of the both approaches is in our case however
very similar in terms of top-1 and top-5 accuracy, where the NN (training data)
policy has slightly higher mean recall and precision. The gain from trusting the
image signal more was therefore very close to the loss of trusting the text signal
less. The cause for this ’equilibrium’ can be a number of things specific to our
setup, but first to be examined should perhaps be the size of the validation set.

From table 5.3, we see that the NN (validation data) policy have the highest
performance gain when extending the amount of data used for training. This is
perhaps somewhat expected, since the validation set is much smaller than the
training set. It could however also be the case that this policy network benefits
more from an increased data amount than the other policy networks. In our
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experiments, we used a 90/10 split between the training set with 646187 ads and
the validation set with 71418 ads, where 49993 ads were used for training the
model. A larger validation set, e.g. a 70/30 split, would give the NN (validation
data) policy more data to train on, but would at the same time produce less
good image and text baseline models. Finding the optimal split is something
that would need to be further investigated, and is left as future work.

6.3 Early fusion models

By examining the results in table 5.4 it is clear that the early fusion approach
we tried did not work well with our setup. The best performing early fusion
model, Pooling, beat the text baseline by a thin margin of 0.66% in top-1 ac-
curacy, but performed worse in the other measures. This is also true for the
Concatenation model. We believe that these results can be traced back to the
vector representations used for image and text. We can also see that the models
trained on a single modality, Image only and Text only, both received ⇠ 1%
lower top-1 accuracy than the corresponding baseline model. As discussed in
chapter 4, even though we theoretically should be able to reproduce the baseline
results from the pre-logits, doing so can prove harder in practice, which is what
we see here. These results indicate that there could be a considerable gain from
training all the weights in the early fusion network and not keep the baseline
models frozen during training.

Disregarding the problem with keeping the vector representations static, we
can conclude that fusing the modalities to a common space worked a little bet-
ter than a concatenated space in our setup. We can also see that the auxiliary
learning task did not improve the performance of our model, though it had a
regularizing e↵ect. Since the di↵erence in accuracy between the models is so
small, it is however hard to argue that fusion by pooling with or without an
auxiliary learning task necessarily is better than concatenation as it could be a
coincidence in the hyperparameters found for each model.

When comparing the baseline error groups for the early fusion models, we see
that the Text only model incorporated a perhaps rather large number of ads in
the error groups ’image correct text incorrect’ and ’both incorrect’. From the
qualitative error analysis we know that some products could belong to more
than one category, and that some categories have very similar products. The
Text only model may here have learned slightly di↵erent discriminative thresh-
olds for such cases than the text baseline, which could explain what we see here.
When we compare the number of ads in the other early fusion models’ baseline
error groups to the late fusion models, we see that these models incorporate
more ads from the ’both incorrect’ and ’image correct text incorrect’ groups.
Again, we believe that this to some degree is caused by di↵erent discriminative
thresholds learned from the text and image vectors. It is for this reason hard
to clearly see what information is incorporated in the early fusion models and
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what they learn. Since the gap is rather large between the image only, text only
and the other early fusion models in terms of number of ads in the ’both incor-
rect’ group, we believe that these models learn more abstract concepts which
makes for more implicit cooperation of the text and image models. It is however
unclear to what degree this claim holds.

6.4 Text based visual attention models

From the TBVA model results in table 5.7 we see that Width/Height attention
worked best in our setting and that the best insertion point was before the
sixth inception module. The TBVA model with this insertion point, i.e. c)

W/H, beat the text baseline by a thin margin in terms of top-1 and top-5 accu-
racy. One hypothesis we had early on with this model was that the text vector
’takes over’ the predictive power the image network and turns it into a more
complex but equally good text classifier that learned to ignore the image signal.
After examining the number of ads in the baseline error groups, we however
believe this to be false. In table 5.9 we see that the TBVA model classified more
ads correctly in the group ’image correct, text incorrect’ than any other of our
multimodal models. We also see that the TBVA model correctly classified the
highest number of ads in the error group where both text and image classifiers
are incorrect, with further strengthens that the TBVA model is not a more
complex text classifier.

From the qualitative error analysis, we observed that the attention values of-
ten were stronger along the border of the image, and tended to form di↵erent
patterns for di↵erent classes. As this behavior is present in all baseline error
groups and the same pattern can be observed for di↵erent baseline predictions, it
is clear that the text and image signals formed these patterns together. The text
information however seemed to have the highest influence in these patterns, as
the patterns were most clear and frequent in the ’text correct, image incorrect’
error group. Our interpretation of the border patterns is that they encode fused
text and image information, much like the ’fused representation’ in the early
fusion models. We believe that the reason these patterns appear at the borders
of the image is because these areas rarely contains relevant image information.
We could in most examples see that the model also attended relevant parts of
the image, which seems to indicate that the image information after the atten-
tion mechanism still is important for making predictions. One motivation we
had for the TBVA model was that the images often are cluttered, and that the
relevant parts of the image could be identified through a text based attention
mechanism. Though our model to some extent does attend the relevant parts
of the image, we believe it to be easier for the model to learn a fused vector-like
representation along the borders than finding relevant objects and patterns in
the image. This argument can be further strengthened by the fact that some
images do not contain the object in the ground truth category to begin with1.

1See the discussion on data dependent issues in section 4.4.1
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In these cases, it makes perfect sense for the model to only attend along a pat-
tern by the image border as the image information should be discarded.

As the TBVA models are slow to train, we did not perform a thorough hyper-
parameter search here. By conducting such a search, we should expect better
results from these models. There are also other ways to train our model than
to use the pretrained Inception v3 weights and fine-tune the whole model all
at once. When training the image baseline, the best performance was obtained
from first training only the last layer and then, after the validation accuracy
of this setup converged, fine-tune the whole model. This setup may very well
be a good idea also for the TBVA model, as this model is an extension of the
Inception v3 network. As with the early fusion models, we used a static vector
representation for text in this model. Even though this text vector is optimized
for classification on our data, it may still be a suboptimal representation for
the attention mechanism. By also fine-tuning the word embedding matrix, we
should expect slightly higher performance.

6.5 Practical applications

For the task of fully automatic tag categorization, the best model in terms of
top-1 accuracy evaluated in this work is the product-max late fusion policy. A
fully automatic ad categorization system may however be unrealistic with the
performance reported. A categorization model with 87% top-1 accuracy in pro-
duction would mean that more than 1/10 of the ads uploaded would be put
in the wrong category. For this reason, a semi-automatic approach would be
preferable. This could mean that the seller gets a ’suggested category’ when
uploading a product, which would be correct 87% of the time. The other 13%
of the times, the seller would navigate the category catalog in the same way
as done presently, to find the correct category for the product. The user could
also be given a number of suggestions instead of just one. In this setting, the
late fusion model image-boost NN could be the best choice, as it has the highest
top-5 accuracy of 99%.

In the introduction of this thesis, we argued that automatic ad categorization
would make it possible to use a more fine-grained category tree as the seller
would have an easier time finding the correct category. An example of such a
category system could for example be the present system on blocket.se, i.e. the
category system used in this thesis, where the current leaf categories each get
a few new subcategories. The category ’Lights’ could for example get the sub-
categories ’Floor lamps’, ’Ceiling lamps’ and ’Other lights’. One way to use the
work done in this thesis in such a setting would again be to use a semi-automatic
approach, where the previous leaf category, e.g. ’Lights’, is found using one of
the semi-automatic approaches described above. Once this category is found,
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the seller would manually select the subcategory, e.g. ’Floor lamps’, ’Ceiling
lamps’ or ’Other lights’. An advantage of this solution is that we would not
need any new data in order to train the model, as the previous leaf categories
would be the categories our model operates on. Data for the new subcategories
would be generated over time as the sellers upload new ads, which could then
be used to improve the model.

We have seen that late-fusion models, despite their simplicity, work well for
the task of classification. Each ad is here represented as the output probabili-
ties from separate classifier, which seems to be enough for this task. In other
tasks, such as similarity search between ads or fraud detection, we may how-
ever require more detailed representations of ads. For these tasks, we believe
that TBVA models could prove to be useful. For the task of finding similar
e-commerce ads, the same attention mechanism that extends the inception v3
architecture could be inserted directly into an image similarity model to also in-
clude textual features. This could prove especially meaningful for second-hand
e-commerce ads, as the images here usually contain clutter and more items than
the ones for sale, which could be identified from the text. We leave evaluating
our model for this task as future work.



Chapter 7

Conclusions

The aim of this thesis was to find the best machine learning model for multi-
modal classification of second-hand e-commerce ads. We have shown that the
product-max late fusion policy is the best model we tested in terms of top-1 ac-
curacy and the image-boost NN late fusion network has the best top-5 accuracy
in our setting. We therefore conclude that, despite their simplicity, late fusion
models perform well on this task. We also conclude that text is the more infor-
mative than image in the task of classification in the second-hand e-commerce
domain. The gain from combining the modalities was in our case a few percent
in both top-1 and top-5 accuracy.

We also aimed to understand what each model architecture learns, and con-
clude that the late fusion models primarily learn which baseline to trust. Since
text proved more informative than image for the task of ad classification, the
late fusion models mostly trust the text baseline. This is also true for the early
fusion models and the text based visual attention (TBVA) model. We could for
these models however see that less text information and more image information
was incorporated in the decision making than for the late fusion models. We
also saw that these models correctly classified more ads that both the text and
image baseline misclassified. This indicates that these models are more keen
to cooperate beyond their discriminative thresholds, but it is hard to draw any
conclusions based on these observations from our results. For the TBVA model,
we conclude that the information from text and image often ’takes over’ parts
of the attention map by the image border which turns the TBVA model partly
into something similar to an early fusion model. We also saw that the TBVA
model often attend relevant parts of the image. This observation suggests that
the text information to some extent is used to guide the image classifier to rel-
evant regions in the image of the ad.

As the early fusion models did not achieve as good performance as the late
fusion models, we conclude that our early fusion setup was suboptimal. We
believe better performance could be achieved here if we trained all of the mod-
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els’ weights together, rather than keeping the baseline models frozen during the
training of the other layers.

For the TBVA models, we saw that the best performance was obtained by in-
serting the attention in the middle of the Inception v3 architecture, i.e. before
the sixth inception module. Here we attended over the Width/Height of the ten-
sor, rather than over its Channels, i.e. feature maps. It is however hard to draw
a conclusion on whether this is the best approach, since our hyperparameter
space and methodology for training these models was inexhaustive.

7.1 Future work

The multimodal approaches for the task of ad classification trained and evalu-
ated in this work are strongly dependent on their baseline models, which pro-
cess the text and image information. For this reason, it would be interesting to
examine how other baseline models a↵ect the performance, using the same mul-
timodal architectures presented in this thesis. Image and text baseline models
other than the Inception v3 network and the fastText model may have slightly
better performance individually which would probably yield better performance
for the multimodal models. Di↵erent model architectures may also work bet-
ter together than other. It would also be of interest to investigate how the
train/validation split ratio a↵ect the performance of the di↵erent models. With
a larger validation set, it perhaps makes more sense to use this for training the
multimodal networks rather than using the same training data as when training
the baseline models.

For the early fusion approaches, we used the pre-logits of both the fastText
model and the Inception v3 network as vector representations of each modality.
There are several other options here to extract vector representations, e.g. the
output of the N-th inception module as the image representation or the logits
score as a text representation. Whether it is better to extract the vector rep-
resentation earlier or later in the respective baseline models is also something
that would be interesting to investigate. This is also true for the TBVA model,
where di↵erent vector representations of the text might yield di↵erent behavior.
While investigating di↵erent representations for text and image, we strongly
believe that the whole model should be trained together, i.e. with no frozen
weights.

We think the TBVA model needs some modification to become a useful model
for the task of classification. Since the text signal is stronger than the image
signal, we often saw the information from text being forced into the network
through patterns in the attention map along the border of the image. To avoid
this, a suggestion is to also include the text information later in the network.
By doing this, the hope is that the text information for classification would
be incorporated at the later stage, which could make the attention mechanism
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learn to solemnly devote the attention map to relevant parts of the image.

Finally, we think it could prove valuable to examine how meaningful the rep-
resentations obtained from the TBVA models are for other tasks than classifi-
cation. We hypothesize that our network could work well in producing a rep-
resentation that could be used for similarity search between ads. Image could
prove more informative than text for this task, which suggests that the TBVA
model could perform well.
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Appendix A

Appendix

The appendix is structured as follows: Section A.1 lists the categories in both
Swedish and English, ordered by the total number of ads in the test and training
set together. Section A.2 illustrates examples of misclassified ads from the
baseline error groups separately and section A.3 lists the hyperparameter setting
used for each model to obtain the results in chapter 5. Section A.4 shows
examples of correctly classified ads by the TBVA model, with the attention
map for each ad visible on top of the product image.
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A.1 Dataset class count

Swedish

category

name

English

category

name

total # total % train test

Bilar Cars 214427 23.910 171480 42947

So↵a/F̊atölj
/So↵möbler

Sofa/Arm-
chair/Sofa
furniture

35058 3.909 28070 6988

Bord & Stolar Tables & Chairs 35018 3.905 28043 6975
Däck & Fälg Tires & Rims 27175 3.030 21709 5466
Hyllor &
Förvaring

Shelves &
Storage

26623 2.969 21270 5353

Utland Abroad 21060 2.348 16937 4123
Lägenheter Apartments 21033 2.345 16843 4190
Säng & Sovrum Bed & Bedroom 18931 2.111 15224 3707
Barnvagnar &
Tillbehör

Strollers &
Accessories

15710 1.752 12599 3111

Bygg- material
Building
materials

14044 1.566 11134 2910

Motorb̊at Powerboat 12788 1.426 10221 2567
Lantbruks
maskiner

Agricultural
machines

11461 1.278 9252 2209

Trädg̊ard &
Uteplats

Garden & Patio 10677 1.191 8538 2139

Entreprenad-
maskiner

Construction
machines

10118 1.128 8008 2110

Barnmöbler
Childrens
furniture

9526 1.062 7697 1829

Reservdelar -
Bildelar

Spare parts -
Cars

9222 1.028 7385 1837

Mopeder Mopeds 8834 0.985 7060 1774
Böcker &
Student-
litteratur

Books &
Student
literature

8830 0.985 7091 1739

Belysning Lighting 8826 0.984 7051 1775
Antikt & Konst Antique & Art 8765 0.977 7034 1731
Stereo &
Surround

Stereo &
Surround

8532 0.951 6840 1692

Telefoner Telephones 8239 0.919 6555 1684
Verktyg Tools 8174 0.911 6560 1614
Husbil RV 7836 0.874 6301 1535
Husvagn Caravan 7833 0.874 6298 1535
Leksaker Toys 7356 0.820 5868 1488
Bildelar &
Biltillbehör

Car parts &
Car accessories

7156 0.798 5694 1462
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Swedish

category

name

English

category

name

total # total % train test

Kamin &
Värme

Stove & Heat 7038 0.785 5651 1387

Touring - MC Touring - MC 7047 0.786 5658 1389
Snöskotrar Snowmobiles 6379 0.712 5052 1327
Villor Villas 6246 0.697 4965 1281
Träning &
Hälsa

Exercise &
Health

6171 0.689 4941 1230

Lastbil & Buss Truck & Bus 6158 0.687 4899 1259
Trädg̊ards-
maskiner

Garden
machines

5998 0.669 4796 1202

Överigt -
Möbler &
Heminredning

Other -
Furniture &
Furnishings

5820 0.650 4681 1139

Badrum/
WC/Bastu

Bathroom/
WC/Sauna

5679 0.634 4580 1099

Foto & Video-
kameror

Cameras 5594 0.624 4489 1105

Kök- stillbehör
& Porslin

Kitchen
Accessories &
Porcelain

5368 0.599 4350 1018

Övrigt -
Barnartiklar

Other - Things
for children

5350 0.597 4252 1098

TV-spel Video games 5201 0.580 4171 1030
Vintersport Winter sports 5194 0.580 4211 983

Bil- barnstolar
Childrens car
seats

5113 0.571 4104 1009

Fyrhjuling/
ATV - MC

ATV/Four
wheeler

5067 0.566 4053 1014

Gitarr, Bas,
Förstärkare

Guitar, Base,
Amplifier

5046 0.563 4024 1022

Släp Trailer 5038 0.562 4048 990
Jakt Hunting 4682 0.523 3743 939
Custom - MC Custom - MC 4641 0.518 3724 917
Cross/ Enduro -
MC

Cross/ Enduro -
MC

4614 0.515 3746 868

Hemtextil &
Prydnad

Textiles &
Decorations

4543 0.507 3670 873

Barn - Cyklar
Childrens
bicycles

4136 0.462 3298 838
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Swedish

category

name

English

category

name

total # total % train test

Husger̊ad &
Vitvaror

House wares &
White goods

4061 0.453 3229 832

Mattor Carpets 3887 0.434 3093 794
Bygg &
Trädg̊ard

Construction &
Garden

3866 0.431 3033 833

Fritidsboende
Leisure
Accommodation

3827 0.427 3053 774

TV- & Stere-
omöbler

TV & Stereo
furniture

3718 0.415 2949 769

Dator- tillbehör
& Program

Computer
accessories &
Software

3492 0.390 2828 664

Väskor Bags 3375 0.377 2701 674
TV & Projektor TV & Projector 3366 0.376 2705 661
Skogs- maskiner Forest machines 3289 0.367 2589 700
Sport - MC Sport - MC 3236 0.361 2558 678
Restaurang &
Café -
Inventarier &
Maskiner

Restaurant &
Café - Fixtures
& Machines

3150 0.352 2513 637

Katt Cats 3138 0.350 2501 637
Sport & Fritid Sport & Leisure 3137 0.350 2489 648
Motor &
Propeller

Motor &
Propeller

3057 0.341 2451 606

Bärbara datorer Laptops 3032 0.338 2396 636

Klockor
Watches &
Clocks

3001 0.335 2381 620

Stationära
datorer

Stationary
computers

2998 0.335 2404 594

Hobby &
Samlarprylar

Hobby &
collectibles

2989 0.334 2372 617

Kyl & Frys Fridge & Freeze 2931 0.327 2366 565
Dam - Cyklar Lady bikes 2829 0.316 2280 549

Tillbehör Djur
Animal
accessories

2790 0.311 2197 593
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Swedish

category

name

English

category

name

total # total % train test

Hjälm/ Skydd/
Kläder -
MC-tillbehör

Helmets/
Protection/
Clothes -
MC-accessories

2650 0.296 2088 562

Spis & Micro
Stove &
Microwave oven

2642 0.295 2129 513

Studio &
Scenutrustning

Studio & Scene
gear

2612 0.292 2102 510

Kök Kitchen 2611 0.291 2063 548
Katt- &
Hundtillbehör

Cat & Dog
Accessories

2538 0.283 2026 512

Mountain- bike
- Cyklar

Mountain bikes 2536 0.283 2021 515

Segelb̊at Sailboat 2487 0.278 1998 489
Utrustning -
Hästar

Horse gear 2480 0.277 1963 517

Golf Golf 2404 0.268 1924 480
Takboxar &
Takräcken

Roofboxes &
Racks

2341 0.261 1887 454

Övriga - Cyklar Other bikes 2325 0.259 1842 483
Hund Dog 2175 0.243 1753 422
Övrigt Other 2125 0.237 1735 390
B̊attrailers Boat trailers 2089 0.233 1654 435
Industri-
maskiner

Industry
machines

2042 0.228 1625 417

Herr - Cyklar Mens bikes 2036 0.227 1637 399
Bollsport Ball sports 1862 0.208 1482 380

Truck & Mate-
rialhantering

Forklift &
Material
handling

1848 0.206 1468 380

Piano &
Klaviatur

Piano &
Keyboard

1824 0.204 1451 373

Tvättmaskin &
Torktumlare

Washer & Dryer 1803 0.201 1413 390

Ljud & Bild Sound & Image 1764 0.197 1426 338
B̊atdelar &
Tillbehör

Boat parts &
Accessories

1703 0.190 1368 335
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Swedish

category

name

English

category

name

total # total % train test

Racer - Cyklar Racer bicycles 1644 0.183 1289 355
Radiostyrt &
Modell

RC & Models 1632 0.182 1336 296

Gnagare &
Kaniner

Rodents &
Rabbits

1559 0.174 1243 316

Tillbehör -
Husvagn/Husbil

RV/Caravan
accessories

1553 0.173 1235 318

Tillbehör -
Cyklar

Bike accessories 1539 0.172 1245 294

Camping &
Friluftsliv

Camping &
Outdoor life

1515 0.169 1228 287

Tomter Plots 1450 0.162 1140 310
Reservdelar -
MC

MC Spare parts 1438 0.160 1162 276

Telefon-
tillbehör

Telephone
accessories

1426 0.159 1147 279

Lantbruks-djur Farm animals 1360 0.152 1090 270
Hantverkare Craftsmen 1356 0.151 1077 279
Diskmaskin Dishwasher 1336 0.149 1080 256
Fiske Fishing 1333 0.149 1067 266
A-Traktorer A-tractors 1329 0.148 1078 251
Kontors- lokaler
& Fastigheter

O�ce spaces &
Real estate

1325 0.148 1065 260

Accessoarer &
Klockor

Accessories &
Watches

1302 0.145 1063 239

Konsert -
Biljetter

Consert tickets 1261 0.141 1009 252

Övrigt -
MC-tillbehör

Other MC
accessories

1181 0.132 951 230

Släp &
Transport -
Hästar

Hourse trailers 1179 0.132 949 230

Surfplattor Tablets 1169 0.130 933 236
Övrigt -
Inventarier &
Maskiner

Other - Fixtures
& Machines

1138 0.127 920 218

Bilstereo Car stereo 1136 0.127 902 234
Restaurang &
Café A↵ärs-
överl̊atelser

Restaurant &
Café business
transfers

1136 0.127 880 256
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Swedish

category

name

English

category

name

total # total % train test

Symaskin &
Textil

Sewing machine
& Textile

1133 0.126 901 232

Dyk &
Vattensport

Diving & Water
sports

1110 0.124 892 218

Butik & Kassa
Shop & Cash
registry

1101 0.123 880 221

Övrigt - MC Other - MC 1096 0.122 894 202
Trummor &
Slagverk

Drums &
Percussion

1092 0.122 894 198

Hobbyfordon Hobby vehicles 1090 0.122 862 228
Kontor -
Inventarier &
Maskiner

O�ce -
Inventory &
Machines

1083 0.121 860 223

Vattenskoter Jet ski 1071 0.120 876 195
B̊atplats &
Förvaring

Boat Location
& Storage

1041 0.116 833 208

Smycken Jewelery 1039 0.116 841 198
Grönyte-
maskiner

Lawn rovers 1036 0.116 819 217

Lager & förr̊ad
Storage &
Depot

937 0.105 754 183

Scooter - MC Scooter - MC 930 0.104 750 180
Foder & Stall Stable & Feed 918 0.102 729 189
Snöskoter- delar
& Tillbehör

Snowmobile &
Accessories

917 0.102 736 181

Filmer & Musik Movies & Music 894 0.100 724 170
F̊agel Bird 850 0.095 684 166

Övrigt - Lokaler
& Fastigheter

Other -
Facilities &
Real estate

828 0.092 664 164

Radhus Terrace house 818 0.091 658 160

Jolle/ Roddb̊at
Jolly-boat/
Rowing boat

790 0.088 650 140
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Swedish

category

name

English

category

name

total # total % train test

O↵road - MC O↵road - MC 702 0.078 566 136
Tillbehör -
Moped/A-
traktor

Accessories -
Moped/
A-tractor

701 0.078 568 133

Övrigt -
Datorer &
TV-spel

Other -
Computers &
Video games

688 0.077 540 148

Dragspel Accordion 658 0.073 537 121
Fisk Fish 655 0.073 520 135
Historiska
föremål

Historical
artifacts

635 0.071 508 127

Övrigt -
Musikutrust-
ning

Other - Music
equipment

634 0.071 499 135

G̊ardar Farms 625 0.070 500 125

Gummi/ Ribb̊at
Rubber
boat/RIB

612 0.068 482 130

Trädg̊ard &
Markarbeten

Garden &
Landscaping

582 0.065 476 106

Frisör &
Skönhets-
salong

Hairdresser &
Beauty salon

541 0.060 406 135

Butiker Stores 502 0.056 388 114
Butik Store 488 0.054 399 89

Varuparti &
Konkurslager

Batches &
Bankruptcy
stock

456 0.051 359 97

Däck & Fälg -
MC-tillbehör

Tires & Rims -
MC-accessories

442 0.049 348 94

Industri &
verkstad

Industry &
Workshop

439 0.049 353 86

Kajak/ Kanot Kayak/ Canoe 436 0.049 349 87
Bil & Motor Car & Engine 405 0.045 321 84
Teater & Show
- Biljetter

Theater &
Show - tickets

399 0.045 320 79

Övrigt - Jakt &
Fiske

Other - Hunt &
Fishing

389 0.043 315 74

Övrigt - A↵ärs-
överl̊atelser

Other -
Business
transfers

385 0.043 302 83
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Swedish

category

name

English

category

name

total # total % train test

Bl̊asinstrument
Wind
instrument

377 0.042 304 73

Video &
DVD-spelare

Video &
DVD-player

359 0.040 277 82

PC-spel &
Onlinespel

PC-games &
Online games

345 0.039 277 68

GPS &
Navigering -
B̊atdelar

GPS &
Navigation -
Boat parts

324 0.036 252 72

Övrigt - Hästar
& Ridsport

Other - Horses
& Horse sports

315 0.035 262 53

Hundvakt &
Djurskötsel

Dog sitter &
Grooming

303 0.034 241 62

Städning Cleaning 302 0.034 244 58
Musik &
Underh̊allning

Music &
Entertainment

286 0.032 233 53

Undervisning Tutoring 283 0.032 230 53
Flytt &
Transport

Moving &
Transportation

261 0.029 210 51

Frimärken &
Mynt

Stamps & Coins 252 0.028 214 38

Charter &
Paketresor

Charter & Tour
package

250 0.028 200 50

Serietidningar Comics 246 0.027 188 58
Övrigt - B̊atar Other - Boats 243 0.027 196 47
Data Data 232 0.026 191 41
Övriga resor Other traveling 230 0.026 170 60
GPS - Bildelar GPS - Car parts 224 0.025 180 44

Djuravel
Animal
breeding

217 0.024 168 49

Reptil Reptile 214 0.024 176 38
Kosmetik &
H̊arv̊ard

Cosmetics &
Hair care

196 0.022 160 36

Sport - Biljetter Sport - Tickets 196 0.022 160 36
Hästar Horses 173 0.019 137 36
Domäner &
Sajter

Domains &
Sites

161 0.018 139 22
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Swedish

category

name

English

category

name

total # total % train test

Frisörsalong
Hairdresser
salon

157 0.018 135 22

Presentkort -
Biljetter

Gift cards -
Tickets

153 0.017 119 34

Medryttare &
Fodervärd

Co-rider &
Co-owner

141 0.016 113 28

Efterlysningar Callings 127 0.014 102 25
Ekonomi Economy 107 0.012 82 25
Ponnys Ponies 97 0.011 80 17

Kläder & Skor
Clothes &
Shoes

85 0.009 65 20

Övriga djur Other animals 81 0.009 64 17

Övrigt -
Biljetter

Other - Tickets 66 0.007 56 10

MP3-spelare MP3-players 41 0.005 31 10
Catering Catering 38 0.004 27 11

T̊ag - Resor
Train -
Traveling

13 0.001 10 3

Barnkläder &
Skor

Childrens
clothes & Shoes

9 0.001 7 2

A.2 Examples of misclassified ads

This section illustrates examples of misclassified ads. To extract these ads,
20000 ads were sampled at random from the test dataset. Each of these ads
where then classified by both the image and text classifier respectively where
misclassified ads was put into one of the following groups:

• Image classifier correct, text classifier incorrect

• Text classifier correct, image classifier incorrect

• Both classifiers incorrect

For each group, we also used a counter that kept track of the number of misclas-
sified ads in each category within the group. Once all 20000 ads were classified,
we resolved to the 5 categories with the highest number of ads in each group.
For each of these 5 categories, we sampled 4 ads at random, which are the
ads we illustrate in the subsections that follow. Section A.2.1 illustrates ads
from the Image classifier correct, text classifier incorrect group, section A.2.2
the group Text classifier correct, image classifier incorrect and A.2.3 the group
Both classifiers incorrect.
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A.2.1 Ads where image classifier is correct and text clas-
sifier is incorrect

.
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A.2.2 Ads where text classifier is correct and image clas-
sifier is incorrect

.
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A.2.3 Ads where both image and text classifiers are in-
correct

.
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A.3 Hyperparameter settings

A.3.1 fastText parameters

training arguments:

-lr=0.9683111567577267 learning rate
-lrUpdateRate=100 change the rate of updates for the learning rate
-dim=100 size of word vectors
-ws=5 size of the context window
-epoch=3 number of epochs
-neg=5 number of negatives sampled
-loss=softmax loss function
-thread=12 number of threads
dictionary options:

-minCount=1 minimal number of word occurences
-minCountLabel=0 minimal number of label occurences
-wordNgrams=1 max length of word ngram
-bucket=2000000 number of buckets
-minn=3 min length of char ngram
-maxn=6 max length of char ngram
-t=0.0001 sampling threshold

A.3.2 Inception v3 parameters

–learning rate=0.001
–batch size=32
–optimizer=rmsprop
–momentum=0.9
–epsilon=0.1
–learning rate decay type=fixed
–label smoothing=0.0
–moving average decay=None

A.3.3 Late fusion models

NN (training data)

–learning rate = 0.003413452607698474
–hidden units = 100
–policy layer activation = tanh
–optimizer = Adam
–regularizer = dropout
–keep probability = 0.6378211204455684
–batch size = 128
finished training after epoch : 33
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NN (validation data)

–learning rate = 0.00037065703854188836
–hidden units = 200
–policy layer activation = tanh
–optimizer = Adam
–regularizer = dropout
–keep probability = 0.5850254211605285
–batch size = 32
finished training after epoch : 75

image-boost NN

–learning rate = 0.003706276930748464
–hidden units = 200
–policy layer activation = tanh
–optimizer = Adam
–regularizer = dropout
–keep probability = 0.5124589169586977
–batch size = 16
–img boost = 0.6549512366263183
finished training after epoch : 12

image-boost-prop NN

–learning rate = 0.00044887839091606666
–hidden units = 100
–policy layer activation = tanh
–optimizer = Adam
–regularizer = dropout & L2
–L2 weight = 1.440422410723275e-06
–keep probability = 0.5815908296486995
–batch size = 128
–img boost = 2.63906532934488
finished training after epoch : 23

temperature NN

–learning rate = 0.0036476039763680915
–hidden units = 100
–policy layer activation = tanh
–optimizer = Adam
–regularizer = dropout
–keep probability = 0.6997199383488821
–batch size = 32
–image pow = 1.0158697586980416
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–text pow = 0.27075064356950307
finished training after epoch : 16

A.3.4 Early fusion models

Image only

–learning rate = 0.00031216820530251304
–hidden units = 100
–transformer size = 80
–transformer activation = tanh
–multimodal layer activation = ReLU
–optimizer = Adam
–regularizer = dropout
–keep prob = 0.9215377159225024
–batch size = 32
finished training after epoch : 12

Text only

–learning rate = 0.00021746815335412414
–hidden units = 200
–transformer size = 100
–transformer activation = tanh
–multimodal layer activation = tanh
–optimizer = Adam
–regularizer = L2
–L2 weight = 6.556347943567364e-05
–batch size = 32
finished training after epoch : 8

Concatenation

–learning rate = 2.3390485193761773e-05
–hidden units = 200
–transformer size = 100
–transformer activation = ReLU
–multimodal layer activation = tanh
–optimizer = Adam
–regularizer = L2
–L2 weight = 3.403118029769643e-05
–batch size = 32
finished training after epoch : 40
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Pooling

–pooling type = average
–learning rate = 0.0001522395804913662
–hidden units = 400
–transformer size = 400
–transformer activation = ReLU
–multimodal layer activation = ReLU
–optimizer = Adam
–regularizer = L2
–L2 weight = 1.0058524123597216e-05
–batch size = 32
finished training after epoch : 103

Pooling + AUX

–learning rate = 0.0001423139845891791
–hidden units = 400
–transform image = True
–transform text = True
–transformer size = 400
–transformer activation = ReLU
–multimodal layer activation = tanh
–optimizer = Adam
–regularizer = dropout & L2
–keep probability = 0.7346120055398736
–L2 weight = 0.0002487751406569797
–AUX weight = 0.002339001593882164
–batch size = 32
finished training after epoch : 44

A.4 TBVA examples

This section illustrates examples where the TBVA model was correct. The 10
areas with the biggest attention values are illustrated as white squares over the
image, where a brighter square indicates a higher value. Section A.4.1 shows
ads from the baseline error group text correct, image incorrect, section A.4.2 ads
from the group image correct, text incorrect and section A.4.3 shows ads from
the group both incorrect.
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A.4.1 Ads where text classifier is correct and image clas-
sifier incorrect

.
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A.4.2 Ads where image classifier is correct and text clas-
sifier incorrect

.
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A.4.3 Ads where both image and text classifiers are in-
correct

.
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