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Abstract

The problem of location or movement prediction can be described as
the task of predicting the future location of an item using the past loca-
tions of that item. It is a problem of increasing interest with the arrival
of location-based services and autonomous vehicles. Even if short-
term prediction is more commonly studied, especially in the case of
vehicles, long-term prediction can be useful in many applications like
scheduling, resource managing or traffic prediction.

In this master thesis project, I present a feature representation of
movement that can be used for learning of long-term movement pat-
terns and for long-term movement prediction both in space and time.
The representation relies on periodicity in data and is based on weighted
n-grams of windowed trajectories.

The algorithm is evaluated on heavy transport vehicles movement
data to assess its ability to from a search index retrieve vehicles that
with high probability will move along a route that matches a desired
transport mission. Experimental results show the algorithm is able to
achieve a consistent low prediction distance error rate across different
transport lengths in a limited geographical area under business oper-
ation conditions. The results also indicate that the total population of
vehicles in the index is a critical factor in the algorithm performance
and therefore in its real-world applicability.
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Sammanfattning

Lokaliserings- eller rörelseprognosering kan beskrivas som uppgiften
att förutsäga ett objekts framtida placering med hjälp av de tidigare
platserna för objektet. Intresset för problemet ökar i och med införan-
det av platsbaserade tjänster och autonoma fordon. Även om det är
vanligare att studera kortsiktiga förutsägelser, särskilt när det gäller
fordon, kan långsiktig förutsägelser vara användbara i många appli-
kationer som schemaläggning, resurshantering eller trafikprognoser.

I detta masterprojekt presenterar jag en feature-representation av
rörelse som kan användas för att lära in långsiktiga rörelsemönster
och för långsiktig rörelseprediktion både i rymden och tiden. Repre-
sentationen bygger på periodicitet i data och är baserad på att dela
upp banan i fönster och sedan beräkna viktade n-grams av banorna
från de olika fönstren.

Algoritmen utvärderas på transportdata för tunga transportfordon
för att bedöma dess förmåga att från ett sökindex hämta fordon som
med stor sannolikhet kommer att röra sig längs en rutt som matchar ett
önskat transportuppdrag. Experimentella resultat visar att algoritmen
kan uppnå ett konsekvent lågt fel i relativt predikterat avstånd över
olika transportlängder i ett begränsat geografiskt område under verk-
liga förhållanden. Resultaten indikerar även att den totala populatio-
nen av fordon i indexet är en kritisk faktor för algoritmens prestanda
och därmed även för dess applicerbarhet för verklig användning.
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Chapter 1

Introduction

Location prediction, the problem of predicting future locations in time
based on past locations, is a classic problem within the machine learn-
ing community.

While very popular now, the applicability and thus the popular-
ity of location prediction models was limited in the past due to the
scarcity of location data. Before the widespread diffusion of mobile
and positioning technology, most of the work in the field was focused
on mobility management in mobile computing systems, predicting for
example user’s next cell (land area covered by a transceiver) move-
ment in order to pre-allocate system resources [27].

The rapid growth in the number of devices that can track loca-
tions, such as smartphones and global position system (GPS)-based
equipment in the past few years, has generated a huge increase in lo-
cation data availability. That increase, in conjunction with the enor-
mous improvements in technologies to manage big volumes of data
has brought back great interest into the location prediction problem
and location-based services. Examples of such services are naviga-
tional services, traffic management and prediction, infrastructure plan-
ning or location-based advertising [21].

Automotive industry in general, with the major disruption of data-
driven technologies and autonomous cars, and transport sector in par-
ticular, where location data are of great importance, are not to be left
out in this rising trend in location prediction.

1
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1.1 Problem definition

Transport companies currently operate their goods transportation pro-
cess in a "manual" way: a customer who wants to transport goods from
point A to point B contacts either a transportation broker (who man-
ages assignments from several transportation companies) or directly
a large transportation company. The customer is offered with several
time allocations possibilities based on the delivery requirements, like
latest arrival time or price, among which the one that better fits the
requirements is usually chosen.

Many of the transport routes are based on regular assignments that
take place periodically, which helps the transport companies plan their
schedules. For example, a transport could be scheduled every Sunday
morning to deliver the week-long iron production from a mine to a
factory.

It is suggested that a major actor in the transport sector with ac-
cess to massive amounts of data locations from thousands of vehicles
could use these data to develop models that approximately predict the
future location and movement of the vehicles. This would automate
the time allocation process to some degree and allow for some other
optimizations.

Predictions would allow to offer tentative time allocations to the
customer further ahead in time than the current systems. In these sys-
tems, a time allocation can only be offered to a customer if a vehicle
trip is already scheduled for that time in the transportation company
planning (generally never more than 10 days ahead). This improve-
ment could benefit both the customer, whose deliveries can be planned
further in advance and the transportation companies, who can offer
more flexibility to their potential customers.

Focusing not only on the transport buyer side, a transportation
company could also use the predictions to better schedule regular ve-
hicle procedures. For example, workshop visits could be planned when
the vehicle is predicted to be close to a workshop. Inversely, a truck
manufacturer could place a workshop in a location where many ve-
hicles from different transport companies are predicted to pass by or
adjust opening hours to match when vehicles are nearby.

A better, but more complex optimization would be to schedule
some goods to be transported from point A to point B by several vehi-
cles instead of a single one, each one of those covering a single stretch
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of the trip. This will optimize the overall process and lower the costs,
because vehicles travelling shorter routes are more likely to be useful
to a wider range of transports and travel with full cargo compared to
vehicles travelling long routes.

1.2 Aim of thesis

The aim of this thesis is to give insight into the feasibility of developing
machine learning models capable of predicting future movement for
heavy transport vehicles, in space and time, based on positioning data
collected from connected vehicles.

The results of this thesis are of clear interest to Scania, the princi-
pal of this thesis. With its global fleet of connected vehicles, it could
greatly benefit from successful location prediction models. In a broader
perspective, they should be of interest to researchers in the field of
long-term location prediction, specifically those interested in vehicle
movement.

Certain aspects of location prediction are beyond the scope of this
thesis project. Multi-vehicle transportation assignments, where a cargo
could be transported by several vehicles, will not be covered, limiting
the scope to single-vehicle transportation assignments. The geograph-
ical scope of the thesis will also be limited, focusing the prediction on
several local regions but leaving a global model for future work.

1.3 Social relevance

Transport sector emissions, of which heavy transport constitutes a sig-
nificant part, are one the major causes of global warming and climate
change 1. An optimization in the transport process, with more efficient
transport routes and assignments, will allow to reduce fuel consump-
tion and have a positive impact in the environment.

A more efficient transport market will also reduce the cost of trans-
port as a commodity, which in turn will increase the demand generat-
ing more jobs in the sector.

1IPCC Fifth Assessment Report: Climate Change 2014, Working Group III: Mit-
igation of Climate Change, Chapter 1. URL: https://www.ipcc.ch/report/
ar5/wg3/

https://www.ipcc.ch/report/ar5/wg3/
https://www.ipcc.ch/report/ar5/wg3/
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It is uncertain whether an increase in the demand would have a
positive or negative environmental impact. In the ideal case, the to-
tal number of driven km is not expected to grow, only the amount of
goods transported per driven km. In a more realistic scenario, it is
likely that both numbers will increase.

The implementation of the system could also have ethical/societal
aspects to consider regarding the transport operators market. Even if
the system will only be offered, and not imposed, to the transport op-
erators to make their schedules more efficient, being out of the system
will probably result in less transport missions received. This could
force transport operators to be inside the system and restrict their au-
tonomy, similarly to drivers in ride-sharing services.

It is likely that the prediction algorithm would suggest some type
of vehicles more frequently than others, depending of the vehicles’
trips characteristics. This can have an effect in the behavior of the mar-
ket itself, influencing which companies thrive and which fail. Clear
explainability of the algorithm predictions will be needed to justify
the decisions.

The legal aspect is also important. Positioning data from vehicles
belong to the owners of the vehicles (transport operators), but are
likely stored and analyzed by third parties, like the vehicles manu-
facturer or vehicles assistance provider. With the new data regulation,
explicit consent from the data owner is needed to use/analyze the data
in any manner. However, it is unclear how much freedom the trans-
port operators have to decide whether to allow or not the use of their
data for location prediction analysis if that service comes integrated in
a take-it-or-leave-it package with other essential analysis services like
piece survival analysis or fuel cost analysis.

1.4 Outline

This master thesis is structured as follows: The background of the
movement and location prediction problem and the related work are
covered in Chapter 2. The methods used to solve the problem, as well
as the assumptions used in these methods, are introduced in Chapter
3. The experimental set-up, including the dataset and the evaluation
metric, is described in Chapter 4. The results of the experiments are
shown in Chapter 5 and discussed in detail in Chapter 6. The con-
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clusions of the thesis as well as future work are outlined in Chapter
7.



Chapter 2

Background

Most of the research in the field of location prediction focuses on short-
term prediction, i.e. prediction of the next object location or sequence
of next locations given the current location. Few publications deal with
the long-term prediction, understood as predictions more than several
hours further ahead. Although a clear border between short and long-
term prediction does not exist, predicting locations less than 8 hours
ahead can be regarded as short-term and predicting locations more
than a day ahead as long-term, while intermediate times lie some-
where in between both problems.

Most importantly, simultaneous short and long-term prediction are
seldom handled together. Usually the techniques to approach both
problems differ significantly because of the different importance re-
cent and old data have in each problem. In short-term prediction, the
last locations of the object have great relevance for the prediction of
the next locations, while in long-term prediction, these recent loca-
tions lose importance and the historical patterns are more generally
considered.

This project is conceived with long term prediction in mind, with
the objective of predicting vehicles location at some point further than
a day into the future. Nevertheless, since short and long-term predic-
tion are deeply related problems, both are addressed in this chapter
but with different level of analysis. The literature study gives a shal-
low overview of the short-term prediction methods while a more in-
depth analysis of long-term prediction is presented.

6
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2.1 Literature Study

2.1.1 Short-term prediction

As referred in the previous section, this subsection will give a brief
overview of the short-term prediction methods.

Most of the short-term prediction methods can be encompassed
within the general term of sequence modeling. Sequence modeling
methods split the data into sequences, usually trips, while keeping the
sequential information (i.e. order of events), and try to learn models
of sequences from those segments.

One of the most classical examples of sequence modeling is Hidden
Markov Model (HMM). HMMs assume the sequences are generated
by a Markow process with hidden states, where each state has a prob-
ability distribution over the locations visited and a transition proba-
bility to the different states, which conditionally only depends on the
last hidden state value [22]. For example, Panahandeh [19] uses sev-
eral HMMs to first predict destination based on current location and
origin, and then uses the predicted destination and location to predict
the route and next location.

Recurrent Neural Networks (RNNs) are another type of sequence
modeling methods based on neural networks. They use the sequence
of locations as input and the next location as output for supervised
training with back-propagation. The predicted location is then merged
with the rest of the sequence and used as input for the next prediction.

The problem with HMMs and RNNs is that they are not able to
learn long-term temporal dependencies and give poorer prediction as
they are forced into the future [15]. In HMMs training becomes com-
putationally infeasible for higher order models and RNNs suffer from
the vanishing gradient problem.

However, recent research in a type of RNN, the Long Short Term
Memory (LSTMs) units, has shown great improvement in the learning
of these long-term temporal dependencies [4], which has encouraged
its use in the field of location prediction. For example, Wu et al. [25]
train standard LSTMs with Spatial-Temporal-Semantic feature match-
ing to predict vehicle location in urban areas.

Even though LSTMs are able to predict larger sequences than clas-
sical sequence models, they are still regarded as short-term prediction
compared to the scope of this project.
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2.1.2 Long-term prediction

In the field of long-term prediction, the main idea is the extraction of
regular mobility patterns to create models that do not depend on the
current location of the object, which is usually not very relevant to pre-
dict far-future locations. Most of the research in the field is performed
on human mobility data, supported by the discovery that humans fol-
low simple reproducible patterns [7]. Even though the data for this
project consist of transportation vehicles locations, it is probably safe
to assume that similar reproducible patterns are applicable, given the
nature of the transportation sector routes and transport missions.

Based on this regularity or repeatability of patterns, three main ap-
proaches are followed in the literature and . One approach tries to find
the periodicity of the data with frequency analysis techniques; another
approach, known as pattern mining, tries to count the number of times
these patterns occur and when they occur and a final approach tries to
find low dimensional representations of patterns that can constitute a
basis of the patterns space. Several modifications and extensions of
the main approaches are described in the following paragraphs.

Pattern mining is a technique inspired in the frequent itemset prob-
lem of the data mining field [20]. Given a database with millions of sets
of items, the problem consists of finding the groups of items, called
itemsets, that appear frequently together in a set, where the measure of
frequency is given by the support, the percentage of all sets that contain
that itemset. Next, association rules are learned between the differently
frequent itemsets. Association rules are rules determining the proba-
bility of occurrence of a itemset B in a larger itemset if another itemset
A is also present in it. They can be seen as "if-then" rules: if A appears
in a set, then B is likely to appear in the same set with some confidence
value.

In the location prediction problem, sequences are created by trajec-
tory segmentation and further transformed into itemsets, where loca-
tions are discretized into a closed set of items, usually the most fre-
quent regions or grid cells. The A-Priori algorithm [1] is used to find
the support of each item and subsequently the association rules be-
tween them. The A-Priori algorithm proceeds by identifying the fre-
quent individual items in the database and extending them to larger
and larger itemsets as long as those itemsets appear sufficiently often
in the database.
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Yavaş et al. [27] modify the support counting method to handle
noisy sequences (itemsets), and use manual constraints in mobility for
the association rules generation. However, the external validity of the
conclusions is poor since the model is only tested on synthetic data.
Morzy [14] mines patterns on real data after the discretization of lo-
cations into grid cells and then uses three types of matching (predict-
ing) strategies. Jeung et al. [9] forecast the future locations of a user
by predefined motion functions and linear or nonlinear models, then
movement patterns are extracted by an A-Priori algorithm.

Other methods assume there is limited but high predictability in
humans’ behaviors because of periodic behaviors [24] and use fre-
quency decomposition, a method coming from the signal theory do-
main, to discover the periodicity of the patterns. One of the most com-
monly used quantities for identifying periods is the Auto-Correlation
Function (ACF) [18], that computes the similarity of a time series to
itself. Another one is the periodogram [18], which is the Fourier trans-
form of the auto-correlation function, and can handle unevenly sam-
pled data. These methods usually create individual mobility models,
where each object is analyzed separately.

Baratchi, Meratnia, and Havinga [2] use a modified ACF, that takes
into account uneven sampling, on raw GPS streaming data to discover
the periods in data and later extract the locations corresponding to
those periodic patterns. The real data that are used look extremely
sparse and not representative of real movements. Li et al. [12] focus
on the problem of identifying interleaving periodic behaviors. First,
the periodogram function is computed on modified data, where bi-
nary sequences with respect to reference spots are used instead of real
locations to avoid spatial noise. Hierarchical agglomerative clustering
is then used to find the overlaying periods and the algorithm is tested
on real data. However, the utility for this project is limited because it
does not address the problem of location prediction.

An interesting extension to this regularity prediction is the work by
Mcinerney et al. [13], where departures from routine are analyzed and
predicted instead of the periods themselves. Analysis is done with a
information theory-like entropy estimator and prediction with a new
Bayesian model.

Assuming daily periodicity, Krumm and Brush [11] model the prob-
ability of being at a particular place (home) at any given hour of a day
for long-term behavior using simple inference. The approach is, how-
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ever, limited to binary situations (i.e. there vs. not there).
A different type of long-term prediction methods do not assume

such periodicity, but rely on the assumption that different subjects
would have similar mobility patterns. Under this premise, they hy-
pothesize that some lower-dimensional representation of those move-
ments can be learned using dimensionality reduction methods, such
as PCA [10].

Eagle and Pentland [5] were the first to apply PCA to the prob-
lem of pattern extraction in location prediction. From a set of discrete
locations, eigenbehaviors (principal directions that represent common
mobility patterns among subjects) are extracted. Their utility is shown
by clustering subjects into roles using the projection of locations onto
the principal components. However, the small number of locations (4)
and the limit of 12 hours prediction into the future reduce the impact
of the work.

Sadilek and Krumm [23] extend this idea to long-range human mo-
bility with a vast dataset. DFT (Discrete Fourier Transform) [18] is first
used to find suitable temporal discretization intervals (i.e estimate the
maximal patterns duration). PCA is applied to location data, either
in continuous or discrete (cell grid) representation, to compute the so-
called eigendays, basis representations of daily general movement pat-
terns. Prediction is made by choosing the most similar principal com-
ponent after projection. The addition of pattern drift to the model to
give more importance to more recent data is a remarkable enhance-
ment and improves the predictions significantly.

With the similar purpose of learning the hidden structure of data,
Yao et al. [26] use tensor factorization, a popular method in recom-
mender systems in social networks [3], to extract mobility patterns
and predict future mobility events. However, the authors only con-
sider three possible locations, which restricts the applicability of the
model.



Chapter 3

Methods

This chapter describes the methods used to achieve the main goal of
this thesis. This goal is to extract and learn a feature representation of
the trucks’ movements that is also able to capture the degree of pre-
dictability of that movement leveraging its inherent periodicity. The
chapter is structured accordingly, where each of the sections describes
one of the parts necessary for the task:

• Section 3.1 describes the type of data needed for the methods.

• Section 3.2 describes the steps followed to extract the aforemen-
tioned feature representation of the trucks’ movements.

3.1 Data requirements

Although later applied to heavy vehicle movement prediction, the meth-
ods that follow have been developed with a more general applicability
in mind, so that they can be used on any kind of positioning data that
fulfil some soft requirements. The data must be composed of the ge-
ographical positions of the object, possibly in the form of a pair of co-
ordinates (latitude, longitude), timestamps to record when those posi-
tions were registered and a unique id of the moving object (or subject)
to differentiate it from the other objects. In this way, these soft re-
quirements expand the applicability of the methods to practically any
moving object as long as it has some intelligent connected device on
it able to send mobile data. Those could be, for example, pedestrians
with smartphones in a city or bicycle users.

11
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3.2 Feature Learning

The feature learning (also called feature extraction) process is the se-
ries of steps followed to generate a suitable representation of data for
learning and predicting. In this project, it is a novelty method partly
inspired by the mechanisms of Pattern Mining, because the number
of times a sequence appears is counted, but not based on any specific
work in the field. Each of the relevant steps is described in the follow-
ing sections.

3.2.1 Periodicity assumption

The main assumption for the feature representation and learning pro-
cess is that heavy transport vehicles (and those in the dataset specifi-
cally) exhibit generally a periodic movement. This periodic behaviour
assumes a vehicle repeats the same movement every period. A weekly
periodicity would mean the vehicle repeats its movement every week
and is at the same place every Tuesday morning, for example.

This assumption is based on domain knowledge, because heavy
transport vehicles usually belong to a transportation company which
assigns regular transport routes to the same vehicle for easier schedul-
ing. The assumption is tested later with the analysis of the vehicles
locations over time (See section 5.1).

It is worth mentioning that these methods would not be applicable
to vehicles (or any moving object) that do not exhibit periodicity in
their movement. Other solutions would be needed to efficiently match
transports with transport providers in such cases.

3.2.2 Windows

The periodicity assumption suggests that it is possible to map the move-
ment of a vehicle in one period (for example a week) with its behavior
in another period (another week) and learn common patterns from
both. However, this is not a straightforward process because vehicles
periodicity is not perfect. One cannot expect to compare the position
at 14:43 one Monday with the position at 14:43 another Monday and
encounter the same location even if the vehicle is following the same
route. Also, it might be intractable to compare all the positions along
one whole period with those along another whole period. Neverthe-
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less, it is sensible to suppose that the vehicle will go through the same
positions in a certain interval of time (for example a 4 hour interval)
on Monday mornings if its movements are approximately periodic.

A natural way to capture this behavior is with the use of time win-
dows. A time window will encompass all the vehicle movements in
one interval of time (a window) together in the same entity. In this
way, similar but not identical behaviors can be compared by compar-
ing the windows that encompass them.

The periodicity assumption entails that two windows separated by
a period in time would cover the same movement. For instance, given
weekly periodicity, a vehicle would theoretically make the same move-
ment in a window starting the 2018-01-01 (Monday) at 10:00:00 and
ending the same day at 14:00:00 as in a window starting the 2018-01-08
(Monday) at 10:00:00 and ending that day at 14:00:00, if the periodicity
is perfect.

This way, an aggregation of the movements of the single windows
that are separated by exactly a period in time would create a feature
representation of a window within the periodic time, independent of
the date, which could be seen as a periodic window. In other words,
(given weekly periodicity) an aggregation of all windows starting on
Mondays at 10:00:00 and ending on Mondays at 14:00:00 will create
a representation of a "Monday-from-10h-to-14-Window" whose time
attributes are now independent of dates, becoming only meaningful
as an offset from the beginning of the period and a length within the
period.

If the first day of the week is Monday by convention, the "Monday-
from-10-to-14-Window" would have an offset of 10 hours and a length
of 4 hours, while a window starting on Tuesday at 10:00:00 and lasting
until 14:00:00 would have an offset of (24+10) 34 hours and a length of
4 hours.

Types of windows

So far, the description of the windows has been limited to a single peri-
odic window, like the "Monday-from-10h-to-14h-Window". However,
that window can only register a limited part of the vehicle’s move-
ment, specifically the movements that take place between 10:00 am
and 2:00 pm on Mondays.

To register the whole vehicle movement it is necessary that the pe-
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riod is totally covered by periodic windows. For this purpose two
types of windows are generally used, tumbling windows and over-
lapping windows. Tumbling windows are adjacent non-overlapping
windows, where the end of a window corresponds to the beginning of
the next one and therefore a sample can only belong to one window. In
overlapping windows however, the beginning of next window comes
before the end of the previous window, so that a sample can belong
to several windows at the same time. Sliding windows are a type of
overlapping windows where the windows start at regular intervals.
Both types of windows are shown in Figure 3.1.

In this project, overlapping windows are chosen over tumbling
windows. The observation that a transport has to be contained within
the window boundaries to be analyzed by the algorithm makes over-
lapping windows the only ones that can capture every possible trans-
port. If tumbling windows were used, it would be possible that a
transport assignment would "cross" between windows, having the start
time in one window and the end time in the next window even though
the total transport duration was shorter than the window length. For
overlapping windows, this circumstance would also occur between
some windows, but there will always be at least one window where
the transport is included entirely, given enough window length and
overlapping ratio. This situation is better shown in Figure 3.1.

Figure 3.1: Comparison of transports for different types of windows:
Transport 3 can be handled by tumbling and overlapping windows
but transports 1 and 2 can only be handled by overlapping windows.
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Characteristics of windows

Thus far the description of the overlapping windows has been charac-
terized by a 4-hour window. This window would register the move-
ments of less than 4 hours, but different window lengths can register
movements with different with ranges, like short, medium or long-
haulage movements for example. Therefore, the length and overlap-
ping ratio of the overlapping windows can vary and different combi-
nations of parameters can be used to reflect shorter or longer move-
ment patterns. A more thorough discussion of the influence of the
windows length is given in subsection 6.1.3.

To give a clearer view, one of these possible parameters configura-
tions (given weekly periodicity) is shown below, but many others are
possible as well:

• Number windows: 168 (24 windows/day x 7days)

• Window length: 4 hours

• Time difference between neighbouring windows: 1 hour (over-
lapping ratio of 75%)

• Resultant windows: [Window1: Monday 0h-4h, Window2: Mon-
day 1h-5h, ... , Window168: Sunday 23h-Monday 3h]

Once the window configuration has been established, a periodic
window is defined by the following set of parameters:

• Window length

• Window offset or start time (since the beginning of the period)

• Window end time, which is redundant given the length and start
time but useful for computations and explanations.

• Window periodicity

3.2.3 Feature transformations

The questions that remains open now is how to find the common pat-
terns among those periodic windows introduced in the previous sub-
section that refer to the same time within a period. For that, a suit-
able transformation of the locations in the windows has to take place
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(a) Trajectory for a single period (b) Trajectories for all periods

Figure 3.2: Typical trajectories of a vehicle in a window

so that an aggregation between different windows is possible. In the
following subsection, the sequence of steps followed to find a shared
representation by all windows is described.

Trajectory

The trajectory of a vehicle can be defined as the ordered sequence of
locations —a location is a pair (latitude, longitude)— of that vehicle to-
gether with the corresponding timestamps of when the locations were
registered. The trajectory of a vehicle in a time window is the part of
the total trajectory including the samples whose timestamps lie within
the boundaries of that specific window. For example, the trajectory of a
vehicle in a 4 hour window starting on the date: "2018-01-01 10:00:00"
will be formed by all the locations registered between 10:00:00 and
14:00:00 of that same day and the corresponding timestamps. Figure
3.2a shows the typical trajectories for a vehicle in a time window.

A feature representation that can be leveraged for learning and pre-
diction needs to be extracted from the trajectory of a vehicle in a win-
dow. Such feature representation needs to be shared by all windows,
so that patterns can be learned from them, and needs to incorporate
order, because the goal of the project is to learn and predict movement,
which is inherently related to order and direction.
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Space discretization: geohash

As explained in the section 3.1, the time and location (latitude and
longitude) of the trajectories in the data are continuous variables that
could take any value up to a certain precision.

When discrete models are used, pattern learning from data requires
that a part or characteristic of a sample, or most commonly a represen-
tation of that part or characteristic, appears in several samples of the
dataset. That way it becomes possible to find common patterns in dif-
ferent samples. Continuous locations with high precision do not have
this property, because it would be virtually impossible to encounter
the very same location in different trajectories. Therefore, continuous
locations are discretized, so that different (usually close) locations are
mapped to the same instance, and that instance can appear in differ-
ent trajectories, i.e. the samples of the dataset. The simplest example of
discretization would be rounding latitude and longitude, but another
more complex discretation method is used in the project.

The locations are discretized making use of geohash [16], "a geocod-
ing system which encodes a geographic location into a short string of
letters and digits. It is a hierarchical spatial data structure which sub-
divides space into buckets of grid shape" 1. The geohash algorithm
works by transforming the latitude and longitude values to bits, in-
tertwining them and mapping them back to a string of numbers and
characters using a base32 encoding (See more details in 1).

The most important characteristic about geohash is that it allows
for arbitrary encoding precision, which is given by the string length.
For example, the coordinate pair (23.136182, 120.365853) is geohashed
to the string ′wsj′ with precision 3 and to the string ′wsje′ with pre-
cision 4. This causes two nearby locations to be encoded as the same
string if the encoding precision is low and as two different strings if the
encoding precision is high. For example, the coordinate pair location
(23.136182, 120.365853) is encoded as the string ′wsje′ and the coordi-
nate pair (22.7135, 120.331325) as the string ′wsj9′ if the precision is 4
but they are both mapped to the string ′wsj′ if the precision is 3. This
generates a set of locations that, given a certain precision, are encoded
to the same string. This set of locations determines a rectangular cell
on the Earth surface where every location inside the cell is encoded
as the same string. Both locations, and the corresponding cells for the

1https://en.wikipedia.org/wiki/Geohash

https://en.wikipedia.org/wiki/Geohash
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two different precisions are shown in Figure 3.3.

Figure 3.3: Two locations (23.136182, 120.365853) and (22.716035,
120.331325) with their corresponding cells and geohashed strings us-
ing precision 3 and 4. Source2

Therefore, with the use of geohash the whole world can be dis-
cretized into a grid of rectangular cells where every location inside the
same cell is encoded as the same string.

As explained before, the cell size (and therefore the precision) is
given by the string length: the longer the string, the higher the pre-
cision and the smaller the cell size. In this way, the Earth surface is
transformed into a hierarchical grid structure where each subsequent
level contains a grid made out of smaller cells. A cell in a level is
divided into 32 equally sized cells in the next lower level. They new
32 cells share the beginning of the old string and differ in the last, new
character. Although not relevant for this project, it is important to no-
tice this makes geohash a system that preserves the metric (points that
are close in space have, except for some edge cases, the same common
prefix).

It is relevant to mention that odd precision values create square
cells while even precision values create rectangular cells where width
is double the height due to the bit-encoding system. Even values as-

2http://geohash.gofreerange.com/

http://geohash.gofreerange.com/
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sign the same number of bits to encode latitude and longitude while
odd values assign one more bit to longitude than latitude. Because
longitude range [-180, 180] is double the latitude range [-90, 90], the
extra bit in odd values allows to encode both coordinates with same
resolution, while for even values this is not possible.

The different cell sizes can be observed in Figure 3.4, where it is
shown how Taiwan would be divided into cells using two different
precisions. Table 3.1 displays the cell sizes for the different precisions
as well as the maximum error introduced when encoding.

Figure 3.4: Geohashed map of Taiwan using precision 3, and precision
4 in a single cell for visualization purposes. Image source3

The general effect of geohashing a trajectory is shown in Fig. 3.5.
Another positive aspect of using geohash is that the location, a two-

dimensional variable, becomes one-dimensional which facilitates fur-
ther analysis.

3http://geohash.gofreerange.com/
4https://en.wikipedia.org/wiki/Geohash and https://www.

movable-type.co.uk/scripts/geohash.html

http://geohash.gofreerange.com/
https://en.wikipedia.org/wiki/Geohash
https://www.movable-type.co.uk/scripts/geohash.html
https://www.movable-type.co.uk/scripts/geohash.html
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Geohash length Size Max Error (in km)
1 ≤ 5,000km × 5,000km 2,500
2 ≤ 1,250km × 625km 630
3 ≤ 156km × 156km 78
4 ≤ 39.1km × 19.5km 20
5 ≤ 4.89km × 4.89km 2.4
6 ≤ 1.22km × 0.61km 0.61
7 ≤ 153m × 153m 0.076
8 ≤ 38.2m × 19.1m 0.019

Table 3.1: Geohash cell sizes for different precision (string length) and
maximum associated error. Sources 4

Time discretization: interpolation

After geohashing, the sequence of locations with timestamps has been
transformed into a sequence of hashes (strings), but one key remark is
missing, time discretization. Vehicles emit locations with a relative er-
ratic sampling rate so it can happen that a vehicle traverses a geohash
cell without having emitted any sample (location) in that cell. The most
common occurrence of this behavior happens when the sampling rate
is low and the geohash cell size is small, because the samples are sepa-
rated by a distance longer than the size of a cell, as shown in Fig. 3.6a.
Another, less common occurrence happens when the road crosses the
corner of a cell. In both cases, the consequences are that the sequence
of hashes does not represent the real trajectory any more and could
potentially make that two vehicles travelling the same route have a
different sequence of hashes. That pitfall is prevented by perform-
ing location interpolation between consecutive samples at a frequency
high enough to avoid jumping over cells. The interpolation of loca-
tions and its effect on the sequence of hashes are shown in Fig. 3.6.

It is important to emphasize that the interpolation is performed be-
fore the geohash encoding since it is not possible to interpolate strings.

Duplicate geohash removal

After interpolation and geohashing, the original trajectory has been
transformed into a sequence of pairs (hash, timestamp) representing
every cell the vehicle has passed through in the window. The next
step in the feature building process is to remove consecutive dupli-



CHAPTER 3. METHODS 21

(a) Original trajectory (b) Trajectory with geohashed cells

Figure 3.5: Effect of geohash on a trajectory (precision 4)

(a) Trajectory with geo-
hashed cells

(b) Interpolated trajec-
tory

(c) Interpolated trajec-
tory with cells

Figure 3.6: Effect of interpolation in sequence of geohashes. Original
samples in blue, interpolated samples in green.
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cates hashes from the sequence. The motivation for that operation is
that the feature representation of a window should capture the move-
ment pattern of the vehicle in that window but be independent of the
time-scale behavior within the window. In other words, it is funda-
mental to capture all the cells the vehicle has passed by, but the time
spent in each of them is irrelevant, only the order matters.

The consecutive duplicate cells are usually generated by two situa-
tions:

• The interpolation step, which generates consecutive close loca-
tions that are encoded to the same cell (because the cell size is
larger than the distance a vehicle can travel between two inter-
polated times).

• A vehicle standing still, because it adds several consecutive iden-
tical cells to the sequence.

Machine learning models, are in general able to model repeated
patterns, like Markov chains with self transitions, for example. How-
ever, to simplify the analysis in this specific project, the repeated cells
are considered extraneous to the movement pattern and therefore re-
moved from the sequence.

Another way to express this problem is that two vehicles should
have the same sequence of hashes, independently of their "temporal
behavior" within the window, if they travel along the same route dur-
ing the same time window (e.g. one slow vehicle and one fast vehicle
that makes several stops).

Movement split: n-grams generation

The final step in the feature representation process is the generation
of n-grams from the cleaned sequences of geohashed locations. An n-
gram is a concept coming from the fields of computationally linguistics
and probability, which can be defined as "a contiguous sequence of n
items from a given sample of text or speech" 5. For example, for the
word behind the set of letter 3-grams (or trigrams) would be {beh, ehi,
hin, ind}.

N-grams allow, among other applications, to compare the similar-
ity of long sequences that could otherwise not be directly compared

5https://en.wikipedia.org/wiki/N-gram

https://en.wikipedia.org/wiki/N-gram
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(a) Sequence of geohash cells (b) Geohash cells with 4-grams

Figure 3.7: Generation of n-grams of length 4 from a sequence of geo-
hash cells (precision 5). Overlapping four-grams are not shown

(with a sequence matching algorithm, for example) because of their
large size, as it is the case for text or speech. The similarity is com-
puted by extracting smaller subsequences –the n-grams– from the long
sequences and then counting the common occurrences of the subse-
quences in both sequences.

Representing sequences with n-grams has two main advantages.
The first advantage is that it can help remove the redundancy that is
often present in the raw data when very close locations appear con-
secutively. Second, and most importantly, the new representation is
proportional in size to the complexity of the movement, not the sam-
pling rate. In that any, trajectories with different sampling rates but
similar movement are mapped to representations similar in size.

In the project, computing the n-grams of a sequence of geohashed
locations constitutes a way to divide the movement in a window into a
set of smaller but still meaningful (i.e. they retain order) "sub-movements"
that can be used to compare similarity of long trajectories. Figure 3.7
shows the generation of the n-grams from the sequence of geohashed
locations.

This way, the feature representation of the trajectory of a vehicle in
a window is the set of n-grams of the cleaned geohashed sequence of inter-
polated locations together with some parameters defining the window
itself, such as the window start time and window length. The election
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of a set as the data structure to store the n-grams is not trivial. Sets,
unlike lists or tuples, are unordered structures, which means the in-
formation is stored in a lossy representation because order within the
sequence is lost. I argue that sets of unigrams lose sequential informa-
tion, but sets of n-grams retain it as long as sequences are not repeated
within windows. If an n-gram appears several times in a window, the
reconstruction of the original sequence becomes ambiguous.

However, the use of sets has other advantages that make them suit-
able for this project. The most important advantage is that they greatly
simplify the data to handle and turn the problem into a more general
one. Unlike sequences, where methods for aggregating two sequences
are more difficult, the aggregation of two sets exists and its trivially
defined either as the weighted set or the union, depending on the con-
text. This is very important for this project because the aggregation
of the features in each window will be used for prediction. Sets also
have a standard similarity metric (Jaccard coefficient, see subsection
4.1.3) which can be fast computed and used by diverse algorithms, like
Nearest Neighbours. For sequences, even though some distances mea-
sures exists (like the edit distance for example), they are not generally
applicable to every type sequence and are more difficult to compute.

For the problem addressed in this project and the proposed evalu-
ation metric, predictability of movement (eased by sets) is more rele-
vant than the exact reconstruction of the sequence (eased by ordered
data structures). Nevertheless, one method to recover temporal (but
not order) information within a window is suggested in section 6.1.3.

A summary of the feature transformation process in form of a dia-
gram with a simulated numerical example is shown in Figure 3.8.

3.2.4 Aggregation of windows: Weighted set of n-grams

In the previous subsection the idea of an aggregation of windows that
have the same offset and length given a periodicity has been intro-
duced, but no specific aggregation method has been proposed. This
aggregation should combine the movement features of the different
windows and use that combination to learn a movement pattern com-
mon to the different single windows.

This aggregation method should be based on the characteristics of
the representation of a single window after the feature transforma-
tions. Therefore it is proposed that the aggregation method of several
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Figure 3.8: Feature representation process

windows consists simply in the weighted set of n-grams for every
single window aggregated.

A weighted set is naturally a set where each item has a weight, that
indicates the value of some property the items in the set have. In the
aggregation of windows, the weight for each item (n-gram) is given
by the number of times (from this point on called support) that n-gram
appears across the set of n-grams of all windows. Continuing with the
previous example, the feature representation of the "Monday-from-
10h-to-14h-Window" consists of the weighted set of n-grams built from
the respective sets of n-grams of each of the single windows that start
on a Monday at 10h and end on a Monday at 14h.

As a simple example of a weighted set construction using simple
sets, the sets: setA = {a, b, c, d}, setB = {a, b, c} and setC = {a} would
produce the weighted set: setW = {a : 3, b : 2, c : 2, d : 1}.

The motivation for using the weighted set of n-grams as the feature
learned representation for a periodic window is the capacity of weights
to act as indicators of the predictability of the movement. Recalling
that each of the n-grams symbolizes a small sub-movement, an n-gram
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having a high support (large weight) would mean that this small sub-
movement is repeated in most of the periods (weeks, in the case of
weekly periodicity), and therefore there is a high confidence that it
will be again repeated in the future. As it hints, this information can
be used for prediction.

It is important to remark that each vehicle is treated independently
in the feature learning process and will have its own learned represen-
tation.

To recapitulate, the learned features are created as the weighted
sets of n-grams for every periodic window into which the period is
divided for each individual vehicle. These learned features represent
the movement pattern of a vehicle for different times of the period
(week) and the predictability of those movements.
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Experimental Set-up

This chapter describes the form in which the learned representation
of vehicles’ movement is evaluated, the dataset used for the evalua-
tion experiments, the technical details of the implementation and the
specific details of the experiments.

4.1 Evaluation

The feature learning process produces a representation of the vehicles
movement and it needs to be evaluated how good this representation
is. However, a unique metric to measure that goodness does not exist,
and several options could be used. One possibility would be to evalu-
ate how similar the learned patterns of these vehicles are to the future
movements of these vehicles. However, this evaluation would not be
very useful from a business perspective. From a business perspective,
it is more relevant to evaluate how similar the learned patterns are to
future transport assignments (a definition for transport assignment is
given Section 4.1.1).

If the movement pattern of a vehicle has a great predictability, it
is sensible to predict that the vehicle will be repeating that pattern in
the future. If in addition to that, the movement pattern is very similar
to the route of a future transport assignment, then that vehicle can be
predicted with great confidence to travel along a route in the future
where it can carry out the transport assignment with minor deviation
from its original route. This, as mentioned in the introduction, is ben-
eficial for the company because it reduces the overall costs. The opti-
mal choice to carry out the transport assignment will be vehicle with

27
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the most similar movement pattern to the transport assignment route.
The deviation will indicate how suitable the predicted vehicle was for
the transport assignment and consequently how well the representa-
tion captures the movement patterns.

The evaluation would consist on two steps:

1. Find the most similar vehicles movement patterns to a given
transportation assignment (strictly speaking, the most similar pe-
riodic windows associated with the vehicles, which are the ones
capturing the vehicles’ movements).

2. Determine the distance between the observed movement of the
most similar vehicles in the day of the transport and the route of
the transport assignment.

In the rest of the section four concepts that remained undefined
in the previous description are explained: what is a transport assign-
ment, under which conditions can a window be compared to a trans-
port assignment, the similarity metric between windows (i.e. vehicles’
patterns) and a transport assignment and finally the distance metric
between the observed movement of the vehicles and the transport as-
signment.

4.1.1 Transportation assignment

Specifically, a transportation assignment is defined by:

• An initial and a final location from and to some goods need to be
delivered.

• The transport minimum duration: the minimum time it takes
a heavy vehicle, travelling at the maximum allowed speed and
along the fastest possible route, to go from the initial to the final
location. In a real-life application, it would be computed by a
routing API that takes as input the initial and final location.

• The transport earliest starting time (i.e. the earliest time the goods
can be picked up).

• The transport latest arrival time (i.e. the latest time the goods can
be delivered).
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The inclusion of the earliest departure time and the latest arrival
time obeys the characteristics of the real world transport industry, where
there usually exists some flexibility in the goods delivery times. For a
certain customer, it could be acceptable that some kind of goods are de-
livered within two days margin, while for other customer, the goods
need to be delivered within a shorter time window. That flexibility also
allows to select a vehicle that is doing a suitable route but makes sev-
eral stops along the way, as long as the desired destination is reached
before the latest arrival time.

4.1.2 Valid match between vehicle and transportation
assignment

A window is said to be a valid match to a transportation assignment
when the vehicle is physically able to carry out that transport in that
window within the time limits established by the transport assign-
ment. As a consequence, the following conditions must be fulfilled:

• The window length must be longer than the transport minimum
duration.

• The window must start after the transport earliest starting time.

• The window must end before the transport latest arrival time.

As explained before, the periodic window starting time and the
periodic window ending time do not refer to dates but periodic times,
like "Monday from-8h-to-12h". Therefore, for being able to check the
previous conditions, the transport earliest starting time and transport
latest ending time are first transformed to periodic times in the same
way the original window start and end times were converted.

4.1.3 Similarity between window and transportation
assignment

To determine how good a match between a vehicle and a transporta-
tion assignment is, it is first necessary to transform the transport orig-
inal representation into the same feature representation as the win-
dows, i.e. the weighted set of n-grams.

In a production environment, a routing API would be used to ob-
tain the fastest route between the initial and final transport location.
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In my case, transports are directly extracted from unseen data (See
Section 4.4.1). Then, the points of this route undergo the same trans-
formations as the original dataset locations (geohashing -> consecutive
duplicate removal -> set of n-grams). The interpolation step would not
be necessary if the locations are close enough for the given sampling
rate.

Since there is no set aggregation step in the transport, the weight
for the n-grams is given by the maximum possible support an n-gram
from a window can obtain. For example, if the time range covered
by the data is one year and weekly periodicity is used, the maximum
possible support for an n-gram would be 52, because that is the num-
ber of periods in the whole data range (i.e. there are 52 weeks in the
year). This is ensured even if an n-gram happens several times in a
window, because the transformation into a set guarantees there will
be no repeated n-grams in an individual window. It is possible that
allowing repeated n-grams in a window which contribute more to the
total support of the "periodic window" could be a positive modifica-
tion, because a vehicle travelling several times along a route in a win-
dow is more likely to do that route than a vehicle travelling one time,
but this modification has not been tested in the project. It is impor-
tant to notice that the weights are not normalized, so in fairness they
constitute a count of occurrences.

The rationale behind the decision of assigning the maximum pos-
sible support to every n-gram of the transport is explained in the next
section that describes the similarity measures between sets (4.1.3).

Once both the windows and the transport are represented using the
same features, how good the match between a window and a transport
is, is given by the similarity between the respective weighted sets of n-
grams.

Similarity measures between sets

Several set similarity measures exist, and given the characteristics of
the project, the chosen one is the modified weighted Jaccard coeffi-
cient between two weighted sets.

The standard Jaccard coefficient 1 is one of the most commonly
used metrics to compute the sets similarity and it is defined as the
size of the intersection divided by the size of the union of the sample

1https://en.wikipedia.org/wiki/Jaccard_index

https://en.wikipedia.org/wiki/Jaccard_index
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sets. Being A and B two sets, the Jaccard coefficient between them is
given by the following equation:

J(A,B) =
|A ∩B|
|A ∪B|

where 0 ≤ J(A,B) ≤ 1 (4.1)

However, its use is limited to unweighted sets.
The weighted Jaccard coefficient [8] is a generalization of the Jac-

card coefficient to compare weighted sets. Being A and B two weighted
sets now, the weighted Jaccard coefficient between them is defined as:

JW (A,B) =

∑
k∈|A∪B| min(Ak, Bk)∑
k∈|A∪B| max(Ak, Bk)

(4.2)

where Sk is the support of the element k in the set S.
Explained in words, for each of the elements of the union of the

sets, the support of that element in the two sets is compared, and the
lower support is added to the numerator while the larger support is
added to the denominator. That implies that if the element is only
present in one set, that support is simply added to the denominator.
If both sets have the same support for all its elements, the Jaccard
weighted coefficient reduces to the standard Jaccard coefficient, while
for distinct support values, the more dissimilar the support values are,
the lower the similarity becomes.

The Jaccard weighted coefficient is however not very suitable to
measure the similarity between a transport and a vehicle, because it is
a symmetric metric whereas the relation between the transport and the
vehicle is asymmetric. If a window trajectory includes the whole trans-
port and some extra movement, it is equally good as a window includ-
ing only the transport trajectory, because both windows will cover the
transportation assignment perfectly, even though one is more similar
than the other to it. Figure 4.1 gives a visual intuition of this explana-
tion.

The question "How similar this transport trajectory and this window
trajectory are?" should then turn into "How much of this transport trajec-
tory is contained in this window trajectory?".

To answer this question, the modified weighted Jaccard coefficient
is devised. Being T the weighted set of a transport and W the weighted
set of a window, the modified weighted Jaccard coefficient is defined
as:

JWm(T,W ) =

∑
k∈T min(Tk,Wk)∑
k∈T max(Tk,Wk)

(4.3)
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(a) N-grams of Window 1 (b) N-grams of Window 2

Figure 4.1: Comparison of similarity of the n-grams of two different
windows (black) with the n-grams of a transport (red). Even though
window 1 is less similar to the transport than window 2 in a strict set
similarity sense, both are equally suitable for the transport (ignoring
support).

where Sk is again the support of the element k in the set S.
In this case, for each of the elements of the transport set, the support

of that element in the transport set and in the window set is compared,
and the lower support is added to the numerator while the larger sup-
port is added to the denominator. It modifies the standard Jaccard
weighted coefficient to measure how much of the transport trajectory
is contained in the window trajectory, but not the opposite.

In practice, this means that the numerator becomes the sum of all
the weights of the window n-grams that are present in the transport set
and the denominator becomes the maximum possible support multi-
plied by the number of n-grams in the transport set. This occurs be-
cause the support given to the n-grams of the transport set is the max-
imum possible support in the data period and therefore the support of
the transport n-grams will always be equal or higher to the support of
the window n-grams. Thus, the Equation 4.3 simplifies to:

JWm(T,W ) =

∑
k∈T Wk

maxsup ·|T |
(4.4)

where maxsup is the maximum possible support a n-gram could
have in a certain date range given a periodicity.



CHAPTER 4. EXPERIMENTAL SET-UP 33

Then, only in the ideal case of a vehicle that every period in the
same periodic window repeats exactly the same movement and a trans-
port is contained entirely in that movement, would the similarity be
1.0.

One further consequence of the transformation of the sequence of
n-grams into sets is that the order in which the elements occurred in
the sets is irrelevant for the sums in Eqs. 4.1 - 4.4. In other words, if
an n-gram that happens at the end of the transport appeared in many
windows at the beginning of the sequence, its contribution towards the
total similarity will be the same as if had appeared in many windows
at the end of the sequence. This is likely a behavior that will reduce
the accuracy of the algorithm because it will treat as equally similar to
a transport two periodic windows that have different similarity.

It is relevant to notice the implications of this similarity metric and
its relation to the predictability of the movement and the trajectory
similarity between the transport and the window. As mentioned pre-
viously, the support of an n-gram gives an idea of its predictability.
However, for a transportation assignment it is important to specify
what is more important, predictability or trajectory similarity.

A toy example could shed some light. For the weighted set T (cor-
responding to a transport):

setT = {ngram1 : 4, ngram2 : 4, ngram3 : 4, ngram4 : 4}

both feature sets W1 and W2 (corresponding to windows):

setW1 = {ngram1 : 4, ngram2 : 4}

setW2 = {ngram1 : 2, ngram2 : 2, ngram3 : 2, ngram4 : 2}

will have similarity 0.5. However, set W1 will owe its similarity to a
higher predictability in part of the transport path while set W2 will
have a higher path similarity with the transport but lower predictabil-
ity.

Better phrased as a question: Is it preferable to select a window with
a route that is extremely similar to the transport route but no so predictable
(i.e. all n-grams in common with the transport but low support for them)
or a window route that is only half similar to the transport but extremely
predictable (i.e. only half of the n-grams in common but with large support).
A more in depth discussion of this question is given in the 6.2 section.



34 CHAPTER 4. EXPERIMENTAL SET-UP

Finding best matches between transport and windows

Once the similarity metric has been defined, the best matches are found
following a Nearest Neighbours approach. Given a transportation as-
signment, for every window that constitutes a valid match with the
transportation assignment the similarity between that window and the
transport assignment is computed and the top N vehicles (with their
associated best windows) with highest similarity are returned.

4.1.4 Absolute distance metric

To evaluate how good match a returned window by the algorithm is,
it is required to define an absolute distance metric between the trans-
portation assignment and the actual observed movement of the vehicle
(during some relevant time window).

For being able to compute some type of distance, first the observed
movements need to be recovered from the periodic window returned
by the matching algorithm, because the periodic window parameters
(offset, length) only indicate a generic "periodic time" and not concrete
dates. The actual boundaries of the window will be dependent on the
dates of the transportation assignment.

The window starting date and time are retrieved by adding the off-
set of the periodic window to the date corresponding to the beginning
of the period the transport starts and the window end date and time
are obtained by adding the periodic window length to the window
starting date and time.

Example: Computation of the window boundaries for a transport
with minimum starting time "2018-01-03 (Wednesday) 04:00:00" and
maximum ending time "2018-01-03 (Wednesday) 16:00:00" and a peri-
odic window with offset 58 hours, length 4 hours and weekly period-
icity:

To recover the original dates of the window boundaries, first the
beginning of the period where the transport minimum starting time
belongs is obtained: "2018-01-03 (Wednesday) 04:00:00 -> 2018-01-01
(Monday) 00:00:00". Then the offset of 48 hours is added to that time,
giving the window starting date and time: "2018-01-03 10:00:00". Fi-
nally the length of 4 hours is added to the already computed window
starting date and time to obtain the window ending date and time:
"2018-01-03 14:00:00". The predicted locations would be those whose
timestamps lie between the "2018-01-03 10:00:00" and the "2018-01-03
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14:00:00" for the relevant vehicle.
Once these locations have been recovered, the following absolute

distance metric between a window and a transport is defined:

1. For every location in the window, compute its haversine dis-
tance to the transport origin and to the transport destination. The
haversine distance is the great-circle distance between two points
on a sphere given their latitudes and longitudes 2. The great-
circle distance is the shortest distance between two points on the
surface of a sphere, measured along the surface of the sphere. An
illustration of the great-circle distance is shown in Figure 4.2.

Figure 4.2: A diagram of the great-circle distance (drawn in red) be-
tween two points on a sphere, P and Q. Source3

2. For each possible combination of distances (distance to origin,
distance to destination), sum the two distances and select the
minimum value under the following condition:

• The time distance between the window location that matches
up the transport destination and the window location that
matches up the transport origin must be larger than the trans-
port minimum duration (the location matching destination
being after the location matching origin in chronological or-
der).

2https://en.wikipedia.org/wiki/Haversine_formula
3https://en.wikipedia.org/wiki/Great-circle_distance

https://en.wikipedia.org/wiki/Haversine_formula
https://en.wikipedia.org/wiki/Great-circle_distance
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(a) Window trajectory (black) and
transport trajectory (red)

(b) Minimum distances to origin and
destination (blue)

Figure 4.3: Computation of best match (minimum distance) between
a window and a transport. Note: The trajectories are still made of dis-
crete locations but visual interpolation in the map is done for easier
visualization.

A pseudocode version of the metric computation is given in Algo-
rithm 1 and a visual explanation of it is shown in Figure 4.3.

The motivation for this metric is given by the real-world compa-
nies demands, where the optimum choice is usually linked to the low-
est cost. In the transportation industry, the cost of a transport for a
vehicle is usually given by the cost of re-routing: i.e. how much does
the vehicle need to deviate from its original route to pick up and de-
liver these goods? Obviously, the larger the re-routing, the larger the
cost, both in time and fuel consumption. Since the deviation can both
occur at pickup and delivery time, the distance metric takes both into
account as potential costs. The condition to be fulfilled is logically de-
rived from the transport requirements.

However, to evaluate the performance of the algorithm this metric
is incomplete, because it could be possible that for some transports no
window matches them totally. That could happen, for example, if the
requested transport constitutes a rare route not taken by any vehicle or
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Algorithm 1 Compute minimum distance between a transport and a
window)

1: procedure MINDISTANCE(data, window, transport)
2: transportStartPeriod← begin_period(transport.StartT ime)

3: windowStartT ime← transportStartPeriod+ window.Offset

4: windowEndT ime← windowStartT ime+ window.Length

5: . Obtain observed positions from window
6: observedPositions = []

7: for position in data do
8: if position.V ehicleid == window.V ehicleid

and position.T imestamp > windowStartT ime and
position.T imestamp < windowEndT ime then

9: observedPositions.append(position)

10: end if
11: end for

12: . Compute minimum distance between positions and transport
13: minTotalDistance = inf

14: bestPositionOrigin← {}
15: bestPositionEnd← {}
16: distToOrigin← {} . Distance to transport origin
17: distToEnd← {} . Distance to transport destination
18: for obsPos1 in observedPositions do
19: for obsPos2 in observedPositions do
20: if obsPos1 < obsPos2− transport.MinDuration then
21: distToOrigin = haversine_distance(obsPos1, transport.Origin)

22: distToEnd = haversine_distance(obsPos2, transport.End)

23: if distToOrigin + distToEnd < minTotalDistance

then
24: minTotalDistance← distToOrigin+ distToEnd

25: bestPositionOrigin← obsPos1

26: bestPositionDestination← obsPos2

27: end if
28: end if
29: end for
30: end for
31: end procedure
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is requested at an uncommon transport time, where most vehicles are
not usually moving. Consequently, the the minimum possible distance
could still be a high absolute distance value which would mislead the
performance of the algorithm.

To counteract this problem, the metric is slightly redefined as the
difference between the sum of distances (to origin and destination)
for the selected window and the sum of distances for the best possible
window. In this case, when the algorithm selects a window that has the
minimum possible distance but is nevertheless far from the transports
route, the new distance value would be 0 and not a high value, because
it does not exist a better option.

To recapitulate the whole prediction process, it is illustrated in Fig-
ure 4.4.

4.2 Dataset

The dataset comes from the data generated by Scania’s global fleet of
connected vehicles. When a Scania vehicle is moving, it emits mes-
sages containing information about vehicleID, vehicle location (lati-
tude and longitude), current time and some other vehicle attributes
(ignition events, weight, total distance travelled, etc.). The sampling
rates of the messages varies between several minutes and several hours
depending on several circumstances. Those messages are stored as
samples in a distributed database from which the dataset is extracted.

The original database contains around 300000 vehicles and billions
of samples. The experiments are run on a subset of the whole dataset
composed of vehicles with home-base in Taiwan. A subset is chosen
because the huge size of the whole dataset made global training be-
yond the scope of the thesis. The computations over the chosen subset
fit in local memory, which speeds up the computation and decreases
the complexity of the implementation. Also, a deeper understanding
of the algorithm behavior in a restricted case was preferred to a very
shallow understanding on a more general case. Specifically Taiwan-
based vehicles are chosen because they belong to a closed small area
(a medium size island with dimensions 394 x 144 km), where vehicles
inside that area are very likely to remain in it, which facilitates predic-
tion and analysis.

The dataset is cleaned by removing samples with duplicated loca-
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(a) Transport (with dates)
(b) Window similarity with trans-
port (startTime in offset hours)

(c) Real trajectory of best window (d) Minimum deviation distance

Figure 4.4: Algorithm prediction process: (a) a transport is created
with some time restrictions, (b) the most similar windows that fulfil
the time constraints are returned, (c) the real trajectory of the vehicle
in the selected time is recovered, (d) the minimum deviation distance
between vehicle and transport is computed
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tion and timestamp (i.e. several samples at the same time and posi-
tion) and also the samples with a sampling rate lower than 1 hour,
because no actual movement could be learned from them (i.e. interpo-
lation performs very poorly when the sampling rate is three hours, for
example). From the vehicles that fulfilled those criteria, 260 vehicles
were used in the experiments.

The model is trained with data containing the positions of vehicles
in a six-month period from October 2017 to March 2018. It is tested
against the locations of those same vehicles in a one-month period,
April 2018. The election of the training date range is based on do-
main knowledge of the transportation sector. Heavy vehicles do tend
to follow the same routes because the transport operators usually lock
a vehicle to a certain customer with regular needs during some period
of time, but it is also likely that the needs of the customer change over
time and so the will route do. A 6 months period is estimated to be
a sensible compromise between these two possibilities, but neverthe-
less it should not be considered a justification and more experiments
would be needed to assess if it is a reasonable interval of training data.

Besides, seasonality can also influence the patterns, because sum-
mer patterns might well differ from winter patterns or Christmas pat-
terns. Seasonality has not been modelled in the data extraction and
that constitutes a limitation of the project.

4.3 Implementation

The subset of data is extracted from the distributed Hadoop environ-
ment and combined into a local .CSV file to be analyzed. The code is
implemented in Python using the Pandas library4 tools and dataframes
to handle structured data. The Matplotlib package5 is used for graph
plotting while map images are obtained using the Folium package6.

4.4 Experiments

Several experiments are performed to test the performance of the al-
gorithm in different situations. For that, the prediction ability of the

4https://pandas.pydata.org/
5https://matplotlib.org/
6https://github.com/python-visualization/folium

https://pandas.pydata.org/
https://matplotlib.org/
https://github.com/python-visualization/folium
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algorithm is tested against real transport assignments extracted from
the locations of the vehicles in the test data.

4.4.1 Evaluation dataset: Extraction of real transports

Instead of generating artificial transport assignments between two points
on a map, the algorithm is tested on real transport assignments which
are extracted from the original test data. The use of real transports is
motivated by two reasons. First, since they are real transports, they
resemble better real transport cases than any possible synthetic exam-
ple. Second, for obvious reasons, the best possible vehicle will have
absolute distance zero to the transport, which simplifies the computa-
tion because the difference between the best possible vehicle and the
selected vehicle directly becomes the absolute distance from the trans-
port to the selected vehicle.

The real transports are extracted from the test data based on ig-
nition events. Every sequence of locations in the general trajectory
between the moment the truck engine is turned on and is turned off
again is considered a trip. The set of trips is filtered for transport can-
didates by removing the trips where the odometer difference (i.e. dis-
tance travelled by the vehicle) from the first to the last trip position is
no more than 50% superior to the haversine distance between first and
last trip locations. This likely filters out trips where the vehicle is not
taking the most direct route between the initial and final location of
the trip and which therefore do not qualify as suitable transports.

Transports are further filtered out based on average speed, where
only vehicles with an average speed higher than 60 km/h are kept
(observation: truck speed limit in Taiwan is 90 km/h7). This filtering
removes vehicles that travel at abnormally low speed or make too
many stops without shutting off the engine, which effectively consti-
tute many sub-transports and not a single transport. The threshold is
limited to 60 km/h to take into account the possible influence traffic
can have on the average speed. A higher value could filter out trucks
that simply encounter some traffic on their routes and are useful for
training and learning. It is worth mentioning that this threshold will
likely result in that all transports in the evaluation set use the highway
at least a part of the way, which could be considered a limitation.

7https://en.wikipedia.org/wiki/Speed_limits_in_Taiwan

https://en.wikipedia.org/wiki/Speed_limits_in_Taiwan
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(a) Short: [20-30] km (b) Medium: [50-100] km (c) Long: [200-300] km

Figure 4.5: Examples of transports

From the set of candidate transports, three subsets of trips are se-
lected corresponding to short, medium and long range transports ac-
cording to the odometer distance between initial and final locations.

This would allow to test the algorithm against different types of
transports and see the influence of the parameters on the accuracy de-
pending on the transport type. For Taiwan, the distance ranges are
defined as follows:

• Short range: distance in the range [20-30] km

• Medium range: distance in the range [50-100] km

• Long range: distance in the range [200-300] km

An example of 3 transports, each of one range, is shown in Figure
4.5.

4.4.2 Evaluation Criteria

The algorithm is tested against a random sample of 90 valid transports,
30 of each type, generated as described in the subsection 4.4.1. Based
on the absolute distance described in section 4.1.4, two evaluation cri-
teria are used to evaluate the performance of the algorithm, which are
motivated by two different objectives:

• Absolute distance to the top 1 vehicle returned by the NN query. This
metric is developed as a relaxation of the prediction problem
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of returning the original vehicle. Returning the original vehi-
cle does not matter if the method returns another result that is
almost as good as the best answer.

• Median of top 10 vehicles absolute distances returned by the NN query.
This metric is conceived with the final business case in mind,
where a transport buyer would manually inspect the best re-
turned vehicles (with their associated best windows) and choose
one vehicle among the possible options.

A low median value ensures there will be several good candi-
dates, which is crucial for a successful implementation. It is im-
portant to remember that the vehicles are just predicted to be there,
but it is very likely that some of them are not actually avail-
able, either because they will not be travelling along their reg-
ular route that day or are simply booked for another transport
assignment (remember, the vehicles schedule is unknown to the
algorithm). It is important to mention that only one window per
vehicle is returned, because the interest lies in finding 10 good
different vehicles.

4.4.3 Parameter range

With the extracted transport assignments and the evaluation criteria
mentioned above, the algorithm is tested in different configurations of
parameters to assess its performance. The tunable parameters of the
algorithm are the n-grams size, window length, window difference,
geohash precision and the flexibility of the transport times. A compre-
hensive evaluation on a wide range of configurations is performed to
understand the behavior of the algorithm:

• N-gram size: [1, 2, 3, 4, 5, 6]. An upper limit of n-gram size 6 is
chosen because with longer n-grams the original goal of describ-
ing movements by smaller sub-movements is lost since those
sub-movements become too long.

• Window length and window difference: [(1h, 0.5h), (2h, 1h), (4h,
1h), (8h, 1h), (16h, 2h)] (respectively). Windows of length shorter
than 1 hour are not used because they would only make sense
for very short transports (intra city probably), which are not typ-
ical of heavy transport vehicles. The upper limit of 16h is based
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on domain knowledge of the transportation sector. Transport
assignments have some flexibility in the pick-up and delivery
times, which is usually the whole day (i.e. goods can be picked
up and delivered at any time on a specific day) but not longer.
Therefore, a window length longer than 24h would not make
sense because it will surpass the minimal starting time or the
maximum ending time of the transport. The time differences be-
tween consecutive windows are chosen to create a big overlap
between windows covering the whole period in detail and in-
crease the probabilities of finding a suitable window.

• Geohash precision: [4, 5]. Precision smaller than 4 creates too
large cells (≥ 150 km × ≥ 150 km) that cannot apprehend the
range of trucks movements in Taiwan. Precision larger than 5
creates too small cells (≤ 1.2 km × ≤ 0.6 km) that generate dif-
ferent sequences of hashes for the same trajectories, due to the
speed of vehicles and sampling rate. It is important to notice
these values would likely change if the analyzed movement changes
as well. For example, to analyze pedestrians movement in a city
a higher precision would probably be needed.

• Flexibility in transport assignment time: [limited, whole day].
The flexibility in the allowed transport times is not a parameter
of the algorithm itself, but it could more be considered a pseudo-
parameter that originates from the real-world transportation in-
dustry. It modifies the results of the algorithm but it is deter-
mined externally by business needs. Two cases are tested, one
where the transport is allowed to be transported at any time dur-
ing the day the real transport took place and another one with
a limited deviation in the minimum pick up time and the maxi-
mal delivery time from the actual times of the real transport. The
threshold is 2 hours for short transports, 3 hours for medium
transports and 4 hours for long transports.



Chapter 5

Results

In this chapter, the results of the experiments carried out to test the
algorithm performance, its capabilities and its limitations are shown.
First, the experiments that support the periodicity assumption are briefly
discussed and then the actual results of the algorithm are presented.

5.1 Periodicity

Periodicity was assumed in the data for the proposed methods. This
periodicity is analyzed by showing the latitude of the positions of
some random vehicles from the database along time in Figure 5.1. The
positions are only shown for a reduced part of the data range (1 month)
for ease of visualization but the patterns remain similar over the whole
data range.

It is observed how some vehicles have a more regular periodicity
while for others the behavior is more irregular and they travel across
similar positions only at approximately the same time during different
days.

5.2 Parameter influence

In this section the results for the influence of the different parameter
values in the performance of the algorithm are described. To recapit-
ulate, the metric used to compute the performance of the algorithm is
the median of absolute distance errors for the top 10 vehicles selected
for each transport.

45
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The plot type used to visualize the different results is a box plot. Box
plots are a type of representation that help visualize a distribution of
data in a single plot through their quartiles 1. Use of first, second and
third quartile is standard for all box plots, but values used of whiskers
is not. In the box plots in this report, the whiskers are given by the
lowest data point still within 1.5 IQR (Interquartile range: difference
between upper and lower quartile) of the lower quartile, and the high-
est data point still within 1.5 IQR of the upper quartile.

As an extra visualization aid, the average of the distributions is
shown with a white start and the numerical value of the median is
shown on top of each box.

The distribution of distance errors across all transports for a sin-
gle parameter configuration constitutes the data that will be shown
by a box. Results of algorithm performance with several parameters
configurations are shown together in the same plots to help identify
which configurations work better and for which types of transports.
Box plots also reduce the effect of outliers (very unpredictable trans-
ports) in the visualization.

5.2.1 Influence of geohash precision

To test the influence of using different geohash precisions in the al-
gorithm, three box plots with different geohash precisions and fixed
n-gram size and day flexibility are shown in figure 5.2.

Box plots of only the configuration with n-gram size 2 are shown.
Box plots for other n-gram sizes (Figures A.1 and A.2) are shown in
the Appendix A. N-gram size 2 is used in the main report because is
the one that produces the best results independently of the precision
used.

It can be noticed that for short transports, precision 5 performs
significantly better than precision 4 with lower median values. For
medium and long transports, both precisions perform similarly with
n-gram size 2. However, it can be noticed in the figures A.1 and A.2
that for other n-gram sizes, precision 5 always perform better for short
or medium transports and similarly for long transports. Therefore, the
rest of the experiments are carried out using precision 5. A discussion
of the importance of the geohash precision value in the performance

1https://en.wikipedia.org/wiki/Box_plot

https://en.wikipedia.org/wiki/Box_plot
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(a) Short transports

(b) Medium transports

(c) Long transports

Figure 5.2: Comparison of the effect of geohash precision in the dis-
tance errors with N-gram size 2 and day flexibility for the different
transport lengths.
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and the relevance it can have in the extrapolability of the algorithm to
other contexts are discussed in subsection 6.1.1.

5.2.2 Influence of flexibility in transport times

To test the influence of using time flexibilities in the algorithm, three
box plots with limited and whole day transport time flexibility for n-
gram size 2, geohash precision 5 and different transport lengths are
shown in figure 5.3.

Box plots of only the configuration with n-gram size 2 are shown.
Box plots for other n-gram sizes (Figures A.3 and A.4) are shown in
the Appendix A. N-gram size 2 is used in the main report because is
the one that produces the best results.

It can be observed that the absolute distance values are lower with
day flexibility than with limited flexibility for both short and long n-
gram sizes, for any window length and transport type. Therefore, the
rest of the experiments are carried out using precision 5 and day flex-
ibility. It must be noticed tough that the flexibility is not a internal,
free-tunable parameter of the algorithm itself but more of a pseudo-
parameter which value is imposed by the external restrictions the busi-
ness problems impose. A more thorough discussion of this issue is
given in the 6.1.3 subsection.

5.2.3 Influence of N-gram size

To test the influence of using different n-gram size in the algorithm,
four box plots with fixed window length (with their associated win-
dow differences) fixed geohash precision and day flexibility are shown
in figure 5.4.

Even though not all possible window lengths are shown, it can be
observed that the all n-grams sizes (except for the 1-gram) perform
similarly in all transport types and window lengths. The value of the
median is stays the same while the third quartile generally worsens as
the size of the n-grams increases, although the performance difference
between shorter and longer n-grams is non-existent for longer window
lengths. It must be noticed how 1-gram perform extremely poor in
most of the situations, specially for longer transports. A discussion of
these results is done in subsection 6.1.2.
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(a) Short transports

(b) Medium transports

(c) Long transports

Figure 5.3: Comparison of the effect of transport time flexibility: Lim-
ited (Short: 2h, Medium: 3h, Long: 4h) vs. Whole day in the distance
errors with n-gram size 2 and precision 5 for the different transport
lengths.
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(a) Short transports

(b) Medium transports

(c) Long transports

Figure 5.4: Comparison of the effect of the N-gram size in the distance
errors with geohash precision 5 and day flexibility for different trans-
port lengths and several window lengths.
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5.2.4 Influence of window length

To test the influence of using different window lengths (with the asso-
ciated window difference) in the algorithm, four box plots with fixed
n-gram size, fixed geohash precision and day flexibility are shown in
Figure 5.5.

Even though not all n-gram sizes are shown, it is observed how
the longest the window length is, the lowest absolute distances are ob-
tained for all transports and n-gram sizes. It is important to remember,
as it can be seen in Figures 5.3a and 5.3b that the longest windows are
not always available because the transport times impose a restriction
in the windows that can be used. A more in-depth discussion of these
results is done in subsection 6.1.3.

5.2.5 Influence of transport length

In this section, the information of the previous sections is combined
into one single plot to show the influence of the transport length in
the distance errors for the configuration with best results. Figure 5.6
combines the three transport lengths in the same plot and shows how
matches improve with shorter transports and longer windows.

5.2.6 Retrieval of original vehicle

Although not very relevant for the business problem, it is worth men-
tioning the extremely bad performance of the algorithm in the task of
predicting the original vehicle that generated the transport. For all pa-
rameter configurations, the algorithm predicts the original vehicle (i.e.
the one from where the transport was extracted) as the most suitable
vehicle in less than 10% of the transports tested. The possible reasons
for this bad performance are analyzed in the Discussion subsection
6.2.2.

5.3 Vehicle Population

A final experiment is performed to understand the influence of the
number of vehicles in the database on the algorithm performance. For
one of the best found configurations, the percent distance error (with
respect to the total transport distance) is computed as a function of
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(a) Short transports

(b) Medium transports

(c) Long transports

Figure 5.5: Comparison of the effect of the window length in the dis-
tance errors with geohash precision 5 and day flexibility for different
transport lengths and several n-gram sizes.
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Figure 5.6: Comparison of the effect of the transport distance and win-
dow length in the distance errors with geohash precision 5, n-gram
size 2 and day flexibility.

the number of vehicles added to the database. The result is shown in
Figure 5.7.

In the figure it can be observed how the distance errors decrease
fast when the database contains few vehicles vehicles and then flatten
out to a value of around 12% after approximately 100 vehicles have
been added to the database. For shorter transports, the relative error
is much higher than for longer transports when few vehicles have been
added. It is important to mention how the relative error is consistent
across different transports lengths. A detailed discussion of the possi-
ble explanations for this performance and its consequences is given in
subsection 6.3.

5.3.1 Extrapolation to other geographical areas

To get some insights about the performance of the algorithm in other
geographical areas, a similar experiment was carried out using 1000
vehicles with home-base in Germany. All parameters of the feature
learning process and the prediction process remained the same. Only
a new category of very long transports (300-400 km) was added to ac-
count for the larger size of Germany and 200 transports (50 of each
type) were used instead of 90 (30 of each type). The results are shown
in Figure 5.8 where the absolute distance error is shown instead of the
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(a) General (b) Detail

Figure 5.7: Effect of the vehicle population in the algorithm perfor-
mance in Taiwan.

relative one for easier visualization. A detailed discussion of the pos-
sible explanations for this performance and its consequences is given
in subsection 6.3.
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Figure 5.8: Effect of the vehicle population in the algorithm perfor-
mance in Germany.



Chapter 6

Discussion

In this chapter the results of the experiments are analzyed. Possible
causes for the influence of the parameter values in the performance
of the algorithm are discussed, followed by an analysis of the met-
rics used and its possible consequences from an ethical point of view.
Furthermore, some possible improvements for the algorithm are dis-
cussed as well.

6.1 Effect of parameter tuning

6.1.1 Effect of geohash precision

As seen in the figure 5.2, geohash precision 5 produces in general bet-
ter or equal results than precision 4. Specially for short transports,
precision 5 produces much better results; for longer transports both
precisions perform similarly.

This results can be explained probably by the size of the short trans-
ports in the evaluation dataset. Precision 4 produces larger cells so
that different movements (trajectories) are more usually mapped to the
same sequences of geohashes and therefore produce higher distance
errors than precision 5. Longer transports travel longer distances and
therefore it is more likely that they traverse a higher number of preci-
sion 4 geohash cells and therefore the performance is similar.

Although not tested, precision 6 and above would presumably pro-
duce too small cells, where two trajectories along the same road will
not be mapped to the same geohash sequence, even after interpolation,
because of the sampling rate. They will not be of use for this problem
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but could be useful for shorter trajectories and movements, like those
created by pedestrians for example.

For even longer transports lengths, like continental long-haulage
transports that extend for longer than 1000km, it is sensible to think
that a low precision with larger cells would be better. Unfortunately,
this hypothesis has not been tested because Taiwan size limits the trans-
port maximum distance to several hundreds of kilometres.

6.1.2 Effect of n-gram size

Figure 5.4 shows that short n-grams produce better slightly results
than long n-grams with the exception of 1-grams, specially in the third
quartile. One likely explanation for this behavior is that shorter n-
grams are more able to handle noisy sequences than long n-grams.
Noisy sequences can happen when vehicles do not follow exactly the
same route every day or even if the route is followed, from the discon-
tinuities the vehicles limited emitting rate creates.

The short n-grams are able to extract some knowledge (i.e. capture
a pattern) from the noisy sequences because they only need a few con-
secutive cells to appear in different windows to describe a movement
and learn a pattern, whereas long n-grams need longer sequences of
consecutive cells to appear, which might not happen so often in noisy
sequences. Also, the higher the order of the n-gram the more sparse
the data will be (because fewer and fewer n-grams will be generated)
and that means there will be less examples to learn from which can
also decrease the prediction performance.

It is worth mentioning the very poor performance of 1-grams. That
is nevertheless the expected behavior because they are not able to cap-
ture direction in movement, only individual locations which restricts
greatly its applicability to this problem. For shorter transports the
performance difference between 1-grams and longer n-grams is not
that remarkable. This is likely because the transports are mapped to a
shorter sequence of geohashes which does not suffer that much from
the lack of direction information.

6.1.3 Effect of window length and time flexibility

Figure 5.3 shows that a greater flexibility in the transport times cor-
relates with a lower distance errors, which seems like a very natural
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assumption. If the cargo is allowed to be transported in a longer time
range, it is more likely that one of the vehicles will have a part of its
route in those times that agrees with the transport trip. To explain
that, one must note that flexibility in transport times is deeply related
to window length effect.

Greater flexibility means longer windows are available to match
the transport instead of only short windows. It has been shown in Fig-
ure 5.5 that long windows produce better results than short windows.
The underlying cause for this performance difference is that long win-
dows accumulate more support than the equivalent short windows
the long window is composed of. When short windows are used, tra-
jectories are split across different windows and, unless the movement
periodicity is perfect, the support will be spread across those windows
instead of concentrated like on a single long window.

As support in windows increases, the very regular vehicles (i.e.
the ones that travel along the same route every period and do not
have leap periods, even if they do not travel at the same exact time
every day) will accumulate more support than the not regular ones.
They will therefore be more likely to become selected by the algorithm
as good candidates because of the similarity metric used that favours
large support. Since these vehicles are very likely to travel along the
desired route at some point in the window (because of their large sup-
port), it will also be very likely to match the transport with great accu-
racy at some point in the window, producing the corresponding small
absolute distance error.

When short windows are used because transport time restrictions
do not allow otherwise, the support would be more distributed across
nearby windows if the periodicity is not perfect, which is generally
the case. The shorter the window, the more spread there will be and
the less difference in support between the regular and the non-regular
vehicles. In this way more vehicles –including the non-regular ones–
would have have similar support values which would lead to more in-
accurate predictions because non-regular vehicles are more frequently
chosen than before.

The previous discussion seems to introduce the idea that the cho-
sen window length must always be the longest possible available un-
der the constraint of the transport flexibility, while the rest of the win-
dows are irrelevant. However, an interesting possibility would be to
combine both long and short windows together to give further insight
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into the nature of the transport. If only long windows are used, the
information about when within the window the transport is going to
take place is absent, but the use of short windows that are contained
within a long window could provide an estimation of this time.

The values of the similarities between the transport and the short
windows the long window is composed of could create an approxi-
mate probability distribution of transport occurrence versus time within
the long window. That would give an estimation of how likely the
transport is to take place at different times within the long window.

This extra information could help the customer choose among dif-
ferent vehicles to better fit its needs. For example, it could be accept-
able for a customer that his/her goods are picked-up at any time dur-
ing a day, but it will probably help him/her to know when during that
day the pick-up is more likely to take place. Maybe in that case a dif-
ferent vehicle is chosen because it better fits the internal schedule of
the customer.

6.2 Path similarity vs. predictability

One very important topic to be discussed is the influence of the similar-
ity metric in the performance of the algorithm. The metric will deter-
mine the nearest neighbours returned by the algorithm and therefore
the overall performance. To recall, the metric used was the modified
weighted Jaccard coefficient, that puts both emphasis on predictabil-
ity of vehicle movement (because high support is favoured) and on
the degree of coincidence of vehicle route with the transport route. A
modification of the metric towards either of the two factors could be
made and will have different effect on the predictions. Such modifica-
tion would be probably be driven by business needs.

Giving more importance to the predictability of the movement will
favour even more the selection of the most regular vehicles, so that it
would be very rare that a vehicle not making its usual route the spe-
cific transport date was selected. That has both positive and negative
consequences for the customer: it is almost certain that there is going
to be a vehicle moving but it is more likely that this vehicle only covers
a part of your transport.

On the other hand, giving more importance to the path similarity
between vehicle movement and transport will favour vehicles that if
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they are travelling the specific transport date along its usual route, which is
not very certain, will probably cover all or the majority of the transport
route.

One could argue the latter is probably more useful for a single-
vehicle transport matching system, where a human (customer) would
be present as a moderator able to discard the very bad offers, and the
former would be more suitable for a (far-future) multi-vehicle trans-
port matching system, where the cargo could be transported by sev-
eral trucks. Nevertheless, for this master thesis project a compromise
was made between both options by using the aforementioned similar-
ity metric.

6.2.1 Effect of predictability

It is worth thinking about the consequences that could arise if the algo-
rithm was successfully put in production. The algorithm bias towards
selecting predictable vehicles would probably have an effect in the
market. If only, or mostly, predictable vehicles are selected, they will
get a higher number of transport missions, while the non-predictable
vehicles will get an lower number. On the long term, maybe this could
lead to a more efficient market were most of the vehicles are very pre-
dictable, but on the short term, this scenario would mean that the data
of some parties are being used against themselves, which is something
explicitly forbidden by the new European Data Regulation (GDPR) 1.
A possible way to solve this problem would be to offer the system to
individual transport operators (with a large enough fleet) so that the
data are not shared across different competing transport operators.

6.2.2 Prediction problem vs. business problem

As mentioned in Section 5.2.6, most of the times, the algorithm does
not select the original vehicle (that generated the transport) as most
suitable vehicle for that transport. The main reason for this behavior is
that the algorithm focuses primarily in the predictability of movement
and therefore favours vehicles with high predictability, because they
will more likely travel on the day of the transport and therefore have
a low deviation cost.

1https://gdpr-info.eu/

https://gdpr-info.eu/
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If the vehicle that generated the transport is not very predictable
(indicated by the support of its set of n-grams), it is almost impossible
that it will be selected by the algorithm as a good candidate, because
it will have a low similarity. Even if it has good predictability, it is
enough that there exists a single vehicle with support higher than it to
fail in the prediction. This situation is explained in Figure 6.1.

It is worth mentioning that the promotion of predictable vehicles
is indeed good from a business point of view, because it maximizes
the probability that the selected vehicle will be travelling along the
requested route at the requested date and therefore reduces the cost.

6.3 Importance of database population

As it seems obvious, the performance of the algorithm is influenced
by the number of vehicles (population size) in the database. The pres-
ence of more vehicles in the database means that more possibilities
become available to match a transport and that larger availability will
very likely decrease the absolute distance errors. This behavior can be
observed in Figure 5.7.

Shorter transports show much larger relative errors than longer
transports when few vehicles are in use. Shorter transports have a
smaller sequence of geohashes than longer transports, and therefore,
when few vehicles have been added to the database, it is much more
difficult to find several vehicle that share some of the geohashes for
shorter than for longer transports. In consequence, the prediction is
practically random for short transports when few vehicles have been
added. As more vehicles are added, this is no longer the case and er-
rors tend to be similar between short and long transports. It is also
important to mention the consistency of results across different trans-
port lengths, which indicate robustness in the performance of the al-
gorithm.

The most relevant insight to extract from the figure is the existence
of a critical mass of vehicles in the database. It is necessary to have
a minimum number of vehicles in the database so that the absolute
distance errors go below some acceptable threshold for the business
needs and only then the algorithm becomes truly useful as an applica-
tion.

That critical mass would depend on the characteristics of the geo-
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(a) Original and transport (transport
1)

(b) Top predicted and transport
(transport 1)

(c) Original vehicle n-grams and
transport n-grams (transport 2)

(d) Top predicted vehicle n-grams
and transport n-grams (transport 2)

Figure 6.1: Comparison of the original and predicted vehicles set of
n-grams (black) with transport n-grams (red) and its similarity value
(Configuration details: window: 4h, n-gram size: 3, precision: 5): (a)
and (b) show the situation when even though the original vehicle is pe-
riodic and has high similarity, another vehicle with higher predictabil-
ity is chosen. (c) and (d) show the situation when the transport took
place outside of the usual routes of the vehicle in that window.
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Figure 6.2: Trajectories of all transports in Taiwan (superimposed)

graphical region studied. In the case of Taiwan, the critical mass value
is surprisingly low, of only approximately 100 vehicles according to
the Figure 5.7 but this is probably due to the special characteristics
of the island. Taiwan’s road network has a single main axis (North-
South) along which all important cities are placed. That, together with
the small total area of Taiwan, make a great percentage of the vehicles
to travel along similar routes. It can be perceived in Figure 6.2, where
all the evaluated transports are shown.

To test the hypothesis that regions with different types of road net-
works and geographic characteristics would have a different critical
mass, a similar experiment in another geographical area (Germany)
was performed. The results of this experiment are shown in Figure
5.8.

Several facts can be observed in this figure. As expected, a much
more complex road network like Germany has a much higher criti-
cal mass, which has not yet been reached in this plot. It is also very
surprising to see the high performance difference between short and
long transports, something that did not occur in Taiwan. For short
transports, the algorithm is learning and the error drops as more ve-
hicles are added but for long transports, the error reduction with the
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population increase is almost negligible, a likely indicator of underfit-
ting. Several plausible causes for this behavior have been proposed,
like some bias in the transport sampling, some type of limitation in
the maximum amount of type a vehicle can travel without stops or
the more complex German road network but not clear explanation has
been found yet.

6.4 Scalability

A brief comment about the scalability of the solution should be given
to assess its applicability into a production environment.

The feature extraction process for a single parameter configuration
with 260 vehicles takes around 10 minutes in a standard desktop using
a non-optimized implementation. It also requires between 100 MB and
200 MB (depending on the parameter values) of disk space to store the
results in a non-optimized format. Increasing the number of vehicles,
the required time should not be problematic because the feature ex-
traction process is vehicle-independent, so that the computations can
be distributed. Also, it is independent of the transport assignments
search, so that the results can be precomputed and then stored in a
process that only needs to be done once. The memory requirements
for 300000 vehicles using an optimized format should not be a prob-
lem for a modern database management system.

Regarding the search and evaluation part, a nearest neighbor search
is used, which is known to be a greedy method. In the project, the
search is instantaneous due to the low number of vehicles used. In
an environment with hundreds of thousands of vehicles, efficient im-
plementations to fast compute similarity search w.r.t millions of sets
should be used, for example in the form of LSH [6]. Therefore, the
search time is not believed to constitute a major drawback for the im-
plementation in production.
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Conclusion

In this project a feature representation and long-term prediction of
subjects movement in space and time has been investigated. This rep-
resentation is applied, but not restricted to, the movement of heavy
transport vehicles. The feature representation assumes and leverages
periodicity in data and is composed of weighted set of n-grams from
windowed trajectories that capture both the movement of a vehicle in
space and time and the predictability of that movement.

The algorithm prediction ability of the vehicles’ movement has been
evaluated against a variety of future transport missions from the same
vehicles. The evaluation error is given by the median of the deviations
between the routes of the top 10 predicted vehicles and the transport
route, a quantity closely related to transport costs and a potential busi-
ness application. An application in which the algorithm will provide
suitable recommendations of vehicles for customers that need a trans-
port mission in the future.

The results show that for a limited geographical area with a mod-
erate vehicle population, a consistent 12% distance error (relative to
the total transport distance) is achieved when a whole day flexibility
in the pick-up and delivery times of the transport is allowed. It must
be noted that the algorithm is in general unable to correctly predict
the transports original vehicles, which are usually non-periodic, but
this fact is not very relevant to solve the business problem of returning
suitable vehicles.

The database vehicle population reveals itself to be a crucial param-
eter in the performance of the algorithm and therefore in its real-world
applicability. Surprisingly, a very low population is enough to produce

66
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very good results in the studied restricted geographical area. The ge-
ographical restrictions of the experiments limit the external validity of
these results, but do not deny them. An experiment in another geo-
graphical area with a more complex road network appears to support
with some reservations the applicability of the algorithm, but further
experiments in other geographical areas are needed to asses the gen-
eral applicability of it.

7.1 Future Work

In the short term, the extension and testing of the algorithm to other
geographical regions is the most important task to be done to enable its
applicability in a wider context. More work should also be invested in
the determination on the correct length of the training data period and
how seasonality could modify the results. In regards to data collection
and processing it would be interesting to test modifications in the rel-
ative importance of data samples. For example, newer samples could
be given more weight since they will probably have a stronger resem-
blance to the current patterns of the vehicle. Another modification
could be to weight the n-grams by their proximity to the start and end
points of the transport, because this is critical in the evaluation metric.
This is challenging however, because it cannot be precomputed and
would require a fast implementation.

On the medium term, a combination of long and short windows
seems like a natural step to overcome the problem of the lack of time
precision in long windows without losing the information about pre-
dictability of the movement. It will provide a substantial improvement
in a customer-focused prediction service. Also, some effort can be in-
vested to investigate the effect of the periodicity assumption. With
the use of frequency analysis tools, like a periodogram [18], it could
be possible to determine each vehicle’s periodicity and set up vehicle-
specific windows that could better learn the patterns.

On the long term, it would be interesting to think of some method
to combine the individual patterns of vehicles into strong common
representation of movements so that vehicles movement prediction
could be based on a combination of the individual patterns and the
common patterns. Besides, a combination of the long-term prediction
model with some type of short-term prediction model by means, for
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example, of ensemble learning [17] would be ideal to extend the func-
tionalities of the service to all types of predictions.
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(a) Short transports

(b) Medium transports

(c) Long transports

Figure A.1: Comparison of the effect of geohash precision in the dis-
tance errors with N-gram size 4 and day flexibility for the different
transport lengths.
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(a) Short transports

(b) Medium transports

(c) Long transports

Figure A.2: Comparison of the effect of geohash precision in the dis-
tance errors with N-gram size 6 and day flexibility for the different
transport lengths.
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(a) Short transports

(b) Medium transports

(c) Long transports

Figure A.3: Comparison of the effect of transport time flexibility: Lim-
ited (Short: 2h, Medium: 3h, Long: 4h) vs. Whole day in the distance
errors with n-gram size 4 and precision 5 for the different transport
lengths.
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(a) Short transports

(b) Medium transports

(c) Long transports

Figure A.4: Comparison of the effect of transport time flexibility: Lim-
ited (Short: 2h, Medium: 3h, Long: 4h) vs. Whole day in the distance
errors with n-gram size 6 and precision 5 for the different transport
lengths.
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