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Abstract
Simultaneous localization and mapping is an important problem in
robotics that can be solved using visual odometry – the process of estimating ego-motion from subsequent camera images. In turn, visual
odometry systems rely on point matching between different frames.
This work presents a novel method for matching key-points by applying neural networks to point detection and description. Traditionally,
point detectors are used in order to select good key-points (like corners) and then these key-points are matched using features extracted
with descriptors. However, in this work a descriptor is trained to match
points densely and then a detector is trained to predict, which points
are more likely to be matched with the descriptor. This information is
further used for selection of good key-points. The results of this project
show that this approach can lead to more accurate results compared to
model-based methods.
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Sammanfattning
Samtidig lokalisering och kartläggning är ett viktigt problem inom robotik som kan lösas med hjälp av visuell odometri – processen att uppskatta självrörelse från efterföljande kamerabilder. Visuella odometrisystem förlitar sig i sin tur på punktmatchningar mellan olika bildrutor. Detta arbete presenterar en ny metod för matchning av nyckelpunkter genom att applicera neurala nätverk för detektion av punkter och deskriptorer. Traditionellt sett används punktdetektorer för att
välja ut bra nyckelpunkter (som hörn) och sedan används dessa nyckelpunkter för att matcha särdrag. I detta arbete tränas istället en deskriptor att matcha punkterna. Sedan tränas en detektor till att förutspå
vilka punker som är mest troliga att matchas korrekt med deskriptorn.
Denna information används sedan för att välja ut bra nyckelpunkter.
Resultatet av projektet visar att det kan leda till mer precisa resultat
jämfört med andra modellbaserade metoder.
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Chapter 1
Introduction
Simultaneous Localization and Mapping (SLAM) is an important problem in robotics. The objective is to simultaneously estimate ego-motion
and construct a map of the environment. In visual SLAM information
obtained from the camera is used to solve this problem. This involves
estimating ego-motion from the subsequent camera images – the process called visual odometry.
There are different ways to perform visual odometry. For instance,
Bundle Adjustment (BA) can be used to jointly estimate the positions
of the camera and the positions of points in space, given that these
points were captured by the camera from different view-points [16],
[24]. This is illustrated in figure 1.1. Methods that use BA are usually called sparse feature-based methods. One of the state-of-the-art
feature-based systems is ORB-SLAM [27]. An alternative approach to

Figure 1.1: BA setup: points are projected into several image planes,
[24].

1

2

CHAPTER 1. INTRODUCTION

BA is to estimate the displacement of the camera by aligning images so
that the photometric error is minimized. This approach can be used to
obtain a dense or semi-dense map of the environment, for instance, as
in LSD-SLAM [11]. However, sparse feature-based methods are mostly
used in practice.
As we can see in figure 1.1, in order to use BA it is necessary to
find points in the images that correspond to the same points in space.
In other words, BA relies on point matching between different frames.
There are different feature extraction methods that can be used to detect and reliably match key-points. For instance, the ORB-SLAM [27]
makes use of the ORB features [31] in all subtasks, such as, tracking,
mapping, relocalization and loop closing. Some methods propose algorithms for both detection and description of key-points, for instance,
SIFT [25], SURF [3] and ORB [31]. While others, like Harris Corner Detector [15] and FAST [30], focus on detection of points that would be stable and repeatable across different frames. An example of key-points
detected and matched with SIFT is illustrated in figure 1.2.

Figure 1.2: Example of key-points detected and matched with SIFT.
Artificial neural networks is a class of models used in Machine Learning, which gained an increased popularity over the last decade. Deep
Convolutional Neural Networks have been used to achieve state-of-theart results in computer vision tasks, for instance, image classification
[22], object detection [29] and semantics segmentation [23]. Despite
the great potential of deep learning features to define and match keypoints, model-based local descriptors still dominate the field.
Recently, there have been many attempts to create learned local descriptors using neural networks. For instance, DeepCompare [43], DeepDesc [34], MatchNet [14] and TFeat [2]. These methods are trained to
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compare small image patches and, as indicated in a comparative survey
[33], they are not bound to a particular choice of detector. Therefore,
they are often used in combination with hand-crafted point detectors.
More recent works have proposed to extract features densely for
all points. For instance, [6] proposed the Universal Correspondence
Network (UCN) for learning the feature space using dense correspondences, such as disparities in stereo images. The resulting model produced a dense feature map for each image and then points could be
matched between different images with the Nearest Neighbor algorithm. Furthermore, [8] and [37] combined dense feature extraction
with score prediction, so that a score value can be used to decide if the
point should be selected as a key-point or not. [8] aimed to predict “cornerness” of points by pre-training the detector on a synthetic dataset
with geometric figures, whereas [37] used Harris corners to provide
the ground truth data for the detector. These works are still somehow
based on model based methods even though they push the learned
detector to generalize over the model-based ground truth during the
training.
This Master’s thesis poses a question: in the case of dense feature
extraction, is it possible to create a detector by simply predicting which
points are more likely to be matched? This work tries to answer this
question by constructing a new type of ground truth data for the detector: points are divided into good and bad depending whether they
are matched between images in all-to-all matching scenario or not. To
do this, we first train a descriptor that we call LDesc, which creates a
dense feature map for each image. Then we construct the ground truth
data and train a detector that we call LDet to discriminate between 2
classes: “matched” or “not matched”. Deep Neural Networks are used
for both of these tasks.
In the process we have discovered that scores predicted by the detector are not repeatable enough for selecting points with a simple nonmaximum suppression and performing sparse matching on the selected
points. Therefore a semi-dense matching procedure is proposed for
the evaluation. We call the combined method LDD (Learned Detector and Descriptor) and evaluate it on augmented stereo images from
synthetic FlyingThings dataset [28] and image pairs from KITTI Stereo
and KITTI Optical Flow [12], [26]. The results show that LDD leads to
more accurate point matching than SIFT in our experiments.
This thesis report consists of 5 sections. The first section introduces
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the research problem and describes related work. The second section
briefly describes the basics of deep learning and methods used as a
baseline. Third section introduces the LDD method and, finally, fourth
and fifth sections present and discuss the results.

1.1

Related work

The idea of predicting which points are likely to be matched is not absolutely new. For instance, [17] tried to predict which key-points survive
through the matching process of the traditional Structure-from-Motion
pipeline. The authors of [32] pointed out that many of the proposed
methods for learning detectors utilize model-based features for training and this might be a huge limitation. They proposed an unsupervised learning approach: first, the model, called Quad-Networks, was
trained to produce a consistent ranking of points, then key-points were
defined as the top/bottom quantiles of the ranking.

1.1.1

LIFT

In [40], the authors focused on the repeatability of key-point detection
under drastic changes in conditions. The detector called TILDE was
trained using images of outdoor scenes captured with a static camera.
Good key-points were identified using SIFT features [25] and used to
create the ground truth data. Typically, SIFT was able to detect keypoints only under good conditions. However, as a result of the training
process, the detector had to learn to generalize over SIFT and detect the
key-points independent of weather or lighting. The evaluation of the
method provided the evidence that this was the case.
Later, [42] was the first work to propose a complete trainable pipeline
composed of three components, the detector, orientation estimator and
descriptor. Architectures of different parts were based on [40], [41] and
[34], respectively. The components were trained sequentially. First, the
descriptor was trained independently and, in the end, the detector was
trained keeping the other two components fixed. The results showed
that optimizing different components jointly is essential for achieving
an optimal performance of the full pipeline. Notably, this work also
exploited the idea of learning to detect points, which are easy to match
with a given descriptor.
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1.1.2 SuperPoint
Furthermore, [9] proposed a CNN for corner detection, called MagicPoint. In order to train the network, they generated a synthetic dataset,
which consisted of images with simple geometric shapes with known
ground truth corner locations. In [8] the MagicPoint detector was unified with the UCN descriptor [6]. The resulting model was trained
in a self-supervised manner: first, the detector was pre-trained on a
synthetic dataset from [9], then iterative fine-tuning of the network
was performed, by providing warped real-world images as the training examples and using key-points detected in the previous steps as the
ground truth data. This was done to improve generalization abilities
of the model.

1.1.3 GCN
Another work similar to ours is [37]. In this works the authors defined
Geometric Correspondence Network (GCN) to learn to detect and describe key-points simultaneously. They used the ResNet architecture
to extract features and a recurrent bi-directional structure on top of
the features to produce a key-point mask. Harris key-point detector
was used to create the ground truth data for training. Similarly as in
[40], a key-point detected in one image might not be detected in another related image, thus the network had to learn to generalize over
the model-based detector. In addition, the recurrent structure exploits
temporal information and should enforce repeatability of key-points
across different frames.

1.1.4 Dense matching
Point matching is a crucial subproblem in many different tasks. For instance, the task of depth estimation involves matching corresponding
pixels in two images of the same scene. Images obtained with a stereo
camera usually are rectified (aligned with a common plane), therefore,
the displacement of points is possible only along the horizontal direction. In this case the displacement is called disparity. Inspiration for
this project came from a work on dense disparity estimation [21].
In this work a matching-cost-volume was formed by concatenating features extracted with a Siamese network over all possible disparity values. Then another relatively deep CNN was used to out-
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put matching probabilities. This compound architecture (called GCNet) was trained to extract features and estimate matching probabilities densely for all points in an image. During testing the disparity
values that led to the smallest matching cost and the highest probability were identified. A large synthetic dataset FlyingThings was used to
pre-train the model.
The inspiration came from the fact that probability distribution over
different disparities could potentially be used to discriminate between
easy to match and hard to match points. In the working process this
idea has developed beyond recognition, as it has been discovered that
it is easier to train a network to solve binary classification problem
(“matched” or “not-matched”) than a regression problem that predicts
probabilities. Nevertheless, datasets as well as network architectures
used in this project are the same or very similar to [21].

1.2

Ethical considerations and societal impact

The main application of visual odometry is in robotics. Localization
is a crucial subtask, which must be solved by all mobile robots. Precise localization in indoor environments is necessary for help-robots in
hospitals, personal assistants for disabled and elderly people, search
and rescue robots as well as many other robots that could perform task
that are very dangerous for people, such as work in mines.
Unfortunately, the same technologies inevitably are going to be applied in the military, making the process of killing other people significantly easier for parties, who posses the technology.
Apart from that, there are applications, which benefit the society
in principle, however also increase risk of poverty and introduce economic segregation. For instance, while development of autonomous
cars can greatly reduce costs of transportation and increase safety on
the roads, it would leave many people without employment.
All in all, while there are undoubted benefits in developing technologies for mobile robotics, there are certain risks that should be handled. Therefore the development of new technologies should proceed
on par with governmental regulations.

Chapter 2
Background
This chapter describes theoretical aspects of Neural Networks necessary to understand the proposed solution as well as several other computer vision methods, which are going to be used as a baseline.

2.1 Deep Convolution Neural Networks
A typical architecture of a neural network consists of several layers,
where each layer is a collection of computational units (neurons) of the
same type. For instance, figure 2.1 shows a simple neural network with
2 hidden layers. Input and output neurons represent input and output
data, while hidden neurons represent intermediate computations. Arrows in the image show that values computed by the previous layers
are used as input for the next layer neurons.

Figure 2.1: Three-layer network architecture (with 2 fully-connected
hidden layers).
A modern architecture of a Deep Neural Network can consist of

7

8

CHAPTER 2. BACKGROUND

layers of different types with different connection patterns. However,
the most basic layer is a fully connect layer of the following form
yj = h(w0,j +

Din
∑

wi,j xi ),

j = 1, . . . Dout ,

(2.1)

i=1

where xi , i = 1..Din is the input, yj , j = 1..Dout is the output and wi,j
are free parameters that are adjusted during the training. This layer
would represent a linear function, if it was not for a non-linear activation function h(). For instance, popular activation functions are
ReLU (x) = max(0, x),
sigmoid(x) =

1
.
1 + exp(−x)

(2.2)
(2.3)

At the last layer, it is common to apply sof tmax() activation function, which ensures that the output values are in the interval [0, 1] and
sum up to one.
exp xj
,
sof tmax(⃗xj ) = ∑Din
i=1 , exp xi

j = 1 . . . Dout .

(2.4)

2.1.1 Training Neural Networks
Training a neural network is minimization of a loss function with respect to free parameters W (weights).
If a network is used to solve a classification problem, then categorical cross-entropy loss is often used:
L(W ) = −

C
∑

ti ln (yi (x, W )) ,

(2.5)

i=1

where ⃗t is a binary vector representing class assignment of x and ⃗y (x, W )
is an output of the model. In the case of regression, mean squared error
(MSE) and mean absolute error (MAE) are the most common choices.
In order to make the training process more efficient, predictions are
usually calculated simultaneously for several data samples in a batch.
Then, the total loss L(W ) is a sum of losses Lk (W ), where k is a sample
index in a batch.
The minimization problem can be solved using gradient descent optimization. In the case of neural networks, the computation of gradients is done layer by layer in a process called error back-propagation.
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Gradients are used to perform a parameter update with a learning rate
α:
W (t+1) = W (t) − α∇L(W (t) )
(2.6)
For more information on the basic neural networks please refer to
[7] chapter 5.

2.1.2 Convolutional layer
The most common neural network layer used in computer vision is a
convolutional layer. As in a fully-connected layer, neurons of convolutional layer apply a function of the form (2.1), however, each neuron is
connected only to a particular region of the input data and all neurons
in a layer share the same weight parameters. Essentially, a convolutional layer in a neural network is very similar to a convolutional filter
in image processing. Figure 2.2 provides the illustration. Here, a convolutional filter of size 3 × 3 is applied to an input image at 4 different
locations (represented by different colors), distance between these locations (2 pixels) is called a stride.

Figure 2.2: Convolutional layer with kernel size 3 and stride 2. Connections between input and output are represented by different (overlapping) colors.
Convolution with stride > 1 down-samples the data. This, is used
to accumulate information over large regions, while having less parameters. However, if it is necessary to up-sample neurons back to the
original dimension an operation called transposed convolution can be
applied. For more information on convolutional layers please refer to
[10].
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Batch Normalization

The authors of [19] have shown that applying batch normalization to
hidden layers improves the speed and quality of network training. Assuming that x̂ is a D-dimensional feature vector, for each element xk , k =
1, . . . D the normalizing transformation has the following form:
yk =

xk − µk
× γk + βk ,
σk + ϵ

(2.7)

where ⃗γ and β⃗ are learned parameters introduced to preserve the representational power and ϵ ensures that there is no division by zero.
During the training parameters ⃗µ and ⃗σ are equal to the mean and standard deviation of the features in a batch. During the inference these are
moving estimates. In the case of convolutional layers ⃗µ and ⃗σ are estimated not only over different batches, but also over all locations in the
feature map.

2.1.4 ResNets
Learning residuals is another useful technique for improving the training of deep networks. Instead of learning the desired function H(x) directly, [18] proposed to learn residual function F (x) = H(x) − x. A network block with a residual connection is illustrated in figure 2.3. The
authors of the method hypothesized that the identity function serves
as a good starting point for training deep structures. This idea was
supported by empirical evidence.

Figure 2.3: Residual learning: a building block, [18]
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2.2 Baseline Methods
This subsection describes two popular model-based methods, which
are used for comparison in chapter 4.

2.2.1 SIFT
Scale Invariant Feature Transform (SIFT) was introduced in [25]. It is
an algorithm for both key-point detection and description. The algorithm has three main steps. First, key-points are detected using difference of Gaussians (Gaussian filters of different size are applied to the
image and difference between the blurred versions is computed). This
method is applied to the image at different scales and distinctive points
(local extrema) in the location-scale space are identified. Next, a keypoint set is refined by filtering out low-contrast points and edges. In
order to achieve invariance to rotation, the orientation of key-points
is computed based on gradient information. Finally, key-points are
described by 8-bin orientation histograms computed for 16 4 × 4 regions around the point. Key-points are matched using nearest neighbor matching. In order to eliminate false positives, points that are too
close to the second nearest neighbor are discarded.
Furthermore, [3] proposed Speeded-up Robust Features (SURF) –
an algorithm similar to SIFT, but much faster. The main contribution
of SURF is changing each step of SIFT algorithm in order to improve
speed without sacrificing overall performance.

2.2.2 DAISY
Another method inspired from SIFT is DAISY [39]. This method was
developed for dense point matching between stereo images. The method
has two main steps. First, orientation maps Gh , h = 1, . . . H corresponding to different directions are computed according to the formula
Gh (x, y) = max(

δI
(x, y), 0),
δh

(2.8)

where I is image intensity. Then, these orientation maps are convolved
with Gaussian filters of different size. As a results, a descriptive vector
for each point p∗ consists of values {pi } taken from the convolved maps
around the point. Furthermore, pi is taken from a map Gσh with amount

12
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of blurring σ roughly proportional to the distance ∥p∗ − pi ∥. This make
the descriptor robust to small rotations.

Chapter 3
Methods
This chapter introduces the proposed method. First of all, it describes
the datasets used for training and evaluation. Next, architectures of
neural networks used for the descriptor and detector are described and
the process of constructing the ground truth data for the detector is
explained. Finally, we propose a way to select good key-points based
on the score predicted by the detector.

3.1 Data
3.1.1 KITTI
In this project we use 194 images from the KITTI 2012 Stereo/Optical
Flow dataset [12] and 200 images from the KITTI 2015 Stereo/Optical
Flow dataset [26]. For each image in these datasets there is a stereo pair
together with the ground truth disparity and the next frame together
with the ground truth optical flow. Further we refer to this data as
KITTI Stereo (when the stereo pair is used) and KITTI Flow (when the
subsequent frame is used).
394 images are split into a training and a testing set in the following
way: the first 25% are used for training the descriptor, next 50% – for
training the detector and the last 25% (98 images) are used exclusively
for testing.
All images have 1242 × 375 resolution, however the ground truth
data is given only for 23 % of the points on average.

13
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3.1.2

FlyingThings

In order to ensure that a sufficient amount of data is available for training, a large synthetic dataset FlyingThings3D [28] is used. This dataset
contains stereo images of flying objects together with ground truth disparity: 22390 training pairs and 4370 testing image pairs. The training
set is split into halves for training the descriptor and detector, respectively. We down-sample all the images 2 times, so that the final resolution is 480 × 270. Although this dataset also contains optical flow
ground truth, only stereo pairs are used in this project.

3.1.3

Augmentation

Rectified stereo images are relatively displaced only in the horizontal
direction. To make the problem harder in a controllable manner, data
augmentation of several types is applied:
• Scaling the second image randomly from

1
1.2

to 1.2.

• Rotating the second image randomly from −5◦ to 5◦ .
• Adding constant noise to both image intensities randomly from
−50 to 50.
• Adding Gaussian noise with 95% interval [−25; 25] to each pixel’s
intensities in both images.

3.1.4

Evaluation

Disparity values in KITTI Stereo have one pixel precision. In evaluation
we report the percentage of points matched exactly (0p accuracy) and
the percentage of points matched with 1 pixel error (1p accuracy). This
is done to account for quantization errors. Furthermore, optical flow
values in KITTI Flow are given with 4 pixel precision, therefore this
data is used only for evaluation and the results are reported allowing
for 2 and 4 pixel errors instead of 0 and 1. Distance between pixels is
calculated as Euclidean distance rounded to the nearest integer. Figure
3.1 illustrates this function.
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Figure 3.1: Visualizing pixels at the distance d = 0, 1, 2, 3, 4 from the
center.

3.2 Learning the Descriptor
The architecture of the LDesc descriptor proposed in this work is illustrated in figure 3.2. This architecture is partially reused from [21].

Figure 3.2: Architecture of the network.
The descriptor extracts features from 2 images using the same parameters, as in Siamese networks. Thus, for each point (i, j) a feature
vector f (i, j) ∈ R32 is obtained. The network consists of 8 residual
blocks as in figure 2.3 and 1 convolutional layer before and after the

16
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Figure 3.3: Computing matching costs.
blocks. All convolutional layers have 32 filters with kernel size 3, stride
1 and padding 1. Each convolutional layer except for the last one is followed by Batch Normalization and ReLU activation. The size of the
receptive field of the network is 37 × 37.
During the training, features are compared between 2 images, by
computing a cost volume c:
c(i, j, k) = −∥f1 (i, j) − f2 (ik , jk )∥1

(3.1)

where
• ∥ · ∥1 is the mean absolute distance,
• k = 0, . . . window_width × window_height − 1,
• ik = i + ⌊k/window_width⌋ − ⌊window_height/2⌋,
• jk = j − (k mod window_width).
As illustrated in figure 3.3 each feature vector f1 (i, j) from the first image is compared to features from the second image f2 (ik , jk ) located in a
small widow anchored to the position (i, j). In this project window_width =
94 and window_height = 11, therefore ik ∈ [i − 5, i + 5], jk ∈ [j − 94, j].
For stereo images, it is known that the ground truth match for a point
(i, j) is going to lie on the same axis to the left. Although this no longer
holds if rotation and scaling are applied, the relative position of the
window is chosen to ensure that as many ground truth matches as possible are located within it. The size of the cost volume is limited by GPU
memory (11GB in this project).
After computing the cost volume, sof tmax activation function together with categorical cross-entropy loss is applied. This is a classification task for each point, in which the location of the ground truth
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match defines the correct class out of 94 × 11 classes. Points, which do
not have the ground truth match within the window, are filtered out
and do not influence the loss function.
The training is done on 128 × 256 patches, which are cropped from
random positions. In addition, augmentation of the data (scaling, rotation and noise) is applied. Before entering the network, pixel intensities
are normalized to fit the interval [−1, 1].

3.2.1 Training

(a) Training set, loss function.

(b) Training set, accuracy.

(c) Validation set, loss function.

(d) Validation set, accuracy.

Figure 3.4: Training on FlyingThings.
The descriptor has been trained for approximately 50 iterations on
the FlyingThings dataset, each iteration consisting of 500 training samples. The model achieving the lowest validation loss (after 43 iterations) has been saved. Figure 3.4 shows values of the loss function and
percentage of the points matched exactly (with 0 pixel error) depending on iteration.
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Fine-tuning on the KITTI dataset required 13 epochs.

3.3

Learning the Detector

The architecture of the LDet detector proposed in this work has been
partially reused from [21]. This is an encoder-decoder network, which
consists of 4 convolutional and 4 transposed convolutional layers with
32 filters, kernel size 3 and stride 2. There is a residual connection
between each pair of encoding and decoding layers of the same size.
However, each such connection goes through 2 other convolutional
layers with kernel size 3 and stride 1. This is illustrated in figure 3.5. At
the end of the network there is a final convolutional layer with kernel
size 3 and stride 1 that outputs only one value for each point. As a result, the network consists of 4 + 2 × 4 + 1 convolutions and 4 transposed
convolutions and has the receptive field of size 37 × 37. All convolutional layers except for the last one are followed by Batch Normalization
and ReLU activation, the last layer is followed by Batch Normalization
and sigmoid activation and binary cross-entropy loss.

Figure 3.5: Architecture of the network.

3.3.1

Construction of the ground truth data

The key idea of this work is that the detector can be trained to predict
the probability of a point being matched. This can be achieved by solving a classification task with two classes, “matched” or “not matched”.
The ground truth data for the detector is constructed by performing
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dense point matching between images. In contrast to training the descriptor, all points in the first image are compared to all points in the
second image (not only to points a small local window). This is done
to ensure that only sufficiently unique points are matched.
A point is considered to be matched, if it’s nearest neighbor in the
feature space is within one pixel distance from the ground truth (d ≤ 1).
Similarly, a point is considered not matched if the distance is at least 3
pixels (d ≥ 3), however all points which were matched exactly with 2
pixel error are excluded from the dataset as border-cases. The distance
function is the rounded Euclidean distance as described in section 3.1.4.
As comparing all-to-all is quite an expensive procedure, this is done
only on centered crops of size 160 × 256 for the FlyingThings dataset.
However, the whole image is used for KITTI.
To force the model to better discriminate between stable and nonstable points we consider the hardest scenario and apply the maximal
rotation and scaling to the second image. The scaling factor is ran1
domly chosen to be either 1.2
or 1.2 and similarly, the rotation angle is
◦
◦
chosen to be either −5 or 5 .
Furthermore, we have tried to add synthetic noise to the images before extracting features. The figure 3.6a shows that this can produce
visually more appealing results comparing to figure 3.6b as scores in
the low-structured regions are smaller. However, preliminary investigation showed that this leads to decrease in performance on non-noisy
images, therefore we chose to proceed without applying noise in training the detector and leave this as a subject to further research.
While the output of the model is probability of matching, the input
can be different depending on application. We tried two options. First,
the detector is trained on the features extracted with the descriptor. In
this case the detector inherits the invariance of the descriptor, that is
important for repeatability of output scores across different frames. In
the second version, the detector is trained directly from images. This
allows the detection to precede the description during the inference. In
this project only features from the first image in a pair contribute to the
ground truth data. Figures 3.6c and 3.6d show the score maps obtained
using features and the raw image as an input, respectively.
Furthermore, figures 3.6b and 3.6c reveal the difference before and
after fine-tuning the model on KITTI.
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(a) LDet trained on features with noise, (b) LDet trained on features without
before fine-tuning.
noise, before fine-tuning.

(c) LDet trained on features, after fine- (d) LDet trained on images, after finetuning.
tuning.

Figure 3.6: The output of LDet – estimated probability of matching.

3.4

Point selection

Comparing all points to all is a very costly operation not feasible in
practical applications. We have found that selecting local maximas
from both images leads to very poor performance. Therefore, a semidense matching procedure is proposed: points with a score higher than
a threshold are considered for matching, in addition, sparse points are
selected, but only in the first image. An example of point selection is
visualized in figure 3.7.
To choose sparse points the first image is split into blocks of size
2d × 2d and a point with the highest score is selected in each block.
Furthermore, if two points within the distance d are selected, one of
them (with a lower score) is discarded. To make fair comparison, points
detected by the baseline method are also filtered, so that there are no
points closer than d in the first image. However, all the points in the
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(a) Sparse points selected in the first (b) Dense regions selected in the secimage.
ond image.

Figure 3.7: Semi-dense point selection.
second image are kept. Value d = 5 is used in the experiments. Figure
3.8 provides an example.

(a) SIFT.

(b) LDet.

Figure 3.8: Filtering of key-points: green – selected points, red – discarded points.
The score threshold 0.72 is chosen, because with this threshold the
learned detector returns approximately the same amount of points in
the first image as the baseline method. Also, a bit lower threshold 0.70
is applied to the second image. While from the figure 3.8 it might look
like SIFT returns much more points, its important to note that only
points with the existing ground truth are considered in the evaluation.
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Implementation details

The described models were implemented using a deep learning framework Keras [5] with TensorFlow back-end [1]. All models were trained
using RMSProp method [38] with default parameters (learning rate
= 0.001, ρ = 0.9). However, for fine-tuning the descriptor on KITTI
dataset, it was necessary to reduce learning rate to 0.0005. Relative size
of the validation was 0.2 for FlyingThings and 0.1 for KITTI.
Baseline method implementations from the OpenCV library [4] were
used.

Chapter 4
Results
This chapter describes evaluation experiments performed in this project
and presents the results. First, the learned descriptor is evaluated separately a dense matching task. Next, the predictive power of the detector
is assessed using the constructed ground truth data. Finally, both the
descriptor and detector are evaluated in combination and compared
against SIFT.

4.1 Descriptor
First, we compare the learned descriptor LDesc to DAISY by performing dense point matching. In this experiment each point in the first
image is matched to the nearest neighbor among all the points in the
second image. The percentage of correct matches is reported. Since,
this is a computationally expensive experiment, it has been performed
on 160 × 256 image patches cropped from the image center and only
100 images from the FlyingThings test set has been used.
Table 4.1 shows the results of this experiment. Two different tolerance levels are considered: “0p” accuracy represents the percentage
of points matched exactly, while “1p” accuracy represents the percentage of points matched within 1 pixel distance. As an exception 2 and 4
pixel accuracy is reported for KITTI Flow (please, see subsection 3.1.4).
Furthermore, “+N” indicates that image samples has been augmented
with random noise, “+SR” – random scaling and rotation, “+SRN” –
random scaling, rotation and noise. In addition, the performance of
the descriptor without fine-tuning (LDesc FT) is evaluated on KITTI.
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Table 4.1: Matching accuracy with 0 and 1 pixel tolerance. LDesc FT
and LDesc KITTI represent LDesc before and after fine-tuning on KITTI
respectively.
Data
FlyingThings
FlyingThings +N
FlyingThings +SR
FlyingThings +SRN
KITTI Stereo
KITTI Flow1

DAISY
0p
1p
0.309 0.507
0.149 0.368
0.088 0.317
0.055 0.231
0.204 0.558
0.284 0.815

LDesc FT
0p
1p
0.438 0.628
0.176 0.392
0.221 0.524
0.099 0.302
0.360 0.754
0.292 0.850

LDesc KITTI
0p
1p
0.382 0.782
0.309 0.870

First of all, we can see from the table 4.1 that LDesc outperforms
DAISY in all settings. The biggest difference in performance is in the
case of FlyingThings images with additional scaling and rotation. According to [39], DAISY handles small variations in scale and angle, but
the result suggest that it is not sufficient for this experiment. In other
cases, for instance, KITTI Flow and FlyingThings with noise, the results
are quite similar. However, it is important to note that DAISY feature
vectors consist of 200 32-bit floating point number, while LDesc – only
of 32.
Secondly, the performance of the descriptor improves only slightly
after fine-tuning. This could mean that either the descriptor is able to
generalize from synthetic data to real images very well, or the amount
of images used for fine-tuning is not sufficient to make a big difference.
Figure 4.1 provides an example of dense point matching between 2
KITTI Flow images. The first image in a pair is shown together with
green and red circles representing correct and incorrect matches, respectively. To avoid clutter we show only points, which lie on a uniform grid with distance 7 and have the ground truth correspondences.

4.2

Detector

First of all, the detector is evaluated with respect to the ground truth
data obtained as described in section 3.3.1.
The detector output for each point is a score between 0 and 1 that
1

The reported values are 2 pixel and 4 pixel accuracy.
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(a) DAISY
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(b) LDesc

Figure 4.1: Examples of dense point matching: green – correct matches,
red – incorrect matches
ideally should reflect probability of match. We can assign label “matched”
to all points with a score higher than a threshold t and label “not matched”
otherwise. Then, we can calculate precision and recall:
∑N

i=1 I{yi =1} × I{yˆi >t}
∑N
i=1 I{yˆi >t}

precision(t) =

(4.1)

∑N
recall(t) =

i=1 I{yi =1} × I{yˆi >t}
∑N
i=1 I{yi =1}

(4.2)

where I{·} is an indicator function. Figure 4.2a shows a precision-recall
curve obtained by considering different values of threshold t. It shows
that by increasing the threshold it is possible to filter out the points,
which are going to be matched with very high precision/probability.
Furthermore, in figure 4.2b the score range is split into short continuous intervals and precision and recall for each interval is computed.
Here, precision and recall are:
∑N

i=1 I{yi =1} × I{yˆi ∈[t;t+δ)}
∑N
i=1 I{yˆi ∈[t;t+δ)}

interval_precision(t) =

(4.3)

∑N
interval_recall(t) =

i=1 I{yi =1} × I{yˆi ∈[t;t+δ)}
∑N
i=1 I{yi =1}

(4.4)

Thus, we can see that score values returned by the detector very well
reflect the estimated probability of a match (precision).
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(a) Recall VS precision.

(b) Interval precision and recall.

(c) Score distributions: blue - positive,
red - negative, yellow - undefined.

Figure 4.2: Evaluation of the detector on FlyingThings.
Finally, figure 4.2c is a combined histogram that shows distribution
of scores for positive (“matched”), negative (“not matched”) and undefined (matched with 2 pixel error) points.
Figure 4.3 shows that similar, but less profound discrimination between points is achieved on the KITTI dataset.

4.3

Combining the Descriptor and Detector

In the first experiment the accuracy of matching is evaluated for the
best 100 matches, for which the ground truth data exists. If any method
returns less than 100 key-points, missing key-points are counted as
mis-matched. In SIFT matches are sorted according to the distance
ratio between the first match and the second best match. In LDesc
matches are sorted simply by the matching distance. This experiment
is performed on full images, however only 500 images from the Fly-
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(a) Recall VS precision.
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(b) Interval precision and recall.

(c) Score distributions: blue - positive,
red - negative, yellow - undefined.

Figure 4.3: Evaluation of the detector on KITTI Stereo.
ingThings test set are taken.
We evaluate 4 methods:
• SIFT
• SIFT detector + LDesc descriptor (sparse matching)
• LDesc + LDet learned from features
• LDesc + LDet learned from images
The results are summarized in table 4.2.
First of all, we can see that describing points detected by SIFT with
LDesc leads to better performance in all cases, except for KITTI Flow.
Notably, this is the only scenario in which descriptor has not been
trained. Secondly, using the learned detector improves the results even
2

The reported values are 2 pixel and 4 pixel accuracy.
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Table 4.2: Matching accuracy with 0 and 1 pixel tolerance for 100 points.
Data
FlyingThings
FlyingThings +SR
FlyingThings +SRN
KITTI Stereo
KITTI Stereo + SR
KITTI Stereo + SRN
KITTI Flow2

SIFT
0p
1p
0.566 0.869
0.380 0.774
0.200 0.567
0.292 0.751
0.214 0.680
0.141 0.516
0.324 0.821

SIFT+LDesc
0p
1p
0.711 0.915
0.472 0.828
0.251 0.599
0.372 0.822
0.254 0.731
0.170 0.566
0.320 0.813

LDD Feat
0p
1p
0.909 0.980
0.501 0.919
0.290 0.636
0.489 0.912
0.169 0.739
0.147 0.644
0.332 0.844

LDD Im
0p
1p
0.916 0.982
0.501 0.914
0.218 0.494
0.495 0.903
0.168 0.732
0.123 0.562
0.335 0.856

further. LDD Feat and LDD Im perform similarly, except for the scenarios with noise. This outcome has been expected, since LDD Feat
uses features as input and inherits invariance to noise. On the other
hand, LDD Im was trained without augmentation of the first image in
a pair (which serves as input) and therefore outperforms LDD Feat in
such scenarios.
Table 4.2 shows the accuracy evaluated for the best 100 matches.
However, one might be interested in more or less matches depending
on the application. Therefore, figure 4.4 shows average matching accuracy for different numbers of matches for SIFT and LDD Feat. As
previously, matches are ordered by the distance ratio between the first
match and the second best match for SIFT and simply by the matching distance for LDD Feat. We can see that LDD matches more points
on average, however SIFT is better at discriminating between successful and unsuccessful matches. Therefore, in the cases with data augmentation SIFT shows higher accuracy when the number of considered
matches is small. It is interesting that sorting by ratio is very useful for
evaluating SIFT matches, but does not benefit LDD. Therefore, LDD
matches were sorted simply by matching distance.
Figure 4.5 shows two examples of point matching with SIFT and
LDD. The best 100 matches are shown (or less, if less key-points are
detected). Green and red points represent matched and mismatched
key-points, respectively. We can see that both descriptors perform well,
when there is a lot of structure in the image, however, LDD is better in
matching low-textured regions.
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(a) KITTI Stereo

(b) KITTI Stereo +RS

(c) KITTI Stereo +RSN

(d) KITTI Flow
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Figure 4.4: Matching accuracy depending on the number of considered
matches.
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(a) SIFT

(b) LDD

(c) SIFT

(d) LDD

Figure 4.5: Examples of point matching on KITTI Flow: green – correct
matches, red – incorrect matches.

Chapter 5
Discussion and Conclusions
5.1 Discussion
First of all, the learned descriptor performs well in all-to-all matching
task even though it has been trained by comparing features in a small
local window. Moreover, it shows very good generalization capabilities
from the synthetic dataset to the real data.
Secondly, the learned detector discriminates between good and bad
points and can be used to discover key-points which are matched with
probability higher than 90%. However, the discrimination on KITTI
is not as profound as on the synthetic images. This has two potential
explanations: first of all, training the detector might require more data
and 200 images used for fine-tuning were not sufficient, and secondly,
the detector might not generalize from the synthetic data as well as the
descriptor.
Nevertheless, very promising results have been achieved by using
the learned detector and descriptor in combination. Not only LDesc
worked better than SIFT descriptor in our experiments, but also using
LDet helped to further improve the accuracy of matching.

5.1.1 Drawbacks and future work
Apart from selecting points which are easy to match a detector must
fulfill another important task – reduce the amount of points considered for matching. We have found that scores predicted by LDet are to
some extent repeatable across different frames, therefore the amount
of points in both images can be reduced by setting a threshold. How-
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ever, the scores are subjected to noise and thus selecting local maximas
in both images leads to poor performance. It is possible that a different architecture for the detector in combination with a more advanced
non-maximum suppression could solve this issue. Improving stability of the scores is very important, because if it was possible to select
sparse repeatable points across different frames the descriptor could
be applied only to those points.
Another important drawback of the method is that on a 1 core CPU
LDD works approximately 100 times slower than SIFT. Of course, neural networks can exploit parallelism and therefore can be executed very
efficiently on GPUs, but computational complexity is still an important
limitation and can prohibit execution of the method, for instance, on a
mobile phone. Therefore reducing the complexity of the networks and
finding a good trade-off between accuracy and time-performance is another subject for the future work.
Furthermore, this project focused on a limited scenario, when rotation and scale changed only slightly between different frames. In practice it might be necessary to handle all types of variations, therefore
additional improvement are necessary. For instance, including Spatial Transformer Layer [20] could potentially allow to handle arbitrary
changes in orientation.
Moreover, it is necessary to test the method using other datasets,
for instance, datasets that contain indoor scenes, such as TUM [36]
and SUN [35] RGB-D benchmarks. Furthermore, it is possible to obtain ground-truth correspondences between points directly from KITTI
Raw video sequences [13], which would lead to much more data than
is currently available in KITTI Stereo and KITTI Optical Flow benchmarks. It would be interesting to skip some frames in video sequences
in order to further investigate the ability of the method to handle large
viewpoint changes.

5.2

Conclusions

This work presents a novel method for key-point detection and description in images. The key idea of the method is to train a descriptor to match points densely, then predict which points are likely to be
matched and use this information for point selection. This project has
shown that this approach works at least to some extent and can lead
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to more accurate results compared to model based-methods. We hope
this work will enable further research in this direction and will help to
utilize the full potential of deep learning in visual odometry.
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