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“Life is full of doors that don’t open when you knock,
equally spaced amid those that open when you don’t want them to.”

– Roger Zelazny
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Abstract

High-throughput sequencing (HTS) technology has revolutionised the biomedical sci-
ences, where it is used to analyse the genetic makeup and gene expression patterns
of both primary patient tissue samples and models cultivated in vitro. This makes it
especially useful for research on cancer, a disease that is characterised by its deadli-
ness and genetic heterogeneity. This inherent genetic variation is an important aspect
that warrants exploration, and the depth and breadth that HTS possesses makes it
well-suited to investigate this facet of cancer.

The types of analyses that may be accomplished with HTS technologies are many,
but they may be divided into two groups: those that analyse the DNA of the sample
in question, and those that work on the RNA. While DNA-based methods give in-
formation regarding the genetic landscape of the sample, RNA-based analyses yield
data regarding gene expression patterns; both of these methods have already been
used to investigate the heterogeneity present in cancer. While RNA-based methods
are traditionally used exclusively for expression analyses, the data they yield may also
be utilised to investigate the genetic variation present in the samples. This type of
RNA-based analysis is seldom performed, however, and valuable information is thus
ignored.

The aim of this thesis is the development and application of DNA- and RNA-
based HTS methods for analysing genetic heterogeneity within the context of cancer.
The present investigation demonstrates that not only may RNA-based sequencing be
used to successfully differentiate different in vitro cancer models through their ge-
netic makeup, but that this may also be done for primary patient data. A pipeline
for these types of analyses is established and evaluated, showing it to be both robust
to several technical parameters as well as possess a broad scope of analytical possibil-
ities. Genetic variation within cancer models in public databases are evaluated and
demonstrated to affect gene expression in several cases. Both inter- and intra-patient
genetic heterogeneity is shown using the established pipeline, in addition to demon-
strating that cancerous cells are more heterogeneous than their normal neighbours.
Finally, two bioinformatic open source software packages are presented.

The results presented herein demonstrate that genetic analyses using RNA-based
methods represent excellent complements to already existing DNA-based techniques,
and further increase the already large scope of how HTS technologies may be utilised.
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Popular science summary

Cancer is one of the most common diseases found around the world today, and most people know
somebody who has had or died from it. One of the main reasons for the deadliness of the disease is
that it comes in many different forms. This variation can be found not only between different cancer
types (e.g. breast and colon cancer), but also between patients with the same type. This is due to
the way that the human body and its trillions of cells function, originating in the genetic code that
we all share. This code is stored in a molecule called DNA, or deoxyribonucleic acid.

DNA is a three billion characters long string composed of the letters A, T, C and G; it is the order
of these letters that determine much of how we become as individuals (such as height, eye colour, and
so on). This genetic code is read by the cellular machinery, which copies it into RNA (ribonucleic
acid, where the letter T is exchanged for U) and, finally, into proteins (which are large, irregularly
shaped molecules rather than strings). It is the proteins that perform many of the functions of the
cell and the body; two sub-classes of proteins you might have heard of are hormones (which carry
biological signals between cells and organs) and enzymes (which accelerate chemical reactions and
are used in laundry detergents). A musical analogy would be DNA as sheet music, RNA as musicians
and the proteins as the final music being played.

Cancer is, essentially, changes in the genetic code that disrupt and distort the way the cells
function; these changes are called mutations. Mutations can happen in several different ways, such
as exchanging one letter for another (such as a T to a G), copying several letters or outright deleting a
bunch of them. Mutations happen in DNA but remain in both RNA and sometimes the final protein,
which alter the way that the protein function. If a mutation happens in a particularly important
region of the genetic code the final protein may lead to cancerous functions, such as uncontrolled
growth into a tumour. Knowing exactly what mutations are present in what regions of the genetic
code is thus an important part of understanding cancer, which can be done through a technique
called sequencing.

Sequencing is a method where the entirety of the genetic code is read by advanced biotechnological
instruments, which allows researchers to determine where each mutation is present in the tumour of
a cancer patient, which can be used to guide treatment. Sequencing results in huge amounts of data
which require advanced computational tools to analyse. The work presented in this thesis involves the
development of such bioinformatic methods and their applications on several cancer-related datasets.

The methods have successfully been used to read DNA (which is the most common strategy
used to analyse mutations), but also RNA. Both samples taken directly from cancer patients and
model cells cultivated in the laboratory have been used to investigate how mutations vary across
different populations of cells and accumulate over time. This work expands the possibilities with
which sequencing technologies may be used to analyse mutations and could potentially be used as a
complement to the already existing methods to diagnose and treat cancer.
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Populärvetenskaplig sammanfattning

Cancer är en av världens vanligaste sjukdomar, och många känner någon som har haft eller avlidit av
den. En av huvudanledningarna för dess dödlighet är att den kan se väldigt olika ut. Inte nog med
att den varierar mellan olika cancertyper (till exempel bröst- och tarmcancer), men också mellan
patienter med samma typ av cancer. Detta beror på hur kroppen och dess miljarder celler fungerar
och har sitt ursprung i den genetiska koden vi alla delar. Denna kod lagras i en molekyl som kallas
DNA, eller deoxyribonukleinsyra (deoxyribonucleic acid på engelska).

DNA är en tre miljarder lång sträng uppbyggd av bokstäverna A, T, C och G; det är ordningen
på dessa bokstäver som bestämmer mycket av hur vi blir som individer (såsom höjd, ögonfärg, och så
vidare). Denna genetiska kod läses av cellens maskineri och kopierar den till RNA (ribonukleinsyra,
där bokstaven T byts ut mot U) och, slutligen, till protein (som är stora, irreguljärt formade molekyler
istället för strängar). Det är proteinerna som utför många av cellens och kroppens funktioner; två
typer av protein som du kanske har hört talas om är hormoner (som bär på biologiska signaler
mellan celler och organ) och enzymer (som påskyndar kemiska reaktioner och används i tvättmedel).
En musikalisk analogi kan vara att DNA motsvarar noter, RNA är musiker och proteinerna är den
slutliga musiken som spelas.

Cancer är, i grund och botten, förändringar i den genetiska koden som stör och förvränger
cellernas funktion; dessa förändringar kallas för mutationer. Mutationer kan ske på flera olika sätt,
till exempel genom att en bokstav byts ut mot en annan (såsom ett T mot ett G), kopiering av flera
bokstäver eller radering av ett helt gäng av dem. Mutationer sker i DNA men följer med i både RNA
och ibland det slutliga proteinet, vilket förändrar proteinets funktion. Om en mutation uppstår i en
särskilt viktigt region av den genetiska koden så kan proteinet leda till cancer-relaterade funktioner,
såsom att okontrollerat växa till en tumör. Att känna till vilka mutationer som finns i vilka regioner
i den genetiska koden är sålunda en viktig del i att förstå cancer, vilket kan göras genom en teknik
som kallas för sekvensering.

Sekvensering är en metod där hela den genetiska koden läses av ett avancerat bioteknologiskt
instrument, vilket gör att forskare kan utröna vilka mutationer som finns i en cancertumör, som
senare kan användas för att guida patientens behandling. Sekvensering ger enorma mängder data,
vilket kräver avancerade verktyg för data-analys. Arbetet som presenteras i denna avhandling handlar
om utveckling av sådana bioinformatiska metoder och deras användande på flera cancer-relaterade
dataset.

Metoderna har framgångsrikt använts för att läsa inte bara DNA (som traditionellt sett är den
vanligaste metoden för att analysera mutationer), utan även också RNA. Både prover tagna direkt
från cancerpatienter och cellmodeller odlade i laboratoriet har använts för att undersöka hur mu-
tationer varierar mellan olika populationer av celler och deras ackumulering över tid. Detta arbete
breddar möjligheterna med vilka sekvenserings-teknologier kan användas för att analysera muta-
tioner och kan användas som ett komplement till redan existerande metoder för att diagnosticera
och behandla cancer.
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Genetic heterogeneity and cancer

Genetic variation and heterogeneity exists in many different forms and is in large part
what has created the enormous diversity we see in nature. Not only do the genetic
backgrounds vary between organisms, but there are also large differences within the
same species and closely related family members. Genetic variation is what makes
us inherit some characteristics from our mother and some from our father, including
why siblings may look alike in some aspects while being completely different in others.
It is also what enables much of biotechnological science to accurately determine the
identity of perpetrators through biological material left at the crime-scene (e.g. hair
or blood), but can also establish paternity when it is unknown or called into question.
Many of the methods used to examine genetic heterogeneity today are computational,
often involving large-scale analyses of enormous amounts of biological data. Such
methods fall within the field of bioinformatics. One of the most common uses of
bioinformatics today is the investigation of perhaps the most nefarious and negative
end-results of genetic variation: cancer.

Cancer is one of the foremost causes of disease-related death in the world today.1
One of the reasons for this is the genetic heterogeneity with which cancer presents
itself: no single patient or tumour is alike.2,3 This inherent variation also manifests
itself within the same tumour, in that there are sub-populations of cells within it
that differ in their cancer characteristics.4,5 Other problems arise because of specific
genomic changes that affect how the cell functions and initiates cancer formation.6
Cancer is a complex disease with many aspects, which makes it hard to study.7

One of the strategies that have been employed in order to try to study this com-
plexity is the use of model systems.8,9 These are commonly cells of human or animal
origin that have been altered to grow in a laboratory environment, with the aim of
mimicking their cancerous origins. Such models thus provide excellent biological ma-
terials for cancer research, allowing for continuous and repeated experiments to be
conducted on them. Any given model system is created with a specific purpose in

1



Cell biology and the mechanisms of cancer

DNA RNA Protein
Transcription Translation

Figure 1: The central dogma of biology. While each cell has a single copy of the DNA per cell this can be
transcribed into multiple RNA-copies, and each RNA molecule can be translated into several copies of the same
protein.

mind, e.g. to model a particular type of cancer or to investigate a specific cellular
function.

No model system is perfect, however. The heterogeneity present in cancer is
a major obstacle, as is the assumption that any effect or treatment successful in
models will be transferrable to patients.10 The genetic stability of the models is
also important, i.e. whether they may change over time or remain as similar to
their respective origin as they were at their creation.11 A detailed knowledge of
their characteristics, functionality and genetic background is thus essential.12 Such
knowledge can only be gained through comprehensive understanding of the basic
biological processes and mechanisms that regulate cells and, indeed, cancer.

Cell biology and the mechanisms of cancer

The origins of cancer lie in the most basic building block of all life: the genetic code,
which is stored as deoxyribonucleic acid (DNA). It comprises four separate nitrogen-
containing bases: adenine (A), thymine (T), cytosine (C) and guanine (G). Every
three nucleobases make up a codon which encode (with ribonucleic acid, RNA, as
intermediary) a specific amino acid. It is the amino acids that make up the proteins
of the cell, which perform most of its biological functions. The basis of all cellular
processes is when DNA is transcribed to RNA, followed by translation into proteins.
This is known as the central dogma of biology (Figure 1).

Each cell has its own copy of the genetic code, its genome, and is divided up into
partitions called genes. Each gene is encoded in a specific part of the genome and
affects one or several biological functions, e.g. cellular growth, communication with
other cells or the organisation of the cellular structure. Each gene may interact with
many others in pathways and networks, resulting in complex interplay of cellular
functions, including redundancies and alternate routes.
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Cell biology and the mechanisms of cancer

As an analogy, think of an organism as a whole symphony.13 There are many
different instruments being played by at least as many musicians, but they all form
a whole from their individual parts. Imagine the movement being played as an indi-
vidual cell. A symphony is made up of several movements, each contributing to the
overall piece. The tones produced by each individual musician represents the proteins,
while the musicians themselves are the RNA that is reading the sheet music (DNA)
and the musical sentences (genes) written therein. Not all musicians are playing at
the same time, which varies from moment to moment.

While a symphony usually have only a few movements, the human body comprises
upwards of trillions of cells – that many movements would make for a vastly different
listening experience.14 The genetic code is additionally present in two copies within
in each cell: one from the mother and one from the father, which can hold slight
variations. These changes and variations are key factors for the mechanisms of cancer.

Cancer biology
Cancer is an evolutionary process, within which mutations arise in normal cells and
subsequently accumulate to form cancer cells.6 A mutation is a change in the genome
of the cell, which may give it a selective growth advantage – if it occurs at an important
position, that is. There are several cellular functions and processes that are important
for cancer formation, such as increased growth rate, unresponsiveness to extracellular
signals, reduction of tumour suppression and formation of blood vessels. These are
known as the hallmarks of cancer.7 They are needed for cancer to form, but they may
arise from completely separate mutations in different patients. For example, one of the
signalling pathways related to cellular growth is the epidermal growth factor receptor
(EGFR) network, which consists of many different genes and interactions between
them.15 Mutations in this pathway may thus lead to changes in proliferation, but
the individual genes within which the mutations occur varies from patient to patient.
This is the basis of genetic heterogeneity in cancer.

Genes commonly found to be mutated in cancer are termed oncogenes. While
mutations in oncogenes are more often found in different patients, the location of the
specific mutations may vary greatly. For example, the KRAS oncogene in the EGFR
network has several common mutations in e.g. codon 12, 13 and 61, with several
different possible amino acid changes in each.7,16 While mutations occurring through
normal cell division are random, the cells that acquire functionally important muta-
tions are those that may lead to cancer. The selective growth advantage acquired by

3



Cell biology and the mechanisms of cancer

ATGGAGTG  ACAGCTACGGACA

Functional protein Truncated protein

ATGGAGTG  ACAGCTACGGACG
Wild-type sequence Mutated sequence

Figure 2: An example of a sequence coding for a protein that is either wild-type (i.e. unchanged; left) or mutated
(right). The wild-type sequence leads to a functional protein through correct transcription and translation, while
the mutation in this specific position leads to a premature stop. This leads to a truncated protein that likely
cannot perform its function, which will have downstream effects on the cell.

cancerous cells allow them to grow and proliferate freely, leading to further accumu-
lation of mutations and tumour growth.

One type of mutation alter a single nucleotide in the genetic code: for example,
change a G to an A in a growth-related gene, and the cell may now proliferate at a
higher rate than before. Such mutations are called single nucleotide variants, or SNVs
for short. Other types of genetic mutations also exists, such as insertions and deletions
of regions larger than a single nucleotide (also known as indels), or duplications of
the same.17 Mutations may also be classified based on their function: missense
mutations lead to a change in the resulting amino acid (as opposed to synonymous
mutations, which do not), while nonsense mutations lead to a premature halt in
protein translation and, subsequently, truncation of the final protein (Figure 2).

Cancer is, in essence, the accumulation of mutations over time (Figure 3). These
cannot be just any mutation, either: they need to affect the hallmarks of cancer di-
rectly or indirectly, increasing the survivability of the cell. A single hallmark mutation
is required but normally not sufficient for the development of a tumour: between one
and ten are usually needed, but commonly around four.18 The immune system can
sometimes detect and eliminate pre-cancerous cells, but not always. As we get older
more and more cells (and their progeny) accumulate mutations, which the immune
system is not be able to handle.19 Indeed, most incidents of cancer are correlated with
age, and the immune system has been shown to play a vital role in their inception.20,21
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Models of human cancer

First
mutation

Second
mutation

Third
mutation Metastasis

Figure 3: Tumour evolution. A normal cell (grey) is mutated at a single, cancer-relevant genomic position,
resulting in a pre-cancerous cell (blue). The cells continue to proliferate and accumulate mutations, until cancerous
cells (yellow) arise. In some cases these cancer cells become able to metastasise (red), greatly worsening not only
the patient’s health, but also the likelihood of successful treatment. This is an example of a linear tumour
evolution, but other non-linear paths are also possible.

Continuing with the previously described musical analogy, a mutation is when
somebody goes and changes the partiture. The symphony gets performed with the
changed notes, since these particular musicians follow the sheet music slavishly. The
original harmony remain unchanged in some cases (synonymous mutations), while
some yield vastly new melodiousness or dissonance (missense mutations), even out-
right silence (nonsense mutations). The symphony may thus evolve into something
different, for better or for worse. In cancer it is, naturally, for the worse.

There is already a large body of knowledge related to what we know of cancer
and how to treat it. What is becoming more apparent, however, is that there are
still large gaps in this knowledge that is needed in order to find effective treatments
for many types of cancer. For example, the genetic heterogeneity in cancer along
with its intrinsic and acquired resistance to therapies has been proposed to be com-
bated by multi-target therapies.22,23 For such treatment strategies to be possible,
in-depth knowledge of the complex interplay between mutations, genes and their
pathways is required, especially in the context of the genetic heterogeneity present in
tumours.4,5, 24 These questions thus require controlled and well-defined experimental
setups and biological materials. Primary patient samples are neither plentiful enough
nor perfectly suitable for such endeavours. Thankfully, this is where cancer models
excel.

Models of human cancer

The study of human cancers is a complicated matter, especially when it comes to the
material on which experiments can be conducted. Primary samples taken directly
from a patient (e.g. biopsies) are naturally the most direct and natural way to study a
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Models of human cancer

Isolate
tumour 

Cultivate
cells

Expand and
share

Figure 4: Creation of human cell lines. Tumour cells are first extracted from a cancer patient through e.g.
a biopsy. The tumour cells are isolated from normal cells and an in vitro cultivation is initiated. The cells are
expanded and allowed to proliferate until the desired number of cells are achieved. They may then be continuously
cultivated, used as experimental materials or shared with other researchers so that they may do the same.

particular patient and a particular cancer. Such samples are easily motivated in terms
of personalised medicine for that particular patient, but less so when the samples are
to be used for basic research.25,26 Any extraction of primary samples brings ethical
concerns related to surgical risk and the patient’s quality of life, including a lack of
direct benefit to the patient in question. There are also concerns regarding undue
pressure on patients during recruitment to e.g. clinical trials or targeted studies.27

Scientists need a continuous flow of research materials that is difficult to satiate
with primary patient samples alone. These concerns are what have lead to the creation
and adoption of several different model systems of human cancers. While both in vivo
and in vitro models are used extensively across the biological sciences, the work in
this thesis focuses on in vitro models.

Cell lines

One of the oldest and most widely used in vitro cancer models is the cell line. These
are primary cells that have been immortalised and can be cultivated indefinitely
(Figure 4). The first successful cell line was named HeLa after Henrietta Lacks,
the patient from which it originated in 1951.28 These cells were from a particularly
aggressive cervical cancer, which is what allowed them to be cultivated outside the
host body. Such cultivations aim to mimic the natural conditions in which the cells
normally occur, i.e. the human body and the tumour environment.

The unfortunate naming of the HeLa cell line and the lack of standards at the time
make the case for the genetic privacy of the Lacks family complicated. Henrietta’s
contribution to science is indisputable, and her cells are still among the most widely
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Models of human cancer

used today.29 The genome of HeLa cells were released for research in 2013, after
deliberations with the Lacks family.30,31

While HeLa was the first of its kind, there have been numerous other cell lines
created since then. There are now many different kinds of cell types that may be
cultivated in vitro, such as cardiac, epithelial and neuronal cells, fibroblasts, smooth
muscle and a multitude of cancer cells.32 Cell lines are particularly useful since they
provide the researcher with a practically infinite source of material with which to
perform cost-effective experiments, in addition to allowing for control and monitoring
of important factors such as proliferation, differentiation and general cellular activity.
Cell lines also bypass the ethical issues previously mentioned, although informed
consent from the original patient remains vital.33 Their widespread use and long
history have contributed to the large body of knowledge related to cell lines, including
optimised cultivation protocols, morphology and how how they are affected by long-
term culturing.

While the HeLa cell line is among the most widely used even today, there are many
others that have gained popularity, such as the HEK293 cells (embryonic kidney),34
A549 (lung carcinoma),35 MCF7 (breast carcinoma),36 HT29 (colon carcinoma)37
and HepG2 (hepatocyte carcinoma),38 to name a few. There are also isogenic cell
lines, which are groups of cell lines that differ only in a single or a small number of
known mutations. The numerous types of cell lines available make them useful tools
for investigating cancer and its inherent heterogeneity. They may also be used to
e.g. interrogate cellular biology, test drugs and therapies, manufacture vaccines and
produce recombinant proteins.32

No model system is perfect, as stated earlier, and cell lines are no exception. The
concept of cell authenticity covers a wide array of parameters related to the validity
of a particular cell line and is a major concern for the scientific community.39 A com-
mon problem is contamination with the mycoplasma bacterium, which greatly affects
cell cultures.40 Such contaminations can, however, be avoided by proper culturing
techniques.41,42

One of the most common issues of authenticity is that of cross-contamination,
i.e. when a particular cell line has been overtaken by another (Figure 5, page 8).43
When two cell lines are present in the same culture one will out-compete the other,
leading to the researcher possessing a cultivation containing cells he or she does not
expect. Such contaminations are not always easy to notice, even if visual inspection
of the cells are performed on a routine basis. It has also been shown that some cells

7



Models of human cancer

Contamination Proliferation

Original culture New subpopulation Altered cultureGenetic drift
A/G

Figure 5: Cell line authenticity. Cell line cultivations may be cross-contaminated by an outside source, usually
during continued proliferation in the laboratory where other cells are also being cultivated at the same time.
This may result in a mixed culture of the two cell types, or a complete alteration of the culture in favour of the
contaminants. Cell lines may also change due to genetic drift due to long-term culturing, where novel mutations
accrue and subsequently change the phenotype of the cultivation.

are contaminated at their creation.44

Cross-contamination is not the only authenticity-related issue for cell lines, how-
ever: another problem is that of genetic drift (Figure 5). This refers to incremental
and accumulative changes in the genomes of a population of cultured cells.11 Every
cell division may lead to novel mutations due to the imperfections in the copying mech-
anism of DNA, whose mutation rate lies between one per 107 to 108 nucleotides.45,46
Long-term culturing of cell lines may thus lead to a large number of accumulated
genomic alterations which, in turn, drive phenotypic changes. Genetic drift have pre-
viously been demonstrated to occur in cell lines, and researchers should thus always
strive to perform their experiments as early in the cultivation cycle as possible.11,47,48

The awareness cell line authenticity and its problems have increased monumentally
since 2007, and there are methods developed specifically to verify it.49 The standard
method employed is that of short tandem repeat (STR) profiling.50 STRs are short
sequences of 2−13 nucleotides repeated several hundreds of times, and STR profiling
compares the number of repeats between two samples. There are some problems
with STR profiling, however, including microsatellite instability and the fact that
there have been cases where perfectly matching STR profiles have yielded separate
phenotypes.51,52 Such problems prompted the development of SNV-based assays,
where a number of individual mutations and their genotypes are compared across
samples.53 These assays are not without their own problems, and usually only cover
a small number of manually selected variants.

There is still an explicitly stated need for developments of new and robust methods
for cell line authentication, and more scientific journals are now demanding verified
authenticity before accepting cell line research.39,54,55 A verifiably authentic cell line
is an important part of many researchers’ toolkit, representing a powerful means to
investigate a broad range of biological and biomedical questions.
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Cell lines have also been shown to differ from the tissue they originated from in
terms of gene and protein expression patterns.56 This may be due to the way in
which they are cultured (i.e. either as a monolayer on a plate or floating freely in
liquid media solution) and its relatively inaccurate representation of tissues in three-
dimensional space.57 A 3D-like culture might thus be a better direct model for tissues
in general. These systems are known as organoids.

Organoids
The definition of the term organoid has changed over time, and several different termi-
nologies exists in the literature. Some recent definitions state that organoids are col-
lections of several different cell types developed from stem cells that self-organise,58,59
sometimes with the requirement of self-renewing capabilities.60 There is also varia-
tion in what type of stem cells are used, i.e. if they are embryonic or induced.61
3D-cultures created from non-stem cells have also been demonstrated.62 While the
techniques for 3D-cultures in general started to develop as early as 1906, the modern
organoid research did not begin until the 1980s and increased dramatically around
2011.63

Several different types of organoids have been established for a number of tis-
sues and cancers, including breast, colon and liver.64 They have shown potential
to not only be more accurate models of cancer, but may also be more genetically
stable than cell lines.65–67 Matched organoids from healthy and diseased tissues of
the same patient can also be created, allowing for more accurate and informative
comparisons.68,69

While these properties make organoid research highly interesting, the same is-
sues related to contaminants and genetic drift still need to be taken into account.
Organoids might be more accurate models of cancer compared to cell lines, but they
are considerably harder to establish and cultivate. Other organoid limitations include
limited drug penetration due to the rigidity of their extracellular matrix as well as
difficulties in creating organoids for some tissues (such as the ovary).60 It is likely
that these and other problems may be solved or worked around in future studies,
given the relative youth and increased interest in organoid research. Regardless of
their current issues, it is clear that organoids represent model systems well-suited to
study human cancer in all its forms.
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High-throughput sequencing and data
analyses

The human genome was first sequenced in the beginning of the 2000s, meaning that
the exact genetic code at the core of our beings was made available for in-depth anal-
yses.70,71 These first drafts of the human genome were based on relatively primitive
sequencing technologies and were estimated to cost somewhere between 0.5−1 billion
US dollars. The first “finished” version of the human genome was released in 2004,
containing between 20 000 and 25 000 protein coding genes.72

The immense interest in sequencing and its potential value for all of the bio-
logical sciences lead to a flurry of technological innovations aimed at reaching the
coveted 1000 dollar genome.73 The advent of high-throughput sequencing (HTS) †

technologies lead to a drastic decrease in prices for sequencing a human-sized genome,
reaching just a few hundred dollars above the goal in 2015.74 The numerous develop-
ments within HTS has revolutionised many fields within biology, and cancer research
is no exception.

Methods for large-scale DNA and RNA sequencing

While there are many different HTS platforms and instruments available, the under-
lying theory and the type of data gained from them are largely similar.75 Any given
experiment starts with extraction of the nucleic acid of interest (DNA or RNA) from
e.g. a primary patient sample or a cell line. This involves lysing the cells and removing
everything except the molecule of interest, i.e. proteins, cell debris and other con-
taminants.76 This may be performed with e.g. organic solvents (phenol-chloroform
being the most common) or solid-phase methods (such as spin-columns for capturing

†The term next generation sequencing (NGS) is also used to describe these technologies, but I will keep to
the more informative HTS.
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genomic DNA), but it is also important to remove the appropriate nuclease to prevent
degradation (i.e. DNase for DNA and RNase for RNA).77,78

The quality of the nucleic acid also needs to be measured before being sequenced,
as low-quality or degraded samples generally yield worse results. This is particularly
important for RNA-seq, where variable quality as measured by RNA integrity num-
bers (RIN) have been shown to affect downstream analyses, even for relatively high
quality.79,80 The quality of the extracted RNA depends on the sample from which it
is taken, with higher quality being generally easier to achieve for e.g. cell lines com-
pared to primary patient samples or formalin-fixed and paraffin-embedded tissues.81
The use of special storage buffers and low temperatures have also shown to increase
RNA stability.82 A contaminant-free laboratory environment is essential, especially
for extracting RNA.76 There are numerous commercial kits available for both extrac-
tion and quality assessment of nucleic acids, and the choice regarding which to use
largely depends on the sample type in question.78,83

For most RNA-based HTS experiments it is the messenger RNA (mRNA) that is
of interest, which constitutes 1−5 % of the total RNA in the cell; most of it is ribo-
somal RNA (rRNA).84 There are two general strategies used to isolate the mRNA
as the molecule of interest: mRNA-enrichment and rRNA-depletion.85,86 Enrich-
ment of mRNA is usually performed using oligo(dT)-primers that bind specifically
to the poly(A)-tail of mRNA, whereas rRNA-depletion use subtractive hybridisation
techniques with oligonucleotide probes that capture the rRNA. Enrichment has been
shown to be more accurate for RNA-seq analyses, and is usually the most appropriate
method to use.87 This is not possible in prokaryotes, however, given their relatively
indiscriminate polyadenylation mechanisms.88

As most instruments use DNA for the sequencing itself, any RNA-based exper-
iments must convert their extracted materials into complementary DNA (cDNA).
Figure 6 shows an overview of an RNA extraction process, starting with a sample of
cells and ending in cDNA. Once successful nucleic acid extraction of sufficient quality
has been achieved, the steps leading up to the sequencing itself may begin.

Library preparation
The first step of the sequencing procedure is the library preparation. This involves
fragmenting the nucleic acids to a smaller size, addition of platform-specific adapters
and barcodes as well as an optional (but common) amplification step.89 The adapters
are needed so that the fragments may bind to the solid support on which the sequenc-
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Figure 6: An overview of a RNA extraction process. The cells of the sample in question are first lysed, releasing the
cellular contents. DNA, protein and cell debris is subsequently removed, leaving only the desired RNA molecules.
Not all of this RNA is the desired mRNA, so poly-A enrichment is used to remove the unwanted rRNA. The last
step is the synthesis of cDNA from the final mRNA mix.

ing reaction is performed, but may also serve other platform-specific functions (such
as inclusion of sequencing primers).75 The barcodes are optional elements that al-
low multiplexing of several pooled samples within each reaction, and their use also
depends on the platform in question.90

Most sequencers can only read short fragments between 40 to 400 bases long
(depending on the instrument), which is why the fragmentation is needed. Longer
fragments are generally better for the downstream data analyses, since they are more
easily aligned to the genome (more on this later).91,92 There are several methods for
fragmentation such as sonication, nebulisation and enzymatic shearing.93,94 These
methods have demonstrated overall similar performances.95 There are also systems
for sequencing full-length transcripts without fragmentation.96 Fragmentation can be
performed either before or after cDNA-synthesis when working with RNA.

Another important factor in library preparation is whether amplification through
polymerase chain reaction (PCR) should be used or not. While amplification can be
helpful for samples where only minute amounts of starting material are available, there
are a number of biases that may be introduced with its use. One such bias is that of
GC-content, where heightened read coverage has been observed in GC-rich regions.97
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Fragmentation
Adapter
ligation Ampli�cation

Figure 7: An overview of the library preparation process, starting with fragmentation of the double-stranded
DNA or cDNA. The platform-specific adapters and barcodes are subsequently ligated to the fragments, followed
by an optional PCR amplification. This yields the final library, the quality of which should be examined before
the actual sequencing starts.

PCR is also more problematic for multi-template amplifications, something which
affects the common practice of multiplexing in sequencing experiments.98,99 Such
multiplexed PCR reactions use many primer pairs, and may thus result in a higher
level of unspecific amplification due to primer interactions.

Another PCR-related issue is that of erroneous amplification due to the non-perfect
fidelity of the polymerase used. An example is the error rate for the commonly used
Taq polymerase, which has been shown to range from 1 × 10−5 to 2 × 10−4 errors per
base and doubling.100,101 The fidelity varies for different polymerases, however, and is
thus an important parameter to account for. The conditions with which the reaction is
performed (such as the pH) also affect the final results.102 Amplification still remains
an important part of many HTS experiments, however, and biases may be minimised
and corrected for by careful experimental design.103,104 The use of amplification-free
sequencing has been demonstrated to alleviate many problems with amplification,
especially GC bias, but with the trade-off that lowly-abundant transcripts may be
missed.105

An overview of the library preparation process is shown in Figure 7. The quality
of the final library should always be investigated after its creation, before the se-
quencing is performed.106 This includes validating that the expected fragment length
distribution has been achieved, that no artefacts from adapter ligation are present
and that roughly equal amounts of each multiplexed sample is included. This allows
the researcher to save time, effort and money by choosing not to sequence and analyse
low-quality data.

Sequencing

The sequencing reaction itself involves reading the nucleobases present in each indi-
vidual cluster in a massively parallel manner.93 In essence, the single-chain fragments
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undergo sequential addition of fluorescently labelled nucleotides, with different colours
representing the four bases. The colour of each incorporated nucleotide is read after
each sequential step, which allows the sequence of the fragment to be determined.
This may also be accomplished through detection of hydrogen ions that are released
upon successful nucleotide incorporation.107 Each fragment can optionally be read
from both ends, which can improve the accuracy of some downstream bioinformatic
applications.108

There are several different chemistries that adhere to this overall structure, with
variations in number of labels, detection method and number of molecules analysed
at once.93 Bead-based systems have a single fragment per bead, while systems with
glass slides have spatially distinct clonal clusters that can be read at the same time.75
There are also amplification-free systems, where single molecules are utilised.109

One of the most commonly used sequencing chemistries is those created by Illu-
mina.110 It relies on a glass slide as the solid support, termed the flow cell. Each flow
cell has small oligonucleotides attached to them, which are what the adapters will
bind to once the finished sequencing library is added. Each individual molecule is
subsequently amplified by PCR into single, spatially distinct clonal clusters of identi-
cal sequences. This is done so that there exists enough molecules to yield a sufficiently
strong fluorescent signal once the actual sequencing reaction commences.

The sequencing reaction follow the previously mentioned overall structure through
the use of reversible dye terminators. These are chemically modified nucleotides that
prevent further elongation of the DNA strand with a removable blocking group once
they have themselves been incorporated onto it (hence the “reversible” part). They
also contain the fluorophore with one of the aforementioned colours. After reading
the current colour for each spatially distinct clonal cluster, the fluorophore is washed
off and the blocking group is removed. This allows another dye terminator to be
incorporated, and the process is repeated. This is called sequencing-by-synthesis,
visualised in Figure 8 (page 16).

While Illumina-based sequencing is among the most commonly used it is not the
only one, and several comparisons between the different sequencing platforms and
chemistries have been performed.107,111–115 While they usually perform similarly over-
all they vary between specific use-cases, such as transcript-level RNA expression,114
detection of splice-junctions115 or variants discovery.107 The choice of platform is
thus highly influenced by the biological question at hand. Sequencing technologies
are always improving, however, and the chemistries, instruments and methods are
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Figure 8: The principle behind sequencing-by-synthesis. The template is bound to a glass slide, and a starting
primer attaches to the template. Reversible dye terminators with a fluorophore and a blocking cap for each of the
four nucleotides are added, and DNA polymerase extends the sequence based on the appropriate nucleotide. The
fluorophore is excited by a laser and the colour is registered by the instrument, corresponding to the incorporated
nucleotide. The blocking cap and the fluorophore is finally cleaved off and washed away, and the process is
repeated.

continuously being updated.116,117
Regardless of which method is used, the last part of the sequencing is the con-

version of each recorded fragment from platform-specific data into what is usually
termed the raw data of sequencing experiments: reads. Each sequenced fragment
yields a read and is stored in the FASTQ file format. This file format includes not
only the sequence of the read itself, but also per-base quality metrics and optional
meta-information from the sequencing instrument (e.g. date, batch and so on). These
FASTQ files are the point-of-origin for all bioinformatic analyses of HTS data.

Bioinformatic analyses of sequencing data

Bioinformatics as a field is relatively young, but is growing quickly both in size, scope
and its interdisciplinary practices.118 HTS data analysis is but one of many subfields
of bioinformatics, but it has seen tremendous growth and interest since the early
years of the 2000s; the demand for bioinformatic analyses is greater than ever, yet
still continues to increase.119,120

While the 1000 dollar genome is an admirable and important goal it only counts
the actual sequencing cost, excluding the bioinformatic analyses that are required to
actually analyse the resulting data. These analyses often require expertise and manual
curation by trained bioinformaticians, making the cost considerably higher.121 This
cost has previously been described through the phrase “1000 dollar genome, 100 000
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dollar analysis” and remains an ever-important consideration for HTS users.122 The
bioinformatic analysis of HTS data has a number of steps for both DNA- and RNA-
based data, usually starting with alignment of the reads.

Read alignment
The process of read alignment refers to the determination of where on the reference
genome each individual raw read belongs. This reference usually exists in several
different assemblies, which represent different versions of increasing accuracy as new
information and technologies have become available. The latest version of the hu-
man reference genome as of the writing of this thesis is the GRCh38 assembly (also
known as hg38), which was initially released in 2013.123 The previous assembly from
2009 (GRCh37/hg19) still see use today, which may account for differences in results
between studies using the different versions.124,125

There are a number of alignment methods available, usually consisting of both
an indexing-step (which allows for quicker access of the data) and the actual align-
ment algorithm.108 Indexing can either be performed on the reference or the reads
themselves; it is usually preferred to index the reference, though, as it only needs
to be performed once.126 The alignment itself can either allow or disallow gaps (i.e.
account for indels), which has an effect on both its efficiency and accuracy. While
ungapped alignment can increase the speed with which the alignment is performed,
it can also result in accuracy problems of downstream analyses. For example, indels
may still be aligned to their correct position using ungapped alignment, but will yield
consecutive mismatches following its location. Such regions can be extremely prob-
lematic for variant discovery, leading to false positives.108 Gapped alignment is thus
desirable for most applications.

There are additionally several other factors that play a role in the alignment of
the sequenced reads. For example, the incorporation of per-base quality scores in-
cluded in the FASTQ format has been shown to increase alignment accuracy.91 The
use of paired-end reads also increases accuracy of alignment, as does longer read
lengths.108 Alignment yields output files in the sequence alignment/map (SAM) for-
mat, or its binary and more compressed version (BAM).127 A simplified visualisation
of the alignment process is shown in Figure 9 (page 18).

Alignment of RNA-seq data requires additional considerations, given that it con-
sists of transcribed exons only, where introns are excluded. RNA-seq reads may thus
span splice junctions, the interface between exons. Aligners for RNA-seq data must
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Figure 9: A simplified example of the principles behind read alignment. The theoretical reads presented here have
a length of eleven, which is considerably shorter than what reads normally have, but suitable for this visualisation.
The algorithm aligns the raw reads to the reference, shown here as a small stretch of the genome, yielding a final
alignment with several variations compared to the reference.

thus be what is termed splice-aware.128 This takes the form of either simply being
aware that splicing exists, but can also be extended to include already known splice
junctions. This would limit the analyses to already existing junctions, however, and
no de novo junctions may be discovered.129

Accuracy of spliced alignment may be increased by performing realignment. This
involves a two-pass procedure, where the data is first aligned as normal, but with high
stringency for discovery of splice junctions. A second alignment is then performed
with the previously discovered junctions as a reference, but with a lower stringency.
This results in an overall increase in sensitivity, and has been shown to greatly increase
the proportion of aligned spliced reads.130,131

After the alignment step, there are two major analyses that can be performed
for HTS data: analysis of gene and/or transcript expression and variant calling, the
former of which is limited to RNA-seq.

Expression analyses

The end-goal of RNA-seq analyses is usually the investigation of mRNA abundance
in several samples and the differences between them, which may have biological impli-
cations.132 RNA-seq technology has been shown to be robust, have low background
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signals and a large dynamic detection range, which is important for analysing the
sometimes large differences in RNA expression within and between samples.114,133,134
The general procedure involves counting the number of reads that have aligned to a
particular genomic feature (i.e. transcript, gene or exon), which is proportional to
the RNA expression of that feature. The varying levels of feature expression may
then be compared to each other, either within a singular sample or between several.

In order to accurately quantify the abundance of different features there are a
number of factors that need to be taken into account. First is the sequencing depth:
as the depth increases, so does the number of reads that align to any given feature.
This is important for inter-sample comparisons, i.e. comparing the expression of the
same features in two or more samples. Another is the feature length: the longer a
feature is the more likely it is to have reads aligning to it. This is not important
for inter-sample comparisons (as individual features have identical length regardless
of sample), but highly relevant for comparisons of feature expression within a single
sample.

There are several procedures that can yield normalised abundance estimates based
on these factors. For example, the transcripts per million (TPM) measure provides
an estimate of the proportion of reads aligned to a particular feature relative to the
total number of reads, while also accounting for feature length.135 Another similar
measure is reads/fragments per kilobase of transcript per million (RPKM/FPKM),
which differs slightly: while TPM is calculated by dividing the counts per length of
a particular feature with the sum of the same for all features in the sample, FPKM
divides the counts per length by the total number of reads for that sample (i.e. the
sequencing depth).132 This means that TPM accounts for all feature lengths for each
individual feature estimate, while FPKM does not. Yet another measure is counts
per million (CPM), which is FPKM without accounting for feature length.136 It has
been demonstrated that TPM is generally the better estimate, as FPKM has been
shown to be inconsistent between samples.137

While these three normalisation schemes all account for sequencing depth and
should thus be appropriate for inter-sample comparisons, they only measure relative
feature abundance. What is commonly desired in so-called differential expression
(DE) analyses is absolute expression differences, which require more sophisticated
statistical models. There are numerous strategies developed specifically for this, and
they all differ in their underlying theory, use-cases and overall results.138 Some of the
more commonly used DE normalisation schemes include median,139 upper-quartile140
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and trimmed mean of M-values.141
In addition to these normalisation methods, there are also differences regarding

the assumptions of the underlying data required for the statistical models. The
assumptions are related to the variability between the samples and their distribution
of reads. A normal distribution is not always accurate for low-abundant features,
while the Poisson distribution has been shown to be appropriate for modelling the
variance between technical replicates.142 The variation between biological replicates
is, however, larger.143 The negative binomial distribution has been demonstrated to
be more appropriate for biological replicates.139,141,144 There are also non-parametric
approaches that make no assumptions on the distribution of the data, but they usually
require a larger number of biological replicates to be effective.145–147 While these
DE-analysis methods are traditionally used on raw counts, it has been shown that
using normalised abundance estimates may actually increase the accuracy of such
analyses.148

The output of expression analyses is either a list of features and their expression
within a single sample, or a list of differentially expressed genes (DEGs) between two
samples. These are usually stored in simple text or comma separated files, making
parsing and manipulation of expression data relatively straightforward.

A relatively new development for RNA expression analyses is the concept of
alignment-free quantification.149–151 This term is slightly misleading, as a form of
alignment is performed: only the most likely feature-of-origin is determined for each
read, but the exact alignment is is ignored. This allows for exceptionally fast abun-
dance estimates directly from the raw reads, but no downstream applications requir-
ing aligned data can be used. This inadvertently limits the utility of the data and
prevents other analyses from being executed, such as variant calling.

Variant calling
A variant call is the conclusions that some variation in nucleotide composition of the
two alleles in a given sample compared to a related reference genome exists. The two
chromosomal copies present in humans means that three basic results are possible for
any given position: both alleles correspond to the reference (i.e. there is no variant at
that position), one of the alleles differ from the reference (a heterozygous variant) or
both alleles differ (a homozygous variant). Variant calling is, in essence, the counting
of the number of reads for a particular allele at each given genomic position and
determining which of these three cases is applicable. The result is the genotype of
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Figure 10: An example of the how a variant calling algorithm might analyse at a set of aligned reads. This
small genomic region appears to hold a homozygous deletion, given that no reads align to that particular location
(leftmost variation). There also seem to be two single nucleotide variants present in this region, one heterozygous
(with roughly equal proportions of reads containing the reference and mutated nucleotide) and one homozygous
(containing only the mutated nucleotide). Finally, there is a single read that holds a variant that is not present
in any other reads, meaning that this is most likely technical noise or an error from e.g. the amplification step
rather than a true variant.

that particular position, e.g. A/G or T/T for single nucleotide variants.
An important concept related to variant calling is the difference between observing

a variant and calling it. An observed variant is one that is present with a depth of
at least one, but making a confident call for that particular variant is more ardu-
ous. Germ-line variants are relatively easily grouped into one of the three previously
mentioned cases, as low-frequency variants are likely due to noise or sequencing er-
rors. This is not the case for somatic variants (that are of special interest for cancer
research), where the same low-frequency variants may be biologically relevant.152
Determining which of the observed variants are truly present in the sample requires
statistical analysis. One of the more commonly used statistical frameworks for this
include Bayesian approaches, which are probabilistic models of the number of reads
corresponding to each allele in conjunction with their sequencing depth.153–155 In-
creased read depth thus contribute to more statistically significant variant calls.156
Other approaches include heuristic and frequentist strategies.157,158 An example of
variant calling from some aligned data is visualised in Figure 10.

There are several assumptions that are used in these frameworks, such as that
most sites will possess no variation with respect to the reference and that sequencing
and mapping errors are independent of each other.154 While such assumptions are
sometimes known to be biologically untrue, they are needed in order to be able to
perform the analysis at all. An example of another assumption is that each site con-
taining a potential variant is independent of all others. This assumption is usually
violated when indels are present, as they affect the alignment of reads around them.
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Such problems can be mediated by local indel-realignment, i.e. a second alignment
pass around all regions containing indels.153 Sequencing-related errors such as PCR
artefacts or the use of ungapped alignment also effects the variant calling.108,159 An-
other PCR-related factor is the presence of duplicated (i.e. identical) reads, which
are commonly removed from the analyses in order to not confound variant calling.
It has, however, been shown that de-duplication have little effect on the final variant
calling results.160

Several post-calling filtration steps may also be included to increase the accuracy
of the called variants, such as strand bias filtering. This aims to find artefacts whose
reads are predominantly present on only one strand, which is a known error in some
sequencing platforms.161 Repetitive regions are difficult to perform accurate variant
calling on, and may thus require additional filtering as well.162 There are numerous
hard filters based on quality metrics such as proximity to indels, clusters of adjacent
mutations and sequencing depth, to name a few.163 There are also filters based
on simultaneous inspection of several criteria from both the sample at hand and
previously established well-annotated variants.153 Such strategies are useful because
they utilise many criteria at once and does not apply hard thresholds, which can allow
for fine-tuning between the discovery of real variants and limiting false positives.

Regardless of what type of application or biological question that is being inves-
tigated by variant calling, its output is usually supplied in the form of the variant
call format (VCF).164 These files are considerably more complex and do not follow
the simple structure of expression data. In addition to containing metadata related
to the variant calling procedure used to create them, variants stored in VCF files are
commonly annotated with the genes they affect. As each variant may affect more
than one gene (or may have more than one annotated effect on a single gene), these
annotations follow a one-to-many relationship. Other data columns contain multiple
per-variant quality metrics in the same embedded manner. While several samples
may also be stored in a single VCF file in order to save disk space, it does further
complicate matters. This type of highly variable file format makes the parsing of
VCF files complicated, usually requiring specialised software.

Variant calling is especially interesting to the field of cancer research, as it di-
rectly investigates the molecular origins and genetic heterogeneity of the disease in
a precise manner. The accuracy of variant calling for cancer samples can be in-
creased when both healthy and diseased patient samples are available, but this is
not always the case.165 While variant calling is traditionally performed on DNA-
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based data, its application in RNA-seq is now becoming increasingly common. It
has previously been demonstrated that between 40 % and 80 % of exonic variants
from WGS are also found with RNA-seq.166 RNA-seq variant calling has previously
been utilised to investigate a number of biological questions, including individual
variants,167–169 allele-specific expression,170,171 chromosomal aberrations,172 sorting
of single-cell micro-fluidic droplets173 and discovery of single-cell mutations in the
TGF-β and p53 pathways in colorectal cancer.174 These studies demonstrate the po-
tential power and utility of RNA-based variant analyses, but the field is still relatively
new.

Systems biology and data science

Once the expression and/or variant analyses have been completed, the actual delve
into their biological implications may begin. One of the more straightforward analyses
one may perform is to simply investigate individual genes or variants previously known
to be connected to the disease in question. This may yield information related to
patient care, as overexpression of some genes (e.g. HER2 in breast cancer)175 or the
presence of specific variants (e.g. KRAS mutations)16 may directly inform the types
of treatments that are feasible. These types of analyses relies on previous knowledge,
and may thus miss novel insights. Other approaches instead attempt to look at the
data as a whole rather than individual features and extract informative patterns,
groups and biological annotations. These approaches can broadly be said to belong
to the fields of systems biology and data science.

One of the key underlying aspects of systems biology is the consideration of all
components of whatever system is being investigated, i.e. the understanding that
the whole is greater than the sum of its parts.176,177 The field of data science is
often mentioned together (or interchangeably) with the term big data.178,179 Data
science can be thought of as the interface between computer science, statistics and
domain knowledge, in which case bioinformatics is the equivalent of data science for
biology. While the naming conventions and definitions used do matter, they are only
peripheral to what it all comes down to in the end: the methods and their results.

Enrichment and pathway analyses
Most genes and variants have annotations describing what is known about their bio-
logical characteristics, e.g. what particular function(s) they serve or where in the cell
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they might be found. There are many types of annotations available, but two of the
more commonly used ones are the Gene Ontology (GO)180 and Kyoto Encyclopedia of
Genes and Genomes (KEGG)181 databases. The former stores annotations for genes
and their functions, while the latter focuses on the various pathways and networks
present in cell and where genes belong in them. An interesting question for HTS
experiments then becomes if any particular set of annotations are over-represented in
the results from e.g. DE-analyses. These annotation-based methods are collectively
termed enrichment analyses.

The theory behind enrichment analyses is relatively simple: take a particular set
of genes along with their annotations and calculate if any annotation occur more
often than what would be expected to by random chance in the population of all
genes and annotations. There are also more sophisticated statistical methods avail-
able.182–184 While enrichment analyses are theoretically extremely powerful, they are
not without their limitations. This is not due to the methods themselves, but rather
the annotations. These databases are usually built from an extensive collection of
sources, ranging from studies targeting a single gene with several experimental meth-
ods to studies covering the whole genome and its products. Some annotations are
performed automatically, while others are manually curated. Any enrichment analysis
thus rely heavily on the accuracy and coverage of the annotations used.

The GO database is a directed acyclic graph (DAG), i.e. a hierarchy with par-
ent and child terms. For example, the apoptosis category (programmed cell death)
might be a child of the biological process term, and it might also have several children
of its own (such as regulation of apoptosis or apoptosis due to mitochondrial frag-
mentation). There is thus a high level of redundancy in the DAG structure, which
can be problematic for enrichment analyses (as highly similar terms contribute only
marginally to further biological insights). This redundancy can, however, be reduced
by collapsing the more specific terms to levels higher up in the hierarchy, which may
help both calculations and their interpretations.185

While GO-terms have been shown to be stable over time (i.e. most genes are anno-
tated to the same categories across database versions), the levels of the DAG structure
have been demonstrated to not directly correspond to biological specificity.186,187 One
of the things that complicate the DAG structure and its biological interpretation is
the existence of genes with multiple functions. Biology is a highly complex process
with interplay at several levels, which is hard to capture in relatively simple struc-
tures like DAGs. Issues like these make annotation-based analyses problematic at
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times, yet still highly useful in principle. It is thus important to keep their respective
strengths and weaknesses in mind when using them, and to carefully interpret their
results.

Copy number variations

Copy number variations (CNVs) may occur at the single nucleotide level or span
parts of whole chromosomes (i.e. the insertions, deletions and duplications previ-
ously discussed). Approximately 12 % of the human genome have been shown to
harbour CNVs.188 While they are not inherently harmful to human health, they
have been demonstrated to often occur in cancer.189,190 CNVs have traditionally
been investigated using cytogenetic methods (such as karyotyping and fluorescent in
situ hybridization), but the HTS technologies now available allow analyses at higher
resolutions and depths.191–193

One method for CNV detection using HTS data is to check the coverage across the
genome.194 The underlying theory is that the number of reads spanning a particular
genomic region is roughly proportional to the copy number, given theoretically equal
coverage on the whole. Sliding windows are usually defined across the genome, for
which individual copy numbers are calculated. These may then be inspected to find
regions where the copy number is higher or lower than the average. Normalisation of
read depth is also required.193

There are also other methods of CNV detection using HTS data, such as investi-
gating gene expression across genomic regions or allelic imbalances in variant calling
data.172,195 The former works similarly to the sequencing depth-based method (but
specifically for RNA-seq), while the latter performs a sliding-window calculation of
allelic frequencies across the transcriptome.

Machine learning and clustering

Machine learning methods are data-driven, statistical techniques that can be used
for things such as pattern recognition, predictions and decisions.196 Machine learning
is ubiquitous in data science today and is often at the core of artificial intelligence
(AI) research. The term AI is often used in biological literature along with deep
learning, but what is usually meant is the machine learning underneath. There are
numerous machine learning methods available, but they can broadly be divided into
two categories: supervised and unsupervised learning.
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Supervised learning deals with cases where some form of truth set is available. In
essence, the algorithm is trained using the truth set and then applied to the actual
question at hand, usually consisting of predicting a value or classifying a group based
on observed variables. Unsupervised learning, on the other hand, deals with data
where there is no truth set, which is more commonly the case for HTS data. Since no
truth set is available, the goal here becomes to try to highlight patterns in the data,
or to cluster it in an informative may.

Many machine learning techniques expects the data to be in a matrix-like format,
where the samples and their features are represented as rows and columns (or vice
versa). Gene expression data is thus easily amenable to this format; not so for
variant data, due to the VCF files in which they are stored. They can be extracted
into a matrix-like format, however, but it requires some non-trivial parsing. The next
problem is that of the variant genotypes: while gene expression is a simple value on a
numerically ordered scale, variant genotypes (e.g. A/G or C/C) are categorical and
unordered. One way that has been previously used to solve this issue is to simply
look for the presence or absence of variants across the samples.44,197,198 This approach
does make the data more easily analysed, but ignores the information present in the
variant genotypes.

A technique commonly used to cluster HTS data is principal component analysis
(PCA).199 Think of the data as an N -dimensional space, where each feature (e.g.
gene) represent a dimension. Each sample is a point in this space based on the values
of each feature. The general idea is to find the vector in this space that corresponds
to the largest variation in the data – the first principal component. The second and
subsequent components similarly represent the following highest variational vectors,
all orthogonal to each other. Each sample is then usually projected onto the first
two components (but sometimes the third) and plotted in a two-dimensional graph.
PCA’s projection of N dimension onto two thus makes it a dimensionality reduction
method. Such methods are highly suitable for HTS data due to the many features
it usually contains, and can be used to e.g. compare similarity in gene expression
between samples.

Another method for dimensionality reduction ismultidimensional scaling (MDS).200
Rather than working directly on the samples× features matrix of PCA, its input is
a distance matrix. Such matrices list the pairwise distances (or similarities, in other
cases) for every combination of the samples in a cohort. A cohort of ten samples would
thus have 100 cells in total, taking the form of a symmetrical 10 × 10 matrix. The
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distance between each sample may be calculated in several different ways, depending
on the metric that is employed. Common metrics include the Euclidean distance (the
spatial distance between two points), cosine distance (the angle between two points)
and the correlation distance (the Pearson correlation). Once the distance matrix has
been calculated, MDS attempts to plot each sample in a two- or three-dimensional
space while keeping the relative distances between each sample intact.

Yet another dimensionality reduction method commonly utilised in HTS data anal-
ysis is t-distributed stochastic neighbour embedding (tSNE).201 This method is quite
similar to MDS in its general idea, in that it attempts to preserve high-dimensional
pairwise distances onto a projection of a lower-dimensional space. It does, however,
differ in several important aspects. First of all, it is non-linear, meaning that it
makes fewer assumptions about the data itself (in contrast to linear methods such
as PCA and common variations of MDS). Secondly, it is non-deterministic, meaning
that consecutive tSNE runs will not yield the exact same results. While this may
initially seem like a detriment, careful consideration of how each run may vary helps
their interpretation. For example, while each point may not hold the exact same
x/y-coordinates in two consecutive runs, the distances between each sample will be
equivalent. This means that the relative distances between samples, clusters and the
plot as a whole will remain – which is what is desired. Lastly, the computational
requirements for tSNE is much greater than for either PCA or MDS. The non-linear
and non-parametric approach of tSNE make it an appropriate choice for clustering
HTS data (commonly gene expression) and can capture subtle links between samples
that PCA and MDS may miss.

A common machine learning technique that does not aim for dimensionality reduc-
tion is hierarchical agglomerative clustering (HAC, sometimes without the agglomer-
ative).202 This method also works on distance matrices, similar to MDS or tSNE.
It first finds the two least distant samples in the entire dataset, and define them as
a cluster. This process is then repeated iteratively, and new connections between
samples or previously defined clusters of samples are continuously made until the end
of the dataset. The result is usually visualised as a dendrogram with or without its
corresponding heatmap, which is utilised to see how closely related two samples are
compared to others. One may also optionally choose to cut the dendrogram at a
specified level after the clustering, which will yield groups of samples more similar to
each other than the rest, allowing for downstream analyses of the separated groups
regarding e.g. biological functions.

27



Systems biology and data science

K-means clustering is a widely-used method that attempts to group the data into a
predefined k number of clusters.203 It starts by randomly assigning k cluster centroids
in the data. It then calculates the distances between each sample and each centroid,
and assigns the samples as belonging to its closest centroid. The centroids are then
re-positioned to the mean value of all the samples belonging to it. This process
is repeated until no more change can be seen in the centroid positions. While the k
number of clusters are not always known for HTS experiments, K-means is still useful
for some applications (such as classifications of cell types), especially in conjunction
with one of the other machine learning methods.
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The bioinformatic methods presented thus far in this thesis have been focused ex-
clusively on their underlying theory, not on their implementation. While you might
think that the number of analyses that one may choose to apply to HTS data are
many, they are dwarfed by the enormous body of software that uses them: a study
from 2018 found over 1700 bioinformatic software packages that have been published
in peer-reviewed journals.204 While several packages may implement the same un-
derlying theory and methodology they still vary in their output, required computing
power and run-time.

While the bioinformatics field is rapidly growing with numerous software packages
under development, a common problem is that many of these are not being actively
maintained; almost half stop being updated after they have been accepted for pub-
lication.204 While this is not a direct measure of software quality, it may lead to
problems with compatibility with other software and, importantly, likely mean that
potential errors or bugs will never be corrected. Whether or not a software is being
actively maintained is thus an important factor to consider.

Regardless of what software is chosen to be optimal for the task at hand, it is
vital that the analysis itself is possible to repeat at a later time. This is called
reproducibility, and plays an important part in computational science.

Reproducibility, version control and open source

The term reproducibility has been defined in several different ways in the past (as well
as having changed over time), and there exists some confusion regarding it and its
relationship to the concepts of replicability and repeatability.205 How the definitions
of these terms vary is essentially the manner in which equivalent results are achieved,
namely: if the same experimental procedures are used and who is performing them.
For example, one definition declares that reproducibility is using the same procedures
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and the same data to yield the same results,206 while another states that it is using
different procedures and data to yield the same results.207 I will be using the former,
as this definition is more common in the fields bioinformatics and computer science.

There are several aspects that go into whether a computational result is repro-
ducible, including hardware, operating system (OS), choice of programming language
and the software package itself. While limitations of hardware and OS can be cir-
cumvented through cloud computing services and virtual instances of an OS within
another, the choice of language usually limits the types of software packages avail-
able for use. There are numerous programming languages that may be used to write
software packages, and some of the more common ones for bioinformatics include
Python, R, Perl, Javascript, C, C++ and Java.204

Some languages may be more suited or better-equipped to deal with a certain
problem, but lacking in other ways. The question then becomes to define the problem
at hand and pick the best language based on that. There are also other pros and
cons with different languages, such as availability of existing methods. For example,
both Python and R have extensive libraries of bioinformatic software packages. The
R language is especially suitable for many HTS analyses due its massive collection of
tools created specifically for them, many of which are available through the highly-
curated and well-documented Bioconductor software repository.208

Regardless of which language and software is chosen in the end, one of the other
important aspects of reproducibility is that of software versions. The version of a
software points to a specific instance in its history, a snap-shot of how it functioned
at that specific time. Not only can different software for the same type of analysis
yield varying results, so may different versions of the same software. This can be due
to slight variations in the underlying models, statistics or how the calculations are
made, but sometimes it may also be due to bugs or erratic behaviour due to edge
cases. This means that if an analysis is to be reproducible, not only do you need
information on what software was originally used, but also which version.

Very few bioinformatic analysis can be accomplished from raw data to final conclu-
sions by solely using existing software packages, and most require what is colloquially
termed data wrangling or munging. This means to take data in one form or format
and transform it into another. This is usually required in order to make the different
steps of the analytical pipeline and its software to interface with each other. This
is where the problems start: how does one keep track of the code that is outside of
existing software packages? This is where version control enters the picture.
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The idea is to keep track of any and all changes that are made to all files that
are under version control and store a history of these changes. This history may
then, at a later time, be used to revert a piece of code back to a particular point
in its history. There are several version control programs available, such as Git and
SVN, but the former is by far the most popular.209 They may keep track of as many
files, scripts and folders as the user desires; these collections are called repositories,
or repos. There are several websites that host code repos online, such as GitHub and
BitBucket. Such websites assist tremendously in the process of sharing software and
code across laboratories, groups and collaborations. Software that is hosted publicly
is thus available for anybody to download and use. These types of software packages
are an important part of the field of bioinformatics, and are called open source.

If a software is open source, it means that its source code (i.e. its underlying
code that specifies how the software works) is freely available for anybody to inspect,
use and modify as they see fit. This is an important principle for any data analysis
pipeline, as every single step and line of code of the process is available for scrutiny,
greatly facilitating reproducibility. The opposite of open source is proprietary soft-
ware, which seldom allow for inspection of the source code. Proprietary software is
more akin to a black box, in that you cannot be sure exactly what is happening inside
it.210 Many bioinformatic software packages are distributed as open source, which
have contributed to the rapid expansion and breadth of capabilities of the field as a
whole211,212

While the choice of software and novel code have tremendous importance for com-
putational reproducibility, another vital component is also required: the data itself.

Data sharing and secondary analyses

Even if all the previously mentioned points regarding reproducibility are met they are
all for naught if the underlying data is not shared. Indeed, data sharing is such an
important matter that many scientific journals have opted to make it a mandatory
requirement for publication.213 Even some that do not make it an explicit requirement
encourage it.214 Only when the data, the software and the code used to reach a set
of conclusions are available may bioinformatic analyses become fully reproducible.

Not only may data sharing facilitate scientific reproducibility, but it also enables
both re- and meta-analyses of many different datasets. Such endeavours fall under
the umbrella-term secondary analyses.
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Secondary analyses of public data

The secondary analysis of publicly available datasets has a broad range of applica-
tions. Not only may confirmatory analyses with different methodologies be performed,
but novel biological insights may also be achieved through hitherto unexplored av-
enues in the dataset. For example, re- and meta-analyses have been used to identify
important side-effects of COX2 -inhibitors,215 discover lateral gene-transfers between
bacteria and humans in several high-profile genomic datasets216 and demonstrate tu-
mour evolution in multiple patient-derived xenografts.217 These studies exemplify the
incredible power of secondary analyses of publicly available data.

While data sharing and secondary analyses are overwhelmingly seen as posi-
tive,218–223 a slightly different take on it was expressed by Longo and Drazen in
2016.224 They argue that data sharing should exclusively be conducted through col-
laborations, and coined a novel term: research parasite, meaning a person (or persons)
that utilise another group’s data for their own analyses, even going so far as to call
this “stealing”. They also express concern that these parasites might use the data
to disprove the conclusions of the original authors, arguing that they may not fully
understand the data.

These opinions were subsequently criticised and condemned by several scientists,
who also proposed several solutions to the perceived problems with data sharing (such
as increased crediting of datasets, not just conclusions derived thereof).225,226 Drazen
later expressed the opinion that data sharing and secondary analyses can indeed
improve research into human health.227 This whole discussion later lead to the first
Research Parasite Awards in 2017, aimed at researchers that perform rigorous and
properly credited analyses of public data.226 They emphasise many of the strengths
of analysing public data, such as the fact that many datasets may be used to answer
questions not directly related to the one chosen by its original authors and how it
furthers the essence of scientific principles:

“The act of rigorous secondary data analysis is critical for maintaining the
accuracy and efficiency of scientific discovery.”

Data sharing and its repeated analysis is thus an important and integral part of
both scientific transparency and reproducibility, and may additionally provide novel
biological insights that the original studies may not have investigated, missed or
otherwise lack the statistical power to undertake (Figure 11). Re-analyses of shared

32



Data sharing and secondary analyses

Data
sharing

Raw dataPrimary
analysis

Public dataPrimary result

Validatory
analysis

Orthogonal
analysis

Meta-analysis

Secondary
analyses

Figure 11: A schematic overview of data sharing and secondary analyses. A primary researcher performs an
experiments which yields some form of raw data. In addition to perform his or her own scientific investigation
into this data (yielding primary results) the data is also uploaded to a public repository. Other researchers may
then download this data and reproduce the primary results through validatory analyses, but may also conduct
secondary analyses. These include novel results gained using orthogonal methods and meta-analyses of multiple
public datasets.

data may also be used to verify that the underlying genetic background of the samples
are as expected, use them as a truth set with which to compare novel samples of
similar origin (such as for cell lines or organoids) or even to verify the data quality.
The manner in which this sharing of data should be performed is, however, not a
trivial matter. The sharing of HTS and other big data endeavours are especially
problematic, given their immense size and scope.

Sharing sequencing data

The storage of HTS data is a problematic endeavour, given that raw FASTQ files
sometimes reaches several hundreds of gigabytes in size. The most common way to
solve this issue is by using data repositories: databases created solely for storage and
curation of experimental raw data. Such repositories are commonly made with the
express desire to be easily searched, queried and otherwise browsed to find groups of
datasets and samples that are similar to each other in some manner. These queries
are possible thanks to the inclusion metadata.
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Metadata is not the raw data itself, but information that describes the it. Exam-
ples of metadata include the organism-of-origin or which library preparation method
was utilised. The manner in which the metadata is stored varies both between and
within repositories in regards to structure and format, i.e. if different metadata fields
have predefined values (e.g. a selection of library preparation methods) or allow the
submitter to include free-text. While such free-text metadata allow for more detailed
information, it is more difficult to process purely programmatically and generally
require manual inspection. While this is feasible for small queries, it may become
practically impossible when they number in the thousands. Proper storage and han-
dling of metadata is thus an important yet difficult endeavour.

Special care must be taken with regards to patient data, in order to make sure that
the names of the patients and their families are not identifiable.223 This is important
due to several ethical concerns such as patient confidentiality, privacy, consent and
security. These concerns have lead databases that contain patient data to require
permission to access, which can usually be given to researchers and scientists – given
that they agree to keep the raw data to themselves and publish only their final and
anonymised results.

There are different kinds of data repositories. These depend on what type of data
they store and how they present it, if at all. For example, the Gene Expression Om-
nibus (GEO)228 stores gene expression data from microarrays and HTS experiments
(for which rudimentary analyses are also possible at the website), while the Sequence
Read Archive (SRA)229 stores HTS raw data. The GEO and SRA are tightly linked
in the case of HTS data, and the raw data is also retrievable through the GEO portal.
Other examples include The Cancer Genome Atlas (TCGA)230 that holds genomic
information regarding 33 different cancer types, as well as the Human Protein Atlas
(HPA),231 which includes both gene and protein expression from cell lines, tissues
and cancers. These and other similar repositories and databases provide incredible
resources for exploration and secondary analyses of a multitude of samples, datasets
and biological questions.

34



Present investigation





Aims

The overall aims of the present investigation are to develop methods for analysing
high-throughput DNA and RNA sequencing SNV data and apply these on biological
questions, where genetic variation and heterogeneity in cancer is the common denom-
inator. It is divided up into chapters covering various aspects of these aims, which
describe work conducted in the included papers in no particular order.

The first chapter introduces the theory of the variant analysis methodology used
throughout the present investigation and discusses its various technical aspects (such
as robustness and statistical power; Paper I and IV). It also discusses the differ-
ences between DNA- and RNA-based variant data as well as presents the seqCAT
R-package for HTS variant analyses (Paper V). The second chapter describes the
analysis of genetic heterogeneity in several different model systems for cancer using
the described methodology, including isogenic cell lines (Paper I, II and III), public
cell line datasets (Paper IV) and patient-derived organoids (Paper V). The third
and last chapter describes further developments of the methodology with unsuper-
vised machine learning techniques. It shows investigations of inter- and intra-tumour
heterogeneity in single cell data and, finally, presents the VarClust Python package
developed for clustering of HTS variant data (Paper VI).
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Development of a RNA-seq variant
analysis method

While the types of data gained from the various HTS technologies available today
are highly similar, they are used for different purposes. A sequencing read stored
in a FASTQ file is fundamentally the same whether it came from e.g. WGS or
RNA-seq, but the totality of reads in said FASTQ file arise from different biological
circumstances in the two cases. In the case of WGS data, the reads come from a
single DNA molecule per cell, while there are an unknown number of RNA molecules
for RNA-seq. This difference also describes the way in which the two cases are
traditionally utilised: DNA data is used for finding variants within genes of interest,
while RNA data is used to quantify the abundance of said genes. These analyses thus
ask fundamentally different biological questions (i.e. mutational variation or gene
expression), while being based on highly similar technologies.

An important distinction is that DNA sequencing cannot yield information on
gene expression, while RNA-seq can yield information on sequence variation. This
information is seldom used, however, and usually only to a small extent. This part of
the thesis aims to demonstrate that RNA-seq variant analysis is not only a feasible,
robust and powerful method, but that it can yield biologically relevant information
that expression analyses alone cannot.

The theory behind RNA-seq variant analyses

The general procedure for variant analysis of RNA-seq data is the same as for DNA-
seq: first the raw reads are aligned to a reference genome, followed by variant calling,
filtration, annotation and, finally, the analysis of the resulting variants and their
biological implications. An important consideration for RNA-seq data is that of
splicing, i.e. the removal of introns and merging of two or more exons to form the
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final mRNA molecule. RNA-seq aligners must thus be able to account for reads that
span splice junctions, which is not something that is required of DNA aligners.

While there are numerous aligners for RNA-seq data available, the splice-aware
STAR software has been shown to be highly accurate.130,232,233 There are similarly
many alternatives for variant calling, such as GATK or SAMtools. There have been
several studies comparing combinations of aligners and variants callers on DNA data,
but a consensus of “best” combination is yet to be found.165,234,235 Different software
yield different results depending on dataset, input parameters, overall pipeline used
and whether both SNVs and indels are of interest; both GATK and SAMtools are
usually among the top performers in such studies. The use of GATK over SAM-
tools specifically for RNA-seq variant calling has, however, been shown to yield good
results.168,233 These studies, together with GATK’s high level of customisation and
large set of variable parameters, is what motivated the use of STAR alignment coupled
with GATK variant calling throughout the present investigation.

GATK’s joint calling (combining data across samples of similar origin) that is
available for DNA data has not been evaluated at the RNA-level, and was thus
ignored for these analyses. Variants were instead filtered as per the GATK RNA-seq
Best Practices, with an additional criterion: variant read depth of at least ten (in
order to reduce the number of false positives).233 If biological or technical replicates
were available they were merged before the variant calling step, after the alignment.
While SNV calls are generally achieved at a high level of accuracy, indels have been
shown to be more arduous (especially for RNA-seq data).235–237 While this may
change with future developments in sequencing technologies and bioinformatic tools,
the present investigation focuses exclusively on SNVs.

Annotation of variant calls is important in order to be able to group and com-
pare functionality of the resulting variants in downstream analyses. There are, of
course, more than one annotation software available; two of the more commonly used
are snpEff and VEP.238,239 Several different annotations may be used and analysed
separately, however. This makes the choice of software less sensitive, as additional
analyses of previously un-examined annotation categories may be added as needed.

Some annotations are relatively simple, e.g. if the variant is protein coding or
which genes are affected by the variant. A more complicated type of annotation
attempts to predict the putative impact a given variant has on protein function,
classifying it into one of the four categories HIGH, MODERATE, LOW and MOD-
IFIER (in decreasing order of importance). An example of a HIGH impact variant
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Figure 12: The variant calling pipeline utilised throughout the present investigation. The raw data is first aligned
using the STAR 2-pass software at the individual replicated level. The aligned reads are then de-duplicated,
followed by indel realignment and merging of replicates using Picard and GATK. Variant calling is performed with
GATK’s HaplotypeCaller, followed by the final annotation using the snpEff software.

is one leading to protein truncation, while an intronic variant is an example of the
MODIFIER category.

Another type of annotation is the presence or absence of variants in databases such
as dbSNP or COSMIC.240,241 The dbSNP database lists known variants in general
(including both germline and somatic mutations), while COSMIC lists cancer-related
mutations. The general methodology utilised in this thesis includes and initial an-
notation by snpEff followed by addition of database-annotations as appropriate for
the different analyses (most commonly from COSMIC). A schematic overview of the
variant calling pipeline can be seen in Figure 12.

There are several important issues that need to be addressed when it comes to
how to perform an RNA-seq variant analysis. If we define variants that are common
between two arbitrary samples as being overlapping for those two samples, how should
we deal with non-overlapping variants? One might deem it appropriate to include
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non-overlapping variants in WGS analyses, since such experiments likely have enough
coverage to reasonable give the entirety of the variants present on a genome-wide
scale (given appropriate sequencing depth and trust in the various technical aspects
previously discussed). This is not the case for RNA-seq: if a variant is identified in
only one out of two samples it is difficult to know if this is because the other sample
lacks a variant at that position, if it’s due to that particular transcript being lowly or
non-expressed, or because of a technical reason. If the interest lies in genetic similarity
itself, it may be inappropriate to include non-overlapping RNA-seq variants – if some
measure of genetic similarity “weighted” by mRNA expression is desired, however, it
is more appropriate to include them.

There is also the matter of the individual variants’ genotypes, i.e. what alleles are
present for each variant. Several studies have opted to use only the presence or absence
of variants with or without an explicit incorporation of gene expression data.197,198
Such strategies will have both genetic and gene expression variation incorporated
into the analysis, making their respective proportions of the total variation difficult
to quantify. These may also include an error of unknown quantity related to not
accounting for the variants’ individual genotypes.

The methodology utilised in the present investigation uses only overlapping vari-
ants and takes the individual genotypes into account, in order to gain the best and
most accurate estimate of genetic similarity possible. The concordance is defined
as the number of matching variants (i.e. variants with identical genotypes in both
samples being compared) divided by the total number of overlapping variants. While
this strategy will naturally examine a smaller number of variants in total relative
to the methods outlined above, the analysis itself will be more accurate in terms of
the representation of genetic variation between compared samples. This strategy is
particularly useful for comparing to external databases such as COSMIC, given its
data on individual genotypes for specific cell types.241

Technical aspects of RNA-seq variant analyses

The general methodology as a whole is first introduced in Paper I, where the previ-
ously outlined strategies are applied to both publicly available and in-house generated
RNA-seq data in the context of cell line authentication.242 The data covers several
different sequencing parameters, including both single- and paired-end reads, varying
read lengths as well as different sequencing depths. While sequencing performed with
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paired-end reads generally yield more SNVs compared to single-end reads they are
qualitatively equivalent, since the comparisons are performed for overlapping variants
only. While analysis of larger number of variants is desirable from a purely numer-
ical and statistical perspective, it is clear that even the “worst” dataset (containing
50 bp single-end reads) yield above 38 000 SNVs in total. A higher sequencing depth
generally yields an increasing number of variants in a similar manner, but not in all
cases: the dataset with the smallest sequencing depth (37 million single-end reads)
still resulted in over 72 000 SNVs in total, the fourth highest (out of eight). Indeed, by
analysing incrementally smaller subsets of a single replicate from one of the datasets
it is clear that even sequencing depths as low as a few hundred thousand are still
viable.

Importantly, the number of cell line-specific variants present in the COSMIC
database does not affect the concordance of the comparisons: the dataset with the
fewest COSMIC variants found (68 out of 241) still achieve a concordance of 98.5 %.
The same holds true for an even smaller SNP genotyping panel specifically designed
for cell line authentication, where each comparison resulted in a concordance of 100 %,
but for at most seven variants in total.53 The variant analyses also revealed that the
DLD1 cell line is identical to HCT15, corroborating what is already known about
these cell lines.243

The number of COSMIC variants available for comparisons is small compared to
the total number of called variants for each dataset; less than 1 % of the total vari-
ants were found in the COSMIC database. Performing pairwise comparisons between
each dataset in a transcriptome-wide manner (i.e. independently of the COSMIC
database) is thus a highly relevant alternative. While the strength of comparing with
an already established ground truth is forfeit, this solves several problems inherent
with comparisons of external databases. These problems include the previously men-
tioned smaller number of variants available for analysis, the inability to discover novel
and potentially important variants, biases in downstream functional analyses due to
a pre-determined selection of variants and, finally, relying solely on already annotated
variants that may not fully represent the biology of the cells under scrutiny. A proof-
of-principle for such a transcriptome-wide strategy was also included in Paper I,
showing similar concordances to the COSMIC methodology but at a scale orders of
magnitude above.

A large-scale investigation of cell line heterogeneity and authenticity was con-
ducted in Paper IV, where it was shown that either none or only a single COSMIC
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variant belonging to the H9 cell line (out of 527) was found in ten separate datasets,
even though those datasets showed among the highest number of called variants in
the entire study.244 The transcriptome-wide analysis of the same datasets revealed a
striking level of similarity: a median concordance of 99.2 %. This may be due to the
fact that the COSMIC variants listed for H9 are almost exclusively reported in only
a single dataset rather than several, which is usually the case for other cell lines. The
COSMIC-based comparisons are thus useful in the sense that they evaluate variants
already known to be biologically important, but special care needs to be taken that
these variants are, in fact, representative of the cells being examined. The compar-
isons based on transcriptome-wide data more fully encapsulate the biology of the cells
both in terms of already known variants and for novel ones, in addition to being both
numerically and statistically more powerful.

Additional and previously unpublished analyses of separate replicates of three
cell lines (COLO205, HCT116 and HT29 from Paper I) representing low and high
numbers of total SNVs were also performed, in order to evaluate the error rate for
the transcriptome-wide strategy. The median concordances of these cell lines across
three biological replicates each was 98.9 %, 99.2 % and 98.7 %, respectively, indicat-
ing a high level of similarity. These concordances are equivalent to those previously
demonstrated for comparisons between DNA replicates.245 It should be noted, how-
ever, that this likely only represents the highest possible error: as the normal analysis
includes all replicates it achieves a higher level of both statistical power and variant
calling quality.

The concordance between DNA and RNA variants

While the majority of analyses in the present investigation are performed between
samples of RNA-origin, it also includes a smaller number of comparisons with external
databases containing mixed DNA/RNA-origins (e.g. COSMIC) and comparisons with
DNA-seq data. There is an ongoing discussion in the scientific community as to the
difference between DNA- and RNA-based variant calls, both in terms of extent and
potential causes. One of the first evaluations of the concordance between DNA and
RNA variant analyses was performed by Li et al.246 They conducted both DNA/RNA-
seq in addition to protein identification through mass spectrometry (MS), revealing
that there is a discrepancy between DNA and RNA in over 10 000 exonic variants.
They also discovered that several of the proteins identified by MS corresponded to the
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RNA sequences, rather than DNA. They argue that the differences between DNA and
RNA are predominantly biological, and thus meaningful. Biological causes include
RNA editing,247 allele-specific expression (ASE)248 and rare transcription errors.249

Another study by Guo et al.245 also compared DNA and RNA variants, but argue
that the discovered discrepancy is predominantly due to technical reasons, such as
higher false positive rates due to reverse transcription errors and the complexity of
splice-aware read alignment. They determined the concordance between DNA and
RNA variants to lie between 80 and 90 %. The discussions regarding the underlying
causes of this discrepancy have not stopped several studies from achieving novel
biological insights by analysing RNA-based variants.167–170,173

The totality of the data that has been analysed related to this thesis includes
several instances where both DNA and RNA variants are available for comparison.
The analysis of data from the HCT116, HKE3 and HKH2 cell lines originating in
Paper I (RNA-seq), Paper II (WGS) and previously unpublished results (WGS
and RNA-seq of HKH2) results in an overall median concordance of 98.2 %. The
corresponding comparisons between tissue and organoid data from Paper V (WES
versus RNA-seq data) results in a median concordance of 97.5 %, but exhibits larger
variation in general: of the 24 comparisons between WES/RNA pairs performed, 23
yielded concordances between 90 and 99 %, while a single outlier resulted in a 81.1 %
concordance. This data corroborates the previously published results by presenting
differences between DNA and RNA variants in new datasets, but at a lower level than
indicated by Guo et al.

The separation of technical and biological causes underlying this difference be-
tween DNA and RNA variants remains difficult to assess.245 The fact that the ma-
jority of the comparisons presented herein originates in public data makes follow-up
experiments (such as protein identification by MS) difficult to perform. The vary-
ing biological materials used in these studies may also contribute to the discrepancy
between their results (i.e. cultured B-cells and primary breast cancer samples from
previous studies; colorectal cancer cell lines, primary liver tissue and organoids from
the present investigation). It is likely that a more comprehensive study needs to be
undertaken, using the latest techniques and bioinformatic software available as well
as with a larger sample size than previously employed (27 for Li et al., 10 for Guo et
al. and 12 in the present investigation). The observed differences between these three
studies highlight the importance of reproducibility in all bioinformatic endeavours,
especially given the discussions regarding the experiments by Li et al.250–252
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Variant analysis with the seqCAT R-package

While data sharing is common in the bioinformatics community, the reproducibility
of source code and analyses have been shown to be more varying.253 There have
been several attempts to create guidelines for reproducibility in general, but they
remain just that: guidelines.254,255 While enforcement of data sharing is increasing in
many scientific journals, the adaption of the same for version control and analytical
reproducibility is slower.

One of the ways in which computational reproducibility may be achieved is through
the use of existing software packages, whenever possible. The versions of all packages
may then be tracked and easily referenced back to at a later time. A high level of
reproducibility may thus be achieved by sharing both the original data, the utilised
software packages and any additional code, which may be done through tools such as
RMarkdown or Jupyter.256,257

The utility and versatility of the variant analysis methodology developed herein
has value beyond the studies and experiments performed in the present investigation.
It may be applied to many types of HTS data, making it suitable for a wide range of
researchers. This is especially true in today’s increasingly data-centric world, where
thousands of datasets are publicly available in e.g. the GEO or SRA.228,229 Paper V
describes the high-throughput sequencing cell authentication toolkit (seqCAT), an open
source R-package that was created in the interest of providing researchers with a
versatile, well-documented and easy-to-use tool for performing variant analyses on
their own and others’ data.

While basic knowledge of the R programming language is required, seqCAT has
been designed in order to minimise the amount of obligatory knowledge of the end-
user. This is achieved both by inclusion of functions for automated analyses as well
as detailed documentation and informative examples. SeqCAT creates easily read
sample-specific SNV profiles from each input VCF file, cataloguing all variants pass-
ing the variant calling filtering criteria (and an optional depth threshold). These
are subsequently used to perform the downstream analyses. SeqCAT can automati-
cally perform many of the analyses showcased in the present investigation with only
minimal hands-on work, and a number of commonly used visualisations (such as
heatmaps and sample-versus-genotype grids) are provided in publication-ready for-
mats; an overview is shown in Figure 13. While seqCAT already possesses func-
tionality for automatic parsing and analysis of COSMIC241 data, SNV profiles can be
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Figure 13: An overview of the capabilities of the seqCAT R-package. The first step is to read the input VCF
files and the variants contained therein, from which SNV profiles are created. The profiles are subsequently used
to calculate the genetic similarity between either a single pair or an arbitrary number of samples. The distribution
of putative protein impact categories across matching and mismatching variants for any comparison may also be
examined, which can be used to select the most relevant variants for further downstream analyses. Previously
known or user-specified variants of special interest may also be easily listed and visualised across any number of
samples.

created using any database that uses VCF files.
SeqCAT differentiates itself from other similar software packages (such as vcftools,164

IGV 258 or IVA259) for variant analyses in several ways. Firstly, it is fully open source;
every step of every analysis is completely transparent and available for scrutiny. This
is a great strength in terms of reproducibility, as the full details of all analytical
steps may be examined and evaluated and specific software versions may be easily
referenced. Secondly, it is available at the Bioconductor R-package repository,260
making installation of both it and its dependencies as simple as two lines of code.
Thirdly, seqCAT is extensively documented, providing both the underlying theory
as well as multiple use-cases, examples and workflows likely of use for a wide range
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of researchers. Finally, it provides a general framework for variant analyses ranging
from global analysis of all variants across many samples all the way down to single
variants or genes of special interest.

It is my hope that seqCAT will provide scientists worldwide with an analytical
software that may be used for simple, informative and reproducible analyses of HTS
variant data. While its potential use-cases are many, seqCAT’s ability to easily anal-
yse and compare a multitude of samples makes it especially suited for investigations
into genetic variation and heterogeneity across a broad range of biological contexts.
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Genetic heterogeneity in models of
human cancer

Primary cancerous tissue and tumour samples can yield detailed and directly relevant
information regarding the disease, but there is nowhere near enough of this material
to satiate the needs of researchers worldwide. Ethical issues related to continued
and recurring sample extractions from patients are also important. Such considera-
tions are what lead to non-primary systems to model cancer, such as cell lines and
organoids. These model systems have given researchers access to practically limitless
materials to work with, which have contributed to much of the detailed knowledge
we have of cancer today.

These models are not perfect, however, and come with some important caveats.
Any model system may accrue changes in their underlying genome due to genetic drift
during continuous culturing.11 Such changes may affect the phenotype of the cells,
possibly leading to erroneous or misinformed conclusions derived thereof.52 These
issues need to be considered and minimised in any study using cancer models. This
part of the thesis demonstrates how variant analysis may be utilised to investigate
these issues in several model systems, in addition to demonstrating that genetic het-
erogeneity in these models may affect their transcriptional output and overall gene
expression.

Authentication of isogenic cell line models

Cell line authenticity is a growing concern in the scientific community.39 STR pro-
filing is the current de facto standard, but cases where a perfect STR match yielded
a varying phenotype has previously been demonstrated.52 While SNV-based assays
have increased in popularity, there is still an explicit need for further developments
of robust and powerful methods for cell line authentication.50,53,55 HTS variant anal-
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ysis represents such a method. The large number of variants that are available for
analysis of HTS data makes investigations of both cell line authenticity and genetic
heterogeneity statistically more powerful, robust and favourable for e.g. analyses of
related biological functions and processes. In addition to the general cell line au-
thentication procedure presented in Paper I, the work presented in this thesis also
includes in-depth examinations of two isogenic cell line systems. The first of these is
the KRASG13D system.

The HCT116 colorectal cancer (CRC) cell line contains a KRASG13D mutation,
which is among the most commonly found mutations in the KRAS gene overall.261
This KRASG13D mutation was purportedly deleted in the HKE3 cell line (a di-
rect derivative of HCT116) through the insertion of a disruption cassette.262 The
HCT116/HKE3 cell line pair thus constitute an interesting model of colorectal can-
cer, where differences between mutated and wild-type KRAS may be investigated.

Both of these cell lines were cultivated in-house at separate times and subsequently
sequenced. By applying the previously presented RNA-seq variant analysis method-
ology, Paper I showed that this cell line pair is, in fact, not isogenic: the KRASG13D

mutation was not only present in HCT116, as expected, but also in HKE3. This was
also verified by several PCRs in two different laboratories. Importantly, a DE-analysis
showed an overall lower abundance of the KRAS gene in HKE3 compared to HCT116
(fold change 1.89, FDR = 0.006). This lowered expression level was observed to occur
predominantly in a single transcript (Figure 14A). The overall expression difference
was additionally verified on the protein-level using MS (Figure 14B). These results
demonstrate that the HKE3 cell line is not a true isogenic derivative as initially
believed, but rather a KRASG13D dosage mutant.

The HCT116/HKE3 system was further explored in Paper II, where KRASG13D

dose and its effect on the EGFR protein-protein interaction network (PPIN) was
investigated. This represented a large collaboration of several universities in both
Europe, Australia and Canada using multiple different techniques and experiments.
My main role was to further analyse the genetic background of these cell lines in order
to ascertain that the main difference between them was the KRAS dose, rather than
any other mutations. This was accomplished by combining the RNA-level data from
Paper I with novel WGS data, yielding a detailed map of the genomic landscape in
this model system.

Only a single missense SNV for EGFR-related genes was found to differ between
the two cell lines: a variant in NAV1. The variant calling (following the GATK WGS
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Figure 14: KRAS expression in the HCT116 (dark blue) and HKE3 (light blue) isogenic cell line pair. (A)
Transcript-specific RNA expression levels of the KRAS gene as measured by RNA-seq, (B) protein expression
levels of wild-type and mutated KRAS as measured by mass spectrometry; error bars represent the standard error
of the mean.

Best Practices) reported this variant to be homozygous in HCT116 but heterozygous
in HKE3. However, the variant depth was only four in HCT116, distributed across
the reference and alternative alleles with one and three reads, respectively. The
homozygous call for HCT116 may thus be an error due to low coverage at that specific
site. Indeed, the RNA-level data yields a heterozygous variants at that position for
both HCT116 and HKE3, corroborating this hypothesis.

These analyses thus demonstrate that the main difference between HCT116 and
HKE3 in terms of EGFR-related functions is, in fact, the KRASG13D dose. This
information was subsequently utilised in order to examine PPIN rewiring and the
resulting changes on the biology of the cells. Interestingly, the most rewired proteins
due to this change in KRAS dose were predictive of CRC patient survival. Differential
rewiring of e.g. PTK6 and BAD were also shown to lead to adaptive phenotypes that
contribute to increased oncogenic potential in these KRAS-mutated cells. Paper II
thus demonstrates how a thorough examination of variants present in cell lines may
help define and pinpoint the relevant origins of genetic variation between models of
human cancers.

The second isogenic cell line model investigated is the BJ system.263 This model
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constitutes four separate cell lines of fibroblast origin with sequential addition of
genetic changes, where each cell line represents a stage of cancer progression. The
first stage is the primary BJ fibroblast cells (normal), followed by ectopic expression of
the catalytic subunit of telomerase (hTERT) in stage two (immortalised). The third
and fourth stages represents two cancer-related additions, namely the simian virus 40
large-T (SV40) and HRASG12V oncogones (the transformed and metastasising stages,
respectively). Paper III uses the BJ system to investigate the effect of hypoxia on
different stages of cancer transformation.264

The four stages of the BJ model were cultivated at atmospheric and moderate
(3 %) oxygen conditions, followed by RNA sequencing. RNA-seq variant analysis
was here utilised in a similar manner as for the HCT116/HKE3 system, i.e. for
authentication and validation that the correct mutations are present in each BJ stage
and that the overall genetic similarities are high across all model stages. This was
shown to be the case, making the BJ model and its sequential, isogenic nature an
appropriate system for investigating various aspects of cancer transformation. The
RNA-seq variant analysis thus allowed for a clearly defined investigation regarding
the effects of hypoxia on these cells.

The stages were affected by hypoxia in markedly different ways: the last two
stages (i.e. transformed and metastasising) are more highly adapted to low-oxygen
conditions in general, even for the moderate hypoxia investigated herein. Most of the
changes that confer this adaption to hypoxia are gained in the third stage, where many
metabolic changes are up-regulated. This can also be seen in the correlations of gene
expression measurements across the different stages, where the last two stages cluster
according to oxygen level rather than model stage (Figure 15A). Indeed, differential
expression analyses revealed that the highest number of DEGs was between the second
and third stages (1247), whereas the number of hypoxia-induced DEGs was markedly
lower between the third and fourth stages (794).

Expression of hypoxia-related genes such as HIF1α was also found to be elevated
even under atmospheric oxygen conditions in the last two stages, indicating a higher
baseline of hypoxia-adaption. Another gene previously linked to hypoxia-mediated
tumour progression is ASS1, which is greatly up-regulated in the last two stages of
the BJ system. Survival analyses of TCGA data showed that patients with high
expression of ASS1 have a significantly worse prognosis compared to patients with
lower expression (Figure 15B).

In summary, these studies exemplify how variant analyses may define and contrast
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Figure 15: The effect of moderate hypoxia on the BJ cell line model system. (A) Hierarchical clustering for
correlations of expression levels across all stages and oxygen levels in the BJ model. Row and column colours
specify the oxygen levels (white and grey) and the cell lines (light to dark blue) in each cell, while a white-to-grey
colour gradient indicates the correlation coefficient for each pairwise comparison. (B) A 10-year Kaplan-Meier
plot for a cohort of endometrial cancer patients stratified into low (blue) or high (black) ASS1 expression.

the genomes of isogenic cell line systems for modelling cancer. The ability to enu-
merate and assess the genetic variation between a model’s constituent parts enable
downstream analyses to more clearly and confidently attribute observed phenotypic
variations to known gene expression differences (e.g. KRASG13D dose) or treatment
regiment (e.g. oxygen levels). Variant analyses thus constitute a useful and mean-
ingful part of any HTS experiment whether they be DNA- or RNA-based.

Genetic heterogeneity in public cell line datasets

As the number of HTS datasets that are available in public repositories such as the
GEO, SRA and TCGA increase, so do the potential to analyse and compare said
datasets with both each other and novel experiments.228–230 Re-analysis of already
published datasets have proven to be highly useful in the past, as the same data may
contain answers to questions the original authors did not investigate.265 Integrations
of several datasets and meta-analyses additionally represent powerful methods to
investigate biological questions difficult to assess by direct experimentation.266 An
important question when using public data is that of biological equivalency: are the
genetic backgrounds of all included samples identical to a sufficiently high degree
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such that the observed phenotypic differences may confidently be attributed to the
experimental conditions under which they were studied? This is especially important
for cell line research, given their inherent problems related to e.g. authenticity and
genetic drift, as demonstrated in the previous section.39,44,54

A large-scale investigation of genetic heterogeneity in public cell line RNA-seq
data was performed in Paper IV, which covers eight commonly used cell lines for
various cancer types across 85 different studies. The goal of this study was to evaluate
whether genetic heterogeneity exists in cell lines cultivated in different laboratories
and what effects (if any) it has on analyses incorporating public cell line data. Cell
lines were selected based on the criteria that they must have at least ten datasets
available in the GEO and, additionally, exist in the COSMIC database. Only wild-
type samples were selected for analysis, as gene knockouts or other perturbations
might confound the analysis. While the majority of these selections were performed
programmatically, the last had to be made manually due to GEO’s use of several free-
text metadata fields. The final list of datasets included both single- and paired-end
data with sequencing depths of approximately 50 million reads per sample as a lower
bound.

The raw data was downloaded and variants were called using the previously pre-
sented pipeline, followed by pairwise comparisons of the genetic similarities between
each included dataset. The transcriptome-wide concordances of these datasets re-
vealed that genetic heterogeneity is present in most of the analysed cell lines, but
that HCT116 and H9 were overall more similar across laboratories than the others
(Figure 16). The HeLa cell line was the most heterogeneous, which is unsurpris-
ing given its long history of cultivation, cross-contamination and different-yet-stable
clonal populations.267 A striking finding was that a dataset listed as MCF7 is unequiv-
ocally closer to the HCT116 cell line, as demonstrated by its high genetic similarity to
the latter. This represents an example of the importance of examining comparability
between public datasets: were this dataset to be utilised as MCF7 the results would
likely be nonsense at best and damaging at worst. The analysis performed herein
does, however, show that it conforms excellently to the HCT116 cell line group, and
may thus potentially be used as such.

Three of the included datasets had seemingly random concordance with all other
samples in the study (regardless of cell line), ranging from 0 % all the way up to 100 %.
Upon closer inspection, it was revealed that these datasets had only a small number
of called variants: far below a hundred, while most datasets had several thousands
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Figure 16: Summary of the variant analyses of pairwise comparisons between 85 datasets covering eight cell
lines. White data points represent comparisons where fewer than 50 SNVs overlapped between the samples. (A)
The number of overlapping variants for each same-cell comparison in the cohort, reaching upwards of several
thousands in all cases. (B) The concordances of each same-cell comparison, where HeLa is the only cell line to
not reach 90 % (visualised by a dotted line).

to tens of thousands of SNVs in total. The reasons for these varying concordances
were erroneous information stored in the GEO metadata that didn’t correspond to
the related publications. For example, one dataset was listed as “total RNA” in the
GEO metadata, but the publication makes it clear that it is of small RNA origin.268
This demonstrates that the metadata stored in the GEO may not always reflect the
experimental procedures correctly, and further highlight the importance of analysing
the comparability of public datasets before using them.

In order to account for datasets with substantially lower number of variants, the
similarity score, a weighted measure of concordance, was utilised. It frames the
concordance as a binomial experiment where each individual variant is a trial and
matches are successes:

similarity score = matching variants + a
overlapping variants + a + b

... where a = 1 and b = 5. This results in a lower bound of 44 perfect variant matches
that yield a score of 90, which is equivalent to the cutoff previously employed by Yu
et al.53 The values of a and b may be further changed and optimised according to
the needs of the analysis in question, but these values serve as useful defaults. The
similarity score may thus be used as a single, informative parameter when comparing
variants between samples, as it encompasses both the concordance and the number
of overlaps.
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Figure 17: Statistically significant (α = 0.01) same-cell correlations between the similarity score and differential
gene expression. (A) Significant correlations between the similarity score and the total number of DEGs for H9
(light blue squares), HCT116 (blue triangles) and MDAMB231 (dark blue circles). (B) Significant correlations be-
tween the similarity score and the DEG fold change for HCT116, MCF7 (marine blue diamonds) and MDAMB231.
The other cell lines (A549, HeLa, K562 and U2OS) did not yield statistically significant correlations.

The similarity score was subsequently utilised to investigate whether the discov-
ered genetic heterogeneity in public cell line data had an effect on gene expression
measurements. Differential expression analyses were performed for each same-cell
pairwise comparison (e.g. HCT116 versus HCT116) and subsequently correlated with
the similarity score. These analyses revealed that not only is the genetic similarity
negatively correlated with the number of DEGs for several cell lines (Figure 17A),
but also their fold change (Figure 17B). These patterns also held true for previously
known prognostic cancer markers. These results demonstrate that any analysis per-
formed on ostensibly identical cells with different genetic backgrounds may lead to
inaccurate or skewed conclusions.

In summary, the results from Paper IV demonstrate that while cell lines are
highly useful and powerful models for cancer research, extra care and caution need to
be employed, especially when using publicly available data. The genetic heterogeneity
present in public cell line data may affect gene expression patterns of the cells, where
genetically dissimilar samples have larger differences in expression patterns. Evaluat-
ing the genetic background of included samples is thus a crucial endeavour, regardless
of whether the samples are to be used for in-house comparisons or meta-analyses.

Genetic heterogeneity in cancer-derived organoids

Patient-derived organoids have been created for a number of tissues and cancers dur-
ing the last 20 years, including for matched healthy and cancerous samples.64,68,69
They are also potentially more genetically stable than cell lines.65–67 A study by
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Broutier et al. performedWES and RNA-seq on liver cancer-derived tumour organoids,
which spans a longitudinal time course of both matched tissue, newly established and
long-term cultured organoids.269 Paper V utilises this publicly available data to
characterise the genetic heterogeneity and stability of these organoids, using the ca-
pabilities of the seqCAT R-package and functional analyses not performed in the
original publication.

The analysis of the original VCF files using seqCAT and the similarity score showed
that the overall genetic similarities between the original tissues and their respective
organoids are well above 90; the lowest median similarity score for any individual
patient was 93.9, but reached as high as 97.9. These genetic similarities also hold
true when subsetting for missense variants only. The data also indicate that the
transition from tissue to organoid may introduce a number of mutations, but that
the long-term culturing of the organoids remain genetically stable. This result is
not statistically significant, however (p > 0.01), and a larger dataset is likely needed
in order to fully evaluate the difference between organoid initiation and long-term
culturing. The overall genetic stability remains clear, however.

The original publication also analysed a number of previously known liver cancer
mutations. While the analysis with seqCAT largely confirms what was shown in the
original study, it revealed an important difference: the presence of the GPRIN1 vari-
ant in the CC1 sample. This variant would thus need to be taken into account by
any study utilising the CC1-derived organoids. The distribution of variant impacts
are skewed towards lower impacts for mismatching variants, similar to what can be
seen for cell line comparisons. In order to evaluate if the differing mutations rep-
resent groups of specific biological functions and processes, mismatched variants in
the HIGH and MODERATE impact categories and their affected genes were subse-
quently aggregated and analysed for enriched GO and KEGG terms. No terms were
significantly enriched for the tissue-to-organoid transition (α = 0.01), but a single
ubiquitination-related term as well as three olfactory-related terms were enriched for
the long-term culturing comparison. Ubiquitination is important in several types of
human cancer,270 while ectopic expression of olfactory-related genes have been shown
for both healthy tissues and in several cancer types.271,272 These enriched functions
thus need to be taken into account during long-term culturing of the organoids as
appropriate for the study at hand.

In summary, the seqCAT results demonstrate the value of the global variant anal-
ysis strategy employed in the present investigation by revealing a difference to the
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original analysis, as well as novel functional enrichments. The overall conclusions that
organoids are genetically stable and highly appropriate models of human cancers re-
main, further corroborating previous studies on heterogeneity and functionality in
organoid cultures.
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Genetic heterogeneity in single cell data

Bulk samples represent a population mean of all the analysed cells, where charac-
teristics of each individual cell is summarised and treated as a whole. This means
that bulk analyses may not capture the full extent of cancer heterogeneity, as varia-
tion present in sub-populations can be masked by the majority.2,3 This may be less
of a problem for samples from e.g. cell lines or organoids, but it is tremendously
important for primary patient samples. Treatments based on information from bulk
experiments could miss important sub-populations in the patient’s tumour, which
may lead to relapse.4,5

The ability to sequence single cells rather than bulk populations solve this issue
by fully capturing the heterogeneity present in the tumour. Single cell experiments
thus yield information of both inter- and intra-tumour heterogeneity, exemplified by
several studies.273–275 However, these studies focus on gene expression analyses and,
similarly to most bulk studies, do not utilise the sequence information yielded by
their experiments. This part of the thesis aim to demonstrate that variant analyses
are applicable not only for bulk data, but also for single cell RNA-seq (scRNA-seq)
data. Both inter- and intra-patient heterogeneity is presented using SNV analyses
and machine learning techniques, thus extending the RNA-seq variant analysis toolkit
even further.

Clustering performance and inter-patient heterogeneity

Paper VI presents the analysis of two publicly available scRNA-seq datasets from
primary beast cancer (BC)275 and glioblastoma (GBM)276 patients. The two datasets
were selected because of their differing experimental designs, where the BC dataset
has approximately 50 cells per patient (of which there are eleven) compared to 830
for the GBM dataset (with four patients). The BC dataset additionally contains
two patients with lymph node metastases, while the GBM dataset includes cell type
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annotations. These datasets thus enable investigations of both genetic heterogeneity
within and between tumours, cell types as well as matched tumour cores vis-à-vis
their metastatic offshoots.

The greater sequencing depth for the BC datasets lead to over 9000 SNVs passing
the filtering criteria per cell, whereas the corresponding number for the GBM dataset
was 2000. Pairwise within-patient comparisons between each cell for both datasets
were performed, yielding median similarity scores ranging from 47.1 to 82.8. These
results demonstrate a wide range of inter-patient genetic heterogeneity, corroborating
already existing knowledge.277

Impact-specific similarity scores were also calculated, which demonstrated that
much of the heterogeneity present in the single cell data originates from higher impact
variants. This is likely due to increased biological relevance and selective pressure for
such variants. Interestingly, the BC analysis revealed that the metastases are less
heterogeneous for higher impact variants than their core tumour origins (p << 0.01).
One of the patients had increased levels of heterogeneity in metastatic lower impact
variants (p << 0.01), while the other had only small or non-significant differences.
These results indicate that metastases likely have a higher mutational burden than
their respective origin, but that their higher-impact mutations are more stable. These
findings corroborate results from previous studies on bulk samples, which have shown
that higher-impact variants are generally conserved in metastatic lesions (which also
have a generally higher number of mutations).278,279 These results thus demonstrate
how a single-cell variant-based perspective may broaden and increase knowledge of
tumour biology.

These pairwise genetic similarities were subsequently analysed using unsupervised
machine learning techniques in the form of hierarchical agglomerative clustering202
and t-distributed stochastic neighbour embedding.201 The performance of these clus-
ter analyses were evaluated using the adjusted Rand index (ARI), which quantifies
the similarity between a given cluster analysis and a known truth set, i.e. patient
of origin (Figure 18). A perfect clustering where each sample is correctly assigned
a label identical to that in the truth set results in an ARI of one, while completely
random (and thus uninformative) clustering yields an ARI of zero.

The non-subsetted similarities reached an ARI of 0.86 for the GBM dataset, but
only 0.51 for the BC dataset. This indicates that an increased number of cells per
sample may be preferable to increased sequencing depth for single cell variant clus-
tering. The performance was, however, drastically increased when excluding both
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Figure 18: A representative high-performing clustering subset of the GBM dataset. (A) Hierarchical clustering
visualised as a heatmap with its corresponding dendrogram. The heatmap gradient is based on a white-to-blue
colour gradient from the row-wise Z-scores of the pairwise genetic similarities between individual cells. The row
colours correspond to the patient-of-origin for each cell. (B) A tSNE visualisation of the clustering in (A), with
the same colour scheme for the four patients.

MODIFIER impact variants and variants present in the dbSNP database, reaching
ARIs above 0.95 in both datasets. The former is likely due to a larger proportion of
random mutations in the MODIFIER category (i.e. variants accumulated with little
to no selective pressure), whereas the latter may be because dbSNP contains many
common and natural variants (i.e. SNPs). Other clustering methods on gene expres-
sion from scRNA-seq cell line datasets have previously yeilded ARIs between 0.15
and 0.91.274 These results demonstrate the power of variant-based cluster analyses.

Intra-patient heterogeneity and sub-clustering analyses

The ability of single cell experiments to stratify sub-populations of cells within a
single sample is highly useful for interrogations of intra-patient heterogeneity.273,274
Paper VI demonstrates how such stratifications may be performed based on variant
data and machine learning techniques.

An important and non-trivial matter when it comes to machine learning is that of
choosing the k number of clusters to use, which becomes particularly relevant when
the goal is to stratify cells within a single patient.280–282 One of the many proposed
approaches include minimising some measure of error or maximising an information
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Figure 19: An example of intra-patient clustering for a single GBM patient. (A) Visualisation of the elbow
method for choosing the optimal value for k, where iterative k-means clusterings and evaluations of the SSE are
performed for increasing values of k. The optimal k = 3 chosen here was selected geometrically. (B) hierarchical
clustering using k = 3, where individual cells are coloured different shades of grey depending on which cluster
they belong to.

criterion for increasing values of k. Any such measure will always decrease (or in-
crease) for larger values of k, until a “perfect” (yet wholly uninformative) clustering
is achieved for a k equalling the total number of cells. The solution is to select the
smallest k such that the chosen measure is optimised before diminishing returns sets
in. This method of choosing k is known as the elbow method, as the optimal k is
represented by the “elbow” point in a plot of the chosen measure versus increasing
values for k (exemplified in Figure 19). The work presented in this thesis utilises
the sum-of-squared errors (SSE, a measure of variance within clusters) and iterative
k-means clusterings to select the optimal k.

One of the most common outputs of scRNA-seq analyses is that of cell type cluster-
ing, i.e. to stratify the individual cells from a given sample into groups of functionally
similar clusters. As the GBM dataset contains cell type annotations, the results of
the variant-based clustering analyses performed herein may be compared to already
existing data. The analyses revealed that the variant-based cluster analyses corre-
spond well to the gene expression-based cell type annotations, where 9 out of 15
clusters predominantly contain a single cell type (only one cluster contained similar
proportions of several cell types).

By integrating the cell type data with the median similarity scores for each individ-
ual cluster per patient, it is clear that neoplastic clusters (i.e. clusters predominantly
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containing cancerous cells) possess higher levels of genetic heterogeneity than e.g.
immune cell clusters. This also holds true for variants in genes already established to
be important for cancer, i.e. driver and prognostic marker genes.283,284

Three novel missense variants common across all neoplastic clusters in the GBM
dataset were also discovered, which may prove to be relevant for glioblastoma diag-
noses and treatments in the future. The small size of the cohort means that these
results may not be directly transferrable to a larger population without further val-
idation and experimentation. Nevertheless, the fact that three genomic changes at
identical coordinates occurred in all neoplastic clusters increases the probability that
they hold biological relevance for patients harbouring glioblastoma.

These results show that variant-based single-cell analyses of HTS data are not
useful only by themselves, but also as a complement to the existing gene expression
analyses. One could envision different combinations of the two methods, e.g. tra-
ditional expression-based clustering in conjunction with per-cluster variant analyses,
or vice versa. The two data types may also be integrated in order to investigate
which variants affect gene expression in the same cells, or to combine and contrast
results of separate cluster analyses. These results thus demonstrate the usefulness of
variant analyses using scRNA-seq data. This general analytical strategy has been im-
plemented into the VarClust Python package, enabling other researchers to perform
similar analyses on both their own and others’ data.
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Conclusions and future perspectives

The overarching aims of this thesis were to develop and apply methods for performing
variant analyses of HTS data in the context of genetic variation and heterogeneity in
cancer. The work presented herein demonstrate that variant-based RNA-seq analyses
are feasible, powerful and versatile, in addition to being applicable to a wide range
of biological contexts. Several technical and statistical aspects of variant calling have
been explored, as well as considerations regarding differences between DNA- and
RNA-based variant calling pipelines.

The analyses performed in this thesis cover cell line authentication, studies of
genetic heterogeneity in public RNA-seq datasets as well as investigations of sin-
gle cell data from primary patient samples. Validation of isogenic cell line model
systems have also been performed, enabling investigations into both KRASG13D dose-
dependent rewiring of the EGFR network as well as hypoxia-mediated changes in
tumour progression. The results presented herein demonstrate that variant analysis
may be used as a complement to the already existing gene expression-based pipelines,
thus increasing the amount of information gained from any given RNA-seq experi-
ment.

The general variant analysis methodology utilised in the present investigation has
been implemented into two open source packages named seqCAT and VarClust for
the R and Python programming languages, respectively. Not only will these packages
enable a wide range of researchers to perform variant analyses on their own HTS data,
but they will also improve reproducibility for such analyses.

While the results presented herein demonstrate several applications for RNA-seq
variant analyses and information gained thereof, they also highlight a number of
interesting considerations for future studies. The analyses show that even though the
current technologies can be used to gain useful biological information from RNA-seq
variant calling, future developments might yield further improvements. Given the
continuous history of development of DNA-based variant calling pipelines it is likely
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that this could also extend to RNA-seq, at least if the interest in RNA-based variant
analyses continues to increase.

Given the importance of alignment for variant analyses, it is probable that in-
creasingly longer read lengths (and full-length transcript sequencing) will lead to
more accurate variant calls for both DNA and RNA data. Better alignment meth-
ods will also increase the accuracy, especially in the context of splicing. If accuracy
and coverage of indels were to increase it might also be feasible to include them in
RNA-based analyses, which would further add to the scope of RNA-seq experiments.

Another interesting possibility is the joint calling procedure of the GATK pipeline.
It initially performs individual variant calls for each sample and then re-calculates
these by merging samples of the same or similar origin, leading to improved calls.
Joint calling may be particularly useful for single cell data, where general stochastic-
ity in expression is a common issue. Lowly expressed variants may thus be “rescued”
by joint variant calling through effectively increasing the theoretical coverage. Joint
calling of RNA-based data may thus constitute an important bioinformatic improve-
ment, but still needs to be evaluated.

It would be interesting to see if the KRASG13D dosage-dependent changes in gene
expression and PPIN rewiring show similar patterns for a true KRASWT cell line. If
such a pattern could be established it would lead to further knowledge in terms of
how the KRASG13D mutation affects cellular biology in colorectal cancer. This would
be especially interesting in the context of KRAS therapeutics, given its history as a
“un-druggable” yet immensely important target.285

Lastly, variant analyses of scRNA-seq data may contribute to the increasingly pop-
ular multi-omics approaches for single cell experiments.286 While some DNA/RNA
strategies already exist, the use of RNA variants opens up the possibility to add
e.g. proteomic or metabolomic analyses on top of variant and gene expression analy-
ses.287,288 While such an approach would only enable analyses of expressed variants,
it represents a potential avenue for improvement in single cell multi-omics.

In summary, the work presented in this thesis demonstrates the use of variant analyses
of both DNA- and RNA-based HTS data in the context of genetic heterogeneity in
cancer, illustrates strategies on how to perform such analyses and, finally, implements
the general methodology into two open source packages. It is my hope that this work
will inspire and motivate researchers to more fully utilise the data gained from their
RNA-seq experiments and, in turn, empower future research.
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