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Abstract

In this master thesis, we implement a two-step anomaly detection mechanism
for non-recurrent traffic congestions with data collected from public transport
buses in Stockholm. We investigate the use of machine learning to model time
series data with LSTMs and evaluate the results with a baseline prediction
model. The anomaly detection algorithm embodies both collective and con-
textual expressivity, meaning it is capable of finding collections of delayed
buses and also takes the temporality of the data into account.

Results show that the anomaly detection performance benefits from the lower
prediction errors produced by the LSTM network. The intersection rule sig-
nificantly decreases the number of false positives while maintaining the true
positive rate at a sufficient level. The performance of the anomaly detection
algorithm has been found to depend on the road segment it is applied to, some
segments have been identified to be particularly hard whereas other have been
identified to be easier than others. The performance of the best performing
setup of the anomaly detection mechanism had a true positive rate of 84.3 %
and a true negative rate of 96.0 %.
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Sammanfattning

I den här masteruppsatsen implementerar vi en tvåstegsalgoritm för avvikel-
sedetektering för icke återkommande trafikstockningar. Data är insamlad från
kollektivtrafikbussarna i Stockholm. Vi undersöker användningen av maski-
ninlärning för att modellerna tidsseriedata med hjälp av LSTM-nätverk och
evaluerar sedan dessa resultat med en grundmodell. Avvikelsedetekteringsal-
goritmen inkluderar både kollektiv och kontextuell uttrycksfullhet, vilket inne-
bär att kollektiva förseningar kan hittas och att även temporaliteten hos datan
beaktas.

Resultaten visar att prestandan hos avvikelsedetekteringen förbättras av mind-
re prediktionsfel genererade av LSTM-nätverket i jämförelse med grundmo-
dellen. En regel för avvikelser baserad på snittet av två andra regler reducerar
märkbart antalet falska positiva medan den höll kvar antalet sanna positiva på
en tillräckligt hög nivå. Prestandan hos avvikelsedetekteringsalgoritmen har
setts bero av vilken vägsträcka den tillämpas på, där några vägsträckor är svå-
rare medan andra är lättare för avvikelsedetekteringen. Den bästa varianten av
algoritmen hittade 84.3% av alla avvikelser och 96.0% av all avvikelsefri data
blev markerad som normal data.
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Chapter 1

Introduction

This chapter gives an introduction to the project and the background of the
problem. The motivation, aim, and goals of this thesis are presented.

1.1 Background

Poor traffic conditions in cities all over the world is a problem affecting mil-
lions of people every day. Most people living in urbanized areas have experi-
ence of being delayed or hindered by traffic congestions. This situation com-
monly affects public transport bus traffic following a scheduled route where it
is not possible to avoid peak hours or specific roads. Traffic congestions have
been studied by people of different fields including urban planners, data ana-
lysts and politicians among others in order to find solutions on how to increase
mobility. One possible solution is to streamline the traffic flow of the buses.
Allowing buses to be prioritized on the roads to circumvent congestions, road-
works and traffic lights can increase the total passenger flow of the road, since
buses can transport more people per area of the road in comparison to other
vehicles. To be able to do this prioritization we first need to find out where
and when the bottlenecks in the bus traffic actually occurs.

Keolis is the public transport company currently responsible for the inner city
bus service of Stockholm. Their buses are continuously collecting data about
their state, location, passengers, arrival time, departure time, etc. This data
is complex and hard for humans to parse, therefore it can be of interest to
analyze it with other methods that gives further insights about patterns and

1
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irregularities in the data. At Keolis in Stockholm this data is used for several
tasks and projects. The average velocity for different road segments along a
bus line is plotted over the weeks of the year to find periods where the velocity
drops, revealing decreased mobility. Arrival and departure times of bus stops
can be used to measure how long time the bus is standing still, giving insights
in buses having technical problems or to measure the passenger flow. This
manual processing and inspection is tedious and not very scalable for the staff
at Keolis. Therefore Keolis are looking for data analysis methods that can both
increase the knowledge of the data and also reduce the time needed for manual
processing and plotting of excerpts of the data.

There are many proposed methods of finding irregularities in data, each with
its benefits and drawbacks. Since the physical world is so diverse and inconsis-
tent the same phenomena will be observable in datasets representing it. There-
fore the method of processing the data should be chosen based on what type of
problem that is studied. In this thesis the dataset studied consists of time series
with bus traffic data and naturally a method suitable for this is developed and
evaluated.

An anomaly detection algorithm for non-recurrent traffic congestions in bus
traffic were developed in this thesis. The algorithm is based on collective and
contextual anomaly detection and LSTM neural networks. Results show that
the time series prediction features present in LSTMs are advantageous for the
algorithm when it comes to the performance of the anomaly detection algo-
rithm.

1.2 This thesis

The primary objective of this thesis intends to investigate suitable machine
learning methods for finding anomalies in bus traffic trajectory data. Utiliz-
ing state-of-the-art machine learning techniques like neural networks and deep
learning to model traffic situation patterns has not been done to a large extent
before. The desired outcomes of this project are to implement an anomaly de-
tection algorithm based on neural networks that can point out non-recurrent
traffic congestions on particular road segments. Individually delayed buses
are not of interest in this project. Instead, we are focusing on consecutive or
nearly consecutive delayed buses in this thesis. These kinds of observations
are called collective anomalies. In contrast to individual point anomalies, col-
lective anomalies form a relationship between each other and thus makes them
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more complex to define and distinguish [7]. Different kind of anomalies are
further described in section 2.1.1

Bus traffic data varies depending on time and space. Data from oneweek of the
year often differ from other weeks. The speed of the buses differs depending
on which streets, lanes, and parts of their line they are driving i.e. where they
geographically are located. This nature of the data makes it hard to define how
anomalous traffic data actually looks like. When manually inspecting graphs
and plots of traffic data anomalies can relatively easy be distinguished, at least
for a trained eye. Setting up rules for a computer to find these anomalies is a
much harder problem. Specific thresholds for anomalous and non-anomalous
values, spatially and temporally dependent, would be necessary to define in
order to capture the variability of the data, this is where machine learning
turns out to be useful.

The ultimate objective is to suggest a method that is evaluated and proven
to efficiently find anomalies responsible for delays and other problems in the
bus traffic. The results from this master thesis should be useful for the host
company to increase business value in their services, strengthen their position
among their competitors by streamlining their services and also to demonstrate
the need of more funding by their clients.

The questions investigated and examined in this thesis are the following:

1. Can artificial neural networks be utilized in finding local non-recurring
traffic congestion anomalies?

2. Are both collective and contextual anomaly detection necessary and
helpful in finding non-recurring traffic congestions?

Together with the questions above a set of hypotheses were composed to eval-
uate the work during this thesis. The hypotheses being tested are presented
below.

• Congestions due to specific events such as road works, sports events,
and concerts can be found and distinguished from regular delays and
recurring congestions using state-of-the-art machine learning methods.

• Training data must be selected considering both the spatiality and the
temporality of the data to increase the performance of the anomaly de-
tection algorithm.

To achieve the goals and circumvent the problems presented above an unsuper-
vised learning algorithm capable of detecting various delays in the bus traffic
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is developed in this project. Large quantities of records containing bus traffic
data need to be processed, cleaned and transformed into useful data beneficial
for solving this problem. Specifically, a neural network is used to train a model
that can be used in determining if new data differ significantly from previous
observations. The aim is to efficiently detect non-recurring congestions with a
resolution high enough for pointing out a specific road segment, i.e. the part of
a road between two bus stops. The goal is to find delays and congestions that
occur because of a specific event affecting the traffic flow and to distinguish
such delays from regular congestions that happens every day in the bus traffic.

An identified challenge is to use the correct data when training the model since
the traffic conditions differ both spatially and temporally. Traffic in the inner
city during rush hours is very different from midday suburb traffic. There-
fore we experiment with different training data to evaluate the performance
of the model depending on the temporality of the data. Temporal narrowing
or widening of the data can be achieved by selecting different time series as
training data for the model. Similar experiments have been carried out previ-
ously in [19]. Data fromMarch and October was used to train a model in their
research on bus traffic anomaly detection, justified by the two months having
similar weather conditions in the city chosen.

1.3 Related work

This section will provide an overview of the related work that has been done
in the field of anomaly detection and how it has been applied for detecting
road traffic congestions. Research on explaining and finding characteristics in
road traffic data has been ongoing for many years since the problem of traf-
fic congestions began to grow proportionally with the number of cars on the
streets of the cities all over the world. Since cars were invented, there has been
a constant increase in the number of cars per capita which have increased the
requirements of the traffic planning.

Lately, several attempts have been made in explaining the phenomena of con-
gestions and traffic anomalies by utilizing statisticalmodels andmachine learn-
ing. The related work mainly differs by focusing on real-time calculations
or offline modeling, studying long-term congestions or non-recurring conges-
tions, and by utilizing statistical models or machine learning. In the last years,
neural networks have also been proposed as a method of finding anomalous
traffic situations.
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1.3.1 Long-term recurring traffic congestions

Amethod for finding the root cause of road traffic congestions using a two-step
mining and optimization algorithm is described in [8]. Principal component
analysis was used to find anomalous links connecting regions in the city. In
the second step, they model the flow of traffic by origin-destination to find the
origin of the anomaly.

In [19] long-term traffic anomaly detection, LoTAD, is proposed to explore
anomalous regions with long-term poor traffic conditions. Crowdsourced bus
trajectory data (similar to the data used in this report) is processed into road
segments divided both by regards of time and space. These segments contain
information about the bus’s average speed and stop time which together forms
anAI (Anomaly index) for a specific road segment. A novelmethod for solving
the anomaly detection by using each AI is presented by the authors, the method
is based on local outlier factor (LOF) but is modified to make it applicable to
their problem.

Inspiration and motivation to this thesis was taken from these references. Al-
though they both deliver successful algorithms and methods to distinguish
anomalous traffic condition they study recurring traffic congestions. Research
on long-term recurring traffic is related to the work of this thesis, however, we
will focus on non-recurring traffic congestions.

1.3.2 Non-recurring traffic congestions

Two novel methods for non-recurrent congestion (NRC) event detection based
on link-journey time (LJT) estimates are presented in [2]. The first method is
the ’percentile-based NRC detection’, it relies on the percentile value of the
estimated LJTs. The second is called ’space–time scan statistics (STSS) based
NRC detection’. STSS is originally used in epidemiology to detect disease
outbreak but Anbaroglu, Cheng, and Heydecker applied it for NRCs to detect
statistically significant clusters of high LJT.

One of the first methods utilizing deep learning techniques when modelling
traffic patterns and explaining NRCs is presented in [34]. Sun, Dubey, and
White transforms their data into traffic condition images and use the images
as training data for different models based on convolutional neural networks
(CNN). This method reduces their problem into an image recognition prob-
lem, CNNs have previously been proven to be especially suitable for image
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recognition tasks. Their model manages to reach an accuracy of 98.73 when
identifying traffic congestions caused by football games in the city.

In “Detecting Anomaly in Traffic Flow from Road Similarity Analysis”, Liu
et al. [22] propose a method for finding abnormal traffic patterns on a road by
comparing its current traffic flow with not only its historical data but also with
historical data of roads close in geo-distance and in terms of traffic patterns.
Neighbors are extracted by matrix factorization. This reduces the amount of
number alarms caused by deviations that otherwise frequently occurs when
only looking at historical data. The authors evaluate their method by compar-
ing it to other baseline methods and the results show that their method has a
higher accuracy.

In this section, we present references researching non-recurring traffic con-
gestions, in contrast to recurring congestions, focus on congestions that do not
emerge daily or weekly from peak hours or bottlenecks in the road network.
Non-recurring traffic congestions are often due to a specific event and not de-
pendent on the daily traffic flows e.g. roadworks, sports events or concerts.
These references contributed with inspirations and ideas of how to identify and
solve specific problems when simulating non-recurring traffic congestions.

1.3.3 Anomaly detection using neural networks

In [4], Bontemps et al. use long short-term memory networks (LSTMs) for
detecting collective anomalies in real-time network traffic. The authors train
their model only with normal time series data without anomalies and use the
prediction errors in combination with detection rules to signal for anomalies.
Bontemps et al. introduces the concepts of a circular array containing the n

2

most recent and the n
2
future prediction errors, to make the algorithm capable

of finding collective anomalies. Their experiments demonstrate reliable and
efficient collective anomaly detection.

This research paper has contributed to our work with both theory and ideas.
Both the LSTMmodeling and the collective anomaly detection using a circular
array with prediction errors were adapted to our research.

In [31] neural networks are also used to predict time series data. Deep neural
networks, Recurrent neural networks, and LSTMs were trained and used to
predict future data points. Their anomaly detection rules are designed for sus-
tained anomalies rather than just short delays or momentary inactivity in the
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data. The authors conclude that the actual detection rule affected the results
more than the choice of prediction model used. The rule that was the most
effective and robust to anomalies was the intersection of two other rules.

Even though the authors of this paper apply their anomaly detection algorithms
on real-time network traffic, we have been influenced and encouraged by their
work. Implementation choices during our work were partially made based on
findings in the research made by Shipmon et al.



Chapter 2

Relevant theory

This chapter provides with theoretical knowledge essential for understanding
the problem and techniques that this thesis is built upon. First, we present and
define what characterizes anomalous data. Secondly, we briefly explain neural
networks, RNNs, LSTMs and their related concepts.

2.1 Anomaly detection

In the field of datamining, anomaly detection, or outlier detection is themethod
of identifying data points that do not conform to other data points or patterns
found in the same dataset. Anomaly detection can be used in a wide vari-
ety of applications, such as credit card fraud detection, intrusions detection,
tumor detection and military surveillance. Detection of anomalies are often
giving crucial information that otherwise would have resulted in a monetary
loss, worsened health or other risks [7].

As of today, two important characteristics of anomalies have been identified.
These two characteristics also form the established definition of an anomaly
in the context of data analysis [11]. They are:

1. Anomalies are different from the norm with respect to their features.

2. Anomalies are rare in a dataset compared to normal instances.

In this thesis we also define a point anomaly x as: an observation which value
deviates more than y standard deviations from the expected value E(x), were
E(x) is a prediction of x.

8
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We assume that point anomalies in the dataset are rare enough for the predic-
tion model to give higher prediction error for anomalies than on normal data.

Anomaly detection comes with several factors that make this rather straight-
forward problem hard to solve. As described in section 2.1, there are many dif-
ferent applications where anomaly detection is needed and a general method
for detecting anomalies in any data has yet not been discovered.

Furthermore, defining a normal boundary that includes all normal data is dif-
ficult, especially since the distance between normal and anomalous data might
be small and not precise. Because of this, an anomaly detection algorithm can
suffer from high rates of both false positives (indicating data as anomalous
when it is not) and false negatives (not indicating data as anomalous when it
actually is).

The analyzed data could potentially change over time, pushing the boundaries
of what is considered as a normal and an anomalous value. This is a factor
that complicates future detection of anomalies. Almost all data also contains
noise that tends to be similar to the anomalies in the data, making the anomaly
detection even harder [7].

Figure 2.1: Example of anomalies in time series data. Anomalous values marked
by red circles.

2.1.1 Types of anomalies

Before choosing what anomaly detection technique to employ one must con-
sider the nature of the anomaly to be found. Anomalies have been classified
into three types of categories [7][32].
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Point anomalies

Point anomalies are the simplest types of anomalies. If a data point is anoma-
lous with respect to the other data points in the dataset it is considered to be
a point anomaly. Point anomalies do not take contextualization in the dataset
in consideration, only individual data points are compared to the rest of the
dataset. On the other hand, point anomalies do not require any relationship
between different data points in the dataset and are thereby useful in datasets
of such nature.

In figure 2.1 examples of labeled point anomalies have been marked, the data
is an excerpt from the dataset used in this project.

Contextual anomalies

Contextual anomalies are occurrences of individual data points that, per se,
are not anomalous, rather their context in the dataset makes them anomalous.
Contextual anomalies are determined by their contextual and their behavioral
attributes. The contextual attribute of a data point takes the context and the
neighborhood of the data point into account. In time-series data time is the
contextual attribute positioning the point on the entire sequence of data points.
Behavioral attributes define the non-contextual characteristics of data points,
i.e. the actual measurement and features of the data point excluding its context.

Contextual anomalies will be important in this project when studying the aver-
age speed of buses. Patterns in the traffic have been seen to depend on the days
of the week and the hours of the day. This results in occurrences of data points
that are anomalous when comparing to the entire dataset but not anomalous
when considering data points from neighboring departures. Employing con-
textual anomaly detection could aid in reducing the number of false positives
by considering temporally local data points when performing the anomaly de-
tection [21].

A contextual anomaly x can be defined as an observation which value deviates
more than y standard deviations from the expected value E(x) = f(t) at time
t.
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Collective anomalies

An even more complex set of anomalies are the collective anomalies, repre-
senting a collection of related data points that are anomalous with respect to
the rest of the dataset. A collective anomaly x belongs to a set R, where all
pairs of elements fulfills y, z ∈ R and yRz, meaning that y is related to z and
that both are in R. Individual data points in a collective anomaly might not be
anomalous, but when occurring together as a collection, they form an anomaly.
In contrast to point anomalies, contextual anomalies can only occur in datasets
with data points that have some kind of relation among each other [1][7]. This
type of anomaly is relevant in this study because delays of individual buses
are accepted, but several buses being delayed after each other may represent a
bigger delay caused by the same factors and thus sharing a common relation.

2.2 Neural networks

An artificial neural network (ANN) is a machine learning method originally
inspired by mathematical representations of information processing in biolog-
ical systems. Like a brain, ANNs consists of neurons that when put together,
are able to learn to solve a problem by considering examples. A neuron, as
illustrated in figure 2.2, typically have several inputs that all are individually
weighted. The weights are either amplifying or decreasing the original input
before it is received by the neuron. A weighted sum is calculated by summing
up all inputs before sending it into the activation function. Activation func-
tions are used to convert the inputs into a more practical value, constituting
the output of the neuron [3][24].

An ANN is built up of layers of neurons connected to the layers before and
after its own layer. ANNs typically have one input layer, one or more hidden
layer, and one output layer, as can be seen in figure 2.3. The ANN can be of
an arbitrary size with numerous hidden layers each with various amounts of
neurons. The ANN illustrated in figure 2.3 have an input layer of size four,
meaning it takes four variables as input. The inputs are processed by the four
neurons in the one and only hidden layer before sent to the output layer of
size two. A network with all signals passing through the network in a single
direction is termed a feedforward network. A network with signals allowed to
be passed back into previous layers of the network is called a recurrent neural
network (RNN).
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Figure 2.2: Illustration of an artificial neuron. χ1, χ2,..., χn are the neuron’s inputs
and w1, w2,..., wn are the weights of the inputs.

Figure 2.3: Illustration of an artificial neural network. Feedforward network with
four inputs, one hidden layer and two outputs.

2.2.1 How neural networks learn

As of today, there are three principal paradigms for how neural network can
be trained to solve a specific problem. All methods rely on feeding the neural
network with examples of the problem and by adapting its weights the neural
network can be fitted to match the input data [14][15].

• Supervised learning

The ANN is fed with a set of labeled input data, i.e. input/output pairs,
and an error is calculated based on the predictions produced from the
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input compared with the supplied output. The error is backpropagated
through the network by taking proportions of the error relative to the
weights of the neurons and adjusting the corresponding weight with re-
gards to the error. A coefficient, called learning rate, is used to determine
how fast the weights of the neural network should adapt to new examples
when being trained [3].

• Unsupervised learning

Unsupervised learning is particularly useful when no labeled training
data is available, as often is the case when doing anomaly detection. In
unsupervised learning, it is solely the inborn properties of the dataset
that are informative for training the neural network, e.g. no explicit
examples of anomalous data points are given during training. When
anomaly detection is performed with neural networks trained using un-
supervised learning the two listed characteristics in section 2.1 are as-
sumed to hold in the dataset. A too high rate of anomalous data points
in a dataset could result in an unsupervised algorithm to also learn the
anomalies and thus fail to distinguish them from the rest of the dataset
[11].

• Reinforcement learning

This paradigm is similar to supervised learning in that some feedback is
given to the neural network during training. Instead of providingwith in-
put/output pairs as in supervised learning, reinforcement learning works
by rewarding the neural network based on how well it does. E.g. an au-
tonomous moving robot could be rewarded when standing up or while
walking and punished if falling over. As in both previously described
learning methods it is the weights of the neurons in the ANN that are
adapted when receiving the reward or punishment [15].

2.2.2 Recurrent neural networks

A recurrent neural network is a neural network that attempts to model time or
sequence-dependent behavior. A typical neural network consists of layers of
neurons feeding information through the network in one direction. This archi-
tecture is suitable for datasets with individually independent data points. The
shortcoming of such networks is the lack of memory, making the ANN inca-
pable of deriving information from sequential data points. Recurrent neural
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networks, on the other hand, are neural networks that are capable of modeling
time or sequence-dependent behavior. RNNs have neurons that are feeding
information back to itself or other neurons in previous layers. Signals that are
passed back into the network acts as feedback loops, creating a memory for the
network. Figure 2.4 depicts a simple RNN with inputs from other neurons at
previous time steps. This allows for the RNN to map an input sequence into an
output sequence depending on all previous input elements [20]. In figure 2.4
the RNN receives the current input element xt and the hidden state from time
step st-1 as input. The next hidden state is updated to st and the final output ot
of the network is calculated. This structure makes the output ot depend on all
previous inputs xt’ (t’≤ t). U, W, and V are the weight matrices between input
and hidden layers, between hidden state and the next and between hidden and
output layers respectively.

Figure 2.4: Illustration of a recurrent neural network. Left part of the figure shows
a standard RNN with the black square representing a delay of input by one time step.
The right side of the figure illustrates the network as unfolded to depict how the state
vector is built up over time. Image adapted from [20]

The architecture of an RNN makes it remarkably sophisticated for solving
certain problems, like reading connected handwriting or speech recognition,
where memory of what was just observed is valuable in predicting the next ob-
servation [30]. This kind of neural network will also be useful when predicting
time series data, such as the one presented in this thesis.

Training recurrent neural networks

As other neural networks RNNs also learns by considering example data. RNNs,
however, are harder to train and may suffer from the exploding or vanishing
gradient problem. RNNs are trained using an algorithm called back-propagation
through time (BPTT) that works similarly to the backpropagation algorithm
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used when training conventional feedforward neural networks. The first step
of the BPTT algorithm is to unfold the RNN, as illustrated in 2.4. Unfolding
creates copies of the model for each time step, all sharing the same parame-
ters. Unfolding the RNN allows for the error gradients to be backpropagated
to previous time steps as in the backpropagation algorithm [36] [6].

Vanishing gradients occur when the RNN is unfolded in time and the back-
propagated values are decreased for each time step and eventually decay to
zero. The opposite phenomena can also occur, resulting in larger and larger
backpropagated errors for each time step. Exploding gradients can be tackled
by clipping them at a predefined threshold. The vanishing gradients are, how-
ever, not as obvious as the exploding gradients, making them harder to deal
with. Vanishing gradients are likely to occur with weights less than one and
using a sigmoid activation. The vanishing gradient problem hinders the learn-
ing algorithm, and in the worse case, it will prevent the learning to converge.
[6][26].

2.2.3 Long short-term memory network

A specific type of recurrent neural network particularly good for time series
data is the long short-term memory network, often called just LSTM. LSTMs
were proposed by Hochreiter and Schmidhuber in 1997 and have since then
been proven as a powerful technique when it comes to predicting time series
data [13]. Since 1997, much research and development of LSTMs have been
done. Todays refined and modernized LSTMs is a result of several research
contributions from independent researchers [25].

The core idea behind LSTMs is a recurrent neural network capable of learning
dependencies over arbitrarily long periods of time. Remembering information
over a long period of time is the default behavior of LSTMs, in contrast to other
typical NNs [4]. When LSTMs are trained, they will incorporate the behavior
of the data, and thus become representative of the variations in observed data.
Not only is it the values of the samples that are informative to the LSTM net-
work, but also the position of the samples among the others. This means that
when doing predictions of a time series, two input samples at different times
with the same values of its features likely results in two different prediction
outputs. This is possible because of the recurrent structure of the network and
the features of the LSTM units.

The difference of LSTMs and other recurrent neural networks lies in the nodes
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of the network, called LSTM units. Each node contains three gates, an input
gate, a forget gate and an output gate. The gates allow for the node tomaintain a
cell state, deciding on how the node will react to new input data. Gates controls
whether or not to let information through the node. Each node is composed
out of a sigmoid neural net layer that outputs values between zero and one,
where zero means that all information is blocked and one means that the sig-
nal will be passed through as it is. The combination of the three gates together
protects and controls the cell state, including adding new information and re-
moving old information from the cell state. As with other RNNs, LSTMs are
also trained with BPTT to consider the past observation of a sample, therefore
understanding its context better. LSTMs, however, were explicitly designed to
overcome the vanishing gradient problem and can thus efficiently learn long-
range dependencies in data [4][25][6].



Chapter 3

Methods

This chapter describes the methods used to model the data and what algo-
rithms and rules that were applied when detecting anomalies. The dataset is
presented as well as how the data was collected, preprocessed and structured
before being used. The preprocessing and data cleaning were implemented in
the Java programming language, version 8 [16]. The modeling and anomaly
detection algorithms were implemented with Python 3.6 [29]. Neural network
models were implemented with Keras, a deep learning library for Python [18].

3.1 The data

The dataset used in this thesis is collected from buses operated by Keolis.
All buses operated by Keolis are equipped with sensors that continuously are
logging data. In this project, the arrival and departure time from stops along
the bus line will be the most important variables. These time stamps can be
utilized to measure the actual time that the bus is traveling between stops,
excluding the time passengers are boarding the bus. The arrival and departure
time stamps are logged using GPS and brake pedal sensors sensing when the
brake pedal is released. An algorithm processing this sensor data finds out
when the bus arrives at the stop and when it is leaving from the stop. The
buses are also equipped with odometers, measuring the actual distance the bus
travels, which is necessary for calculating the velocity of the buses. All data
is coupled with a bus line id, direction, unique vehicle id, as well as the date
of the observation. Lots of more data is available from the different internal
systems at Keolis. Examples of such data are incidents, bus ticket usage, and
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even motor temperatures. For the scope of this project, the variables in table
3.1 were sufficient.

Examples of the time series data extracted from the raw data can be seen in
appendix A.

3.1.1 Data collection

SL [33] is the company responsible for the public transportation in Stockholm.
Therefore they also own the servers storing the data described above. The data
is accessible through a query-like graphical user interface and comes in CSV-
format. Limitations in the query tool forced the data to be extracted one bus
line, one day at a time. The generated CSV-file was ordered on vehicle id,
and then on time stamp of arrivals. This was done to get data points with
consecutive stops of a whole bus journey in order, from its start to end. Data
from the last 16 months is accessible from the SL servers by Keolis.

3.1.2 Data preparation

The original data was restructured and converted into JSON-format. Doing
this allows for grouping data points together and to represent data in higher di-
mensionality. JSON was also used since it is robust, expressive, lightweight,
and can be used in different environments and programming languages [37].
The original CSV-file was split up into parts consisting of one bus journey
each, following the same order as the stops of the bus line. All journeys be-
longing to the same line and day was put together into a single file containing
the data in JSON-format. The variables in each entry belonging to a journey
are depicted in table 3.1.

3.1.3 Data exploration

RStudio [35] was used in exploring and investigating the data quality of the
extracted data. The R function plot was effectively used to plot and get an
overview of different parts of the data early in the project. The summary
function was used to get the min, max, and mean values of the variables in
the dataset. These values were analyzed to better understand the variability
in the data, regarding how min and max values differ from the mean and to
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Item Format Comment

Date dd-mm-yy Date of the observation

LineID Integer Unique id of a bus line

Direction Integer Each bus line have a direction, either 1 or 2

Arrival hh:mm:ss Arrival time to stop To

Departure hh:mm:ss Departure time from stop From

From Text string Name of the departing bus stop

To Text string Name of the arrival bus stop

VehicleID Integer Unique id of a bus

Time between stops Integer Time in seconds between From and To
excluding time standing still at the stop

Table 3.1: Bus traffic dataset

find erroneous outliers coming from faulty measurements in the dataset. This
kind of manual inspection of the data gave insights necessary before starting
the implementation of the different parts of this project.

This inspection of the data showed how the data significantly differs depend-
ing on which road segment it belongs to. Obviously, this has to do with the
characteristics of the traffic conditions of the road segment, where different
speed limits, number of vehicles, pedestrians, etc. affect the traffic flows of
the buses. The manual inspection did not reveal any apparent difference in the
data, when comparing different month of data with each other. However, we
could se that the data points on most road segments vary depending on the
time of the day.

3.1.4 Data cleaning

Since the data origins from real-world measurements from sensors, there are
erroneous and non-valid data points in the dataset. These data points were
cleaned or removed to ensure sufficient data quality. This makes the data more
uniform and therebymoremanageable to work with. Recurring erroneous data
has been identified to emerge when the bus is not logging any direction that it
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is heading in. this could be when a bus is on its way to a depot or when taken
out of service. These data points were removed from the dataset. Another type
of abnormality in the data is when a bus is not logging that it is arriving and
or departing to all stations belonging to its line. This type of occurrence has
several explanations, including the bus’s GPS location service not functioning,
the bus is taking a detour due to traffic rescheduling, or the bus might have
been taken out of service, among other reasons. When data points with this
deficiency were encountered the whole journey was deleted from the dataset.
Segments of journeys exceeding a time of 600s were also discarded, as such
observations are mostly due to errors in the logging of the data.

The measurements of the average velocity was standardized to have zero mean
and unit variance, helping the learning algorithm to fit the model to the data
[28].

Results from the data cleaning process are presented in 3.1. We attempted to
find patterns regarding the origin of the removed data, but no such relations
were found. The erroneous data came from all months and no particular road
segment were identified to be the cause of the errors. Because of this, we
assume that the data quality will not affect the results negatively, apart from
the removed entries resulting in less data to train and evaluate the anomaly
detection algorithm on.

3.1.5 Test/train split

Because of the nature of the data and the characteristics of the LSTM predic-
tion model, the test data was taken from one month and the training data from
all other months. This is how a realistic scenario would look like when the out-
come of this project was used on new data. Randomly selecting training data
would contradict how an LSTM is usually trained since it relies on a stream
of consecutive data points that are temporarily dependent. A similar approach
and motivation was made in [31]. Test data was selected from 6 months, one
road segment at a time. To fit the scope of this project, we focused on doing
the evaluation for different road segments and not different months. The rea-
son for this choice was because of the manual inspection described in 3.1.3,
where we identified that the variability of the data significantly depends on
which road segment it belongs to.
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3.2 Anomaly detection methods

The anomaly detectionmechanism introduced in this thesis includes a two-step
algorithm. The first step is the modeling phase where training data is used to
create a model capable of representing normal data and patterns. Next step
is the actual anomaly detection algorithm, where predicted future values are
compared to actual values. Two types of detection rules have been employed
in this project, both are described in more detail in section 3.4. A two-step
algorithm was chosen because it allows for a highly customizable algorithm
suitable for experimentation and evaluation. Doing it this way was also neces-
sary for representing the complexity of the problem into the algorithm, i.e. to
be able to comprise the contextual and collective part of the anomaly detection.

The anomaly detection mechanism was designed to have a resolution capable
of pointing out individual days with anomalous data. The reason for setting
this resolution was because of the needs of the host company Keolis. This does
not mean that most of the hours of the days have to be filled with anomalous
data in order for the anomaly detection algorithm to signal for anomalous data.
Rather, it was the request of the host company to present perspicuous data with
a not to high level of detail that made this choice. To further emphasize on this,
it can be seen in figure 4.3 how an example of a short spike of lower values are
enough to signal for an anomaly. This choice of time unit resolution of one
day may effect the results of this thesis. E.g. if one day has two different time
periods with anomalous data, the algorithm will no be able to point out both.
Such days will also be easier for the algorithm to find, because it will have two
chances to mark the day as anomalous. Still, because of the reasons described
above, we decided to design the algorithm with these characteristics since the
most important feature was to point out days with anomalous data.

In this project, a collective type of anomaly detection was developed. This
means that except for finding point anomalies, it was also necessary to group
these individual anomalies together such that they form a collection all hav-
ing the same common cause of being anomalous. Additionally, the temporal
context of each individual data point was also considered because of recur-
ring trends and patterns in the data. The collective detection rules are further
described in section 3.4, whereas how the contextual aspect was included is
addressed in section 3.3 and 2.2.3.

It is important to point out that the trained prediction model is assumed to gen-
erate higher prediction errors on parts of the data where anomalous data points
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are present. This also means that the prediction model is assumed to learn the
normal patterns of the time series data. The anomaly detection method de-
veloped in this project is based on unsupervised learning. An unsupervised
learning based algorithm for anomaly detection is a possible solution only if
the rate of non-anomalous data points is low enough in the dataset. Unsuper-
vised learning means that the prediction model never is fed with any labels
or information about which data points that are examples of anomalies. In-
stead, the data is assumed to be sufficient in creating a model that represent
the characteristics of normal patterns. A supervised learning algorithm is also
a potential setup of the anomaly detection mechanism, we briefly discuss this
in 5.2.

3.3 Prediction models

In this section, we present how the prediction models were used and imple-
mented. On top of the LSTM model we also implemented a baseline model,
the median low pass filter.

3.3.1 LSTM model

In this report, a model based on a recurrent neural network was chosen be-
cause of the data belonging to a time series. RNNs in contrast to feedforward
networks have the ability to remember characteristics of data from previous
time steps, as described in section 2.2.2, and thus makes them suitable when
it comes to time series data. The RNN constructed in this report was built
up from LSTM units that are especially intended for remembering long-term
dependencies among data points. RNNs composed of LSTM units are often
called just LSTM networks or LSTMs. Section 2.2.3 describes this kind of
neural network further. When doing a prediction for xt at time t, the model
will use xt−1, xt−2, ..., xt−n as input, where n is the lookback. The lookback
represents the number of time steps in the past that data is taken from to per-
form the prediction. This incorporates the temporality of the data points and
is an important factor for solving the contextual part of the anomaly detection.
The features of RNNs and LSTMs are related to the first hypothesis presented
in section 1.2 and LSTMs are assumed to help in proving this hypothesis.
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Training the LSTM model

The available data is split up in months, and for practical reasons anomaly
detection was carried out one month and one road segment at a time. This
means that the complete dataset is a collection M of data separated on road
segments and months. When training the LSTM model for anomaly detection
on month i and road segment r, allmr,j ∈M , where j 6= i, is used as training
data.

The LSTM network was trained using RMSprop optimzer with a learning rate
of 0.001, which was the default value. The batch size was set to 1024. We
used early stopping to prevent the network from overfitting. Results from ex-
periments with different networks sizes, architectures and lookback value are
presented in section 4.2.1.

Mean squared error (MSE)was used as the loss functionwhen training the neu-
ral network because the model is used for regression. MSE is calculated as the
average of the squared prediction errors as seen in equation 3.1. Squaring the
prediction errors ensures positive values and also has the effect of punishing
large errors harder [3].

MSE =
1

n

n∑
i=1

(Yi − Ŷi)2 (3.1)

where Ŷ is the list of predictions and Y is the list of observed values, i.e. the
velocities of the buses. N is the length of the time series.

3.3.2 Median low pass filter

A baseline model was also implemented in order to evaluate the performance
of the LSTM based prediction model. The baseline model depends on time se-
ries decomposition using a moving median filter. Moving median filters have
been suggested as a robust method for anomaly detection, especially consider-
ing its interpretability and easy implementation [23][10]. The algorithmworks
by traversing the time series and for each value replace it with the median of
its window. The window size can be set experimentally and suitable values
depend on the dataset in use. Median low pass filters are commonly used for
noise removal in digital images but have also been used to filter anomalies in
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time series data [38]. Moving average filters are also commonly used in sim-
ple anomaly detection methods. The drawback of this simple method is that it
never completely removes anomalies, just smooths them out with the average
of the window. A moving median filter as compared to a moving average filter
has the benefit of not necessarily changing the mean of the time series due
to anomalies. The moving median filter can also completely remove anoma-
lies, by replacing them with the non-anomalous median of its window [23].
This, however, depends on the dataset and is less likely to happen in sections
with collective anomalies as in this project, since large number of consecutive
anomalies may result in an individual anomaly among the collection becoming
the median.

A prediction with the moving median filter for xt at time t is calculated as in
3.2.

xt = median
{
Y
[
t−n

2
, tn

2

]}
(3.2)

where Y
[
t−n

2
, tn

2

]
is the list of observation, i.e. the velocities of the buses,

from time point t− n
2
to t+ n

2
.

3.4 Anomaly detection rules

The actual detection rules of the collective anomalies are presented in this sec-
tion. The detection rules are based on the prediction errors and are developed
to signal for consecutive or nearly consecutive anomalous data points.

3.4.1 Accumulator rule

The anomaly score is calculated based on an accumulator rule adapted from
[31], where occurrences of multiple consecutive point anomalies are required
before signaling a sustained anomaly. Individual anomalies are determined by
subtracting the expected value from the actual value, and in case the absolute
difference is greater than a threshold δ, a point anomaly will be signaled. An
accumulator variable grows by one each time a point anomaly is detected and
for every non-anomalous value, it shrinks by two. The goal of the accumula-
tor is to remove false positive anomalies occurring when individual buses are
delayed on a particular section of its journey. The detection of such delays are
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not required for in this project, rather the goal is to find anomalies caused by
a specific event affecting the traffic and thus involving multiple buses. δ was
first chosen based on the standard deviation of the data, making it dependent
on fluctuations of the data. This was made to ensure that the value of δ de-
pends on which road segment the data come from. Data from different road
segments have been seen to have standard deviations that are far away from
each other, this is because of the characteristic of the roads and traffic. δ was
then tuned experimentally to make it effective for the dataset in use.

A moving average filter was used to smooth out short-term fluctuations and
emphasize longer-term trends [27]. The simple moving average formula can
be seen in equation 3.3, where value y′

t is the averaged sum of the n previous
values in the time series. This formula can be adapted to a centered moving
average, seen in equation 3.4. The centered moving average filter calculates
the average based on an equal amount of values from both sides of value y′

t,
ensuring that variations in the mean are aligned with variations in the data, in-
stead of being shifted in time as with the simple moving average. The centered
moving average was used in all experiments using the accumulator rule.

y
′

t =
yt + yt−1 + ...+ yt−(n−1)

n
=

1

n

n−1∑
i=0

yt−i (3.3)

y
′

t =
1

n

n−1∑
i=0

yt−(n
2
+i) (3.4)

To signal for an anomaly using the accumulator we first do the following com-
putations for each time step.

DIFFt = y
′

t − ŷ
′

t (3.5)

whereDIFFt is the prediction error calculated from the centered moving av-
erage in 3.4. We then compute how to update the accumulator value,ACC, by
calling the ACCCONDITION function with DIFFt and save the results
for each time step in a vector ACCt. ACCmax is a value used for capping the
accumulator at a predefined value, so that it can be decreased below ACCδ
quickly enough when anomalous segments of data ends. δ is the threshold
described above, used for individual anomalies. ACCδ is the threshold decid-
ing how many consecutive point anomalies that are sufficient for signaling a
sustained collective anomaly.
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ACCCONDITION(x) =


ACC if ACC >= ACCmax

ACC + 1 else if x > δ

ACC − 2 else if ACC > 0

ACCt is used to get the final judgement whether there is an anomaly at time t
or not, by evaluating if ACCt is greater than ACCδ.

3.4.2 Circular array method

Point anomalies are determined using the same method as described in section
3.4.1. A circular array containing the n

2
most recent and the n

2
future prediction

errors from the currently studied value is used to determine collective anoma-
lies [4]. Two metrics are used to help in deciding to signal for a collective
anomaly: First, the ratio of point anomalies in the circular array to the total
number of values in the circular array is calculated, seen in equation 3.6. Sec-
ondly, the sum of the errors in the circular array is computed, this equation
can be seen in equation 3.7. If both metrics reach above specific thresholds,
the value at the current time is marked as an anomaly.As in the accumulator
method, the threshold for these two metrics was experimentally chosen and
adapted for the dataset regarding the problem in this project. Other parame-
ter values might be useful for different data. The nature of the circular array,
containing values from consecutive time points, is suitable when searching for
collective anomalies, since neighboring data points will help in either increas-
ing or decrease the total anomaly in the currently studied sequence of data
points.

AR =
#anomalies

n
(3.6)

where AR is the anomaly ratio and n is the size of the circular array.

ES =
n−1∑
i=0

Ei (3.7)

whereES is the error sum and E is the circular array containing the prediction
errors.
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time ... t−4 t−3 t−2 t−1 t t1 t2 t3 t4 ...
error ... 2.2 2.3 3.1 4.2 4.7 3.8 2.2 0.2 0.3 ...

Table 3.2: Illustration of a circular array. Showing data points for time ti (−n
2 ≤

i ≤ n
2 ) that are used when examining data point t and n = 4. In next step, when data

point t1 is examined t5 is pushed in and t−4 is pushed out of the circular array.

3.4.3 Intersection rule

A third detection rule was implemented based on the intersection of the two
above detection rules, presented in section 3.4.1 and 3.4.2. The intersection
rule will wait for both the accumulator rule and the circular array method to
signal for an anomaly, before reporting an anomaly. Inspired by [31], this in-
tersection rule was implemented with the hope of reducing the number of false
positives. An intersection of the two rules will, however, define a tighter bound
around anomalous regions, thus also affecting the true positive rate. Results
from [31] does suggest a combination of two rules as an overall improvement,
although this depends on the data.

3.5 Evaluation

The first step in the evaluation will study the prediction errors of the model.
The prediction error of the LSTM model will be evaluated against the predic-
tion error of the baseline model. The quality measurements of the prediction
are produced from the mean squared error metric (MSE). However, in this
project, when performing anomaly detection, it is not necessarily the model
with the lowest prediction error that will induce the best anomaly detection
method. A model that generalizes well and that is robust to expressing normal
behavior could potentially perform better than a model trained to have the low-
est possible prediction error, when it comes to finding anomalies in new data.
In [31], Shipmon et al. suggested that several types of prediction models with
varying prediction accuracy sufficiently worked as the underlying model for
expressing normal data. The biggest performance difference of the anomaly
detection mechanism came from the actual detection rules that were used.

Traffic reports, in combination with manual inspection of the data by analysts
at Keolis, have been used to identify and label the data based on if it con-
tains normal or abnormal data. This means that not only abnormal data was
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labeled, also normal data has been labeled as normal. This is important to
be able to also calculate a true and false negative count. The labeled anoma-
lous data, on the other hand, will be used to calculate a true and false positive
count. These metrics were chosen because they are all easily understandable
and interpretable. All reports of labeled data are specific for individual road
segments and temporarily they are specific for individual days.
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Results

In this chapter, the results of the implementation and experiments are intro-
duced. First, the results from the data extraction are demonstrated, secondly,
the results from the two-step anomaly detection methods are presented.

4.1 Data extraction

Bus traffic data was collected, cleaned and reformatted as described in sec-
tion 3.1. Data points from may 2017 to March 2018 for bus line 4 in Stock-
holm resulted in about 1.22 GB of comma separated values. The raw data was
cleaned and reformatted into JSON format and for each day and bus line di-
rection, about 100-200 individual valid bus journeys were extracted. The raw
data from this time period consisted of 135281 logged bus journeys, count-
ing both directions. Out of these journeys, 98439 were considered valid and
complete, evaluated with criteria described in section 3.1. Most invalid jour-
neys are those that are logged to have stopped at zero stops. The second most
invalid journeys came from journeys missing one or two stops. These data
points were cleaned out of the data.

4.2 Anomaly detection results

In this section, the results of the anomaly detection mechanism are presented.
The accuracy of the prediction models is presented as well as the rates of
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true/false positives and negatives. Characteristics and variations of the data
have been seen to depend on which road segment the data origins from, and
therefore the results are first presented per road segment. Averaged results for
all evaluation data are presented afterward. To make it easier for the reader
to understand and interpret the results some general findings and clarifications
will first be demonstrated before presenting the actual results from the anomaly
detection algorithm.

General findings and clarifications

As described earlier, data coming from different road segment have different
mean, min, and max values. The standard deviation has also been seen to vary,
depending on traffic and road conditions. In total 30 different road segments
along bus line 4 in Stockholm have been studied. The averaged weekly ve-
locity for a particular road segment is an important measurement for Keolis
and for understanding the above-mentioned variability. The weekly averaged
velocities were plotted over the different road segments in figure 4.1, illustrat-
ing an example of the variability among the data. This variability turned out
to have an impact on the performance of the anomaly detection algorithm, re-
sulting in some segments being harder than others when it came to detecting
normal and abnormal data. Why this was the case has been illustrated in fig-
ure 4.2, where the velocities of individual buses have been plotted for two road
segments over a week. The second plot clearly shows days with segments of
data where the speed drops significantly. Comparing the second plot with the
first plot shows how the difference between anomalous days and normal days
is not as apparent in the first plot, containing data from another road segment.

The anomaly detection mechanism implemented in this project was designed
to be able to point out anomalous data for a specific road segment and a day.
Motivations and decisions regarding this were explained in section 3.2. This
does not mean that all data coming from one day needs to be abnormal in order
to signal for an anomaly that day. Figure 4.3 shows how shorter spikes during
a day were enough for the anomaly detection algorithm to detect a day with
anomalous data.
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Figure 4.1: Weekly average velocities plotted for week 38 of 2017. This excerpt
of data showcases the variability among different road segments when it comes to the
average velocity.

4.2.1 Prediction model accuracy

The LSTM prediction model was trained as described in section 3.3.1. The
baseline prediction model performs worse than the LSTM based prediction
model for all evaluation data. A window size of 50 time steps was chosen
for the baseline predictor, as this value was seen to generalize well and re-
moved most anomalies while also keeping the variability of the data. A large
window size is more likely to remove anomalies but on the other hand it will
lose the capability of expressing the context of the time series. Using a too
small windows size will increase the risk of the median being an anomalous
value. Smaller window sizes will, however, express the variability of the data
better. Experiments with different network sizes, architectures, and lookback
values were carried out. Both larger lookback values and larger sizes of the
network increases the training time. The accuracy of the LSTM based predic-
tion model, however, depends on both the lookback and the size and structure
of the LSTM network.

Results from experiments using different network architectures are presented
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Figure 4.2: Velocities of individual buses for two different road segments. The
data in the first plot has less variability in the data as compared to the second plot,
making it harder for the anomaly detection methods to distinguish normal days from
abnormal. Anomalous regions are marked by red rectangles.

Figure 4.3: Short spikes of anomalous data points are enough to signal for
anomalies. Short drops in velocity as seen in the right part of the figure have suc-
cessfully been detected by the anomaly detection algorithms.

in table 4.1. As seen in the results from this table a relatively small network
size was sufficient, larger and more complex architectures did not do much to
either the training or the validation error.
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LSTM prediction error (MSE)
Network architecture 5 10 30 60:30 120:30 60:30:30
Training 0.9359 0.8715 0.8202 0.8197 0.8197 0.8196
Validation 0.9725 0.9231 0.9025 0.9030 0.9051 0.9023

Table 4.1: Training and validation MSEs for different sizes of the LSTM net-
work. Network architecture is the number of LSTM units in each layer. For all net-
work architectures a lookback of 10 was used.

Experiments with different lookback values are presented in figure 4.4. The
model with the lowest training and validation MSE had a lookback of 10. In-
creasing the lookback value makes the LSTM considering values further back
in the time during training.

Figure 4.4: Training and validation MSEs for different lookback values. For all
experiments on the lookback value, a network with two hidden LSTM layers with 60
and 30 LSTM units respectively were used.

4.2.2 Anomaly detection performance

The two-step algorithm implemented in this project is highly customizable.
Two different prediction models have been implemented, which both can use
three different anomaly detection rules. All these combinations of implemen-
tations can also be tweaked and adjusted with parameters for the structure and
settings for the prediction models and the anomaly detection rules. To fit the
scope of this project just a subset of all results will be demonstrated in this
section. To make a fair assessment of the different implementations they have
been evaluated on the same data with the evaluation data selected monthly and
for one road segment at a time.

True negative, false negative, true positive and false positive classifications
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have been studied in order to evaluated and compare the results found in this
project. These metrics describe how well the anomaly detection mechanism
distinguish between anomalous and non-anomalous data. The following re-
sults in this section are split up in four parts, first are results from road segment
17, road segment 26, and road segment 27 followed by results from all eval-
uation data coming from the road segments of bus line 4 in Stockholm. This
separation was done to point out the difference in performance among the dif-
ferent road segments, where some segments have been proven to be easier to
find anomalies in due to the characteristics of the raw data of particular road
segments. Segment 17, 26, 27 all have interesting results separating them from
each other and were thus chosen to be analyzed individually.

For all experiments in this section, the LSTM-based predictionmodel was built
up of two hidden layers with 60 and 30 LSTM units respectively in combina-
tion with a dense output layer with one neuron and linear activation function.
The network was trained with early stopping to prevent over-fitting. RMSprop
was selected as the optimizer during the training justified by several other re-
searchers, including Hinton in his neural networks courses [12], using this
optimizer for sequences and time series. The LSTM network was trained with
a lookback of 10. The baseline prediction model had a window that was 50
time steps wide for all experiments.

Road segment 17

The anomaly detection mechanism produced promising results when fed with
data from road segment 17. The results are presented in table 4.2 and table
4.3 for the LSTM and baseline prediction model respectively. Comparing to
the other results tables in this section shows that the results from road segment
17 have higher rates of true positives and lower rates of false positives. The
intersected anomaly detection rule, described in section 3.4.3, outperforms
the other when it comes to false positive count, where a lower count is better.
This, however, comes with the price of not finding as many true positives as
the other detection rules, due to having a tighter bound of what is considered
as anomalies.

The baseline prediction model performs worse than the prediction model us-
ing LSTM. When using the intersection rule the baseline version found 41
true positives whereas the LSTM based version found 47. The most apparent
performance difference is however in the number of generated false positives
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where the baseline version reported 22 days as anomalous when they actu-
ally were not, this in contrast to the LSTM based version which had 2 false
positives for this road segment.

Confusion Matrix for Anomaly Rules using LSTM prediction model
Anomaly rule Accumulator Circular array Intersection
True Negatives 94 91 100
False Negatives 2 3 5
True Positives 50 49 47
False Positives 8 11 2

Table 4.2: Confusion matrix for road segment 17 using LSTM as predictor.

Confusion Matrix for Anomaly Rules using baseline prediction model
Anomaly rule Accumulator Circular array Intersection
True Negatives 73 74 80
False Negatives 6 4 11
True Positives 47 45 41
False Positives 28 29 21

Table 4.3: Confusion matrix for road segment 17 using the baseline prediction
model.

The baseline prediction model evaluated with MSE had a prediction error of
1.235 and the MSE of the LSTM based version are shown in table 4.4.

LSTM training and validation loss Training Validation
MSE loss 0.6452 0.9264

Table 4.4: LSTM mean squared prediction error for segment 17.

Road segment 26

Road segment 26 have low prediction error for the LSTM based model as
compared to other segments. The mean squared errors are presented in table
4.7. As discussed in 4.2 and shown in figure 4.2, this road segment has low
variability in its data and anomalous values are not as distinguishable as in
other road segment. This comes from traffic being quite slow also on normal
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days through this road segment. For the same reason, prediction errors are
lower on this segment.

As seen in the results tables table 4.5 and table 4.6, a low prediction error does
not imply a performance gain in the anomaly detection scores. Even the LSTM
based version with the intersected detection rule generates 11 false negatives
and thus misses to find these anomalies.

Confusion Matrix for Anomaly Rules using LSTM prediction model
Anomaly rule Accumulator Circular array Intersection
True Negatives 93 96 105
False Negatives 5 1 11
True Positives 42 46 36
False Positives 12 9 4

Table 4.5: Confusion matrix for road segment 26 using LSTM as predictor.

Confusion Matrix for Anomaly Rules using baseline prediction model
Anomaly rule Accumulator Circular array Intersection
True Negatives 82 80 92
False Negatives 25 28 20
True Positives 32 35 27
False Positives 25 27 15

Table 4.6: Confusion matrix for road segment 26 using baseline prediction
model.

The baseline prediction model had an MSE of 1.1482 for segment 26 which
also is slightly lower than the overall prediction error for the baseline model.

LSTM training and validation loss Training Validation
MSE loss 0.7213 0.63507519

Table 4.7: LSTM mean squared prediction error for segment 26.

Road segment 27

This segment had few anomalies in the same amount of days compared to other
road segments, only 16 days were labeled contain any anomalous data for this
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road segment during the examined time period. In practice, this is positive
and means that the traffic suffers from few congestions and problems through
this road segment. Also in this segment, the LSTM based prediction model
with the intersected rule performs best. Using this combination the anomaly
detection mechanism detects 14 anomalies and misses 2. 8 days are marked
as anomalous when they, in fact, are not. The intersected rule is reducing
the number of false positives, seeing the accumulator and circular array rules
having more than twice as many false positives.

Confusion Matrix for Anomaly Rules using LSTM prediction model
Anomaly rule Accumulator Circular array Intersection
True Negatives 115 120 129
False Negatives 0 0 2
True Positives 16 16 14
False Positives 22 17 8

Table 4.8: Confusion matrix for road segment 27 using LSTM as predictor.

Confusion Matrix for Anomaly Rules using baseline prediction model
Anomaly rule Accumulator Circular array Intersection
True Negatives 103 113 122
False Negatives 8 7 9
True Positives 8 9 7
False Positives 34 24 15

Table 4.9: Confusion matrix for road segment 27 using baseline prediction
model.

The MSE of the baseline model was 1.1608. The prediction errors for the
LSTM based version are presented in table 4.10

LSTM training and validation loss Training Validation
MSE loss 0.8645 0.8826

Table 4.10: LSTM mean squared prediction error for segment 27.

Overall results

The following results are gathered from all labeled evaluation data available,
this includes the results from segment 17, 26, 27 and three additional seg-
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ments. Results from the anomaly detection method using LSTM as predictor
are presented in table 4.11 and results acquired with the baseline predictor are
shown in table 4.12.

The LSTM based prediction model continues to produce results with a higher
degree of true positives and less false positives, in line with the results pre-
sented in the previous sections. Also, the results produced by the intersection
rule shows how the intersection of the accumulator rule and the circular array
method decreases the number of false positives. Results of the intersection
rules also show how the tighter bound makes it harder to detect anomalies
resulting in a decreased number of true positives.

Confusion Matrix for Anomaly Rules using LSTM prediction model
Anomaly rule Accumulator Circular array Intersection
True Negatives 628 623 668
False Negatives 8 16 36
True Positives 222 214 194
False Positives 68 73 28

Table 4.11: Confusion matrix for all evaluation data using LSTM as predictor.

Confusion Matrix for Anomaly Rules using baseline prediction model
Anomaly rule Accumulator Circular array Intersection
True Negatives 439 456 591
False Negatives 57 63 80
True Positives 173 167 150
False Positives 257 240 105

Table 4.12: Confusion matrix for all evaluation data using baseline prediction
model.

The prediction error of the LSTM predictor when evaluated on all evaluation
data, are in agreement with the results acquired for segment 17, 26 and 27.
The validation error is just slightly higher than the training error indicating on
the model not being over-fitted. The effect that the prediction error has on the
final anomaly detection performance will be further discussed in section 5.1.

The baseline prediction model achieved an MSE of 1.2136 and the prediction
error of the LSTM model are presented in table 4.13
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LSTM training and validation loss Training Validation
MSE loss 0.7998 0.8381

Table 4.13: LSTM mean squared prediction error for all evaluation data.
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Discussion

This chapter will discuss and summarize the most important findings from the
experiments and results that were acquired during this project. A recommen-
dation of future related work will also be discussed.

5.1 Summary of findings

The objective of this thesis was to investigate suitable state-of-the-art machine
learning techniques to model traffic situation patterns. Through a literature
study, we chose LSTMs to do this. The aim of this thesis was also to imple-
ment an anomaly detection algorithm capable of pointing out non-recurrent
traffic congestions on particular road segments. Two research questions were
formulated and the work throughout this project revolved around those and the
hypotheses formulated in section 1.2.

The anomaly detection mechanism developed in this thesis works in two steps.
The first step is the predictor and the second step is the actual anomaly detector
that utilizes the results of the predictor. An LSTM based predictor has been
seen to generate lower prediction errors than the baseline model. The LSTM
predictor in combination with the intersection anomaly detection rule was the
best performing when it came to distinguishing between normal and abnormal
data.

Some road segments have been identified to be particularly tough for the anomaly
detectionmechanism, evenwith the best performing setup. This is due to small
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variations in the data regarding what is anomalous data and not. These seg-
ments suffer from higher rates of false positives, due to the thresholds for point
anomalies being tuned based on the standard deviation of the data, making the
threshold small and thus reporting anomalies easier. This was necessary in
order to maintain a high enough true positive rate. Results in table 4.5 and
table 4.6 shows the results from a road segment with such characteristics. It
can also be seen that the rate of found anomalies also is negatively affected.

In contrast to the characteristics of the data described above, we have also
found data from specific road segments that are easier for the anomaly detec-
tion mechanism than other. Examples of results from a road segment with
this nature is presented in table 4.2 and table 4.3. The results from this road
segment have lower rates of false positives and higher rates of true positives
when compared to the total averaged results from all evaluation data. The
higher variability in the data among normal and abnormal data is the reason
that makes it easier to detect anomalies in data from this segment. An illus-
tration of how the variability of the data looks like is presented in figure 4.2.

More generally table 4.11 and table 4.12 presents results from all evaluation
data. In the table with results attained with the LSTM predictor, we see that the
number of false positives is reduced substantially by the intersection rule that
creates a tighter bound for what is deemed as anomalous data. The intersection
rule efficiently increased the performance of the anomaly detection. With the
intersection rule, the reported false positives were 58.8 percent fewer than with
the accumulator rule and 61.6 percent fewer false positives were reported when
comparing to the circular array rule. The true positives were not affected by the
intersection rule as much as the false positives. The accumulator rule reported
14.4 percent more anomalies and the circular array rule reported 10.3 percent
more anomalies than the intersection rule. From this, we can conclude that
the decrease in found anomalies is much smaller than the decrease in false
positives introduced by the intersection rule compared to the other two rules.

The first question presented in section 1.2 investigates the possible utilization
of neural network in anomaly detection for non-recurring traffic congestions,
such events have been identified and consists of the data used to evaluate the
implemented anomaly detection algorithm. From the results, it is apparent
that such anomalies are successfully identified by the algorithm up to a certain
degree of accuracy. This also supports the first hypothesis listed in 1.2. We
have not been able to conclude if the anomaly detection mechanism benefits
from training data close in temporality. The LSTM based prediction model
gave lower prediction errors when trained with more data, however, no com-
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prehensive and systematic experiments studying this have been made. As dis-
cussed above, the performance of the anomaly detector depends on the data
it is presented with. Overall results with the LSTM based model using the
intersection rule has a true positive rate of 84.3 % and a true negative rate of
96.0 %. Detecting point anomalies in data is considered a hard problem, as
described in section 2.1. Contextual and collective anomaly detection adds ad-
ditional complexity to the problem. The nature of the anomalies in this project
encompasses both the contextual and the collective features thus making it an
even harder problem to solve.

The second question formulated in section 1.2 examines the necessity of both
the contextual and the collective parts of the detection of anomalies in the form
of non-recurring traffic congestions. Comparing the results acquired with the
LSTM prediction and the baseline predictor shows that a lower prediction er-
ror is helpful in improving the performance of the anomaly detection algo-
rithm. The lower prediction errors of the LSTM model is due to the ability of
modeling time series that LSTMs have. This means that a feature that takes
the context into consideration is valuable in increasing the performance of the
anomaly detector. This helps in backing the seconds hypothesis listed in 1.2,
stating that performance of the anomaly detection algorithm depends on the
temporality of the data. The aim of this thesis was to find collections of de-
layed buses, therefore only detection rules for several consecutive anomalous
data points were developed. The idea of an anomaly detection algorithm that
explicitly only consider the context of data points cannot be rejected based on
the results of this thesis. A solution having both time and its position among
other data points as its contextual attributes might be sufficient to also capture
the collective aspect of the data point.

A recurring problem when doing research on anomaly detection is the lack of
datasets with labeled anomalies. Also in this project, the labeling of normal
and abnormal data is a potential source of error that is hard to control. Even for
a trained eye, it is not always easy to determine what is normal and abnormal
since there is no simple definition of it and because data looks so different
from one dataset to another.

5.2 Future work

We have not been able to fully understand the effect that the prediction error
has on the final anomaly detection performance. In [31] the authors conclude
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that the final performance of the anomaly detection mechanism depends more
on the detection rule itself than on the predictionmodel. It would be interesting
to further research the correlation of the prediction error with the final perfor-
mance of the anomaly detection performance. In this thesis, we have shown
that the LSTM based predictor with a lower prediction error outperforms the
baseline predictor when it comes to detecting anomalies. The baseline predic-
tor implemented in this project simply was not good enough to represent the
patterns of the data.

In this thesis we implemented an algorithm based on unsupervised learning.
However, because labeled evaluation data is available it would be interesting
to also implemented a supervised learning algorithm and compare the perfor-
mance of the two setups. Aside from the performance, one could also study
the amount of training data needed for both algorithms, since the amount of
training data affects the time it takes to train the model.

LSTM networks are a complex recurrent neural network with limited trans-
parency and interpretability regarding how the network transforms input val-
ues to predictions. Another type of RNN sharing many of the properties of
LSTMs are Gated recurrent units (GRUs). GRUs are a simpler variant of
LSTMs and were also developed to combat the vanishing gradient problem
often occurring in RNNs [5]. According to empirical evaluations in [9] and
[17], LSTMs and GRUs were seen to perform comparably. Since GRUs are
more simple and have not been researched as much as LSTMs, it would be
interesting to include them as a predictor for the first step of the anomaly de-
tection mechanism implemented in this thesis.

5.3 Ethics and sustainability

This thesis investigates how the public transport bus service in Stockholm can
be streamlined by automatically finding anomalies, i.e. delayed buses. The
process of manually finding these kind of anomalies in the data is a tedious
process that requires lots of man hours. A streamlined public transport bus
service implies increased mobility for the passengers. In the long term this
could reduce the amount of cars on the streets which leads to a city with less
traffic, better air quality and faster transportation. Increased mobility caused
by the public transport bus service could also lead to increased equality as peo-
ple from different social group will have a higher availability to the mobility.
Increased equality is an ambition with high priority in today’s society.
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Conclusion

In this thesis, a two-step anomaly detection mechanism has been implemented
and evaluated. The algorithm was developed to point out non-recurrent traffic
congestions on particular road segments using data collected from the public
transport bus traffic. The first step of the algorithm is a model that predicts
the time series data and the second step uses the prediction errors and a set
of rules for detecting anomalous data. The model with the lowest prediction
error was implemented with LSTMs, this model also performed better than
the baseline model in combination with the detection rules to find anomalies.
Three detection rules for collective anomalies were implemented where the
third was based on the intersection of the other two rules. The intersection
rule was seen to significantly decrease the number of false positives while
maintaining the true positive rate at a sufficient level. The performance of the
anomaly detection algorithm has been found to depend on the road segment
it is applied to. Some segments have been identified to be particularly hard
whereas other road segments have been identified to be easier. The overall
best performing setup of the anomaly detection mechanism utilized an LSTM
neural network to predict the time series and an intersection rule to find the
collective anomalies.
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Figure A.1: Example of time series data. Data from road segment 17 in October
2017. The orange markers represent the daily mean.
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Figure A.2: Example of time series data. Data from road segment 12 in October
2017. The orange markers represent the daily mean.
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