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Abstract
Ca2+ and calmodulin play important roles in many physiologically crucial
pathways. The conformational landscape of calmodulin is intriguing. Conformational changes allow for binding target-proteins, while binding Ca2+
yields population shifts within the landscape. Thus, target-proteins become
Ca2+ -sensitive upon calmodulin binding. Calmodulin regulates more than
300 target-proteins, and mutations are linked to lethal disorders. The mechanisms underlying Ca2+ and target-protein binding are complex and pose
interesting questions. Such questions are typically addressed with experiments which fail to provide simultaneous molecular and dynamics insights.
In this thesis, questions on binding mechanisms are probed with molecular
dynamics simulations together with tailored unsupervised learning and data
analysis.
In Paper 1, a free energy landscape estimator based on Gaussian mixture
models with cross-validation was developed and used to evaluate the efficiency
of regular molecular dynamics compared to temperature-enhanced molecular
dynamics. This comparison revealed interesting properties of the free energy
landscapes, highlighting different behaviors of the Ca2+ -bound and unbound
calmodulin conformational ensembles.
In Paper 2, spectral clustering was used to shed light on Ca2+ and targetprotein binding. With these tools, it was possible to characterize differences
in target-protein binding depending on Ca2+ -state as well as N-terminal or
C-terminal lobe binding.
This work invites data-driven analysis into the field of biomolecule molecular dynamics, provides further insight into calmodulin’s Ca2+ and targetprotein binding, and serves as a stepping-stone towards a complete understanding of calmodulin’s Ca2+ -dependent conformational ensembles.

iv
Sammanfattning
Kalcium och kalmodulin är viktiga i många fysiologiskt avgörande reaktionsvägar. Kalmodulins konformationslandskap är spännande. Konformationsändringar möjliggör bindande av målproteiner, medan bindande av Ca2+
ger sannolikhetsskiftningar inom landskapet. När kalmodulin således binder
målproteiner, blir dessa känsliga för Ca2+ . Kalmodulin reglerar mer än 300
målproteiner, och mutationer är kopplade till dödliga sjukdomar. Mekanismerna bakom Ca2+ och målprotein-bindning är komplexa och utgör fascinerande frågor. Sådana frågor undersöks oftast med experiment, vilka misslyckas
med att ge simultana molekylära och dynamiska insikter. I denna avhandling
behandlas några av dessa frågor med hjälp av molekyldynamiksimuleringar
samt skräddarsydd dataanalys.
I Artikel 1 utvecklades och användes en fri energi-uppskattare baserad
på Gaussiska blandningsmodeller med korsvalidering för att utvärdera effektiviteten hos vanlig molekyldynamik jämfört med temperaturförstärkt molekyldynamik. Denna jämförelse visade intressanta egenskaper hos de två fria
energi-landskapen, och framhävde olika beteenden hos kalmodulins konformationella ensembler beroende på Ca2+ -tillstånd.
I Artikel 2, användes spektralklustring och dataanalys för att förstå
Ca2+ - och målproteinbinding. Dessa verktyg gjorde det möjligt att karaktärisera skillnader i målproteinbinding beroende på Ca2+ -tillstånd så väl som
binding via Kalmodulins N-terminal- eller C-terminaldomäner.
Dessa studier bjuder in data-driven analys till området inom biomolekylär
dynamik, ger ytterligare insikt i kalmodulins Ca2+ - och målproteinbindning
och är ett steg på vägen mot en fullständig förståelse av kalmodulins Ca2+ beroende konformationella ensembler.
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Chapter 1

Introduction
Cells are the smallest units of life. [1] Humans contain trillions of cells that operate in
parallel. Within each cell, there is a complex machinery of molecules and ions that
make up life. Each protein, water molecule and ion play their own part in this wellorchestrated system. A Ca2+ -ion, for example, produces parts of an action potential
across the cell membrane which gives rise to our heart beat, muscle contraction, and
neuronal transmission. It also works as a secondary messenger through ubiquitous
Ca2+ -binding proteins such as calmodulin (CaM). [48]
Calmodulin is present in all eukaryotic cells and regulates many physiologically important processes, including metabolism, proliferation and learning, Figure 1.1 (a). Regulation of these processes is a consequence of CaM’s role in the
Ca2+ -signaling pathway, where it directly regulates proteins, for example activating myosin light kinase IV (MLCK) and calcineurin (CaN). Another example of a
pathway where CaM is involved is the olfactory transduction, where it inhibits a
cyclic-nucleotide gated ion channel (CNG) and activates a kinase (CAMKII), which
in turn inhibits adenylate cyclase 3 (ADCY3), Figure 1.1 (b). These are only two
among several pathways where CaM is found. In fact, CaM regulates more than
300 proteins.
All the steps, from binding Ca2+ to regulating other proteins happen on very
long timescales (milliseconds) compared to atom fluctuations in molecules which
happen within femtoseconds. The larger-scale mechanisms are, however, dependent on these fluctuations. Experiments typically either capture the molecular
structure but fail to capture dynamics, or capture dynamics but fail to capture
the molecular structures. Using a computational approach, namely molecular dynamics simulations, we can capture the short timescale dynamics as well as the
molecular structures. These short timescale dynamics can, in theory, be extended
to long timescale dynamics with more sampling, provided a large amount of computational resources and numerical stability. Gathering meaningful data, however, is
computationally intensive and the amount of collected data can be huge. Visually
inspecting the raw data becomes insufficient. To extract useful information about
1
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a) CaM in Ca2+-signaling pathway
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Figure 1.1: Two pathways and CaM’s role in them are shown in (a) Ca2+ -signaling
pathway and (b) olfactory transduction. In the Ca2+ -signaling pathway, CaM activates a
series of proteins that end up affecting contraction, metabolism, proliferation, fertilization,
learning and memory etc. In the olfactory transduction, CaM instead works as an inhibitor
to the cyclic nucleotide ion channel and activates CaM-dependent kinase II which in turn
inhibits ADCY3. The figure is adapted from the KEGG database [23].

the system, one may resort to unsupervised learning and data analysis. These
are the tools used in this thesis to understand the dynamics and conformational
ensemble of calmodulin.
The background of this thesis will describe the necessary knowledge for reading
and understanding the papers. Since the work is interdisciplinary, the basics of
different fields will be covered. There will be an introductory chapter about proteins and biomolecules, how to study their structures experimentally and how this
serves as complement to molecular dynamics simulations. Then, we will dive into
molecular dynamics simulations and discuss how the algorithm can be modified to
enhance sampling. Finally, methods for analyzing the obtained molecular dynamics
data will be considered. Happy reading!

Chapter 2

Proteins and biomolecules
Biomolecule is an umbrella term that encompasses all organic molecules produced
in a living organism. A subset of these are large and complex molecular machines,
called proteins. Proteins are essentially folded chains of regular building blocks, or
residues, that carry out some biological function. The residues, called amino acids,
are linked together by covalent peptide bonds. Each residue consists of a backbone
and a side chain. The side chain is specific to the amino acid and determines
whether the residue is polar, hydrophobic or charged. Depending on the properties
of the residues in the protein, the protein will assume different folds, or structural
states.

2.1

Protein structure and function

The protein structure can be decomposed into four levels; primary, secondary, tertiary and quaternary structure. [18]
The sequence of amino acids is commonly referred to as the primary structure.
The secondary structure is formed through hydrogen bonds (H-bonds) between
residue backbones. Depending on the H-bond pattern, secondary structure is classified as α-helices, β-sheets or coils. An α-helix, for example, is characterized by
one amino acid being H-bonded to an amino acid four residues further along the
sequence, Figure 2.1 (a). The β-sheets are instead identified by global H-bonds
between β-strands, Figure 2.1 (b), while coils are disordered segments of peptide
chains. The complete three dimensional arrangement of a chain’s secondary structures is called the tertiary structure. The tertiary structure is stabilized by interactions between amino acid side chains, for example hydrophobic interactions, Hbonds or salt bridges. Hydrophobic residues, for example, tend to avoid hydrophilic
environments. The quaternary structure is an assembly of multiple tertiary structures, forming a structure of several chains. The full three dimensional structure
of a protein determines binding pockets as well as allowed movements. Hence, the
structure is important for protein function.
3
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a) Alpha helix

b) Beta sheet

Figure 2.1: Molecular structure of (a) α-helix and (b) β-sheet. The backbone is shown
as ribbons, and H-bonds are marked by lines.

A protein is in constant motion, which allows for assuming various structural
states, or conformations. The range of allowed conformations is determined by
the amino acid properties, both via interactions between residues but also through
steric hindrance of side chains and rotation around covalent bonds. This rotation
is quantified by the backbone dihedral angles, Φ and ψ.

2.2

The structure of calmodulin

Calmodulin (CaM) consists of 8 α-helices, labelled A to H, two β-sheets and four
Ca2+ -binding loops [48], Figure 2.2 (a)-(b). Each binding loop is part of one EFhand motif, Figure 2.2 (c). Within a binding loop, Ca2+ is coordinated by oxygens
which belong to both side chains and backbone. Two EF-hands are located in the
N-terminal and and two in the C-terminal domain. The two CaM domains are
joined together by a flexible linker. When the linker is broken and the two lobes
interact, CaM is in a collapsed state.
Ca2+ -binding induces changes in both secondary and tertiary structure. Ca2+ free CaM (apo CaM) is often in a collapsed state, while Ca2+ -bound CaM (holo
CaM) usually is depicted in a state with fully helical linker, Figure 2.2 (a)-(b). In
addition to the helical linker, the two domains, or lobes, can be open and expose
clefts of hydrophobic residues. The lobes are more often open in holo CaM than
in apo CaM. The open conformation facilitates binding to target proteins. Ion
channels, G-protein coupled receptors and kinases are common targets of CaM regulation. However, Ca2+ -independent regulation via apo CaM is possible as well.
Typically, apo binding involves isoleucine and glutamine together with hydrophobic
residues, giving rise to the IQ binding motif [3]. Holo binding was initially recognized through the 1-5-10 or 1-5-8-14 motifs [40], where the numbers correspond to
the position of conserved hydrophobic residues. However, these motifs have proven
insufficient to classify holo and apo target protein binding.

2.3. LIGAND-BINDING MECHANISMS
b) Apo CaM

a) Holo CaM
A
D

B

E
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5
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with Ca²⁺ ion

F

G

Figure 2.2: Molecular structure of (a) Ca2+ -bound (holo) CaM, (b) Ca2+ -free (apo)
CaM and (c) the EF-hand motif which is part the of CaM that binds the Ca2+ . The figure
is taken from Paper 2.

CaM residues are highly conserved, especially those involved in Ca2+ -coordination
or those participating in protein interactions. [21]. Mutations in CaM can lead to
severe conditions, such as impaired regulation of cell growth [6] or cardiac arrhythmias [10, 52, 51, 37] and sudden death. A few phenylalanines are particularly
conserved in CaM. The mutations F141L and F89L, for example, are well studied
as they result in severe cardiac disorders [10, 52]. Some of the highly conserved
residues are not associated with target-protein interactions, but may instead be
important for structural reasons [21].
Binding motifs, just like the simple open/collapsed model, provide an average
behavior of apo and holo binding, but do not take all accessible states and binding
modes into account. Despite the seemingly simple characterizations of apo and
holo CaM, their conformational ensembles are complicated. Due to its flexible
linker for example, holo CaM has many times been observed in the collapsed state
both experimentally and computationally [16, 56, 44, 2].
The flexible linker allows CaM to wrap around its target proteins, which may
explain the large number of target proteins. Another important factor is the degree
of structural plasticity in the two lobes which allows for different pockets to form and
thus binding to different target-proteins. Despite the many efforts to understand
and characterize CaM function, many questions remain unanswered.

2.3

Ligand-binding mechanisms

Binding a ligand can, in short, be described with two different models. The apo
(unbound) protein can either adopt a holo-like conformation before binding the ligand [31], or bind the ligand in a non-ideal apo conformation and then rearrange to
a favorable conformation [24], Figure 2.3. The former is called conformational selection and the latter induced fit. In reality, both mechanisms work simultaneously.
In experiments and simulations, conformational selection is assumed to dominate
if the holo-like state is sampled in the apo ensemble.

6
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Con m i
se t o

l

In u d
Figure 2.3: A scheme showing a silver protein binding a dark gray ligand through the
two ligand-binding models. The upper arrow shows conformational selection where the
protein first adopts the bound conformation and then binds the ligand. The lower arrow
shows induced fit where the protein binds the ligand in an non-ideal conformation and then
adjusts to a more favorable conformation.

2.4

Experimental methods to study protein structures

Protein structures (and, to some degree, conformational ensembles) are historically studied with experimental methods, such as nuclear magnetic resonance spectroscopy, x-ray crystallography and cryo electron microscopy.
Nuclear magnetic resonance spectroscopy (NMR) exploits resonance of atomic
nuclei to determine protein structures and kinetics of state interconversion. [43]
When subject to an applied magnetic field, a radiation pulse with the same frequency as the resonating nuclei will result in a redirection of net magnetization,
leading to oscillations of the detected magnetic field. The frequency of these oscillations can be linked to a specific nucleus if we know its chemical environment.
Radiation containing a range of frequencies and different pulse patterns can yield
information about protein structure and dynamics. NMR is, however, limited to
rather small sized proteins, such as calmodulin, because the signal complexity increases with the number of atoms.
Larger protein structures can be determined with x-ray crystallography, yielding so called crystal structures. X-ray beams hit a crystal of protein molecules,
creating a diffraction pattern. [22, 43] The short wavelength of x-rays makes resolving side chains possible and the periodicity of the crystal provides amplified
diffraction patterns. Growing the crystal, however, is complicated. The conditions
have to be exactly correct for the molecule, and there is no global recipe to do this.
Because the structure is obtained from the crystallized protein, it is not necessarily
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physiologically relevant.
In cryo EM, samples with proteins are frozen instantaneously with liquid nitrogen or helium.[17, 43] This allows for imaging samples of natural conformations.
The samples are bombarded by electrons which scatter onto a detector, producing
small 2D images that can be classified according to similarity. The averaged 2D
images of each class are used to build 3D models of the protein in one or more
states. The large-number averaging reduces noise and amplifies structural information. However, identifying the protein in the noisy raw data can be difficult, and
the sample becomes damaged by the electron beam. Nonetheless, the technique
works well for large biomolecules, and particularly membrane proteins which are
difficult to determine in solution-based methods like x-ray crystallography or NMR.

2.5

Simulations as complement to experiments

Protein structures can serve as initial tools to infer mechanisms or propose mutations. However, these structures may not correspond to physiological states or be
representative of intermediate states. Moreover, a structure does not tell us much
about dynamics: How does the protein transition from one state to another? How
do residues interact with each other? How is the protein affected by mutations?
To answer these questions, we need molecular insight which can be obtained with
simulations, specifically molecular dynamics, Chapter 3.
Simulations need experiments as well. First, experimentally obtained structures
are often used as initial condition. Computational methods can, at the moment, not
accurately infer the structure of larger proteins. Second, simulations are models,
based on parametrization, and therefore validation to experimental quantities are
important. Because of the different timescales of simulations and experiments, some
quantities can be measured in experiments but not in simulations and vice versa.
Hence, full understanding of a protein requires both experiments and simulations.

Chapter 3

Molecular dynamics
All-atom molecular dynamics (MD) is a simulation technique that creates shadow
trajectories of atom and molecule movements by treating all atoms as particles.
The obtained solution is approximate but stays close to a real trajectory, yielding
conserved statistical properties of the system. The information needed to describe
the full all-atom system is stored as atom coordinates, X, and momenta. The
particle movements depend on the forces acting on them. Coordinates and velocities
are updated according to Newton’s 2nd law,
mi Ẍi (t) = −

∂U (X, t)
,
∂Xi

(3.1)

where U (X, t) is the potential energy of the current particle configuration at time
t, Xi is the coordinate and mi the mass of atom i, respectively [27]. A many-body
system cannot be solved analytically. Hence, simulations with numerical integration
are needed. A simulation gives rise to a set of configurations, sampled at specific
max
times, (X(t))tt=0
. This set of configurations is referred to as a trajectory.

3.1

Calculating the potential energy

The potential energy of a configuration is obtained from bonded and non-bonded
interactions, modeled with classical physics by fitting to experimental data. Bonded
interactions include vibration of bond lengths, angles and dihedral angles, while
non-bonded interactions include electrostatic and Van der Waals interactions.
Electrostatic interactions are strong long-ranged interactions decreasing with
−1
rij
, rij being the distance between atom i and j. Van der waals interactions between two atoms are weak interactions. Atoms attract each other at long distances
due to dispersion and repel each other at short distances due to overlapping electron clouds. In the Lennard-Jones potential, interaction energy between two largely
−6
separated atoms decreases with rij
as they move apart, while the energy of two
−12
nearby atoms increases with rij , as they move closer together. The repulsion
9
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could be modeled more accurately as exponential, but computational efficiency is
more important than the exact behavior of heavy repulsions.
Non-bonded interactions involve all atom pairs and are therefore very time consuming. A hard cutoff is typically used together with a continuous switching function. For biomolecules, the long-range electrostatic interactions are important, and
truncating may lead to unnatural artifacts. With Ewald summation, the longranged interactions can be included in the interaction energy, by evaluating them
in Fourier space [11].
The resulting simulations have constant number of particles, N , volume, V and
energy, E (NVE). To study biomolecules, however, the trajectories should be at
physiological temperature. The system can be coupled to an external heat bath,
which provides an NVT ensemble; constant number of particles, volume and temperature. In practice, most experiments are carried out at constant pressure. Similar to temperature coupling, simulations can be carried out at constant pressure,
yielding an NPT ensemble.

3.2

Simulating a biological system

A few things should be considered when setting up a simulation of a biological system. First, the system cannot be too large, since the running time increases with
system size. Simulating an entire cell with all-atom MD would not generate much
sampled data. Second, we cannot simulate the protein of interest in vacuum, even if
it would be computationally efficient. Protein residues interact with the surrounding environment. Therefore, the protein should be inserted into an environment
that mimics the natural one. This means that a globular protein, such as calmodulin, should be in solvent with water and ions, while a membrane protein should be
inserted into a membrane, together with surrounding water-ion solvent. To reduce
the number of particles, we merely consider a small box (called a simulation box)
containing the protein, solvent and, in the case of membrane proteins, a membrane.
The next thing to consider is treatment of the simulation-box boundaries. Again, if
we have water at the edges, these should interact with other water molecules, proteins, membrane or ions. Simulating the box in vacuum would therefore introduce
undesirable surface effects. In principle, the simulation box should be infinitely big.
In practice, periodic boundary conditions are used to achieve this.

3.3

Limitations of molecular dynamics

Sampling long timescale MD is difficult because of the heavy calculations. Therefore, systems tend to stay within local minima, unable to sample the conformational
landscape within the time of the simulation. One limiting factor is the time step
which has to be small for numerical stability and to resolve the fastest motions.
The fastest motions are bond vibrations, in particular vibrations of bonds that include hydrogens. By modeling these as constant, the fastest motions of the system
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become slower, a larger time step can be used and thus longer timescales can be
reached. Enhanced sampling algorithms, as well as hardware development have
enabled sampling full conformational ensembles of proteins.

3.4

Enhancing sampling along known degrees of freedom

When a few important slow degrees of freedom are known, sampling can be enhanced along these. Due to the scope of the thesis, I will mention a few methods
here, but not provide an exhaustive list. There are reviews covering a larger portion
of the field [39].
Umbrella sampling is a simple method where the free energy landscape is divided into windows. [9] The molecule is sampled in each window, harmonically
restrained from a reference conformation within the chosen degree of freedom. The
restraining is done with a fixed biasing potential, although methods with adaptive
biasing have been developed [12]. The windows, with overlapping conformations,
allow for extracting the free energy landscape through re-weighting with methods
such as weighted histogram analysis method (WHAM) [25] or multi-state Bennett
acceptance ratio (MBAR) [5].
Steered MD [20] is a form of non-equilibrium MD where the system is pulled
past local basins with harmonic potientials. This is quite invasive and may result
in unphysical states and pathways. True minimum free energy pathways between
states can instead be obtained with string methods [14, 33]. The obtained free
energy pathway, however, greatly depends on the initial guess. Moreover, string
methods only provide one pathway instead of the full landscape, which could affect
accuracy of kinetics estimates.
The Wang-Landau method [53] tunes the bias iteratively. The potential energy of a visited state is increased by some amount. The bias is halved when the
distribution of visited states is considered uniform. This way, the free energy is
updated based on previous iterations, and the systems will eventually pass free
energy barriers. The halving process assumes an exponential convergence. In cases
where this assumption is not met, the free energy estimate will not improve despite
the distribution approaching uniform. Accelerated weight histogram (AWH) [29]
accounts for this, resulting in a refined free energy landscape.
Metadynamics [26] is a related method, in which a positive Gaussian potential is
added to the energy landscape at the each visited state. Initially, the Gaussians were
of fixed size, not guaranteeing convergence to a fixed value. This leads to difficulty
in knowing when to terminate and increases the risk of sampling unphysical states.
Well-tempered metadynamics [4] therefore uses an adaptive biasing potential, much
like Wang-Landau or AWH.
Although enhanced sampling along known degrees of freedom can be powerful, their efficiency is highly dependent on the choice of such degrees of freedom.
This requires knowledge of the system before running the simulations. Methods ex-

12
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ploiting thermal fluctuations may be more appropriate for systems without a priori
knowledge of the system.

3.5

Enhancing sampling with temperature

To understand how temperature can be used to enhance sampling, we take a look at
the Boltzmann distribution. The Boltzmann distribution describes the probability
of observing the system in a certain state depending on the energy of that state,
ρ(X) ∝ e

−

U (X)
kB T

,

(3.2)

where kB is the Boltzmann constant, T temperature, U (X) is the potential energy
and ρ(X) the probability of state X, respectively. Increasing temperature yields
a more flat probability distribution, so that crossing barriers becomes easier. Different methods have been developed to exploit the effect of high temperatures. In
simulated tempering [34], the temperature changes sporadically. It can, for example, be increased close to a barrier and reduced once the barrier is passed. This
is effective when the barriers are known, which usually is not the case. Extracting
the trajectories and free energy landscape at physiological temperature can also be
tedious. For this reason, temperature replica exchange [49] (T-REMD) emerged.
In T-REMD, copies of the same system (replicas) are simulated concurrently at
different temperatures. The set of temperatures and potential energies of replicas
Nrepl
Nrepl
, respectively. Neighboring
and U (t) := (Un (t))n=1
are denoted T := (Tn )n=1
replicas can periodically attempt to exchange coordinates, but it is important to
keep the canonical ensemble. Conformations sampled at higher temperatures should
be propagated to lower temperatures only if they are representative of the lower
temperature conformational ensemble. The probability of exchange is proportional
to how likely the configuration of replica n is in the ensemble of replica n + 1.
Exchanges are accepted according to the Metropolis criterion,


P Xn (t) ↔ Xn+1 (t)



U (t)


− n
e kB Tn
= min 1,
,
U
(t)
− n+1
e kB Tn+1

(3.3)

where Xn (t) is the configuration of replica n at time t. This creates a random walk
in temperature space where sampled states of higher temperatures are propagated
down to physiological temperatures, as illustrated in Figure 3.1. The random walk
is affected by the temperature differences, but also by how often exchanges are
attempted. If the temperature difference between the two replicas is too large, no
exchanges will occur. On the contrary, if the temperature difference is too small,
many replicas would be needed to span a certain temperature interval which would
decrease efficiency. The time between exchanges determines the rate of propagation.
If chosen too large, the propagation will be slow. If chosen too small, the risk of
re-exchanges increases, which also slows down propagation.
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Tim
Figure 3.1: A scheme of temperature replica exchange MD. Each row corresponds to a
system run at a certain temperature. Each box is a small trajectory segment. The color of
a box corresponds to the initial temperature of its continuous trajectory. Black, crossing
arrows denote an exchange between neighboring replicas, while red, broken arrows denote
failed (denied) attempts at exchanges between replicas.

Exchanges interrupt the continuous trajectories at constant temperatures. Direct information about kinetics is therefore lost during these simulations. Methods
to restore kinetics from T-REMD simulations have recently been developed and
tested on small systems [47], but applicability to larger systems is limited.
T-REMD is limited to quite small systems, because the number of replicas
needed to span a temperature interval depends on the system size. Larger systems
require more replicas than smaller systems to span a certain temperature interval.
Replica exchange solute tempering (REST) [30, 54] is a natural extension to TREMD, wherein only parts of the system are heated, for example only the protein
or parts of the protein. The heating is achieved by scaling the charge parameters
of selected atoms [8]. This is different than regular T-REMD, where the heating of
the different replicas is done with temperature-coupling.

Chapter 4

Analysis of molecular trajectories
N

points
The discrete trajectories, ξ = (Xi )i=1
, obtained from simulations contain all
protein coordinates, and is therefore a data set of high dimensionality, Xi ∈ RD .
In fact, this high dimensionality makes extracting important information by mere
visual inspection difficult. In addition to this, the large dimensionality of the system
makes estimating density of states tedious because the sparsity of the data grows
with increased dimensionality. This is called the curse of dimensionality, and calls
for dimensionality reduction. In short, dimensionality reduction is the procedure
of mapping points from a higher dimension onto a space of lower dimensionality
d < D.

4.1

Collective variables

Collective variables are used in almost all research involving MD simulations, including Paper 1 and 2. A collective variable (CV), or reaction coordinate, is a way
to describe the system’s conformational states in fewer degrees of freedom with a
continuous function, xi = φ(Xi ). In practice, it can be the distance between certain atoms, angle between helices or dihedral angles. The CV should successfully
separate important states using only one or a few dimensions. A good CV can thus
be a useful degree of freedom in enhanced sampling methods.
Choosing an optimal CV to describe a system is not necessarily easy, and developing methods to find optimal CVs is an active area of research, usually involving
data-driven dimensionality reduction.

4.2

Data-driven dimensionality reduction

Dimensionality reduction techniques assume that high-dimensional data contains
points that lie on a low-dimensional manifold. The dimensionality of this manifold
is the intrinsic dimension of the data. The intrinsic dimension of a protein is of
much lower dimensionality than the collected MD data, because the dynamics of
15

16

CHAPTER 4. ANALYSIS OF MOLECULAR TRAJECTORIES

proteins are restricted by covalent bonds and steric hindrance. Knowing this, we
can try to reduce the dimensionality of the MD data set so that most information
from the original data set is kept.
Principle component analysis (PCA) [38] is a common statistical dimensionality
reduction technique where the data is projected along the dimensions of largest
variance. First, the covariance matrix is constructed,
Σ = (R − hRi)(R − hRi)T ,

(4.1)

Npoints ×D

where R ∈ R
is the matrix containing the complete data set. The eigenvectors of the covariance matrix are the PCA basis vectors. The first eigenvector
corresponds to the direction of largest variance, or the direction of the best line fit in
the high-dimensional space. Basis vector j, corresponding to the jth largest eigenvalue, is the direction of the jth largest variance dimension. The points of lower
dimensionality are obtained by projecting the original data onto the eigenvectors,
xi = XiT v (d) .

(4.2)

Here, v (d) is the matrix of eigenvectors corresponding to the d largest eigenvalues.
PCA was used in Paper 2 for estimating the direction of α-helices.
The slowest relaxing modes of a time-series can be obtained with time-lagged
independent component analysis (tICA) [35]. Given a time-lag, τ , a time-lagged
covariance matrix is constructed and decomposed to obtain the eigenvectors. The
projected data preserves kinetics, which can be useful for long aggregated MD
simulation data.
PCA is very effective on linear data, but does not handle nonlinearity well. To
perform nonlinear dimensionality reduction, kernel PCA [42] can be used. The
original data is first mapped onto a nonlinear feature space, Φ(X). The mapping
to feature space is never done explicitly, instead a kernel k(Xi , Xj ) = Φ(Xi )T Φ(Xj )
is constructed. There are several different types of kernels, such as Gaussian, or
polynomial kernels. The eigenvalues and eigenvectors, v (d) , are computed and the
projection onto the jth eigenvector of point Φ(Xi ) in feature space can be rewritten
to include the the kernel matrix,
xij =

NX
Points

vn(j) k(Xi , Xn ).

(4.3)

n=1

Other nonlinear dimensionality reduction techniques can be viewed as special
cases of kernel PCA. Isomap tries to approximate the data manifold and preserve
its geometry in the low dimensional space [50]. The manifold is typically approximated by a neighborhood graph, either by constructing a k-nearest neighbor (kNN)
graph or using a Gaussian kernel. Spectral embedding is yet another dimensionality reduction technique. It also makes use of local relationships to approximate
the data manifold. The graph with adjacency matrix A is used to construct the
random walk matrix [36],
−1

−1

RW = DA 2 ADA 2 ,

(4.4)
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PNpoints
where DA is the diagonal degree matrix with DAii =
Aij . The largest
j=1
eigenvectors of RW correspond to the embedding. Vertically stacking the k largest
eigenvectors in a matrix, v = [v1 , . . . , vk ] and normalizing each row will provide
points that form convex clusters around k centers on the k-sphere. Each such point
corresponds to a sampled molecule conformation. This is utilized in Paper 2 for
clustering molecular trajectories and identifying states, Section 4.4.
When approximating the manifold, the size of the neighborhood, decided by for
example k in kNN or standard deviation in a Gaussian kernel, has implications on
how well the data is represented in lower dimensions. A too large neighborhood
would yield short cuts in the manifold, while too small could yield a disconnected
graph or affect the estimated geodesic distances poorly.
Data-driven dimensionality reduction is based on the nature of the data and requires no knowledge about the system. However, the description of molecule state,
or conformation, suddenly becomes more abstract than using simple geometric definitions for collective variables. The main problem here involves estimating the
intrinsic dimension of the data set. It has proven difficult since the low-dimensional
manifold is disturbed by noise which affects the estimate. In spectral methods, one
can make use of the eigengap (the difference between two succeeding eigenvalues)
but more advanced methods based on distribution of distances along an approximate manifold [19] or using nearest neighbor distances between data points [15]
may give more accurate estimates in some cases.

4.3

Free energy estimation of equilibrium trajectories

A free energy landscape is a map over the possible protein conformations together
with their relative free energies. An accurate landscape thus informs about the
likelihood of states, the pathway between states and, if we are lucky, the function
of the protein. Free energy at state x, G(x), can be calculated with the inverse
Boltzmann distribution
G(x) = −kB T log(ρ(x)),
(4.5)
where ρ(x) is a continuous probability density. The accuracy of the free energy
landscape therefore depends on the accuracy of the density estimation.
The accuracy of density estimation depends on the assumptions that are made
about the probability density. A histogram, for example, assumes a step functional
form and estimates the density by counting data points that fall into discrete bins.
The final free energy landscape becomes dependent on the bin width, or equally, the
number of bins. Too few bins would result in a too coarse representation, while too
many would result in empty bins and overfitting. The latter would make correct
estimation of pathways difficult. Another model, a single Gaussian, would assume
a unimodal probability density, which is generally not representative of a protein
conformational landscape, where the protein assumes different conformations. Different choices of probability density models, as well as their parameters, can thus
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lead to widely different conclusions on biomolecule function. In Paper 1, a framework for accurate estimation of free energy landscapes is presented together with a
comparison of different density estimators.
The work in Paper 1 assumes that the trajectory data is projected onto a
Ntraj
consist of projected points
few degrees of freedom. The trajectories, ξ := (ξk )k=1
N

(k)

(k)

points
, where Npoints is the number of points in trajectory k. Each
ξk := (xj )j=1
basis
density estimator was expressed as a sum of their basis functions, f := (fi )N
i=1
Nbasis
with corresponding amplitudes, a := (ai )i=1 ,

ρζ,θ (x) =

NX
basis

ai fi (x| θi , ζi ).

(4.6)

i=1
basis
Here, ζ := (ζi )N
represents parameters that will be optimized based on the
i=1
basis
data set with for example maximum likelihood, while θ := (θi )N
is the set of
i=1
metaparameters that should be selected, either by the user or automatically. The
amplitudes have to sum up to one and each component amplitude has to be larger
than zero in order to conserve probability density properties.

Maximum likelihood to estimate probability density
In maximum likelihood, we seek the model, M, that best describes the data, ξ.
Using Bayes’ theorem, P (M| ξ) can be rewritten,
P (M| ξ) = R∞

P (ξ|M)P (M)

∝ P (ξ|M)P (M).

(4.7)

P (ξ|M)P (M)dM

−∞

In Bayesian inference, the model M is treated as a random variable. Its full posterior probability distribution, P (M| ξ), is inferred based on the likelihood, P (ξ|M),
and the prior distribution, P (M). Choosing the prior as uniform and finding a
point value of M that maximizes the likelihood reduces the Bayesian formulation
to maximum likelihood.
MD trajectories have different initial conditions and are therefore independent.
Assuming uncorrelated sampled configurations, the likelihood function with a probability density model, M = ρζ,θ (x), can be written
Npoints

P (ξ| ρζ,θ ) =

Y
j=1

Npoints

P (xj | ρζ,θ ) =

Y

ρζ,θ (xj ).

(4.8)

j=1

Given fixed metaparameters, θ, the optimized parameters, ζ θ , are found by maxi-
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mizing the log-likelihood,
Npoints

X

θ

ζ = argmax
ζ

subject to

log ρζ,θ (xj )

j=1
NX
basis

(4.9)
ai = 1

i=1

ai ≥ 0, i = 1, . . . , Nbasis .
The maximization can be performed iteratively, for example using expectation maximization.

Expectation-maximization
Expectation-maximization is a two-step algorithm that maximizes the log-likelihood
of mixture densities. [13] The probability density is in the form of Equation (4.6) and
has Nbasis components with amplitudes and basis functions, for example Gaussians.
The algorithm is a chicken-egg problem where in the first step, the points are
assigned to the components that most likely explains them (the expectation step).
In the second step, the parameters of each component that describe the points are
optimized (the maximization step). These two steps are repeated until the data is
explained well enough by the model.
PNbasis
We can construct a binary class variable for point j, zij ∈ {0, 1}, with i=1
zij =
1. Only one component is equal to 1, while the rest are zero. These are called latent
variables. The prior probability for a point xj to be described by component i is
simply P (zij = 1) = ai , where ai is the amplitude of component i. The expected
zij , or posterior probability that component i explains point xj , can be written as
γ(zij ) = P (zi = 1| xj ) =

ai f (xj |
NP
basis

θi , ζ i )

.

(4.10)

ai f (xj | θi , ζi )

i=1

The posterior probability can be used to assign discrete cluster labels, such that a
point, xj , belongs to cluster i if zij = argmax γ(z j ). [7]
The first step in the algorithm is setting an initial guess of the parameters.
Then, the expectation step is performed by evaluating the posterior probability of
z, according to Equation (4.10). Following this, the amplitudes are updated in the
maximization step,
Npoints
P

anew
=
i

γ(zij )

j=1

Npoints

.

(4.11)
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For Gaussian mixture models, the mean, µi and covariance, Σi , of each component
belong to the optimized parameters, ζ, and can be updated with
Npoints
P

µnew
=
i

γ(zij )xj

j=1
Npoints
P

,

(4.12)

γ(zij )

j=1
Npoints
P

Σnew
=
i

j=1

γ(zij )(xj − µnew
)(xj − µnew
)T
i
i
Npoints
P

.

(4.13)

γ(zij )

j=1

The expectation-maximization steps are carried out until convergence of the loglikelihood. This is used in Paper 1 to estimate free energy landscapes.

Model selection with cross-validation
The choice of model and metaparameters is typically done by the user. However,
the accuracy of the free energy landscape, as well as the conclusions drawn from
it, are highly dependent on this choice. Ideally, we would like to automatically
pick the model and set of parameters that renders the most accurate free energy
landscape.
Cross-validation evaluates the predictive powers of a model and provides a good
indication of whether a model is overfitted on the training data. In the basic crossvalidation scheme, used in Paper 1, the data is divided into two disjoint subsets,
a training set and a validation set. The model is trained on the training data
set and evaluated on the validation set. At some point, performance of predicting
the validation set will decrease with increased model training. The validation set
therefore directly reports overfitting on the training set. Cross-validation can be
incorporated directly in the training step to determine when to terminate training,
or to evaluate different models, for example density models as done in Paper 1.

4.4

Clustering molecular trajectories

A great deal can be learned about a protein’s function by identifying and characterizing its conformational states. In Paper 2, conformational states of calmodulin
were identified using clustering. Technically, clustering involves partitioning a set
Npoints
of observations, (Xj )j=1
, into K disjoint sub-sets, S := (Si )K
i=1 , so that similar
points belong to the same cluster and dissimilar points belong to different clusters. The data set could for example be sampled configurations from a molecular
trajectory. A plethora of algorithms exist, all optimizing different criteria.

4.4. CLUSTERING MOLECULAR TRAJECTORIES

a) K-means
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b) Spectral clustering

Figure 4.1: An example of non-convex clusters where (a) k-means fails to assign the
correct cluster labels, while (b) spectral clustering succeeds.
Hierarchical clustering attempts to identify the inherent structure of the data. [41]
The cluster hierarchy is usually visualized in a tree diagram, obtained through either a merge approach, called agglomerative clustering, or a split approach, called
divisive clustering. In agglomerative clustering, each data point starts out in one
cluster each, that is K = Npoints . In each step, two clusters are joined, or linked, to
form a new cluster, decreasing K by one. The criterion for linking is chosen based
on the application and can, for example, be minimizing the minimum distance
between clusters [45], minimizing the maximum distance between clusters [46], or
minimizing cluster variance [55]. Choosing the linking criterion is not always obvious, but greatly influences the result. Hierarchical clustering is useful for data with
natural hierarchal structure, such as organisms that have evolved from each other.
The clustering is, however, greedy and may therefore yield a suboptimal partitioning of the global space. To identify intermediate states in molecular trajectories, a
clustering method that optimizes partitioning of the global space is advantageous.
A method that optimizes global partitioning of space is k-means. [32] It aims at
minimizing the within-cluster sum of squares, or variance, of K clusters. [7] Each
cluster, Si , has a centroid, µi . The optimization problem is defined as
S

(K)

= argmin
S

points
K NX
X

i=1

j=1

ISi (Xj )kXj − µi k2 =

K
X

|Si |Var(Si ),

(4.14)

i=1

where |Si | is the cardinality, or number of points, of cluster Si and ISi (Xj ) is an
indicator function, equal to one when Xj ∈ Si and zero otherwise. The clustering is
performed iteratively, by first assigning each point, Xj to the cluster with nearest
centroid, µi and then updating the centroids according to the points in the clusters.
These two steps are carried out until convergence. The initial centroids are typically
chosen randomly. k-means clustering works well for data with convex and spherical
clusters. In the case of non-convex clusters, however, k-means tends to perform
poorly, Figure 4.1 (a). Gaussian mixture models (GMM) correspond to soft kmeans, assuming Gaussian distribution on the class data [7].
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In free energy landscapes with spherical or Gaussian distributed basins, the
centers of k-means clustering should correspond to intermediate states. However,
the basins may not be completely convex, or spherical. Moreover, the curse of
dimensionality makes global clustering difficult in the original high-dimensional
space of MD trajectories. A way to circumvent this is to combine a clustering
method, such as k-means, with some dimensionality reduction technique, either
data-driven or collective variable based.
Spectral clustering [36] combines spectral embedding and clustering, often kmeans since the data tend to cluster around K centers after normalizing the spectral embedding onto the K-sphere. The use of local relationships in nonlinear
dimensionality reduction allows for non-convex clusters to be identified properly,
Figure 4.1 (b). Spectral clustering was used in Paper 2, to identify states in the
conformational ensemble of calmodulin.

Chapter 5

Summary of papers
5.1

Paper 1: Inference of Calmodulin’s Ca2+ -dependent
free energy landscapes via Gaussian mixture model
validation

The topic of this paper concerns free energy estimation of equilibrium simulations
and efficiency investigation of thermally enhanced sampling methods on CaM. An
accurate free energy landscape estimator without user-specified parameters was
developed. The estimator was based on Gaussian mixture model (GMM) density
estimation. The functional form is written
ρa,µ,Σ =

NX
basis
i=1

ai p

1

T

(2π)D |Σ

i|

e−(x−µi )

(x−µi )/2
Σ−1
i

,

(5.1)

where a, µ and Σ are optimized parameters, while Nbasis is the only metaparameter. The optimized parameters were found with expectation maximization, while
cross-validation with a 50/50 split was used to determine the metaparameters by
maximizing Equation (4.8) of the validation data set. When the metaparameters
were decided, the full data set was used to estimate density and obtain the free
energy landscape, Equation (4.5).
A quantitive comparison of GMM and other commonly used density estimators
on a toy model indicated that GMM is the most robust and accurate one. Table 5.1
shows the density estimators that were compared to GMM, written in the form of
Equation (4.6). The continuity of Gaussian basis functions made the estimates
stable and more accurate in regions of sparse data.
The developed estimator was used to assess efficiency of different MD sampling
methods, namely regular MD, T-REMD and REST, on both holo (Ca2+ -bound)
and apo (Ca2+ -free) calmodulin (CaM). Surprisingly, the holo and apo CaM conformational landscapes showed different properties. Holo CaM appeared to adopt
distinct states, separated by large barriers which may facilitate binding target proteins. Its rugged landscape is therefore better sampled by enhanced methods, such
23
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Estimator

a) Indicator

Histogram

ρa,L,U =

NP
basis
i=1

kNN

ρk =

Npoints
P
j=1

g(x| µ, Σ) =

c) Gaussian
KDE
GM grid
GMM

θ

a

L, U , Nbasis

None

k

None

Σ

ai g(x| µi , Σ)

a

µ, Σ, Nbasis

ai g(x| µi , Σi )

a, µ, Σ

Nbasis

ai
Ui −Li I[Li ,Ui ] (x)

(
1
δ(x| xc ) =
0

b) Delta

ζ

Functional form
(
1 if x ∈ X
IX (x) =
0 otherwise

ρΣ =

if x = xc
otherwise
kδ(x| xj )

Npoints

e−

Npoints
P

π d/2
rd
Γ( d +1) k
2

(x−µ)T Σ−1 (x−µ)
2

√

(2π)d |Σ|

1
Npoints g(x|
j=1
NP
basis

ρa,µ,Σ =
ρa,µ,Σ =

i=1
NP
basis

xj , Σ)

i=1

Table 5.1: Common density estimators written using a basis function form. The (a)
indicator function, I[Li ,Ui ] (x), is used as basis function for the histogram, where U and L
are the upper and lower bounds of the bins, respectively. The (b) Krönecker delta-function
is used as basis function for k-nearest neighbors (kNN) density, where it is centered at xj .
The distance to the kth closest point of xj is denoted by rk , and the density is normalized by
the volume of the d-sphere. The (c) Gaussian basis function, g(x| µ, Σ), is used in kernel
density estimation (KDE) where each g is centered on each xj , Gaussian mixture on a
grid (GM grid) and Gaussian mixture model (GMM). GM grid is a continuous version
of histogramming, with basis functions on a grid and fixed width, while GMM allows the
Gaussians to move around and have variable widths. The columns ζ and θ show which
parameters are optimized and which are chosen with cross-validation.

as REST. The landscape of apo CaM, on the other hand, appeared to be dominated
by diffusion and could therefore be better sampled by regular MD. The lack of large
barriers makes apo CaM more flexible and thus less likely to adopt a correct pose
for binding target proteins.

5.2. PAPER 2: EFFECT OF CA2+ ON THE PROMISCUOUS
TARGET-PROTEIN BINDING OF CALMODULIN

5.2
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Paper 2: Effect of Ca2+ on the promiscuous
target-protein binding of Calmodulin

The data collected for Paper 1 was extended and used to answer how CaM can be
promiscuous while retaining some selectivity, and what mechanisms are underlying
Ca2+ - and target-protein binding.
To approach these questions, spectral clustering was used to identify states
in the apo and holo CaM conformational ensembles. The clustering was done
on the N-terminal and C-terminal domains separately, each domain-conformation
represented by inverse Cα -distance matrices. The obtained states were compared
by projecting all points onto the CaM interhelical angles, the canonical way of
analyzing apo and holo CaM conformations in previously reported work. The helix
directions were computed with PCA, and the angle, α, between two helix vectors,
v1 and v2 was calculated using the dot product,


v1 · v2
.
(5.2)
α = cos−1
kv1 kkv2 k
Secondary structure frequencies and their difference to the full conformational
ensembles were computed. This revealed holo N-term states with a shift in the
position of the beta sheet, similar to the shift of apo CaM, hinting that these may
be intermediate states related to Ca2+ -binding (or unbinding). Next, the solvent
exposure of each residue was computed for different binding states of CaM (Ca2+
in C-term and Ca2+ in N-term). Comparing to the apo and holo ensembles, this
showed that the Ca2+ -free lobe, which initially starts from a holo CaM crystal
structure with Ca2+ removed, relaxes towards an apo ensemble. Hence, binding
Ca2+ in one lobe does not seem to induce a tertiary structure population shift from
apo to holo in the other lobe.
The question of whether the induced fit or conformational selection mechanism
is dominating when CaM binds target peptides is intriguing. To identify indicators
of conformational selection, the solvent exposure of each residue was first computed
for all states. The relative solvent exposure with respect to the ensemble average
was then mapped to the contacts formed in different structures of CaM binding to
target peptides. The mapping was done by summing the relative solvent exposure
of residues in contact. For each target peptide, this produced a distribution of
conformational selection propensity of the different states. The distributions were
clustered into classes. Different binding mechanisms and modes connected to each
class were identified visually.
Binding Ca2+ exposes larger hydrophobic clefts in the two lobes. As expected,
apo CaM binding showed shallow binding with mostly polar and charged residues.
Interestingly, the C-terminal and N-terminal lobes appeared to bind with different
mechanisms. The C-term of CaM sampled specific states that may facilitate binding
to deep binders through conformational selection, while the N-term appeared to
bind through a more flexible mechanism. Interestingly, recently published cryo
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EM structures of the CaM-bound human SK4 ion channel support this model [28].
We proposed that the N-term initiates binding via the long-ranged electrostatic
interactions of charged residues, while the C-term relies on selectivity through its
short-ranged hydrophobic interactions. Through the work in this paper, we shed
light on the binding mechanisms of CaM as well as CaM selectivity to different
target-peptides.

Chapter 6

Outlook
As discussed in Paper 1, GMM with cross-validation should provide an accurate
estimate of a projected free energy landscape for converged simulations. A further extension to the GMM free energy estimator of Paper 1 would be to adjust
reweighting methods, such as methods for combining two simulations of overlapping
free energy landscapes, or making use of all temperature simulations in T-REMD
or REST. For this, one should not include higher temperature replicas of REST
simulations unless only the scaled region is considered. The final free energy landscape should only include high temperature configurations that are representative
in the low temperature ensemble and avoid unphysical states.
Compared to discrete methods, such as histogramming or kNN density, the
continuity allows us predict what we have not yet observed. Given well-defined
core states of a converged free energy landscape, we can estimate barrier heights,
proper kinetics and pathways within the landscape.
In Paper 2, spectral clustering with k-means proved useful to obtain intermediate states of non-converged simulations with unknown intrinsic dimension. The
number of clusters, however, has to be determined, and the states include transition
points between core states. This introduces some noise to state characterization,
but most importantly, well-defined core states are key to good kinetics estimation.
For a known projection, the functional form of the estimated GM density can be exploited to automatically identify free energy metastable states, even in cases where
components of the optimal GMM density may fail.
An initial idea of such a density-based clustering involves identifying density
peaks. This could be done by calculating the Hessian matrix, the matrix of secondorder derivatives. The partial derivative of a Gaussian with respect to xn is given
by
∂
∂ fˆ
g(x| µ, Σ) =
g,
(6.1)
∂xn
∂xn
ˆ

∂f
where x = (xn )dn=1 is the CV and ∂x
is the nth element of the inner function (the
n
Gaussian exponent) gradient, ∇fˆ = −(x − µ)T Σ−1 . The (n,m)th element of the
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Gaussian Hessian can then be written
∂2
∂ 2 fˆ
∂ fˆ ∂ fˆ
g(x| µ, Σ) =
g+
g,
∂xn ∂xm
∂xn ∂xm
∂xn ∂xm
2

(6.2)

ˆ

f
= −Σ−1
with ∂x∂n ∂x
n,m . Thus, the (n,m)th element of the Gaussian mixture Hessian
m
is given by



NX
basis
∂2
∂ 2 fˆi
∂ fˆi ∂ fˆi
ρa, µ, Σ =
+
.
ai g(x| µi , Σi )
∂xn ∂xm
∂xn ∂xm
∂xn ∂xm
i=1

(6.3)

The Hessian eigenvalues are used to label a point as belonging to a density peak
or transition between density peaks. If all eigenvalues are negative, the Hessian
is negative definite and the point belongs to a density peak, a metastable state in
the free energy landscape. All evaluated points can be marked as belonging to core
states (density peak) or transition states (not density peak), yielding islands of core
state points which are surrounded by transition points. Connected components (sets
of connected points) are created by connecting core state points that do not have
transition points between them, specifically when there is no transition point closer
to both core state points than the distance between the two core state points. When
the connected components are created, each point can be labelled to the cluster it
is connected to.
The component connection can be made slightly more robust in two to three
dimensions by computing the Hessian of points on a grid and create a ”density
cluster map”, Figure 6.1 c). The MD sampled points can be clustered by labelling
each point according to the nearest point on the density cluster map.
The 460 ns holo CaM REST data from Paper 2 is used to estimate the free
energy landscape along the CVs from Paper 1 and perform clustering based on
the obtained density. The result is shown in Figure 6.1, where metastable states
are successfully identified by clustering points on a 50 × 50 grid, Figure 6.1 (c),
and then mapping back the clustering to the sampled points, Figure 6.1 (d). The
final clustering can be compared to the not-so-optimal clusters obtained by the
Gaussians components in the GMM, Figure 6.1 (b).
As mentioned, the number of projection dimensions, as well as the chosen CVs,
are important for free energy estimation and clustering. An example is shown in
Figure 6.2, where the holo CaM REST data is projected onto the two first PCA
components of Cα inverse-distances prior to performing free energy estimation and
density clustering. The obtained clusters are also projected onto the CVs defined
in Paper 1, Figure 6.2, b). While some main states are similar, the core state
definition differ greatly depending on the projection metric. In general, projecting
onto too few dimensions leads to a poor separation of states. When projecting the
data onto the first 3 PCA components (which explains about 65% of the variance),
Figure 6.3, we obtain more states, and reveal poorly separated states in CV space.
However, most likely there are still hidden states in the 3D projection since the
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Figure 6.1: Core state clustering using GMM with cross-validation on the 460 ns holo
CaM REST data from Paper 2. The points are projected onto the CVs defined in Paper
1. The subplots show (a) the estimated free energy landscape, (b) the clustering by the
Gaussian components in the final Gaussian mixture density, (c) the density cluster map
of a 50×50 grid over the landscape showing the connected components and (d) the sampled
REST data on the landscape and clustered using the cluster density map.

original dimensionality is larger than 10000. Data-driven CV identification as well
as optimal free energy estimation and clustering remain important future developments.
Many interesting questions related to CaM remain open. How do the allosteric
pathways within a target protein differ depending on the Ca2+ -state of CaM? How
is regulation affected by target protein or CaM mutations? Can such mutations be
predicted? How is the CaM conformational ensemble affected by mutations, such
as F141L?
Finally, the mechanisms behind target-protein binding are not yet fully understood. Specifically, the proposed mechanisms of binding modes of the two lobes
could be validated. For example, the conformational selection aspect of a holo
C-lobe state could be investigated by starting simulations from a representative
structure from this state together with a target protein. If the two proteins interact, the molecular mechanisms of the last step of binding could be observed.
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Figure 6.2: Core state clustering using GMM with cross-validation on the 460 ns holo
CaM REST data from Paper 2. The subplots show (a) the estimated free energy landscape
along the two first PCA components together with the clustered core states, and (b) the
PCA-clustered core states projected onto the CVs defined in Paper 1
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Figure 6.3: Core state clustering using GMM with cross-validation on the 460 ns holo
CaM REST data from Paper 2. The subplots show (a) the identified core states after
projecting onto the three first PCA components. The gray shadow points are the sampled points projected onto the XY , XZ and Y Z-axis. (b) The PCA-clustered core states
projected onto the CVs defined in Paper 1
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