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Abstract

The advent of 5th generation of mobile networks (5G) will introduce new chal-
lenges for the infrastructure providers (InPs). One of the major challenges is to
provide a multi-purpose platform such that a large variety of services with different
requirements can be supported over a common infrastructure. Such a platform can
be realized through slicing, where a virtual network is created for each service on
top of the same infrastructure.

In the presence of temporal and/or spatial variation of service requirements,
dynamic slicing can help to improve the resource usage efficiency of an InP by scal-
ing up/down each slice according to the variation of service requirements. An InP
generates revenue by accepting a slice request, however it has to pay a penalty pro-
portional to the service degradation if a slice cannot be scaled up when required. The
generated revenue and incurred penalty depend on the priority of the corresponding
service. Hence, an InP needs to design intelligent slice admission policies which max-
imize its net profit by accepting those slice requests which generate high revenue and
are expected not to incur high penalty. Moreover, an InP should also design an in-
telligent slice scaling policy in order to decide how its resources can be redistributed
among the slices by scaling them up/down such that the penalty is minimized. Such
intelligence can be added by using a machine intelligence framework, e.g., big data
analytics (BDA) and reinforcement learning (RL).

This thesis presents the design and performance evaluation of different orchestra-
tion strategies for dynamic slicing of infrastructure resources. Apart from simulation,
some of the proposed strategies are also experimentally demonstrated. The analysis
is presented for both a single-tenant case (i.e., where the roles of service and infras-
tructure providers are played by the same entity), and for a multi-tenant case (i.e.,
where an InP manages the resources assigned to different service providers).

For the single-tenant case, this thesis proposes a dynamic slicing strategy for a
centralized radio access network (C-RAN) with optical transport. In this scenario,
the transport resources are dynamically shared among multiple remote radio units
according to the temporal and spatial variations of wireless traffic requirements.
Results show that an InP needs to deploy 31.4% less transport resources in its
infrastructure when using dynamic slicing as compared to a conventional strategy
based on overprovisioning.

For the multi-tenant case, this thesis presents mixed integer linear programming
formulations and heuristic algorithms for dynamic slicing. Results show that, via
dynamic slicing, it is possible to achieve 5 times lower slice rejection probability as
compared to strategies based on static slicing. The trade-off is studied in terms of
service degradation which is found to be relatively small.

The analysis is then extended to how machine intelligence algorithms can be used
in the slice admission and scaling processes in order to improve the performance of
dynamic slicing. In particular, this thesis proposes BDA-based slice admission and
scaling strategies where BDA is used to predict the resource requirements of slices.
Results show that the proposed BDA-based admission policy increases the profit of
an InP by up to 49% as compared to an admission policy that does not use BDA.
Moreover, the proposed BDA-based scaling policy lowers the degradation penalty
by more than 51% as compared to a first-come-first-served policy.

Finally, this thesis presents how RL can be used for slice admission in order to
maximize the profit of an InP based on its understanding of the notion of services
having different priorities. The RL agent proactively rejects low priority services in
order to accommodate more profitable high priority ones. The benefits of proposed
policy are evaluated in a novel 5G flexible RAN scenario. Results show that the
proposed policy performs up to 54.5% better as compared to deterministic heuristics.

Keywords: software defined networking, network function virtualization, or-
chestration, dynamic slicing, 5G, big data analytics, reinforcement learning.
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Sammanfattning

Tillkomsten av 5:e generationens mobilnät (5G) introducerar nya utmaningar
för infrastrukturleverantörerna (InPs). En av de stora utmaningarna är att tillhan-
dahålla en plattform med flera funktioner så att en stor mängd olika tjänster med
olika krav kan stödjas över en gemensam infrastruktur. En sådan plattform kan
realiseras genom skivning, där ett virtuellt nätverk skapas för varje tjänst ovanpå
samma infrastruktur.

Vid tidsmässig och/eller rumslig variation av servicebehoven kan dynamisk skiv-
ning bidra till att förbättra effektiviteten av resursanvändningen genom att skala
upp/ner varje skiva i enlighet med variationerna i servicekraven. En InP genererar
intäkter genom att acceptera en skivförfrågan, men om skivan inte kan skalas upp
när det behövs, måste InP’n betala en straffavgift som är proportionell mot service-
försämringen. Den genererade intäkten och uppkomna avgiften beror på prioriteten
hos motsvarande tjänst. Därför behöver en InP utforma intelligenta skivtilldelnings-
sprinciper som maximerar nettovinsten genom att acceptera de skivförfrågningar
som genererar höga intäkter och inte förväntas medföra höga straffavgifter. Dess-
utom bör en InP även utforma en intelligent skalningspolicy för att bestämma hur
dess resurser kan omfördelas mellan skivorna genom att skala dem upp/ner så att
straffavgiften minimeras. Sådan intelligens kan läggas till med hjälp av maskininlär-
ning, t.ex. analys av stora datamängder (BDA) och “reinforcement” lärande (RL).

Denna avhandling presenterar design och prestandautvärdering av olika utfö-
randestrategier för dynamisk skivning av infrastrukturresurser. Utöver simulering
visas några av de föreslagna strategierna även experimentellt. Analysen sker i både
en-användarfallet (dvs. där tjänsteleverantör och infrastrukturleverantörsrollen är
samma entitet) och för ett fleranvändarfall (dvs. där en InP hanterar resurser som
tilldelats olika tjänsteleverantörer).

För en-användarfallet beskrivs en dynamisk skivningsstrategi för ett centralt
radionätverk (C-RAN) med optisk transport. I detta scenario delas transportre-
surserna dynamiskt bland flera utplacerade radioenheter enligt de tidsmässiga och
rumsliga variationerna för de trådlösa trafikbehoven. Resultaten visar att en InP be-
höver använda 31,4% mindre transportresurser i sin infrastruktur när man använder
dynamisk skivning jämfört med en konventionell strategi baserad på övertilldelning.

För fleranvändarfallet presenteras i denna avhandling en kombination av “inte-
ger linear programming” och heuristiska algoritmer för dynamisk skivning. Resultat
visar att det, via dynamisk skivning, är möjligt att uppnå 5 gånger lägre sanno-
likhet för att förkasta skivor jämfört med strategier baserade på statisk skivning.
Avvägningen studeras i termer av serviceförsämringen, som visar sig vara relativt
liten.

Analysen sträcker sig sedan till hur maskininlärningsalgoritmer kan användas
i skivtilldelnings- och skalningsprocesser för att förbättra prestanda för dynamisk
skivning. I synnerhet föreslås i denna avhandling BDA-baserade skivtilldelnings- och
skalningsstrategier där BDA används för att förutsäga skivans resurskrav. Resulta-
ten visar att den föreslagna BDA-baserade tilldelningspolicyn ökar vinsten för InP
med upp till 49% jämfört med en tilldelningspolicy som inte använder BDA. Vidare
sänker den föreslagna BDA-baserade skalningsprincipen straffavgiften på grund av
serviceförsämringar med mer än 51% jämfört med en “first-come-first-serve” policy.

Slutligen presenteras i denna avhandling hur RL kan användas för tilldelning av
skivor för att maximera vinsten för InP baserat på dess förståelse av tjänster som har
olika prioriteringar. RL-agenten avvisar proaktivt tjänster med låg prioritet för att
ge plats åt mer lönsamma högprioriterade tjänster. Fördelarna med den föreslagna
policyn utvärderas i ett nytt 5G-flexibelt RAN-scenario. Resultaten visar att den
föreslagna policyn utföra upp till 54,5% bättre jämfört med deterministisk heuristik.

Nyckelord: mjukvarudefinierade nätverk, virtualisering av nätverksfunktioner,
orkestration, dynamisk skivning, 5G, stora datamängder, reinforcement lärande.
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Chapter 1

Introduction

The 5th generation of mobile networks (5G) is expected to be introduced into the
market around 2020 [1]. One of the major challenges for 5G is to provide a platform
to support a variety of services (e.g., enhanced mobile broadband, media delivery,
industrial applications) with their own specific requirements in terms of, e.g., la-
tency, capacity, and reliability. Hence, infrastructure providers (InPs) are looking
into flexible, programmable, and multi-purpose networks supporting such services
over a common platform, with dynamic management of infrastructure resources.

Software defined networking (SDN) [2] and network function virtualization (NFV)
[3] are two promising technologies to enable such a vision. SDN is a network archi-
tecture which decouples the data plane (i.e., the part of a network which carries the
traffic generated by users) from the control plane (i.e., the part of a network which
carries the control and management traffic and is responsible for configuring the
data plane elements), and it allows InPs to control their resources through applica-
tion programming interfaces (APIs). SDN enables also an end-to-end orchestration
between different technology domains by providing a framework for interaction
between different controllers (i.e., radio, transport, and cloud), as shown in Fig.
1.1 [4]. NFV, on the other hand, enables InPs to virtualize their resources and to
instantiate virtual network functions (VNFs) on general purpose processors (GPPs)
placed at the data centers (DCs) in different segments of the network.

Utilizing an SDN/NFV based framework, InPs can realize a multi-purpose plat-
form able to share the physical and/or virtualized resources among different tenants,
a concept referred to as slicing [5]. This results in an efficient utilization of infras-
tructure resources and leads to significant cost savings for InPs. Using slicing (Fig.
1.1), several virtual networks (VNs) are created on top of the same infrastructure
and are assigned to different services requested by the tenants (i.e., usually one VN
per service). Each VN is created according to the specific needs of the corresponding
service, and it is allocated a portion (i.e., a slice) of the end-to-end infrastructure
resources. Based on this concept, an InP is able to provision services on-demand,
i.e., when/where required (e.g., sports events, musical concerts, festivals etc.).

1
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Transport Controller Cloud Controller 

e.g., radio base stations, 
baseband units 

Control Plane 

Data Plane Radio 
Resources 

Cloud 
Resources 
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Radio Controller 

Transport 
Network 

Slice 1 Slice 2 Slice N … Slice 1 Slice 2 Slice N … Slice 1 Slice 2 Slice N … 

Orchestrator 

Tenant 1 Tenant 2 Tenant M ..… 

Figure 1.1: SDN-based framework for joint orchestration of different domains in
the network.

In the presence of temporal and/or spatial variation of the service requirements,
the resource usage efficiency can be further improved by dynamically slicing re-
sources in a way that the provisioned slices are scaled up/down according to the
variation of the service requirements [6]. However, if a slice cannot be scaled up
due to lack of resources, an InP has to pay a penalty proportional to the degra-
dation level experienced by the corresponding service. This becomes really crucial
in a multi-purpose network infrastructure that is shared among a large variety of
services with different priorities. Some services have high priority and an InP tries
to strictly meet their requirements. Other services have low priority and an InP
meets their requirements only in a best-effort manner. In such a scenario, both the
revenue generated by an InP (i.e., by accepting a service) and the penalty incurred
(i.e., by not being able to scale up a slice when needed) are proportional to the
service type (i.e., its priority). This means that a high revenue is generated by ac-
cepting a high priority service, however if the corresponding slice cannot be scaled
up when required, an InP will also have to pay a high penalty due to resulting
degradation which will have an impact on its net profit.

From the aforementioned considerations, it becomes evident that in order to
maximize the net profit of an InP, the challenge is two-fold. An InP needs to be
able to (i) accept as many slice requests as possible (i.e., to increase the revenue
level), and (ii) scale the provisioned slices up/down to match the variation of ser-
vice requirements as closely as possible (i.e., to improve resource usage efficiency
while minimizing the penalty level). More specifically, an InP needs to devise an
intelligent slice admission policy that carefully accepts those slice requests which
generate high revenue and which are not likely to result in penalty due to service
degradation. Moreover, an InP also needs to adopt an intelligent slice scaling policy
in order to decide how the limited infrastructure resources are redistributed among
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the slices by scaling them up/down.
To solve this profit maximization problem, an InP may use machine intelligence

capabilities to assist in the slice admission and scaling processes. For example, big
data analytics (BDA) [7] can be used to predict the variation of service require-
ments. Based on BDA predictions, an InP would accept an incoming slice request
only if it realizes that the service requirements of the incoming and of the already
provisioned slices are expected to vary in such a way that no slice will experience
service degradation. Moreover, BDA predictions can also be used to efficiently scale
up/down the slices with different service priorities. For example, if a slice cannot be
scaled up due to lack of resources, an InP may use BDA predictions to check when
the required resources are expected to become available. Considering the service
priorities of all the existing slices, an InP may then decide either to wait for the
resources to get free, or to pre-empt resources from other existing slices by scaling
them down, depending on which option minimizes the penalty paid by an InP due
to service degradation.

Another machine intelligence option that can be used to solve the InP profit
maximization problem is reinforcement learning (RL) [8]. RL makes intelligent
decisions based on the feedback derived from past actions and optimizes its perfor-
mance over time. For example, RL can understand how to leverage onto the notion
of services having different priorities in order to maximize the profit of an InP.
In other words, during slice admission, RL can maximize the profit by proactively
and selectively rejecting low priority services in order to accommodate high priority
ones. Moreover, RL can also help during the slice scaling process. In a scenario
where a number of slices need to be scaled simultaneously with limited resources
available, RL can learn how to assign resources to these slices depending on their
service priorities such that the penalty paid by an InP is minimized.

1.1 Problem Statement and Evaluation Methodologies

Considering the aforementioned rationale, the InPs need to design intelligent or-
chestration strategies for slicing their resources in order to provision 5G services
with different requirements. The InPs should devise how the resources are allocated
to slices when provisioning the corresponding services, and when/how these slices
can be dynamically reconfigured in order to improve the resource usage efficiency.
Moreover, an intelligent strategy for slice admission is needed to decide if a slice re-
quest should be accepted or not, depending on whether it would have any impact on
other slices already in operation. Similarly, an intelligent strategy for slice scaling
is required for enabling an efficient distribution of limited infrastructure resources
among all the currently existing slices. The overall goal is to maximize the net profit
of an InP, i.e., obtained by minimizing the penalty due to service degradation, and
by maximizing the revenue generated by the accepted slice requests.

This thesis focuses on the design and the performance evaluation of orchestration
strategies for enabling dynamic slicing in 5G scenarios. In particular, the following
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research questions are answered in this thesis:
• How to design the strategies for dynamic slicing and to quantify their benefits

as compared to a static allocation paradigm (in which a fixed amount of resources
is allocated to each slice)? The fact that the dynamic allocation of resources to
different slices may lead to an efficient utilization of resources, seems like an obvious
intuition. However, such an assessment is required in order to understand whether
the benefits are significant enough to encourage InPs to manage their resources in
a dynamic fashion.

• How machine intelligence capabilities (i.e., BDA and RL) can be used in slice
admission and scaling processes for improving the performance of dynamic slicing
in terms of maximizing the net profit of an InP? How the designed algorithms can
be trained to make intelligent decisions about slice admission and scaling?

• How to experimentally demonstrate the feasibility of intelligent orchestration
strategies for deploying them in a real network? What are the impacts of adding
intelligence features?

This thesis quantifies the benefits of dynamic slicing using both simulation and
experimental demonstration. The simulation-based frameworks are chosen as they
provide good scalability when evaluating the performance of designed policies in
realistic large network scenarios. Moreover, it is much easier to configure various
system parameters for assessing the performance under a large variety of network
conditions. On the other hand, the experimental demonstration is used as a proof-
of-concept that illustrates the feasibility of the designed policies when deployed in
real networks. Furthermore, the experimental demonstration is used to explore
some benefits and tradeoffs (e.g. timing analysis) of the designed strategies that
cannot be assessed via simulation.

1.2 Thesis Contributions

In this thesis, the benefits of dynamic slicing are quantified in two different scenar-
ios: a single-tenant case where the roles of service and infrastructure providers are
played by the same entity, which (in turn) manages its resources dynamically; and a
multi-tenant case where an InP leases its resources to different tenants (i.e., service
providers) and manages the resources allocated to all the tenants dynamically.

This thesis proposes both mixed integer linear programming (MILP) formula-
tions and heuristic algorithms for dynamic slicing. The MILP formulations lead
to an optimal solution, however they are not scalable to large network scenarios.
Hence, heuristic algorithms for dynamic slicing have been developed to be used
for large network instances. These algorithms have been benchmarked against the
results of the MILP formulations in order to provide close to optimal results. More-
over, the slice admission and scaling policies based on machine intelligence have also
been designed in order to improve the performance of dynamic slicing. In particu-
lar, this thesis investigates how BDA predictions can be used to assist in the slice
admission and scaling processes in order to make intelligent decisions. Moreover,
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this thesis also focuses on how a RL-based slice admission strategy can be used to
maximize the profit of an InP, while using a heuristic for slice scaling.

Apart from presenting results obtained via simulations, this thesis also assesses
the performance of some of the proposed strategies via proof-of-concept demonstra-
tions. In particular, a real SDN-based control plane instance has been implemented
to experimentally demonstrate how the resources can be dynamically allocated to
different tenants by using different policies for slice admission and scaling. The
control plane instance is based on an Open Daylight transport controller, which is
connected to an optical network emulator that was developed to emulate the optical
data plane.

The contributions of this thesis can be divided into four parts.

1.2.1 Dynamic slicing in single-tenant C-RAN scenario
The benefits of dynamic slicing are first evaluated in a single-tenant scenario, i.e., a
tenant (service or infrastructure provider) dynamically manages the slice of infras-
tructure resources under its control. An InP can increase its profit by optimizing
the utilization of the infrastructure resources. Consequently, fewer resources need
to be deployed to accommodate a given number of services.

One promising solution to manage the infrastructure resources in an efficient
way is the possibility to orchestrate different technology domains (i.e., radio, trans-
port, and cloud) jointly [9]. Although the existing literature [10–12] is focused on
the joint orchestration of cloud and transport resources, there is not much work
done to investigate the benefits of joint orchestration of radio and transport re-
sources. By using such an orchestration framework, the transport resources can be
dynamically allocated according to the requirements of the radio segment of the
network, which results in an efficient utilization of transport resources. A proof-of-
concept demonstration of joint orchestration of radio and transport resources in a
centralized radio access network (C-RAN) with optical transport is presented in [4].
However, this work only demonstrates the feasibility of the concept, while its bene-
fits in a realistic network scenario have not been explored yet. Moreover, a concrete
strategy for dynamic allocation of transport resources based on the feedback from
radio domain has not been presented.

The first part of this thesis has two main contributions. First, a strategy is
proposed for dynamically scaling up/down the slice based on the temporal and/or
spatial variation of wireless traffic, such that limited transport resources can be
shared among multiple remote radio units. Second, an optical data plane emulator
(i.e., controlled via a real SDN-based control plane instance) has been developed
for experimental evaluation of the benefits of the proposed strategy as well as
for assessing its scalability in a realistic network scenario. The performance of
this strategy is compared against a benchmark, i.e., where the transport resources
are statically allocated to support the peak wireless traffic. The simulation and
emulation results in Papers I and II show that the proposed strategy can save up
to 31.4% of transport resources, as compared to the benchmark.
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1.2.2 Dynamic slicing in multi-tenant transport networks
The relatively simple single-tenant scenario considered in this thesis was a first step
to show the potential benefits of joint orchestration of radio and transport resources.
However, as mentioned previously, 5G networks need to support multi-tenancy, i.e.,
services with different requirements need to be provisioned to multiple tenants over
the same infrastructure. In a multi-tenant scenario, InPs typically allocate a fixed
set of resources (i.e. slice) for each service requested by the tenants for the entire
service holding time. This comes at the expense of an inefficient utilization of
infrastructure resources, since the service requirements usually vary in both space
and time. A more cost effective solution is dynamic slicing where each slice is scaled
up/down based on the variation of its resource requirements.

There are a few works existing in the literature [13,14] which present strategies
for slice scaling. However, these strategies propose that when a slice needs to
be scaled up, an InP can only leverage upon the spare resources available in the
infrastructure. On the other hand, this thesis presents a strategy for slice scaling
based on re-arranging the infrastructure resources assigned to currently provisioned
slices. With a holistic view of all the infrastructure resources, the proposed strategy
can help an InP to come up with an optimal way of redistributing infrastructure
resources, such that some slices can be scaled down in order to be able to scale up
other slices.

In particular, this thesis investigates dynamic slicing in a scenario where an InP
leases its resources to different tenants, i.e., radio, cloud, and IP, and dynamically
scales up/down the provisioned slices using the proposed strategy. Papers III and
IV of this thesis present MILP formulations and heuristic algorithms for dynamic
slicing. Results show that (in the scenario under investigation) dynamic slicing
leads to around 5 times lower slice rejection probability when compared to a static
slicing approach, where each slice is dimensioned according to its peak resource
requirements. Accepting more slices using dynamic slicing results in an increase
of the revenue obtained by an InP. Moreover, the trade-off is studied in terms of
service degradation that is experienced when a slice cannot be scaled up due to
lack of resources. However, it has been found that the level of service degradation
is relatively small.

1.2.3 Performance enhancement of dynamic slicing by using big
data analytics

The MILP formulations and heuristic algorithms for dynamic slicing consider the
resource requirements of the slices only at the current point in time. However,
the performance of dynamic slicing can be further improved if an InP uses machine
intelligence to understand how resource requirements might vary in the future. This
information can be used by an InP to design intelligent slice admission and scaling
policies which maximize its net profit. One possibility of retrieving this information
is to use BDA for predicting the resource requirements of slices.
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The current literature on slicing does not consider using BDA predictions for
slice admission. Paper VI of this thesis shows how a slice admission strategy based
on BDA predictions can improve the performance of dynamic slicing. More specif-
ically, the proposed BDA-based admission policy accepts an incoming slice request
if and only if it can be expected (i.e., thanks to the BDA predictions) that the in-
coming slice and the slices already in operation will not be degraded. Consequently,
this minimizes the chance of having to pay a penalty due to service degradation. At
the same time, the policy tries to accept as many slice requests as possible in order
to increase the revenue, with the objective to maximize the net profit of an InP.
Results show that when an InP has to pay high penalty due to degradation, the
proposed slice admission policy leads to up to 49% increase in profit, as compared
to a slice admission policy without using BDA predictions. In addition, Papers
VII and VIII of this thesis present an experimental demonstration of the proposed
BDA-based slice admission policy.

On the other hand, there exist some works on slice scaling using BDA pre-
dictions, e.g., [15, 16]. The strategies proposed in these works proactively scale
up/down a slice based on the prediction (i.e., via BDA) of required resources.
However, as mentioned previously, it is also crucial to consider the priorities of
different types of services provisioned over a multi-purpose network infrastructure.
Hence, this thesis presents an experimental demonstration of a BDA-based slice
scaling strategy (Paper V) that takes into account the service priorities in order
to efficiently scale up/down the slices. In particular, it proposes a priority-aware
scaling policy that decides if it is advantageous (from the degradation penalty min-
imization point of view) to pre-empt some of the resources allocated to low priority
services (i.e., by scaling down their slices), so that the slice of a high priority service
can be scaled up. The performance of the proposed policy is compared against a
priority-unaware first-come-first-served (FCFS) strategy [17], where the resources
allocated to a slice cannot be pre-empted in order to accommodate another slice.
The results show that the proposed policy lowers the service degradation penalty
(due to not being able to scale up a slice) by more than 51%, as compared to FCFS
policy.

1.2.4 Performance enhancement of dynamic slicing by using
reinforcement learning

Leveraging on BDA predictions can significantly improve the performance of dy-
namic slicing. However, the benefits are dependent on the accuracy of such pre-
dictions. On the other hand, this accuracy can only be achieved if there is a large
amount of network data available for analysis, which is not always the case. Hence,
a machine intelligence framework is required which does not depend on the avail-
ability of such data. RL is a promising approach where an agent is trained to make
intelligent decisions without having any previous knowledge about the system.

The current literature on slicing does not focus on using RL for maximizing the
profit of an InP that performs dynamic slicing of its resources. On the other hand,
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Paper IX of this thesis presents a RL-based slice admission policy for improving
the performance of dynamic slicing in a 5G flexible RAN scenario [18], while using
a heuristic for slice scaling. In the considered RAN architecture, some of the radio
functions can be virtualized over GPPs placed either at the central office (CO) or
at remote regional data center (RDC) sites. Two types of services are considered,
i.e., high priority (HP) and low priority (LP), where the former generates higher
revenue than the latter. HP services have strict latency constraints, i.e., they
request GPPs at the nearby COs. On the other hand, LP services have non-strict
latency requirements, i.e., they are ok with being assigned GPPs either at the CO
or at the RDC sites.

An InP makes intelligent decisions about slice admission using a RL agent con-
sidering the different service priorities and revenue levels. More precisely, the agent
makes sure that services accepted are the ones which generate high revenue but
do not incur high degradation penalties. This is done by proactively rejecting LP
services in order to free up resources for the HP ones. The performance of the pro-
posed RL-based slice admission policy is benchmarked against two deterministic
heuristics, i.e., Random (which accepts/rejects slice requests randomly), and Fit
(which accepts a slice request if and only if all the currently required resources are
available in the infrastructure). The simulation results show that in the use case
under consideration, the RL-based policy achieves up to 54.5% better performance
as compared to the benchmarks.

Moreover, the analysis is also presented for how the RL can adapt itself ac-
cording to different policies used by the scaling heuristic. In particular, this work
considers that the slices can be scaled based on one of the following two policies,
i.e., HP first (HPF) or LP first (LPF). The results show that based on the feedback
received from bad scaling decisions taken by LPF, the RL agent starts rejecting
more LP services such that HP services can be scaled up easily. Although this
work uses a heuristic for slice scaling, but it would also be interesting to design and
evaluate the performance of a RL-based slice scaling policy. However, it is left as a
future work.

1.3 Thesis Organization

The thesis is organized as follows.
• Chapter 2 presents the state-of-the-art literature review on 5G network slicing.

The ongoing standardization efforts from different organizations are discussed, and
a survey of published papers on network slicing is presented in this chapter.

• Chapter 3 describes the benefits of dynamic slicing in a single-tenant sce-
nario. The algorithm for sharing limited transport resources in an optical C-RAN
is presented and its performance is compared with a strategy based on static slicing.

• The benefits of dynamic slicing in a multi-tenant scenario are discussed in
Chapter 4. The MILP formulations and heuristic algorithms for dynamic slicing
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are described briefly. Moreover, the chapter presents the performance evaluation of
dynamic slicing with respect to a strategy based on static slicing.

• Chapter 5 describes how BDA predictions can be used to improve the perfor-
mance of dynamic slicing. A BDA-based slice admission policy is presented and its
performance is compared against an admission policy that does not use BDA pre-
dictions. Moreover, a priority-aware slice scaling policy using BDA is presented and
compared with a priority-unware strategy. This chapter also presents experimental
demonstrations of the proposed policies.

• Chapter 6 presents a RL-based framework for slice admission in a 5G flex-
ible RAN scenario. The performance of the proposed policy is compared against
deterministic heuristics.

• Chapter 7 draws concluding remarks from this thesis and mentions some of
the directions for future work.

• At the very end of the thesis, there is a brief summary of all the papers
included in the thesis together with the description of what is the contribution of
the candidate.

1.4 Ethical Aspects of Thesis

This thesis focuses on economic aspects, i.e., the profit maximization of an InP, how-
ever the dynamic slicing concept also introduces some societal aspects that need
to be considered. As mentioned earlier, a provisioning strategy based on dynamic
slicing might lead to the degradation of some services, however such degradation
should not have any impact on the safety of human beings, animals, or the envi-
ronment. The slices assigned to critical services (e.g., alarm services for preventing
the spread of forest fires or radioactive leak in nuclear reactors, emergency services
in case of traffic accidents, etc.) should not be subject to dynamic reconfigura-
tions. Such services always need to be allocated the peak amount of resources in
order to avoid any degradation at all. The dynamic slicing can only be used for
non-critical services for which a small amount of degradation would not have a
significant impact.

Furthermore, dynamic slicing allows for the efficient management of the infras-
tructure resources, where the possible drawback is in having some services expe-
rience degradation due to unavailability of the required resources. In such a case,
an InP needs to pay the corresponding penalty. In this situation, an InP should
not only try to maximize its profit but also avoid discrimination among services
belonging to the same class (e.g. with same priorities). This means that a selected
group of services should not be provided infrastructure resources at the expense
of starving other services within the same class. In fact, the limited amount of
infrastructure resources needs to be distributed among the services in a fair way
such that each service gets a share of resources.





Chapter 2

Literature Review

As mentioned in Chapter 1, 5G has to support a myriad of different services over a
common platform with the aim of lowering the capital and operational expenditures
of InPs. The network slicing concept can enable this by creating customized virtual
networks (VNs), i.e., tailored to meet the specific service requirements, on top of
a common physical infrastructure. Each tailored slice (or VN) is then allocated
to the requesting tenant, while the InP tries to meet the service level agreement
(SLA) committed to the tenant.

Being a key feature in 5G systems, network slicing has recently become a hot
and trending research topic for both academia and industry. This chapter provides
a literature review of slicing in 5G networks, i.e., the core topic investigated in this
thesis. First, the standardization efforts on this topic are described. Then, the
publications related to 5G network slicing are briefly summarized.

2.1 Standardization Efforts

There are several standard developing organizations (SDOs) trying to address the
topic of network slicing. These standardization efforts are focused on defining
terminologies, elaborating different concepts, identifying use cases, and proposing
different architectures. The 3rd Generation Partnership Project (3GPP) is a global
initiative that unites several telecommunication SDOs for defining complete system
specifications of telecommunication networks covering RAN, core transport net-
work, and service capabilities. Recently, 3GPP has presented several documents
related to 5G network slicing. The 3GPP technical report [19] presents the concept,
use cases, requirements and solutions for orchestration and management of network
slices. It defines a network slice instance (NSI) as “a set of network functions and
the resources for these network functions which are arranged and configured, form-
ing a complete logical network to meet certain network characteristic”. The same
document also presents an information model where an NSI may be composed of
network slice subnet instances (NSSIs), which can be dedicated or shared among

11
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several NSIs. Moreover, this document describes three phases of the NSI lifecy-
cle (Fig. 2.1): (i) instantiation, configuration and activation, (ii) run-time, and
(iii) decommissioning. During instantiation and configuration, all resources for the
NSI are created and configured such that the NSI becomes ready for operation. The
activation step includes any actions that make the NSI active (e.g., traffic diversion
to NSI). The run-time phase includes supervision and reporting of performance
indicators, as well as activities related to modification, such as NSI scaling. Fi-
nally, the decommissioning phase includes deactivation as well as the reclamation
of resources allocated to NSI, after its holding time expires.

Instantiation/
Configuration 

De-
activation 

Supervision 

Reporting 

Modification Termination Activation 

Instantiation, Configuration, 
and Activation 

Run-time Decommissioning 

Figure 2.1: Lifecycle of a network slice instance (NSI) as defined by 3GPP [19].

The Next Generation Mobile Networks (NGMN) has also made contributions
in the standardization of 5G network slicing. The NGMN describes its view on
network slicing in [20], where it presents a 3-layer perspective of the network slicing
concept (Fig. 2.2), i.e., (i) service instance layer (representing the services to be
supported), (ii) network slice instance layer (providing the network characteristics
required by different service instances), and (iii) resource layer (representing the
physical or virtual resources allocated to network slices). According to NGMN,
an NSI can be shared across multiple service instances provided by the network
operator, however whether the sharing can be done across service instances of dif-
ferent third parties is still up for discussion in SDOs. Moreover, as highlighted by
3GPP, the NGMN also mentions that the NSI may be composed of zero, one or
more NSSIs, where each NSSI forms a set of network functions which run on the
physical/logical resources.

The European Telecommunications Standards Institute (ETSI) has established
an Industry Specification Group (ISG) for NFV, which has recently released a
document [21] to highlight the relationship between NFV and 5G network slicing
concepts. The document states that according to 3GPP [19], an NSI contains one or
more NSSIs, each of which in turn contains one or more network functions which can
be managed as virtual network functions (VNFs) and/or physical network functions
(PNFs). Hence, an NFV service can be regarded as a resource-centric view of an
NSI, i.e., when an NSI would contain at least one VNF. Figure 2.3 shows how
the 3GPP network slicing concept can be mapped to the NFV concept of ETSI.
According to the document, although ETSI NFV-ISG believes that current NFV
specifications already contain many features of network slicing, the specifications
still require further evolutions for enabling full support of network slicing, e.g.,
multi-tenancy, security, and reliability.
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Figure 2.2: 3-layer perspective of network slicing concept proposed by NGMN [20].
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Figure 2.3: ETSI NFV perspective on mapping 3GPP network slicing to NFV
concept [21].

The Internet Engineering Task Force (IETF) has also recently established a
working group on network slicing, which has released a few documents as well.
In [22], the IETF lists a number of use cases that benefit from network slicing, e.g.,
enhanced mobile broadband, massive machine to machine communication, criti-
cal communication, ultra-reliable low latency communication, information centric
networking etc. The IETF also presents an SDN-based abstraction and control of
traffic engineered networks (ACTN) architecture [23] that relies on the concept of
network and service abstraction. As depicted in Fig. 2.4, the ACTN architecture
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comprises physical network controllers (PNCs) which are responsible for controlling
different technology and/or administrative domains. PNCs are then orchestrated
by a multi-domain service coordinator (MDSC), which enables abstraction of the
underlying resources and allocates network resources to individual customers, with
each customer having its own customer network controller (CNC). Based on the
ACTN architecture, in order to support multiple customers over the same physical
infrastructure, a network operator needs to partition (or slice) the network resources
by deploying VNs for different customers. In [24], the IETF describes the applica-
bility of the ACTN architecture to the network slicing concept, and argues that an
ACTN VN is a client view that may be considered as a network slice of the ACTN
managed infrastructure. The same document also identifies the required extensions
in ACTN to support network slicing. In particular, the security of VNs/slices pro-
visioned by the network operator has to be maintained. For example, there should
be no risk of data leakage from one slice to another, and also changes in one slice
should not have any detrimental impact on the operation of another slice beyond
the limits allowed within the SLA. Hence, all the security aspects need to be fully
explored before network slices are deployed using ACTN framework.
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Figure 2.4: ACTN architecture of IETF [23].

The Open Networking Foundation (ONF) describes how the SDN architecture
can enable network slicing for 5G [25]. The ONF claims that the key features of SDN
(e.g., resource abstraction and virtualization, open and programmable interfaces)
provide support for creating network slices. As depicted in Fig. 2.5, the controller
in an SDN architecture has two types of views, i.e., it interacts with its client via
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a client context, and with the underlying resources via a server context. The ONF
argues that a 5G slice is comparable to a client context in the SDN architecture
(Fig. 2.5), which provides the supporting control logic for constituting a slice.
Through a client context, the SDN controller provides a complete resource view for
a slice, as well as the related orchestration logic and lifecycle management of slices.
The major functional block of the client context is the resource group, representing
the resources allocated to the slice (including network, compute, and storage), out
of the resource groups available to the controller at southbound interface. Within
this resource group, virtual resources represent the infrastructure resources created
from the controller’s underlying resources through the process of virtualization. The
support resources represent functions hosted in the SDN controller which enable or
facilitate the interaction with the client, including service attributes requested by
the client. The client support block in the client context may contain additional
functions and resources that are not exposed to the client. Furthermore, the ONF
claims that a 5G controller is an SDN controller or vice versa, since both 5G and
SDN controllers manage network resources to serve client-specific purposes. Hence,
the SDN architecture provides the foundation for a standardized platform to enable
slicing in order to support 5G business requirements.
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Figure 2.5: Mapping of SDN architecture to 5G network slicing [25].

It is worth mentioning here that the network slicing concept and the architecture
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considered in this thesis are in line with the standardization efforts just described.
The architectural framework for network slicing presented in Chapter 1 (Fig. 1.1)
corresponds to the ACTN architecture in Fig. 2.4, where three PNCs (i.e., radio,
transport, and cloud controllers) are used to control different technology domains in
the physical network. In addition, the role of MDSC is played by the orchestrator,
and each tenant has a CNC for managing its slices. This also corresponds to the
3-layer perspective of network slicing presented by NGMN (Fig. 2.2), where the
service instance layer includes the tenants, the network slice instance layer contains
the slices created by the orchestrator for different tenants, and the resource layer
includes the physical network containing radio, transport, and cloud resources.
Moreover, the network slicing concept presented by 3GPP [19] also corresponds
to the concept described in this thesis. In particular, dynamic slicing, as defined
in Chapter 1, follows the slice lifecycle management described in Fig. 2.1. The
initial slice setup corresponds to the instantiation, configuration, and activation
phase, and then the slice is dynamically reconfigured based on the monitoring of
resources during the run-time phase. Finally, the slice is torn down during the
decommissioning phase, after the expiration of its holding time. The next section
presents an overview of papers related to network slicing for 5G.

2.2 Related Work

In line with the standardization efforts from SDOs on network slicing, there are a lot
of recent works published on this topic. The authors in [26] introduce the concept of
a network slice broker for 5G systems, which enables mobile virtual network opera-
tors (MVNOs), over-the-top (OTT) providers, and industry vertical market players
to request and lease resources from InPs. The 5G slice broker provides admission
control for incoming requests (from MVNOs, OTTs, and verticals), and allocates
the infrastructure resources to the created slices for a particular time period. The
work in [27] presents an SDN/NFV based control plane for enabling multi-tenancy
through network slicing over 5G networks. The authors in [28] describe how net-
work slicing can be realized in 5G systems through SDN and NFV. They argue
that although SDN architecture paves the way for network slicing implementation,
it lacks some essential capabilities that can be supplied by NFV. The authors in [29]
highlight the challenges that emerge when designing 5G networks based on network
slicing such as intelligent slice admission control, security, and using different radio
access technologies to serve diverse needs of the tenants. They argue that network
slicing is still at an early stage in terms of its development and might need some
time to get mature enough to be used in real network implementations. The au-
thors in [5] identify optical network virtualization as a key enabler for slicing in 5G
networks, and present an overview of operationalization and deployment of different
data and control plane technologies for 5G network slicing.

The above mentioned works do not account for the possibility of reconfiguring
a slice (i.e., varying the amount of resources allocated to the slice, as mentioned in
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Chapter 1) once it has been provisioned by the InP. However, a slice in operation
might need to be reconfigured either because a new slice request is blocked due to
lack of resources or because of a failure in the physical network. For example, the
work in [13] studies the benefits of slice reconfiguration in case of elastic optical
networks when a new slice request is blocked due to lack of sub-carriers in the
fiber links. On the other hand, the authors in [14] present a scheme for slice
reconfiguration after a node or a link failure in the physical network. Moreover,
the authors in [30] present the idea of on-demand reconfiguration of slices assigned
to mobile networks that provide C-RAN services. In this work, upon receiving a
request from the mobile network, the InP re-allocates the resources assigned to a
slice in order to match its varying resource requirements. However, this process
leverages only upon spare resources available in the physical network at that point
of time, and the orchestrator does not have any functionality to free resources from
other tenants (that at the moment might not need them) in order to achieve efficient
utilization of infrastructure resources. On the other hand, the work presented in
this thesis also considers the possibility to redistribute resources among tenants as
needed to improve the infrastructure resource usage efficiency.

Apart from architectural proposals and strategies for network slicing, exper-
imental demonstrations of this concept have also been presented recently. The
authors in [31] experimentally demonstrate a multi-tenant network slicing archi-
tecture that not only provisions 5G slices, but also deploys dedicated SDN/NFV
control plane instances (i.e., one for each slice) so that tenants are in full con-
trol of the allocated resources. This work has been extended in [32] to enable the
joint orchestration of network and cloud resources for 5G infrastructures with dis-
tributed cloud and multi-domain networks. The authors in [33] present a demo of
5G network slicing using the example of a health insurance provider. A tailored-
to-fit network slice enables a health provider to connect the smart wearable devices
of its customers to the cloud in an efficient manner. The work in [34] presents
an SDN/NFV based experimental testbed for 5G which can provision end-to-end
slices over a wireless backhaul network. The authors in [35] experimentally demon-
strate how virtual software defined elastic optical network (vSD-EON) slices can be
built according to the tenants’ application demands, and can be operated correctly
to satisfy these demands. Moreover, the work in [36] presents a proof-of-concept
demonstration of slice reconfiguration which is triggered either by the presence of
congestion or of a failure in the physical network.

As mentioned in Chapter 1, the performance of network slicing can be improved
by adding machine intelligence capabilities in the decision making process of an
InP. Hence, there is a rapidly increasing trend of using machine learning (ML) for
enabling the automation of various features in communication networks.

The ML algorithms can be divided into three main categories: (i) supervised
learning (SL), (ii) unsupervised learning (UL), and (iii) reinforcement learning
(RL) [37]. The SL algorithms are trained on a dataset containing right input-
output pairs, i.e., what should be the correct output when the system receives a
certain input. Such algorithms enable an InP to observe the collected network data
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in order to take the correct decision when the system happens to be in a certain
state. On the other hand, the UL algorithms identify patterns in the data that
does not contain right input-output pairs. This may be the case when such data
is unobservable, infeasible to obtain, or there might not exist a right output for
a certain input in the considered problem. For example, such algorithms can be
used by an InP to detect anomalies or irregularities in the network. Finally, the RL
algorithms do not require any previous knowledge about the system and they learn
by receiving feedback from the system in terms of a reward for each action taken.
Such algorithms enable an InP to take intelligent decisions after being trained to
maximize the rewards associated with actions taken.

This thesis focuses on using two types of ML algorithms for enabling network
automation, i.e., SL and RL. The SL algorithm is based on big data analytics
(BDA). The BDA observes a history of data collected from various segments of
the network, and analyses this data to predict the events expected to occur in
the future, which enables an effective management of network resources. On the
other hand, the RL algorithm is based on designing an RL agent which can enable
network automation for an InP. In the following, a brief literature survey about
using BDA and RL to enable automation in communication networks is presented.

The authors in [38] argue that BDA and SDN can greatly benefit from each other
when joined together. This work shows that SDN can facilitate big data acquisition,
transmission, storage, and processing. Since big data is usually processed in DCs,
the SDN-based DC networks can realize efficient management of DC resources by
dynamically allocating them to different BDA applications. Moreover, SDN can
also benefit from BDA. For example, BDA can help the logically centralized SDN
controller by guiding its decisions (e.g., traffic engineering) after obtaining insights
from observed data of different network layers. The authors in [39] also present
how SDN can facilitate the development of algorithms and applications that target
network analytics using BDA. The work in [40] shows the benefits of exploiting BDA
in 5G mobile network optimization. The authors also identify some challenges for
big data driven optimization, which include how to collect big data as well as the
communication overhead and latency caused by using BDA.

During last few years, BDA-based network slicing has also gained interest in
the research community, with BDA being used for prediction of either resource re-
quirements of a slice or failure events in the network. The authors in [15] and [16]
present how slices can be proactively scaled up/down based on the prediction (i.e.,
via BDA) of required resources in the future. Moreover, the authors in [41] experi-
mentally demonstrate how the discovered knowledge using BDA can be applied for
both proactive and reactive slice reconfiguration. The considered use case includes
three events: (i) proactive slice rerouting after degradation detection in a lightpath,
(ii) reactive core network restoration after optical link failure, and (iii) reactive slice
rerouting after lightpath restoration. However, the above mentioned works do not
consider a scenario where services might have different priorities, i.e., a crucial as-
pect of multi-purpose network infrastructures. Hence, this thesis focuses on how
BDA can help to efficiently scale up/down the slices allocated to different services
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based on their priorities. Moreover, the thesis also presents a slice admission strat-
egy that utilizes BDA predictions to decide whether or not to accept the slice
requests.

RL is also getting interest from the research community as an enabler for net-
work automation. Most of the related works focus on resource scheduling or routing
optimization using RL. For example, the work in [42] presents an RL-based radio
resource scheduling policy that maximizes the satisfaction of Quality-of-Service
(QoS) objectives in a 5G RAN. The authors in [43] present a RL framework for
power-efficient resource allocation in cloud RANs. The proposed framework can
achieve significant power savings while satisfying user demands and it can also
handle highly dynamic cases. The authors in [44] design and evaluate an RL
agent that performs SDN routing optimization by automatically adapting to cur-
rent traffic conditions with the goal of minimizing the network delay. The work
in [45] presents an RL-based QoS-aware adaptive routing algorithm for multi-layer
hierarchical SDNs, which enables adaptive, time-efficient, and QoS-aware packet
forwarding in the considered architecture. In case of optical networks, the work
in [46] presents an RL agent which can realize cognitive and autonomous routing,
modulation, and spectrum assignment in elastic optical networks.

As of today, there is not much work done related to RL-based network slicing.
Although the topic of slice admission using RL has not been addressed yet, the
authors in [47] present a preliminary investigation of the benefits of using RL for
intelligently scaling up/down the slices according to the dynamics of mobile users.
However, the authors consider a small scenario where a slice comprises only spec-
trum resources in the radio access segment and VNFs in the core network, without
considering the connectivity resources for carrying traffic from/to access segment
to/from the core network. Moreover, the authors do not consider the aspect of
services having different priorities which is a typical scenario for multi-purpose net-
work infrastructures. However, this thesis proposes a RL-based slice admission
policy for services with different priorities in a novel 5G flexible RAN architecture.
The proposed policy can maximize the profit of an InP by understanding which
services have the potential to bring high profit based on their priorities, and hence
should be accepted. Moreover, each slice comprises a set of VNFs placed in different
segments of the network, as well as the connectivity resources for exchanging data
among the VNFs.





Chapter 3

Dynamic Slicing in Single-tenant
C-RAN Scenario

In a centralized RAN (C-RAN) architecture, the baseband processing of radio sig-
nals is performed at baseband units (BBUs) aggregated in pools, which helps to
improve radio communication performance and to reduce both energy consumption
and cost [48]. Each remote radio unit (RRU) at the radio site is connected to a BBU
in the pool through a high-speed common public radio interface (CPRI) [1]. Due
to the high capacity requirements of CPRI, the RRU-BBU interconnections need
to be provisioned over an optical transport network with each CPRI flow requiring
the full capacity of a wavelength channel. With such requirement of ultra-high
capacity, InPs can minimize their costs by devising strategies aimed at an efficient
utilization of the optical transport resources.

Radio and transport networks are usually controlled and provisioned separately,
with transport networks designed to support the peak wireless traffic requirements.
This results in an inefficient utilization of transport resources since the wireless
traffic requirements usually vary significantly in both space and time [49]. One
promising solution for improving the transport resource usage efficiency is the joint
orchestration of radio and transport resources. This allows to dynamically turn
on/off RRUs according to the wireless traffic variation, and to reconfigure the trans-
port network accordingly such that a limited amount of transport resources can be
dynamically shared among multiple RRUs. This scheme comes under the umbrella
of dynamic slicing, assuming that the roles of service and infrastructure providers
are played by the same entity, which manages its resources dynamically in order to
improve the resource usage efficiency.

Although the joint orchestration of cloud and transport resources has gained a
lot of interest in the research community, e.g., [10–12], there is not much work done
to explore the potential benefits of the joint orchestration of radio and transport
resources. One of the possible options to enable the joint orchestration of radio and
transport resources is a hierarchical SDN control architecture [9]. With an SDN-
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based framework, the radio and transport domains are managed by their respective
controllers, while a global orchestrator performs the joint allocation of resources. A
proof-of-concept demonstration of this idea is presented in [4]. However, this work
only demonstrates the feasibility of the concept, while its benefits in a realistic net-
work scenario have not been evaluated. Moreover, a concrete strategy for dynamic
allocation of transport resources based on the feedback from radio domain has not
been presented. As mentioned in Chapter 1, such a scheme needs to be designed
and its benefits need to be quantified in a realistic network scenario in order to
demonstrate whether the cost savings are significant enough to encourage InPs to
dynamically manage their resources.

This chapter investigates the benefits of dynamic slicing via the joint orchestra-
tion of radio and transport resources in a C-RAN scenario with an optical dense
wavelength division multiplexing (DWDM) transport. A scheme is proposed for
dynamically allocating the transport resources to a set of RRUs distributed over a
geographical area, based on the temporal and spatial variation of the wireless traffic
requirements. Moreover, the benefits of the proposed strategy are experimentally
evaluated using an optical network emulator, and its scalability is assessed in a re-
alistic network scenario. The benefits of using dynamic slicing in a 5G dense urban
scenario are compared with a conventional resource assignment strategy based on
overprovisioning (where peak amount of transport resources are statically allocated
to the slice), using both simulation and emulation frameworks.

The next section describes the considered system architecture and use case.

3.1 System Architecture and Use Case Definition

Figure 3.1 presents the C-RAN architecture for mobile network, where a macro
cell (MC) is used to provide coverage in a geographical area, and small cells (SCs)
provide extra wireless capacity when required. The data plane comprises two types
of DWDM rings, i.e., access and metro rings. Each access ring serves a number of
MCs and SCs via the access edge (AE) nodes, to which the corresponding RRUs
are connected through wavelength tunable transponders (TPs). The access rings
are geographically distributed to cover the considered region comprising different
geo-types (e.g., residential, business, and city center areas). Each access ring is
characterized by a different traffic profile which describes the daily wireless traf-
fic variation in the geo-type. The metro ring aggregates the traffic from/to the
access rings to/from the metro edge (ME) via the metro nodes (MNs). The ME
hosts a pool of BBUs, with each BBU connected to the ME through a wavelength
tunable TP. The BBUs are in turn connected to the Evolved Packet Core (EPC).
Each activated RRU requires two connections to be established: (i) fronthaul, i.e.,
RRU-BBU, and (ii) backhaul, i.e., BBU-EPC. However, this work focuses on the
connection establishment problem in the fronthaul segment only.

The node architecture of the ME, MN, and AE is also depicted in Fig. 3.1. The
architecture is based on wavelength selective switches (WSSs). They are used to
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Figure 3.1: Mobile network architecture with SDN-based control plane, and node
architecture of ME, MN, and AE.

introduce flexibility in the network for the dynamic allocation of transport resources
according to the variation of wireless traffic requirements. When an RRU needs
to be activated, a lightpath is routed from the RRU to a BBU in the BBU pool,
using the entire capacity of a wavelength. This is done to support the high capacity
requirements of a fronthaul connection. With the considered node architectures,
the lightpaths can be routed by traversing the access and metro rings in either
clockwise or counter-clockwise direction (using either one of the WSSs at the ME).

The considered control plane architecture, as shown in Fig. 3.1, enables the
joint orchestration of radio and transport resources. The backbone of this archi-
tecture is the orchestrator, which sits on top of the radio and transport controllers.
The orchestrator is in charge of deciding which actions need to be performed in the
network, and directs the corresponding controllers to execute these actions. The
radio controller monitors the traffic requirement of each RRU, and sends this infor-
mation to the orchestrator. The orchestrator then decides which RRUs need to be
activated/deactivated at a certain time of the day. Consequently, the orchestrator
asks (i) the radio controller to turn on/off the corresponding RRU(s), and (ii) the
transport controller to establish/release lightpath(s) between RRU(s) and BBU(s)
in the BBU pool.

In the use case under exam, each MC is always kept active in order to provide
coverage over the geo-type, i.e., it is always turned on and provisioned with a
lightpath connection to a BBU. However, the SCs can be turned on/off dynamically
to accommodate the variation of traffic requirements in the geo-type. Based on
the feedback from the radio controller, if the orchestrator realizes that the traffic
requirement on an AE exceeds the capacity provided by the MC and the currently
activated SCs, it decides to activate one or more SCs (depending on the traffic
requirement). Consequently, it turns on the required number of SCs, and establishes



24
CHAPTER 3. DYNAMIC SLICING IN SINGLE-TENANT

C-RAN SCENARIO

a lightpath connection to a BBU for each newly activated SC. Similarly, if the
traffic requirement on an AE becomes less than the currently provided capacity, the
orchestrator turns off one or more SCs and tears down the corresponding lightpaths.

Since only a subset of all the RRUs needs to remain active at the same time,
the TPs deployed at the ME (i.e., for connecting to the BBUs) can be shared
among multiple RRUs depending on which RRU needs to be activated at a certain
time of the day. In contrast, an overprovisioning policy would require a number
of TPs at the ME equal to the number of RRUs in the network. Consequently,
by dynamically allocating TPs at the ME to different RRUs based on wireless
traffic variations, an InP would need to deploy fewer TPs at the ME as compared
to overprovisioning, which can bring significant cost savings for an InP. However,
this requires a lightpath to be provisioned/released on demand for each RRU that
is activated/deactivated following a decision made by the orchestrator. The next
section describes the proposed lightpath provisioning strategy.

3.2 The Proposed Lightpath Provisioning Strategy

When the orchestrator decides to activate an RRU, it tries to connect the RRU
to a BBU at the ME using the shortest path (with available wavelength resources)
chosen between the clockwise and the counter-clockwise options. As depicted in
the flowchart in Fig. 3.2, the orchestrator first asks the transport controller to
compute a counter-clockwise path on both the metro and the access rings. If such
a path is available, it asks the transport controller to find a free wavelength on
the computed path using a first-fit strategy, while taking care of the wavelength
clash constraint. The same procedure is repeated for the clockwise path on both
the metro and the access rings. If paths and/or wavelengths are not found on both
of the counter-clockwise and clockwise options, the corresponding RRU cannot be
activated. Otherwise, the orchestrator compares the length of both options, and
instructs the transport controller to add a lightpath traversing the shorter of the
two paths, if a free wavelength has already been found on the shorter path. If this
is not the case, the orchestrator asks the transport controller to add a lightpath
using the longer path option, and the corresponding RRU is activated. A more
detailed description of the proposed strategy is presented in Papers I and II.

3.3 Performance Evaluation

It is assumed that a single entity is in charge of both provisioning the RAN services
and dynamically managing the infrastructure resources according to the scheme
mentioned in previous sections. The benefits of the proposed dynamic slicing pol-
icy are evaluated in terms of maximum number of TPs that need to be deployed
at the ME, as compared to the case of overprovisioning. The performance eval-
uation is done using both simulation and emulation frameworks. The simulation
results have been obtained by using a MATLAB simulator, while an optical network
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Figure 3.2: Flowchart of the proposed lightpath provisioning strategy. © 2016
IEEE (Paper II).

emulator (ONE) has been developed for experimental validation of the simulation
results. The experimental setup is depicted in Fig. 3.3. Using ONE, the opti-
cal network elements (i.e., TPs and WSSs) are emulated via packet-based Open
vSwitches (OVSs), while the connectivity among them is created using Mininet.
The ONE is connected to a real control plane instance based on an Open Daylight
(ODL) transport controller, which is equipped with a lambda interface for con-
trolling real TPs and WSSs [4]. Since the OVSs can only understand Open Flow
(OF) commands, a translation layer has been designed in order to translate the
lambda commands from ODL to OF commands. For each lambda command, the
translation layer inserts a corresponding OF entry in the OVS. In order to differ-
entiate between different lightpaths in the optical network, each packet is assigned
a VLAN tag corresponding to a wavelength in the optical data plane. A MATLAB
script is used to mimic the radio controller. The script generates a text file with
wireless traffic requirements of all the access rings. This file is then read by the
orchestrator, i.e., based on a script in Java, which implements the dynamic slicing
policy described in previous sections.

The performance of dynamic slicing is evaluated in a 5G dense urban scenario,
as described in [50]. The dense urban area spans over 2×2 km2 with seven access
rings and one metro ring (Fig. 3.4). Each access ring corresponds to a different geo-
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Figure 3.3: Experimental setup. © 2016 IEEE (Paper I).

type [49] with five AEs in each geo-type. This means that each of the seven access
rings is characterized by a different traffic profile corresponding to the variation of
the mobile user traffic pattern over the given area. Each AE is connected to one MC
and a layer ofN SCs. It is assumed that each MC provides 100 Mbps/km2, and each
SC provides 50 Mbps/km2 [51]. The metro ring connects three MNs to one ME.
The number of wavelengths in each fiber is assumed to be 96, each with 10 Gbps
capacity. In order to model the temporal variations of the traffic requirement in
each access ring, the European traffic profile from [51] (scaled according to the value
of N) is used (Fig. 3.5). On the other hand, the spatial variations are modelled by
shifting the same profile by three hours for each access ring. The sampling rate of
the traffic profile of each access ring is set to one hour. The sampled capacity value
at each hour is randomly split among all the five AEs of the access ring. The SCs
at each AE are activated/deactivated to match the capacity requirements of the
AE by using the proposed strategy, and the number of TPs that need to be active
at the ME at each hour is calculated. The simulation results are averaged over 100
experiments, while the emulation results are averaged over 7 experiments (due to
long runtime).

The performance is evaluated with different number of SCs per AE, i.e., N = 2
and N = 5. The traffic profile of each access ring is scaled to reach a maximum
value of 1 Gbps/km2 for N = 2 and 1.75 Gbps/km2 for N = 5. These values
correspond to the sum of the capacity provided by all the MCs and SCs in an
access ring, since all of them need to be activated when traffic of the ring reaches
its peak value. The results showing the average number of TPs that need to be
active at the ME at each hour are presented in Fig. 3.6 for different values of N
using both simulation and emulation frameworks. Fig. 3.6a shows the number of
TPs at the ME for N = 2. In the case of overprovisioning, an InP would need to
deploy 105 TPs at the ME (i.e., 35 for MCs and 70 for SCs). On the other hand, the
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Figure 3.5: Traffic profile (normalized to the peak value) depicting the average
daily traffic variation in Europe [51]. © 2016 IEEE (Paper II).

proposed dynamic slicing strategy requires only 77 TPs (peak value in the figure)
to be deployed at the ME, i.e., a saving of 26.7% can be achieved. Fig. 3.6b shows
the number of TPs at the ME for N = 5. In this case, an InP would need to deploy
144 TPs at the ME by using the proposed dynamic slicing strategy, as compared
to 210 TPs with overprovisioning, i.e., a saving of 31.4% can be obtained. This
amount of saving can convince the InPs to adopt the dynamic allocation of the
transport resources.

Paper II presents a similar analysis using traffic profiles for a large Asian
city with three different geo-types, i.e., residential, office, and transport areas. In
this scenario, dynamic slicing results in 16.6% less number of TPs at the ME as
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compared to overprovisioning. The savings are lower than the results in Fig. 3.6
because all the three traffic profiles for different geo-types of the Asian city present
high traffic requirements during certain times of the day. Hence, the number of
TPs that need to be active during these times is high, i.e., close to the maximum
needed for overprovisioning. On the other hand, by using the traffic profile in Fig.
3.5 with a shift of three hours among the access rings, the traffic requirements are
more randomized. As a consequence, there is no time of the day when a very large
number of TPs needs to be active, which results in higher savings with respect to
overprovisioning.

Finally, Fig. 3.7 presents the total cost of the transport infrastructure as a
function of N for the scenario described earlier (i.e., using the European traffic
profile in Fig. 3.5). In this figure, the performance of dynamic slicing is compared
to the overprovisioning case using the cost values of TPs and WSSs for the year
2018 from [52]. When the value of N exceeds a certain limit, some of the SCs cannot
be connected to the BBU pool at the ME due to lack of wavelength resources in
the transport network. As a result, these SCs cannot be activated. If this is not
acceptable, the only option is to add another fiber in the transport network. This in
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Figure 3.7: Total cost of the transport infrastructure for different values of N .

Figure 3.7 shows that with overprovisioning, there is a need for adding a new
layer of WSSs in the infrastructure for N = 5, i.e., the sudden jump in the total
cost. However, dynamic slicing requires the deployment of more WSSs for N = 6,
with the same trend continuing with increasing values of N , i.e., another layer
of WSSs needs to be added for N = 10 with overprovisioning vs. N = 12 with
dynamic slicing. The maximum amount of cost savings using dynamic slicing is
18.6%, i.e., observed at N = 18. These savings are obtained due to less number of
TPs at the ME for dynamic slicing, which also results in reduction of number of
ports of the WSSs at the ME. Paper II presents a more detailed cost analysis.

3.4 Summary

This chapter presents a dynamic slicing strategy for efficient allocation of transport
resources for a C-RAN via the joint orchestration of radio and transport domains.
The simulation and emulation results show that by using the proposed strategy, it
is possible to achieve up to 31.4% savings in the number of TPs as compared to a
conventional overprovisioning strategy. The analysis in terms of total cost of the
transport network infrastructure as a function of the number of SCs per AE shows
up to 18.6% savings achievable by dynamic slicing. It is worth mentioning that the
presented results show a significant potential for dynamic allocation of transport
resources in a single-tenant scenario. However, as mentioned in Chapter 1, 5G
networks have to support multi-tenancy and it is interesting to explore the benefits
of dynamic slicing in such a scenario, which is the topic of the next chapter.





Chapter 4

Dynamic Slicing in Multi-tenant
Transport Networks

As mentioned in Chapter 1, 5G networks will require the provisioning of services
from multiple tenants over a common infrastructure, with each service having its
own requirements (e.g. capacity, latency, reliability, etc.). In such a scenario, each
tenant requests an InP to provision a slice of resources (e.g. connectivity, compute,
storage). An InP decides to accept/reject a slice request based on the availability of
infrastructure resources. For each accepted slice request, an InP creates a virtual
network (VN)1 on top of a physical network (PN) infrastructure and assigns it
to the corresponding service. Each created VN is tailored to meet the specific
requirements of the service, and it is allocated a portion (i.e., a slice) of the end-
to-end PN resources. Moreover, owing to the diversity of services from different
types of tenants, each service may have different requirement in terms of amount
of resources needed. Some services require more resources during the day time,
while others might be more demanding during the night time. As a result, VNs
corresponding to different services can be dynamically scaled up/down according to
their varying needs. This way of adapting to the variation of resource requirements
of each service is referred to as dynamic slicing. This helps an InP to achieve an
efficient utilization of infrastructure resources, which has the potential to bring a
significant increase in its profit.

The dynamic slicing approach involves two phases, i.e., VN mapping and VN
reconfiguration. During the VN mapping phase, upon receiving a VN request, an
InP allocates just enough resources to a VN to match the current needs of the corre-
sponding service. On the other hand, the VN reconfiguration phase involves scaling
up/down of all the VNs which experience a change in their resource requirements.
The reconfiguration process can be triggered either when the resource requirements
of VNs change between day and night, or when the resource requirements of VNs

1 According to IETF document [24], a virtual network may be considered a network slice.
Hence, this thesis uses the terms virtual network and slice interchangeably.
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exceed/fall-below a certain threshold. However, some instances of the VN scaling
operations might not be always 100% successful due to lack of sufficient resources in
the infrastructure. As a result, the corresponding services might experience degra-
dation, which is proportional to the amount of resources that cannot be provisioned
to the VNs.

In this part of the thesis, it is assumed that the services from different types
of tenants experience a variation in their resource requirements during the transi-
tion between day and night and vice-versa. Hence, this is the time when the VN
reconfiguration process is triggered. Moreover, it is also assumed that only the
connectivity resources required by the VNs vary over time. However, the concept
can be generalized to include the temporal variation of other resources in the PN,
e.g., compute, storage, baseband processing, etc.

Figure 4.1 presents a graphical example to explain the difference between a
dynamic slicing strategy and a conventional one, i.e., static slicing. With static
slicing, a VN is mapped into the PN according to its peak resource requirements
over the entire holding time without any reconfiguration. The VN resources are
then released after its holding time expires. On the other hand, dynamic slicing
requires the mapping of each VN request considering the resource requirements at
the time of arrival. Moreover, when switching between day and night (and vice-
versa), all the currently provisioned VNs are reconfigured to match their (possibly)
different resource requirements. Finally, after the VN holding time expires, its
currently allocated resources are released.

There are a few works existing in the literature which present the strategies
for VN reconfiguration, e.g., [13, 14]. These works propose to trigger the reconfig-
uration process only if a new VN request cannot be provisioned or after a failure
occurs in the PN. Moreover, the authors in [30] present strategies for on-demand
reconfiguration of VNs when requested by the tenants. However, the strategies
proposed in these works leverage only upon the availability of spare infrastructure
resources during the VN reconfiguration process.

On the other hand, this chapter presents MILP formulation and heuristic al-
gorithm for VN reconfiguration process that allow an InP to redistribute its re-
sources among all the currently provisioned VNs. Using the proposed frameworks,
an InP decides about which VNs should be scaled down such that other VNs can
be scaled up with the goal of minimizing the total service degradation (i.e., due
to not being able to provision all the required resources to a VN) experienced by
all the VNs. Moreover, this chapter also presents MILP formulation and heuristic
algorithm for VN mapping process of dynamic slicing. The performance of the
proposed dynamic slicing strategy is compared against static slicing. Furthermore,
a “network-in-operation” scenario is considered, i.e., each VN has a certain holding
time after which all the resources allocated to the VN are released.

The next section describes the system architecture considered for the aforemen-
tioned dynamic slicing approach.
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Figure 4.1: The resource requirements for (a) static slicing, and (b) dynamic
slicing, with day/night duration assumed to be exactly 12 hours.

4.1 System Architecture

Figure 4.2 presents the considered system architecture that comprises three technol-
ogy domains. The first domain is an IP-over-WDM transport network [53], which
is composed of two layers, i.e., packet and optical, each managed by its respective
controller. It is assumed that an IP router in the packet layer is connected to each
reconfigurable optical add-drop multiplexer (ROADM) in the optical layer in order
to enable traffic grooming [54] at each network node. The transport controller in-
teracts with the packet and optical controllers for joint management of operations
in the packet and optical layers. The radio domain provides mobile broadband
services using a number of macro and small cells, which are deployed according
to the C-RAN concept, i.e., the RAN functionalities are split between RRUs and
BBUs placed at BBU hotels. The radio domain relies on the connectivity services
of the transport network for provisioning of fronthaul (i.e., the interconnection be-
tween RRU and BBU) and backhaul (i.e., the interconnection between BBU and
EPC) connections. The cloud domain provides compute/storage resources in the
data centers (DCs) managed by a cloud controller, and is also dependent on the
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transport network for interconnecting DCs, e.g., for synchronization/back-up op-
erations. On top of the three domains, an orchestrator (i) harmonizes the use of
radio, transport, and cloud resources, and (ii) aggregates the information about the
PN resources into a unified and abstracted representation, which is then directly
exposed (i.e., using the orchestrator’s north-bound interface) towards the tenants.
In turn, the tenants ask for the provisioning of slices for different services by issuing
VN requests, which include (i) topology information (nodes and links), (ii) resource
requirements (i.e., to be provisioned over virtual links and in virtual nodes), and
(iii) some tenant-specific constraints (e.g., in terms of latency or reliability). Based
on the VN request specifications and the availability of PN resources, the orchestra-
tor decides to accept/reject the VN request and notifies the corresponding tenant
about its decision.

Orchestrator 

Radio Controller Cloud Controller 

DC 

Transport Controller 

VN Request 1 VN Request 2 VN Request 3 

Radio Tenant Cloud Tenant IP Tenant 

BBU 
Hotel 

RRUs 

BBU 
Hotel 

EPC 

DC 

DC 

IP-over-WDM 
Transport Network 

Packet 
Controller 

Optical 
Controller 

Figure 4.2: System Architecture.

Three different types of tenant have been considered, i.e., radio, cloud, and IP.
• A radio tenant asks for connectivity between RRUs and the EPC while travers-

ing a BBU hotel with enough BBUs available.
• A cloud tenant requests the allocation of computing and/or storage resources

in the DCs, as well as the connectivity resources to interconnect them for exchanging
data.

• An IP tenant asks for a certain amount of bandwidth to be provisioned between
two internet service provider (ISP) access points.

It is assumed that the radio and IP tenants have peak resource requirements
(i.e., their users are more active) during the day. On the other hand, the cloud
tenant is assumed to have peak resource requirements during the night (e.g. for
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DCs synchronization/back-up). Hence, an InP can exploit the temporal variation
of resource requirements of different tenants by dynamically adapting the amount
of resources allocated to each tenant in order to achieve efficient utilization of the
PN resources.

The next section describes the MILP formulations for dynamic slicing.

4.2 MILP Formulations for Dynamic Slicing

As mentioned earlier, dynamic slicing involves two phases, i.e., VN mapping and
VN reconfiguration. For each of the two phases, an MILP formulation is pro-
posed. MILPmap performs the optimal mapping of a VN request into the PN, while
MILPreconf is used for the optimal reconfiguration of the VNs already provisioned
in the system when switching between day and night (or vice-versa). The following
sub-sections present the objective function and input/output parameters for both
of the MILP formulations. However, a detailed description of MILP formulations
is presented in Papers III and IV.

4.2.1 MILPmap

The objective of this formulation is to provision an incoming VN request by allo-
cating the minimum amount of connectivity resources in the PN, without removing
or modifying the mapping of any of the VNs already provisioned into the PN. This
is achieved by the following objective function:

minimize

∑
ij

∑
mn

zij
mn

 (4.1)

where zij
mn denotes the number of lightpaths between PN nodes i and j, passing

through link (m,n).
The input parameters of MILPmap are: (i) resource requirements of the incom-

ing VN request (i.e., the required virtual node and link capacities), and (ii) the
routes and the capacity used by the lightpaths currently established in the PN. Us-
ing the routes/capacity information, MILPmap can decide whether the virtual link
capacity requirements of the incoming VN request can be met by leveraging onto
any previously established lightpath. If this is not possible, MILPmap establishes
the minimum number of new lightpaths that are necessary to accommodate the VN
request (i.e., in order to minimize the PN resource utilization).

In case of an infeasible solution generated by MILPmap, the VN request is re-
jected. Otherwise, MILPmap generates the following output: (i) node mapping,
i.e., where each virtual node is mapped in the PN, (ii) link mapping, i.e., how the
capacity requirement of each virtual link is mapped into the lightpaths established
in the PN, and (iii) the routes and the capacity used by all the lightpaths in the PN.
The output of MILPmap is used to update the PN resource usage information at the
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orchestrator. When the holding time of a VN request expires, the corresponding
PN resources are released and the PN resource usage information is updated.

4.2.2 MILPreconf

As mentioned earlier, when switching between day and night, all the currently
mapped VNs need to be reconfigured in order to match their new resource re-
quirements. Some VNs might need to be allocated more resources than previously
assigned (i.e., scale up), while other VNs might require fewer resources (i.e., scale
down). MILPreconf is proposed to find an optimal way for scaling up/down all the
existing VNs, while meeting the resource requirements of each VN as closely as
possible. However, as mentioned previously, it is assumed that only the virtual link
capacity requirements of the VNs vary over time.

When a VN needs to be scaled up, the MILPreconf first tries to re-size the
existing VN mapping, i.e., accommodate each new virtual link capacity requirement
of the VN over the lightpaths where the VN was previously mapped. If that is not
possible, it tries to re-map the VN over already established lightpaths in the PN
(which might also be re-routed), or over newly established ones (i.e., only as a last
resort). If both re-sizing and re-mapping are not successful, the VN is degraded by
an amount proportional to the capacity that cannot be provisioned. The objective
of the MILPreconf is to minimize (i) the degradation of each VN, (ii) the number of
lightpath reconfigurations, and (iii) the wavelength resource usage in the PN. This
can be mathematically described as:

minimize

α∑
v

∑
be

dv
be + β

∑
ij

uij + γ
∑

ij

∑
mn

zij
mn

 (4.2)

where dv
be denotes the degradation of virtual link of VN v whose source and des-

tination are mapped to PN nodes b-e. The variable uij counts the number of
reconfigurations of lightpaths between PN nodes i and j. Moreover, zij

mn is the
same variable as in MILPmap, and it is used in the objective function to remove
the unused lightpaths after reconfiguration. α, β and γ are weighting factors for
different terms in the objective function, with α � β � γ.

The inputs to MILPreconf are: (i) the updated capacity requirement of each
virtual link of the existing VNs, (ii) node mapping of VNs generated by MILPmap,
(iii) routes of the previously established lightpaths in the network, and (iv) the
values for weights α, β, and γ. MILPreconf always delivers a feasible solution and
provides the following outputs: (i) updated link mapping, (ii) the routes and capac-
ity used by all the lightpaths, and (iii) the degradation (if any) of the virtual links
of each VN, which helps to compute the total degradation of each VN. Assuming
that a VN request with holding time of T time units is accepted at time t1, the
total VN degradation D is computed as follows:
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D =
∫ t1+T

t1
Creq(t) −

∫ t1+T

t1
Cprov(t)∫ t1+T

t1
Creq(t)

(4.3)

where Creq(t) represents the total required capacity and Cprov(t) denotes the total
provided capacity in all the links of VN at time t, as depicted in Fig. 4.3.
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Figure 4.3: The total required and provided capacity of a VN during its holding
time.

Although the proposed MILP formulations guarantee optimal solutions for both
VN mapping and VN reconfiguration, they need a long execution time for large
network instances. Hence, the next section presents heuristic algorithms for solving
the VN mapping and the VN reconfiguration problems which are easily scalable to
larger network scenarios.

4.3 Heuristic Algorithms for Dynamic Slicing

This section presents heuristic algorithms for both the VN mapping and the VN
reconfiguration process. These algorithms are based on the concept of grooming
graph [55], as shown in Fig. 4.4. The grooming graph comprises an electrical
and an optical layer, with three types of edges between nodes: (i) a lightpath
(LP) edge (i.e., if an existing lightpath has more bandwidth available than the
virtual link capacity to be provisioned); (ii) a wavelength (WL) edge (i.e., if the
fiber link has at least one free wavelength available); and (iii) a transponder (TP)
edge (i.e., if a transponder is available at the node for electrical-to-optical and
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optical-to-electrical conversion). The edge weights are selected so that the number
of newly established lightpaths to support the virtual link capacity requirements
of the VNs is minimized. For the sake of simplicity, it is assumed that each PN
node is equipped with enough TPs to perform as many electrical-to-optical and
optical-to-electrical conversions as needed. This is reflected by including a TP edge
at each node in the grooming graph connecting the electrical and the optical layers.

A B C 

Ae Be Ce 

Ao Bo Co 

TP edge WL edge LP edge 

Physical 
Topology 

Electrical 
Layer 

Optical 
Layer 

Figure 4.4: Grooming graph for a 3-node PN.

The following sub-sections present an overview of heuristic algorithms for VN
mapping and VN reconfiguration. However, a detailed description of both heuristic
algorithms is presented in Paper IV.

4.3.1 Heuristicmap

This heuristic algorithm is used to map an incoming VN request into the PN.
The algorithm first generates all possible node mappings of the VN request, and
then computes the link mapping for each one of the possible node mapping. The
capacity requirement of each virtual link of a VN is split into several chunks, with
each chunk having a capacity of less-than or equal-to the wavelength capacity. Each
chunk is then provisioned over a grooming graph (Fig. 4.4) by finding the shortest
path between source and destination nodes of the corresponding virtual link in the
electrical layer. The weights of the grooming graph edges are set in such a way
that the computed path includes the minimum number of TP edges. For each TP
edge included in the path, a new lightpath needs to be established in the PN. For
example, in the 3-node PN shown in Fig. 4.4, by selecting the weights of LP edges
lower than TP edges, the capacity can be provisioned from node A to node C using
the already established lightpath between these two nodes. After all the capacity
on this lightpath is used, more capacity can be provisioned from node A to node
C by establishing a new lightpath from node A to node B, while using the already
established lightpath from node B to node C. If all the virtual links of a VN can
be successfully mapped over either the existing lightpaths or the newly established
ones, the algorithm computes the average number of wavelengths used per link in
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the PN for the considered node mapping option. Finally, the algorithm chooses the
node mapping option which leads to the minimum average number of wavelengths
used in the PN. The VN request is rejected if none of the node mapping options
leads to a link mapping solution.

4.3.2 Heuristicreconf

This algorithm is used for adapting the mapping of an existing VN to the temporal
variations of the capacity requirement of its virtual links. The algorithm selects
each of the VNs already in operation in the system in a round robin fashion. Once
a VN is selected, the algorithm starts from the virtual link with the largest capac-
ity requirement and tries to map it into the PN using the same procedure as in
Heuristicmap. However, if a virtual link cannot be provisioned with all the required
capacity, it is labeled as degraded. The algorithm keeps on picking up the VNs in
round robin fashion and tries to map the remaining virtual links which are not la-
beled as degraded (still considering the ones with the largest capacity requirements
first). The algorithm stops when each virtual link of the existing VNs is either
provisioned with the required capacity or is labeled as degraded.

4.4 Performance Evaluation

A discrete event driven simulator has been designed to evaluate the performance of
the proposed dynamic slicing approach. The simulator models the system behavior
using a number of states and events, where the system is transitioned from one
state to another when a specific event occurs. The events are put in a queue and
sorted in an ascending order of their scheduled time. The simulation picks an event
from the queue one-by-one. For each event taken from the queue, a set of specified
actions are taken in order to handle that event, which might also schedule a new
event in the queue.

In the designed simulator, the system state describes the resources available in
the PN and it is updated after handling each event from the queue. Four types
of events are defined: Arrival, Departure, Day, and Night. The Arrival event cor-
responds to a new VN request arrival, following which the system decides to ac-
cept/reject the VN request depending on the availability of PN resources, and also
allocates the required resources (i.e., the system state is updated) if the VN is
accepted. The processing of an Arrival event triggers the scheduling of the next
Arrival event at a time that depends on the value of inter-arrival time of VN re-
quests. The handling of an Arrival event ending with a positive outcome (i.e., a
VN is provisioned) triggers the scheduling of a Departure event in the queue at a
time that is a function of the VN holding time. A Departure event is handled by
releasing all the resources currently allocated to the VN. The Day and Night events
are scheduled to occur alternately after a fixed time interval of 12 hours. When any
of these events occurs, the VNs are scaled up/down to match their varying resource
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requirements. At the start of simulation, the initial system state is set to an empty
PN (i.e., all the resources are available), and the first Arrival event is scheduled.
The simulation stops after the arrival of a pre-defined number of VN requests.

The performance of dynamic slicing vs. static slicing is evaluated by using
a small (6-node) and a large (38-node) network as the PN. Figure 4.5 depicts
the 6-node PN for which both MILP formulations and heuristic algorithms are
used to solve the dynamic slicing problem. Each fiber link is assumed to have 80
wavelengths, with 100 Gbps capacity in each wavelength. Two BBU hotels, one
EPC, and four DCs are connected to the PN nodes. It is assumed that the BBU
hotels and the DCs have sufficient BBUs and cloud resources (i.e., compute and
storage) available so that there is no VN rejection due to a failed node mapping.
This leads to a comparison of the performance of dynamic and static slicing as a
result of link mapping only.
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Figure 4.5: The 6-node PN. © 2017 IEEE (Paper III).

For each type of tenant, i.e., radio, cloud, and IP, three different VN requests
have been considered, as shown in Fig. 4.6. For the radio tenant, the number of
RRUs at the RRU nodes is assumed to be uniformly distributed between 5 and 15.
During the day, the link capacity for fronthaul connection (RRU-BBU) is assumed
to be 10 Gbps per RRU, while the link capacity for backhaul connection (BBU-
EPC) is 10% of the total fronthaul capacity. During the night, all the link capacities
are scaled down by a factor of 8 [51]. For the cloud tenant, the link capacity for
each DC-DC connection is assumed to be uniformly distributed between 50 and 100
Gpbs during the day, and each connection is scaled up by a factor of 25 during the
night [16]. Similarly for the IP tenant, the link capacity of an ISP-ISP connection
is assumed to be uniformly distributed between 1200 and 1500 Gbps during the
day, and each connection is scaled down by a factor of 8 during the night [16].

Figure 4.7 presents the results comparing static and dynamic slicing, which have
been obtained by averaging over 50 experiments, with 1500 VN requests randomly
generated in each experiment. The day/night duration is fixed to 12 hours. The
inter-arrival time and the holding time of VN requests are exponentially distributed.
The mean holding time is 50 hours, while the mean inter-arrival time is varied to
generate different load conditions. Figure 4.7a shows the VN rejection probability
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Figure 4.6: Three possible VN requests considered for the radio, cloud, and IP
tenants. © 2018 IEEE (Paper IV).

for different values of loads using static and dynamic slicing. It can be seen that
the dynamic slicing improves the VN rejection probability by around 5 times as
compared to static slicing, when the network is in medium to high load conditions
(i.e., rejection probability<0.1). Moreover, the results of the heuristic algorithms
match very closely to those of the MILP formulations. This indicates that the
proposed heuristic algorithms are well designed and give close to optimal results. It
is interesting to note that the heuristic algorithms seem to perform slightly better
than the MILP formulations at very high load values. This is due to different
capacity requirements of the VN requests. If the PN is operating under high load
conditions, MILPmap succeeds in mapping a very demanding VN request with large
capacity requirement. As a consequence, it might not be able to accommodate any
other VN request for quite some time. However, Heuristicmap might not be able
to map the same very demanding VN request. This might result in Heuristicmap
being able to map a few extra (and less capacity demanding) VN requests in the
PN.

Figure 4.7b shows the VN degradation averaged over all the accepted VN re-
quests, with the degradation of each VN given by Eq. (4.3). It can be seen that
the degradation is very small for low loads (i.e., only around 0.1% for a load of
10 Erlangs) and tends to increase at high loads. Nonetheless, it can be noticed
that the biggest gains in terms of VN rejection come at relatively low degradation
values. Moreover, the sub-optimal performance of Heuristicreconf results in higher
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VN degradation as compared with MILP formulations.
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Figure 4.7: (a) VN rejection probability for static and dynamic slicing, and (b)
average VN degradation for dynamic slicing for different values of load. © 2018

IEEE (Paper IV).

Figure 4.8 presents the per-VN-type breakdown of the rejection probability for
static and dynamic slicing. The figures confirm that, regardless of the tenant type,
dynamic slicing brings an improved VN rejection probability value. Figure 4.8b
also shows that, in the case of dynamic slicing, Heuristicreconf is not as efficient as
MILPreconf. As a result, the cloud tenant (that is the most demanding in terms
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of capacity requirements) experiences a higher rejection probability. This leaves
more free resources in the PN that can be used by the least demanding tenant,
i.e., the radio one, which in turn experiences a better rejection probability with the
heuristic algorithms. Finally, Fig. 4.9 shows the per-VN-type breakdown of VN
degradation. From the figure, it can be seen that the cloud tenant experiences the
highest degradation. This can be expected since the cloud tenant is the one with
the highest capacity requirements.
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Figure 4.8: A per-VN-type breakdown of VN rejection probability for (a) static
and (b) dynamic slicing.
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Figure 4.9: A per-VN-type breakdown of average VN degradation for dynamic
slicing.

The results for the small (6-node) PN show that the performance of the heuristic
algorithms is very close to the optimal value obtained via MILP formulations. It
is then safe to assume that the heuristic algorithms will perform reasonably well
also with larger PN for which the MILP formulations are not scalable. For this
reason, the performance of the proposed heuristics was tested with a 38-node PN.
It was found that dynamic slicing leads to more than one order of magnitude better
VN rejection probability results when compared to static slicing. Moreover, the
degradation amounts to around 0.7% at values of load which correspond to the
highest benefits in terms of VN rejection probability. The 38-node PN and a more
detailed analysis of the results just mentioned are presented in Paper IV.

4.5 Summary

This chapter presents MILP formulations and heuristic algorithms for the VN map-
ping and reconfiguration phases of a dynamic slicing approach. The performance of
dynamic slicing is compared against static slicing. The results show that dynamic
slicing can improve the VN rejection probability by around 5 times with respect to
static slicing, which can help an InP to increase its profit. However, dynamic slicing
also results in degradation of some services, which is found to be relatively small in
the considered scenarios. Moreover, as mentioned in Chapter 1, it will be interest-
ing to explore how the performance of dynamic slicing can be improved by using
machine intelligence frameworks, which is the topic of the next two chapters. Fur-
thermore, a generalized dynamic slicing problem involving the temporal variation
of both virtual node and link resource requirements is left for future work.



Chapter 5

Performance Enhancement of
Dynamic Slicing by Using Big
Data Analytics

As mentioned in Chapter 1, the performance of dynamic slicing can be improved by
using machine intelligence capabilities in the slice admission and scaling processes.
One way of introducing such functionalities is to use BDA for predicting the future
resource requirements of a slice. Based on these predictions, an InP can maximize
its profit by estimating whether or not an incoming slice can be allocated all the
required resources during its holding time, and hence it should be accepted or not.
Similarly, using the predictions of resource requirements of the currently provisioned
slices, an InP can decide whether or not resources can be pre-empted from a slice
(i.e., scale down) and allocated to another slice (i.e., scale up). In this scenario,
the priorities of different types of services provisioned over a multi-purpose network
infrastructure also need to be considered in order to minimize the penalty paid by
an InP due to service degradation. The reason is that if resources are pre-empted
from a slice assigned to high priority service and lead to a degradation of its quality
below the level agreed in the SLA, this will result in high penalty for an InP, which
will have a significant impact on its profit.

The current literature on slicing does not focus on using BDA predictions for
slice admission. This chapter presents a slice admission strategy based on BDA
predictions, which accepts an incoming slice request only when accepting the slice
will not result in service degradation (and hence penalty) for the incoming slice and
the slices already in operation. At the same time, the policy tries to accept as many
slice requests as possible in order to maximize the revenue, and consequently the
profit of an InP. Apart from simulation results in Paper VI, the proposed BDA-
based slice admission policy has been experimentally demonstrated in Papers VII
and VIII. The performance of the proposed policy is compared against an approach
that does not use BDA predictions for slice admission.

45
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BY USING BIG DATA ANALYTICS

On the other hand, there are a few works which use BDA predictions for scaling
up/down the slices, e.g., [15,16]. The proposed strategies in these works proactively
scale up/down the slices based on the predictions of required resources. However,
the priorities of different types of services are not taken into account. This chapter
presents a slice scaling strategy which checks the priorities of currently provisioned
slices when deciding about which slices can be scaled up/down such that the profit
of an InP is maximized. The proposed BDA-based slice scaling policy is experi-
mentally demonstrated in Paper V. The performance of the proposed policy is
compared with a priority-unware first-come-first-served (FCFS) policy presented
in [17], where the resources cannot be pre-empted from a slice in order to accom-
modate another slice.

The next section presents the system architecture considered in this chapter, as
well as the experimental setup.

5.1 System Architecture and Description of the
Experimental Setup

Figure 5.1 presents the system architecture and the different modules in the orches-
trator that were implemented in the experimental setup. The considered architec-
ture comprises three technology domains. The optical domain is based on DWDM
technology and provides connectivity services to the other two domains. The trans-
port controller is based on ODL, which controls the optical data plane emulated
using ONE (presented in Chapter 3). The radio domain provides mobile broadband
services using MCs and SCs, i.e., deployed according to the C-RAN concept. The
radio domain relies on the optical domain for providing connectivity (via CPRI)
between RRUs and BBUs available in BBU hotels. The radio controller is realized
through a centralized command line interface (CLI)-based manager, which performs
RAN-specific functions, e.g., activation/configuration of cells, allocation of BBUs
to RRUs etc. The cloud domain provides compute/storage services through a num-
ber of DCs interconnected via the optical domain. The cloud controller is based
on Docker container technology, which manages the DC resources and controls the
intra-DC network in each DC. A script-based orchestrator performs cross-domain
management of infrastructure resources and creates end-to-end slices which are then
assigned to different service providers (SPs). Moreover, the orchestrator is also re-
sponsible for monitoring if the resource requirements of provisioned slices are met
and for their reconfiguration (when needed).

The use case under exam assumes two types of SPs, i.e., mobile service providers
(MSPs) and cloud service providers (CSPs). For each service to be provided, a SP
sends a slice request to the orchestrator along with the description of service re-
quirements. The MSPs request slices of radio (i.e., set of RRUs and BBUs) and
transport resources (i.e., for RRU-BBU interconnection). On the other hand, the
CSPs request slices of cloud (i.e., compute and storage) and transport resources
(i.e., for DC-DC interconnection). The orchestrator checks the availability of the
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Figure 5.1: System architecture along with different modules designed for the
orchestrator.

infrastructure resources and the specifications of the slice request, and it then de-
cides whether to accept/reject the slice request. Each accepted slice generates
revenue for an InP that is proportional to the number of requested resources and
to the slice holding time.

When a slice is in operation, it follows a certain resource requirement profile.
The orchestrator monitors the temporal variation of the resource requirements of
each slice, and dynamically scales the slices up/down accordingly. The slices for
MSPs are scaled up (i.e., extra RRUs are activated and RRU-BBU connections
are established) when the user demand exceeds a certain threshold. The slices
for CSPs are scaled up (i.e., DC-DC connections are established) when it is time
for backing-up the data between DCs. The orchestrator may keep some resources
dedicated for a slice, while the scaling process involves allocating/releasing the
resources from a shared pool. The SPs are oblivious to the scaling process and use
their resources as if they were always allocated the peak amount. However, this
would be an ideal case. In reality, some slices cannot be scaled up (due to resource
contention) when required, and an InP has to pay a penalty corresponding to the
service degradation. For the sake of simplicity, it is assumed that the infrastructure
resources are dimensioned in such a way that the degradation happens only due to
lack of connectivity resources in the transport network.

The orchestrator is equipped with a number of modules for realizing the admis-
sion, mapping, and scaling processes. The resource database (RD) module keeps a
record of how many resources are used in each one of the three different technology
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domains, i.e., radio, transport, and cloud. The BDA module predicts the temporal
variation of the resource requirements of the slices. The slice admission (SA) mod-
ule receives the slice requests from SPs and decides about their acceptance/rejection
by checking the resource availability (i.e., from RD) and the resource requirement
predictions of the incoming and of the currently provisioned slices (i.e., from BDA).
The resource monitoring (RM) module observes the resource requirements of provi-
sioned slices by interacting with domain controllers. Based on the feedback received
from RM, the slice management (SM) module decides when and which slices need
to be scaled up/down. The SM module might also check the resource require-
ment predictions (i.e., from BDA) of currently provisioned slices in order to decide
whether the resources can be pre-empted from a slice (i.e. scale down) and allo-
cated to another slice (i.e., scale up). Then, the SM module asks the corresponding
controllers to allocate/release the infrastructure resources for the slices which are
scaled up/down. The statistics collection (SC) module keeps a record of different
statistics about the slices, e.g., slice rejection probability, slice degradation etc.

The next section describes how the BDA is implemented for predicting the
resource requirements of slices.

5.2 BDA Implementation

Although there are several options for implementing BDA, this work uses a re-
gression based framework for making predictions based on observed data. Since
obtaining the real network data from InPs is difficult, this work uses synthetically
generated data for predicting the traffic requirements (Fig. 5.2). It is assumed that
the services created for MSPs and CSPs follow certain traffic profiles depending
on the geographical areas where these services are provided. A randomized traffic
generator reads these profiles as input and creates randomized realizations of the
profiles for each day by shifting them in the time and amplitude dimensions. The
BDA processes 30 days’ worth of these randomized profiles and performs a regres-
sion on these realizations to get the traffic prediction of slices provisioned to MSPs
and CSPs.

The accuracy of BDA predictions is proportional to the time and amplitude
shift parameters. In this work, the maximum time shift is assumed to be 3 hours,
while the maximum amplitude shift is 10% of the maximum value of the original
traffic profile. This work assumes a simple approach for generating BDA predictions
as it focuses more on using information from BDA to improve the performance of
dynamic slicing rather than designing the best traffic predictor based on BDA.

The next two sections present how the BDA predictions can be used in slice
admission and scaling processes.
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Figure 5.2: Traffic prediction using BDA.

5.3 Slice Admission Using BDA

This section presents the scenario in which BDA predictions are applied to the
slice admission process in order to improve the performance of a dynamic slicing
approach. After describing the proposed strategy, a summary of the performance
evaluation results is presented. More detailed description and analysis can be found
in Papers VI, VII, and VIII.

5.3.1 Scenario description
The scenario under exam assumes two SPs: one MSP and one CSP. The services
for MSP and CSP are provided over different geographical areas (i.e., residential
and business). Each slice request from MSP corresponds to a set of RRUs at a
specific radio site in the network, all needing to be activated in peak conditions.
The radio sites experience peak conditions at different instants of time depending
on the user demand in the corresponding geographical areas. A slice request from
CSP corresponds to a back-up service between two DCs in the same geographical
area. It is assumed that all the transport resources belong to a shared pool which
can be used for scaling of all the provisioned slices. Furthermore, BDA predictions
are not used during the slice scaling process, i.e., resources allocated to a slice
cannot be pre-empted. However, the decision about slice acceptance/rejection is
aided by the BDA module in the orchestrator. As mentioned earlier, each accepted
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slice generates revenue for an InP, however if a slice cannot be scaled up when
required, an InP has to pay a penalty corresponding to the service degradation. In
order to minimize this penalty, an InP needs to adopt an intelligent policy for slice
admission, as described next.

5.3.2 BDA-based slice admission policy
For each incoming slice request, the orchestrator retrieves the BDA predictions of
the resource requirements of the incoming slice and of each slice currently pro-
visioned. Then, it fetches the information about the current utilization of the
infrastructure resources. Based on the gathered information, if the orchestrator
realizes that accepting an incoming slice will result in service degradation for either
the incoming or any of the slices currently provisioned, it rejects the slice request.
Otherwise, the orchestrator accepts the slice request and allocates the resources
required by the service at the current point in time.

Each slice is dynamically scaled up/down to match its real-time resource require-
ments. However, if the real-time resource requirements are slightly different from
the ones predicted by BDA, one or more slices may experience service degradation.
Nonetheless, the proposed policy rejects altogether those slice requests which are
expected to incur and/or create resource contention. Hence, the penalty paid by an
InP is minimized. At the same time, an InP generates revenue from the accepted
slice requests. Consequently, the net profit P of an InP is maximized, where P is
computed as follows:

P =
(∑

s∈A

∫ ats+hts

t=ats

Rs(t)
)

× α−

(∑
s∈A

∫ ats+hts

t=ats

Ds(t)
)

× β (5.1)

In the formula, Rs(t) and Ds(t) denote the number of connectivity resources re-
quested and degraded for slice s at time t, respectively; A is the set of all accepted
slices; ats and hts represent the arrival and holding time of slice s, respectively;
and α and β denote the per-time-unit and per-resource revenue and penalty factors,
respectively.

5.3.3 Performance evaluation
The performance of the proposed BDA-based slice admission policy is evaluated by
combining it with the heuristic algorithms for slice mapping and reconfiguration
presented in Chapter 4. The results are based on both simulation (Paper VI) and
experimental demonstration (Paper VIII). Both frameworks consider the traffic
profiles of MSP and CSP for each geographical area (i.e., residential and business),
as depicted in Fig. 5.3. In case of simulation, a 12-node network (i.e., a subset of
the 38-node topology presented in Paper IV) is used as the PN (Fig. 5.4) with
6 nodes in each geographical area. The number of wavelengths in each fiber link
is 40, with 10 Gbps capacity in each wavelength. Each geographical area contains
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two DCs placed at high degree nodes. Moreover, two BBU hotels are placed at
high degree nodes, and the number of RRUs at RRU nodes is fixed to 5. Each
activated RRU needs a bi-directional (uplink and downlink) fronthaul connection
to the BBU. Each back-up service for CSP requires 16 bi-directional connections
between the corresponding DCs. It is assumed that at a certain point in time,
the CSP can request up to three back-up services in the business area and two
back-up services in the residential area. The inter-arrival and holding times of slice
requests are assumed to be exponentially distributed. The mean holding time is 2
days, while the mean inter-arrival time is varied in order to generate different load
conditions.
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Figure 5.3: Traffic profiles of MSP and CSP for different geographical areas. RES:
residential, BUS: business. © 2018 IEEE (Paper VIII).
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Figure 5.4: 12-node PN used in simulation. © 2018 IEEE (Paper VI).

In terms of the specific use case under exam, the real-time resource requirements
of MSP are generated by adding a uniformly distributed time and amplitude shift
to the original profile, which corresponds to when, and how many RRUs need to
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be activated. In case of CSP, the real-time resource requirements are generated by
adding a uniformly distributed time shift to the original profile, which corresponds
to when a DC back-up should start.

Both MSP and CSP slices are scaled up/down to match these real-time resource
requirements. When a slice for MSP cannot be scaled up at a certain point in
time, the orchestrator keeps on trying to scale up the slice until either it is scaled
up successfully or the scaling is not required anymore. However, in case of CSP,
not being able to scale up corresponds to missing the DC back-up. Hence, the
orchestrator does not try to scale up the slice after the back-up is missed, and the
slice is degraded for the whole back-up duration. The performance of dynamic
slicing with BDA is compared against two benchmarks: (i) static slicing (i.e., peak
amount of resources are allocated to each slice during the entire holding time), and
(ii) dynamic slicing without BDA (i.e., the slices are scaled up/down dynamically
but the slice admission process is carried out without checking BDA predictions).
Each simulation experiment is run for 365 days, and the results are averaged over
50 experiments.

Figure 5.5 presents the slice rejection probability and the slice degradation (av-
eraged over all accepted slices) for different values of load. It can be seen that
dynamic slicing without BDA has the lowest rejection probability as it accepts all
the slice requests for which the currently required resources are available. However,
this comes at the expense of very high service degradation as the accepted slices
might not be scaled up (when needed) due to the lack of resources. On the other
hand, dynamic slicing with BDA accepts only those slice requests which are not
expected to result in service degradation. In this case, the slice rejection proba-
bility still lies below an acceptable threshold even at very high load. Moreover, in
the scenario under exam, the degradation experienced due to inaccuracy of BDA
predictions in very small.

Table 5.1 compares the value of the net profit P in two different scenarios and
under different load conditions (i.e., low = 0.25 Erlangs; medium = 1.75 Erlangs;
high = 3.25 Erlangs). In Case I, the revenue and penalty factors are equal, i.e.,
α = β = 1 cost units [CUs]. In this scenario, dynamic slicing without BDA leads
to the highest value of the profit as the degradation of accepted slices is not highly
penalized. In Case II, the penalty factor is higher than revenue factor, i.e., α = 1,
β = 25 [CUs]. In this case, the value of P for dynamic slicing without BDA drops
significantly at high loads due to high penalty for service degradation. However,
dynamic slicing with BDA generates 49% more profit under high load condition,
which is quite significant for an InP. A more detailed analysis of simulation results
is presented in Paper VI.

The proposed BDA-based slice admission policy is also experimentally demon-
strated in Papers VII and VIII. For the experimental setup, an SDN-based con-
trol plane with all the required modules in Fig. 5.1 is designed and it is connected
to the optical data plane emulated via ONE.

Figure 5.6 depicts the 5-node network used in experimental demonstration,
where 3 nodes are located in the business area and 2 nodes in the residential area.



5.3. SLICE ADMISSION USING BDA 53

0 0.5 1 1.5 2 2.5 3 3.5
10-4

10-3

10-2

10-1

100

Load [Erlangs]

Sl
ic

e 
R

ej
ec

tio
n 

Pr
ob

ab
ilit

y

 

 

Static
Dynamic without BDA
Dynamic with BDA

Threshold 

(a)

0 0.5 1 1.5 2 2.5 3 3.5
0

0.2

0.4

0.6

0.8

1

1.2

1.4

Load [Erlangs]

Av
er

ag
e 

Sl
ic

e 
D

eg
ra

da
tio

n 
[%

]

 

 
Static
Dynamic without BDA
Dynamic with BDA

(b)

Figure 5.5: Simulation results: (a) slice rejection probability, and (b) average slice
degradation for different values of load. © 2018 IEEE (Paper VI).

Each fiber link contains 12 wavelengths, with 10 Gbps capacity in each wavelength.
One BBU hotel and four DCs are placed at high degree nodes, with two DCs in
each geographical area. The number of RRUs at RRU nodes is fixed to 2, with
each activated RRU requiring one bi-directional fronthaul connection. Moreover,
each DC back-up service is also assumed to require one bi-directional connection
between the DCs, in line with the small scenario for experimental demonstration
(i.e., considered in order to ease the load on the operating system). It is assumed
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Table 5.1: Simulation results for profit of an InP in two different scenarios under
different load conditions.

Case Load Static
[×105 CUs]

Dynamic
without BDA

[×105 CUs]

Dynamic
with BDA
[×105 CUs]

I
low 4.4 4.5 4.5

medium 10.1 12.3 11.4
high 12.5 16.7 14.8

II
low 4.4 4.4 4.5

medium 10.1 9 10.9
high 12.5 7 13.8

that at a certain point in time, the CSP can request a maximum of one back-up
service in each geographical area. The traffic prediction using BDA and modeling
of slice dynamics (i.e., inter-arrival and holding times) are done using the same
parameters as in simulation. Each emulation experiment is run for 60 days, and
the results are averaged over 15 experiments.
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Figure 5.6: 5-node PN used in experimental demonstration. © 2018 IEEE (Paper
VIII).

The experimental results for slice rejection probability, slice degradation, and
InP profit under varying load conditions follow a similar trend as in the case of
simulation. Furthermore, timing measurements are also performed using the ex-
perimental setup. In particular, the emulation framework measures, (i) slice pro-
visioning time, i.e., time required until an InP allocates all the resources to the
slice after receiving a slice provisioning request, and (ii) slice reconfiguration time,
i.e., time spent in scaling up and down a slice. These measurements are performed
in order to understand the impact of using BDA for slice admission, i.e., whether
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BDA can cause significant delay in provisioning a slice to an SP, and if this also
results in more time spent by an InP to scale up/down the slices.

Table 5.2 presents the experimental results showing average slice provisioning
time and average slice reconfiguration time. The results are normalized in terms
of time units [TUs], with one unit corresponding to the time taken to provision an
MSP slice using static slicing approach (i.e., 14.2 [sec], the time taken to activate
both RRUs at a site in the experimental setup under exam). It is worth mentioning
here that the measured time includes the actual control plane time (e.g., interac-
tion with controllers for fetching resource usage information and for requesting the
allocation/de-allocation of resources, path computation, etc.), and the data plane
time only for inserting OF entries in emulated optical elements using ONE. The
results in Table 5.2 show that the average slice provisioning time for MSP is longer
than that for CSP, since it requires establishing at least one RRU-BBU connection.
In some cases, the MSP might also require both RRUs to be activated at the slice
arrival time (i.e., when arrival occurs during peak conditions), and hence two RRU-
BBU connections need to be established. On the other hand, in some cases, a slice
for CSP can even be provisioned instantly when the DC back-up does not start at
the slice arrival time, and hence it does not require the immediate establishment of
a DC-DC connection. Moreover, the overall provisioning time using dynamic slicing
with BDA is only slightly higher than dynamic slicing without BDA. This shows
that the BDA does not have much impact on the timing performance of dynamic
slicing.

Table 5.2: Experimental results for timing measurements.

Average Time Type Dynamic without
BDA [TUs]

Dynamic with
BDA [TUs]

Slice Provisioning
MSP 0.8 0.9
CSP 0.01 0.2
Total 0.5 0.7

Slice Reconfiguration
MSP 3.1 2.8
CSP 1.5 1.6
Total 2.5 2.4

Furthermore, the average slice reconfiguration time is also higher for MSP as
compared to CSP. This can be linked to how the real time resource requirements
for MSP and CSP are modeled in the experimental setup, as explained earlier. In
fact, a slice for CSP requires to be scaled up only once per day, depending on the
random time shift in the back-up start as compared to original profile. However, a
slice for MSP might need to be scaled up more than once, since apart from random
time shift, random amplitude is also added on top of the original profile which
might trigger the reconfiguration process multiple times. Moreover, in case of MSP,
dynamic slicing without BDA leads to longer slice reconfiguration time because it
accepts more slices which might not be able to be scaled up. Hence, the orchestrator
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keeps on trying to scale up these slices, which leads to higher reconfiguration time.
On the other hand, fewer slices are accepted when using BDA which could be
scaled up easily, and hence it results in shorter reconfiguration time. In contrast, a
reverse trend is observed for CSP. The reason is that in this case, when a slice for
CSP cannot be scaled up (i.e., back-up is missed), the orchestrator does not try to
scale up again. In summary, the overall reconfiguration time using dynamic slicing
with BDA is found to be slightly shorter than dynamic slicing without BDA, which
depicts a good potential for using BDA in real networks.

5.4 Slice Scaling Using BDA

This section describes how BDA predictions can be used for scaling of slices al-
located to SPs with different priorities. In particular, a priority aware resource
sharing (PARS) strategy is proposed, and its performance is evaluated in the ex-
perimental setup presented earlier. The performance is benchmarked against an
FCFS policy. The detailed description of PARS policy is presented in Paper V.

5.4.1 Scenario description
The considered scenario assumes three SPs: two MSPs (i.e., MSPA and MSPB)
and one CSP. It is assumed that each SP is already provisioned with one slice of
infrastructure resources. The slices of the MSPs have a number of dedicated radio
and transport resources already assigned. If more are needed, they are taken from
a shared pool. On the other hand, the CSP is assigned a dedicated set of cloud
resources. However, the transport resources of CSP are allocated from the shared
pool used by all the SPs. The orchestrator monitors the resource requirements
of each SP and scales up/down their corresponding slices. The orchestrator is in
charge of resolving possible conflicts among the SPs while assigning the shared
resources. If an SP cannot be allocated some shared resources when required, the
corresponding service is degraded, and an InP has to pay a penalty proportional
to the degradation level and the priority of the SP. Using an FCFS policy leads to
high penalties as a slice corresponding to high-priority service might need to wait
for some of the shared resources to become available. Hence, an InP needs to devise
a priority-aware scaling policy for allocating the shared resources to different slices.
The next sub-section describes the PARS policy, which utilizes BDA predictions
for scaling of the provisioned slices.

5.4.2 BDA-based slice scaling policy
The proposed PARS policy is executed when the orchestrator realizes that the slice
assigned to an SP needs to be scaled up (i.e., to use the shared resources). If
the required resources are not available, the orchestrator uses the BDA predictions
to decide whether to (i) wait for the resources to get free, or (ii) pre-empt some
resources assigned to another slice (i.e., scale down) such that the slice of this SP
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can be scaled up. The choice is driven by the option that minimizes the penalty paid
by an InP. However, it is assumed that the transport resources assigned to the CSP
cannot be pre-empted, so that the DC back-up process is not interrupted. Figure
5.7 presents a pseudo-code of the proposed PARS policy. When the slice of an SP
(i.e., SPi) needs to be scaled up at time to, the orchestrator checks whether the
required resources are available. If not, the orchestrator checks if the resources can
be pre-empted from the SP (i.e., SPj) that is currently using them. If SPj is not the
CSP, the orchestrator identifies the time instance tnext when the required resources
can be expected to get free (i.e., thanks to BDA). The orchestrator computes the
penalty pi incurred by not accommodating SPi, as well as the penalty pj incurred
by pre-empting SPj , by using the following formula:

p = α×
(∫ tnext

to

Creq(t) −
∫ tnext

to

Cprov(t)
)

(5.2)

where Creq(t) is the total capacity required and Cprov(t) is the total capacity pro-
vided during the interval (to,tnext), and α is the penalty coefficient of SP (i.e.,
proportional to its priority). If pi is greater than pj , the resources are released from
SPj and allocated to SPi.

1:  INPUT: resources to be provisioned to SPi 
2:  IF enough free resources are not available THEN 
3:      check which SP (i.e., SPj) is using resources 
4:      IF SPj is CSP THEN 
5:          OUTPUT: resources not allocated to SPi; STOP 
6:      ELSE 
7:          get tnext from big data analytics 
8:          compute pi and pj until tnext 
9:          IF pi is less than pj THEN 
10:             OUTPUT: resources not allocated to SPi; STOP 
11:         ELSE 
12:             release SPj resources 
13:         END IF 
14:     END IF 
15: END IF 
16: allocate resources to SP

i
 

17: OUTPUT: resources allocated to SPi 

Figure 5.7: Pseudo-code of the proposed PARS policy.

5.4.3 Performance evaluation
Although the aforementioned concept is general, a simple case has been considered
in order to experimentally demonstrate the benefits of PARS. MSPA and MSPB
have one dedicated RRU and one dedicated BBU, while one extra RRU (i.e., to be
used when the user demand exceeds a threshold) and one extra BBU are shared
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among both MSPs. The transport network has three wavelengths, where two are
dedicated for connecting the dedicated RRUs to BBUs for each of the MSPs. The
third wavelength is shared among all the SPs, i.e., MSPs use it for the connecting the
shared RRU to the BBU and the CSP uses it for interconnecting the DCs during
back-up. The considered setup is simple enough to be run in the experimental
demonstrator, while all the peculiarities of the proposed policy are also taken into
account. The traffic prediction via BDA and the generation of real-time variation
of resource requirements are done as described previously in section 5.3.3. The
threshold when the slices assigned to MSPs need to scale up is set to 60% of the
peak user traffic. The emulation experiment is run for 10 days, and the average
(per-day) penalty to be paid by an InP is computed. The performance of PARS
is compared against FCFS, where the resources assigned to a slice cannot be pre-
empted in order to meet the requirements of another slice.

The penalty coefficients of MSPA, MSPB and CSP are defined as α, β, and γ
respectively. For MSPs, the penalty is proportional to the un-provided capacity.
For CSP, the penalty is proportional to the delay experienced before the DC back-
up can be started. Three different scenarios are considered with different relative
values of α, β, and γ. Table 5.3 presents the average penalty paid by an InP
(scaled by the value of penalty coefficients) for each SP using FCFS and PARS.
Case I is when all the SPs have equal priorities, i.e., α = β = 1, γ = 0.4 penalty
units [PUs], which corresponds to the three SPs experiencing the same penalty
value over one hour of maximum degradation. The MSPB experiences very low
service degradation using FCFS. When it needs to use the shared resources, MSPA
and CSP usually do not require a slice scale up (referring to the profiles in Fig.
5.8). MSPA has to wait until the shared resources are released from MSPB, while
CSP needs to wait for MSPA, which results in high penalties for MSPA and CSP
using FCFS policy. In contrary, using PARS, the orchestrator pre-empts MSPA in
favor of CSP, while scaling of MSPA can result in pre-emption of MSPB, leading
to an increase in penalty paid for MSPB. Overall, PARS results in 51% less total
penalty as compared with FCFS. Case II is for a scenario when MSPB has the
highest priority (i.e., α = 1, β = 100, γ = 0.4 [PUs]). In this case, PARS performs
much better than FCFS. The SP with the worst performance is MSPA because the
orchestrator does not pre-empt MSPB due to high priority of MSPB. Finally, Case
III is when CSP has the highest priority and MSPB has higher priority than MSPA
(α = 1, β = 10, γ = 4 [PUs]). In this case, there is no penalty observed for CSP
using PARS, as compared to very high value obtained with FCFS.

5.5 Summary

In summary, this chapter presents BDA-based slice admission and scaling policies
for improving the performance of dynamic slicing. The results show that using BDA
for slice admission leads to up to 49% more profit for an InP. Furthermore, the tim-
ing measurements done in the experimental setup show that BDA has only a small
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Table 5.3: Average penalty paid by an InP under three different scenarios.

Case Type FCFS [PUs] PARS [PUs]

I

MSPA 1.67 0.96
MSPB 0.19 0.59
CSP 1.32 0

Total 3.18 1.55

II

MSPA 1.76 1.95
MSPB 10.94 0.44
CSP 1.52 0.28

Total 14.22 2.67

III

MSPA 1.69 1.87
MSPB 1.09 0.53
CSP 18 0

Total 20.78 2.4
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Figure 5.8: Traffic profiles of MSPA, MSPB, and CSP. © 2017 IEEE (Paper V).

impact on the provisioning time of a slice. Moreover, the proposed priority-aware
BDA-based scaling policy lowers the penalty paid by an InP due to service degra-
dation by more than 51%, as compared to a priority-unaware approach. However,
these benefits are dependent on the accuracy of BDA predictions, which might not
be possible to achieve in some cases due to lack of enough data for analysis. Hence,
there is a need for machine intelligence framework like RL that can be trained
to learn the system dynamics without any previous knowledge about the system,
which is the topic addressed in the next chapter.





Chapter 6

Performance Enhancement of
Dynamic Slicing by Using
Reinforcement Learning

As mentioned in Chapter 1, another option to maximize the profit of an InP with
the help of machine intelligence is to use RL. Unlike BDA, an RL agent has the
ability to learn about the dynamics of a system without requiring any previous
knowledge about the system itself. Based on the current state of a system (i.e., an
environment), an RL agent interacts with the environment by executing a certain
action based on a policy, as shown in Fig. 6.1. After the action is taken, the system
transitions to a new state and the agent receives a reward for the action taken.
A high reward makes the RL agent learn to repeat the same action in the future
when the system happens to be in a similar state. On the other hand, a low reward
encourages the RL agent to try a different action. This process is repeated until
the end of the training process. By then, the RL agent knows how to optimize the
metric(s) of interest.

Considering the above mentioned narrative, RL seems to have a significant
potential for improving the performance of dynamic slicing in terms of profit max-
imization. The RL can achieve this by understanding how to leverage onto the
notion of services having different priorities. For example, a slice admission policy
can use RL in order to intelligently decide which services have the potential to
generate high profit for an InP (depending on the priorities) and hence should be
accepted.

The current literature on slicing does not focus on using RL for InP profit
maximization. This chapter presents a RL-based slice admission policy for services
with different priorities in a novel 5G flexible RAN architecture [18], where some of
the radio functions can be virtualized over GPPs placed in different segments of the
network. Besides, the slice scaling is carried out using a heuristic algorithm. The
performance of the proposed RL-based admission policy is compared against a set of

61



62
CHAPTER 6. PERFORMANCE ENHANCEMENT OF DYNAMIC SLICING

BY USING REINFORCEMENT LEARNING

RL agent 

State 
Neural 

Network Environment 

Take 
action 

Observe state 

Feedback reward 

Figure 6.1: Interaction of RL agent with the environment.

deterministic slice admission heuristics. Moreover, this chapter presents an analysis
on how the proposed RL-based slice admission policy adapts itself according to
different policies used for scaling the slices.

The next section presents the system architecture and the use case considered
in this work.

6.1 System Architecture and Use Case Definition

Figure 6.2 depicts the system architecture where the data plane comprises a flexible
RAN, and the control plane is based on an orchestrator that performs cross-domain
management of radio, transport, and cloud resources via different controllers. In
a flexible RAN architecture, the radio functions are split, and some of them are
virtualized over general purpose processors (GPPs) placed either at central offices
(COs) or at remote regional data center (RDC) sites. The RRUs of macro and
small cells are connected to baseband processing functions (BPFs) through a C1
interface (i.e., evolution of CPRI) [18]. Each BPF is interconnected to a virtualized
packet processor (vPP) function, which carries the data to/from packet gateway
(PGW). The BPFs run on special purpose processors at the COs (i.e., located close
to RRUs) in order to meet the stringent latency requirements (i.e., 1 [ms]) of the
C1 interface [18]. On the other hand, vPPs and PGWs are VNFs running on GPPs,
which can be instantiated either at the COs, or at the RDC sites depending on the
service latency constraints. In the latter case, vPPs and PGWs are connected over
an optical backhaul network. The service latency constraint also governs whether
service specific VNFs (i.e., generic APP) can be placed at the COs, or at the
RDC sites. The fronthaul connections (i.e., RRU-BPF) are fixed, however the
backhaul connections and the VNFs (corresponding to vPP, PGW, APP) can be
established on-the-fly as per service requirement. MSPs request the orchestrator
for provisioning of different types of services over the RAN infrastructure (i.e., one
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slice per service). A RL agent inside the orchestrator is trained to decide about the
admission of slice requests corresponding to different services.
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Figure 6.2: System architecture.

In the use case under exam, two types of services are considered, i.e., high prior-
ity (HP) and low priority (LP). An HP service (i.e., with strict latency constraints,
e.g., remote surgery [56]) requires a slice of GPPs placed at the CO, i.e., the red
service in Fig. 6.2. However, an LP service (i.e., with non-strict latency constraints,
e.g., cloud computing) asks for a slice of GPPs placed at the CO and the RDC, as
well as connectivity resources in the backhaul network, i.e., the green service in Fig.
6.2. Since a CO can host only a limited number of GPPs (i.e., as compared to an
RDC site), the GPPs at the COs are more precious resources and cost more than
the ones at the RDC sites. Consequently, an HP service generates more revenue
for an InP than an LP service.

Since the resource requirements of a service may vary over time, once a slice has
been provisioned, it needs to be scaled up/down to match the temporal variation in
the number of required GPPs and connectivity resources in the backhaul network. If
a slice cannot be scaled up when required, an InP has to pay a penalty proportional
to the amount of resources that cannot be provisioned multiplied by a penalty factor
that depends on the service type (i.e., an HP service has a higher penalty factor
than an LP one). Hence, after accepting an HP service, higher revenue is generated
for an InP, but it must keep some resources free so that the HP service can be
scaled up when required in order to avoid the negative impact of very high penalty
on the generated revenue (i.e., to maximize profit = revenue - penalty). Therefore,
when deciding about slice admission, an InP has to take into account the potential
revenue generated by the slice, as well as the penalty if the required resources
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cannot be provisioned to the slice. Moreover, some resources can be kept free for
more profitable HP services by rejecting some of the LP services. All these aspects
are taken into account by the proposed RL-based slice admission strategy described
next.

6.2 RL-based Slice Admission Policy

The proposed RL-based strategy (Paper IX) is trained to decide about slice ad-
mission. Figure 6.3 shows the lifecycle of each slice request accepted by an InP. If
the RL agent at the orchestrator decides to accept a slice request, the orchestrator
proceeds with initial setup of the slice, i.e., it allocates in the PN all the resources
currently required by the slice. During the holding time of the slice, the orchestra-
tor keeps on monitoring its resource requirements, and decides to scale up/down
the slice when the resource requirements exceed/fall-below a given threshold γ.
The scaling policy is based on a heuristic, described in the next section. After the
expiration of its holding time, the slice is torn down, i.e., all the resources currently
allocated to the slice are released. Finally, the net profit obtained by operating the
slice is computed, i.e., adding together the revenue generated by accepting the slice
request and the (possible) penalty caused by not being able to scale up the slice
when needed. The dashed arrow in Fig. 6.3 shows the net profit fed back as reward
to the RL agent. As mentioned earlier, a high reward makes the agent learn to
accept more services of similar type in the future. On the other hand, a low reward
might result in rejection of such services.

RL-based 
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control 

Initial slice 
setup 

Slice scaling Slice tear-
down 

Net profit 
computation 

Slice 
request 

Reward for RL agent 

Repeat for slice holding time 

If 
accepted 

Figure 6.3: Slice lifecycle.

The policy for choosing an action (i.e., accept or reject) is represented as a neural
network (NN), i.e., known as policy network [57]. The system state is presented
as input to the NN, as shown in Fig. 6.4, with an example of an HP service (i.e.,
in red color) and an LP service (i.e., in green color) currently provisioned by an
InP. Each pool of resources (i.e., CO, backhaul, and RDC) is represented as a data
structure, depicting the resources used in each pool at the current point in time, and
for how long the resources will be busy. Moreover, the service specifications of an
incoming slice request are represented as an array. The specifications include how
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many resources are required in each pool at the time of arrival as well as the service
holding time. The reward is proportional to the net profit generated by operating
a slice once it is accepted. The policy network is trained in an episodic manner,
i.e., a fixed number of slice requests arrive in each episode, and the cumulative
reward generated by all the actions taken is computed [57]. The cumulative reward
corresponds to the total net profit obtained by an InP during an episode. At each
training iteration (i.e., the end of an episode), the policy network is optimized using
the gradient descent method [58], where the gradient of cumulative reward is used
to update the weights of the NN. Updating the weights help the NN to increase
the cumulative reward even further in the next iteration, which in turn increases
the net profit of an InP. By gradually increasing the cumulative reward in each
iteration, the NN converges to a policy which maximizes the net profit of an InP.
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Figure 6.4: System state representation for the neural network. © 2018 IEEE
(Paper IX).

6.3 Performance Evaluation

The results have been obtained by using a modified version of the simulator de-
scribed in [57], in which the simulation time frame is divided into time-steps. In
the designed simulator, the time dimension is discretized using a fixed interval
where the events (i.e., new arrival, departure, scaling) can happen only at discrete
instants of time. The probability that a new service arrives at each time-step of
the simulation is a variable denoted by λ. The holding time of both HP and LP
services is assumed to be uniformly distributed between 5 and 10 time-steps, with
each simulation experiment comprising 100 time-steps.

For the sake of simplicity, it is assumed that the architecture presented in Fig.
6.2 includes one CO connected to one RDC site over a backhaul network. Hence,
the system state can be represented using only three pools of resources, i.e., one for
the CO, one for the RDC, and one for the backhaul network. Moreover, this work
assumes that only one MSP generates requests for HP and LP services, although
this can be generalized to more SPs. The ratio between the number of HP and LP
services is 50%. The number of resources in the CO, backhaul network, and RDC
are assumed to be 7 GPPs, 10 capacity units, and 12 GPPs, respectively. The per-
time-step price paid for an LP service using a resource unit at the CO, backhaul
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network, and RDC is 4 cost-units [CUs], 2 [CUs], and 1 [CU], respectively. The
price paid for an HP service using the same resources is 5 times higher. Moreover,
the penalty factor of an HP service is also 5 times higher than that of an LP service.

The RL agent is trained for 1000 iterations using 25 different sets of synthet-
ically generated slice requests for each value of λ. The test results are obtained
by averaging over 200 different sets of slice requests, which are different from the
ones seen by the NN during training phase. The designed NN contains one hidden
layer of 40 neurons. The NN is trained using a learning rate of 0.001 and soft-max
activation function is used at its output. At each time-step of the simulation, the
resources are released from the slices which can be scaled down or from the ones
whose holding times have expired. These resources are then allocated to the slices
which need to be scaled up or to the newly accepted ones. The temporal variations
of resource requirements of HP and LP services are modeled using the profiles in
Fig. 5.8, where each hour in the profile is assumed to be one time-step. The value
of γ is set to 60% of the peak value in the profile. When a slice is scaled down (i.e.
γ is not exceeded), an HP service requires 3 units of resources in the CO, while
an LP service requires 1 unit of resource in each of the CO, RDC, and backhaul
network. When a slice is scaled up (i.e. γ is exceeded), the number of required
resources is increased by 1. As mentioned earlier, a heuristic algorithm is used for
scaling up the slices, which can adopt any of the following two policies, i.e., HP
first (HPF) or LP first (LPF).

Two benchmark strategies are used for evaluating the performance of the pro-
posed RL-based admission policy, (i) Random, which accepts/rejects slice requests
in a random way, and (ii) Fit, which accepts a slice request if and only if all the
currently required resources are available in the infrastructure.

The performance evaluation metric used to assess the different admission policies
is penalty defined as the sum of prej and pacc for all the services. prej is the loss
experienced by an InP after rejecting a service. This value is proportional to the
number of required resources and to the service holding time. Moreover, pacc is
the penalty experienced by an InP when an accepted service cannot be provisioned
all the required resources, i.e., its slice cannot be scaled up when required. This
value is proportional to how many resources are not provisioned to an accepted
slice during its holding time.

Table 6.1 presents the test results comparing the average penalty for different
values of λ using RL-based admission policy vs. the benchmarks. The scaling
policy is the same in all the cases, i.e., HPF. It can be observed that, at low values
of λ, Random results in higher penalty than Fit, since it might reject some services
even if the required resources are available. As λ increases, Fit leads to higher
penalty than Random, as it starts rejecting more services due to lack of resources.
However, the RL performs better than both benchmarks at all values of λ, with
the best improvement of 54.5% (compared to Fit) observed at λ = 0.4.

Figures 6.5 and 6.6 depict the training results of the RL agent. The figures show
how the resource usage (Fig 6.5) and the penalty (Fig. 6.6) vary over the training
iterations when λ = 0.9. It can be seen that at the beginning, i.e., iteration 1, RL
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Table 6.1: Test results with comparison of penalty using RL and benchmarks,
with HPF scaling policy.

Service
Arrival

Probability λ

Avg. Penalty for
Random [CUs]

Avg. Penalty
for Fit [CUs]

Avg. Penalty
for RL [CUs]

0.2 41 27.9 9.3
0.4 43.1 42.1 19.1
0.6 46.5 51.8 27.8
0.8 49.4 57.5 34.2
0.9 50.3 59.6 36.3
1.0 51.3 61.3 38.4

has the performance similar to Random, i.e., it does not have any knowledge about
the system dynamics. Then, over the training iterations, RL learns that the penalty
can be decreased by accepting as many services as possible, which corresponds to a
resource usage of around 80% (Fig 6.5). After the 600th iteration, RL learns that
the penalty can be further decreased by carefully rejecting some of the services,
which leads to a slight decrease in resource usage.
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Figure 6.5: Training results for λ = 0.9 depicting variation of resource usage over
training iterations using HPF scaling policy, compared with benchmarks. © 2018

IEEE (Paper IX).

Table 6.2 presents a breakdown of the service rejection statistics for RL strategy
(at the end of training, i.e., iteration 1000) using two different scaling policies, i.e.,
HPF and LPF. The results confirm the intuition that the RL proactively rejects
LP services in order to create free space for HP ones. Moreover, the comparison



68
CHAPTER 6. PERFORMANCE ENHANCEMENT OF DYNAMIC SLICING

BY USING REINFORCEMENT LEARNING

0 200 400 600 800 1000
35

40

45

50

55

60

65

70

Iterations

Av
er

ag
e 

Pe
na

lty
 [C

U
s]

 

 
Random Fit RL

Figure 6.6: Training results for λ = 0.9 depicting variation of average penalty over
training iterations using HPF scaling policy, compared with benchmarks. © 2018

IEEE (Paper IX).

between HPF and LPF shows that LPF does not perform well at all, since it leads
to rejection of most of the LP services. The reason is that using LPF, all the LP
services are scaled up first, which might not leave any room for scaling up of HP
services. This results in very high penalty, which makes the RL learn to reject more
LP services for creating additional space for HP ones.

Table 6.2: Breakdown of service rejection probability for RL at iteration 1000,
using HPF and LPF scaling policies.

Service
duration

[time-
steps]

Service Rejection
Probability using

HPF

Service Rejection
Probability using

LPF

HP LP HP LP
5 0 0 0 0.82
6 0 0.001 0 0.79
7 0 0.1 0 0.7
8 0 0.06 0 0.69
9 0 0.38 0 0.73
10 0 0.64 0 0.72

Figures 6.7 and 6.8 depict how the RL is able to adapt during the training
phase depending on which scaling policy is used. The figures show how the resource
usage (Fig. 6.7) and the average penalty (Fig. 6.8) vary over the training iterations
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using either HPF or LPF scaling policy. It can be observed that in the beginning,
regardless of the scaling policy, RL leads to same results, i.e., accepting all the
services. However, after around 50th iteration, RL learns that using LPF leads to
very high penalty for HP services. Hence, it starts rejecting LP services in order
to leave some resources free for HP ones, i.e., the decrease in resource usage in Fig.
6.7. On the other hand, when using HPF, the RL keeps on accepting all the services
until it learns after the 600th iteration that some LP services can be rejected to
further decrease the penalty.
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Figure 6.7: Training results for λ = 0.9 depicting variation of resource usage over
training iterations using HPF and LPF scaling policies.

6.4 Summary

In summary, this chapter presents a RL-based slice admission policy for improving
the performance of dynamic slicing. The results show that in the use case under
exam, RL achieves up to 54.5% better performance as compared to deterministic
heuristics. This is because the RL learns to selectively reject some low profit services
(i.e., LP) in favor of more profitable ones (i.e., HP). Even though RL is used only
for slice admission in this work, it can adapt itself according to the decisions taken
by the scaling heuristic, which highlights the learning capabilities of RL based on
observing the system dynamics. Moreover, it would also be interesting to design
and evaluate the performance of a RL-based slice scaling policy. Such a policy can
make intelligent scaling decisions, i.e., which slices can be scaled up/down and how
many resources can be assigned to each slice depending on their priorities such that
the overall service degradation penalty paid by an InP is minimized. However, this
is left for future work.
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Figure 6.8: Training results for λ = 0.9 depicting variation of average penalty over
training iterations using HPF and LPF scaling policies.



Chapter 7

Conclusions and Future Work

This chapter summarizes the main contributions of the thesis and draws some
concluding remarks. Then, it highlights a few directions for the future work.

7.1 Conclusions

5G will be a complete end-to-end system with a flexible architecture for provision-
ing different types of services with time-varying resource requirements. Network
slicing is a promising solution for addressing such a scenario, and hence it has been
identified as a key component of 5G. However, the InPs need to bring dynamicity
in the network orchestration in order to improve the resource usage efficiency and
hence their profit. In order to cope with the increasing complexity associated with
dynamicity and the end-to-end orchestration of different domains, the InPs are
looking for ways to automate the slice lifecycle management. This requires design-
ing smart orchestration strategies that can decide which slices can be provisioned
by the system, and how to dynamically distribute infrastructure resources among
different types of slices, with the goal of maximizing the net profit of an InP.

This thesis presents the design and performance evaluation of orchestration
strategies for the dynamic slicing of infrastructure resources in order to provision
5G services with diverse requirements.

The benefits of dynamic slicing are first evaluated in a single-tenant C-RAN
scenario (i.e., the roles of service and infrastructure providers are played by the same
entity) with joint orchestration of radio and transport resources, where the latter
are dynamically allocated based on the temporal and spatial variation of wireless
traffic requirements. Apart from simulation, an optical network emulator has been
developed for experimental evaluation of the proposed strategy. Simulation and
emulation results show that an InP needs to deploy 31.4% less transport resources
in its infrastructure by using dynamic slicing as compared to overprovisioning.
This translates into significant cost savings for InPs, which can encourage them to
manage their resources in a dynamic fashion.
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The analysis is then extended to a multi-tenant scenario where different types
of tenants share a common infrastructure. Both MILP formulations and heuristic
algorithms are presented for dynamic slicing which result in an efficient allocation of
resources to slices that are dynamically scaled up/down according to the variation
in resource requirements. Results show that in the scenario under investigation,
via dynamic slicing, it is possible to achieve 5 times lower slice rejection probability
as compared to conventional orchestration strategies based on static slicing. This
helps an InP to increase its revenue by accepting more slices into the infrastructure.
The trade-off is studied in terms of service degradation (i.e., when all the required
resources cannot be provisioned) which is found to be relatively small.

The performance of dynamic slicing can be improved if an InP uses machine
intelligence to be able to predict the resource dynamics of slices while making de-
cisions about slice admission and scaling. One such possibility is to use BDA for
predicting the resource requirements of slices. Hence, this thesis presents BDA-
based strategies where BDA predictions are used by an InP to decide which slices
should be accepted, and how to efficiently scale up/down slices with different pri-
orities such that the net profit is maximized. The proposed strategies are also
experimentally validated with a real instance of an SDN-based control plane con-
nected to an emulated optical data plane (i.e., using optical network emulator).
Results show that in the scenario under investigation, the proposed BDA-based
slice admission policy increases the profit of an InP by up to 49% as compared
to an admission policy that does not use BDA predictions. The timing measure-
ments in the experimental setup show that the BDA does not have a big impact on
the provisioning time of a slice. Moreover, the BDA-based priority-aware scaling
policy lowers the service degradation penalty by more than 51% as compared to a
priority-unaware first-come-first-served policy.

Although BDA can significantly improve the performance of dynamic slicing,
the benefits are dependent on the accuracy of BDA predictions, which in turn
requires analysis of large amount of network data. This effect can be mitigated by
using RL-based policies. Without any previous knowledge about the system, RL
tries different actions, and learns an optimal policy over time based on the feedback
received via its interaction with the system.

In the context of dynamic slicing, RL can be used to maximize the profit of an
InP by learning how to handle the admission of services with different priorities.
Hence, this thesis presents an RL-based slice admission policy, while using a heuris-
tic for slice scaling. An RL agent is developed and trained to maximize the net
profit generated by an InP (i.e., sum of the revenue from accepted slice requests and
the penalty for not being able to provision all the required resources to accepted
slices). The agent leads to profit maximization by learning to proactively reject
low priority services in order to accommodate high priority ones. The benefits of
RL-based slice admission policy are evaluated in a novel 5G flexible RAN scenario,
where the radio functions are virtualized over GPPs placed in different segments
of the network depending on the service latency requirements. In the considered
scenario, the proposed policy achieves up to 54.5% better performance as compared
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to deterministic heuristics. Moreover, the analysis shows that although RL is used
for slice admission, it can adapt itself according to different policies chosen for slice
scaling.

7.2 Future Work

In terms of future work, it would be interesting to design and explore the benefits
of a slice scaling policy based on RL. The results included in this thesis showed
that BDA can significantly improve the performance of the slice scaling process,
and the RL seems to have the potential to further improve the performance by
automating the scaling process without any previous knowledge about the system.
When used in the slice scaling process, the RL can learn how to allocate the limited
amount of infrastructure resources to the provisioned slices depending on their
service priorities, with the goal of minimizing the overall service degradation penalty
paid by an InP.

Moreover, the work presented in Paper IX considered a simplistic scenario
with only one CO and one RDC connected over a backhaul network. The network
resources are abstracted and the RL agent can observe only a pool of resources
available between the CO and the RDC while making its decisions about slice
admission. It would be interesting to extend this to a more realistic scenario,
where there are multiple COs and RDCs located at different nodes in the topology.
Moreover, the network resources available in each link of the topology could be seen
by the RL agent in order for it to make better decisions.

It will also be interesting to study the impact of different resource abstraction
policies used in the control architecture of a multi-purpose network infrastructure.
In the current work, it is assumed that the controllers provide all the information
about their underlying resources to the orchestrator, which is then able to take the
optimal decisions about resource allocation. However, this comes at the expense of
an increased implementation complexity and also makes the control infrastructure
less scalable, since the orchestrator needs to handle a large amount of information
from different controllers. Hence, the controllers need to abstract the information
about underlying resources as much as possible. This becomes particularly rele-
vant when using a parent-child hierarchy of the controllers, in which case a high
level controller may hide the information from orchestrator regarding the resources
managed by a low level controller. However, this would also affect the optimality
of the decisions taken by the orchestrator. Therefore, the trade-off between the
level of resource abstraction and the performance of dynamic slicing needs to be
investigated.

Although this thesis has addressed some challenges for enabling slicing in 5G
networks, there are still a few open challenges which need to be investigated. The
security of network slices is a key element for guaranteeing proper operation. The
InPs need to provide isolation among services belonging to different tenants such
that there is no risk of data leakage from one slice to another. Moreover, the service
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reliability is also a key concern for some tenants, and hence the InPs need to design
strategies for maintaining the required levels of reliability throughout the entire
slice lifecycle.

Furthermore, the problem of how to provision slices over multiple administra-
tive domains is another challenge. Since each operator has a footprint focused to a
specific region, it is unable to provision services spanning over multiple countries.
Hence, there is a need to design a common orchestration framework that can inter-
act with different operators in order to provide a seamless end-to-end service over
different administrative domains. This makes the task of an orchestrator a challeng-
ing one, since it has to stitch together the pieces of information about underlying
resources in different administrative domains, where each one might provide a dif-
ferent level of resource abstraction. Moreover, the orchestrator has to make sure
that the requirements specified by a slice are met in each one of the domains. One
way of realizing this mechanism is to create a sub-slice for each domain separately
and then create an end-to-end slice by stitching of all the sub-slices. However, how
to create sub-slices and how to manage the resources in each sub-slice in order to
meet end-to-end service requirements are open questions.

The network slicing concept presented in this thesis refers to infrastructure-as-
a-service (IaaS) scenario, i.e., where the infrastructure resources are provisioned for
running different types of services. However, in general, 5G networks are evolving
towards everything-as-a-service (XaaS) model, where anything can be purchased
on “as needed” basis, ranging from software applications to hardware instances.
This brings benefits in terms of lower costs, more flexibility, ease of management,
and agile product development. However, this also creates challenges like efficient
resource allocation and management in a versatile scenario, and development of
business models for realizing XaaS, which have to be investigated in the future.
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