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Abstract

In a unique opportunity to examine rare appraisal data from the com-
mercial real estate sector, the accuracy of three machine learning al-
gorithms is compared in the task of appraising commercial real es-
tate. The algorithms; random forests, support vector regression and
artificial neural networks, are tested in research about residential real
estate, but the area of commercial real estate has remained relatively
unexplored due to corporate secrecy.

The mean absolute percentage error of the trained models range
from 44% to 24% and is held as a baseline. The best performing base-
line model, Random forests, was then made more sophisticated in or-
der to evaluate how much performance could increase. It was found
that the introduction of Gradient boosting reduced the aforementioned
error from 24% to 20%. In comparison, the average human expert ap-
praiser performs at an average error of 12%. The conclusion is that
more work is needed in order to compete with human expert apprais-
ers - and that this is a feasible task considering some of the inherent
issues within the used data could be resolved with much manual la-
bor.
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Sammanfattning

Med hjälp av en unik datamängd från den kommersiella fastighetssek-
torn utvärderas prestandan hos tre maskininlärningsalgoritmer i upp-
giften att värdera kommersiella fastigheter. Dessa algoritmer; slump-
mässig skog, stödvektormaskin samt artificiella neurala nätverk, före-
kommer ofta inom forskning vid värderding av privata boenden, men
på grund av datasekretess inom företagsvärlden är det kommersiella
fastighetsområdet idag relativt outforskat.

Den genomsnittliga procentuella felmarginalen för de tränade mo-
dellerna ligger inom intervallet 44% till 24% och detta hålls som en
baslinje för prestandan. Den bäst presterande modellen, slumpmässig
skog, görs sedan mer sofistikerad i syfte att utforska hur mycket pre-
standan kan öka. Det konstateras att en implementering av så kallat
Gradient boosting sänker den tidigare nämnda felmarginalen från 24%
till 20%. Jämförelsevis presterar den genomsnittliga mänskliga värde-
raren vid en felmarginal omkring 12%. Slutsatsen är att mer arbete
krävs för att konkurrera med mänskliga värderare - och att detta be-
döms vara genomförbart med tanke på att vissa underliggande pro-
blem i den användna datamängden kan lösas med en stor mängd ma-
nuellt arbete.
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Chapter 1

Introduction

Appraise: to estimate the monetary value of;
determine the worth of; assess:

From http://www.dictionary.com/browse/appraise - retrieved on 2018-03-15

As of January 1st, 2017, there were over 70 000 licensed and active
real estate appraisers in the United States according to Appraisal Insti-
tute. The same year Statista approximates that the commercial real es-
tate (CRE) transactions amounts to $490 billion in the U.S. alone. Con-
sider the fact that almost every single commercial property requires
a certified appraisal by at least one licensed real estate appraiser, and
that many of these recur more than once each year, it becomes appar-
ent that a considerable amount of time (and money) is spent apprais-
ing. Said appraisals are often based on dated- and/or limited infor-
mation, as well as human subjectivity, and these types of imprecise
measures of value are a cause for concern in today’s otherwise effi-
cient capital market. Cannon and Cole, 2011, analyzed the accuracy of
appraisals for the U.S. CRE sector using data from the National Coun-
cil of Real Estate Investment Fiduciaries (NCREIF) between 1984-2010.
Comparing the human expert appraisal of a property with its actual
transaction price they conclude that human appraisals are more than

1



2 CHAPTER 1. INTRODUCTION

12% above or below the actual transaction price (after correcting for
the time-money lag between the point of appraisal and transaction).
These inaccuracies amount to billions of dollars yearly and are paid by
the owners of the real estate, such as pension funds, insurance compa-
nies, banks etc., meaning people are, although indirectly, affected ev-
erywhere.

The precision gap from 2011 remain and the exhaustive work with
appraisals lingers on. As industry leaders are becoming increasingly
keen on dealing with this, one solution may be through the applica-
tion of machine learning (ML). Agneta Jacobsson, head of Sweden and
Nordics at Cushman & Wakefield, among the largest commercial real
estate firms in the world, claims that none of the big firms have (suc-
cessfully) implemented such an application today. However, this may
change considering the industry has had a surge in available data com-
bined with a general increase in interest of applying ML solutions -
many now widely used in medical research, risk assessment, online
advertising and computer vision etc.. The implications on monetary
waste would be significant if ML made possible both instantaneous
and accurate appraisals.

Taking off from research about the appraisal of residential real es-
tate, this study utilizes a rare dataset obtained from Cushman & Wake-
field Sweden to investigate how those methods perform when apprais-
ing commercial real estate.

1.1 Research question

The research question addressed in this thesis is: to what extent can
machine learning be used to automatically appraise commercial real
estate? In particular, this question is explored by training the popular
and powerful ML algorithms of Support vector regression, Artificial
neural networks and Random forests to predict appraisal values from
input data.
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1.2 Objective

The objective is to create and compare which of the tested models is
most accurate when appraising CRE (with respect to the used dataset).
The follow-up question is to evaluate how well that model can per-
form by making it more sophisticated.

1.3 Aim

The (ambitious) aim is to enable instantaneous appraisal of CRE with
such a quality that it can be used in industry to help reduce wasted
resources and/or error in appraisals.

1.4 Challenge

There have been a few attempts to create models with a similar pur-
pose as those implemented in this study. According to RICS, 2017,
the consensus is currently that appraisal models are most suitable, if
not exclusively, for residential real estate. A problem with CRE is that
seemingly identical buildings (from a feature point of view) are in fact
different. 100 square meters of mall do not convert to the same value
of an equally large warehouse etc, suggesting issues in finding good
features which applies to all objects equally. What makes the current
situation unique, and what gave birth to this study, is the availabil-
ity of otherwise very rare data from the CRE sector including features
such as in- and outgoing cash flows per building etc. The expectation,
or hope, is that this could provide an essential piece of information to
the puzzle.

For the reader less accustomed to machine learning; there is also
the inherent challenge to find optimal hyperparameter settings in a
world of unlimited combinations.

1.5 Societal impact

The impact of this work depends on the accuracy of the models. There
are three identifiable scenarios; they are either worse, equally good or
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better than human experts (in terms of accuracy). If they are worse, the
work will have little to no impact. Should they be equally good how-
ever, they could provide an internal efficiency boost for the CRE com-
panies using them. Assuming automated appraisal becomes widely
adopted one could speculate that the increased efficiency would lead
to a reduction in the prices CRE companies charge their clients (as a
natural mechanism of competition). Since essentially every company
in the world, by law, is required to have their real estate valued, a
price reduction of this service would marginally affect everyone posi-
tively. To further quantify this is surely possible, but that is left to the
imagination of the reader. In the third scenario, where the models be-
come more accurate than expert human appraisers, it could be argued
that we are on the verge of a paradigm shift in the industry. Apart
from obtaining all benefits from the previous scenario, we could also
see that having more accurate appraisals would further streamline the
global economy. Referring back to the fact that 2017’s CRE transac-
tions amounted to $490 billion in the U.S. alone, a single percentage
of increased accuracy would reduce incorrect valuations by almost $5
billion annually (a number that is expected to be much higher glob-
ally). Reducing these inaccuracies would positively affect all owners
of CRE, such as pension funds, ordinary companies, insurance compa-
nies, banks etc., meaning people are positively affected worldwide.

The above showcases the positive effects of a successful implemen-
tation. It is however important not to forget that there could exist se-
rious risks with (blindly) relying on Artificial Intelligence of this kind.
Should the models for instance contain some hidden issue that gets
propagated into every appraisal world wide, the consequences for the
global economy could be severe. There is always the discussion of
what impact Artificial Intelligence will have on society. While fasci-
nating and surely relevant, it is deemed too vast to be covered here.



Chapter 2

Background

This chapter introduces the notation, theory of the implemented algo-
rithms, previous work, as well as a brief introduction to how a human
expert appraises CRE.

Glossary for the reader less accustomed to machine learning

Data point is a single sample defined by some features

and can be either labeled or unlabeled.

Features are what data points are made of.

Label is an answer to a prediction task, often

referred to as a target.

Dataset is a collection of data points.

Training is when feeding a model data points and

optimizing towards some objective.

Supervised training is the task of learning a function

that maps input features towards their corresponding

target label during training.

Training set is the part of the entire dataset that is

used when training.

Test set is the rest of the dataset which was not used

during training. It is used to evaluate the performance

of the model after training.

5
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2.1 Theory

This section will provide you with a fair understanding of the implemented

algorithms. However, it will not delve into complex details that are deemed

unimportant for the intuitive understanding of the algorithm. You can find

pointers within each sub-section for further reading should it be desired.

2.1.1 Machine Learning in general
Machine learning can be described as a computer program that per-
forms some task and gets better at said task the more it gets to do it.
In other words, it learns. Mr. Tom M. Mitchell, a renowned computer
scientist and professor, describes this type of learning as:

"A computer program is said to learn from experience E with respect to

some class of tasks T and performance measure P, if its performance at tasks

in T, as measured by P, improves with experience E".

The task in this study is to predict the value of a commercial prop-
erty its input data (location, size, cash flows etc) and this will be solved
using regression. Next follows an introduction to the implemented
machine learning algorithms.

2.1.2 Support vector regression
The Support vector regressor (SVR) is a supervised learning algorithm
which learns a regression function in a manner similar to how a Sup-
port Vector Machine (SVM) learns a classification function. The goal
of the support vector algorithm is finding a hyperplane and support
vectors. For the SVR the hyperplane defines the linear relationship be-
tween the input vector and the scalar output, while for the SVM the hy-
perplane attempts to separate the input vectors from one class from the
input vectors from the other class. Given a dataset (x1, y1), ..., (xn, yn)
where xi contains the feature values of the i:th data point and yi is the
corresponding target value, find a function f(xi) that has at most ✏ de-
viation from the target value yi. For pedagogical reasons consider this
function to be linear f(xi) = hw, xii + b where h· , · i denotes the dot
product. We also want it to be as flat as possible, where flat in terms
of SVR means to obtain a small w. It is often achieved by minimizing
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its norm, namely kwk2 = hw,wi. This can be written as a convex opti-
mization problem to minimize

1

2
kwk2 (1)

subject to all residuals being less than ✏

|yi � hw, xii � b|  ✏ (2)

The general idea is that this function exists, but that may not al-
ways be true. To work around this it is necessary to allow some error.
By introducing something called slack variables, ⇠i, ⇠⇤i , we can make
the infeasible constraints of the optimization problem feasible, Smola,
2003. The new formulation of the minimization problem is:

1

2
kwk2 + C

nP
i=1

(⇠i + ⇠⇤i )

subject to for i = 1, . . . , n

8
>><

>>:

yi � hw, xii � b  ✏+ ⇠i

hw, xii+ b� yi  ✏+ ⇠⇤i
⇠i, ⇠⇤i � 0

where the constant C > 0 decides the trade-off between misinter-
pretation of training examples versus simplicity of the decision surface
(A low C-value makes the decision surface smooth, prioritizing gener-
alization, while high C-values aims at handling all training examples
correctly. This should be tested during the training of the model). This
type of loss handling is referred to as working with a ✏-insensitive loss
function |⇠|✏ which is characterized by:

|⇠|✏ :=
(
0 if |⇠|  ✏

|⇠|� ✏ otherwise
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Graphically it is described in Figure 2.1, where the points outside
of the gray area contribute to the cost linearly.

Figure 2.1: Graphical representation of ⇠ and the optimal linear regres-
sion function found by SVR (figure adapted from Smola, 2003 [16]).

All the observations on the boundary of the gray area and outside
the gray area are the support vectors and the optimal hyperplane is a
weighted sum of these support vectors:

w⇤ =
P

xi2Support Vectors ↵ixi.

So far only a linear approach has been made. To extend the SVR
to also solve non-linear problems something called dual formulation

and quadratic programming is necessary. There is a standard dualiza-
tion method using Lagrange multipliers described by Fletcher, 1987.
Quadratic programming optimizes a type of mathematical problem
— specifically, a linearly constrained quadratic optimization problem
subject to linear constraints. The underlying math of these steps are
extensive and left outside of this paper, but should further knowledge
be desired you may read about quadratic programming and dual for-
mulation in Smola, 2003.
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Kernel SVR

Without introducing the math lets instead put an emphasis on devel-
oping an intuitive idea of how to handle non-linear problems. The
trick is something known as kernels.

Figure 2.2: Linearly inseparable data (Source: McCormick, 2014)

In Figure 2.2 it is obvious that there is no one line, or hyperplane,
capable of representing the data in a satisfactory way. However, by ap-
plying a non-linear kernel transformation the data can be transformed
to a space where it is possible to find such a hyperplane. One transfor-
mation could be � : R2 ! R2 with �(x, y) = (sin(x), sin2(xy)). (Note:
this is not the true mapping between Figure 2.2 and Figure 2.3. The
true underlying function of Figure 2.2 is y = sin(0.1x) + (0.02x)2). The
key is that by changing the dimension of the data we can find a hyper-
plane that fits the data.
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Figure 2.3: The data is non-linearly transformed. (Source: my own
plot)

From this perspective it is easy to find a fitting hyperplane. Af-
ter transforming the data and decision boundary back to the original
space the following result is gained:

Figure 2.4: Data is transformed back to the original space of Figure 2.3.
(Source: McCormick, 2014)

In this example we transformed the original 2d input non-linearly
into another 2d space. In this new space there is a clear linear relation-
ship between the input and output variables. However, frequently the
transformation applied maps the original inputs into a much higher
dimensional space in the hope that in this space there is much more
likely to be a linear relationship between inputs and outputs than in
the original one. In many cases though it will be very expensive to
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solve for the optimal SVR hyperplane in this new potentially very high
dimensional space. This is where the kernel trick comes into play. The
kernel function is a function K : Rd ! R whose output corresponds to
dot product between two vectors in the high dimensional space:

K(x1, x2) = �(x1)T�(x2)

One can then find the optimal non-linear function in the original space
from just kernel function evaluation between every pair of inputs in
your training set and at test time

f(x) =
P

xi2Support Vectors ↵iK(xi, x) + b⇤

Thus you avoid the need to explicitly perform the transformation of
the training and test inputs. In this particular study the kernel imple-
mented uses a Radial Basis Function kernel (RBF). The RBF kernel is
defined as the following, using two samples x and x’ represented as
feature vectors in some input space:

K(x, x0) = exp

✓
� ||x� x0||2

2�2

◆

where � is a hyperparameter. A simpler definition is obtained by in-
troducing a new parameter gamma, �

� =
1

2�2

so the new formulation becomes

K(x, x0) = exp

✓
� �||x� x0||2

◆

Gamma, �, can be used to control the curvature of the hyperplane
where a high � means the plane will be very specific and a low �
means it will attempt to generalize better (it is therefore a parameter
that should be tested during the training of the model). This method
can be expanded and you may read more about the details of the RBF
kernel in Vert, Tsuda, and Schölkopf, 2004.
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2.1.3 Artificial neural networks
Artificial neural networks (ANN’s) are learning algorithms loosely in-
spired by the brain. They cover multiclass, two-class, and regression
problems. As with the Random forest algorithm, ANN is in this study
used as a supervised learning algorithm. Once trained, feeding the
model with an unseen data point containing some number of features
the network will modify the feature values through a series of (hidden)
layers before generating its output. These layers contains something
referred to as neurons. Below follows an explanation of what happens
around and inside a single artificial neuron.

Figure 2.5: Architecture of a single artificial neuron (inspired by
Haykin, 1998)

A single neuron

In Figure 2.5 the input nodes on the left are represented by the fea-
tures of a certain data point. The values of said features are then mul-
tiplied by weight values (depicted as w0, w1, ..., wn) associated with the
specific neuron, after which these products are added to create a sin-
gle number. This number is then modified by an activation function
(theoretically any non-linear function with a first derivative) inside the
neuron before it is passed on to the next layer. This is the concept of
a single neuron. Below is a representation of what an arbitrary ANN
with two interconnected hidden layers might look like, where each cir-
cle is a single neuron.
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Figure 2.6: Arbitrary ANN architecture (Inspired by Haykin, 1998)

Every neuron from layer l is connected with the output of every
neuron from the previous layer. This is the architecture of a fully con-
nected feed-forward neural network, often referred to as a Multilayer
Perceptron (MLP) where each neuron has its individual set of weights
and biases.

Training an ANN - forward propagation

The training phase is initiated by randomizing all weight values. These
weights represent connections from the neurons in layer l-1 to layer l
and are stored in a matrix W l. The biases for each neuron are stored
in a bias vector bl, and xl is the vector containing the inputs to l. The
forward pass is calculated as:

hl = �(W lhl�1 + bl)

where � is the transfer function. A very common transfer function
is called ReLu and it operates as ReLu = max(0, x), which is applied
element wise.

After reaching the output layer the model will have made a pre-
diction. Initially this prediction will be poor due to the fact that the
weights, which determines the output, are randomized. The aim of
the training phase is therefore to optimize these weights against the
target outputs with respect to a cost function, and this is carried out
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over many iterations of something called backward propagation. This
will be introduced next.

Training an ANN - backward propagation

After forward feeding a data point through the network it is possible
to calculate the difference in the network output and the actual out-
put - the target label. This knowledge helps define an error which is
calculated using a cost function. The cost function is a mathematical
function such that, for the optimal set of weights, no other set has a
cost less than the cost of the optimal set. The topic of cost functions is
well covered by Haykin, 1998, if further knowledge is desired.

With a cost function revealing how well/poor the model performs,
the next step is to improve its performance. Introducing gradient de-
scent, which as a general concept is to make incremental changes to
the weight values in the "right direction". Specifically, the goal is to
reach a minima by calculating the derivative of the cost function with
respect to the weights and then moving in the direction of the gradient.

Figure 2.7: Arbitrary plot of path to reach cost minima w.r.t. weights
(Source: Suryansh, Hackernoon 2018)

By iteratively updating the weight matrix the model will improve
its performance on the training set with respect to the chosen cost func-
tion. The size of the step to take in the gradient direction is decided
by a parameter known as the learning rate, which is a number that is
multiplied with the change. If this number is too small the training
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might take very long (small steps means moving slowly towards the
minima) and if it is too large it may instead miss the minima either
by going back and forth over it or by diverging. Reaching the global

minima is not guaranteed and the algorithm will often wind up in a
local minima. These are however often good enough approximations
of the global minimum. All these steps are necessary to execute what
is known as backward propagation. The math behind it is extensive
and left outside of this paper. Instead, this should provide an intuitive
base for how the algorithm works in general and further details can be
found in Haykin, 1998.

The architectural structure of an ANN, in this particular case a mul-
tilayer perceptron, have countless combinations since you can vary the
number of hidden layers and neurons. The science of how to build op-
timal architectures, while still not something that is fully known to us,
will only be scratched upon here. According to Heaton, 2008, there are
some empirically derived rules-of-thumb for most multilayer percep-
tron problems. He suggests two rules, the first being that the number
of hidden layers should be one, and the second rule is that the number
of neurons in that layer is the average number of neurons in the input
and output layers.

2.1.4 Random forest regression
Random forests are a supervised learning algorithm that can learn
a non-linear regression function. Given a dataset (x1, y1), ..., (xn, yn)
where xn contains the feature vector fi of the n:th data point and yn
is its corresponding target label, random forests generate multiple re-
gression trees and outputs a regression via the mean of the tree out-
puts.

A single tree

At every split in Figure 2.8 below is a node represented by an input
feature from the data points. In the figure these features are portrayed
as f1, f2 and f3. The node is then divided into child nodes, thereby
sorting the data points into different categories.
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Figure 2.8: Architecture of a single tree which estimates a value based
on three randomly chosen features f1, f2, f3 (Source: self made)

At every possible split, a random subset of the features is selected.
Doing this reduces correlation between the trees if one, or some, fea-
tures are very strong predictors for the target output (an analysis of
how this affects accuracy can be read in Ho, 2002). When deciding
at which point to split a feature the algorithm utilizes some metric to
calculate the optimal split at that point in time. For regression trees it
is common to use the sum of squares error (SSE). This means that the
feature is split at the point which minimizes the total SSE in its child
nodes according to:

SSE = min
y

nP
i:fi>S

(y � yli)2 +min
y

nP
i:fiS

(y � yri)2

where yli is the y-value for the left child node and yri is the y-value
for the right child node, and S is the value at which the feature is split.
You may read more about this in Breiman et al., 1984.

At the bottom of a tree are leaf nodes where no more splits occur.
Leaf nodes represent the target - the answer - depicted by the arbitrary
values 10, 25, 50, 90, 60 and 95 in Figure 2.8. The bottom of a tree, its
maximum depth, is decided by a parameter called tree depth which
terminates the algorithm after having reached that limit.
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Combining trees - a random forest

This step employs something called bootstrap aggregating, or bag-
ging. Given a training set (x1, y1), ..., (xn, yn) where xn contains the
feature values of the n:th data point and yn its corresponding label,
bagging repeatedly selects a random set of data points from the train-
ing set, with replacement, and then trains the trees using these data
points. It can be described with pseudo code as:

i = 1 to T:

Pick a sub-set containing n training samples, with replacement,

from the training set

Train a regression tree, fi, on these samples.

After training, the target variable yi of a previously unseen data
point xi is predicted by taking the average prediction from all the in-
dividual trees. The mathematical equation is:

yi =
1

T

TX

i=1

fi(xi)

where fi is defined by the i:th regressor tree in the forest. After
creating some number of trees, such as the one in Figure 2.8 above, we
might end up with the arbitrary situation depicted in Figure 2.9. This
image consists of just 10 stacked trees.

Figure 2.9: 10 trees stacked(Source: Kateryna Volkovska)

The jaggedness of Figure 2.9 is a characteristic due to the abrupt
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splits of the trees. As we increase the number of trees and average
them out, the regression line becomes increasingly smooth.

Figure 2.10: 100 trees averaged (Source: Kateryna Volkovska)

2.1.5 Improved Random forests - Gradient boosting
Gradient boosting (GB) is similar to random forests in the way that it
creates an ensemble of weak prediction models, in this case decision
trees, to become one strong predictor (details found in the previous
sub-sections). It builds the model iteratively and as with the previous
models in the study its goal is to learn a function F to predict val-
ues of the form ŷ = F (x) by minimizing some error, for instance least
squares, averaged over some training set.

At each building iteration, i, it may be assumed that there at least
exists some poor tree model Fi that solves the above mentioned prob-
lem. The gradient boosting algorithm improves on this poor model Fi

by adding a new tree estimator h:

Fi+1(x) = Fi(x) + h(x)

The purpose of h is to move the otherwise poor model Fi in the
"right direction". To find h, the algorithm assumes a perfect h to have
these properties:

Fi+1(x) = Fi(x) + h(x) = y
or, equivalently,
h(x) = y � Fi(x).
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In other words, gradient boosting fits h to the residual y � Fi(x).
Friedman, 1999, suggests a means to calculate this for trees. Let Ji be
the number of leaves in a new tree h during iteration i. The tree splits
the input into Ji disjoint regions R1i, . . . , RJii and predicts a value for
each region. Using the indicator function, the output of hi(x) can be
written as:

hi(x) =
JiP
j=1

bji1Rji(x)

where bji for the region Rji is equal to the value of the output vari-
able averaged over all training instances in Rji.

The algorithm stops when the chosen number of trees, i, has been
generated. Setting an optimal i is of importance to avoid over/underfitting
and it is often found by observing the change in error on a separate test
set when increasing/decreasing i. The other parameter, the number of
leafs J , controls the maximum allowed level of interaction between
variables in the model. With J = 2, no interaction between variables is
allowed since the tree is not deep enough. Anything above this allows
the model to create interaction between variables. Hastie and Tibshi-
rani, 2008, claims that 4  J  8 is good enough for boosting and that
the results are rather insensitive in this range. They also claim that
J = 2 is most likely insufficient for any type of problem.

2.1.6 A primer on hyperparameter tuning
Machine learning may appear very logical and strict, which it often
is. The area of hyperparameter tuning, however, gets close to being
artistic. The above mentioned models have an unlimited number of
hyperparameter combinations and the optimal settings are dataset de-
pendent, algorithm dependent etc.. The traditional way to search for
the optimal setting, efficiently attempting to remove the artistic aspect,
is by performing a grid search. Grid search is an exhaustive search
through a subset of the hyperparameter space, for any given model,
and this algorithm is guided by some performance metric on a valida-
tion set. For this study the performance of the model is tested on some
unseen part of the dataset where MAPE is used as a guideline.
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2.1.7 A primer on data manipulation
The feature Municipality is a good example of something called a cate-

gorical feature. Categorical features contain label values rather than nu-
meric values and it is not uncommon for data to have this appearance.
Some algorithms can work with categorical data directly, while others
require all input features to be numeric. A traditional solution to this,
which is also used in this study, is a method called one-hot encoding. It
is a simple way of removing the categorical nature of a certain feature
and is best explained using an example:

Figure 2.11: One-hot encoding a color feature (Source: self made)

The categorical feature is split into a number of features (the num-
ber of different category labels to be precise) each representing a pre-
vious category label. By letting all data points which belonged to a
certain category be represented with a ’1’ in the newly created feature,
and 0 in the rest, the categorical nature have been removed.

Another common data manipulation technique is normalization.
Some machine learning algorithms will not work properly without
normalization since the range of values of raw data can have a large
variance. The gradient descent part in the backward propagation step
of training an Artificial neural network, for instance, converges much
faster with normalized data. While there exist several normalization
methods, a common technique is to subtract the mean from the data
followed by a division to scale it down to a range of [0, 1] or [1, -1].
The following operation is applied to the entire dataset:

x0 =
x� average(x)

max(x)�min(x)
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where x0 is the normalized value and x is the original value.

There exist many other means of manipulating data. However, the
details of this is deemed unnecessary for the purpose of the paper and
is thus left outside.

2.1.8 Human appraisal
From a human perspective the value of a building, or object, is a func-
tion of its future potential earned cash flows. In the general case this
is driven by cash flows generated by rent vs overall outgoing cash
flows. There are many differences between how a human and a ma-
chine learning algorithm proceeds to appraise real estate, but there do
exist some similarities as well.

The flow of work a human follows when appraising an object is:

• Step 1) information gathering

• Step 2) processing of said information

• Step 3) conclusion of final appraisal

which is conceptually similar to how a computer approaches the issue.

In step 1) a human appraiser gathers both local and global infor-
mation about the object. This ranges from investigating the area where
the object is located, its comparable objects in close proximity, its gen-
eral state and environment etc. It also includes financial information
such as the state of the credit market, the development of the society
etc. This procedure can to some degree be considered what a machine
learning algorithm (or the data scientist in charge) does during the ini-
tial stages of data gathering.

It is in step 2 that the human and machine learning methods di-
verge. While this section does not delve further into the ML approach,
humans employ different methods to different objects depending on
its attributes. Among the most common methods are valuation by
calculating the present value of future cash flows. This means that
the human appraiser attempts to forecast positive and negative cash
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flows for the current object in the future, and then calculate that value
back to what it would be worth today. This is called Net Present Value
(NPV).

NPV = sum of all future cash flows discounted to present value

The future cash flows can be estimated by looking at current tenants,
potential future tenants, rent levels, economic growth etc. Much of
what was gathered in step 1), combined with human experience, lays
ground for what these future cash flow estimates become. Estimating
some 15 years ahead in time (this varies) the human valuer then dis-
counts these values back to present value, using some discount rate, r,
to determine the degree to which the money is discounted (setting the
correct discount rate is crucial and inflation plays a vital role).

NPV =
TP
t=1

Ct

(1 + r)t

Where T is the number of years in the forecast, Ct is the cash flow
for year t and r is the discount rate. At this point the human appraiser
will have obtained a foundation for the final appraisal where its accu-
racy depends on the assumptions and estimates made by the human.

Another popular method is valuation by multiples, where the cur-
rent object is compared to similar objects in a relatively close proximity.
Assuming that the other objects in the area are fairly valued, one can
also assume that their value per square meter is fairly valued (as an ex-
ample, there are other multiples). This multiple is some number with
which a human appraiser can multiply the current object’s number of
square meters in order to obtain an appraisal. This then assumes that
our current object is in the exact same condition, the same location,
etc. as the comparing object. If a human valuer knows that the con-
dition is different, however, he or she may modify the multiple order
to represent this difference. The point of this method is that it is fast,
but also reassuring that the current object was appraised in a similar
manner as its neighbors. This is reasonable to do so long as the objects
are comparable with respect to their location, condition etc.

Both present value of future cash flows as well as valuation by mul-
tiples are often combined in a sensible way since both of them, indi-
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vidually, provide some piece of information the other one does not.
How to combine these methods often requires human common sense
and experience.

When reaching step 3) the human appraiser now has some estimate
of the value. Left is to make a final decision.
Disclaimer: there is more to human appraisal than what is mentioned
here.

2.2 Related work

A sub-goal of this study is to examine whether algorithms success-
ful in appraising residential real estate also work well when apprais-
ing CRE. Thus, this section showcases some prominent solutions from
research regarding automated residential property valuation (Note:
there exists more work than those highlighted here, these were cho-
sen as the most relevant).

Successful random forest applications

Here is a review of a publication by Kok, Koponen, and Martínez-
Barbosa [13], 2017, where the authors test one plus three models in
the task of appraising multifamily residential assets. The first model,
and baseline, is ordinary least squares, and the three others are Ran-
dom forests, Gradient boosting with Random forests, and XGBoost
(another type of Gradient boosting using Random forests). They find
clear evidence that the best model, with Gradient boosting, performs
very well with an absolute error of 9.3% compared to traditional hu-
man appraisals average of 12%.

The data comes from U.S. multifamily residential properties and
contain features such as "net operating income" and "basic property
characteristics", according to them, and was divided into train/test
proportions of 70/30. Unfortunately, they do not share any hyper-
parameter values such as tree depth, number of trees etc. While this
would have been interesting to read, the key takeaway is that the Ran-
dom forest algorithm in general, and Gradient boosting algorithm in
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particular, appear to be able to solve the problem of appraising some

real estate. Read more in Kok, Koponen, and Martínez-Barbosa, 2017,
for more information.

Further random forest reading:

Antipov and Pokryshevskaya, 2012, dive into mass appraisal of resi-
dential apartments using Random forests. They did however not at-
tempt Gradient boosting and the obtained performance was lower than
that of the above mentioned work (without taking into account the dif-
ferent used datasets).

Successful Artificial neural network applications

In a publication of Neurocomputing, volume 71, García, Gámes, and
Alfaro, 2008, the authors present an automated valuation system for
housing real estate by combining an Artificial neural network (ANN)
with geographical information referred to as GIS. The most success-
ful ANN was a 14:6–3:1 multilayer perceptron (an input layer with 14
nodes, two hidden layers with six and three nodes respectively, and
finally the output layer) with the following hyperparameters: max nr
of epochs - 2500, initial learning rate - 0.001, decay - 0.5, smoothing 0.5.
No other parameters were shared. With this architecture they obtained
a relative mean error of 9.15%, and a R2 score of 0.96 (an explanation
of R2 can be found in the results chapter in equation 4.2). The data
used consists of 14 property specific features such as property type,
location coordinates, its age expressed in years, size in square meters,
nr of bathrooms, balcony (yes/no), heating etc. They also include the
feature ’quality of the building’, which is not found in the dataset used
for this report. While quality is a rather subjective feature based on the
human mind, it is interesting to consider for the future of this work.
Another takeaway is that location is probably better described using x
and y coordinates instead of the more simplistic approach used in this
study (via name of the municipality where the object is located). Read
more in García, Gámes, and Alfaro, 2008 for further information.



CHAPTER 2. BACKGROUND 25

Further ANN reading:

In the book Multiple Classifier Systems from Cambridge, UK, Kempa
et al., 2011, investigate how an ANN performs in an ensemble in a real
estate setting. Combining genetic neural networks as well as genetic
fuzzy systems it is concluded that a combined performance is higher
than any of the systems individually. The focus is however put on the
ensemble, not the ANN alone.

Successful Support vector regression applications

While not as common as the other methods, SVR has shown some
promising results - particularly as a member of a committee with other
predictors. In the publication of Applied Soft Computing, volume 11,
Kontrimas and Verikas, 2011, combine ordinary least squares (OLS)
with Support vector regression (SVR) and a multilayer perceptron (MLP)
to form a committee for appraising residential housing prices (the fo-
cus here will be put on the SVR individually). The used data set con-
sists of sale transactions of houses in a city in Lithuania, dated from
2005 till 2006. It has a small sample size of only 100 data points and
12 property specific input features per data point. Some features are
location, size of the house, year of construction, canalization type, type
of heating system, number of floors etc.

The best performance was obtained by normalizing the data prior
to training, using a polynomial kernel and gamma � = 0.6, the penalty
constant C = 1000. This yielded a mean absolute percentage error of
13.63% which was better than both the MLP and the OLS individu-
ally, but not better than the performance of the combined committee
(at 13.36%). The key takeaways, apart from the knowledge that SVR
might be a suitable candidate, is the hyperparameter tuning as well as
the knowledge that the problem of appraising real estate can not be
solved linearly (which was one of the conclusions made). Read more
in Kontrimas and Verikas, 2011 for more information.
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Methodology

This chapter covers the appearance of the used data, which data ma-
nipulation techniques that were used as well as how the models were
tuned.

3.1 Original data

The data consists information about Swedish commercial real estate
appraisals and transactions and has a sample size of 57,974. Each
data point has 44 property specific features, not including any exter-
nal information describing for instance the economic state or expected
growth. Instead, detailed information about property specifics, cash
flows is available on a per property basis. Time sensitive data has been
time-adjusted for inflation. In some model specific cases the data will
be manipulated, not in a core altering manner, but rather by making it
more suitable for certain algorithms (such as normalizing it). Details
about this can be read for each individual model further ahead.

26
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Table 3.1
Feature Definition

Municipality Location of property
Date Time of conducted valuation
Type of premises Mall, warehouse, office etc.
Total square meter Size of property, m2

Positive cash flows Annual positive cash flows
Negative cash flows Annual negative cash flows
Investments Money spent on investments, SEK
Appraised value Human appraised value

Income Type of income
Residential rent Self explanatory, SEK
Retail rent Self explanatory, SEK
Parking rent Self explanatory, SEK
Industry rent Self explanatory, SEK
Warehouse rent Self explanatory, SEK
Restaurant rent Self explanatory, SEK
Hotel rent Self explanatory, SEK
Office rent Self explanatory, SEK
Other income Self explanatory, SEK

Vacancies (expenses) Type of expense
Residential vacancy Self explanatory, SEK
Retail vacancy Self explanatory, SEK
Parking vacancy Self explanatory, SEK
Industry vacancy Self explanatory, SEK
Warehouse vacancy Self explanatory, SEK
Restaurant vacancy Self explanatory, SEK
Hotel vacancy Self explanatory, SEK
Office vacancy Self explanatory, SEK
Other vacancies Self explanatory, SEK
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Table 1 continued
Feature Definition

Size per type: Commercial properties often contain
more than one type of premises

Residential Size which is residential, m2

Retail Size Retail, m2

Parking Size Parking, m2

Industry Size Industry, m2

Warehouse Size Warehouse, m2

Restaurant Size Restaurant, m2

Hotel Size Hotel, m2

Office Size Office, m2

Other Size Other, m2

Fraction of: Commercial properties often contain
more than one type of premises

Residential Fraction which is residential, 0-1
Retail Fraction Retail, 0-1
Parking Fraction Parking, 0-1
Industry Fraction Industry, 0-1
Warehouse Fraction Warehouse, 0-1
Restaurant Fraction Restaurant, 0-1
Hotel Fraction Hotel, 0-1
Office Fraction Office, 0-1
Other Fraction Other, 0-1

A comment on the data

After investigating Table 1 the question about which feature should be
the target label might appear. Initially, the obvious choice is Appraised

value (the value of the property, set by human). This value should not
be confused with an actual transaction price - the price when a build-
ing is sold - though. It is widely accepted that the true value is the



CHAPTER 3. METHODOLOGY 29

transaction price and this raises a concern from a data point of view.
While there are 57 974 samples of appraised values in the database,
there only exist a couple of hundred transaction prices (large CRE
rarely change hands). In a failed attempt to handle this the features
from the appraisal database were combined with the transaction price
as the target label. Generating only a couple of hundred data points,
performance was relatively low compared to using the 57 974 target
labels of appraised value. For this reason it was decided to train on
all 57,974 samples using Appraised value as the target label. The models
were, however, tested on transaction prices which is important to keep
in mind.

3.2 Models

Three baseline models are constructed; support vector regressor (SVR),
artificial neural network (ANN) and random forest (RF). Previous re-
search suggests that the problem at hand can not be solved linearly, but
one linear logistic regression model is implemented as a sanity check.
All other models are tuned using grid search and the best perform-
ing model was later further sophisticated in an attempt to find how
much performance could increase. It turned out to be RF which was
improved by implementing Gradient boosting (GB).

3.2.1 Logistic regression
Acting merely as a sanity check, its purpose is to assure that the prob-
lem can not be solved linearly. For the unaccustomed reader; this is a
very simple model and its performance is expected to be very bad. No
further explanation is deemed necessary.

3.2.2 Support vector regressor
Multiple grid searches are performed to find suitable � and C parame-
ters. The lowest test set MAPE, with respect to reasonable overfitting,
is obtained with gamma = 1.85 and C = 1.2 ⇥108 while using a radial
basis function kernel. All data was normalized to avoid unnecessary
bias towards large inputs values, and the municipality column was
one-hot encoded.
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3.2.3 Artificial neural network
The ANN model consists of four layers - one input layer, two hidden
layers, and one output layer. It therefore follows from the architecture
that it is a multilayer perceptron. As per suggestion by Heaton, 2008,
the number of neurons in the first hidden layer should be close to the
average of the number of neurons in the input- and output layers. This
was the starting point for the model. The activation function was set
to ReLu and the solver was based on stochastic gradient descent. With
this architecture multiple grid searches was performed to find suitable
hyperparameter values for initial learning rate, momentum and the
penalty parameter alpha. The best test set performance is obtained at
68.6% 1-MAPE. During the tests the same seed was used every time to
make sure the results were reproducible. The data was manipulated
by one-hot encoding the municipality column and by normalizing the
entire dataset.

3.2.4 Random forest
A grid search with number of estimators/trees ranging from 25 to 250,
and maximum tree depth ranging from 5 to 60, is performed. It was
discovered that 50 estimators with a maximum depth of 45 generated
the lowest mean absolute percentage error (MAPE) before flattening
of performance and unnecessary overfitting occurred. The model was
optimized using mean-squared-error (MSE) and the data was manip-
ulated by one-hot encoding the municipality column.

3.2.5 Improved Random forest - Gradient boosting
The same procedure as with Random forests was followed. It was
discovered that 200 estimators with a maximum depth of 20 generated
the lowest mean absolute percentage error (MAPE) before flattening of
performance and unnecessary overfitting. The model was optimized
using least squares as loss function and the data was manipulated by
one-hot encoding the municipality column.
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Results

The following chapter presents the performance metrics used to eval-
uate the models as well as the results obtained from the three baseline
models; Support vector regressor, Artificial neural network and Ran-
dom forest. It also presents the results from the fourth, sophisticated
model; Gradient boosting based on Random forests.

4.1 Performance metrics

The performance metrics used to evaluate the models were mean ab-
solute percentage error (MAPE)

MAPE =
1

n

nX

i=1

����
ŷi � yi
yi

���� (4.1)

and the Pearson coefficient of determination, R2

R2 = 1�

nP
i=1

(ŷi � yi)2

nP
i=1

(yi � yi)2
(4.2)
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MAPE is an accuracy measure often used to measure differences
between a models predicted values and the actual target values. It
expresses the relative size of errors and therefore indicates its predic-
tive power as a percentage. It is a suitable metric in this setting since
human appraisals are compared in a similar way against transaction
prices. Moving forward, MAPE will be calculated by first taking 1 and then

subtracting the MAPE (1-MAPE) simply because it is more intuitive to see

high performance accuracy rather than low error in a CRE setting.

R2 is a measure that provides insight on how well the target labels
are replicated by the model. It can therefore act as an indicator of how
well future data points are likely to be predicted by the model. To as-
sure that the measures were comparable between the models the same
training and test sets were used.

Table 4.1: Range of values for the performance metrics used.

Values

Measure Min Max Desired

1-MAPE -1 1 close to 1

R2 0 1 close to 1

4.2 Logistic regression

After numerous runs with different hyperparameter values the aver-
age performance of the model is at around negative 800%. It is quickly
discarded that problem can be solved linearly.

4.3 Baseline: Support vector regressor

Serving as a baseline, only a moderate amount of attention is given
to tuning parameters. An initial grid search is conducted to establish
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ground knowledge of what parameter settings might work. Setting �
= 0.5 and

C = 1, 10, 102, 103, 104, 105, 106, 107, 108, 109, 1010

the following results are obtained:

Figure 4.1: Performance of SVR, with an RBF kernel and � = 0.5, when
the value of C is varied.

From the chart it is concluded that C > 109 mainly contribute to
overfit the model without increasing test performance. A new grid
search with C = 108 and:

� = 0.01, 0.1, 0.3, 0.8, 1.3, 1.8, 2.3, 5

is performed. The following results are obtained:
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Figure 4.2: Performance of SVR, with an RBF kernel with C= 1e8,
when the value of � is varied.

The results indicate that a gamma of roughly 1.8 is suitable, larger
values only introduce overfitting. To establish the final performance a
last grid search is performed with:

C = 108⇥[0.5, 0.8, 1, 1.2, 1.5]
gamma = 1.7, 1.75, 1.8, 1.85, 1.90

where it is concluded that C = 1.2⇥108, � = 1.85, provides the best
performance with respect to overfitting and overall performance. The
baseline results of the Support vector regressor model is:

1-MAPEtest set 55.5%
1-MAPEtraining set 62.8%
R2

test set 0.78
R2

training set 0.83
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4.4 Baseline: Artificial neural network

Being the most complex model to get operating well, the many hyper-
parameters of an ANN has to be iteratively explored and tuned. An
early disclaimer: by further optimizing and increasing computational
power it is surely possible to reach higher performances with an ANN
than what is reached here. The methodology is however deemed suit-
ing for a baseline model, which is the purpose of the model. Starting
with some well established hyperparameter values for learning rate,
decay, tolerance, momentum and the penalty parameter alpha, the first
task is to find a suiting baseline architecture. The other parameters will
be managed later. For the following experiments the random seed is
constant, the activation function is ReLu and the solver is stochastic
gradient descent.

Based on previous research from Heaton, 2008, regarding small
multilayer perceptrons, it is suggested that a single hidden layer con-
taining a number of neurons equal to the average of the input and out-
put layer, will be sufficient. This is held as the starting point, but it will
also be investigated what happens when more neurons and hidden
layers are added. Below are ten different architectures with implied
input and output layers, and their corresponding results:

Table 4.2: Initial MLP architectures tested

# of nodes

Architecture # layer 1 layer 2

1 18 -
2 22 -
3 28 -
4 50 -
5 200 -
6 18 6
7 22 6
8 28 6
9 50 6
10 200 6
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Table 4.2 contd: Results of initial MLP architectures

Architecture number
1 2 3 4 5 6 7 8 9 10

Training
1-MAPE, % 56.0 58.1 59.3 58.5 60.1 65.6 62.2 67.9 67.6 69.1

R2 0.68 0.68 0.69 0.68 0.64 0.77 0.74 0.76 0.72 0.73

Test
1-MAPE, % 50.3 50.7 52.3 49.0 55.6 62.5 56.7 64.8 61.8 61.2

R2 0.71 0.70 0.71 0.71 0.67 0.75 0.73 0.73 0.71 0.73

Analyzing architecture number 1-5 there is a significant performance
jump in 1-MAPE when going from 50 to 200 nodes in the single hid-
den layer. One could be inclined to believe that the model is underfit-
ting and that complexity should be increased, but since the R2 actually
saw a slight decrease in the same interval it can not be guaranteed.
Looking at architecture 6-10 however, where a second hidden layer is
introduced, the model performs better in both 1-MAPE and R2 com-
pared to architecture 1-5. This strengthens the thesis that the model
should have its complexity increased. A third hidden layer is therefore
added. Based on the two most prominent architectures (with respect
to test performance), number 6 and 8, the following six architectures
are tested:

Table 4.3: Final MLP architectures tested

# of nodes

Architecture # layer 1 layer 2 layer 3

6.1 18 6 3
6.2 18 6 6
6.3 18 6 9
8.1 28 6 3
8.2 28 6 6
8.3 28 6 9
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Table 4.3 contd: Results of final MLP architectures

Architecture number
6.1 6.2 6.3 8.1 8.2 8.3

Training 1-MAPE, % 61.8 56.6 61.3 62.0 62.5 63.3
R2 0.70 0.66 0.71 0.70 0.72 0.70

Test 1-MAPE, % 61.7 56.2 60.6 63.0 63.2 63.0
R2 0.71 0.65 0.71 0.72 0.73 0.72

It appears that no additional performance was gained and so the
less complex models with equal performance should be chosen. For-
ward it is decided to use architecture number 8, containing two hidden
layers with 28 and 6 neurons respectively.

The next step is to optimize the hyperparameters; initial learning
rate, learning rate decay, error tolerance, momentum and the penalty
parameter alpha. An initial grid search is made containing the follow-
ing values:

initial learning rate = 10�1, 10�2, 10�3, 10�4

alpha = 10�2, 10�3, 10�4, 10�5

momentum = 0.6, 0.7, 0.8, 0.9

The learning rate decay is set to be adaptive, meaning the learn-
ing rate is held constant to its initialized value as long as training loss
keeps decreasing. As soon as two consecutive epochs does not man-
age to decrease training loss by at least the tolerance value, the current
learning rate is divided by 5. The tolerance is set to 10�8.

The result of the grid search generated 64 different models with an
equal number of different results where, for space and relevance rea-
sons, only the best is be presented. The best hyperparameter settings
were:

initial learning rate = 10�2

momentum = 0.7
alpha = 10�5
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with a performance of:

1-MAPEtest set 66.1%
1-MAPEtraining set 68.2%
R2

test set 0.75
R2

training set 0.76

A new grid search close to the above hyperparameters is performed
with the following values:

initial learning rate = 0.6⇥10�2, 0.8⇥10�2, 1.2⇥10�2, 1.4⇥10�2

alpha = 0.6⇥10�5, 0.8⇥10�5, 1.2⇥10�5, 1.4⇥10�5

momentum = 0.60, 0.65, 0.75, 0.80

The best performing hyperparameters are then iterated through with
200 different random seeds, generating a slight increase in performance.
The final results of the ANN baseline model is:

1-MAPEtest set 68.6%
1-MAPEtraining set 69.9%
R2

test set 0.76
R2

training set 0.78

4.5 Baseline: Random forest

A grid search is performed using:

number of estimators = 25, 50, 100, 150, 200, 250
max depth per tree = 5, 15, 25, 35, 45, 60

which generated the following results:
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Figure 4.3: Random forest results, test performance

The flat appearance of the curves in Figure 4.3 reveals that the num-
ber of estimators play no significant role after roughly 25-50 estima-
tors. Tree depth is clearly dominant in affecting test performance. By
removing depth = 5, 15 from the plot a more detailed view is possible.

Figure 4.4: Random forest results, test performance



40 CHAPTER 4. RESULTS

By investigating the best performing models we see that depth = 45
(purple) had an average MAPE of 76.6% and that depth = 60 (brown)
had an average MAPE of 77.0%. The 33% increase in depth from 45
to 60 only generated a gain of on average 0.4% MAPE in the test set.
For the same interval, but with respect to training set performance, the
average MAPE increased from 87.2% to 90.5%. This means that the
model overfitted 3.3% MAPE on the training set to gain a 0.4% MAPE
increase in test test. The conclusion is that going above 60 depth would
only increase overfitting further without much gain in test set perfor-
mance. The model appears to have reached its upper bound around
depth = 45.

Assuming 45 is a fair depth, the role of the estimators is explored
in more detail by testing numbers lower than then previous lowest of
25, as seen in Figure 4.3. New tests are performed with

depth = 45

and

number of estimators = 1, 2, 3, 4, 5, 10, 15, 20, 25, 30, 35, 40, 50, 100

Figure 4.5: Random forest results
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Figure 4.5 reveals that just using one tree estimator generates a
MAPE of 68.7% and that increasing the number of estimators to 25
(the point of start in Figure 4.4) increases MAPE to 76.4%. In this in-
terval it is clear that the estimators play a significant role. Increasing
the estimators further, to 250 with depth = 45, we see in Figure 4.3
that MAPE only reach 77.0%, meaning a ten fold increase in estimators
only yield an increase in MAPE of 0.6%. The conclusion is that some-
where around 25-50 estimators is a sufficient baseline performance be-
fore performance flattening and exposure to overfitting.

One interesting aspect of decision tree based models is the possi-
bility to plot what the model considers to be the most important fea-
tures. By computing the normalized total reduction of the error cri-
terion brought by a certain feature, a measure of importance can be
obtained. This could provide insight to what it is that decides the
value of commercial real estate. After aggregating municipalities and
cash flow related features, the 6 most important categories constitute
around 90% of the total importance. The remaining 10% is everything
else.

Figure 4.6: Random forest feature importance, x-axis shows relative
importance.
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Note: Income vs Expenses is defined as a single cash flow related
feature (a professor of economics may argue that the name Income vs

Expenses is not suited for cash flows, but it was chosen for overall clar-
ity to the reading mass). It is simply the net difference in positive vs
negative flows. While this category appears to be less important than
the category labeled as Cash flow related in Figure 4.6, it is important to
remember that this latter category consists of an aggregation of cash
flow related features. Prior to aggregation, Income vs Expenses is the
single most important cash flow related feature.

The final baseline performance of the Random forest model is achieved
using 50 estimators and a max depth of 45. This generates the follow-
ing results:

1-MAPEtest set 76.6%
1-MAPEtraining set 87.2%
R2

test set 0.93
R2

training set 0.98

4.6 Gradient boosting

A grid search was performed using:

number of estimators = 25, 50, 75, 100, 150, 200, (250)
max depth per tree = 5, 10, 15, 20, 25, 35, 40

where 250 estimators was used only for the two largest depths in order
to assure that performance would flatten. The results are:



CHAPTER 4. RESULTS 43

Figure 4.7: Gradient boosting results, test performance

Figure 4.3 shows the broad perspective. The number of estimators
seem to play a larger role for the Gradient boosting model compared to
the Random forest model. This behavior is expected due to the nature
of the algorithm where each new estimator is created solely to fill the
gap between the current estimators performance and the underlying
function of the data. However, it is still clear that the changes in tree
depth affects test performance the most. By removing depth = 5, 15 a
more detailed view is possible.
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Figure 4.8: Gradient boosting results, test performance

By primarily focusing on the most complex models, depth = 25
(purple), depth = 35 (brown) and depth = 40 (pink), it is clear that
the maximum performance of the algorithm is reached at on average
80.1% MAPE. Letting depth 35, 40 run for another 50 extra estima-
tors, to 250, proves this. The next question becomes that of overfitting.
Is it possible to get close to 80.1% but with less overfitting using a
lower depth of 20? A detailed comparison can be made by plotting the
MAPE on training set vs test set for depths 20 and 25.
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Figure 4.9: Gradient boosting results, training performance

It is clear that the test set performance when using 20 depth catches
up to that of 25 depth at around 200 estimators, but with lower over-
fitting. It is therefore determined that 200 estimators and 20 depth is
the most sensible model.

As in the case with Random forests, the importance of the features
can easily be plotted for this algorithm too. Based on 200 estimators
and a maximum depth of 20 the following importance is held:
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Figure 4.10: Gradient boosting feature importance, x-axis shows rela-
tive importance

The same aggregation that was made in the Random forest model
was made here. Read more about it at Figure 4.6. Compared to the
Random forest model, the Gradient boosting model puts less empha-
sis on total area and obtain more from the Time of valuation and Income

vs Expenses features.

The final performance of the Gradient boosting model is achieved
using 200 estimators and setting the max depth to 20. This generates
the following results:

1-MAPEtest set 80.0%
1-MAPEtraining set 94.9%
R2

test set 0.92
R2

training set 0.97
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4.7 Table summary of the results

Table 4.4: Best test scores achieved for each regression method investi-
gated.

Algorithm

Performance measure SVR ANN RF GB

1 - MAPE (%) 55.5 68.5 76.6 80.0
R2 0.78 0.76 0.93 0.92
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Discussion

The results reveal that Random forests, improved with Gradient boost-
ing, is the most accurate algorithm (80% 1-MAPE) for appraising com-
mercial real estate (CRE). This is consistent with findings in previous
research conducted on residential real estate (RRE), although in that
domain it has a better performance of 91% 1-MAPE. Seeing as the same
algorithm performed best in both cases suggests that the underlying
problem of appraising CRE is closely related to that of appraising RRE.
Naturally, this is true to some extent. But there are well documented
differences between the two which could begin to explain why per-
formance was overall worse for CRE appraisal. It is for instance well
known that the primary buyers of CRE, investors, put value on aspects
not common to the general homeowner of RRE. With long term goals
such as economic growth, business opportunities etc. in the mind of
an investor we can conclude two things; 1) this is certain to create dif-
ferences between how value is assessed for CRE and RRE and 2) these
aspects are not easily quantifiable in a model, they differ from investor
to investor and manifest itself in complex transaction prices.

In the competition against human appraisers, a further examina-
tion of the data can help us understand some of the reasons why the
best model failed to outperform humans (80% vs 88% 1-MAPE). While
valuable and unique, it was apparent (and almost expected) that the
used dataset did not describe the entire reality of what drives the value
of a property. There exist no features that consider for instance the con-
dition of a property, or any of its other external factors. In comparison,
most human appraisers will physically visit a premises before mak-

48
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ing an appraisal to get an understanding of the quality and condition
of the property, as well as having general knowledge about the area
where the property is located. It is reasonable to believe that a feature
called ’Condition - Excellent/Great/Fair/Bad’ would have helped in-
crease performance of the automated models. Collecting such infor-
mation surely is not impossible, merely time consuming. Other ar-
eas where the dataset lacked were in external and hyperlocal features.
Some examples are distance to subway, distance to gym’s, etc. Adding
features of this nature will likely also improve performance as they
play a core role in how attractive some areas are to any given human
individual.

Another important performance related aspect is the fact that the
models are trained on human appraised data (with an on average er-
ror of 12%) but tested on transaction prices. This type of procedure
introduces some problems. While the drivers of appraised value and
transaction prices should in many cases be identical, the differences
that do occur may very well affect final performance. It is even likely
to. There should for instance be differences in how one human ap-
praiser works versus how another one works, meaning some samples
may have slightly different input-output relationships. This is not op-
timal for a machine learning model. There could also be variations
in how an investor views a property (the decider of the transaction
price) as opposed to an appraiser. These differences are not deemed
to be fatal, but should not be ignored either way. By enriching the
dataset with external features the differences should become less sig-
nificant. Finally, as mentioned earlier in the report on page 28-29, the
alternative to train on transaction data was tested and considered a
bad choice due to sample scarcity. So while not optimal, the chosen
procedure was still arguably the best choice in a world of bad ones.

Continuing on features, when plotting the feature importance the
models reveal that ’Total area’ is the dominating factor in deciding the
value of commercial real estate. Not surprising, but a more peculiar
result was that ’Time of valuation’ played such a large role. This feature
contains no specific information about the property, so why was it im-
portant? Considering the database contains valuations conducted dur-
ing different economic times, for instance during the 2007-2008 eco-
nomic crisis etc, it is reasonable to believe ’Time of valuation’ is a sub
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optimal way of describing the economic state during any given time.
While this "fake relationship" is unfortunate, it also tells us something
about how to further develop the models. It would be more optimal if
the price fluctuations during for instance 2007-2008 were represented
by features actually describing the economic and financial state, rather
than just giving it a time stamp stating that "this period was charac-
terized by low prices". There are many features which could begin to
help with this, for instance inflation, repo rates etc., but the conclusion
is that the current dataset lacks true economic and financial features.
Combine this with the above mentioned lack of hyperlocal features, a
key takeaway becomes that we have by no means reached the upper
boundary of machine learning performance in the task of automati-
cally appraising CRE.

From a model point of view the same dataset (training- and test
set) was used during the training of all models in order to compare
them equally*. While it can be discussed if that is in fact fair for cer-
tain models, it meant no features could be removed/added prior to
training a certain model (even if it would have been a good idea). In
the case of Support vector regression there could be an issue of corre-
lating features. Its radial basis function kernel will for instance look
at many similar features and give their contribution a large impact,
leading to the learned model being unproportionally biased in that
direction. Seeing how the dataset had some obvious correlating fea-
tures this could very well be why it performed relatively badly. Or the
opposite, the appearance of the used data was possibly favorable for
Random forests/Gradient boosting with its resilience towards corre-
lating features.

Leaving the individual model perspective we can conclude that all
models were trained on human appraisal data. These appraisals are on
average 12% above or below the actual transaction price, which is the
actual label the model tries to predict. A phenomena of this nature al-
most certainly propagates itself to the final performance of the tested
models. But the alternative, to only train on transaction prices, was
worse due to data scarcity. This may however begin to explain why
previous research about RRE performed better than what achieved
here. Nonetheless, this strengthen the thesis that we have not yet hit
the upper boundary of machine learning performance in the task of

*not including manipulations such as one-hot encoding, normalization etc.
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automatically appraising CRE.

An alternative that has perhaps not been given too much light in
this study is the possibility to ensemble models together. Apart from
the obvious fact that Random forests is a type of ensemble, I instead
refer to the combination of for instance Gradient boosting and an Ar-
tificial neural network into one model. If one model predicts some
type of premises very well, which the other model doesn’t, it is pos-
sible that a combination of the two (or more) could increase overall
performance.



Chapter 6

Conclusions

From the baseline algorithms it was found that random forests did the
best job when appraising commercial real estate. This is consistent
with previous research from the area of residential real estate. The
further sophistication of random forests, through gradient boosting,
had a positive effect on performance, though without reaching human
level performance. The results tells us there is no trivial way to explain
commercial real estate value based solely on property specific features,
which is what the used dataset contained. However, as depicted in
figure 4.10 on page 47, the introduction of cash flow related features
("Cash flow related" and "Income vs Expenses") plays a large role in
estimating the value. It can therefore be concluded that the uniqueness
of the used dataset has the potential to be a (or even ’the’) missing
piece of the puzzle. If combined with external features we may very
well have a chance of reaching human like performance.
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