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Abstract 

Convolutional Neural Networks are a very powerful machine learning tool that 
outperformed other techniques in image recognition tasks. The biggest 
drawback of this method is the massive amount of training data required, since 
producing training data for image recognition tasks is very labor intensive. To 
tackle this issue, different techniques have been proposed to generate synthetic 
training data automatically. These synthetic data generation techniques can be 
grouped in two categories: the first category generates synthetic images using 
computer graphic software and CAD models of the objects to recognize; the 
second category generates synthetic images by cutting the object from an image 
and pasting it on another image. Since both techniques have their pros and 
cons, it would be interesting for industries to investigate more in depth the two 
approaches. A common use case in industrial scenarios is detecting and 
classifying objects inside an image. Different objects appertaining to classes 
relevant in industrial scenarios are often undistinguishable (for example, they 
all the same component). For these reasons, this thesis work aims to answer the 
research question “Among the CAD model generation techniques, the Cut-paste 
generation techniques and a combination of the two techniques, which 
technique is more suitable for generating images for training object detectors 
in industrial scenarios”. In order to answer the research question, two synthetic 
image generation techniques appertaining to the two categories are proposed. 
The proposed techniques are tailored for applications where all the objects 
appertaining to the same class are indistinguishable, but they can also be 
extended to other applications. The two synthetic image generation techniques 
are compared measuring the performances of an object detector trained using 
synthetic images on a test dataset of real images. The performances of the two 
synthetic data generation techniques used for data augmentation have been 
also measured. The empirical results show that the CAD models generation 
technique works significantly better than the Cut-Paste generation technique 
where synthetic images are the only source of training data (61% better), 
whereas the two generation techniques perform equally good as data 
augmentation techniques. Moreover, the empirical results show that the 
models trained using only synthetic images performs almost as good as the 
model trained using real images (7,4% worse) and that augmenting the dataset 
of real images using synthetic images improves the performances of the model 
(9,5% better). 
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Sammanfattning  

Konvolutionella neurala nätverk är ett mycket kraftfullt verktyg för 
maskininlärning som överträffade andra tekniker inom bildigenkänning. Den 
största nackdelen med denna metod är den massiva mängd träningsdata som 
krävs, eftersom det är mycket arbetsintensivt att producera träningsdata för 
bildigenkänningsuppgifter. För att ta itu med detta problem har olika tekniker 
föreslagits för att generera syntetiska träningsdata automatiskt. Dessa 
syntetiska datagenererande tekniker kan grupperas i två kategorier: den första 
kategorin genererar syntetiska bilder med hjälp av datorgrafikprogram och 
CAD-modeller av objekten att känna igen; Den andra kategorin genererar 
syntetiska bilder genom att klippa objektet från en bild och klistra in det på en 
annan bild. Eftersom båda teknikerna har sina fördelar och nackdelar, skulle 
det vara intressant för industrier att undersöka mer ingående de båda 
metoderna. Ett vanligt fall i industriella scenarier är att upptäcka och 
klassificera objekt i en bild. Olika föremål som hänför sig till klasser som är 
relevanta i industriella scenarier är ofta oskiljbara (till exempel de är alla 
samma komponent). Av dessa skäl syftar detta avhandlingsarbete till att svara 
på frågan “Bland CAD-genereringsteknikerna, Cut-paste 
generationsteknikerna och en kombination av de två teknikerna, vilken teknik 
är mer lämplig för att generera bilder för träningsobjektdetektorer i industriella 
scenarier”. För att svara på forskningsfrågan föreslås två syntetiska 
bildgenereringstekniker som hänför sig till de två kategorierna. De föreslagna 
teknikerna är skräddarsydda för applikationer där alla föremål som tillhör 
samma klass är oskiljbara, men de kan också utökas till andra applikationer. De 
två syntetiska bildgenereringsteknikerna jämförs med att mäta prestanda hos 
en objektdetektor som utbildas med hjälp av syntetiska bilder på en testdataset 
med riktiga bilder. Föreställningarna för de två syntetiska datagenererande 
teknikerna som används för dataförökning har också uppmätts. De empiriska 
resultaten visar att CAD-modelleringstekniken fungerar väsentligt bättre än 
Cut-Paste-genereringstekniken, där syntetiska bilder är den enda källan till 
träningsdata (61% bättre), medan de två generationsteknikerna fungerar lika 
bra som dataförstoringstekniker. Dessutom visar de empiriska resultaten att 
modellerna som utbildats med bara syntetiska bilder utför nästan lika bra som 
modellen som utbildats med hjälp av riktiga bilder (7,4% sämre) och att 
förstora datasetet med riktiga bilder med hjälp av syntetiska bilder förbättrar 
modellens prestanda (9,5% bättre). 
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1 Introduction  

Machine learning algorithms have been successful in several applications. They 
have been used to automate several tasks, outperforming humans in some 
applications [1]. One of the applications where machines are still not able to 
obtain better performances than humans is image recognition [2]. During 
millenniums of evolution, humans developed a very complex occipital lobe, that 
combined with our generalization abilities makes us the true state of the art in 
recognizing and detecting objects [3].  

For many years teams of engineers and researches did their best to give to 
machines the gift of vision. Even if the obtained results are not comparable with 
human performances, machine vision systems are nowadays able to obtain 
competitive results, achieving response time in the order of milliseconds [4].  

Computer Vision research is quickly improving in the last years. Big Data 
brokers like Google and Facebook are investing many resources to improve 
such technologies [5, 6].  

The Computer Vision algorithms developed in the last years consists in machine 
learning techniques that rely on massive amounts of annotated images. 
Generating this kind of data is usually done manually and is a very resources 
expensive process[7]. Several synthetic data generation techniques have been 
proposed as a more resource efficient way of generating annotated images. 

1.1 Background 

 
This master thesis contributes to the field of study of machine learning. The 
term machine learning was first coined by Artur L. in [8] and it is the field of 
study evolved from pattern recognition that studies the set of algorithms able 
to make predictions from past data, using patterns and statistical models [9]. 
Machine learning algorithms performs better than static programming in tasks 
where learning the relation between input and output from examples is easier 
than coding the correlation itself.  
 
One branch of machine learning is computer vision. This thesis will refer to 
computer vision as the subset of machine learning algorithms used to extract 
information from multimedia data such as videos or images [10]. The computer 
vision application that this thesis aims to improve is object detection. 
 
Object detection is the computer vision task that consists in recognizing the 
presence and the location of a specific object over a predefined set of objects 
inside an image. The location of the recognized object is expressed with the 
coordinates of the pixels in which the object is estimated to be contained 
(bounding box). In object detection, it is usually necessary to provide the degree 
of confidence that the object detector has in the prediction [11]. A more intuitive 
example is shown in Figure 1.1.1: 
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Figure 1.1.1. Example of Input-Output of an object detector. In this example the 
predicted label, the bounding box and the degree of confidence are augmented 
on the input image in green.     
 
In the field of computer vision, the ImageNet Large Scale Visual Recognition 
Challenge (ILSVRC) [12] represents the main benchmark to assess 
performances of computer vision systems. By looking at the results of the 
winners of the last years of the ILSVRC in figure 1.1.2 it is possible to notice that 
between the 2012 edition and the 2011, the performances of the winners had a 
huge improvement:  
 

 
 
Figure 1.1.2 ILSVRC top classification error score in different editions.  
 
The main reason of such a big leap is due to a radical change in the approach to 
the problem of recognition. Before 2012 the winners used a technique that 
involved engineered features like edges or shapes combined with machine 
learning techniques, whereas after 2012 systems based on Convolutional 
Neural Network (CNNs) started to take over [13].   
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One of the main drawbacks arising when training CNNs is the lack of annotated 
images [11]. In order to tackle this problem, several techniques have been 
developed to generate synthetic images automatically. These techniques can be 
grouped in two main categories, techniques appertaining to the first one 
generate images from CAD models, with an approach similar to the one 
proposed in [14], techniques appertaining to the second one generates images 
cutting the object from an image and pasting it on other images, using an 
approach similar to the one proposed in [15]. The two generation techniques 
are referenced in this thesis respectively as CAD models generation technique 
and Cut-Paste generation technique. Images generated with the former 
generation technique has been often used as standalone source of images for 
training computer vision systems [16, 17]. Images generated with the latter 
generation technique are rarely used in this way and are usually used in 
conjunction with real images, in a data augmentation fashion [18].  
 
Using the CAD models generation technique requires the CAD models and the 
encoding of the physical appearance of the object like color, and reflectance 
properties (texture). This requirement is not always easy to satisfy. On the other 
hand, the techniques based on the Cut-Paste generation technique need source 
images from where it is possible to crop the object out of the image. In this 
thesis a general and easy way to perform this operation automatically and with 
basic resources that produces sub-optimal results will be proposed. So, the CAD 
models generation technique has tighter requirements than the Cut-Paste 
generation technique, and the Cut-Paste generation technique produces less 
accurate images than the CAD model generation technique.  
 

1.2 Problem 

 
As said in the previous paragraph, a common problem that arises in training 
CNNs is the lack of annotated data. This problem is particularly common in 
industrial scenarios, where an annotated dataset of images has never been 
generated. The manual generation of these datasets is very labor expensive [7]. 
In this setting the only solution seems to be synthetic image generation. 
Moreover, in industrial scenarios the objects appertaining to a class to be 
detected are often indistinguishable (for example, they all the same component, 
the screw model #349857). In this use case, synthetic data generation 
techniques can have better results than in other use cases because it will suffer 
less the intra-class variability problem [19].  
 
In the literature are available successful examples of generation techniques 
using CAD Models based data generation techniques [7, 20-24] as well as 
examples of generation techniques using Cut-Paste based data generation 
techniques [15, 18, 25, 26]. However, these two generation techniques have 
never been compared and combined. It is not clear if it is worth to invest in a 
more resource demanding generation technique like the CAD models 
generation technique or it is sufficient an easier generation technique like the 
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Cut-Paste generation technique to solve the problem of lack of annotated data. 
Moreover, combining the two generation techniques it is possible to generate a 
training dataset with a higher variability and this can lead to a better 
performing model. So, it is also interesting to investigate if it is worth to invest 
in both techniques when possible.    
   

1.3 Purpose 

 
Given the above-mentioned problem, the research question that this study aims 
to answer is:  
 

• Among the CAD model generation techniques, the Cut-paste generation 
techniques and a combination of the two techniques, which technique is 
more suitable for generating images for training object detectors in 
industrial scenarios?   

1.4 Objectives 

 
The study answers to the research question by proposing two image generation 
techniques appertaining to the two categories and setting up an experiment. 
The experiment consists in measuring the performances of several object 
detection models trained using different combination of synthetic images 
generated with the two proposed generation techniques. In order to determine 
which technique is more suitable, the performances of the object detection 
models are assessed measuring the mean average precision score of the model 
on a dataset of real images that simulates realistic use cases. The 
meaningfulness of the results obtained using synthetic data is endorsed 
establishing a baseline obtained using an object detection model trained on real 
images.  
 
Synthetic data are often used in conjunction with a small dataset of real images 
for data augmentation. In order to understand which of the two synthetic data 
generation techniques is more suitable for generating training images for 
training object detectors in industrial scenarios, also this use case is taken into 
consideration.  
 
So, the objectives that this research study proposes to answer the research 
question are:  
 
Objective 1: 

• Implement two algorithms that represents the two generation 
techniques categories.  

• Generate synthetic images using the two algorithms. 
 
Objective 2: 

• Train several object detection models using different combinations of 
synthetic images. 
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• Assess the performances of the trained models on real images. 
 
Objective 3: 

• Comparing the performances of the trained models on real images, 
deduce the answer to the research question. 

 

1.4.1 Benefits, Ethics and Sustainability 

1.4.1.1  Benefits  

 
This study will bring benefits to the development of computer vision systems. 
The lack of annotated images and the cost of obtaining such kind of data is the 
main reason why computer vision systems are often not used [11]. As pointed 
out by Posada in [27], computer vision is a key enabler for Industry 4.0. So, 
improving the development of computer vision will contribute to the 
development of Industry 4.0. Rüßmann in [28] highlighted that the main 
benefits introduced by Industry 4.0 are economic and social, with an increase 
of productivity in the manufacturing sector by a value from 90 to 150 billion 
and an increase of employment by 6% in the next 10 years. Thus, millions of 
people will indirectly benefit from the study since it will improve the benefits of 
Industry 4.0.  

1.4.1.2 Ethics  

 
The main ethic issues relative to computer vision systems are related to privacy. 
Object detection systems could potentially be employed to analyze images on 
social networks and harvest data from their users. Potentially the results of this 
research could be used to train an object detection system to recognize 
commercial products on social media pictures and then use those data to make 
commercial personalized recommendations.  
After the results of the investigation of C. Cadwalladr summarized in the article 
[29] the potential of machine learning and the impact that such technologies 
can have if used improperly is terrifying. However, even if such applications can 
scare us, machine learning research should not be stopped. This specific 
research primarily aims to bring innovation in the industrial sector, so the 
primary objective is to improve life of people and its aim is far from proposing 
a way to harvest private data.  

1.4.1.3 Sustainability 

 
In terms of sustainability, this master thesis will contribute on the sustainability 
goals 8 and 9 [30]. 
Goal 8 is about "Decent Work and Economic Growth" [30]. As explained in the 
section 1.4.1.1, Industry 4.0 will strongly improve economic growth and, since 
this research is contributing to Industry 4.0, the research will indirectly 
contribute to economic growth. The results of the master thesis will also 
positively affect the automation sector. By equipping robots with more 
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sophisticated computer vision system, robots will be able to perform more 
complex tasks and to substitute humans in the most repetitive and monotonous 
tasks. In this way the research will contribute in improving the quality of work 
at the shop-floor. 

Goal 9 is about "Industry, Innovation and Infrastructure [30]. The main aim of 
the research is to bring and promote innovation in the industrial sector. For the 
same reasons expressed before our research will contribute also to the 
sustainability goal 9. 

1.5 Methodology 

 
The thesis work proposes to answer the research question using an 
experimental research strategy [31]. The experiments that are set up consist in 
measuring the performances of an object detector trained with: real images, 
synthetic images generated with the CAD models generation technique, 
synthetic images generated with the Cut-Paste generation technique and a 
combination of images generated with the two generation techniques. A more 
detailed explanation of how the experiments are set up is presented in chapter 
3. The object detection system used for this purpose is RetinaNet [6], 
considered to be the state of the art for real time object detection, explained in 
paragraph 2.7. In paragraph 6.2.1 it will be clearer that the choice of the object 
detector does not influence the conclusions of the research. The metric used for 
estimating the performances of the object detector is Mean Average 
Precision(MAP) [32] a standard metric in object detection. The MAP metric is 
explained more in details in paragraph 2.4. The data used to run the 
experiments are thus synthetic images generated with the two synthetic image 
generation techniques and real images. The data collected to directly answer 
the research question are the measurements obtained from the experiments. 
 
Using an abductive [31] research approach, these quantitative data are then 
analyzed qualitatively to deduce the answer to the research question. More 
specifically, if the MAP of a model trained using images generated with one 
image generation technique is substantially greater than the MAP of a model 
trained using the other generation technique, then the first one is more suitable 
for generating images for training object detectors in industrial scenarios. The 
MAP of the model trained using synthetic images needs to be close to the MAP 
of the model trained using real images and the MAP of the model trained using 
real images augmented with synthetic images needs to be greater than the MAP 
of the model trained using real images in order to consider the results 
meaningful. 

1.6 Delimitations 

 

Different use cases of object detection in industrial scenarios exists, but only 
one in particular has been chosen in this research work to answer the research 
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question. In this use case all the objects appertaining to a class are 
indistinguishable and need to be recognized from different viewpoints. 

The two image generation categories and the combination of the two are 
compared using two algorithms appertaining to the two categories and 
proposed in this thesis.  

The images generated with the two generation techniques are not used to train 
the full model but for fine-tuning pre-trained object detectors. 

The objects that could be interesting to detect in industrial scenarios are 
represented by six object classes. The six object classes represent are small 
subset of the possible object categories present in industrial scenarios. 

The task of object detection is represented in this thesis work by one object 
detection technique, RetinaNet [6].  

 

1.7 Outline  

 
Chapter 2 will explain the literature and the related work on which the research 
builds upon. Chapter 2 will also review the object detection techniques and the 
synthetic data generation techniques that are going to be used in the empirical 
experiment. Chapter 3 will explain in detail the used methodologies and how 
the Objective 1 has been achieved. The results obtained from the 
accomplishment of the Objective 2 are presented in chapter 4. The Objective 3 
is achieved in chapter 5 and 6.  
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2 Extended Background 

2.1 Computer vision 

 
Computer vision is the set of machine learning techniques used to extract 
information from multimedia data like images and videos. There could be 
different information that are desirable to be extracted. Based on the level of 
detail of the information, different classes of tasks have been defined. Some of 
these tasks are briefly described in this paragraph.  
 
Image Classification is the easiest task. The task of image classification consists 
in finding a set of predefined object inside an image [32]. 

 
Figure 2.1.1 Example of image classification.  
 
Category specific object detection (often abbreviated as object detection) is the 
task that consists in identifying a set of predefined objects and estimating the 
2D position inside an image [11]. In object detection the position of an object is 
indicated using the coordinates of 2 points representing the top left and the 
bottom right corner of a bounding box. A bounding box is the smallest axis 
aliened rectangular portion of the image entirely containing the object (green 
square in Figure 2.1.2).  
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Figure 2.1.2 Example of object detection. In the output figure the bounding box, 
the predicted class and the class confidence are augmented on the input image 
and represented in green.  
 
Object segmentation (or instance segmentation) is the task that consists in 
identifying a set of predefined relevant objects and to estimate the 2D position 
of the object inside an image. In object segmentation the position of the object 
is indicated using the coordinates of a set of points representing the edges of 
the smallest polygon containing all the pixels of the identified object [33]. 

 
 
Figure 2.1.2 Example of object segmentation. In the output image the polygon 
is augmented in red on the input image and the area of the polygon, the 
predicted class and the confidence are augmented in green on the input image. 
 
A similar task to object segmentation is semantic segmentation. The aim of this 
task is to label each pixel of an image with the corresponding class of the object 
it represents [33]. 

 
 
Figure 2.1.3 Example of semantic segmentation. Image from the Synthia 
dataset [34] adapted from [35]. 
 
Pose estimation aims to predict the position and the orientation of the object in 
its 3D space from a 2D image [36].  

Input Output 

Horse 98% 

Input Output 
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Figure 2.1.4 Example of pose estimation. In the output figure the predicted 
orientation of the object is augmented on the input image using 3 arrows 
corresponding to the rotation of the object in the 3D space with respect to the 
camera and the estimated position is augmented in the input image as a blue 
dot. 
 
Depth estimation aims to predict the distance of each pixel with respect to the 
camera [37]. 

 
 
Figure 2.1.5 Example of depth estimation. Images adapted from [37]. In the 
output figure the distance is represented using color ranges. A warmer color 
corresponds with more distant points and vice versa.  
 
The task that is going to be used as case study in this thesis is object detection. 
The reason why object detection has been chosen is because annotating real 
images needs to be done manually and annotating images for more complex 
tasks is too time consuming. The real images has been used for generating a 
baseline model, for estimating the data augmentation performances of the 
proposed synthetic image generation techniques and for evaluating the 
performance of the trained object detection models. Generating a training set 
of real images or a test set of real images for tasks more complex then object 
detection would have taken a period of time longer then the available time to 
complete the project.  
 
In all the above-mentioned computer vision tasks the current state of the art 
are techniques based on Convolutional Neural Networks [38]. The following 

Input Output 

Input Output 
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paragraph will provide the theoretical knowledge needed to understand such a 
complex technique. 
 

2.2 Convolutional Neural Networks  

 
This paragraph will lead the reader to a general understanding of Convolutional 
Neural Networks (CNNs). Before talking about such complex model, it is 
necessary to outline the subcomponents and the elementary units composing a 
CNN. These topics are explained in the following paragraphs. 

2.2.1 The Perceptron 

 
The perceptron was developed in 1957 by Frank Rosenblatt [39], and it was a 
machine more than an algorithm. The initial purpose of this machine was to 
recognize letters of the alphabet read using a camera with a resolution of 20x20 
pixels. The perceptron is a linear classifier, this means that it uses linear 
correlations of the input in order to make predictions. The prediction formula 
of the perceptron is: 
 

! = #(%&	( ∙ *()
,

(-.
																																																(2.2.1) 

Where: 
 

• 2 is the number of input variables. 
• &	( is the i-est input variable such that &	. = 1. 
• *( are the weights associated to the input values, and −*. is the value 

associated to the bias term. 
• f (∙) is the activation function.  

 
The activation function is a non-linear function that rectifies the output of the 
perceptron. The importance of this function will be discussed later on. Figure 
2.2.2 shows some of the common activation functions used in neural 
networks. 
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Figure 2.2.2 Some common activation function used in neural networks. 
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2.2.2 The Multilayer Perceptron 

 
In order to improve the classification capabilities of the perceptron, it has been 
shown that it is possible to stack several perceptrons in parallel and in cascade, 
obtaining what is known as multilayer perceptron. The multilayer perceptron 
is a particular case of feed forward neural network (FNN) [40] where we have a 
perceptron at each node of the network. In a FNN nodes are disposed in a 
hierarchical organization and are often called neurons. The different levels of 
the hierarchy are also called layers. In the usual FNN configuration each neuron 
appertaining to a layer is linked with all the neurons of the next layer, so the 
neurons of a layer send their output to the next layer [40]. On the other way 
around, the input of each neuron of a layer are the output values of all the 
neurons of the previous layer. This network configuration is called fully 
connected [41].  The first layer of a FNN is called input layer and it represents 
the input variables. Following the input layer, we find the hidden layers, layers 
of neurons which output is fed to another layer of neurons. The final layer of a 
FNN is called output layer. The output result of this layer is the actual output of 
the network [40]. An example of a FNN can be seen in figure 2.2.3. 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 2.2.3 structure of a Feed Forward Neural network, image adapted from 
[42] 
 
Now that we have seen that neurons can be stacked together; the importance 
of the non-linear activation function is clearer. The activation function will 
introduce non-linearities in the function computed by the neural network. 
Without these non-linearities the function would be a linear combination of 
linear functions that can be simplified as a single linear function [43]. In this 
way the benefits coming from the complexity of this architecture would 
vanish. 
  
 
 

2.2.3 The backpropagation rule  

 
Like any other machine learning algorithm, also neural networks adjust its 
parameters in order to minimize the prediction error on a set of data. This set 

Output Layer 

Hidden Layer 

Input Layer 
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of data in machine learning is defined train dataset [40]. The prediction error 
on the train dataset is evaluated using a loss function. The parameters of a 
neural network are the weights of each neuron. By increasing the number of 
neurons in a neural network, also the number of parameters will increase. This 
means that networks with more neurons can learn more complex data 
correlations but at the same time they tend to overfit more easily [43]. Before 
starting the training process, the weights are sampled from a distribution. 
During the training procedure the weights are modified step by step according 
to an update rule.  
 
Each step of the training procedure can be divided in two phases: the forward 
pass and the backward pass [40]. During the forward pass the network receives 
a train data point as input and evaluates the prediction for that data point using 
the equation 2.2.1 for each neuron of the network [44]. The output of the 
network is used to evaluate the error on the data point using the loss function. 
In the backward pass, the error is used to adjust the weights. The weights are 
adjusted with the aim of reducing the error on the data point [40]. The main 
idea here is that by reducing the error for each data point in the train dataset, 
the overall loss over all the points will also decrease. Starting from the last 
neuron of the network and going backward, the neurons weights are changed 
proportionally to their contribution to the error given by the loss function [43]. 
 
There are different strategies that can be used to update the weights at each 
step. The most famous is Stochastic Gradient Descent (SGD) [45]. The idea 
behind SGD is that by plotting all the possible values of the loss function with 
respect to the weights we will obtain a function with peaks, valleys, saddles and 
so on. The initialization of the network weights means selecting a point in the 
loss graph. The ideal point where we would like our model to be is where the 
loss function is minimum. In order to reach the ideal point, SGD will measure 
the “slope” of the graph in the different possible directions and will move the 
point toward the direction where the loss decreases. The “slope” is the gradient 
of the loss function with respect to the model weights and moving the point 
toward a direction corresponds to changing the values of the weights [45].  
 
At each step of the training procedure each weight of each neuron will be 
updated. The update consists in adding to each weight the gradient of the loss 
function with respect to the weight (the contribution of the weight to the loss 
function) multiplied by a constant, called learning rate [45]. The learning rate 
is usually decreased at each step of the training. The update rule of the SGD 
optimization algorithm can be summarized with the following formula: 
 

*CD=< = *CD − E
FG
F*C 																																																(2.2.2) 

 
Where: 

• *CD  is the k-est weight at time t 
• *CD=< is k-est weight at time t +1, so the updated weight 
• E is the learning rate 
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• G is the loss function 
 

In convex optimization problems, SGD guarantees the convergence toward the 
absolute minimum of the loss function [45]. However, the weights optimization 
of the loss function is almost never a convex optimization, and SGD can get 
stuck in local minima.  
 
Many other optimization algorithms inspired to SGD have been developed. A 
more advanced version of SGD updates the value of the weights accumulating 
the gradients at each step in a variable called momentum. By accumulating the 
gradients, the update will become less noisy because it will be an average over 
many gradients measured at different points. Moreover, the loss will move 
faster toward the directions where it decreases the most. The Nesterov 
Accelerated Momentum [46] method is based on this intuition. Another family 
of optimization algorithms are called Per-parameter adaptive learning rate 
methods. These methods will have a different learning rates for each parameter 
of the network (weights) and will adjust each of these parameters adaptively 
[47]. Adagrad [48], RMSprop [49] and Adam [47] are the most recent 
representatives of this family. Adam is the algorithm that actually performs the 
best in many applications [47] and it is the optimizer that will be used in this 
research work. 
 
All the algorithms mentioned above have an update rule similar to equation 

(2.2.2) , and all of them need to compute the term 
HI
HJK . The analytical 

computation of 
HI
HJK is often unfeasible for very deep networks. For this reason, 

this value is usually computed using the chain rule[50]:  
 

FG
F*C =	

FG
FL 	 ∙

FL
F*C 																																																			(2.2.3) 

 
Where:  

• z in this case is the output function of the neuron.  

• 
HN
HJK		is the derivative of the local neuron output function with respect to 

the k-est weight, so it represents the contribution of the weight to the 
local output of the neuron. 

• 
HI
HN  is backpropagated from the forward neurons (is 1 for the output 

neurons). 
 

If the neuron has more than 1 forward neuron, each contribution coming from 
the forward neurons is summed up.  

So, each neuron of the network can compute 
HI
HJK locally, then compute 

HI
HNO for 

each neuron in the previous layer and backpropagate it, and finally update the 
local weights. Thanks to this rule, the weights update can be computed locally, 
and the algorithm is staged [50].  
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In the classical formulation of SGD, the process of forward pass, backward and 
update is computed iteratively for each point of the training dataset, iterating 
more than once on all the data [40].  
 
In practice this process is slightly different: the weights are updated only once 
after several forward passes (around 100) and the weights update are 
accumulated and applied just once [51]. This process is called mini-batch 
training. Performing mini-batch will approximate the SGD training process 
introduce noise in the weights optimization. The reason why training is usually 
performed in mini-batch is because it allows hardware optimizations that will 
compensate the slowdowns introduced by the noisy training, resulting in a 
much faster training [52].  
 
Another difference from the theoretical algorithm of SGD and what are 
common practices is that SGD assumes that the sampling of the training 
samples is uniform at random. In practice, in object detection, the training 
samples that are more difficult to classify will be oversampled with respect of 
easy classified samples. This procedure is called hard examples mining [53]. 
The reason why this procedure is done in object detection is because in 
classifying between an object and the background the number of boxes 
containing an object is much smaller than the number of boxes containing 
background. The imbalance between boxes with objects and objects with 
background can overwhelm the classifier [53]. Most of the boxes containing 
background are often easily classified as background, and they will be under 
sampled during the training procedure. It has been proved that this procedure 
leads to faster convergence and better models [53].  

2.2.4 Toward Convolutional Neural Networks 

 
Before explaining convolutional Neural Networks, it is important to understand 
what a convolution is. A convolution is a mathematical operator that is used to 
combine two functions to produce a third function [54]. The convolution 
operator is indicated with the symbol ‘*’ [54]. The first function is called input, 
the second function is called kernel and the result is called feature map [54].  
In matrix form a convolution between the input and the kernel is performed by 
sliding the kernel over the input and by computing the dot product at each 
position [54]. 
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Figure 2.2.4 illustration of the convolution between a two-dimensional matrix 
and a two-dimensional kernel    
 
The computation of the convolution between matrixes is particularly 
interesting for our case because images can be considered as matrixes. More 
precisely a colored image is a three-dimensional matrix having the same width 

. 
= 

. = 

. = 
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          Input matrix              Kernel         Feature Map 
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and high of the image width and high and the third dimension, the depth, is 
represented by the number of channels. A RGB image has 3 channels, one for 
each color (red, blue and green) [55]. Each pixel of the image corresponds to an 
index of the matrix and the depth of the image corresponds with the values of 
the channels of the pixels. In the RGB case the channels correspond with the 
values of red blue and green at each pixel [38]. The convolution between a 
three-dimensional image and a three-dimensional filter follows the same 
scheme represented in figure 2.2.4, with the difference that the dot product will 
be performed using the whole depth of the image at each position (Figure 
2.2.6a). In practice the convolution of a kernel with an image will produce an 
altered image that can be seen as the extracted feature of an image [54]. 
Different kernels will extract different features. For example, the kernel used in 
figure 2.2.5 acts as an edge detector. 
 

  
 
 
 
Figure 2.2.5 convolution of the edge detector kernel with the image of a horse 
and resulting feature map. 
 
The convolution operator is the main intuition behind a CNN. In a CNN 
different kernels will be used to extract features from an image. Kernels can 
translate meaningless values of pixels in meaningful features that can be used 
to perform inference [13].  
 
The convolution operation of an image with a kernel can be seen as performing 
prediction using a single neuron [56]. In this modified view, the input of the 
neuron corresponds with a small portion of the image (the yellow square in 
figure 2.2.4 and in figure 2.2.6 b), the weights correspond with the kernel (the 
blue square in figure 2.2.4) and the output corresponds with the feature map 
(the green square in figure 2.2.4 and in figure 2.2.6 b). In the prediction formula 
of the neuron we find the activation function after the dot product. The 
activation function is not present in the mathematical formulation of 
convolution. In practice the activation function is applied to the feature map 
elementwise. 
 
The concept of sliding the kernel over the image can be interpreted as scoring 
the presence of a feature in a portion of the image using a single neuron (Figure 

Input Feature Map 

 * = 
Kernel 
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2.2.6 b) [57]. It can also be seen as a layer of neurons that score different 
portions of an image in one pass (Figure 2.2.6c). Since the presence of a feature 
in a portion of an image is independent from the position, all the perceptrons  
in the layer have the same weights [38].  
  
 

 
 
 
 
 
 
 
 
 
 
 
 

d) 

. = 

a) 

b) 

c) 
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Figure 2.2.6 Different views of the convolution operation between a picture 
and a kernel. a) Convolution as three-dimensional matrix multiplication 
between part of the image and a kernel, similar to Figure 2.2.4. b) 
Convolution as prediction of a single neuron, the neuron scores a subset of 
pixels of an image to predict one pixel of the feature map. The kernel of a) 
becomes the weights of the neuron in b). c) Convolution as the prediction of a 
layer of neurons over the whole image, similar to b) but this time it is in one 
pass. d) detail of c). Each neuron receives as input a subset of the image to 
compute the feature map. All the neurons in the same layer have the same 
weights.  
 
This configuration is called weights sharing. Neurons in this configuration are 
actually used in CNNs in the first layers of the network in what is called 
convolutional layer. So, the operations performed by a convolutional layer are 
convolution and elementwise application of the activation function [56]. The 
weights of the neurons (values of the kernel) in a convolutional layer are 
adjusted during the training procedure. Thanks to this intuition, Yann LeCun 
in [56] presented one of the very first successful applications of CNNs in a real 
world problem, recognizing handwritten digits. His work inspired deep 
learning and signed a milestone in the Neural Network history.  
 
The convolutional layers can also be seen as incorporating a strong prior 
knowledge into the network [56]. Incorporating prior knowledge in this way 
drastically reduced the number of parameters of the network. Indeed, by 
comparing the number of parameters of a fully connected network and a 
convolutional layer with the same input, same number of layers and same 
output we notice that the latter has some orders of magnitude less parameters.  
For example, considering a 20x20x3 image in RGB format as input: a single 
layer FFN would have one weight associated with each of the 3 values of each 
pixel so 20x20x3 = 1200 weights, whereas a convolutional layer with a 3x3x3 
kernel would have 3x3x3 = 27 weights. This property introduced more 
possibilities of optimizations and a stronger resistance to overfitting [38].      

2.2.5 Convolutional Neural Networks 

 
The convolutional layer is the main building block of a CNN. Another important 
component that is usually present in a CNN is the pooling layer. The pooling 
layer has the function of reducing the size of the feature maps by sampling some 
values of it [54]. Pooling part of the image makes the CNN more invariant to 
small variations of the input [54]. Usually pooling is performed by sampling the 
cell with the highest value in each square of 4 cells (max pooling).  
 
A Convolutional Neural Network is usually composed by two parts: a feature 
extraction network and, in the majority of the cases, a series of fully-connected 
layers [54]. The fully connected layers will combine the feature extracted by the 
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feature extraction network to perform the actual prediction. The feature 
extraction network is composed by one or more sequences of layers called 
stages. Each stage is composed by one or more convolutional layers and usually 
one pooling layer. By stacking several convolutional and pooling layers the 
network will learn, during the training process, to extract more and more 
complex features. It has been observed that the first convolutional layers will 
learn to extract basic features like lines and corners and that the successive 
convolutional layers will learn to combine this basic feature in more complex 
features and will learn to extract more complex patterns [38, 41, 57]. 
 
When talking about Convolutional Neural Networks, it is useful to introduce 
the notation of data volume. The three dimensions of the data volume are 
defined as width, high, and depth [42]. For example, the width and high of an 
image are the resolution of the image, whereas the depth of an image is the 
number of channels of the image: a RGB image has 3 channels, one for each 
color (Blue, Green and Red). 
 
The feature extraction network has the function of transforming the input 
image from a wide and thin input volume of meaningless pixels values to a 
smaller and deep output volume of meaningful features [57]. At each stage of 
the feature extraction network the features maps of the previous layer will be 
combined by the convolutional layers and will be down sampled by the pooling 
layer [57]. So, given an input volume, the feature extraction network will create 
an output volume with smaller width and high but deeper.  
 

 
Figure 2.2.7 Graphical representation of input volume and output volume of a 
feature extraction network. In this representation the input volume is an image. 
In this figure is important to notice that the feature extraction network will 
transform the input volume from a thin and wide image of meaningless pixels 
to a smaller but deeper volume of meaningful features. 
 
By vertically slicing the output volume, it is possible to highlights feature maps 
extracted from the input volume.  
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Figure 2.2.8 The output volume of figure 2.2.7 vertically sliced, one feature map 
is taken apart as an example. It is possible to notice different feature maps at 
different depth level of the output volume. 
 
At the same time each value of the feature maps is obtained from a bigger 
portion of the input volume [42]. 
 

  
 
Figure 2.2.9 Detail of the output volume of figure 2.2.7. This figure wants to 
highlight the relationship between a single value in the output volume and the 
input volume. By fixing the width and the high in the output volume it is 
possible to obtain a depth vector. The depth vector has been extracted using the 
yellow portion of the input volume. Each value in the depth vector represents 
the presence of a feature in the yellow portion of the input volume [42].  
It is important to notice that the feature extraction network preserves the 
spatial locality of the width and high position of the feature value in the feature 
map with respect to the width and high of the portion of the image used to 
compute the feature map [56]. This means that given a depth vector of the 

Output volume 

Sliced output volume 
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output volume it is possible to trace back to the input volume the portion of 
volume that generated that depth vector. Figure 2.2.9 helps in visualizing this 
concept. 
 
The fully-connected layers of a CNN are located after the feature extraction 
network. Here, the fully-connected layers will take as input the features 
extracted from the feature extraction network and will output the final output 
of the CNN. In the object detection case this network will output the position of 
some bounding boxes in the image and the predicted class of the object inside 
the bounding boxes.  

 
 
Figure 2.2.10 Complete structure of a CNN, adapted from [4]. 
 

2.2.6 Regularization in Neural Networks 

 
In almost all machine learning algorithms introducing regularization improves 
the generalization capabilities and resistance to overfitting [43, 54, 58]. Neural 
networks do not differ from other models in this sense. In neural networks 
regularization is performed by constraining the weights toward zero [43]. It is 
possible to obtain this effect by introducing an additive factor to the Loss 
function proportional to the values of the weights [43]. Intuitively, by 
constraining the weights toward zero, the weights will be distributed evenly 
instead of having peaks and valleys. This property is quite interesting because 
in this way each neuron of the neural network will be incentivized to use a bit 
of all input values instead of preferring one input to another [59].  
 
A more interesting regularization technique proposed in recent years is dropout 
[60]. Dropout is a fast, easy and effective technique for introducing 
regularization in Neural Networks. It has been shown that it leads to very good 
improvements in Convolutional Neural Networks [61]. It was probably thanks 
to dropout that Convolutional Neural Networks based methods overtook 
feature engineered based methods in the ImageNet challenge edition of 2012 
[41].  
 

Input image Feature Extraction 
 network 

Feature Maps Fully-Connected Layers  
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Dropout takes inspiration from bagging [62], a well-known model ensemble 
technique used to reduce generalization error. Bagging is performed by creating 
different smaller training sets, each of these obtained by sampling with 
replacement samples of the main training set. Each small training set will be 
used to train a different model. At prediction time, the overall result of the 
ensemble is obtained by a weighted average of the output of each trained model 
[62].   
 
Bagging is a powerful technique that can improve the performance of almost 
any model, but it comes at a cost of more memory consumption and a longer 
training and prediction time [54]. These costs can be unsustainable for very big 
and slow models like CNNs. Dropout solves these problems by approximating 
the bagging algorithm. During training each neuron will be activated with a 
certain probability, all the others will have an output value equal to zero 
(common activation probabilities values are 0,5 for neurons in the hidden 
layers and 0,8 for neurons in the input layer). A visual interpretation can be 
found in Figure 2.2.11. 
 
 
 
 
 

 

 

 

 

 

 

 

 

 
Figure 2.2.11: Visual interpretation of dropout, adapted from [61]. 
 
Dropout is usually applied in the fully connected layers of a CNN. At prediction 
time the output of each neuron will be weighted by its activation probability 
[59]. The main difference between bagging and dropout is that in bagging all 
models are independent whereas in dropout all the models share some weights 
[54]. However, the weights sharing introduces some interesting properties. By 
stochastically setting some neuron outputs to zero, the neural network will have 
a different configuration at each step. So, in a certain sense, dropout makes 
possible to train a different network at each step. Thanks to the weight sharing 
property, each different model will use pretrained weights from the models 
trained previously [54]. Moreover, dropout will train an exponential number of 
models introducing only an additive linear cost factor of time and memory [54]. 
  

Initial network After applying dropout 
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2.3 Object Detection History 

 
The history of object detection is closely related to the history of image 
classification. The first methods used to solve the image classification problem 
consisted in image matching, using handcrafted features to compare images. 
The first handcrafted features used for this purpose were very simple, like for 
example the corner detector presented in [63]. Handcrafted features became 
more complex and effective. Some of these new introduced features had better 
generalization capabilities thanks to translation and scale invariance 
properties. Noticeable examples are Scale Invariant Feature Transform (SIFT) 
[64] and Histogram of oriented Gradients (HOG) [65, 66]. 
  
After that machine learning based approach started to become popular, the 
image matching approach was abandoned in favor of a combination of 
handcrafted features and machine learning approaches. A remarkable example 
of this technique is the facial recognition system presented by Viola and Jones 
in 2001 [67]. This technique was so effective that is still used nowadays. 
  
A novel approach to the problem was presented by C. Gu et al in 2009 [68]. In 
their paper they proposed an interesting image representation approach 
inspired to bag of words, were objects were represented as a bag of hierarchical 
subcomponents. The images were then compared using handcrafted features 
extracted from the subcomponents.  
 
During the years 2010-2012 image classification slowed down, the only 
improvements came from creating ensembles or from slight improvements of 
successful methods [13]. At the same time a lot of attention started to be drawn 
to Convolutional Neural Networks (CNNs), since this approach started to see 
the firsts successful applications in many domains, such as speech recognition 
in 2010 [69]. In 2012 image classification had a huge step forward, thanks to 
the first successful application of CNNs on this domain presented by Krizhevsky 
et al in [41]. 
 
Object detection used to be done using image classification techniques on 
portions of the image called region proposals. The first systems of object 
detection used to generate region proposals by sliding on the whole image a 
bounding box and trying to detect objects inside the bounding box using some 
image classification technique [64, 65, 70, 71]. Such process is called sliding 
window approach. Is easy to see that this process was inefficient and quite 
naïve. Applications of this approach can be seen in [71]. 
 
The sliding window approach was substituted by R. Girshick et al. in [13] by a 
smarter approach in “Regions with CNN features” (R-CNN) and based on 
selective search [72]. This new approach reduced the number of accesses to the 
convolutional network by generating a smaller number of more meaningful 
region proposals. However, it still required too many accesses to the CNN and 
the prediction time was still too slow and not suitable for real time applications. 
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Figure 2.3.1. Structure of R-CNN, adapted from [13]. From left to right: given 
an input image selective search will select around 2000 regions proposals that 
may contain an object. The region proposals are represented as yellow 
rectangles in the figure. For each of the region proposals, the portion of the 
image containing the object will be cropped using region pooling. The feature 
extraction network will extract features from the cropped region and the last 
layer of R-CNN, an SVM, will classify the cropped region as one of the possible 
objects or as background [13]. 
 
Nowadays object detectors are usually composed by a Convolutional Neural 
Network (CNN) which extracts features from the input image and some fully 
connected layers that take as input the features extracted by the feature 
extraction network and outputs the estimated position of the object in the 
image, its predicted class and the confidence of the prediction. A schematic 
representation of this structure can be seen in Figure 2.3.2. 
 
The training approach used by R. Girshick et al. in [13] became soon a common 
practice. Due to the lack of annotated data for training object detectors, they 
decided to first train the full network on a dataset of images for classification 
like ImageNet [12], then they substituted the fully connected layers of the 
network with a new classifier (SVM in this case) and, using the convolutional 
network as a feature extractor, they fine-tuned the SVM. This approach is 
commonly known as transfer learning and has become a standard in object 
detection. In this thesis we will use a similar transfer learning technique to train 
our object detectors. 
 
R-CNN was improved by Fast R-CNN [73] where the image features were 
extracted only once on the full image, portions of the extracted features were 
then sampled using the region proposals found using selective search.  
 
At this point selective search was the speed bottleneck of the algorithm. A speed 
boost was introduced by Faster R-CNN [74], where the selective search 
algorithm was substituted by a neural network trained to propose regions 
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starting from the features extracted by the feature extraction network. So, we 
had that the region proposals were then found using the features extracted from 
the image and not 
anymore from the image itself.  
  

Figure 2.3.1. Structure of Faster R-CNN, adapted from [74]. From left to right: 
the feature extraction network will extract features from the full image; the 
feature maps are fed to a region proposals network that will extract some region 
proposals. For each region proposal, a subset of features will be sampled by 
cropping the feature maps. The subsampled feature map is then fed to the fully 
connected network that will classify the region as one of the possible objects or 
as background [74]. It is important to notice the main differences between R-
CNN [13] in Figure 2.3.1 and Faster R-CNN [74]: in the latter the region 
proposal and region pooling has been moved after the feature extraction 
network, and the region proposal algorithm used is not any more selective 
search but is a FNN. 
 
Faster R-CNN represented the state-of-the-art for object detection for many 
years. R-CNN, Fast R-CNN and Faster R-CNN together with other object 
detection architectures, represented what it has been defined as two stages 
detectors [6]. This name comes from the fact that this family of detectors uses 
a first network to extract region proposals and then, after the region features 
pooling, it uses a second network for classification. Other approaches, defined 
one-stage detectors, have been developed concurrently to two stages detectors. 
One stage detectors techniques, like You Only Look Once(YOLO) [4] and Single 
Shot Detector SSD [75], are techniques that propose the one object recognition 
process as an end-to-end task, where the input image is processed by a CNN 
that will output bonding boxes and predicted classes in one single shot. 
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One stage detectors have been originally proposed as faster object detectors for 
real time detection, which on the other hand have lower performances then two 
stages approaches like Faster R-CNN.  

 
 
Figure 2.3.2. Structure of Yolo, adapted and simplified from [4] 
   
A new formulation of the loss function introduced by Lin et al. in RetinaNet [6] 
relaunched one stage object detectors with very promising results.  RetinaNet 
outperforms their counterparts two stages and other one stage object detection 
algorithms and is the object detection technique used in this thesis study. More 
details about RetinaNet can be found in paragraph 2.7. 

2.4 Mean Average Precision for Object Detectors 

Mean Average Precision (MAP) is the standard metric for evaluating 
performances of object detectors. It has been introduced in the field of object 
detection in the 2010 edition of the Pascal Visual Object Challenge (Pascal VOC) 
[32]. Before jumping to the definition of Mean Average Precision it is important 
to first define some key concepts used in this metric.  
 

2.4.1 Intersection over Union 

 
The intersection over union (IoU) is a metric to measure the overlap of two 
polygons. In object detection is used to measure the overlap between bounding 
boxes. IoU is defined as the ratio between the area of the figure obtained 
intersecting the two polygons divided by the area of the figure obtained by 
uniting the two polygons [32]. It is easy to understand that IoU is a number 
between 0 and 1. 
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Figure 2.4.1 Visualization of Intersection over Union. Image adapted from [76]. 
 

2.4.2 Precision and Recall 

 
In order to better understand these metrics, the following example problem is 
going to be used. Suppose of having a table with 5 apples, the problem is to score 
the performance of an object detector of apples. Suppose now that the output 
of the object detection is the one represented in Figure 2.4.2 

 
 
 
Figure 2.4.2 Visualization of the apple detection scoring problem example. The 
green squares represent correct detections, the red squares represent a wrong 
detection. Notice that the apple in the bottom right corner has not been 
detected. 
 
In order to understand this metric, it is crucial to familiarize with the terms 
predictions and ground truth. When an object detector receives an image as 
input it will output a set of predictions that represent the objects predicted to 
be inside the image with their relative positions expressed as bounding boxes. 
Each prediction is composed by a bounding box, a predicted class and a score 
value [11]. The ground truth is the set of predictions considered correct for a set 
of images [77]. In practice the ground truth is the set of annotations of a dataset 
of images.  
 
Before explaining the Precision and Recall metrics it is useful to understand the 
meaning of true positives (TP), false positives (FP) and false negatives (FN) in 

Input Output 
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object detection. These values are usually computed for different IoU scores. 
This means that fixing an IoU score as threshold a detection is correct if the IoU 
between the predicted bounding box and the ground truth bounding box is 
greater or equal to the threshold IoU [32]. A typical value for the threshold IoU 
is 0,5. 
 
True positives are detections with a bounding box that overlaps with a ground 
truth bounding box with an IoU value bigger or equal then the IoU threshold 
and the predicted class is the same of the ground truth class. In cases where 
more than one prediction overlaps with the same ground truth bounding box, 
only the prediction with the highest IoU with the ground truth bounding box is 
considered as true positive, all the others are considered duplicate detections 
and are treated as false positives [77]. In Figure 2.4.2 the true positives are the 
4 green boxes.  
 
False positives are: 

• duplicate detections  
• misclassified detections: predictions with a predicted class different to 

the actual class of the closest ground truth bounding box.  
• confusions with background: predictions that do not overlap with any 

ground truth bounding box or that overlap with an IoU value smaller 
than the threshold IoU.  

In Figure 2.4.2 the false positives are the 3 red boxes. 
 
False negatives are ground truth bounding boxes that do not have a predicted 
bounding box overlapping with an IoU value greater or equal to the threshold 
IoU [77]. 
 
There are no true negatives in object detection.  
 
The sum of the number of true positives with the number of false positives 
corresponds to the total number of predictions and the sum of the true positives 
with the false positives corresponds to the total number of ground truth 
bounding boxes. 
 
Given the above definitions, precision is defined as the ratio between the 
number of true positives and the number of all predictions, and recall is defined 
as the ratio between the number of true positives and the number of all ground 
truth bounding boxes.  
 

PQR = ST
ST=UT                                                    [77](2.4.1) 

 
VRW = ST

ST=UX                                                   [77](2.4.2) 

 
Precision can be seen as the probability that a given prediction is correct, and 
recall can be seen as the probability that an object is detected. In the example 
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in figure 2.4.2 the precision is equal to 
Y

Y=Z = 0,57 and the recall is equal to 
Y

Y=<= 

0.8 
 

2.4.3 The Precision-Recall curve 

 
The precision and recall defined in the previous paragraphs are valid for not 
scored predictions. In order to compute the mean average precision, the 
predictions of the object detector need to be scored by a confidence value 
between 0 and 1, where 1 means that the model is very confident about the 
prediction. With scored predictions it is possible to compute the Precision-
Recall curve.  
 
The Precision-Recall curve is a receiver operating characteristic curve (ROC 
curve) where at the horizontal axis there are recall values and in the vertical axis 
there are precision values [77]. Precision and recall values are measured at 
different confidence scores [77]. In other words, given all the predictions over 
the test dataset, for each confidence score of each prediction the precision and 
recall values are evaluated using equations 2.4.1 and 2.4.2 without considering 
all the predictions with a confidence score lower than the confidence score in 
consideration. The values of precision and recall calculated in this way are then 
plotted on the above-mentioned Precision-Recall space. An example of 
Precision-Recall curve is represented in Figure 2.4.3: 
 

 
 
Figure 2.4.3 Examples of Precision-Recall curves. In the plot above two 
Precision-Recall curves are represented in blue and green. 

2.4.4 Mean Average Precision (MAP) 

 
All the tools to understand the definition of mean average precision has been 
defined in the above paragraph. The definition of MAP comes from the 
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definition of average precision(AP) given in [32] and it is equal to the average 
of eleven precision values obtained by interpolating the precision-recall curve 
on eleven equally spaced recall values from 0 to 1 (equation 2.4.3). For each 
recall value, the interpolated precision value is obtained by taking the 
maximum precision value among all the precision scores with an associated 
recall value greater or equal than the recall value in consideration (equation 
2.4.4). In the graph in figure 2.4.3 the eleven recall values with their respective 
interpolated precision values are represented as green and blue dots on the two 
Precision-Recall curves.  
 

AP = 	 111 % ](,D>^_(Q)																											
^∈(.,..<…<)		

[78](2.4.3) 
 
 

](,D>^_(Q) = max^̃:^̃k^ ](Q̃)																																				[78](2.4.4) 
 
Where ](Q̃) is the precision value associated with the Q̃ recall value[32]. 
 
The AP is the measure of performances relative only to one class.  Usually in 
object detection it is interesting to detect objects appertaining to more than one 
class. The mean average precision measures the performances of the object 
detector on the multiclass detection problem and is obtained by averaging the 
values of average precision of each class.  
 
As introduced in paragraph 2.4.2 the precision and recall can be computed by 
setting the IoU threshold to any value between 0 and 1. The MAP is usually 
computed using 0.5 as IoU threshold. The shorten notation to indicate that a 
value of MAP is computed by fixing a certain value of threshold IoU is indicated 
with the notation MAP@IoUths, so for a threshold IoU of 0,5 the notation will be 
MAP@0,5. Another common values of threshold IoU are 0,75 to express the 
performances of the model in a more precision demanding task. Another 
common metric used to measure the performances of object detectors is the one 
used in the COCO challenge [33], indicated with the notation MAP@[0.5...0.95]. 
The MAP@[0.5...0.95] is obtained by averaging the MAP values obtained using 10 
equally spaced values of IoU in the interval from 0.5 to 0.95 as threshold IoU. 

2.5 Synthetic data generation  

 
Convolutional Neural Networks are a very powerful tool that outperformed all 
other machine learning techniques in computer vision tasks [38]. Using such 
tool comes at the cost of having very big annotated datasets of images. The 
production of these datasets is usually performed manually, by annotating 
images one by one [20]. The time spent by a human to annotate one image 
varies depending on the task the image is meant to be used for. Annotating 
images for these tasks can take from some seconds to dozens of minutes per 
image [7]. The size of the datasets required to fully train a CNN is in the order 
of 1 million images [79]. Thanks to transfer learning this number can be 
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reduced to the order of some thousands. Generating thousands of images is still 
very labor intensive. Moreover, the manual annotation is subjective, and results 
may vary from person to person - two people may annotate the same image 
differently - resulting in introducing noise in the training set [7].  In order to 
tackle these problems, several automatic synthetic data generation techniques 
have been proposed. Using synthetic data generation techniques, it is possible 
to generate images and annotations automatically. The generated annotations 
will be much more precise than annotations generated by humans [7]. The most 
used generation techniques can be grouped in two categories: one based on 
CAD models and the other based on Cut-Paste. The relevant literature of the 
two categories will be analyzed the following paragraphs. 
 

2.5.1 CAD model based   

 
Before analyzing the relevant literature, it is useful to give some definitions. A 
CAD model is virtual representation of a real object created with a CAD 
software. The geometry of an object is encoded in the CAD model as a polygon 
mesh, a tridimensional polygon. The mesh doesn’t have any visual property like 
colors or light reflection or refraction properties. A CAD model may also have a 
texture. The texture encodes the visual properties of the objects. Intuitively a 
mesh can be seen as a white statue and the texture can be seen as the paint that 
colors the statue. 
 
A Computer graphic software (CGS) (like Blender) is a program that can be used 
to manipulate CAD Models. With a CGS is possible to place objects (represented 
by their CAD Models) in a virtual 3-dimensional space, assigning them a 3D 
position and an orientation with respect to the 3 axes and the origin. The virtual 
world together with the objects inside it and with their relative position is often 
called scene. A CGS is usually accompanied by a rendering engine. The 
rendering engine (like cycle render or corona renderer) is the software 
responsible for translating the information encoded in the 3D world of the CGS 
to an actual picture. This translation process is called rendering. 
 
Computer Graphics made huge steps forward in the last decade. The realism 
achieved by rendering engines allows to create photorealistic images often hard 
to distinguish from real images. For this reason, this technique is very appealing 
to be used for generating training images for computer vision tasks. This 
approach of generating images is usually performed by setting up a scene in a 
computer graphic software like Blender [23, 80] or Unity 3D [7, 81] and then 
rendering several images using a script. 
  
Some approaches try to set up scenes as much realistic as possible [34, 82], 
others try to set up pseudo realistic scenes [7, 79]. Setting up such scenes for 
new objects is time expensive and the time required to recreate realistic scenes 
may nullify the advantages coming from this approach. A recent work from 
Tremblay et al. shows that using domain randomization it is possible to achieve 
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results comparable with realistic scenes datasets without putting all the effort 
necessary to achieve high level of realism [20]. 
  
In some computer vision tasks, where annotations are particularly difficult to 
generate, the usage of images generated from CAD models for training is more 
standard than using real images. Pose estimation are clear examples of this 
trend [16, 83]. Training using images generated from CAD models in 
combination with real images has often lead to better performances then using 
only real images [7, 21, 80]. Mixing synthetic images with realistic images is a 
practice known as data augmentation. A noticeable example, presented in [80], 
shows how adding 100 synthetic images per class to a dataset of real weakly 
annotated images significantly improves the performances in the object 
segmentation task when evaluated with real images. Tian et al. in [7] present a 
dataset of synthetic images generated using Unity 3D for depth estimation, 
semantic segmentation, object detection and optical flow. The dataset they 
generated aims to represent urban scenes in a city, modelling realistic traffic 
conditions, the textures they used are not photorealistic. However, in [7] they 
shown that augmenting a dataset of real images using their synthetically 
generated images improves the performances in the object detection task when 
evaluated using real images.  
 
The data generation technique presented in [21] by Rozantsev et al. differs from 
the one presented above for its simplicity and generality. Instead of setting up 
realistic scenes, they just rendered the object in front of a flat background and 
then used some post processing techniques to merge the object with the 
background, in such a way the rendered object looks as part of the background. 
They showed that augmenting a dataset of real images using images generated 
in that way improves the performances in the object detection task. The object 
that they tried to detect where airplanes, cars and drones.  
 
Training using only images generated from CAD models has seen many 
successful applications in the past. For the object detection task, the most 
famous example has been presented by Peng et al. in [14].  In their paper, they 
used a similar generation technique of [21] and they compared the effect of 
different backgrounds and different textures when training object detectors on 
synthetic images and testing on real images. Their data generation algorithm, 
similarly to [20], uses domain randomization for generate images, randomizing 
background and textures. More specifically, each image is generated by setting 
a random picture in the background, assigning a very simplified texture to the 
object and rendering the object at the center of the image. In each image the 
objects are rotated in a different position. This technique is very easy to 
implement, and it can be used to generate images of any kind of object.  
 
A very similar technique has been used by Sun et al. In [84], they created a 
dataset of synthetic images for object detection, with the specific aim to solve 
the domain adaptation problem. The only difference between the generation 
technique of [14] and [84] is that in the latter also the texture of the rendered 
object is set at random form a set of images.  
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Jabbar et al. in [23] presented a proof of concept where they trained an object  
segmentation model using only 3D rendered images. In their work, they also 
compared the performances between two rendering engines: Unity 3D and 
Blender. The former is designed for games, so it allows real time rendering, the 
latter takes more time for each image, but the resulting images are much more 
photorealistic. In their experiments they showed that the segmentation 
performances of the model obtained using images rendered with Blender are 
way superior than the ones rendered with Unity 3D. Also other researches 
preferred Blender as a software for image generation [23, 80]. Furthermore, 
Blender is open source and it exposes a python scripting API that allows 
automatic images generation. For these reasons Blender is the CGS used in this 
study. 
 
Very recent approaches combine Generative Adversarial Networks with images 
generated from CAD models for generating training images. Peng et al. in [85] 
used a generative adversarial network to color images synthetically generated 
from CAD models. The images generated in this approach don’t look very 
realistic but empirical results shows that this domain adaptation techniques 
outperformed other state of the art techniques for domain adaptation in the 
object detection task [85].  
 
The success achieved in computer vision tasks in conjunction with CAD models 
data generation suggests that this data generation technique has a huge 
potential and that this technique is a powerful tool for synthetic data 
generation. 

2.5.2 Cut-Paste based 

 
Cut-Paste methods are not as popular as methods based on CAD models. By 
researching papers on this topic on Google Scholar it is possible to find less 
papers and each of these are cited much less times than papers about methods 
based on CAD models.  
 
This technique consists in extracting objects from some images, separating the 
object from the background, and pasting it on other images. Figure 2.5.1 shows 
a visualization of this process.  
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Figure 2.5.1 Visualization of the Cut-Paste image generation technique.  
 
The biggest problem arising when using this technique is that it is highly 
dependent from the segmentation of the object in the input image. As it will be 
shown in the empirical results, the quality of the segmentation of the object 
influence drastically the quality of the generated images. In object 
segmentation tasks this is not an issue, because the annotations are indeed a 
high-quality segmentation of the object that can be used to cut the object form 
the image. An example of this process is presented in [18]. In other cases the 
segmentation of the object is not available so it is necessary to use heuristics 
like GrabCut [86] to extract the object from the image, as it has been done in 
[26]. Other techniques uses neural networks to extract the object from the 
image, examples of this techniques can be found in [15] and [87]. 
 
Khalil et al. in [18] compared the performances of an object detector trained on 
real images with the performances of an object detector trained with a dataset 
of the same size but where the majority of the images where generated with the 
cut-paste method. They showed that the performances of the second object 
detector where very similar to the performances of the first one. In their paper 
they also showed that augmenting the original dataset with synthetic images 
generated with the cut-paste generation technique improves the performances 
of the object detector. Their experiment suggests that cut-paste methods can be 
effectively used as a data augmentation technique when it is available an 
accurate segmentation of the object. A similar experiment of Alhaija et al. 
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presented in [25] confirm the result obtained by Khalil et al. in [18]. Their 
dataset was specific for urban scenes, whereas the dataset used in [18] was 
general. In [25] they also tried to generate very realistic images, and their 
results show that data augmentation combined with 3D CAD models data 
augmentation gives better results than using augmentation with 3D CAD 
models only.  
 
Dwibedi et al. in [15] and Georgakis et al. in a concurrent work presented in[26] 
propose to train an object detector using only synthetic images generated with 
the cut-paste method. The objects they tried to detect were kitchenware. Their 
aim was to detect different objects from different viewpoints. For this reason, 
they both used images collected from the BigBIRD Dataset [88]. This dataset 
contains pictures of a set of objects on a white background in different 
viewpoints. The pictures have been obtained with a set of cameras at different 
heights and a turning table to rotate the object. Since also the aim of this thesis 
is to detect objects from different viewpoints, a dataset of images similar to [88] 
has been generated. The results obtained from the two concurrent papers is 
particularly interesting for our case. They both tried to detect the same objects, 
extracted from the BigBIRD Dataset [88]; they evaluated their results on the 
same dataset (GMU-Dataset [89]) and they used  quite the same cut-paste 
technique. The main difference between the two approaches is that in [15] the 
objects are pasted randomly whereas in [88] the objects are pasted on flat 
surfaces, in order to recreate realism. The surprising result shows that the 
random method used in [15] performs better than the complex method used in 
[88]. For this reason the method used in this thesis for generating images using 
the cut-paste approach is very similar to the one presented in [15].  
 
Wu et al. in [90] used a cut-paste based method to create a synthetic dataset of 
images for object segmentation in the use case of homogeneous object clusters 
(images representing multiple instances of the same object). This example 
shows that synthetic data generation can be very useful for incorporating prior 
knowledge in the training set when real data does not exist. In [90] the prior 
knowledge that they incorporated was that the images are composed of multiple 
instances of the same object. They showed that the model trained using 
synthetic data outperforms models trained on realistic images not representing 
homogeneous object clusters. 
 
The cut-paste generation technique has been recently re-proposed by Remez et 
al. in a project that combines the intuition of the cut-paste generation technique 
with Generative Adversarial Networks. In [87] they presented a method for 
generating synthetic images for object segmentation using an object detection 
dataset with bounding box annotations only. Their result represents the current 
state of the art for learning object segmentations using object detection 
annotations.  
 
As we discussed so far, the cut-paste method achieved great results in synthetic 
data generation. These results suggest that also the cut-paste is a good 
candidate for synthetic data generation in many applications.  
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2.5.3 Other Synthetic Data Generation Techniques 

 
In recent years Generative Adversarial Networks (GANs) has been introduced 
and used for synthetic image generation. A GAN is a model composed by two 
networks: a generative network and a discriminative network [91]. The former 
network will be trained to generate synthetic images and the latter will be 
trained using images generated from the former network and real images to 
classify images as real or synthetic[91]. So, the aim of the generative network is 
to “fool” the discriminative network by generating realistic images and the aim 
of the discriminative network is to distinguish between real and synthetic 
images [91].  At the end of the training procedure the generative network can 
be effectively used to generate images.  
 
Applications of GANs in combination with CAD models and cut-paste 
generation technique has already been mentioned in the previous paragraphs, 
respectively referring to [85] and [87]. GANs has been also used as a standalone 
image generation process. Examples of these projects can be found in [92] and 
[93]. In [92] GANs has been used for generating synthetic images of  car plates 
and in [93] for generating synthetic images of some markers on the back of 
bees.  
 
Even if GANs based synthetic image generation techniques are very promising 
they are not going to be used in this thesis. There are several reasons for this 
decision. First of all, GANs are still in the early stage of research, so, they are 
quite unstable. An attempt of generating training data for the object detection 
task has been presented by Kislyuk in [94] and shows that so far GANs cannot 
be easily used for this purpose when the image resolution is more than 100 x 
100 pixels. Moreover, there is not a standard technique for image generation 
using GANs whereas CAD models and the cut-paste generation techniques are 
more mainstream.  
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2.6 Domain Adaptation and Transfer Learning 

 
Images generated synthetically will look different than real images (except in 
some rare and specific cases). More formally, the images on which we want to 
run inference appertain to a domain different from the domain of images used 
to train the model. The problem of running inference on instances appertaining 
to a domain training on samples coming from a different domain is a well-
known problem in the broader field of machine learning. This kind of problem 
is usually called domain adaptation. In domain adaptation problems, the 
domain used for running inference on is referred as target domain and the 
domain from which the training instances are drown is referred as source 
domain [95]. The performances of a learner will increase proportionally to the 
similarity of the two domains. When comparing the performances of a model 
trained on synthetic data with respect to a model trained with real data, it is 
important to keep in mind that the performances of a model will decrease even 
using real data coming from a different domain. It has been shown that CNNs 
are highly susceptible to domain shift [96], so it is a problem to take into 
consideration. 
 
Several previous works tried to tackle the specific problem of domain 
adaptation in computer vision tasks with general solutions [84, 85, 97, 98]. A 
very recent work from Chen et al. proposed in [99] a reformulation of Faster-
RCNN combined with Generative Adversarial Network for integrating domain 
adaptation in the object detector structure itself. Even if all of these solutions 
have shown good results, none of them has been affirmed as standard in 
computer vision tasks and for this reason they are not going to be used in this 
thesis.  
 
A standard domain adaptation technique that has seen successful applications 
in different domains is transfer learning [100]. Transfer learning is performed 
by initializing the weights of a Convolutional Neural Network with the values of 
weights of another network previously trained on a similar dataset [13]. In 
section 2.2.3 it has been said that, before starting the training process, the 
weights are sampled from a distribution. In real applications weights are rarely 
initialized from a distribution, weights are usually initialized using transfer 
learning. The operation of initializing the weights of a layer of a CNN with the 
values of the weights of the layer of another CNN is usually referred as 
transferring a layer [101].  
 
The reason why transfer learning has been so successful is because the structure 
of CNNs has become deeper and deeper and this implies that more and more 
data and time is necessary for a CNN to be fully trained. Networks used in 
computer vision tasks for transfer learning are usually trained on the ImageNet 
Dataset [12] for a couple of weeks using very powerful GPUs. By using transfer 
learning, it is possible to train the network using much less data and in much 
less time. 
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When using transfer learning, it is possible to decide the layers to transfer and 
the layers to be initialized randomly from a distribution. Usually the first layers 
of a CNN are transferred, and the last layers are reinitialized. The intuition 
behind this practice is that the first layers will learn more simple and general 
features whereas deeper layers will learn more complex and dataset-specific 
features [57, 101].  
 
Another design choice to take when using transfer learning is whether to modify 
the weights of the transferred layers during the training procedure or not. The 
procedure of modifying the weights is referred as fine-tuning and the procedure 
of leaving them unmodified during the training is often referred as freezing the 
weights. Several discussions has been raised about what works best [22, 101], 
in general it depends from the dataset. In the case of synthetic training using 
CAD models we find examples showing that freezing features leads to incredible 
boosts in performances, like in [22], and cases where it leads to worst 
performances like in [17, 20, 24]. This thesis will follow the findings of [101] 
which suggests that finetuning leads to similar or better performances then 
freezing features. This design choice is justified by the fact that the objects this 
thesis aims to detect are quite rare and presents specific visual characteristics 
of light reflection and so with finetuning it will be possible to discover more 
unique low-level features that will help the object detection. 
 

2.7 RetinaNet 

 
RetinaNet is a recently introduced one stage object detector introduced by Lin 
et al. in [6]. RetinaNet improves the Resnet-FPN network architecture 
presented by Lin et al. in [102] introducing a novel loss function called focal 
loss. The main innovations of RetinaNet will be reviewed in the following 
subparagraphs. 
 

2.7.1 Residual Networks (ResNets)  

 
CNNs are usually obtained by stacking different convolutional and pooling 
layers grouped in stages in such a way the input of a stage is the output of the 
previous stage. As said in the previous paragraphs a deeper neural network will 
have more parameters. Intuitively a network with more parameter should be 
able to better fit a training set then a shallower one. An interesting experiment 
presented by He et al. in [103] shows that in real application the results do not 
follow this scheme. In their work they indeed compared the training errors of a 
network with 56 convolutional layers with a network with 20 layers, showing 
that the shallower network has better performances on the training set. In [103] 
they pointed out that such problem was due to the approximation made by the 
solvers (Stochastic Gradient Descent or Backpropagation) that did not manage 
to train deeper networks, causing problems of gradients explosions or 
vanishing [103]. This experiment showed that it is not possible to obtain 
trainable very deep networks simply stacking more convolutional layers, but a 
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further tweak to the basic structure is necessary. In [103] they introduced a new 
approach to CNNs that allows training very deep networks and to achieve state-
of-the-art performances. Thanks to their tweak they achieved the first position 
in the ImageNet challenge 2015 edition. Their main idea is to reformulate the 
learning process by changing the function to be learned. Assuming that CNNs 
are able to asymptotically approximate complex functions, if the aim of a stage 
of a CNN is to learn the function H(x) they reformulated the network 
architecture in such way the function to approximate is decomposed in its 
residual components: H(x) = F(x) + x. This effect can be obtained by explicitly 
modifying the structure of the network as explained in figure 2.7.1. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 2.7.1 A basic building block of a residual network. Image adapted from 
[103]. 
 
So, this effect is obtained by adding to the activation function of the last layer 
the input of the first layer of the building block. In this way the network will 
have to learn the residual function F(x) instead of H(x) [103]. For this reason, 
this new network configuration has been called Residual Network. The 
empirical results showed that learning F(x) instead of H(x) is much easier for 
the solver and allows deeper networks to be trained. In [103] they showed that 
the ImageNet Classification challenge of 2015 was won using an ensemble of 
networks with 152 convolutional layers, in the 2014 edition of the same 
competition the winner used GoogLeNet [104], a network with 22 convolutional 
layers.  
 
Increasing the depth of a CNN allows to train networks with less filters then 
shallower but wider networks, obtaining even better results. This means that 
also the complexity of the network can be reduced. Consequently, the training 
time and the prediction time is also reduced. He et al. compared Resnet152, a 
network with 152 convolutional layers, with VGG16 [105], a network with 16 
convolutional layers, showing that the former has a complexity way lower than 
the latter [103]. 
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Also in [103] they showed that residual networks can generalize pretty well, 
showing good performances on the object detection task, using the dataset of 
Pascal VOC 2007 edition as benchmark. The residual network presented in 
[103] was firstly developed for image classification and then adapted for the 
object detection task. Lin et al. modified the network presented in [103] with 
the aim of improving the performances on the object detection task [102]. The 
modifications to the network will be presented in the next section. 
 
For more details on the actual network architecture the reader is invited to 
check the relative paper [103]. 
 

2.7.2 Feature Pyramid Network 

 
As said in the previous paragraphs, a CNN extract features from a wide input 
volume of meaningless features to produce a deep but smaller output volume 
of features. This process is obtained by first extracting simpler features like 
edges and lines in the first layers and then combining them into more complex 
features in the deeper layers (paragraph 2.2.5). In the image classification task, 
having this kind of image representation is very useful, because an image is 
represented by very meaningful features coming from wider areas of the image. 
In other computer vision tasks, like object detection or object segmentation, 
this compressed representation of the image can have a negative impact on the 
precision of the generation of objects boundaries. For these reasons some 
approaches aimed to perform object detection using low-level features from the 
first layers combined with the high-level features from the last layers [102].  
 
A notorious example of this approach is Single Shot Detector (SSD) [75]. SSD 
uses features extracted at different layers of the CNN as input of the fully 
connected layers. In this way, features extracted at the first layers of the CNNs 
are combined with features extracted in deeper layers using the fully connected 
layers. This peculiarity of SSD allows this system to perform better than its 
counterpart You Only Look Once (YOLO) [4] that uses features coming only 
from the last layer. The main problem of SSD was that the features were taken 
without any modification and this did not allow to sample features at the very 
early layers of the network because these features were too meaningless [102].  
 
A similar approach of SSD was adopted by Lin et al. In [102] they proposed a 
method for combining features extracted at different layers of the CNN into 
more detailed and meaningful features. The method they used was called 
Feature Pyramid Network (FPN).   More in details: features are firstly computed 
in the classical method using what they called the bottom-up pathway. The 
features computed at different levels of the CNN are stored for later reuse. The 
highest-level features are then combined with lower level features in what is 
defined top-down pathway. Since after each stage the width, high and the depth 
of features maps change, the features of a deeper layer from the shallower layer 
are transformed to have the same sizes. The smaller high-level features of the 
deeper layers are up sampled and convolved with the lower level features 
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coming from the shallower layers using a 1x1 convolution. The two modified 
features volumes are then just summed up together. This process is repeated 
combining the features obtained in this way with features evaluated at 
shallower levels of the CNN, until the very first layers of the network.  The sets 
of features obtained at the different steps of the top-down pathway are then fed 
to the fully connected layers for the actual detection.  
 

Figure 2.7.2 Scheme representing how the features are combined in a FPN 
[102]. The thickness of the line corresponds to how much the features are 
meaningful. Image adapted from [102].  
 
Contrary to SSD, this technique of combining features allows to use very low-
levels features efficiently, leading to better performances. Moreover, combining 
features from different levels of the CNN makes the network more scale 
invariant[102]. This property is particularly appealing for the object detection 
task. 
 
It has been shown in [102] that combining FPN with Resnet [103] produces very 
good results in the object detection and object segmentation task. This 
combination has been called Resnet-FPN. Based on the number of 
convolutional layers used in the Resnet network the networks changes its 
names to Resnet50-FPN or Resnet101-FPN. These last networks are the CNNs 
used by Lin et al. in RetinaNet [6]. Resnet50-FPN is the Convolutional Network 
Architecture that has been chosen in thesis work for its great performances in 
terms of execution time and precision in particular. 

2.7.3 Focal Loss 

 
Focal Loss is the innovative formulation of the loss function specifically 
designed for one stage detectors introduced by Lin et al. in RetinaNet [6]. 
 
When training a CNN for object detection, the network will have to distinguish 
between proposals containing an object and proposals containing background. 
The number of boxes proposals is in the order of thousands but the objects 
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actually present are very few. Considering the problem of distinguishing 
between objects and background as a 2-class classification, the number of 
examples appertaining to the positive class and the negative class is highly 
imbalanced. The class imbalance between the positive class and the negative 
class has always represented an issue for several machine learning algorithms 
[106]. In object detection the techniques proposed for facing the class 
imbalance are mainly based on hard example mining [6]. Hard example mining 
is obtained by selecting examples where the network performs the worst [53]. 
For example, a recent implementation of hard example mining called online 
hard example mining (OHEM) proposes to backpropagate the error only for 
examples where the network produces the highest error [53]. This modification 
to the training process shows to improve the performances of object detectors. 
Lin et al. proposed a new approach to the problem based on re-weighting the 
error of easily classified examples and error coming from hardly classified 
examples. More in details they propose a new loss function called focal loss and 
represented by following equations: 
 

lG(]D) = 	−(1 − ]D)m log(]D)																																[6](2.7.1)  
                                                
Where r is an hyperparameter between 0 and 5 that can be used to tune how 
much to downscale the effect introduced by easy classified examples [6] and  
 

]D = s ]														t#	! = 1,
1 − ]											u9ℎRQ*tvR																																			[6](2.7.2) 

                                  
Where ] is the predicted probability of the box containing an object and y is 1 if 
the bounding box contains an object and -1 otherwise [6]. 
 
Analyzing equation 2.7.1 it is possible to notice that when an example is 
misclassified ]D → 0 and consequently (1 − ]D)m → 1 . So, the scaling factor will 
not affect the loss much [6]. When an example is easily classified as background 
]D → 1 and(1 − ]D)m → 0. So, the impact on the loss is substantially reduced [6].  
 
Introducing this reweighting technique has a similar effect of hard example 
mining, but using equation 2.7.1 the transition between easy and hard examples 
is smooth and not a threshold like in [53]. Moreover, the method used in [53] 
completely discards the contribute coming from easy examples whereas focal 
loss does not [6]. 
  
It has been shown in [6] that using this loss function has much better 
performances then hard examples mining. 
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3 Methodology 

3.1 Choice of method 

In order to answer the research question:  
 

• Among the CAD model generation techniques, the Cut-paste generation 
techniques and a combination of the two techniques, which technique is 
more suitable for generating images for training object detectors in 
industrial scenarios? 

 
Diverse research strategies could be applied. In this paragraph the research 
approaches that could have been adopted to answer the research question are 
presented together with its strengths and weaknesses and the reasons that led 
to the chosen approach are exposed.  
 
The answer to the research question could be identified adopting a theoretical 
research method or an empirical research method. A theoretical research 
method that could answer the research question could consist in a literature 
study that analyses and compare the results obtained in different researches 
that adopt the different generation techniques. The advantages of using this 
research method are that the conclusions derived in this way are extracted from 
a variety of datasets and applications, and thus are less susceptible to noise and 
have a more general validity. In the problem domain addressed by the research 
there are several reasons that suggest that an empirical research method is 
more suitable than a theoretical research method. First of all, applications of 
synthetic generation techniques in industrial scenarios are almost absent in the 
literature. Moreover, in the literature it is not present any study that compares 
and combines the two techniques explicitly. In past studies, only one of the two 
techniques at the time is applied. Comparing the results obtained in different 
studies is unfeasible because the applications and the benchmark used are 
different and not comparable. So, trying to answer the research question 
adopting a theoretical research method would have led to inconsistent results 
or weakly defensible conclusions. Adopting an empirical research method on 
the other hand it is possible to compare the generation technique in a testing 
environment that is specifically tailored to answer the research question 
directly. For this reason, in this research an empirical research method based 
on an experimental research strategy has been adopted. Accordingly with the 
definition provided by Håkansson in [31], this research strategy is suitable in 
situations where system can be controlled to establish a cause-effect 
relationship between variables and results. 
 
The answer to the research question could come from a qualitative or a 
quantitative study. A qualitative study that could answer the research question 
could consist in comparing the benefits and the drawbacks of the two 
generation techniques. A quantitative study that could answer the research 
question could determine which technique is more suitable by setting up a 
benchmark that generates numerical results. The former research method has 
the advantage of comparing the two techniques using a broader range of 
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attributes, whereas the latter has the advantage of supporting the answer with 
quantitative results and thus can be applied to draw less arguable conclusions. 
This thesis work will adopt a quantitative rather than a qualitative research 
method because the qualitative attributes of the generation techniques cannot 
be easily compared to provide an answer to the research question. Moreover, 
using a quantitative research methods allows to compare the different 
generation techniques using numerical values; the comparison of numerical 
value is not only straightforward but will also provide less arguable conclusions. 
 
Given that an empirical research methods based on an experimental research 
strategy has been chosen, among the data collection methods presented by 
Håkansson in [31], only collecting data from experiments seems to be the only 
reasonable option. Thus, the only reasonable experiment structure that could 
provide meaningful data to answer the research question seems to be training 
an object detection model using synthetic images and collecting quantitative 
results assessing its performances. 
 
In object detection, the standard procedure used to assess the performances of 
a model is evaluating the Mean Average Precision score of the model over a 
dataset of test images. An ideal data collection would involve testing the object 
detection model using different datasets of images representing industrial 
scenarios. In order to have a fair comparison of the different generation 
techniques and to have meaningful results, the images of the test datasets need 
to be real images and thus need to be manually generated. Adopting such data 
collection would have led to more valid and general results. However, 
generating data for this purpose is very labor intensive and, since the resources 
available to conduct the research were scarce, generating different datasets of 
images representing different industrial scenarios is unfeasible. For this reason, 
the data collection is performed with experiments where only one test dataset 
is considered.  
 
The collected data could be analyzed qualitatively or quantitatively. A 
quantitative analysis could consist in analyzing the experimental results with a 
rigorous statistical test, like for example the Friedman test [107]. Performing a 
quantitative data analysis using a rigorous statistical test has the advantage of 
answering directly the research question providing solid evidences. The 
weaknesses of this approach is that it requires important amount of data. A 
qualitative analysis on the other hand could be performed simply using 
descriptive statistic. The advantage of using a qualitative analysis is that it can 
be performed with less data, but it lacks in generality. Moreover, considerations 
taken qualitatively are subjective and can be arguable. Although analyzing the 
collected data quantitatively is more appropriate in general, due to the scarcity 
of available data to perform experiments, a qualitatively data analysis will be 
performed by this research study to answer the research question.  
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3.2 Objects Classes  

 
For the case study taken into consideration 6 object classes will be used. The 
objects do not present any particular texture, they are all quite reflective and 
they are not colored. 
 
The parts can be grouped in 3 groups of 2 objects each: black plastic, metallic 
cylinder and mixed.  
 

• Black plastic: the two objects appertaining to this group present a very 
irregular shape, totally asymmetric, with sharp edges and with thin 
extremities. The material they are both made is a glossy black plastic. 
Their dimensions are around 20-30 cm. 

 

  
 

Figure 3.2.1 pictures of the black plastic objects. On the left black plastic1 
and on the right black plastic2. 

 
• Metallic cylinders: the two objects appertaining to this category are 

both made of a metallic material and they both have a cylindric shape, 
so they have many planes of symmetry. One is made of a dark steel and 
the other is made of gray steel, for this reason they are going to be 
referenced as black cylinder and gray cylinder. The black cylinder has 
spiky border, the gray cylinder has waved border. They both have a 
diameter of around 13 cm. The black cylinder is around 1 cm thick and 
the gray cylinder is around 4 cm thick. Since both objects are made of 
steel, they present strong reflective properties.  
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Figure 3.2.2 pictures of metallic cylinders. In the top row the gray cylinder and 
in the bottom row the black cylinder.  
 

• Mixed group: The two objects appertaining to this category are a bolt 
and a metallic square part. The bolt is a gray big metallic vent bolt, 
around 7 cm long, it is not particularly reflective, and it has many planes 
of symmetry.  
 

      
 

Figure 3.2.3 Pictures of the bolt from different viewpoints. 
 
The metallic square part is made of a gray metal and partially of black 
plastic, the metal is highly reflective. It shaped like a square with an edge 
of 10 cm and it is totally asymmetrical. 
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Figure 3.2.4 pictures of the metallic square part from different 
viewpoints. 

 
So, the six classes that are going to be used in this thesis as a case study are: 
 

• Black plastic 1  
• Black plastic 2 
• Black cylinder 
• Gray cylinder 
• Bolt  
• Metallic square part 

 
The object classes appertaining to the first group represent industrial use cases 
where the object to be detected have an irregular but clearly distinguishable 
shape and are made of the same material.  
 
The object classes appertaining to the second group represent industrial use 
cases where object involved are symmetrical and have similar high-level shape 
(cylindric) and material (metallic).  
 
The objects in the last group do not represent any industrial use case in 
particular but they have the function of giving a baseline for the other groups. 

3.3 Synthetic data generation  

 
Within the two main generation techniques different approaches have been 
proposed. Some approaches try to generate images as much realistic as possible 
[7, 25, 81, 108], other approaches generate unrealistic images using domain 
randomization, just by generating images where the object is visible on a 
random background [14, 15, 20]. Applications where the former approach leads 
to better results and applications proving the opposite have been shown. The 
latter requires less effort and produces much more general image generation 
techniques. For this reason, the image generation techniques proposed on this 
thesis will not try to generate realistic images but will use domain 
randomization.  
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In this paragraph the implementation details of the two data generation 
techniques are presented. 

3.3.1 CAD Models Image Generation Technique 

 
The images generated from CAD models have been generated similarly to [14]. 
The tool that has been used is Blender version 2.79b, an open source CG 
software. 
 
The scene has been set up in such a way there is the camera in a high position 
and orientated toward the ground, a plane with the background image in a low 
position, lower than the ground, and the objects that need to be rendered in 
between. 

 
 
 
Figure 3.3.1 Blender Scene setup used for generating images from CAD models. 
 
The field of view of the camera in Blender can be seen as a rectangular base 
pyramid, where at the apex vertex there is the camera. In the scene set up, at 
the base of the pyramid there is the background image. Everything that is inside 
the pyramid is fully visible, what is outside the pyramid is not. In the specific 
case study, the generated images have a resolution of 640x640, so the base of 
the pyramid is a square.  
 
Each image is generated by placing 1 or 2 relevant objects and 0 to 3 random 
objects in a random orientation inside the pyramid. The objects are placed in 
such a way they are inside the picture for at least the 80% of their visible surface 
and in such a way their bounding boxes do not overlap with an IoU value greater 

Camera 

Object 

Background Plane 
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than 0,5. The height of the object with respect to the background plane(the 
basis of the pyramid) is comprised between the 10% and the 80% of the distance 
between the plane and the camera (the high of the pyramid), in this way the 
object will not collide with the background plane and will not be too close to the 
camera.  
 
The scene is illuminated using only the ambient light, without using any other 
light sources. The image used as background is also used as “world texture”; in 
this way the ambient light will have the same colors of background picture and 
the objects will reflects these colors. 
 
Together with the object, also some other random objects are rendered inside 
the image. Similarly to [20], the images are generated using domain 
randomization. In this case domain randomization is obtained by randomizing: 
 

• The number of objects inside an image (1 or 2 relevant objects and other 
0 to 3 random objects) 

• the objects inside the image 
• the position and the scale of the objects 
• the background image and consequently the colors of the ambient light 
• the intensity of the ambient light 

   
The background images have been obtained from the first partition of the Open 
Images Dataset [109], a dataset of images annotated for computer vision tasks. 
The images have been filtered in such a way they do not contain the relevant 
objects and their resolution is bigger than 640x640.  
 
The CAD model used are a detailed representation of the real object geometry, 
however they do not have any visual property. The visual properties like color 
and reflectivity has been assigned manually using the PBR Material tool of 
Blender. Since the available CAD model data did not have any texture, it was 
the only option to give a photorealistic appearance of the object. Another 
possibility could have been to give a texture to the object using an image 
representing the surface of the object, however this option would have led to 
non-photorealistic results since it could not have encoded reflectivity and 
eventual transparency properties of the object. It took around half an hour per 
object to assign to each object a photorealistic material. The usage of this tool 
has been possible because the objects do not present any particular texture and 
they are made by one or two solid materials.  
 
The automatic images generation has been obtained using the Blender API for 
python. Using the Blender API for python it is possible to access the Blender 
objects and parameters from the python code and to render images 
automatically. Using the API, it is also possible to automatically get the 
bounding box annotation of the objects inside the image. 
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Figure 3.3.2 Picture rendered from the scene setup shown in figure 3.3.1. 
 
 
The easiness of implementation and the generality of the data generation 
technique presented in [14] heavily influenced the choice of the algorithm 
presented in this paragraph. The main differences between the algorithm used 
in [14] and the one used in this thesis is that in this thesis the object is rendered 
in a random position in the image, the scale of the object is not fixed and the 
texture of the object is photorealistic. The reason for the first two differences is 
that in [14] the object detection technique is translation invariant and quite 
scale invariant, whereas the object detector used in this thesis is not. The reason 
for the last difference is that using the PBR Material tool of Blender it is easy to 
assign a photorealistic appearance to the chosen objects. 
 
The difference between the generation process presented in this thesis and the 
one presented in [20] is that in this thesis work the texture of the objects are 
not randomized but fixed. The reason for this design choice is due to the fact 
that, in this case study, all the objects appertaining to a class are exactly the 
same and thus present always the same texture. 

3.3.2 Cut-paste Image Generation Technique 

 
The synthetic data generation process presented in this paragraph takes a lot of 
inspiration from the one based on CAD model and aims to reproduce images 
similar to the one produced with the other generation technique.  
 
The algorithm proposed in this section will follow the simple scheme expressed 
in figure 2.5.1. So, for each image some relevant objects are cut from an image 
(source image) and pasted on a background (destination image).  
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Due to the lack of an annotated dataset for object segmentation, the objects 
have been extracted from the source images using a color selection process, 
similarly to [90]. This means that each pixel of the source image is selected 
using its RGB values. The source images have been generated using a green 
background with the object in the center. The object is recognized in the source 
image because is the only non-green part of the image. 

 
 

Figure 3.3.3 Set up used to collect images of the object. 
 

The aim of the object detector is to recognize the objects from different 
viewpoints. So, the source images have to represent the object from different 
viewpoints. For this purpose, the source images have been taken using different 
camera positions around the object.  
 

 
 
 

        
Figure 3.3.4 Various positions of the camera used to collect source images of an 
object. 
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In order to have a big number of viewpoints the images have been extracted 
from videos. In each video the camera is rotated around the object as shown in 
figure 3.3.4. For very asymmetrical object more than one video per object was 
necessary because it was necessary to flip the object. 
 
The method used in [90] to extract a mask of the object from an image differs 
from the one used in this thesis work. A mask of an image is an array of the 
same size of the image that can be used to characterize pixels of the image. A 
binary mask of an image is an array contains only 0 and 1 values, each of these 
associated to the one pixel of the image; where 1 means that the pixel is selected, 
0 means that is not. A binary mask can be applied to an image to crop part of 
the image. In [90] the color selection was used to create a trimap, a mask with 
3 values: object, background and area of uncertainty. The trimap was then used 
as input for KNN matting [110] to produce an alpha mask. An alpha mask of an 
image is an array of the same size of the image where each value is a real value 
between 0 and 1 (extremes included). It has the same function of the binary 
mask with the difference that when the value is between 0 and 1 (extremes 
excluded) the pixel is selected within a given percentage. This means that when 
the alpha mask is used to extract part of the image, the pixels with associated 
alpha value between 0 and 1 (extremes excluded) will be a bit transparent. In 
this project the alpha mask has been computed differently.  
 
Since the objects are glossy, the reflective properties of the object can be 
encoded using the alpha mask. All the objects do not have any specific color, 
they are gray or black. In a colored RGB image all the pixels have three 
numerical values between 0 and 255, each value corresponding to the presence 
of red, green or blue in that pixel. The pixels colored as shades of gray have the 
same three RGB values. It is possible to distinguish the object from the 
background because each pixel of the background has a green value greater 
than the red and blue. If an object is reflective, the object will look greener and 
the value of red and blue will be a little lower than the value of the green. The 
difference between the green value, the red and blue value will be proportional 
to the reflectivity of the object. Given these intuitions, the formula used in the 
color selection to calculate alpha for each pixel is:  
 

x(Q, y, z) = 1 −	{|
(}~�)
Ä

Å 																																											(3.3.1)                                     
 
Where Q, y, z  are the red, green and blue value of each pixel and W  is an 
hyperparameter that can be used to include more or less the object. The value 
of alpha is set to 0 or 1 if it exceeds these two values. From equation 3.3.1 is 

possible to notice that when y − (^=Ç)
É   > c alpha is equal to 0 and when y −

(^=Ç)
É 	→ 0  the color of the object is close to a shade of gray and x → 1. If the 

object is reflective 0 < x < 1  and the object will appear slightly transparent 
during the blending with the background. An alpha mask can be visually 
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represented as a black and white image, where white means that alpha is close 
to 1 and black that alpha is close to 0.  

 
 
 
Figure 3.3.5 Result of the alpha mask extraction using equation 3.3.1 
 
The alpha mask can be used for blending two images together. Each value of the 
mask can be used as weight for averaging each pixel of two images. So, each 
pixel in the resulting image will be a weighted average of the pixels in the same 
position in the two images, where the value of the weights is indeed alpha. 
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Figure 3.3.6 Illustration of the blending operation of the source image with the 
background image using the alpha mask. Each operation is intended to be 
applied elementwise, so for each pixel value. 
 
Once obtained the alpha mask, the image generation is straightforward. Each 
synthetic image is obtained by blending one or two relevant objects and 0 to 3 
random objects on the background image, in such a way their bounding boxes 
do not overlap with an IoU value greater than 0,5. Similarly to the previous 
generation technique, also here is applied domain randomization. In the Cut-
Paste generation technique domain randomization is applied by randomizing:  
 

• The number of objects inside an image (1 or 2 relevant objects and other 
0 to 3 objects) 

• the objects inside the image 
• the position and the scale of the objects 
• the background image  

 
The randomization of the position of the object is obtained by choosing a 
random source picture of the object and by rotating and scaling the object in 
the background picture.  
 
Similarly to the previous generation technique, the background images have 
been obtained from the first partition of the Open Images Dataset [109]. 
 
The processes of color selection, alpha blending and automatic images 
generation has been implemented using the opencv library for python. 
 
From the alpha mask it is possible to obtain the bounding box of the object in 
the source image using one of the contour detection techniques explained in 
[111] and implemented in the opencv library.  
 
This technique can also be used to generate synthetic data for the object 
segmentation task.  
 

3.4 Real data generation  

 
In some object detection tasks, the objects appertaining to an object class can 
differ. For example, in the COCO object detection challenge the objects 
classified as car are different between each other, because, for example, there 
are different car models, or they have a different color. In this case study, the 
objects of each class are exactly the same, but they need to be recognized from 
different viewpoints. This kind of problems are very common in manufacturing 
applications, where it is necessary to recognize a component that is always the 
same.  
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In this thesis work, real images have been used for testing, for creating a 
baseline result and to test the synthetic data generation techniques for data 
augmentation.  
 
Real images have been collected in different scenarios, positions and light 
conditions, with the purpose of representing several possible scenarios where 
the object detection system could be applied.  
 
In order to better represents the possible domain shift usually present between 
train images and test images in real applications, the real images used for 
training and the one used for testing are taken in different setups and different 
locations.  
 
A total of 1000 real images has been collected and manually annotated. Each 
object has 400 bounding boxes on average and each picture contains 2.4 objects 
on average. 
 
The tool used for image annotation is LabelImg [112], a free software available 
online.  
  
 

3.5 Datasets description 

 
In the experiments performed in this thesis work to generate quantitative data, 
several datasets have been used. In this paragraph the labels used to refer to a 
dataset and the composition of the dataset are explained:   
 

• Real (Baseline): 500 real images. 
 

• Cadmodels: 10 000 synthetic images generated using the CAD models 
generation technique.  

 
• Cut-Paste: 10 000 synthetic images generated using the CUT-PASTE 

generation technique. 
 

• Synthetic: 10 000 synthetic images generated using the two generation 
techniques, 5 000   for each generation technique. 

 
• Cadmodels+Real: 10 000 synthetic images generated using the CAD 

model generation technique and the 500 real images of the “real” 
dataset. 

 
• Cut-Paste+Real: 10 000 synthetic images generated using the CUT-

PASTE generation technique and the 500 real images of the “real” 
dataset. 
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• Synthetic+Real: 10 000 synthetic images generated using the two 
generation techniques, 5 000 for each generation technique and the 500 
real images of the “real” dataset. 

 
• Test Dataset: 500 real images. 

 
 

It has been chosen to use 10 000 synthetic images because it is 20 times 
more than the number of the available real images and this ratio has 
been proven in [25] to be successful. 

  



59 
 
 
 
 

4 Results  

4.1 Results presentation 

4.1.1 Training using only Synthetic Data 

 
 
Table 4.1.1 Results of RetinaNet trained using datasets of synthetically 
generated images and one dataset of real images. The average precision for each 
object has been computed using a threshold IoU of 0,5.  
 
From the empirical results, none of the models trained using only synthetic data 
is able to perform as good as the model trained using real images. This result is 
in line with the result obtained in other researches [14, 18, 22, 23, 25].  
 
The results obtained using only synthetic images are in the best case 7,4% worse 
than the result obtained using real images. The model trained using images 
generated with the CAD models generation technique performs 61% better than 
the model trained with the Cut-Paste generation technique. Mixing images 
generated from the two generation techniques improves the performances over 
models trained using images generated using only one generation technique. 
The improvement is equal to 5,8% and 70% respectively over the model trained 
using only images generated with the CAD models generation technique and 
the model trained using only images generated with the Cut-Paste generation 
technique. 
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4.1.2 Synthetic data generation for data augmentation 

 
 
Table 4.1.2 Results of RetinaNet trained using datasets of real images 
augmented using synthetically generated images and one dataset of real images 
without data augmentation. The average precision for each object has been 
computed using a threshold IoU of 0,5.  
 
From the empirical results, all the models trained using data augmentation 
outperforms the model that is trained only on real images. The improvements 
in MAP@[0.5...0.95]  are from 7% to 9,5% in the best case. From these results it is 
possible to notice that mixing images generated using the two generation 
techniques improves the performances. The improvement in MAP@[0.5...0.95]   in 
this case is 2,1% over the models trained using datasets augmented with only 
one synthetic data generation technique. Although the model trained using only 
images generated with the Cut-Paste generation technique have poor results 
with respect to model trained using only images generated with the CAD models 
generation technique, using images generate with the Cut-Paste generation 
technique for data augmentation has a very similar result than using images 
generated using the CAD models generation technique.  
 

4.1.3 Qualitative Results 

 
In this paragraph some qualitative results are presented. The qualitative results 
are shown as test pictures with predictions augmented as bounding boxes. The 
predictions presented here have been made using the two top performing 
models: one trained using only synthetic images and the other one trained using 
synthetic and real images.  
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Figure 4.1.1 Some random test images with augmented predicted bounding 
boxes from the models trained using the Synthetic dataset (left column) and 
Synthetic+Real dataset (right column). The green bounding boxes represent 
correct predictions, yellow bounding boxes represent object not detected and 
red bounding boxes represents object detected but misclassified. 
 
  



65 
 
 
 
 

5 Discussion  

5.1 Synthetic data generation techniques analysis  

5.1.1  Training using only synthetic images 

 
 
Figure 5.1.1 Comparison of MAP results between the model trained using only 
synthetic images generated with the Cut-Paste generation technique and the 
model trained using only synthetic images generated with the CAD models 
generation technique.   
 
From figure 5.1.1 it is noticeable that the model trained using only synthetic 
images generated with the CAD model generation technique outperforms the 
model trained using only synthetic images generated with the Cut-Paste 
generation technique, obtaining 60% better results on the MAP@0.75 and 
MAP@[0.5...0,95] metrics. So, the former is more suitable for generating images for 
training object detectors in industrial scenarios.  
 
The reason why the Cut-Paste generation technique performs so poorly as a 
standalone source of training images is probably because of the poor quality of 
the videos used to extract the objects from the image. The set-up used is very 
simple and rudimental; it only consists of 3 green cartons. The green walls are 
too small and too close to the object and so they will reflect too much light on 
the object. The object will look greener and it will be more difficult to extract 
form the picture. Moreover, some objects project shadow on the bottom green 
panel, and the shadowed portion of the panel is more difficult to distinguish 
from the object. These issues will result in pasted objects with missing portions 
or with some background. Apparently, these issues impact significantly on the 
performances. An easy improvement on the model would be to use an ad-hoc 
photographic studio, similar to the one used in other projects [88]. 
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Figure 5.1.2 Comparison of MAP results between the model trained using only 
synthetic images generated with the CAD models generation technique and the 
model trained using only synthetic images generated with both generation 
techniques.  
 
Figure 5.1.2 shows that the model trained using only synthetic images generated 
with both generation techniques outperform the model trained using only 
synthetic images generated with the CAD models generation technique, 
obtaining results that are on average 6% better on the three metrics. So, the 
former is more suitable for generating images for training object detectors in 
industrial scenarios.  
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Figure 5.1.3 Comparison of MAP results between the models trained using only 
synthetic images with the model trained using only real images. 
  
The results presented figure 5.1.3 show that the models trained using only 
synthetic images do not perform as good as models trained with real images, 
obtaining results that are on average 7,5% worse on the three metrics. However, 
considering the cost of generating real images with respect to the cost of 
generating synthetic images, and considering that the difference in 
performances is not that big, training models using synthetic images seems 
more appealing.  
 

5.1.2 Training using synthetic images for data augmentation 

 

 
Figure 5.1.4 Comparison of MAP results between the models trained using real 
images augmented with different combinations of synthetic images.  
 
Comparing the results obtained with data augmentation there is not a big 
difference between different techniques. It is still possible to notice the same 
pattern observed in the previous set of experiments, where the model trained 
using images generated using both techniques performs better than the models 
trained using only one technique, but here the difference is only around 1-2% 
and it is not sufficient to declare an absolute winner, since the results are also 
susceptible to fluctuations due to the random initializations of the weights of 
the neural network.  
 
It is noticeable that although Cut-Paste generation technique is very naïve and 
lead to poor results when used as a standalone source of training images, it 
leads to competitive results when is used for data augmentation. This means 
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that with data augmentation it is possible to obtain a great boost in 
performances even using rudimental resources.  
 
The results obtained with the object detector trained using images from the 
CAD model generation technique are remarkable as well, considering that the 
test images have been taken in difficult settings. In more realistic scenarios it 
would be possible to push the results much higher by limiting the set of 
viewpoints. In the image generation algorithm, it is possible to introduce this 
kind of prior knowledge only by changing few lines of code.  
 
The results obtained by combining different sources of training data proves, 
once again, the importance of variance in the training data for object detection. 
To further confirm this claim, it is possible to observe that a similar result has 
been also obtained in [25]. As said in the previous paragraphs, the images 
generated using the two generation techniques will look similar. It could be 
interesting to see the effect of combining images generated using different 
image generation techniques like the ones based on GANs. 
 

 
Figure 5.1.5 Comparison of MAP results between the models trained using real 
images augmented with different combination of synthetic images with the 
model trained using only real images. 
 
Comparing the results obtained with real images with the results obtained with 
real images augmented with synthetic images, it is noticeable that all the 
models trained with augmented datasets outperformed the model trained 
without data augmentation, obtaining gain in performances up to 9,5% in the 
MAP@[0.5...0,95] metric. This means that they are all valid data augmentation 
techniques.  
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5.2 Objects Analysis 

 

 
 
Figure 5.2.1 Average precisions results per objects averaged among the different 
datasets.  
 
By looking at the performances of the models in detecting different objects it is 
possible to notice that all of them struggle on the same objects and that all of 
them can easily classify the same objects. These results are summarized in 
figure 5.2.1, where it is possible to cluster objects in 3 groups: hard, medium 
and easy to classify. 
 
The objects that are easily classifiable are the two cylinders, the medium are 
Black Plastic 2, Bolt and Metallic Square Part and the hardest to classify is Black 
Plastic 1.  
 
It is possible to notice a common pattern from these results. The more the 
objects are symmetrical the easier are to be detected from different viewpoints. 
The objects that are easily classified have many planes of symmetry, the one 
that are classified with medium difficulty have some planes of symmetry or look 
similar from different viewpoints and the one that is hardly classifiable changes 
considerably from different viewpoints.  
 
This behavior can be explained by considering that the learner is agnostic to the 
fact that all the objects appertaining to a class have the same 3D structure. From 
the learner prospective two objects of the same class from two different 
viewpoints could be two different instances from the same object class. In order 
to better understand this concept, considering a German Shepherd and a pug, 
they will appertain to the same object class (dog), but they look very different. 
Similarly, by looking at the Black Plastic 1 from different prospective its 
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appearance changes significantly. This property is commonly known as intra-
class variability. So, when trying to detect objects from different viewpoints, a 
very symmetrical object will have a lower intra-class variability than an object 
with irregular shape. It is a known problem that an higher intra-class variability 
decreases the performances of classifiers [19].  
 
CNN are usually designed to deal with intra-class variability. However, the 
performances of the object detector can significantly increase in real 
applications if the use cases are constrained to a more limited set of viewpoints. 
 

5.3 Qualitative results analysis  

 
From the qualitative results it is possible to notice that the object detection 
mistakes are mainly due to missed detection more than misclassified objects. 
These insights are not particularly informative to answer the research question, 
but they could be interesting to study in order to improve the object detection 
algorithm.  
 

5.4 Limitations of the two generation techniques   

 
Data generation using CAD models has been intensively used in the past. 
However, this technique presents some drawbacks:  
 

• The generation of photorealistic images is much slower than generating 
images with the cut-paste technique (15 sec vs 0.1 sec per image); 
 

• It is necessary to have the CAD models and the textures of the objects to 
detect. 
 

• The variability of the objects shapes and colors may be much lower than 
the variability in real datasets.  

 
In some applications the last two points can represents a serious issue. For 
some common objects like furniture and vehicles is possible to retrieve a huge 
amount of free CAD models from online sources [80, 81, 113]. In some cases, 
such as industrial scenarios, it can be impossible to find online the necessary 
CAD models. The manual creation of CAD models requires expertise, a long 
time and economical resources; costs that can nullify the benefits obtained with 
this technique. Moreover, the online CAD models often come without any 
texture and so they cannot be used to render realistic images. It is also true that 
some 3D scanner solutions have been recently introduced. Thanks to this 
technology it is possible to obtain a high-fidelity CAD model of the scanned 
object together with the texture. However, this technology is relatively recent 
and quite expensive.  
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On the other hand, the result of the cut-paste method is highly influenced by 
the object extraction from the source image. The object extraction from a 
dataset of images with segmentation annotations is straightforward. In the case 
where the objects are physically available, small and without any particular 
reflection property they can be extracted using the technique of [90] and re-
proposed in this thesis. In the case of unavailable or big objects this technique 
cannot be applicable, and this problem can represent a serious issue.  
 
It is also important to highlight that the experiments using the cut-paste 
generation technique were also tried using some other objects, almost as 
reflective as mirrors. Since the objects reflected the background color too much, 
it was impossible to extract them using simple color selection. Experiments 
with these objects failed and those objects have been discarded in the final 
experiments. In general, by combining the two generation techniques it is 
possible to use almost any object.  
 
The image generation techniques can also fail in applications where it is 
necessary to recognize objects that exists in different shapes and to recognize 
living creatures like animals and humans, since in those cases it is necessary to 
have a bigger set of CAD models and videos in green screen. The techniques 
proposed in this thesis are specifically designed for industrial use cases. 
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6 Conclusion 

 
In this thesis work two synthetic data generation techniques for training object 
detectors have been compared and combined to form a better performing data 
generation technique. The two data generation techniques are very simple, 
general and automatic. The first technique is based on CAD models and the 
second technique is based on the Cut-Paste generation technique. In the former 
the synthetic images are generated by rendering objects using a computer 
graphic software on a random background whereas on the latter images are 
generated by copying the object from a greenscreen image and pasting it on a 
random background. The benchmark criteria used to estimate which model 
works best consists in estimating the performances of RetinaNet (state of the 
art for object detection in real time applications) trained using images 
generated with synthetic generation techniques and tested on real images. 
From the empirical results, the model trained with images generated form the 
Cut-Paste generation technique has much worse results than the model trained 
using images generated from the CAD models generation technique. Despite 
the simplicity of the two data generation techniques, the results show that the 
performances are competitive with much more expensive generation 
techniques. The results of the model trained using images generated from the 
CAD models generation technique and the one trained using images of the two 
generation techniques combined are able to obtain results close to a model 
trained with real images (7,4% inferior).   
 
From a second experiment, combining the synthetic images generated with one 
or both image generation techniques with real images significantly improves 
the performances of the model with respect to a model trained using only real 
images (up to 9,5% better). These results show that it is possible to train object 
detectors using only synthetically generated images. Synthetic images 
generated with these generation techniques can be used as an effective data 
augmentation technique for improving the performances of object detectors. 
 

6.1 Contributions 

 
Assuming that the results obtained from the empirical study can have general 
value it is possible to claim that the contributions that this thesis work brings 
to the research field of object detection and computer vision are: 
 

• It is possible to use relatively basic, cheap and general synthetic image 
generation techniques to generate images to train object detectors, 
obtaining competitive results with respect of using only small datasets of 
real images. 
 

• Mixing synthetic images generated with different generation techniques 
for training or for data augmentation improves the performances of 
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object detectors with respect of using only images generated with a single 
image generation technique. 

 

6.2 Answer to the Research Question 

At the beginning this thesis work proposed to answer the question: 
 

• Among the CAD model generation techniques, the Cut-paste generation 
techniques and a combination of the two techniques, which technique is 
more suitable for generating images for training object detectors in 
industrial scenarios? 

 
After a detailed analysis of the empirical results it is possible to conclude saying 
that in industrial scenarios it is always more suitable to use a combination of 
the two generation techniques, if possible.  
 
If it is necessary to choose only one of the two generation techniques and an 
initial small dataset of real images is not available, the CAD Model generation 
technique is more suitable. In cases where a small dataset of real images is 
available the Cut-Paste generation technique is more suitable to augment the 
initial dataset and significantly improve the performances of the object 
detector, because this generation technique is easier to implement and equally 
effective. 

6.2.1 Validity of the results 

 
By looking at the delimitations and the assumptions of the research work, the 
degree of trust in the answer needs to be justified. It is important to highlight 
that, due to limited resources, this answer is based on a set of results obtained 
from experiments where a limited number of objects, object detection models, 
data generation techniques and industrial use cases has been used. 
Nevertheless, the techniques used are all general-purpose and this allows a 
certain degree of generalization of the answer to the research question.  
 
In industrial scenarios there could be different use cases where object detection 
can be applied; however, the conclusions drawn in this thesis come from the 
use case where all the objects appertaining to a class are indistinguishable and 
need to be recognized from different viewpoints. Nevertheless, the proposed 
synthetic generation techniques are general and can be also applied in other use 
cases. Moreover, since the results are used for comparing two techniques and 
not for establishing an absolute benchmark, the conclusions can be generalized 
without losing their validity.  

The two image generation categories are compared using one representative 
technique per category proposed in this thesis work. Some examples of data 
generation techniques try to generate realistic images at the cost of losing 
generality. These techniques are not well represented by the two generation 
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techniques proposed in this thesis because their aim is to be used in a broader 
set of applications. So, the conclusions drawn from the results of the 
experiments do not generalize to the case where the generation techniques aim 
to reproduce realistic images.  

The images generated with the two generation techniques are used for fine-
tuning pre-trained object detectors and not to train the full model. Paragraph 
2.6 clarify the reasons for this design choice. This training scheme better 
represents the use cases where the generation techniques will be applied. Since 
this training scheme is a general modus operandi, the conclusions drawn using 
this training scheme are likely valid for other training schemes. 

Among all the possible objects that can be interesting to detect in industrial use 
cases, six object classes have been selected in this case study. Since the object 
detection model and the synthetic image generation techniques can scale to an 
indefinite amount of object classes, the validity of the conclusions drawn using 
six objects still hold in conditions where more object classes are involved.  

RetinaNet [6] has been chosen to represents the family of object detectors. This 
object detection algorithm is general-purpose, so the conclusions drawn using 
this algorithm are valid for other general-purpose object detection algorithms. 
 
Due to some limitation of the two generation techniques, in some use cases one 
of the two is not applicable, nevertheless combining the two generation 
techniques can cover the majority of use cases in industrial scenarios.  
 

6.3 Future Work 

 
The performances of the Cut-Paste method are highly dependent to the 
performances of the extraction technique from the source images. A 
straightforward improvement to the performances of this technique can be 
achieved by improving this process. Improvements can be obtained using a 
more sophisticated setting, with wider and more professional green screens or 
by improving the object extraction method itself. CNNs could be also used to 
extract objects from the source image. Recently, some architectures of CNNs 
have been proposed to agnostically extract some objects from source images, it 
could be interesting to combine such networks, like the one proposed in [114], 
with the Cut-Paste generation technique and to investigate the results of this 
generation technique. 
 
Recently, some synthetic data generation techniques based on GANs emerged. 
In this thesis work those techniques has not been used, for the reasons 
expressed in paragraph 2.5.3. However, after the results obtained by combining 
images coming from different image generators, it would be interesting to 
investigate the combination of very different synthetic data generation 
techniques.  
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As said in the previous paragraph, one of the biggest limitations of the CAD 
models generation technique is the availability of CAD models and textures. In 
our case the CAD models were available, and the textures have been manually 
created. In other cases, it could be impossible to retrieve CAD models. It is 
possible to automatically generate CAD models of an object from many images 
of the object. This technique is known as photogrammetry [115]. This technique 
has been tested on the objects used as case study in this thesis and the results 
were very poor. The main reason is because the objects are too reflective, and 
photogrammetry produces poor results with this kind of objects. A possible 
direction of future work could be toward automatically generating CAD models 
or automatically texturing CAD models starting from a dataset of source 
images.   
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