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Abstract

Although deep neural networks (DNNs) have made remarkable achievements
in various fields, there is still not a matching practical theory that is able to
explain DNNs’ performances. Tishby (2015) proposed a new insight to analyze
DNN via the Information bottleneck (IB) method. By visualizing how much
relevant information each layer contains in input and output, he claimed that
the DNNs training is composed of fitting phase and compression phase. The
fitting phase is when DNNs learn information both in input and output, and
the prediction accuracy goes high during this process. Afterwards, it is the
compression phase when information in output is preserved while unrelated
information in input is thrown away in hidden layers. This is a tradeoff between
the network complexity (complicated DNNs lose less information in input) and
prediction accuracy, which is the same goal with the IB method.

In this thesis, we verify this IB interpretation first by reimplementing Tishby’s
work, where the hidden layer distribution is approximated by the histogram
(binning). Additionally, we introduce various mutual information estimation
methods like kernel density estimators. Based upon simulation results, we con-
clude that there exists an optimal bound on the mutual information between
hidden layers with input and output. But the compression mainly occurs when
the activation function is “double saturated”, like hyperbolic tangent function.

Furthermore, we extend the work to the simulated wireless model where the
data set is generated by a wireless system simulator. The results reveal that the
IB interpretation is true, but the binning is not a correct tool to approximate
hidden layer distributions. The findings of this thesis reflect the information
variations in each layer during the training, which might contribute to selecting
transmission parameter configurations in each frame in wireless communication
systems.

Keywords: The Information bottleneck method, Mutual information, Deep
neural networks, Binning



Sammanfattning

Även om djupa neuronnät (DNN) har gjort anmärkningsvärda framsteg p̊a olika
omr̊aden, finns det fortfarande ingen matchande praktisk teori som kan förklara
DNNs prestanda. Tishby (2015) föreslog en ny insikt att analysera DNN via
informationsflaskhack (IB) -metoden. Genom att visualisera hur mycket rele-
vant information varje lager inneh̊aller i ing̊ang och utg̊ang, hävdade han att
DNNs träning best̊ar av monteringsfas och kompressionsfas. Monteringsfasen
är när DNN lär sig information b̊ade i ing̊ang och utg̊ang, och prediktionsnog-
grannheten ökar under denna process. Efter̊at är det kompressionsfasen när
information i utg̊angen bevaras medan orelaterad information i ing̊angen kastas
bort. Det här är en kompromiss mellan nätkomplexiteten (komplicerade DNN
förlorar mindre information i inmatning) och predictionsnoggrannhet, vilket är
exakt samma m̊al med informationsflaskhals (IB) -metoden.

I detta examensarbete kontrollerar vi denna IB-framställning först genom
att implementera om Tishby’s arbete, där den dolda lagerfördelningen approx-
imeras av histogrammet (binning). Dessutom introducerar vi olika metoder för
ömsesidig information uppskattning som kernel density estimators. Baserat p̊a
simuleringsresultatet drar vi slutsatsen att det finns en optimal bindning för den
ömsesidiga informationen mellan dolda lager med ing̊ang och utg̊ang. Men kom-
primeringen sker huvudsakligen när aktiveringsfunktionen är “dubbelmättad”,
som hyperbolisk tangentfunktion.

Dessutom utvidgar vi arbetet till den simulerad tr̊adlösa modellen där data
set genereras av en tr̊adlös systemsimulator. Resultaten visar att IB-framställ-
ning är sann, men binningen är inte ett korrekt verktyg för att approximera
dolda lagerfördelningar. Resultatet av denna examensarbete reflekterar infor-
mationsvariationerna i varje lager, vilket kan bidra till att välja överföringspa-
rameterns konfigurationer i varje ram i tr̊adlösa kommunikationssystem.

nyckelord: nformationsflaskhack (IB) -metoden, ömsesidig information,
djupa neuronnät, binning
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Chapter 1

Introduction

Although deep neural networks (DNNs) have made remarkable achievements in
various fields, such as computer vision [1], [2] and natural language processing
[3], [4], there is still not a matching comprehensive theory that is able to explain
DNNs’ performances. Until now, the understanding of DNNs, including inter-
nal structures and optimization algorithms, remains unsatisfactory. Therefore,
DNNs have the reputation for being black boxes [5].

Because of those impressive successes in multiple fields, there are some pub-
lications attempting to give explanations of DNNs. For instance, Saxe et al.
[6] found new exact solutions to the non-linear dynamics of deep learning op-
timization in the space of weight; Montufar et al. [7] investigate advantages of
depth for neural networks in terms of the complexity of mapping from different
inputs to the same output.

Tishby & Zaslavsky [8] proposed to analyze DNNs with information theory.
They argue that the goal of DNNs is to extract relevant information about the
desired output variable from input variables, and there is a theoretical limit [9]
for information preserved in output variables. And in [10], authors followed the
idea and demonstrated it by visualizing DNNs training dynamics in terms of
information variations on each neural network layer.

In this thesis work, the focal point is to investigate whether information
theory can be a promising toolbox to visualize and understand DNNs. We will
follow the interpretation of [8] [10] and build neural networks for investigation.

1.1 Previous Work

The foundation of this thesis and also [8], [10] is the Information bottleneck (IB)
method, proposed by Tishby, Pereira & Bialek in 1999 [9]. This noble theory
sets a theoretical bound on how much relevant information about desired output
can be preserved after compression. Thus, the IB method is designed for finding
an optimal tradeoff between compression level and prediction accuracy.

In [8], Tishby & Zaslavsky first applied the IB method to analyze DNNs and
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they claimed that DNNs try to capture a minimal and informative representa-
tion with respect to the desired output during training. From the perspective of
statistics, the target of DNNs is to find a maximally compressed representation
of input while containing as much related information in output as possible.
This is a tradeoff between compression and generalization, which is exactly the
same as the goal of the IB method. Thence, they put forward that each layer
in DNN can be quantified by the amount of information it contains in input
and output variables. Moreover, they calculated optimal information theoretic
limits of DNNs and obtain finite sample generalization bound by using this
interpretation.

Based on [8], mutual information (MI) is used to quantify the hidden layer
activities by measuring how much information it contains in the input variables
and the desired output variables. Thus in [10], DNN dynamics are visualized
in the information plane as various trajectories of hidden layers. They found
that every layer tends to converge to a same point in the information plane
during training, and argued this phenomenon might arise from the information
theoretical limit of the IB method.

1.2 Thesis Goal

In the following work, we will first argue that mutual information calculation
is an ill-posed problem in [10]. Then we re-formulate this problem and intro-
duce other MI estimators for higher accuracy. Also, we are going to study
how hyperparameters influence DNNs performance by looking at corresponding
information trajectories. The focus of this thesis is to:

• Study the explainability of deep neural networks with the information
bottleneck method by validating Tishby’s work.

• Visualize network’s different trajectories on information plane by tuning
hyperparameters.

• Introduce different methods to better estimate mutual information, in-
cluding adaptive binning and estimators based on pairwise-distances.

• Use wireless communication dataset to train DNN and apply IB method
to investigate its feasibility on the dataset of communication systems.

By making use of wireless communication dataset, we will be able to observe
mutual information variations of each layer during DNN training. If DNN dy-
namics are able to be explained by the IB method for empirical data, then this
work will be a solid theoretical support to replace the current communication
system or at least some components (such as encoding part) with deep learning
approaches in the future.
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1.3 Thesis Structure

In Chapter 2, a theoretical background knowledge of this thesis work is given,
mainly composed of artificial neural networks, the information bottleneck method
and several mutual information estimators. We will go through neural network
models, different non-linear functions, optimization algorithms for DNNs, and
also mathematical derivations for the classical backpropagation algorithm. Be-
sides, some papers giving new aspects of DNNs and the IB method, in addition
to the ones given in [10], are also illustrated in this chapter.

Chapter 3 provides the main work in this thesis. There are three DNN
models with different structures, and trained with different data sets: one-layer,
12 bits data and the IRIS data model. The aim of three experiments is to verify
whether the IB method can be a toolbox to analyze various DNNs.

In Chapter 4, we extend the work to the simulated wireless data set. Samples
in this data set are noisy and have more features than data in Chapter 3. We
propose that binning is not a proper way to estimate the mutual information
for complicated data set. Furthermore, we introduce the k-means algorithm for
MI calculation and obtain expected results of Chapter 3 and 4.

In Chapter 5, we give the discussion and conclusion based upon the simula-
tion results.

Finally, Chapter 6 points out some interesting directions for future work.
And it is mainly about how to estimate mutual information more accurately.

1.4 Social and Ethical Aspects

Although DNNs have been widely used in various domains, the optimization
process of it is always time-consuming and resource-intensive. For complicated
models and data sets, it is common to spend some days or even weeks to train
a network, which requires the usage of many GPUs and also electrical energy.
Therefore, a more advanced and faster training is needed to boost the future
developments of DNNs.

This thesis investigates the information bottleneck interpretation of deep
neural networks, where the IB method sets an optimal bound from the informa-
tion perspective. If this interpretation holds true, the training process of DNNs
will be accelerated by combing the IB method with the current algorithms.
Therefore, resources will be saved from the economic point of view.

The social impact of this work is linked to a faster processing and optimiza-
tion ability of DNNs. And this is a remarkable contribution to many areas. For
example autonomous driving, vehicles will be more reliable and efficient on the
handling of road condition variations. Furthermore, DNNs will be increasingly
utilized in more fields, like health care, education and service robots. These
applications will change lives in ways that lead to an improved human health
and a mass productivity.

From an ethical point of view, a wider application of the neural networks
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indicates a more automated world. And this might affects the employability
of engineers in related sectors, while more talents on artificial intelligence are
needed. Besides, too smart robots could also be invisible threats to humankind.
Robots make decisions based on their complicated calculations, and they will
not take ethics or humanity into consideration like us.
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Chapter 2

Deep Learning and
Information Bottleneck

In this chapter, we will summarize the essential background needed for this the-
sis. In Sec. 2.1, neural networks are introduced with structures of a neuron and
complex neural networks. In addition to this, we give a specific explanation of
the backpropagation algorithm and also mathematical derivations for a single-
layer model optimization. In Sec. 2.2, we study the IB method [9] and some
basic information theory, such as mutual information and entropy. Furthermore,
we discuss more about applying the IB method to DNNs in Sec. 2.3, and sev-
eral recent related publications. In Sec. 2.4, we raise the ill-posed optimization
problem in Tishby’s work [10] and re-formulate it based on the neural network
scenario. The last two sections give two approaches to estimate mutual infor-
mation needed in this thesis: binning and estimator based on pairwise-distances
[11].

Before entering artificial neural networks (ANNs), we first introduce some
basic concepts of machine learning (ML). Within the field of ML, there are
mainly two kinds: supervised and unsupervised learning. In supervised learn-
ing, we have prior knowledge of the connection between input and output values.
In other words, we have the desired output value when given an input sample.
While unsupervised learning only has input samples and no corresponding de-
sired output values. The majority of machine learning problems uses supervised
learning. Typically there are two tasks in supervised learning: classification and
regression. In the following work, we will focus on the classification problem.

2.1 Artificial Neural Network

ANNs are computing systems vaguely inspired by the biological neural networks
that constitute animal and human brains [12]. An ANN can be described as
mapping an input space to an output space and the purpose is to map the input
into the desired output [13]. In recent years, deep artificial neural networks
(including recurrent ones) have won numerous contests in pattern recognition
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and ML [14].

2.1.1 Neuron Model

A standard ANN consists of many simple, connected processing units called
neurons, sometimes also referred as nodes, each producing a sequence of real-
valued activations [14]. Fig. 2.1 shows a basic structure of an artificial neuron: it
receives multiple signals from other neurons and transmits it to the next neuron
after processing. Connections between a neuron and another typically have
weights, which will be updated during the training process. Normally, large
weight indicates that the corresponding previous neuron is more relevant to this
neuron’s activity; hence, it should be assigned with higher importance/weight.
In addition to weights, each neuron is also modeled with an extra bias. The
neuron itself is modeled as an activation function, the output of which decides
the potential of this neuron being activated.

Y: OutputψΣ

W1

W2

W3

WM b

X1

X2

X3

XM

Inputs Weights Sum Activation Function

Figure 2.1: An illustration of artificial neuron.

From a mathematical perspective, the output of the neuron in Fig. 2.1 is
given by:

Y = ψ(

M∑
i=1

XiWi + b) (2.1)

where Xi denotes the output of i-th neuron from the previous layer, Wi is the
weight for connection between Xi and this neuron, b is the bias and ψ(·) is
the activation/non-linear function. The extra bias allows to shift WX + b left
or right instead of going through the origin, which is helpful in ANN learning
procedure.

Each neuron’s output denotes the action potential which can be passed to
the next neuron in the network. In biology, the action potential is created when
the voltage across the cell membrane of the neuron becomes too large and the
cell ‘fires’, creating a spike that travels down the axon to other neurons and
cells [13].
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ANN’s performance is tightly related to the choice of activation function.
Activation functions are non-linear functions with some typical properties, like
monotonic and differentiable which is necessary for ANNs to be efficiently trained
with gradient descent methods. In Fig. 2.2 we plot four representative activation
functions, the first row are hyperbolic tangent function y1 and sigmoid function
y2 respectively:

y1 = tanh(x) =
1− e−2x

1 + e−2x
(2.2)

y2 = Sigmoid(x) =
1

1 + e−x
, (2.3)

rectified linear unit (ReLU) y3 and Leaky ReLU y4 in the lower row:

y3 = ReLU(x) = max(0, x). (2.4)

y4 = Leaky ReLU(x) = max(ax, x) (2.5)

where a ≤ 1 in (2.5).

From Fig. 2.2, the major difference between functions in two rows is the
existence of bounds: Tanh and Sigmoid have both upper and lower bound while
(Leaky) ReLU only has lower bound. Because functions like tanh squash real
number into [−1, 1], we call them as saturating activation functions. Further-
more, regions, where the curve is almost flat, is referred as saturating regions.
And we will demonstrate how the difference between tanh and ReLU affects
ANNs in training procedure in the following sections.

y1 = tanh(x)

−2 −1 1 2

−1

1

x

y

y2 = Sigmoid(x)

−6 −4 −2 2 4 6

0.2

0.4

0.6

0.8

1

x

y

y3 = ReLU(x)

−2 −1 1 2

−1

1

x

y

y4 = Leaky ReLU(x)

−2 −1 1 2

−1

1

x

y

Figure 2.2: Activation functions. The curves in the upper row are the tanh y1

(left) and Sigmoid y2 (right) function, the second row are ReLU y3 (left) and
Leaky ReLU y4 (right) functions, where a = 0.2 in Leaky ReLU.
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2.1.2 Deep Neural Networks

Neural networks are mostly organized as layers which are made of multiple
nodes. Based on data flow and structures, they can be divided into deep neural
networks (DNNs) and Recurrent neural networks (RNNs). A DNN is an ANN
with multiple hidden layers between the input and output layers [14]. DNN is
a typical feedforward neural network where data flows from the input layer to
the output layer without looping back. However, in RNNs, data can flow in any
direction which is used for applications such as language modeling [15].

Output

Hidden
layer1

Hidden
layer2

Hidden
layer3

Hidden
layer4

Hidden
layer5

Input
layer

Output
layer

Figure 2.3: An example of a deep neural network. The green layer is the input
layer and the red node is the output.

Within DNNs, networks also have two kinds: fully-connected and convolu-
tional neural network. Fig. 2.3 is a typical fully-connected neural network, with
each node connected to every node in the previous layer. In contrast, a node
in convolutional neural network (CNN) is only connected to few nodes in the
previous layer. Currently, CNNs are mostly used in computer vision [16].

2.1.3 Gradient descent

In order to cast the training of ANNs into a tractable optimization problem, a
cost function is introduced to give mathematical formulations. A cost function
is used to measure how well the model is performing. The principle of designing
a cost function is to compare prediction results from the ANN with the desired
output values. ANNs learning/training phase is to update network parameters
(weights and biases) in the direction where the cost function is minimized.

Gradient descent (GD) is a first-order iterative optimization algorithm, it
finds local minimum by taking step proportional to the negative gradient of the
cost function with respect to current parameters. Therefore, activation function
is required to be differentiable, otherwise the local gradient will not exist. In
deep learning, stochastic gradient descent (SGD) is always used to approximate
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results of GD. Instead of using all training samples (part of the whole data set
used for train ANNs) to compute cost gradient in GD, SGD randomly picks one
single sample from the training set. Obviously, GD is more computationally
costly than SGD, especially when the training set is large, like images. In
practice, mini-batch gradient descent is also popular which is like a compromise
between GD and SGD, where network is trained based on a small number of
training samples.

2.1.4 Training and Backpropagation

In this section, we will give an introduction to classic training strategies in
ANNs. Since the beginning of ANNs is from the last century, many training
algorithms have been created and updated. However, the foundation of most
state-of-the-art strategies is backpropagation (BP), which is the unique method
used in ANNs for updating network parameters. Essentially, BP is applied by
the gradient descent to find the minimum of cost function.

Ŷ : Outputf3Σ3

f1

f2

Σ1

Σ2

I1

I2

b1

b1

b2

W2

W3

W5

W6

W1

W4

Figure 2.4: An illustration of backpropagation.

Fig. 2.4 is a simple model with one input layer, one hidden layer and one
output layer. Σ1 denotes the sum of the weighted inputs and b1, fi denotes the
output of activation function given the input Σi. I is a two-dimensional input,
Wi are the weights and bi are the biases.

In neural networks, the computations are accomplished in two passes: for-
ward and backward. Forward calculates the output from the input and values
pass through all neurons from the first layer to the last layer. Backward com-
putes the gradients of the parameters (weights and biases) from the output to
the input followed by the chain rule, and gradients are used in optimization algo-
rithm such as backpropagation. In the following, we will give the mathematical
derivation of the backpropagation algorithm based on the model in Fig. 2.4.

Forward

In the forward direction, ANN generates output by processing the input with
weighted sum and feed through activation functions from layer to layer. The
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direction of all signals transmitted is from input layer to output layer. Hence,
the output is obtained as:

Ŷ = f3 = ψ3(Σ3)

= ψ3(W5f1 +W6f2 + b2)
(2.6)

where Ŷ is the network output, ψ is the mathematics symbol of the activation
function, f1 and f2 are:

f1 = ψ1(Σ1) = ψ1(W1I1 +W2I2 + b1)

f2 = ψ2(Σ2) = ψ2(W3I1 +W4I2 + b1)
(2.7)

Cost function

In a supervised learning problem, we are given explicit targets for each input
pattern. Like in classification tasks, targets are the desired labels. Here we use
the quadratic cost function as the cost function, also known as mean squared
error:

E =
1

2
(Y − Ŷ )

2
(2.8)

where Y is the desired output and Ŷ is the actual output of ANN in Fig. 2.4.
Here 1

2 is added so that the exponent 2 can be canceled when taking the first
derivative.

Besides the quadratic cost, another widely used cost function in ANNs is the
cross-entropy cost:

E = Y ln(Ŷ ) + (1− Y ) ln(1− Ŷ ) (2.9)

Backward

In backward direction, the aim is to find correct gradients used for updating
weights to minimize the cost function so that the network can have desired
behaviors. Thus we compute the first derivative of the cost function with respect
to weights:

∂E

∂W
=
∂E

∂Ŷ
· ∂Ŷ
∂W

= −(Y − Ŷ ) · ∂Ŷ
∂W

(2.10)

By following the chain rule, we can calculate the partial derivative of the
cost with respective to each weight, for example W5:

∆W5
=

∂E

∂W5
=
∂E

∂Ŷ
· ∂Ŷ
∂W5

= −(Y − Ŷ ) · ∂Ŷ
∂Σ3

· ∂Σ3

∂W5

= −(Y − Ŷ ) · ψ,3(Σ3) · f1

(2.11)
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And then we move on to weights of the first hidden layer, take W1 for
instance:

∆W1
=

∂E

∂W1
=
∂E

∂Ŷ
· ∂Ŷ
∂W1

= −(Y − Ŷ ) · ∂Ŷ
∂Σ3

· ∂Σ3

∂f1
· ∂f1

∂W1

= −(Y − Ŷ ) · ψ,3(Σ3) ·W5 ·
∂f1

∂Σ1
· ∂Σ1

∂W1

= −(Y − Ŷ ) · ψ,3(Σ3) ·W5 · ψ,1(Σ1) · I1

(2.12)

Besides weights, biases are also vital parameters of the cost function. Based
on the chain rule, we calculate the gradients of the cost function with respect
to b1 and b2:

∆b2 =
∂E

∂b2
=
∂E

∂Ŷ
· ∂Ŷ
∂b2

= −(Y − Ŷ ) · ∂Ŷ
∂Σ3

· ∂Σ3

∂b2

= −(Y − Ŷ ) · ψ,3(Σ3)

∆b1 =
∂E

∂b1
=
∂E

∂Ŷ
· ∂Ŷ
∂Σ3

· ∂Σ3

∂b1

= −(Y − Ŷ ) · ψ,3(Σ3) · [W5 · ψ,1(Σ1) +W6 · ψ,2(Σ2)]

(2.13)

In backpropagation, the update process follows the steepest direction of the
gradient descent of the cost function with respect to ANN parameters, give an
example of weights update:

W ∗i = Wi − η ·∆Wi
(2.14)

where η is the learning rate which decides the learning speed of ANNs. It needs
to be noticed in (2.11) and (2.12), we compute the derivatives of activation
function ψ3 and ψ1. Consequently, the choice of activation function affects the
training process of ANN, and each activation function has its own pros and cons.
Look back to two activation functions above in Fig. 2.2, it is apparent that tanh
is bounded within the range [−1, 1] while ReLU does not have a boundary in
the right-half plane.

Consequently, the gradient goes down in the saturating regions of tanh,
basically on both ends in Fig. 2.5. Because of this feature, activation functions
like tanh may give rise to vanishing gradient problem. To be more specific,
ψ,3(Σ3) and ψ,1(Σ1) are vanishing when Σ3 and Σ1 enter the saturating regions,
therefore ∆W3 and ∆W1 are almost decreasing to zero. In result, there is just
slight or even no update on parameters when located in those areas during
training.

As for ReLU, although it avoids the vanishing gradients problem, it leads to
another problem called “dying ReLU”. When a neuron steps into the left-half
plane of ReLU, then this neuron output becomes zero. And most importantly,
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y = ∂ tanh(x)
∂x

−2 −1 1 2

−1

1

x

y
y = ∂ReLU(x)

∂x

−2 −1 1 2

−1

1

x

y

Figure 2.5: The first derivative curves of tanh(left) and ReLU(right)

the local derivative is also zero, which indicates it turns out to be a dying neuron
and will never be activated again.

2.2 Information Bottleneck Method

The information bottleneck method was proposed in 1999 by Tishby, Pereira
& Bialek. It is designed for a communication system to find a maximally com-
pressed representation of the input signal that preserves as much information in
the output as possible. Essentially, the IB method is a constrained optimization
problem which optimizes the tradeoff between system complexity (compression)
and accuracy (prediction) [9], [17]. Before giving mathematical derivations of
the IB method, we will look at some background knowledge of information the-
ory.

2.2.1 Intorduction to Information Theory

Last century, Claude Shannon created modern information theory which is the
foundation of communication system. His work links information to the physical
concept of entropy, well-known from thermodynamics and statistical mechanics
[18]. In statistical mechanics, entropy is a measure of the disorder or complexity
of a system. In information field, (information) entropy describes the average
information produced by a stochastic data. Let us consider a random variable
X, the entropy of X is defined as:

H(X) = −E(log(X)) = −
∑
i

p(xi) log(p(xi)) (2.15)

where E is the expected value operator. For a continuous distribution, the en-
tropy is named as differential entropy and calculated from replacing the summa-
tion with integration in (2.15). It is worth noticing that entropy is non-negative,
while differential entropy can be negative.

In the following, we use H(·) for Shannon entropy, h(·) for differential en-
tropy, I(·; ·) for mutual information, KL(·‖·) for Kullback-Leibler (KL) diver-
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gence and it is also known as relative entropy. For two discrete random variables
P and Q, KL(P‖Q) is given by:

KL(P‖Q) =
∑
i

P (i) log
P (i)

Q(i)
. (2.16)

Mutual information (MI) is a concept of measure in information theory,
which quantifies the amount of information one random variable contains about
the other variable. According to [19], MI is defined as the relative entropy
between the joint distribution p(x, y) and the product distribution p(x)p(y),
where X and Y are discrete random variables:

I(X;Y ) = KL(p(x, y)||p(x)p(y))

=
∑
xεX

∑
yεY

p(x, y) log
p(x, y)

p(x)p(y)
.

(2.17)

So when X and Y are independent from each other, the mutual information
returns zero which implies X contains no information on Y . By rewriting the
definition of MI, I(X;Y ) can also be defined as a reduction in the uncertainty
of X due to the knowledge of Y :

I(X;Y ) =
∑
xεX

∑
yεY

p(x, y) log
p(x, y)

p(x)p(y)

=
∑
x,y

p(x, y) log
p(x|y)

p(x)

= −
∑
x,y

p(x, y) log p(x) +
∑
x,y

p(x, y) log p(x|y)

= −
∑
x

p(x) log p(x)− (−
∑
x,y

p(x, y) log p(x|y))

= H(X)−H(X|Y )

(2.18)

where H(X) is the entropy of X and H(X|Y ) is the conditional entropy of X
given Y . By symmetry, we can obtain:

I(X;Y ) = H(Y )−H(Y |X)

= H(X) +H(Y )−H(X,Y )
(2.19)

MI is a concept based on entropy, hence we use the differential entropy to
generalize (2.18) to continuous random variables:

I(X;Y ) =

∫
p(x, y) log

f(x, y)

f(x)f(y)
dxdy

= h(X)− h(X|Y ).

(2.20)

Regradless of entropy H(·) or differential entropy h(·) is used, I(X;Y ) is
always non-negative.
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2.2.2 The Information Bottleneck tradeoff

The information bottleneck was first introduced to extract relevant informa-
tion that an input variable X contains about an output variable Y . Therefore,
an optimal representation is to compress X in the direction that only relevant
features about Y are preserved and all irrelevant features are removed. The
optimal compressed representation of X is denoted as X̂, and thus it is the
minimal sufficient statistics of X with respect to Y [8]. In this case, Y deter-
mines what information in X needs to be captured and thus a Markov chain is
obtained: Y → X → X̂.

By applying the MI definition, information that X̂ contains on X and Y
can be quantified as I(X; X̂) and I(X̂;Y ). And referring to Data Processing
Inequality (DPI) in [19], for any three random variables that make a Markov
chain Y → X → X̂:

I(X;Y ) ≥ I(X̂;Y ). (2.21)

Based on the setup above, the information bottleneck problem is simpli-
fied as: we want to decrease I(X; X̂) in order to have the simplest statistics
under some constraints on I(Y ; X̂). Consequently, it is a constraint optimiza-
tion problem and we can find the optimal assignment with respect to p(x̂|x) by
minimizing the Lagrange function:

L(p(x̂|x)) = I(X; X̂)− βI(Y ; X̂) (2.22)

where β is the Lagrange multiplier deciding the tradeoff level between com-
pression (complexity) level I(X; X̂) and the amount of preserved information
I(Y ; X̂). [9] shows the optimal solution of (2.22) follows:

p(x̂|x) =
p(x̂)

Z(x, β)
exp(−βKL[p(y|x)||p(y|x̂)]) (2.23)

with the normalization function:

Z(x, β) =
∑
x̂

p(x̂) exp(−βKL[p(y|x)||p(y|x̂)]), (2.24)

and p(x̂), p(y|x̂) are:

p(x̂) =
∑
x

p(x)p(x̂|x)

p(y|x̂) =
∑
x

p(y|x)p(x|x̂).
(2.25)

By iterating the self-consistent equations above, the optimal IB tradeoff can
be obtained with a given β. Additionally, the IB tradeoff can also be seen as
a rate distortion problem, where the rate is R = I(X; X̂) and distortion D is
defined as d(x, x̂) = KL(p(y|x)||p(y|x̂)). Thus, the expected IB distortion is

DIB = E[d(X, X̂)] = I(X;Y |X̂) (2.26)

where I(X;Y |X̂) measures the relevant information about Y not captured by
X̂. Therefore, the goal of this IB distortion problem is to minimize R as well
as DIB and (2.22) is rewritten into:

L̂(p(x̂|x)) = I(X; X̂) + βI(X;Y |X̂). (2.27)
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The black curve in Fig. 2.6 shows the optimal tradeoff for this distortion
optimization problem, where β equals to the negative inverse slope of this curve
[8]. And for a n-layer DNN, there is a successive Markov chain: Y → X → h1 →
...→ hn, where hi denotes the hidden layer i. Following the idea of (2.28), the
optimal representation of the hidden layer hi is:

L̂(p(hi|hi−1)) = I(hi;hi−1) + βI(Y ;hi−1|hi) (2.28)

given a parameter β. However, this just gives a theoretical limit, the optimal
tradeoff is achieved when the hidden layer only eliminates irrelevant information.
Green curves in Fig. 2.6 show a possible path for a 2-layer DNN.

Figure 2.6: An information plane [8]. The black curve represents the optimal
IB tradeoff. And the aim of designing a system is to get closer to this IB limit
bound for a low complexity and a good prediction/reconstruction.

2.3 IB interpretation of DNNs

After introducing the IB method and DNNs, some papers that give promising
results on applying the IB method to DNNs will be introduced in this section.
In [10], Tishby & Schwart-Ziv used the IB method to analyze DNNs and visu-
alize the training dynamics in the information plane, shown in Fig. 2.7. They
regarded DNNs as a successive Markov chain of representations and used mu-
tual information to quantify how much information each hidden layer contains
in input X and output Y . Based on their observations, they proposed that the
DNN’s training is basically composed of a fitting phase and a compression phase.
In supervised learning, the fitting phase is when the hidden layers T learn about
the input and also the desired output, which is also known as the label. In this
phase, both I(X;T ) and I(T ;Y ) keep increasing. And the compression phase is
when network tries to remove redundant information that does not contribute
to predicting Y . I(X;T ) decreases during this compression phase while I(T ;Y )
stays high.

15



Figure 2.7: An information plane of mutual information variations for 4 hidden
layers during the DNN training [10]. The grey lines connect mutual information
values of different layers in the same training epoch. And the green curve
separates the training process into the fitting phase and the compression phase.

(2.22) illustrates that the target of the IB method is to find an optimal trade-
off between compression I(X̂;X) and prediction I(X̂;Y ). Therefore, Tishby &
Schwart-Ziv [10] proposed that DNN’s training is actually finding the optimal
representations of the IB method for each hidden layer. They give several im-
pressive claims: first, SGD is finding the solution of the IB method, which leads
to the compression phase in DNN training; second, the converged hidden layers
(when the DNN training is completed) lie on or very close to the IB theoretical
bound; and third, the compression phase leads to better generalization perfor-
mances of DNN, because it removes irrelevant information and thus avoids from
the overfitting (overfitting means that a method performs well in the training
set but very bad in the test set).

In [20], Zhao proves theoretically that I(Y ; X̂) needs time with a polynomial
order to grow during fitting and time with an exponential order to grow during
compression. This conclusion is perfectly in line with the work in [10] where
most training epochs are spent for compression. This result is actually due to
the SGD algorithm: Raginsky et al.[21] showed that the search path of the SGD
needs time of exponential order to jump from one local min to another local min,
thus compression phase takes long time.

The IB method is not only for analysis but also has been used to train DNNs
recently, and some work gives remarkable performances in classification tasks.
Kolchinsky et al.[22] proposed “non-linear IB” method based on an upper bound
on the IB objective (2.22). They proved that the upper bound can be optimized
by using gradient-based techniques and demonstrated the performance by im-
plementing the method using neural networks on the MNIST data set. The
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result shows that intermediate representations obtained from non-linear IB is
more robust than those from traditional supervised learning. Alemi et al.[23]
proposed to use variational inference to construct a lower bound on the IB objec-
tive and named this method as Variational Information Bottleneck (VIB). By a
series of experiments, VIB showed an improved robustness to adversarial inputs
than deterministic models using Maximum Likelihood Estimation (MLE).

In this thesis, the focal point is to use the IB method to visualize and study
DNN training dynamics. By tuning different hyperparameters and switching
between various activation functions, we will investigate corresponding informa-
tion paths and analyze outcomes. Saxe et al. [24] claimed that the compression
phase observed in [10] arises from double-sided saturating activation function
instead of neural network itself. We will also work on this claim by applying dif-
ferent techniques and quantization strategies to estimation mutual information,
in order to find out where this compression might come from.

2.4 Mutual Information Estimation

In this section, we first argue that the IB optimization algorithm on DNNs is
an ill-posed problem. And an illustration on how to estimate mutual informa-
tion properly between hidden layers with input and output variable is given in
Sec. 2.4.2 and Sec. 2.4.3.

2.4.1 Ill-posed problem

As explained in Sec. 2.1, MI is actually a measurement to quantify the similari-
ties between random variables in information theory. Crucially, the foundation
of MI is entropy which has some different definitions from discrete variables to
continuous variables.

In Amjad & Geiger [25], authors point out the optimization problem (2.22)
on DNNs is ill-posed. [24] claimed that the activity of a neural network is often
a continuous deterministic function to the input X. However, we argue that the
DNN is trained on a computer where all calculations are finite precision and
thus discrete.

Consequently, all hidden layers should still be discrete random variables.
The differential entropy, used to calculate MI in (2.22), is not a proper toolbox
and we still use entropy (2.18) in the following thesis. We first assume that
each input sample is independent and ideally distributed (iid). For one specific
hidden layer L, L is deterministic to input X. Hence given the input X, the
L is a Kronecker delta function at f(X) (f(·) is the DNN internal calculation,
for example L(i) = f(X(i))) and it leads the conditional entropy H(L|X) to be
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zero. Therefore, we have:

I(X;L) = H(L)−H(L|X)

= H(L)

= −
N∑
i=1

1

N
× log(

1

N
)

= log(N)

(2.29)

where L is also iid and p(L = L(i)) = 1
N . Hence, this optimization problem is

ill-posed because IB functional is a constant for all hidden layers.

One strategy to deal with this problem is to simply quantize the hidden layer
L and to make H(L) not fixed, for example by binning in Tishby’s work [10].
In neural networks, the hidden layer is mostly in vectors and the dimension of
it represents the number of neurons in this layer. So, the hidden layer output
should be a high dimensional random variable. However in practice, it will
become a high computational cost if we bin each dimension of a random vector.
To be more concrete, given a 10-dimensional random variable, we need 1010 bins
in total if we use 10 bins for every dimension. This phenomenon is unrealistic in
practical implementation and is named as the curse of dimensionality. The curse
of dimensionality describes the various problems that arise in high-dimensional
spaces but do not occur in low-dimensional settings [26]. In [10], Tishby suggests
to forget about DNNs settings and treat each hidden layer output as a scalar
random variable. In this thesis, we follow Tishby’s idea and also regard the
hidden layer output as a single random variable.

Another idea is to add some noise functions on L and then L is neither
an iid discrete random vector nor deterministic to X. We adopt the kernel
density estimation (KDE) with Gaussian kernel and treat each kernel as an
additional noise on hidden layer activity, T = L+ ε(0, σ2I). After adding noise
ε, T is no longer deterministic to input variable X. Hence, the conditional pdf
p(T |X) = p(L + ε|x) is not the delta function but a Gaussian given an input
X, where we switch to the differential entropy to compute h(T ). Given N
iid input samples, T is thus composed of N iid Gaussians. Estimators based
on pairwise-distances [11] are further introduced to estimate the entropy of a
Gaussian mixture.

In Sec. 2.4.2 and Sec. 2.4.3, we regard each hidden layer as a random variable
Li, and give the detailed explanation on how to approximate the MI between
each hidden layer with input and labels using the two methods above respec-
tively. We need to underline that the hidden layer is assumed to be a scalar
random variable (RV) in binning while a random vector in the KDE method.
Take one specific hidden layer output L for example, in order to facilitate the
distinction, we use p(L∗) to represent the distribution in terms of scalar random
variable L∗, and p(L) to represent the distribution of random vector L in the
following sections.
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2.4.2 Binning

A histogram is an old but still popular tool to approximate a probability dis-
tribution of a random variable. Bin width is the most important parameter in
histogram because it controls the tradeoff between capturing too much detail
(“undersmoothing”) or too little detail (“oversmoothing”) with respect to the
true distribution [27]. In the rest part of this subsection, we will take p(L∗) as an
example and introduce different binning strategies to estimate the probability
density function.

We need to emphasize that binning does not exist in practical neural net-
works but only to estimate mutual information for the use in the IB method.

Uniform Binning

Uniform binning requires the number of bins Nbins as the hyperparameter. Each
bin has the same length and thus the bin size is decided by:

d =
L∗max − L∗min

Nbins
(2.30)

where L∗max and L∗min are the maximum and minimum value of L∗ respectively.
And the output of binning is the index of bin which the data point falls in. So,
the output is n if the point x satisfies:

L∗min + nd ≤ x < L∗min + (n+ 1)d (2.31)

Fig. 2.8 shows the uniform binning process of the tanh function, the output
is evenly binned into 30 intervals from [−1, 1]. As for ReLU, it does not have
an upper bound and therefore L∗max is not fixed while L∗min keeps zero.

Figure 2.8: Bin tanh function (blue curve) output into 30 even intervals (grey
lines) from [−1, 1], convert continuous variable L∗ into discrete numbers so as
to calculate mutual information.
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Adaptive Binning

Adaptive binning, also known as dynamic binning, adjusts bin length dynami-
cally based on data’s distribution. There are various algorithms to calculate bin
sizes while it is hard to decide an optimal one. In this section, we will give three
formulas designed for different distributions. All these methods determine the
bin size adaptively, and all bins have identical length. Additionally, the number
of bins is decided by:

Nbins =
L∗max − L∗min

d
(2.32)

where d is the bin length obtained from the following adaptive binning methods:

• Scott [28]: calculates the bin width by taking data’s variability and size
into account.

dScott = σ
3

√
24
√
π

n
(2.33)

where σ is the standard deviation of the input data and n is the data size.
In Scott’s formula, bin width is proportional to the standard deviation
of input data and inversely pproportional to data size. This method is
quite sensitive to outliers because the standard deviation is taken into
consideration.

• Sturges: bin width is obtained by the data size.

dSturges = log2(n) + 1 (2.34)

Sturges’ formula is based on the assumption that data is normally dis-
tributed, therefore it performs quite poor when data set is non-normal.

• Doane: Make some improvements on Sturges’ formula.

dDoane = 1+ log2(n) + log2(1 +
| g1 |
σg1

)

g1 = E[(
x− µ
σ

)3]

σg1 =

√
6(n− 2)

(n+ 1)(n+ 3)

(2.35)

where E is the expected value operator. Compared with Sturges’ formula,
Doane improves performances on non-normal datasets.

MI Approximation

The binned hidden layer output is denoted as L̄, therefore L̄ is a matrix with the
same size as L and each element represents the index of bin. For consistency,
L̄ is also referred as T which represents the processed/estimated hidden layer
output. The mutual information between the input X and hidden layer L is
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obtained by:

I(X;L) ∼ I(X̄;T ) = H(T )−H(T |X̄)

= −
∑
T

p(T ) log2 p(T )−
∑
i

p(X̄ = mi)H(T |X̄ = mi)

= −
∑
T

p(T ) log2 p(T ) +
∑
i

p(X̄ = mi)
∑

T, ¯X(j)=mi

p(T ) log2 p(T )

(2.36)
where mi is the unique vector of X̄, p(X̄ = mi) is the frequency of mi. To be
more concrete, assuming that there are three inputs X(1) = [0.8, 1.6], X(2) =
[0.7, 1.9], X(3) = [0.6, 0.8] and the bin edges is [0, 1, 2]. Thus the unique vectors

m of X̄ are m1 = ¯X(1) = ¯X(2) = [0, 1] and m2 = ¯X(3) = [0, 0]. Therefore, X̄
is not iid since some distinct input samples are quantized as a same value after
binning.

In classification cases, the output variable Y is always sparse, such as labels.
Therefore, p(Y ) is known in most cases and the mutual information between
output Y and hidden layer L is given by:

I(Y ;L) ∼ I(Y ;T ) = H(T )−H(T |Y )

= −
∑
T

p(T ) log2 p(T )−
k∑
i=0

p(T, Y = i)H(T |Y = i)

= −
∑
T

p(T ) log2 p(T ) +

k∑
i=0

p(T, Y = i)
∑

T,Y (j)=i

p(T ) log2 p(T )

(2.37)

where k is the total number of labels.

2.4.3 Estimator Based on Pairwise-Distances

As we have discussed in Sec. 2.4.1, p(L|X = X(i)) is a delta function. After
adding a Gaussian kernel to the delta function, p(T |X = X(i)) becomes a mul-
tivariate Gaussian centered on L(i). Under the interpretation that each input
sample is iid, p(T |X) is a mixture of Gaussian and I(X;L) can be approximated
by the I(X;T ).

However in most cases, the entropy of mixtures has no known closed-form
expression [29]. This is true even when each component has a closed-form
entropy, for instance Gaussian. In [11], Kolchinsky & Tracey proposed a family
of estimators based on a pairwise distance function, including the upper and
lower bounds on the mixture entropy in the set of estimators. They further
provided closed-form expressions of these bounds for Gaussian mixture. In this
thesis, we will also apply these estimators to obtain the MI for the use in the
IB method. And we give the core ideas of [11] in the following.

Consider X is a mixture distribution:

pX(x) =

N∑
i=1

cipi(x) (2.38)
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where pi(x) is the pdf of this component and ci represents its weight (
∑N
i=1 ci =

1). The family of estimators is written as:

ĥD(X) = h(X|C)−
∑
i

ci ln
∑
j

cj exp(−D(pi||pj)) (2.39)

where D is the distance function between pdf of two components pi and pj .
Kolchinsky & Tracey show that when the Chernoff α-divergence:

Cα(p||q) = − ln

∫
pα(x)q1−α(x)dx (2.40)

is used as a pairwise distance function, the corresponding estimator is a lower-
bound on the mixture entropy:

h(X) ≥ ĥCα(X) = h(X|C)−
∑
i

ci ln
∑
j

cj exp(−Cα(pi||pj)). (2.41)

When the Kullback–Leibler (KL) divergence is used as a pairwise-distance func-
tion, the estimator is the upper-bound [11]:

h(X) ≤ ĥKL(X) = h(X|C)−
∑
i

ci ln
∑
j

cj exp(−KL(pi||pj)). (2.42)

Additionally, the Chernoff α-coefficient for α = 0.5 is known as the Bhat-
tacharyya coefficient (BD) [30] which gives the tightest lower bound. It is de-
fined as:

BD(p||q) = − ln

∫ √
p(x)q(x)dx (2.43)

This BD bound can only be achieved in some special cases, for example
Gaussian mixture with the same covariance matrix.

MI Estimation

Based on pairwise-distances, we estimate the entropy of T which is a mixture
of Gaussian with the same covariance matrix. So the BD distance in (2.41) is
applied to find the tightest lower bound [11] of I(T ;X):

I(T ;X) = h(T )− h(T |X) ≥ −
∑
i

ci ln
∑
j

cj exp(−Cα(pi||pj))

≥ −
∑
i

1

N
ln
∑
j

1

N
exp(−BD(Ti||Tj))

= −
∑
i

1

N
ln
∑
j

1

N
exp(−1

8

‖L(i) − L(j)‖2

σ2
)

(2.44)

where N is the number of input samples, ‖ · ‖ is the l2-norm, L(i) is the hidden
layer output given input x(i) and σ is from the covariance matrix Σ = σ2I. The
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reason ci = 1
N is the assumption that the input X is iid. Following the same

idea, the upper bound is calculated as:

I(T ;X) = h(T )− h(T |X) ≤ −
∑
i

ci ln
∑
j

cj exp(−KL(pi||pj))

= −
∑
i

1

N
ln
∑
j

1

N
exp(−KL(Ti||Tj))

= −
∑
i

1

N
ln
∑
j

1

N
exp(−1

2

‖L(i) − L(j)‖2

σ2
).

(2.45)

The differential entropy of a d-dimensional Gaussian distribution p = N (µ,Σ)
has a closed form:

h(p) =
d

2
+
d

2
ln(2π) +

1

2
ln(|Σ|) (2.46)

where |Σ| denotes the determinant of covariance matrix Σ. Based on this for-
mula, h(T |X) is derived as:

h(T |X) = −
∑
i

p(X = X(i)) · h(Ti)

= −
N∑
i

1

N
· h(Ti)

= −
N∑
i

1

N

[
d

2
+
d

2
ln(2π) +

1

2
ln(|Σ|)

]
=
d

2
ln(2πe) + ln(|Σ|) = β

(2.47)

which is a constant if Σ is fixed. In our set ups, all the kernels have the same
and unchanged covariance matrix. Consequently, we have the bound for h(T ):

IBD(T ;X) + β ≤ h(T ) ≤ IKL(T ;X) + β. (2.48)

Then, the lower bound of I(T ;Y ) can be calculated by following the (2.48):

I(T ;Y ) =h(T )− h(T |Y )

≥−
∑
i

1

N
ln
∑
j

1

N
exp(−BD(Ti||Tj))

−
K∑
k

Nk
N

− ∑
i,Y (i)=k

1

Nk
ln

∑
j,Y (j)=k

1

Nk
exp(−BD(Ti||Tj))

+ α

=−
∑
i

1

N
ln
∑
j

1

N
exp(−1

8

‖L(i) − L(j)‖2

σ2
)

−
K∑
k

Nk
N

− ∑
i,Y (i)=k

1

Nk
ln

∑
j,Y (j)=k

1

Nk
exp(−1

8

‖L(i) − L(j)‖2

σ2
)

+ α

(2.49)
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where k is the label, Nk is the number of samples with label k and α is some
constant. In this thesis, the focus is the variation of the mutual information,
therefore we can leave the constant α alone in the following work. And the
upper bound of I(T ;Y ) [24] is given by:

I(T ;Y ) =h(T )− h(T |Y )

≤−
∑
i

1

N
ln
∑
j

1

N
exp(−1

2

‖L(i) − L(j)‖2

σ2
)

−
K∑
k

Nk
N

− ∑
i,Y (i)=k

1

Nk
ln

∑
j,Y (j)=k

1

Nk
exp(−1

2

‖L(i) − L(j)‖2

σ2
)

 .
(2.50)
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Chapter 3

Simulation Experiments

3.1 One Layer Model

To better understand the DNN dynamics in information plane, a simple model
as Fig. 3.1 is set up. The network is composed of one hidden layer and one
sigmoid function in the end. The role of the sigmoid function is to rescale the
hidden layer output and then compute the loss function. We adopt the cross-
entropy ((2.9)) as the loss function, which minimizes the loss by penalizing false
classifications.

Input data X are scalars sampled from a normal distribution N (0, 1), cor-
responding label Y is decided by:

Y =

{
1, X > 0
0, else .

(3.1)

ŶL
g

Σ
f

X
W

b

Figure 3.1: A single hidden layer Model, where W and b represents the weight
and the bias, f is the activation function (AF) and g is a sigmoid function.

Input samples enter the hidden layer by multiplying a scalar weight W and
adding a bias b. The whole process is computed as:

Ŷ = g(h) = g(f(Σ)) = g(f(WX + b)). (3.2)

Output is classified by comparing the threshold at 0.5 with Ŷ , classification
label is set as 1 if Ŷ is larger than 0.5 (because there is a sigmoid function in
the end and thus move the decision boundary from 0 to 0.5), otherwise 0.
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We made some modifications on the mutual information calculation after
binning in this section. In Sec. 2.5, input Xi and hidden layer Li are vectors
with various dimensions, then it is not intuitive to find the joint probability
between two different size matrix X and L. However, all variables are just
scalars in this simple model, X, L and Y are 1-d vectors with the same size
(N, 1). Hence, we are able to directly compute the joint probability in 2-d
histogram:

I(X;L) ≈ I(X̄; L̄) =H(X̄) +H(L̄)−H(X̄, L̄)

=−
∑
x

p(X̄(i)) log2(p(X̄(i))) +
∑
L̄

p(L̄(i)) log2(p(L̄(i)))

+
∑
x

∑
L̄

p(X̄(i), L̄(i)) log2 p(X̄
(i), L̄(i))

(3.3)
where (̄·) denotes the continuous variable after binning, discrete probability

p(X̄(i)) = Ni/N is obtained by counting the number of samples Ni located in
the ith bin, where N is the number of bins. Fig. 3.2 gives a simple illustration
on how to calculate the joint entropy. Here X and L are binned into three
even intervals on their dimension from the minimum value to the maximum
value, then the whole 2-d space is divided into nine zones. Consequently, Nij is

obtained by counting how many points fall into this bin, p(X̄(i), ¯L(j)) = Nij/N
2.

Xmin Xmax

Lmin

Lmax

Figure 3.2: Illustration of 2-d histogram.

During training, uniform binning is used to estimate the mutual information
in each epoch. Training is repeated for 50 times with randomized initial weights
and training samples, and information dynamics are plotted on Fig. 3.3. Two
paths in subfigure (a) are almost identical, which are the information dynam-

ics of binned hidden layer L̄ and output
¯̂
Y given tanh as activation function.

Apparently, mutual information on output Y , I(Y ;T ) first increases and then
saturates, in the meantime that mutual information on input X, I(X;T ) de-
creases. This result is in accordance with the core conclusion in [10], Tishby
proposed there are two distinct phases in DNNs training: fitting and compres-
sion.

However, the information path of the hidden layer changes when Leaky ReLU
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(a) Information plane: tanh (b) Information plane: Leaky ReLU

Figure 3.3: Visualization on dynamics of mutual information variation. Hori-
zontal and vertical axes on all four plots are mutual information between vari-
able with input X and label Y respectively. (a) Information trajectories of the
hidden layer h and output Ŷ with AF: tanh. (b) Information trajectories of
the hidden layer h and output Ŷ with AF: Leaky ReLU function. Colorbar
represents training epochs with SGD from 0 to 10000 in log scale.

(a) Loss and accuracy: tanh (b) Loss and accuracy: Leaky ReLU

(c) Weight and bias: tanh (d) Weight and bias: Leaky ReLU

Figure 3.4: Variations on some parameters during the training with activation
functions tanh and Leaky ReLU.

is applied. ReLU is tried originally but when the initial weight is negative, the
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network does not have a good performance on accuracy in this simple model
and thus the Leaky ReLU is adopted. The information path of the hidden layer
in Fig. 3.3 (b) shows neither fitting nor compression phase. In consistent with
the conclusions of [24], Saxe et al. propose that the compression phase in neural
networks arises from double-sided saturating non-linearities like tanh, but for
other non-linearities in fact do not have the similar compression phase. And
this conclusion is further verified by passing the hidden layer output through the
double-sided saturating Sigmoid function to have the output Ŷ , the compression
phase emerges again.

The first row in Fig. 3.4 illustrate the performances of the neural network
with these two activation functions, and curves with tanh in (a) are quite sim-
ilar with corresponding curves with Leaky ReLU in (b). Loss monotonically
decreases and accuracy starts from 0.5 and ends up with 1 for both two AFs.
Additionally, there are only two parameters in this simple model: weight and
bias, also plotted on the second row in Fig. 3.4. Based on simulation results,
weights keep increasing (slowly due to the small learning rate setting) regardless
of tanh or Leaky ReLU. Considering the input data type (3.1), this outcome is
thus expected: the larger weight is, the wider margin is to classify from label
1 to label 0. Therefore, WX + b becomes large either in positive or negative
direction after training for enough epochs because of the increasing weight.

In light of Fig. 2.2, when input is positive(negative) large, tanh thus returns
nearly 1 or -1 because of its double-sided saturating feature. Hence, output
h = f(WX + b) from tanh is getting closer to the upper bound (X is positive)
or lower bound (X is negative), like the yellow zones shown in Fig. 3.5. After
training for enough epochs, most points fall into these two bins and L̂ turns out
to be a binary distribution like Y . Consequently, I(Y ;T ) is getting closer to:

H(Y ) = −
1∑
i=0

p(Y = i) log2 p(Y = i)

= −0.5 log2(0.5)− 0.5 log2(0.5)

= 1.

(3.4)

This agrees with curves in Fig. 3.3 (a) where I(Y ;T ) get closer to 1. But
I(T ;Y ) ≤ H(Y ) because the information that T contains on Y is no more than
Y itself. As for I(T ;X), X is sampled from Gaussian while L is becoming
binary-like during training, hence I(T ;X) will begin decreasing at some point
of training. As a result, information dynamics of tanh in one layer model is well
explained.

On the other hand, when the weight is large with Leaky ReLU we have:

L = f(WX + b) ∼ f(WX) =

{
WX, X > 0
aWX else

(3.5)

When Leaky ReLU is applied as the activation function, L is far away from
the binary distribution and this is the reason for the lack of the compression
phase in information plane. The distribution of L in the right half plane is
similar with a Gaussian N ∼ (0,W 2) while in the left half plane is like N ∼

28



(0, a2W 2). After a sigmoid function, Ŷ gets closer to a binary distribution if
the weight W is increasingly large. Therefore, the compression phase reappears
for Ŷ with Leaky ReLU in Fig. 3.3 (b).

Figure 3.5: Bin tanh (blue curve) output into 30 even intervals (grey lines) from
[−1, 1]. After training for a large number of epochs, most points tend to fall
into two yellow regions.

Until now, we may conclude that the compression representation arises from
double-sided saturating feature, like tanh and sigmoid, instead of neural net-
works properties. In the next two experiments, we further investigate this hy-
pothesis by comparing the mutual information variations from activation func-
tion tanh and ReLU.

3.2 12 Bits Data Model

In this section, we are going to explore the connection between the fully-connected
neural network and the information bottleneck method. The network structure
is plotted on Fig. 2.3: 7 layers in total with one input layer and one output layer,
the number of nodes in each layer is 12-10-8-6-4-2-1. Activation function used
in each layer is identical except for the output layer which is equipped with a
sigmoid function to rescale the output. Training method is mini-batch gradient
descent and cross-entropy is used as the loss function. We do not introduce any
advanced training method, like regularization terms and preprocessing training
data.

Instead of using some well-known data sets like MNIST data set, in this
chapter, a simpler data set is chosen. The input variable X is 12 binary bits,
the same as X in [10]. Therefore we have 4096 (212) symmetrically located
patterns as input, and divide them into training set and test set. In order to
make p(y) uniform, we set the decision rule as:

Y =

{
1, n ≥ 6
0, else

(3.6)
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where n is the number of 1 from the second bit to the last bit. For instance,
n = 5 < 6 if Xi = 011000110010, thus Yi = 0; n = 6 if Xi = 111000110011, and
now Yi = 1. The reason for ignoring the first bit is to make label distribution
uniform. Then we have 2048 points with label 0 and the rest with label 1. So
the mutual information I(X;Y ) is:

I(X;Y ) = H(Y )−H(Y |X)

= −
1∑
i=0

p(Y = i) log2 p(Y = i)−
4096∑
i=1

p(X = X(i))H(Y |X = X(i))

= −0.5 log2(0.5)− 0.5 log2(0.5)−
4096∑

1

1

4096
× [−1× log2(1)]

= 1
(3.7)

which is the upper bound of mutual information between X and hidden layer
L, according to DPI in (2.21).

In the following, hidden layer outputs are denoted as Li, where i = 1, ..., 6
represents the hidden layer 1 to 6 in Fig. 2.3 and L6 is also known as the output
layer. X,Y, Ŷ are input variables, desired labels and network output variables
respectively. Training data is used for training and during each epoch the test
data is passed into the network for calculating the mutual information I(X;L)
and I(Y ;L) (here L is for one hidden layer in general). We follow (2.36) and
(2.37) to calculate the MI:

I(X;L) ∼ I(X;T ) = H(T )−H(T |X)

= −
∑
T

p(T ) log2 p(T )− 0

= −
∑
T

p(T ) log2 p(T )

I(Y ;L) ∼ I(Y ;T ) = H(T )−H(T |Y )

= −
∑
T

p(T ) log2 p(T )−
∑

i∈{0,1}

p(Y = i)H(T |Y = i)

= −
∑
T

p(T ) log2 p(T ) +
∑

i∈{0,1}

p(Y = i)
∑
T,Y=i

p(T ) log2 p(T )

(3.8)
where T is the hidden layer output after binning. X in (3.8) is not binned
because input X is 12 bits binary, which means p(X∗) is known (binary dis-
tributed). Moreover, T is deterministic to X (T is deterministic to L and L
is deterministic to X) when the parameters in DNN are fixed in one training
epoch, and this leads the conditional entropy H(T |X) to be zero.

3.2.1 Uniform binning

The parameter set up is 0.001 for the learning rate, 128 for mini-batch size.
Dataset is split into two parts, 80% for training and 20% for test. In accordance
with Tishby’s work [10], we adopt uniform binning in (3.8) and obtain Fig. 3.6
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after 12000 epochs training.

When activation function is tanh, we divide the output range [−1, 1] into
50 even bins. And for ReLU, we follow the idea of Sec. 2.5.1 and divide the
range [0, L∗max] into 50 bins. Then based on (3.8), we calculate I(X;Ti) and
I(Y ;Ti) for each layer and plot the information paths in Fig. 3.6 (a) (b) after
one single training run. The information paths in (a) consist of two phases,
the first phase is the fitting phase where the hidden layers learn information in
input X and label Y , which leads to the increase on both I(X;Ti) and I(Y ;Ti).
In Fig. 3.6 (a), the trajectories go up to the top during this fitting phase. And
then training switches to the second phase, the compression phase where hidden
layers begin to throw away information that is irrelevant to the label Y , I(X;Ti)
thus decreases while I(Y ;Ti) remains high. During this phase, information
trajectories turn left in Fig. 3.6 (a). This result is within our expectation and
consistent with Tishby’s observation as well.

In contrast, there is neither obvious fitting phase nor compression phase in
Fig. 3.6 (b) when ReLU is used. By looking at Fig. 3.6 (d), it is apparent that
uniform binning returns an unexplainable result. In the beginning of training,
I(Y ;T3) and I(Y ;T4) in Fig. 3.6 (d) are almost 1, the highest value I(Y ;Ti)
can achieve, which indicates they contain almost all information about label Y
already. And we argue this mutual information estimation method is wrong,
the reason is that the loss and accuracy performance in the beginning epochs
are both terrible. In spite of no fitting phase observed for hidden layer 3 and 4,
there is still a compression phase followed when accuracy reaches a high level.

3.2.2 Adaptive binning methods

In order to find out if inappropriate binning method makes compression dis-
appear, we switch to adaptive binning with ReLU here. In Sec. 2.5.2, we give
several different formulas for adaptive binning.

Here we adopt the Doane’s and Scott’s formula, and the corresponding re-
sults are plotted below with all hyperparameters fixed (batch size 128, learning
rate 0.001, training epochs 12001). Both these two formulas return reasonable
plots which support Tishby’s conclusion, that compression phase exists in all
DNNs training. In Fig. 3.7 (c) and (d), mutual information on output variable
I(Y ;Ti) begin to increase when loss decreases (or accuracy increases) in subplot
(e) and (f). In the meantime, mutual information on input variable I(X;Ti)
first increases and then decreases. Fig. 3.7 (a) and (b) show that information
path also has fitting phase and compression phase even though the activation
function is ReLU.
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(a) Information path: tanh (b) Information path: ReLU

(c) Mutual information: tanh (d) Mutual information: ReLU

(e) Loss and accuracy: tanh (f) Loss and accuracy: ReLU

Figure 3.6: Train 12 bits DNN model for 12000 epochs using mini-batch gra-
dient descent. Apply uniform binning to approximate hidden layer probability
distribution. (a) Information dynamics for tanh: Colorbar shows the training
epochs from 0 to 12000 with gradient color. There are four trajectories repre-
senting hidden layer 2, 3, 4 and 5 from right to left respectively. MI values of
different layers on same epoch are connected with grey lines. (b) Information
dynamics for ReLU. There are only two visible curves, one in the right upper
corner is that hidden layer 2, 3 and 4 overlapping together, and the other one
is the hidden layer 5 . (c) Mutual information variations for tanh. Blue, black
and red curves represents the hidden layer 3, 4 and 5 respectively. (d) Mutual
information variations for ReLU. (e) Loss and accuracy for tanh: the training
set is plotted with blue while the test set is red. In most epochs, the two curves
overlaps. (f) Loss and accuracy for ReLU.
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(a) Information path: Doane binning (b) Information path: Scott binning

(c) Mutual information: Doane (d) Mutual information: Scott

(e) Loss and accuracy: Doane (f) Loss and accuracy: Scott

Figure 3.7: Replace uniform binning with adaptive binning, activation function
used is ReLU. (a) Information dynamics for Doane’s formula. (b) Information
dynamics for Scott’s formula. (c) Mutual information variations for Doane’s
formula. (d) Mutual information for Scott’s formula. (e) Loss and accuracy for
Doane’s formula. (f) Loss and accuracy for Scott’s formula.
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3.2.3 Estimators based on pairwise-distances

As we have discussed in Sec. 2.5, histogram always leads to some basis on proba-
bility estimation, either underestimate or overestimate. Therefore, we introduce
other estimators which don’t require any binning strategy. After analyzing the
hidden layer distribution, we adopt the Gaussian kernel density estimation to
estimate the distribution and then approximate the mixture entropy based on
pairwise-distances. According to Sec. 2.6.1, we calculate the lower bound and
upper bound of estimators with noise variance σ2 = 0.1.

As for the information plane, we take the average of these two bounds as the
approximated estimation and thus plot trajectories. We keep hyperparameters
fixed and obtain Fig. 3.8 (tanh) and Fig. 3.9 (ReLU). In Fig. 3.8, subplot (c)
(d) (e) are upper bound and lower bound from hidden layer 3 to hidden layer
5 respectively. We have to mention that natural logarithm, ln, is used in this
part instead of log2. Therefore, the maximum value of I(Y ;T ) is

I(Y ;T ) ≤ H(Y ) = ln(2) = 0.693. (3.9)

(a) Information path: tanh (b) Loss and accuracy: tanh

(c) Hidden layer3 (d) Hidden layer4 (e) Hidden layer5

Figure 3.8: Kernel density estimators based on pairwise-distances, same hyper-
parameters with above and activation function is tanh. (a) Information dynam-
ics. (b) Loss and accuracy. (c) Mutual information variations of hidden layer
3: blue curve is the upper bound while black curve is lower bound. (d) Mutual
information variations of hidden layer 4. (e) Mutual information variations of
hidden layer 5.

By comparing Fig. 3.8 (tanh) with Fig. 3.9 (ReLU), we have some findings:
For each layer, upper bound and lower bound of I(Y ;T ) tend to overlap even-
tually; Regardless of tanh or ReLU, I(X;T ) first increases in the fitting phase
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and then decreases in the compression phase; The compression phase with tanh
is more obvious than with ReLU, which indicates that tanh throws away more
information than ReLU does.

(a) Information path: ReLU with KDE (b) Loss and accuracy: ReLU with KDE

(c) Hidden layer3 (d) Hidden layer4 (e) Hidden layer5

Figure 3.9: Switch activation function to ReLU. (a) Information dynamics. (b)
Loss and accuracy. (c) Mutual information of hidden layer 3. (d) Mutual
information of hidden layer 4. (e) Mutual information of hidden layer 5.

3.2.4 Hyperparameters Tuning

In this section, we investigate the hyperparameters impact on the information
dynamics. Fig. 3.10 studys the influences of different learning rates and batch
sizes. The DNN structure and data set is the same as the Sec. 3.2.1. And the
activation function is tanh and MI is calculated by the uniform binning strategy.

Compared Fig. 3.10 (a) with (b), all hyperparameters are identical except
that the learning rate is increased to 0.01 in (b). Subfigure (a) takes around
1000 epochs to enter the compression phase while (b) only spends 100 epochs.
From earlier experiments, the compression phase is when DNNs training has
converged and the accuracy is pretty high. Therefore, we may conclude that
different learning rates will not change the information trajectories but will
affect the speed of convergence. And this result is within our expectation, that
the larger learning rate helps DNNs to update and faster.

Similarly, Fig. 3.10 (c) and (d) show that how batch size changes the infor-
mation dynamics. The result shows that the smaller batch size leads to a faster
learning process. Moreover, [10] claimed that the compression phase arises from
the stochastic gradient descent. So as to further explore this assumption, we use
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(a) Default setting (b) learning rate: 0.01

(c) Mini-batch: 1 (d) Mini-batch: 1024

Figure 3.10: Training for 12000 epochs using gradient descent. Apply uniform
binning to approximate hidden layer probability distribution. Activation func-
tion for four subplots are tanh. (a) Information dynamics with default settings:
learning rate 0.001, mini batch size 128, ratio of training set to test set 80/20.
(b) Increase the learning rate to 0.01. (c) Decrease the batch size to 1, so it is
the Stochastic Gradient Descent. (d) Increase the mini batch size to 1024.

the full batch size where the whole training set is used for training in each epoch.
The result is plotted in Fig. 3.11 and it demonstrates that the compression phase
is not due to SGD since there is still compression with GD.

Apart from the information trajectories, the MI values that each layer reaches
eventually are also analogous. Comparing Fig. 3.10 (a), (b), (c) and Fig. 3.10
(subfigure (d) is excluded is because we did not run it for enough epochs and
MI values have not completely converged), the same layer tends to end up with
similar locations in the information plane with various hyperparameters. By
combining this finding with the IB method in (2.22), we speculate that hyper-
parameters do not decide the factor β and thus have no influence on the optimal
representation of each layer. But the depth of the hidden layer has some connec-
tions with β, so different layers converge to different values in the information
plane. DPI in (2.21) supports this assumption by setting successive inequalities
to mutual information by depth. But this hypothesis is just the observation of
the experiment, and it needs to be further examined theoretically.
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Figure 3.11: The training is the full batch size gradient descent for 40000 epochs.
The grey lines which connect different layers with the same epochs are removed
for a clearer visualization.

3.3 IRIS Data Model

In this section, we extend our experiment to the empirical data and further verify
the generality of the information activities in DNNs’ training. We choose the
iris flower data set for computational reason, which is introduced by the British
statistician and biologist Ronald Fisher as an example of classification between
three different flower species [31]. Therefore, the maximization of I(Y ;T ) is:

I(Y ;T ) ≤ H(Y ) = log2(3) = 1.58. (3.10)

The iris data set consists of 150 samples and each sample has four features: the
length and the width of the sepals and petals.

We made some modifications on the DNN’s structure in Fig. 2.3 by replacing
12 nodes with 4 nodes in the input layer. The learning rate is 0.01, mini batch
size is 32, the training set ratio is 80% and MI calculation follows (2.36), 2.37.
In order to plot Fig. 3.12, we ran the training for 50 times and average the
results.

Fig. 3.12 (a) shows the information dynamics of tanh. The trajectories are
not smooth as Sec. 3.2 because the data set is not as symmetric as the 12 bits
data. But it is still apparent that training process is composed of fitting and
compression phase. And I(Y ;T ) for four hidden layers almost converge to the
maximum value.

In subfigure (b) with ReLU, the compression phase is not obvious. Then we
plot mutual information variations of hidden layers 3 to 5 in subfigure (c), (d)
and (e), where slight compression phase can be observed. And shallow layers
have higher MI than deep layers have, this satisfies the DPI assumption

I(Y ;Y ) = H(Y ) ≥ I(Y ;L1) ≥ I(Y ;L2) ≥ . . . I(Y ;Ln) (3.11)

as we have the Markov chain

Y → X → L1 → L2 → . . .→ Ln (3.12)

in the DNN, where Li represents the ith hidden layer.
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(a) AF: tanh (b) AF: ReLU

(c) Hidden layer3 (d) Hidden layer4 (e) Hidden layer5

Figure 3.12: Train DNN model using the iris data set for 10000 epochs using
mini-batch gradient descent. Apply uniform binning for tanh to approximate
hidden layer probability distribution, Scott adaptive binning for ReLU. (a) In-
formation dynamics for tanh: Colorbar shows the training epochs from 0 to
10000. There are four trajectories representing hidden layer 2, 3, 4 and 5 from
right to left respectively. (b) Information dynamics for ReLU. (c)-(e) Mutual
information Variation for hidden layer 3 to 5 for ReLU. The upper curve is
I(X;T ) and the lower curve is I(Y ;T ). For hidden layer 3 and 5, I(X;T )
shows slight compression after 1000 epochs.
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Chapter 4

Simulated Wireless Data
Model

In this chapter, we further study the IB method with DNNs on the simulated
communication system scenario. The intuition is to understand the information
variation in each hidden layer, and thus investigate the possibility to replace the
traditional communication systems or at least some components with the DNNs.
By running some experiments, we argue that the hidden layer is a multivariate
random variable (RV) instead of a (single) RV, and binning in (2.36), (2.37)
for MI calculation is thus inappropriate in most cases. Further, we propose
another strategy, k-means, to partition hidden layer activities into clusters and
then calculate MI. We explain and demonstrate the k-means method in Sec. 4.2
and observe the similar compression phase in the information plane with the
previous chapter.

The wireless data set is taken from a wireless simulator and more details can
refer to Sec. 2.1 in [32]. This data set contains 100000 samples and each sample
is a 256-dimensional vector. The 256 attributes in each sample represent the
magnitude of the frequency-domain channel response. The label is binary and
decided by whether this sample is correctly reconstructed (set label as 0) or not
(set label as 1) after transmitting.

In order to make the label distribution uniform, we randomly take 215 sam-
ples from label 0 and another 215 samples from label 1. And in this experiment,
we do some scaling on input features before transmitting to the DNN. There
are mainly two reasons for pre-processing (scaling): first, some features with
large values will be over-learned and dominate the final result; the second is
that scaling always leads to a faster convergence of the SGD algorithm. In our
case, since each feature denotes the magnitude and is thus positive, we simply
take the natural logarithm of the magnitude along each dimension.

The network is a fully-connected DNN and the structure now has 8 layers,
256-128-64-32-16-8-4-1. And we split 216 samples into two parts, 80% for train-
ing and the rest for testing. Hyperparameter settings are: learning rate 0.001,
batch size 512.
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4.1 Binning

We still begin with binning method to calculate the MI, the activation function
used is tanh. In order to obtain a smooth curve, we repeat the training process
for 10 iterations and plot the result in the left column of Fig. 4.1. Since the
wireless data has 216 samples and each of them has 256 attributes, we do not
investigate the ReLU result but only tanh because of computational expense.

Look at Fig. 4.1 (a), these information trajectories have neither fitting nor
compression phase. Subfigure (c) shows that I(X;T ) starts with large values
and then decrease. This is opposite with our assumption that hidden layers
learn information both in input and output at the beginning of training. But
we need to notice that the 6th hidden layer has similar compression performance.
We suppose it is because of its low dimensions (4-d).

In order to study if the overfitting causes unexpected curves in the informa-
tion plane, we also introduce the dropout method to reduce overfitting. Fully
connected DNNs occupy most of the parameters, it is prone to overfitting [33].
The basic idea of dropout is that every neuron has the probability p to be kept
in the training. During each epoch, only the reduced network, composed of left
neurons and their edges (the link to neurons in the previous layer and the next
layer), is trained on the data and remaining parameters are updated. Removed
neurons are reinserted into the network with weights inherited from the previous
epoch.

We assign p = 0.5 to all hidden layers except for the output layer (only
one neuron). The training is repeated for 10 times and the result is plotted
in the second column of Fig. 4.1. Subfigure (f) indicates that the network
does not over-learn the training set and overfitting is eliminated. However, the
information dynamics are unexplainable: Loss and accuracy curves demonstrate
the network is learning but I(X;T ) and I(Y ;T ) are both decreasing before 100
epochs.

From Fig. 4.1, we question that the hidden layer output is not a single
random variable (RV). Sec. 2.4 illustrates that we treat hidden layers as single
RVs because of the curse of dimensionality. Hence, binning is executed along
one dimension, and results seem promising for 12 bits model. We argue that the
reason for its success is the due to: first, dimensions of input data and hidden
layers are not that high; second, the 12 bits input data are so symmetrical and
ideal.

In Sec. 2.6, the method of estimators based on pairwise-distances combined
with kernel functions is introduced, and it computes MI of vectors instead of
scalars. However, formula in Sec. 2.6.1 are too computational expensive for the
wireless data set. Therefore, we come up with clustering to approximate MI
more efficiently in this model. Clustering is a method of grouping in a way that
samples in the same group are more similar to each other than to samples in
other groups. The binning method used previously is also one kind of clustering,
it clusters points with similar values into a same bin. And there are many
clustering algorithms, Sec. 4.2 will give an introduction of the popular k-means
and show the mutual information variations calculated from this strategy.
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(a) Information plane (b) Information plane with dropout

(c) Mutual Information (d) Mutual Information with dropout

(e) Loss and accuracy (f) Loss and accuracy with dropout

Figure 4.1: Train a new DNN model using the wireless data set for 1000 epochs
using mini-batch gradient descent. Apply uniform binning for tanh to approx-
imate hidden layer probability distribution. The three subfigures in the left
column are without dropout and the other three are with dropout. (a) In-
formation dynamics with activation function tanh. There are four trajectories
representing hidden layer 3, 4, 5 and 6 from right to left respectively. Hidden
layer 6 trajectory looks like a point and lies in the upper right corner. (b) In-
formation dynamics with dropout applied. (c) Mutual information variations
of hidden layer 4 (blue), 5 (black) and 6 (red). (d) Mutual information varia-
tions with dropout. (e) Loss and accuracy for training set (blue) and test set
(orange). After around 100 epochs, there is overfitting observed from both loss
and accuracy curves. (f) Loss and accuracy. Curves of training set and test set
coincide and overfitting is avoided by the dropout method.
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4.2 K-means

K-means is a classic method for vector quantization, that is very popular for
clustering in data mining. The basic idea is to partition N samples X =
{X1, X2, ..., XN} into K clusters S = {S1, S2, ..., SK} where within-cluster sum
of squares is minimized:

arg min

K∑
k

∑
xi

‖xki − µk‖
2

(4.1)

where Xk
i represents that the sample Xi is located in the cluster Sk, ‖ · ‖ is

the distance function and the Euclidean distance is used in this thesis. In other
words, µk is closest to Xi than the other K − 1 centroid means, where µk is the
mean of all samples in cluster Sk.

The algorithm of K-means is:

1: Initialization: Randomly pick K samples from X and set them as the centroid
of K clusters.

2: Distance: Calculate the Euclidean distance between each sample Xi and each
centroid µk.

3: Clustering: Assign each sample to the nearest cluster based on the distances.

4: Update: Update the new centroids as the mean of samples in the new clusters.

By iterating step 2 to step 4, this algorithm has converged when there is no
change in cluster assignments. So the k-means algorithm is intuitive to imple-
ment, and it is also efficient in terms of the computational cost. However, one
typical drawback for K-means is the decision of K, and this is a common prob-
lem of many algorithms in data clustering. Since there is no prior knowledge
over the data X, in this thesis it is the hidden layer distribution, the correct
choice of K is thus ambiguous.

So as to find a reasonable K, we adopt the elbow method [34]. The general
idea to find a number of clusters that adding more clusters does not give a better
modeling of the data. This algorithm is illustrated in Fig. 4.2, the optimal k is
the elbow point in the curve (the distortion is the within-cluster sum of squares
in (4.1)).

In our DNN settings, the hidden layer distribution varies during the training
and optimal k is different from epoch to epoch. It is unrealistic to plot the
distortion curve in each epoch and then to find the elbow point. In order to
detect the elbow point automatically, we adopt the “kneedle” algorithm [35],
that returns the knee point with maximum curvature. During each epoch, we
find the knee point and take it as the optimal k.

After deciding the number of k, the output of k-means is just a 1-d vector
and the ith element represents that the ith sample lies in the ith cluster. The
output of k-means given the wireless data input is denoted as S, and the output
of k-means of hidden layers is denoted as T , then MI approximation is modified
as:
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Figure 4.2: Randomly generate 10 samples and plot the variation of k and
distortion. The dash line shows the elbow point and k = 3 is the optimal
number of clusters in this case.

I(X;L) ∼ I(S;T ) = H(T )−H(T |S)

= −
KT∑
k=1

p(T = k) log2 p(T = k)−
kS∑
k=1

p(S = k)
∑
j,Sj=i

H(T |S = i)

= −
KT∑
k=1

Nk
N

log2

Nk
N

+

KS∑
k=1

p(S = i)
∑
j,Sj=i

p(Tj) log2 p(Tj)

I(Y ;L) ∼ I(Y ;T ) = H(T )−H(T |Y )

= −
KT∑
k=1

p(T = k) log2 p(T = k)−
1∑
i=0

p(Y = i)H(T |Y = i)

= −
KT∑
k=1

Nk
N

log2

Ni
N

+

1∑
i=0

p(Y = i)
∑
j,Yj=i

p(Tj) log2 p(Tj)

(4.2)
where KT , KS are the total number of clusters of the hidden layer and the
input respectively, N is the total number of input samples and Nk represents
the number of hidden layer output samples in kth cluster.

Based on (4.2), we compute the MI again and plot the information curves
in Fig. 4.3. Because of the computational cost, Fig. 4.3 is obtained from one
single training run. We need to emphasize again that the strategies, binning,
k-means and kernel densities, neither affect nor exist in DNN trainings, they
are just used for approximating the mutual information.

Fig. 4.3 (a), (c) and (e) are results when tanh is chosen as the activation
function, and the rest three plots are results with ReLU. Fig. 4.3 (a) shows that
there is an obvious rise for I(X;T ) and I(Y ;T ) in the beginning. When the
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training is almost finished (the loss of the training set converges) after around
100 epochs, the compression phase reappears. Moreover, Fig. 4.3 (e) shows that
compression phase indicates an overfitting instead of a better generalization in
this experiment.

(a) Information plane with tanh (b) Information plane with ReLU

(c) Mutual Information with tanh (d) Mutual Information with ReLU

(e) Loss and accuracy with tanh (f) Loss and accuracy with ReLU

Figure 4.3: Apply k-means to clustering input and hidden layer outputs. The
x-axis label still uses I(X;T ) for consistency, but input X is also clustered by
k-means when calculating MI in (4.2). Three figures in the first column are
obtained from which the activation function is tanh, and the other three on the
right are from ReLU.

However, when ReLU is adopted, there still exists the fitting phase but no
compression phase, shown in Fig. 4.3 (b). And around 2000 epochs, mutual
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information between hidden layer T with input X and output Y both decrease.
After comparing Fig. 4.3 (d) with (f), we argue that this is due to the overfitting.
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Chapter 5

Discussions and Conslusions

In this chapter, we mainly analyze the results obtained from previous two chap-
ters. Based on the results of our experiments, we give several discussions and
also draw some conclusions.

5.1 Discssions

The discussion focus on the compression, we investigate into two parts:

• The source of compression: why DNNs try to remove information if we
keep training, especially when activation function is tanh?

• tanh and ReLU: [24] argues that there is no compression phase in ReLU.
But why adaptive binning in this thesis give the compression?

• Compression and the IB bound: In compression phase, I(X;T ) reduces
while I(Y ;T ) keeps high. [10] claims that DNN is trying to get closer to
the optimal IB bound.

5.1.1 The source of compression

Although tanh is an invertible function, it pushes a large amount of information
into both edges. And points enter the saturating regions, named as saturated
points, will be simply classified into one single bin, this is noninvertible. And in
chain rules, for instance in (2.12), the local derivatives of saturated points are
almost zero and it leads to almost no update on weights. Consequently, points
lying in bounds are hard to “escape” from those areas. Meanwhile, we suppose
that there are more points being pushed to both ends during the training.

So as to verify our assumption, we plot the histogram of the hidden layer
output, take the 4th layer for example, from Fig. 3.6 with activation function
tanh in Fig. 5.1. At around 500 epochs, the DNN training has converged. In
Fig. 5.1 (b), there is no clear pattern on the hidden layer output and the values
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are spread out over the whole interval [−1, 1]. However, Fig. 5.1 (d) shows that
a large amount of values are pushed towards both ends.

(a) 200 epochs (b) 500 epochs

(c) 1000 epochs (d) 10000 epochs

Figure 5.1: The histogram of 4th hidden layer output from 12 bits data model in
different epochs. 500 epochs is the time that the DNN training has completed
(or the compression phase starts).

This result indicates that some weights monotonically increase so as to sep-
arate samples with different labels as fas as possible. This is quite similar with
our findings in the one layer model where the single weight keeps increasing to
make a wider margin.

Fig. 5.2 visualizes each neuron’s output in the 4th hidden layer from both
two labels. There are four nodes and we plot them in various colors. When
the training just comes to convergence at 500 epochs, four nodes show slightly
different activities from label 0 to label 1. And after 10000 epochs, we can clearly
see more values in red from the label 0 are getting closer to −1, values in green
and blue are going to 1. In contrast, each neuron has opposite output from the
label 1. Therefore, the margin between samples from two labels becomes wider.
This DNN feature has some relationships with the supporting vector machine
(SVM), and [20] provides an insight to compare DNNs with hard margin SVM.

In Fig. 5.2 (c) (d), each node has its pattern and take on its own responsibility
during the training. Additionally, for one specific neuron, its output is similar
for different input samples with the same label. In the 4-dimensional space,
samples obviously form two clusters and the distance between these two clusters
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(a) label 0 in 500 epochs (b) label 1 in 500 epochs

(c) label 0 in 10000 epochs (d) label 1 in 10000 epochs

Figure 5.2: The histogram of 4th hidden layer output, two labels are plotted
separately with label 0 on the left and label 1 on the right. Each node is drawn
in distinguished colors. (a), (b) are histograms of label 0 and 1 in 500 epochs.
(c), (d) are histograms in 10000 epochs.

is maximized by training.

Therefore, we are able to conclude that: By pushing an increasing number
of points into the saturating regions of tanh, the DNN loses information on the
original input X. Thus, I(X;T ) decreases; meanwhile, the hidden layer outputs
go into two clusters, and the distance between cluster centroids is maximized
during the compression. But the number of clusters stays at two, so the hidden
layer distribution is always binary (when accuracy gets high). Thus, I(Y ;T )
keeps high. Consequently, this is the source of the compression phase in the 12
bit data model.

5.1.2 tanh and ReLU

In Sec. 2.1, we give a brief description to tanh and ReLU. From that part,
we understand that tanh loses information by squashing values into a bounded
interval. Similar with tanh, one-sided bound in ReLU results in the “dying
ReLU” problem. So ReLU should also “throw” away information, but less than
tanh does.
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(a) label 0 in 3000 epochs (b) label 1 in 3000 epochs

(c) label 0 in 10000 epochs (d) label 1 in 10000 epochs

Figure 5.3: The histogram of 4th hidden layer output, now the activation func-
tion is switched to ReLU. (a), (b) are the histograms of each neuron in 3000
epochs (the time when compression phase starts). (c), (d) are histograms in
10000 epochs. Because ReLU does not have an upper bound, four subplots
have different x-axis ranges. In 10000 epochs, outputs have a much wider range
than outputs in 3000 epochs.

Fig. 5.3 plots the histograms of each neuron in 3000 and 10000 epochs. We
focus on the label 0, values in green and yellow are getting larger, or staying
further from the other two colors from 3000 epochs to 10000 epochs. This is
similar with Fig. 5.2, where the DNN tries to make a wider margin by adjusting
parameters. Moreover, the number of samples in the first bin (contain the
samples with zero value) does not have much variations after 3000 epochs (by
comparing the first bin in (a) and (c), or (b) and (d)). This indicates that there
is not a significant increase on the number of “dying ReLU”. Keeping training
mostly focus on enlarge the positive values, and patterns of positive neuron
outputs will not have a great change without a bound.

But in tanh, more values will enter the saturating regions during this opti-
mization procedure and be classified into one single bin. This procedure makes
tanh highly noninvertible and information is largely compressed. In conclusion,
ReLU does not lose much information as tanh does.

In Sec. 3.2.2, adaptive binning returns the curves with the compression
phase. We investigate the bin size calculated by adaptive binning and find
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it is much larger than the size of uniform binning. Moreover, the number of
bins decreases a little bit when training accuracy converges, which is the reason
for compression since less bins will “underestimate” the distribution and lose
information.

In conclusion, ReLU will lose some information if the DNN keeps training
but the compression behaviour is not that obvious. And tanh loses much more
information than ReLU and it is due to the “double-saturating” feature. Fur-
thermore, no matter which activation function is used, DNNs learn to make a
wider margin for training data during the compression phase (even though there
might not be any apparent compression trajectory).

5.1.3 Compression and the IB bound

In Sec. 3.2.4, we conduct the experiment on different hyperparameters tuning
and find the ultimate MI values are not affected by hyperparameters. I(X;T )
follows the successive DPI inequities and decreases from the shallow layer to
the deep layer. Accordingly, we assume that there exists a boundary for each
layer’s optimal representation.

We suppose that the network structure affects the factor β in the IB method
I(X;T )−βI(Y ;T ), and thence different layers converges to different MI values.
But it remains unclear that β is decided by the depth or any other factor.

In [10], Tishby claims that the compression phase leads to a better gener-
alization performance. However, this only holds true when the data is ideal
without any noise and there is no outlier in the data set, like the 12 bit data.
Combined with our analysis in Sec. 5.1.a and 5.1.2, the compression phase leads
to a wider distance between training samples from different classes. But when
the training set is noisy, the compression leads the DNN to learn some incorrect
knowledges. Like in wireless data, Fig. 4.1 and Fig. 4.3 show that compression
exists when k-means is used but generalization is poor. This result indicates
that compression leads to a worse generalization when noisy empirical data set
is used. This conclusion is consistent with a widely used method, early stop, to
avoid overfitting in deep learning.

5.2 Conclusion

In according with the simulation results and discussion part, we are able to give
following conclusions:

1: The compression phase mainly exists in which the activation function is
“double-saturated”, for example tanh. And function like ReLU also loses
information if keeping training, but the lost information is much less.

2: There exists an optimal bound for I(X;T ) and I(Y ;T ) eventually. And
these values are robust to hyperparameters like learning rate and batch size.
I(X;T ), I(Y ;T ) follow the data processing inequality and tries to find the
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optimal representation from layer to layer. But we have not found out which
factors in DNNs affect β in the IB method.

3: The hidden layers are multivariate random variables (RVs). Thus, binning
them as a single RV is not a correct way to compute the mutual information
in the DNN scenario. Although plots in Chapter 3 are reasonable with the
binning method, but we argue it is due to the low dimension of both input
data and the hidden layers. In wireless data, we do not obtain any explainable
MI trajectories until k-means is adopted.

4: The compression phase does not necessarily indicate a better generalization.
In the experiment of the wireless data set, the DNN model is overfitting when
compression phase occurs.
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Chapter 6

Future Work

In this thesis, we verify the Tishby’s work and conclude binning is not a proper
tool to analyze information dynamics in DNNs. We implement k-means algo-
rithm to partition hidden layer outputs into clusters and thus calculate mutual
information. In the future, instead of clustering, the improvement is to approx-
imate hidden layer distributions with many other methods, such as expectation
maximization with mixture Gaussian.

Furthermore, we propose a new insight to estimate the true mutual infor-
mation more accurately. We take I(X;L) for example where L is the true
distribution of one hidden layer. X̂ and L̂ denote the estimated distributions
of X and L. Since the estimation is deterministic to the true distribution, we
have:

I(X;L) = I(X, X̂;L; L̂). (6.1)

Followed by the chain rule for mutual information, we decompose (6.1) into

I(X;L) = I(X, X̂;L, L̂)

= I(X, X̂; L̂) + I(X, X̂;L|L̂)

= I(X̂; L̂) + I(X; L̂|X̂) + I(X̂;L|L̂) + I(X;L|X̂, L̂).

(6.2)

In practice, we only use I(X̂; L̂) to estimation the true I(X;L) and ignore the
other three terms. The future work is to give mathematical derivations of those
terms, so as to find the bias and give a more precise measure to the mutual
information.
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