
IN DEGREE PROJECT COMPUTER SCIENCE AND ENGINEERING,
SECOND CYCLE, 30 CREDITS

,  STOCKHOLM SWEDEN 2018

Machine learning and rule 
induction in invoice 
processing
Comparing machine learning methods in their 
ability to assign account codes in the 
bookkeeping process

JOHAN BERGDORF

KTH ROYAL INSTITUTE OF TECHNOLOGY
SCHOOL OF ELECTRICAL ENGINEERING AND COMPUTER SCIENCE





Machine learning and rule
induction in invoice
processing

Comparing machine learning methods in
their ability to assign account codes in the
bookkeeping process

JOHAN BERGDORF

Master in Computer Science
Date: August 22, 2018
Supervisor: Johan Gustavsson
Examiner: Olov Engwall
Swedish title: Maskininlärning och regelframtagning för
fakturahantering
School of Electrical Engineering and Computer Science



ii

Abstract

Companies with more than 3 million SEK in revenue per year are by
law in Sweden required to bookkeep invoices as soon as the invoice
arrives after a purchase. One part in this bookkeeping process is to
choose which accounts to be credited for every received invoice. This
is a time-consuming process which demands to find the right account
codes for every invoice depending on a number of factors. This the-
sis investigates how well machine learning can manage this process.
Specifically, it is investigated how well machine learning methods that
produce unordered rule sets can classify invoice data for prediction
of account codes. These rule induction methods are compared to two
other popular and well-tested machine learning methods that do not
necessarily produce rules for interpretation and knowledge discovery
as well as two naive classifiers for baseline comparisons. The results
show that naive classifiers are strong but that the machine learning
methods perform better when it comes to accuracy and F2score. The
results also show that the rule induction method, FURIA, produces
significantly less number of rules than MODLEM. The non-rule in-
duction method Random forest has a tendency to perform best overall
when it comes to given performance metrics.
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Sammanfattning

Företag med över 3 miljoner SEK i omsättning per år är enligt lag i
Sverige skyldiga att bokföra fakturor när de tas emot efter ett köp. En
del i denna bokförinsprocess är att välja vilka konton som skall kre-
diteras/debiteras för varje mottagen faktura. Detta är en tidskrävande
process som kräver att man använder och hittar rätt kontokod för varje
faktura beroende på olika faktorer. Denna rapport undersöker hur väl
maskininlärning klarar av denna process. Specifikt undersöks hur väl
maskininläringsmetoder som producerar oordnade regeluppsättning-
ar kan klassificera fakturadata för prediktering av kontokoder. Dessa
jämförs mot två andra populära och vältestade maskininlärningmeto-
der som inte nödväntigtvis kan producera regler för tolkning och kun-
skapsupptäckande samt två naive metoder som grundnivå att jämföra
med. Resultaten visar att naiva metoder är starka men att maskininlär-
ningsmetoder lyckas prestera bättre när det kommer till bland annat
accuracy och F2score. Resultaten visar också att regelframtagningsalgo-
ritmen FURIA producerar signifikant andel färre regler än MODLEM.
Random forest tenderar att prestera bäst överlag när det kommer till
givna utvärderingsmått.
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Chapter 1

Introduction

Bookkeeping is the process of recording financial transactions. It is
required by law for every company in Sweden along with strict regu-
lations on how it should be conducted [1] [2]. One part of bookkeeping
is the process of recording incoming supplier invoices. Usually when
a supplier invoice is received by a company a bookkeeper or accoun-
tant at the company has to decide which account(s) should be charged.
This process is referred to as coding or assignment of account codes1 and is
often done according to the double-entry bookkeeping system[3]. It is
a commonly used system to record financial events when e.g. making
purchases of goods and services. The name infers that there are always
at least two accounts being charged when recording a transaction. A
simple example is provided in table 1.1 to give a quick overview of
the actual predictive task in this thesis. The table displays the result of
a double entry and the process of assigning account codes that have
been made after a company has received an invoice for the purchase
of goods, e.g. pencils. Assignment of account codes generally requires
experience, subjective knowledge and judgement from a person to de-
cide which accounts to be charged depending on the items or services
bought and many other factors.

1.1 Problem definition and motivation

This thesis examines the possibilities of using machine learning to pre-
dict what account code should be used when a supplier invoice is re-

1“Kontering” in Swedish

1
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Account code Account name Debit Credit
2440 Accounts payable 500 SEK
2641 Inbound VAT 100 SEK
6110 Office supplies 400 SEK

Table 1.1: Example outcome of bookkeeping an invoice where a com-
pany has bought e.g. pencils for 500 SEK.

ceived. For example, predicting the account code 6110 given the in-
voice items (see Table 1.1). To do this the author has access to pro-
cessed invoice data, provided by the company Omicron. The data has
been classified by an accountant, thus the assignment of codes is al-
ready made and classification models can be learned from the data via
what is called supervised learning [4].

From a broader perspective, outside the specific problem of pre-
dicting account codes, this thesis is a comparative study of how well
rule induction methods create rule sets for classification of invoice data
and account codes compared to other state of the art machine learn-
ing methods [5] [4]. This thesis thus aims at answering whether rule
induction techniques perform well on predicting account codes and
whether rule induction algorithms can compete with other non-rule
induction techniques regarding prediction accuracy. The hypothesis
is that non-rule induction techniques like Random Forests (RF) or Sup-
port vector machines (SVM) have better accuracy than rule induction
ones in this classification task. It is generally the case that there is a
trade-off between prediction accuracy and the model’s interpretabil-
ity when using different machine learning methods [6] [4]. However,
e.g. SVM is considered a “black box” method and give no real in-
terpretation of the models learned, which is why the rules might be
preferred even if they perform slightly worse on predicting account
codes. This gives users of the prediction model the option to easily
evaluate the rules and how they were applied to data when getting
the wrong prediction. Also, the rules provide knowledge discovery and
can be combined with background knowledge to increase the predic-
tion capabilities of the rule models. Rules are also easily integrated
into expert systems for deployment reasons [5]. The motivation for
rules is thus that it perhaps enhances the user experience of a predic-
tive bookkeeping system if the user, e.g. a bookkeeper at the company,
can see how the rules are applied to the data. The rules could then
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be combined with user-defined rules after reviewing how the classi-
fier rules were applied. By doing so, the rules can be complemented
with user (expert) knowledge to handle the cases where the machine
learning model makes the wrong predictions. It is especially good to
complement with user-defined rules for classes that do not have a lot
of data associated with them, for example, if there are some account
codes that are rarely used (e.g. closing accounts).

1.2 Research question(s)

This thesis investigates and evaluates rule induction classifiers to in-
duce rules on previously processed invoice data.

The main research question is:

How well do rule induction methods assign account codes for
supplier invoices compared to non-rule methods?

The performance is evaluated with metrics presented in section 2.5.
The tested rule induction methods are FURIA and MODLEM. The rule
induction algorithms are compared to other machine learning algo-
rithms, specifically SVM and RF [7], that have been observed to work
well on this kind of data 2 [8]. The purpose of testing these other non-
rule induction algorithms is to see whether they significantly outper-
form the rule induction algorithms on the available data. If this is the
case then the rules are only useful if they give useful interpretations as
well as the ability to easily modify or add rules by accountants with
background knowledge such that the predictive performance gets bet-
ter.

Sub-questions that can be answered by this project are:

• Which rule-based classifier gives the least amount of rules and
have the smallest average rule length?

• Which one of the tested rule induction algorithms perform best
in terms of accuracy and F2score (described in section 2.5)?

• Which one of the tested algorithms perform best in terms of ac-
curacy (getting the most amount of overall account code sugges-
tions right), including the non-rule induction classifiers

2Machine learning at Xero, https://www.youtube.com/watch?v=b3_1PvzSOEU
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1.3 Delimitations

A typical supplier invoice may look like the one displayed in figure
1.1. Some of the attributes that can be extracted from such an invoice
are for example: { amount, supplierName, expirationDate, references ... }.
Although a big part of automating the whole bookkeeping process is
to extract the right attributes, e.g. from a .pdf file like figure 1.1, it is
not part of this thesis.

When processing an invoice from a supplier there are always at
least two accounts being “charged”. These two accounts are Inbound
VAT (account code: 2641) and supplier-debt (account code: 2440). This
thesis only considers learning the account code being charged the most
in an invoice process except for the two account codes mentioned. In
table 1.1 this translates to only predicting account code 6110 given the
input data. This also makes it easier to compare to previous work
which used the same method [8] and comparing against naive im-
plementations often used by accounting systems which do not incor-
porate machine learning, like the accounting system Hogia3 currently
used by the principal. It generally demands an experienced person
to judge when multiple accounts should be charged. Also, since the
actual items/services being bought for each invoice are not available
in the database of processed invoices, it is not possible to do this since
usually several accounts are being charged when there are several item-
s/services being bought.

This thesis has been limited to a multiclass classification problem,
rather than a multiclass and multilabel classification problem, given
the limitations described above. That is, one predicts single classes
(account codes in this case) rather than multiple classes given the input
to the classification models.

3http://www.hogia.se/
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Figure 1.1: An example of an invoice. Source: [1]



Chapter 2

Background

This section describes a background about bookkeeping as well as the-
ory about machine learning and rule induction. The intended readers
are both those unfamiliar with the process of bookkeeping as well as
those unfamiliar with machine learning. However, different classifica-
tion algorithms used in this thesis are described in more depth. The
background gives some theory to understand how the different clas-
sifiers work and how they will be evaluated. The theory about book-
keeping is to give a quick introduction to the subject for a better un-
derstanding of what account codes are, why they are used, and how
they are designed. Also, some reasons why account code prediction
may be difficult to fully automate are presented.

2.1 Bookkeeping

Bookkeeping should not be confused with the process of accounting
although the two words translate to the same in Swedish. While ac-
countants mostly deal with summarizing financial reports, a book-
keeper deals with recording day to day financial transactions. Accoun-
tants need higher education whereas bookkeepers usually do not need
any higher education. It should be noted however that accountants of-
ten do the bookkeeping in many companies.

2.1.1 Account codes and the BAS chart

Account codes are used to categorize and structure similar economic
events together in the bookkeeping process. They are also used when

6
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Number Name Account type
6XXX Other external costs Account class
62XX Tele and post Group account
621X Telecommunication Summary account
6212 Mobile phone Detailed account

Table 2.1: How account codes are structured according to the BAS ac-
count chart

making and verifying periodic closures. Account codes often consist
of a four digit string, and they are split into four general categories.
Codes starting with 1 are assets, 2 are debts, 3 are incomes, and 4-8 are
costs. For example, 1910 is an example of an account code where the
account name is “Cash” and since it starts with ‘1’ it is an asset, the
last three digits determine the specific account name. The general idea
behind the construction of account codes is displayed in table 2.1.

The BAS-chart of account codes is a common standardized chart
of codes to choose from when recording an incoming invoice from a
supplier [1]. In appendix (A), one can see account codes used in this
thesis. Some of them like account codes 5010, 6200 and 7699 are com-
monly used amongst all types of companies.

2.1.2 Double-entry bookkeeping and coding

Double-entry bookkeeping (DEB) is a widely used bookkeeping sys-
tem for recording businesses’ day to day financial events going back
to 1494 by Italian mathematician Luca Pacioli [9]. Since then the DEB
system is considered an international standard. The benefits of the
DEB system are manifold [9] [3]. Some benefits with the DEB system
is that it:

• Has the ability to catch errors

• Structures the company’s transactional events

• Provides an overview of where the company is spending its money

With DEB there are always at least two account codes being involved.
This is because the sum of debit and credit should match for every
transaction being recorded, see Table 1.1. Doing this also helps with
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Account code Account name Debit Credit
2440 Accounts payable X*Y SEK
2641 Inbound VAT X*Y*0.2 SEK
4010 Product purchases X*Y*0.8 SEK

Table 2.2: Double entry example 1

the self-controlling and error catching capabilities of the DEB system
as stated as the first benefit mentioned in the bullet points above.

In this thesis, we are assigning account codes and doing DEB ac-
cording to what is called the accrual method. All businesses in Sweden
having revenue > 3 million SEK are required by law to use the accrual
method [1] [2]. In simple terms, it means a company has to bookkeep
and record supplier invoices as soon as they are received.

2.1.3 Challenges

The following example illustrates a double entry, which is a more com-
plicated example than the one illustrated in figure 1.1. Imagine a telecom-
munication company A buying X number of mobile phones from a
supplier B for Y SEK per mobile phone. There could be many possi-
ble intentions of use for these X mobile phones, that only the people
responsible for the purchase have knowledge of. The process of book-
keeping the data when the invoice from B is received by A could result
in several ways to process it depending on the intended use.

Imagine the following three possible intentions with the purchase
of X mobile phones:

1. The X number of mobiles are intended to be sold, account code
4010 = Product purchases (see table 2.2)

2. The X number of mobiles are intended for the staff as “work
phones”, account code 5410 = Consumables (see table 2.3)

3. Combinations of the two above: (X - Z) number to be sold and
Z number of mobiles as work phones for the staff, where X > Z,
account codes 4010 AND 5410 (see table 2.4)

Even the examples above can be considered easy cases of bookkeep-
ing. There is furthermore a difference how to bookkeep them depend-
ing on how many years they are intended to be used, their value and
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Account code Account name Debit Credit
2440 Accounts payable X*Y SEK
2641 Inbound VAT X*Y*0.2 SEK
5410 Consumables X*Y*0.8 SEK

Table 2.3: Double entry example 2

Account code Account name Debit Credit
2440 Accounts payable X*Y SEK
2641 Inbound VAT X*Y*0.2 SEK
5410 Consumables Z*Y*0.8 SEK
4010 Product purchases (X-Z)*Y*0.8 SEK

Table 2.4: Double entry example 3

how long they are predicted to being stored in stock before they can
be sold. Then there are bookkeeping regulations changing, different
practices across different industries and corporates as well as differing
laws between countries.
It should now be evident to the reader not familiar with bookkeep-
ing that there are parts of the bookkeeping process which makes the
prediction and assignment of account codes cumbersome to fully auto-
mate, especially without knowing the underlying reasons for the pur-
chase.

2.2 Bookkeeping and machine learning, re-
lated work

Many companies are fighting for the leading position in the field of
automating the bookkeeping and accounting process, promising their
customers smooth and easy use of their accounting systems. Some
of them are Bokio, Dooer, SpeedLedger, and Xero. For example, Dooer
has received much attention in Sweden in recent years with their promise
of automating and making bookkeeping simple for businesses with a
claimed fixed cost per month. None of these accounting solutions are
fully automated however. Usually they work by first trying algorithms
(using OCR readers, AI, rules and machine learning) to process the in-
voice and after that a person at the company or the user double-checks
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to either accept the account code suggestion or enters manually for the
cases where the algorithms fail.

Being a commercial application in a competitive area, it is hard to find
details on the implementations for the different solutions on the mar-
ket. Even finding their predictive performance is difficult. One per-
formance measure that was found was from the company Xero. Ac-
cording to a blog post, their accuracy rate for predicting assignment of
account codes for supplier bills is around 70-75% [10], their customers
are asked to make around 150 transactional recordings before their ma-
chine learning solutions start making account code suggestions. There
is also a video on youtube explaining their machine learning process
to some extent 1. They had best results with Logistic regression and
SVM with RBF (radial basis function) -kernel and complexity param-
eter C = 100, there was no information about their gamma parameter
for the kernel. Others have investigated how much of the bookkeep-
ing and accounting process can be automated [11]. They interviewed
people in the field of accounting software and users about their pre-
dictions for the future of bookkeeping. Some of the conclusions from
that study was that:

• One of the safest areas of usage within bookkeeping to apply
machine learning to is to generate account code suggestions to
the user. That is because of the cost of making the wrong coding
predictions are low.

• Applying machine learning to other areas such as the whole pay-
ment process is riskier and regulations might not even allow this
even though it is theoretically possible to apply machine learn-
ing for this usage. When dealing with payments the system has
to be deterministic.

• A problem in automating the bookkeeping process, in general, is
that it is composed of much subjective interpretation when book-
keeping. Companies make their bookkeeping differently and the
behaviour between organizations and companies vary.

One publicly available research thesis that is comparable to this
thesis was found, where the authors have done account code predic-
tion experiments for their principal Speedledger [8]. The available

1Machine learning at Xero, https://www.youtube.com/watch?v=b3_1PvzSOEU
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data and environment are however quite different from the environ-
ment in this thesis. In that research, they had access to a lot more
data and the setting was different in the way that the previous invoice
data were from not just one company/organization but from many.
They did however, train one classifier per organization. Also, another
difference is that the account code assignment was done for outgoing
transactions (accounts receivable) rather than received supplier invoices
(accounts payable) like in this thesis. An issue stated by the authors,
which also the author of this thesis agrees on, is the issue of users of
claimed automated accounting systems accepting suboptimal sugges-
tions of account codes and thus influencing bad account code assign-
ments. This also has an effect on the accuracy of the models. The
authors phrased it well:

“... there is likely a bias in the labels of the training and test
data as a result of users being influenced by the suggestions
given by the naive classifier. To some extent, the classifiers
train on what the naive suggestion was rather than what
the user really wanted; this way the score of the naive clas-
sifier is higher relative to the other classifiers than it would
otherwise have been.” - [8]

The results from that thesis project showed that SVM proved to work
best when suggesting single account codes, slightly better than the
naive approach, currently used by Speedledger, of just using supplier
organization number as means for assigning account codes. Feed For-
ward Neural Networks (FFNN) proved to be better than SVM in sug-
gesting multiple account codes. FFNN performed worse however,
even to the naive implementation, in suggesting single account codes.
Figure 2.1 shows one of the graphs from that study displaying the
overall precision measurements for account code prediction over time
for the first 300 entries.
In conclusion, no related public research about predicting account codes
for accounts payable was found. The closest publicly available work
was dealing with account receivable [8] [10]. When doing accounts
receivable compared to account payable one has the item id/ descrip-
tions more easily at hand compared to when working with receiving
invoices. Also, the spread of different account codes used might be
larger for account payable than account receivable. The predictive
performance in (70 − 75%) [10] for supplier bills (accounts payable)
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Figure 2.1: x-axis = number of journal entries. Graph from [8] show-
ing the overall precision measurements of three different classifiers;
Feed forward neural networks, SVM-Stochastic Gradient descent, and
the naive model, when making account code predictions for #invoices.
The predictions are made for account receivable.

compared to the predictive performance for customer bills (accounts
receivable) (≈ 90%) 2 in the commercial accounting software Xero also
indicates that predicting account codes for outgoing invoices rather
than received ones might be more manageable.

2.3 Machine learning

This section gives a brief introduction to machine learning. It helps the
user understand how machine learning could be used on previously
processed invoice data.

Machine learning is the process of learning from data. In general this
is the process of finding an estimated mapping function f : X → Y .
Where X is a vector of features, X = {X1, X2, . . .Xn} and Y is some
output value called the class or label. The function f , most often
called the model or classifier, is estimated from a set of observations of
feature values/attributes corresponding to the features in X . In most

2Machine learning at Xero, https://www.youtube.com/watch?v=b3_1PvzSOEU
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cases one only has a subset of all possible observations of input data
corresponding to Xtraining ⊂ XΩ where XΩ is all possible inputs and
outcomes. The function f is then estimated as good as possible to the
real unknown f from the available training set. The values associated
with each feature will be referred to as the feature values or attributes
and one set of a single input vector with feature values will be referred
to as an instance. The training set is then a set of instances, finally giv-
ing one a set of training data D with instances paired with associated
output Y in a supervised learning setting:

D = {(X1, Y1), (X1, Y2), . . . .(XN , YN)} (2.1)

Types of machine learning

There are two major machine learning categories, supervised and un-
supervised learning. Supervised means that for each observation of
input data, an instance, one has a labeled associated response value
y. With unsupervised learning this is not the case, then one has a set
of observations with the corresponding feature values x1, x2...xn but
no associated label response y to them. With unsupervised learning
one generally uses clustering algorithms to find patterns within the
data for descriptive reasons, rather than predictive as with supervised
learning [4].

In many machine learning tasks, one does not often care about the
interpretability of the function/model f for predicting Y as long as
the predictive performance of the model is satisfied [4]. However if
one would like to learn new knowledge about the data or be able to
interpret the results one has to choose appropriate methods such as
decision trees or rule induction [5] [6].

Multiclass- classification

The type of the output Y determines the type of learning problem one
is dealing with. If Y is a continuous value then one deals with a regres-
sion problem and if Y takes the form of discrete values one is dealing
with a classification problem.

The length of |Y | determines the type of classification problem. If
|Y | = 2 it is a binary classification problem. |Y | > 2 means there is a
multiclass-classification setting.
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2.3.1 Rule induction

This section explains what rule induction is and the how it compares
to other standard machine learning methods. The reader will under-
stand the benefits of rule induction methods and some brief informa-
tion about how they work.

Rule induction is an area within machine learning which aim is to pro-
duce rules for either prediction and/or knowledge discovery. Rule
induction is one of the most used, oldest and tested techniques in ma-
chine learning [5]. Rule induction techniques have shown to work
equally good or better as other algorithms like decision trees when
dealing with many classification problems [12][13].

Some commonly mentioned advantages of rules are [14][15]:

1. Good for deployment reasons, easily stored in knowledge bases
and expert systems

2. Interpretable, most often easily understood by people

3. Can be nicely combined with prior background and expert knowl-
edge to enhance and complement the classification model.

4. Performs a pair or even better than decision trees when it comes
to accuracy in many applications. In general rule-based classi-
fiers are competitive with other classification algorithms

5. Easier to study and make changes to induced rules without af-
fecting other rules since they are most often independent from
each other

Most of the following subsections about rule induction will be based
on the definitions by Fürnkranz [5].

Rule representation and rule learning

There are several types of rules and rule induction methods. Proposi-
tion rules are easily interpreted by humans which are represented in
the form IF THEN. Or in the case of multi classification IF (conditions)
THEN (target class). More formally it can be expressed as:

IF f1 AND f2 AND. . . AND fL THEN Class = Ci (2.2)
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The left hand side (LHS) side of the rule is defined as antecedent
or condition of the rule and the right hand side (RHS) is called the
consequent. The rule consists of logical conjunctions of features fk as
the condition part of the rule. Each fk in the conditions is checked to
see if the properties for class Ci are satisfied. fk typically has the form
Ai = vi,j for discrete features and Ai < v or Ai >= v for continues
features. L is the number of features in the rule and is called the rule
length. The fast but naive way of inspecting the complexity of a rule is
to look at the length of the rule.

Another type of rule is fuzzy rules. Compared to the proposition
rules which rely on Boolean(True/False) value membership, fuzzy rules
are instead relying on membership [16]. They can be in several differ-
ent forms but in general they are usually in the form:

IF X ∈ A THEN y ∈ B (2.3)

Most rule induction algorithms for classification problems follow
the pattern of separate and conquer strategy for learning rules [17] [18].
It works in a greedy manner building rules one at a time from the so
called search space, after a rule is grown, all instances covered (i.e that
satisfy the LHS) by the learned rule are removed from the training set.
The process is repeated until there are no more positive examples for
a class.

Ordered and unordered rules

There are in general two ways to build rules for classification, un-
ordered and ordered rules. Unordered rules are often described as rule
sets and ordered rules as decision lists, see figure 2.2. With a rule set,
each rule can be looked at independently. With decision lists however,
looking at the figure (2.2), an ELSE IF rule cannot be looked at inde-
pendently since one has to asses all the previous rules to interpret the
rule correctly.

Direct vs indirect methods

It is worth mentioning that there are two methods for inducing rules.
There are direct methods, which induces rules directly from the data.
CN2 [19][20], RIPPER [12] and OneR [21] are some examples of di-
rect methods. Indirect methods, on the other hand, extract rules from
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Decision list:
. IF f1 AND f2, . . . AND fi THEN Class = C1

ELSE IF f1 AND f2, . . . AND fj THEN Class = C2

...

ELSE IF f1 AND f2, . . . AND fk THEN Class = CN

Rule set:
IF f1 AND f2, . . . AND fl THEN Class = C1

IF f1 AND f2, . . . AND fm THEN Class = C2

...

IF f1 AND f2, . . . AND fn THEN Class = CN

Figure 2.2: Ordered vs unordered rules. Where ordered rules are often
referred to as a decision list and unordered rules as a rule set

classification models built by non-rule induction methods. Indirect
methods for learning classification rules are for example decision trees
where C4.5 [22] rules is an example.

Prediction

When predicting with decision lists the input attributes A1, A2, . . .Ai
are tried against the rules’ conditions in order until some rule is fired.
This is straightforward, and the result of classifying using a decision
list is that the first rule that covers the instance is fired. If no rule is
fired a default rule is used which typically covers the majority class of
the uncovered training examples. When predicting with unordered
rules, all the rules that are fired will be collected. Since there might
be a conflict between the rules (meaning they predict different classes)
some conflict resolution like a voting mechanism has to be used for de-
ciding which rule to use for predicting a label class[5].

2.3.2 Classification algorithms

Here the classification algorithms, used for obtaining the results in this
thesis, are presented. This gives the reader a better understanding of
how they relate to each other. Some important parameters of the al-
gorithms are mentioned which are needed to be tuned in order to get
good classification results are also discussed.
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Decision trees and random forest

Decision trees are one of the most commonly used machine learning
algorithms that can be used for both classification and regression tasks.
There are many variants of decision trees which have different ap-
proaches to building the trees. ID3 [23], CART [24] and C4.5 [25] are
some common decision tree algorithms. Decision trees are not directly
considered rule induction methods in machine learning. Instead, de-
cision trees can be used as an indirect method for rule induction[5].

Figure 2.3: A classic example of a decision tree for the binary classifi-
cation task: "PlayTennis". Source: [26]

Decision trees are in general built (grown) recursively top-down
by splitting the set of instances by means of some splitting criteria on
features giving e.g. most information gain [27]. One advantage with
decision trees is in this regard, that decision trees are good at avoiding
irrelevant features, requiring less domain knowledge about the classi-
fication task by the user. On the other hand, a common disadvantage
with decision trees is that they may easily overfit the data, meaning
that the built decision tree is overly complex and do not scale well to
new unseen data. A common visualized decision tree is displayed in
figure 2.3.
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Figure 2.4: Example of how random forest uses several decision trees
for classification. Source: [28]

Random forests [7] is a popular ensemble method in machine learning.
It is taking advantage of the fact that combining several weak classi-
fiers can increase the overall predictive performance of the classifier.
Random forest tries to solve the general issue of overfitting with sin-
gle decision trees in this way, at the cost of getting a less interpretable
model [6]. Two important ingredients in random forests are the CART
-split criterion [24] as well as the use of bagging the trees which can
reduce the variance of the overall classification [29]. The built random
forest model then classifies new instances according to some voting
mechanism of the ensembled decision tree classifiers, e.g. majority
vote as seen in figure 2.4. Random forests have shown to work espe-
cially good for skewed, noisy data and in high dimensional settings
[7] [30].

One of the advantages with Random forests is that they work well
with default parameters or only a few parameters to tune [31]. One
important parameter, mtry, in Random forest is the number of features
randomly selected at each node in the tree induction process [32]. Ac-
cording to [31] the mtry is recommended to be assigned to mtry =

√
p

in a classification setting, where p is the number of predictors (same
as features). Another study on how this parameter [32] influenced the
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Figure 2.5: A maximal separating hyperplane for a binary classifica-
tion task. Source: [35]

accuracy of random forests also agreed that the
√
p is a good choice for

mtry.

Support vector machines

Support vector machines [33] are generally considered a state of the
art method in machine learning. They have in general the overall best
performance when it comes to accuracy in many applications such as
text classification [34]. SVM often perform well for classification in
high dimensional data sets [4] [13]. SVM are binary classifiers in their
nature. However, techniques used to adopt such classifiers for multi-
class classification is to use multiple one vs rest(sometimes called one-
against all learning) or one vs one models [6]. Unlike decision trees
which splits the input space horizontally and vertically, SVM:s can
create non-linear decision boundaries [4]. Although SVM is consid-
ered black box method there has been research about extracting inter-
pretable rules from them, although not as compact and interpretable
as rule induction techniques. The techniques for rule extraction from
SVM is still in its infancy according to [34].

SVM, which builds on the support vector classifier, try to find a sep-
arating hyperplane between the training instances to be able to make
classification predictions on new unseen data, see figure 2.5. There
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may be many such hyperplanes which separate the data coming from
different classes. Therefore SVM works by finding the hyperplane
with the widest margin between the two classes and its data points.
This is considered the overall best classification hyperplane. Thus the
problem SVM is trying to solve is because of this an optimization prob-
lem, finding the weights to the support vectors which gives this widest
margin between the data points coming from the separate classes.

The SVM, in a classification problem, works by giving a training set
of labeled pairs of instances(xi, yi) where i = 1, ...., l, xi ∈ Rn and
y ∈ {1,−1}l the SVM will during training then try to find a solution to
the optimization problem [36]:

min
w,b,ξ

1

2
wTw + C

l∑
i=1

ξi (2.4)

s.t.:
yi(w

Tφ(xi) + b) ≥ 1− ξi where ξi ≥ 0 (2.5)

w is the vector of the weights (coefficients), b is the bias constant, and
ξi is called the slack variable allowing for misclassified data points dur-
ing training. The C penalty parameter decides how much these miss
classified points should be penalized. One can also reformulate the
problem as the dual formulation by substituting the w =

∑l
i=1 αixiyi,

the aim is then to instead maximize the following:

l∑
i=1

αi −
1

2

l∑
j=1

αiαjyjyi(xixj) (2.6)

s.t.:

l∑
i=1

αiyi = 0 (2.7)

and
0 ≤ αi ≤ C (2.8)

Often, one uses the kernel trick, a function K(xixj) instead of the
dot-product in 2.6, to map the data points to higher dimension where
linear separation can be done. Some common kernels functions are
linear, polynomial, radial basis function (RBF) and sigmoid functions. For
example the RBF kernel is defined as:
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K(xi, xj) = exp(−γ ‖ xi − xj ‖2), γ ≥ 0 (2.9)

and the polynomial kernel:

K(xi, xj) = (xTy + c)d (2.10)

When classifying with SVM ones thus have to find a good kernel func-
tion, along with appropriate kernel parameters (e.g. γ in equation 2.9)
to use together with appropriate values of the parameter C. A guide
for helping users of SVM is provided in [36], where the authors sug-
gests that one should consider the importance of scaling the data, then
first consider the RBF kernel and tune the C and γ parameters via e.g.
cross-validation and grid search.

FURIA

FURIA (Fuzzy unordered rule induction algorithm) [37] is a rule in-
duction method. It is an extension that builds on the popular RIPPER
[12] algorithm, using fuzzy rules instead of propositional. Apart from
that, the rules are also built into rule sets compared to the rules in-
duced by RIPPER which instead orders the classes and learns them
one at a time by starting with the smallest class samples first using the
separate and conquer strategy. A default rule is lastly used, when no
other rule is fired, most often referring to the majority class. FURIA in-
stead tries to learn an exhaustive rule set, which would be preferred
for interpretability. In the original paper of FURIA it was statistically
shown that FURIA outperforms both RIPPER and C4.5 in overall clas-
sification accuracy over more than 20 different datasets with mixed
data types (both nominal and continuous features) in both binary and
multiclass classification problems [37].

To deal with uncovered examples (because FURIA, unlike RIPPER,
does not produce a default rule), FURIA applies something referred to
as rule stretching. In simple terms, the rule stretching works by learning
an ordered set of antecedents as a list for the rule being built. The
order corresponds to the importance of the antecedents. Stretching of a
rule is then obtained by removing antecedents until the rule eventually
covers/is fired by an instance. The more antecedents that are deleted
the more generalized the rule becomes.

The rules of FURIA looks different than the propositional rules pro-
duced by it predecessor RIPPER. FURIA and its rule has "soft margins"
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alike rules produced by FURIA’s fuzzyfication process. A typical rule
produced in FURIA where the feature is of a numeric type might look
like: A ∈ [−inf,−inf,X, Y ] compared to a conventional propositional
rule which might have looked like [A ≤ X]. The benefit of FURIAs’
fuzzy rule is that it allows for a soft margin whereas the propositional
produces sharp decision boundary. The fuzzy rule above says that
the rule is completely valid for [A < X] and partially valid for the
in-between values: [A > X and A ≤ Y ], it is invalid for A > Y [37].

MODLEM

The original paper of MODLEM [38] was hard to acquire. Brief infor-
mation about MODLEM will instead be based on [39] and [40].

The MODLEM builds rule sets via sequential covering. It builds like
FURIA, an unordered minimal rule set for every class/decision concept.
It can handle numerical and categorical values inherently and it uses
a pre-discretization technique to make its numerical attribute to cate-
gorical ones.

The MODLEM comes with options to choose what classification
strategy to be used when no rule is fired or several rules with different
class predictions are fired. It also comes with the option of the rules
type to be of class approximation, certain rules or possible rules. In
[39] the author of MODLEM does however mention that in benchmark
tests, over several ML data sets performed, that none of these options
has a significant impact on the overall accuracy of the classifier.

MODLEM proved to perform on a pair with or better than C4.5 in
[41]. The procedure for MODLEM can be found in [39] for the inter-
ested reader.

2.4 Preprocessing

Preprocessing is an important step of any machine learning task. Here
some common considerations that need to be taken into account, es-
pecially for SVM, are presented.

Handling categorical values

Many classification algorithms cannot handle categorical values di-
rectly such as the SVM. A categorical value is simply an attribute not



CHAPTER 2. BACKGROUND 23

being a value (i.e continuous value), e.g. if the feature is “Country”
the feature values may be “Sweden”, “Norway” and "Denmark". One
would think that it could be possible to map integers to the different
categorical values and use the integers as feature values in the algo-
rithms instead, e.g. {1 :→ Norway}, {2 :→ Sweden} and so forth.
This can however lead to unwanted results in many classification al-
gorithms, for example the SVM, which would treat Sweden as being
larger than Norway which may not be intended. A common way to
handle this is by what is called one hot encoding. In one hot encoding
the feature, in this case "Categorical feature", is getting transformed
from one column into length(Set(∀x ∈ ”Categoricalfeature”)) number
of columns with binary values (0 for false and 1 for true) indicating
for each instance if the instance sample has the categorical feature x or
not.

Feature scaling

Feature scaling and normalization are in machine learning ways of
preventing outliers and noise from making to much impact on the clas-
sification algorithm. In [36] they stress the importance of doing this as
a preprocessing step before training the SVM classifier. Continuous
values are therefore transformed into e.g. the interval [0, 1].

2.5 Evaluation

There exist many evaluation methods for evaluating classification mod-
els. Some common metrics used for evaluation are accuracy, precision,
recall, and fscore/f-measure [42]. All of this measures can be extracted
from a produced confusion matrix. A confusion matrix (table 2.5) is a
table to help with visualization of how a machine learning algorithm
classifies instances. It is for example shown in the figure, that if the
algorithm predicts the instances to be of class “Positive” when the ac-
tual class is “Negative” we have what is commonly referred to as a
False positive sample.

The equations for the metrics for a binary classification problem are
as follows [42]:

First we have the accuracy measure which explains the overall ef-
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Predicted:
Positvive

Predicted:
Negative

Actual: Positive
True positive/
TP

False negative/
FN

Actual: Negative
False positive/
FP

True negative/
TN

Table 2.5: A confusion matrix for a binary classification algorithm

fectiveness of a classifier to predict the true class. The formula is given
as followed:

Accuracy =
TP + TN

TP + FN + FP + TN
(2.11)

Precision is the agreement of the classifier to classify the true class.
In simple terms it means how good the classifier is at having right
prediction when it is predicting the class to be positive:

Precision =
TP

TP + FP
(2.12)

Next the equation for recall is displayed. Recall shows the effec-
tiveness of a classifier to identify positive classes. In simple terms it
means how many of the instances coming from a class were chosen:

Recall =
TP

TP + FN
(2.13)

Lastly the Fscore or Fmeasure is calculated as the harmonic mean
of precision and recall. Where β is often a values ∈ {0.5, 1, 2}

Fscore =
(1 + β2) ∗ (Precision ∗Recall)

(β2) ∗ Precision+Recall
(2.14)

where when β which is often set to β = 1 one gets the F1score[43]:

F1score = 2 ∗ Precision ∗Recall
Precision+Recall

(2.15)

β value essentially means how much emphasis we put on recall
over precision. Higher β means one wants to give recall greater im-
portance. Another common metric is F2score simply meaning β is set
to β = 2 in 2.14 above.
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k=1

k=2

k=5

k-fold cross validation Hold out set evaluation

Data set = Test set

= Training set

Figure 2.6: K-fold cross-validation with, k = 5, vs hold out set evalua-
tion

The above equations can be extended to the case to a multiclass
classification problem. The true class Ci is labeled as the true positive
for class Ci and true negatives are all class Cj , where j 6= i, that are not
classified as Ci. False posititve for Ci are all Cj that are classified as Ci
and false negative as all Ci that are not classified as Ci.

Cross-validation

For evaluating classifiers and obtaining the above metrics one must
split up the available dataset in one set to be tested called the test set
and the other part being the set of instances for training/building the
classifier on. Some common ways of partitioning the data into training
and test set are by: Hold out set and cross-validation [6]. The data in hold
out set evaluation is split in a single test and training set, commonly
2/3 parts training and 1/3 parts test set. With k-fold cross-validation,
one is splitting up the whole dataset into k randomly partitioned sized
subsamples of as equal sizes as possible. With a k = 5 we get 20%

of the dataset used as test set and 80% as training set (see fig: 2.6).
Compared to the hold out set evaluation where only one subset is used
as training set, the k-fold cross-validation instead enables all different
possible subsets to be both in the training and test set thus allowing
for getting more reliable results of a classifier.
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2.6 Summary

Even though account codes are numeric to the eye they do not follow
the “standards” of numerical values, they are not continuous. There is
also no correlation between how “large” the value of the account code
is with respect to its meaning. The account codes are therefore seen as
discrete and categorical values rather than numerical ones, hence this
is a classification problem and not a regression problem [4].

The type of classification in the setting of this thesis is multiclass
classification problem. As said in the introduction and limitations of
the project, this thesis is limited to multiclass without multilabel out-
put. Multiclass multilabel output is when several classes may be asso-
ciated as the response to some input X , i.e. the classes may be over-
lapping. In the context of this thesis it would, for example, mean out-
putting the account codes/labels {2440, 2461, 6110} compared to just
outputting {6110} in figure 1.1. As stated previously 2440 and 2461 are
implicitly almost always used when receiving an invoice. This is also
the approach used by many other accounting systems that promise au-
tomated bookkeeping and previous studies also made this limitation
[8].

In summary, the machine learning problem in this project thesis
is multi-classification problem where account code assignments will
be predicted for incoming invoice data. The objective will consist of
learning a function f : X → Y that one can apply to new unseen in-
voice data to predict account code assignments according to the DEB
system using the accrual method. For this thesis X is supplier-invoice
data and might consist of { supplierName(organizationNumber), suppli-
ers’LineOfBuisness, amount, expirationDate, daysToPay, . . . .Xn } and label
outputs will be some Y ∈ { account codes (BAS -chart) ∪ user defined
account codes }.
The algorithms need to be able to handle:

• Numerical and categorical features

• Multiple categorical output prediction, that is: the algorithms
have to be able to handle multiclass classification.

• For interpretability of the rules, which is the main benefit of rules,
the rule induction algorithms need to be able to produce un-
ordered rule sets
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By choosing algorithms restricted to the above, they can be compared
to the evaluation metrics described in 2.5. The rule induction classi-
fiers (FURIA and MODLEM) have the common ability to produce rule
sets and they both have performed well against the popular decision
tree, C4.5, over several datasets.
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Materials and Methods

This chapter introduces two main parts. First information about the
dataset used in this thesis project is presented, then the methods and
experimental setups for obtaining the results are explained.

3.1 Data

The existing bookkeeping data provided by the principal is stored on
a SQL server in a relational database. The data consists of columns
like: { accountCode, supplierName, supplierOrganizationNr (id), amount,
referencePerson (attest), expirationDate etc ... }. The data is mixed, not
all column values are only numerical or nominal (categorical). The
invoice data has already been classified, that is, the assignment of ac-
count codes for each invoice data is already made and one can thus
use supervised classification algorithms to learn predictive models.
There exist about 6000 (4641 after dropping rows, see section 3.2.2)
invoices spanning over 10 years. The relevant features (columns in the
database) gathered from the database can be seen in table 3.1 where the
leftmost column indicate True for the features that exist in the database
as raw data. False indicates calculated or gathered features.

The supplier’s organization number, has shown to have a high in-
fluence on the account code being used [8]. However, using this as a
feature and means of assigning account codes is not a very general so-
lution. Instead one can use the supplier’s line of businesses for hope-
fully getting more generalized classification models. Therefore some
organization information was gathered. The suppliers’ lines of busi-
ness(es)/industries were web-scraped from the website www.allabolag.se.

28
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Raw data Feature name Type
True MeansOfPayment Nominal
True Reference Nominal
True Office Nominal
True VATCode Nominal
True Amount Numeric
True FinancialYear Numeric
True DaysToPay Numeric
False supplier1stLineOfIndustries Nominal
False supplier2ndLineOfIndustries Nominal
False expirationMonth Nominal
False invoiceMonth Nominal
True Account (SV:Konto) Nominal: class target

Table 3.1: Features and their types. Numeric is the same as a continu-
ous type and nominal is the same as categorical. The leftmost column
Raw data indicates if the feature exists inherently in the database or is
calculated/gathered from raw data.

The lines of businesses are layered in two layers on the website which
naturally led to dividing the supplier lines into two feature columns
1: supplier1stLineOfIndustries (e.g. "telecommunication") and sup-
plier2ndLineOfIndustries (e.g. "wireless telecommunication").

The hope of using these supplier lines of businesses as features is
that they will help with account code assignments especially for new
suppliers that have not been seen before, i.e. which no purchases have
been made from previously.

Dataset

The dataset, after stripping rows according to sections 1.3 and 3.2.2,
consists of 4641 instances/invoice rows and 45 classes, see table 3.2. In
the related study [8], they made the limitation not to include account
codes outside of the standardized BAS-chart i.e. not including account
codes that were user-defined. However, non BAS-chart accounts are
used in large proportions (1 - 4031/4641 ≈ 13%). Therefore it was cho-
sen to include the user-defined account codes and use that dataset for

1 see: https://www.allabolag.se/branscher
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Dataset #instances #classes

Account codes: with user accounts 4641 45

Table 3.2: Displaying the dataset with the number of instances and
classes.

training and classification. Also, it makes sense to always try to make
an account code prediction for the user, even with non-BAS account
codes.

3.2 Methods

Here the libraries and tools used are presented along with preprocess-
ing steps and the hyperparameters used in the different classification
algorithms are specified.

3.2.1 Software: Tools and libraries used

There is a large number of machine learning libraries and frameworks
for classification tasks. Weka 2 is a popular and extensive java based
machine learning library. It comes with a number of machine learning
algorithms as well as the option to add additional algorithms by the
use of their packaging tool. The rule induction classifiers, FURIA and
MODLEM, are not available as a default in weka but could be installed
via their packaging manager. LibSVM (a wrapper class for the libsvm
library exists within the package manager for WEKA) can be used for
SVM classification.

The meta classifiers CVParameterselection as well as GridSearch
are helpful in finding appropriate hyperparameters.

Pandas 3 was very helpful and easy to use in manipulating and load-
ing csv files. Python is, in general, is a well-suited scripting language
for manipulation of data. Scikit-learn (sklearn)4 was used for getting
evaluation metrics from predictions made by the classifiers.

2https://www.cs.waikato.ac.nz/ml/weka/
3https://pandas.pydata.org/
4http://scikit-learn.org/stable/index.html
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3.2.2 Preprocessing

Since the invoice data is going back 10 years many of the supplier or-
ganizations has ceased to exist, which led to missing values in the sup-
plier lines of businesses columns (3.1). These rows were removed since
one can assume that no new invoice data will come from a supplier
which has gone bankrupt or for other reasons does not exist anymore.
There were no more missing values in the data to take into consider-
ation after these instances/rows had been removed. Obvious spelling
mistakes in "Reference" column were also fixed. The data was prepro-
cessed additionally for SVM according to section 2.4. One hot encod-
ing was made on categorical features (nominal features in table 3.1).
Normalization was made on the numeric data types scaling them to
the range(0, 1).

3.2.3 Classification algorithms

For rule induction, it is preferred to have unordered and independent
rules for interpretability. Therefore FURIA and MODLEM were pri-
marily chosen as rule induction methods. There is also JRIP (RIP-
PER) and PART (C4.5 rules) and many other rule classifiers available
in Weka, but these do all in some way produce decision lists which
were not considered as these hinders interpretability which would be
the main benefit of rule classifiers over non-rule classifiers.

Other non-rule induction methods tested were: RF and SVM to com-
pare how well the rule induction methods perform against these pop-
ular non-rule methods. Random forests, as well as the rule induction
methods often work with little to no parameter tuning while SVM
needs some care with preprocessing and hyperparameter tuning.

Below are the classifiers along with their final hyperparameter setup.

FURIA

For FURIA the parameter setup was the same as in [37]. These are the
default parameters set in WEKA already and worked well.

WEKA: weka.classifiers.rules.FURIA -F 3 -N 2.0 -O 2 -S 1 -p 0 -s 0
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MODLEM

For MODLEM the following important hyperparameters were chosen:

• Classification strategy: m-estimate

• Rules type: lower approximation-certain rules

• Conditions measure: Laplace estimator

The conditions measure is used when building the rules and evaluat-
ing them. The other option besides Laplace estimator is the conditional
entropy, it produced significantly more rules than Laplace estimator
with only minimal accuracy improvements, which is why Laplace was
ultimately chosen. The classification strategy had minimal effects on
the accuracy performance on the dataset used.
WEKA: weka.classifiers.rules.MODLEM -RT 1 -CM 1 -CS 0 -AS 0

Random forests

The random forest requires less tuning to perform well. In Weka the
mtry parameter described in 2.3.2 is called numFeatures where if set to
the default value 0 will yield the following int(log2(nrOfFeatures)+1)

value, which would translate to int(log2(11) + 1) = 4. The recommen-
dation of setting the number of randomly chosen features to

√
mtry ≈ 3

worked well but the accuracy results were slightly better when testing
with the parameter set to 4, which was ultimately chosen. Tree depth
was set to 7. Rest of the parameters were left as default.

WEKA: weka.classifiers.trees.RandomForest -P 100 -I 100 -num-slots 1 -K 4
-M 1.0 -V 0.001 -S 1 -depth 7

SVM

C-SVC available in the package LibSVM in WEKA was used. Fol-
lowing the recommended approach in [36] it was found that, using
grid search for the RBF-kernel with C ∈ {2x, x ∈ {−5,−3, ..., 15}} and
γ ∈ {2y, y ∈ {−15,−13, ..., 3}}, resulted in that C = 128 together with
γ = 0.125 gave the best accuracy results.

WEKA: weka.classifiers.functions.LibSVM -S 0 -K 2 -D 3 -G 0.125 -R 0.0
-N 0.5 -M 40.0 -C 128.0 -E 0.001 -P 0.1 -model /home/johan -seed 1
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Naive models

Two naive models were used for baseline comparison against the ma-
chine learning classifiers. One of them using the last account used for
the supplier, which is referred to as LastUsed, and the other using the
most used account code used for the supplier for prediction of account
code (referred to as MostUsed). Since no value/ account code predic-
tion is available for the instances where the supplier has not been used
before, it was chosen to use the majority class as account code pre-
diction in these cases. The majority class accounts for ≈ 14.3% of the
training samples.

3.2.4 Experimental setup

Cross fold validation with k = 10 was used to better estimate the per-
formance of the different classifiers. The number of rules and average
rule length for the rule induction algorithms were also gathered. The
number of rules are given directly by the used library. The rule lengths
were calculated, using regex, given the number of features per rule ac-
cording to section 2.3.1. Sklearn 5 was used for getting the performance
metrics discussed in 2.5 with the average = weighted to account for
class imbalance and give extra weight to the account codes being used
the most. β was set to 2, to give recall greater importance over pre-
cision. The consequences of making wrong account code predictions
are low and one wants as many correct account code suggestions as
possible. Although one could argue that the metrics could be based
on precision over recall for the sole reason to only give account code
predictions that are certain, but then we could also miss a lot of possi-
ble account code suggestions. Furthermore, the precision metrics are
displayed as well.

5sklearn.metrics.precision_recall_fscore_support
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Results

The results are displayed in tables, box plots and confusion matrices,
where the symbols corresponding to the different classes in the con-
fusion matrices are available in the appendix A. Only F2score and ac-
curacy were chosen for displaying box plots comparisons. MostUsed
and LastUsed refer to the naive models described in 3.2.3. The tables
(showing the mean values) together with the box plots (showing the
median values as line in the box, and where circles indicate suspected
outlier values, see 1), give a clear picture of how the classifiers perform
amongst each other.

Classifier Accuracy% Precision% F2-score% #rules Rule length avg.

Rule classifiers:
FURIA 81.45± 1.28 81.47± 1.2 80.75± 1.21 177.2± 7.66 2.38± 0.07

MODLEM 81.88± 1.89 81.53± 2.53 81.14± 1.97 269.8± 4.59 3.19± 0.02

Non-rule classifiers:
Random Forest 82.09± 1.48 82.44± 1.82 81.74± 1.5 N/A N/A

SVM 80.52± 1.41 80.17± 1.4 80.08± 1.42 N/A N/A

Naive classifiers:
LastUsed 76.71± 2.28 79.1± 2.01 76.26± 2.31 N/A N/A

MostUsed 75.72± 1.83 78.42± 1.84 74.71± 1.96 N/A N/A

Table 4.1: Mean of different metrics with one standard deviation for
10-fold cross-validation amongst the different classifiers.

First we have the table 4.1 showing the different means and standard
derivations of given metrics. For the two rule classifiers, FURIA and

1http://www.physics.csbsju.edu/stats/box2.html

34



CHAPTER 4. RESULTS 35

MODLEM, the column that stands out the most is the number of rules
(#rules) column. Here one can see that FURIA has significantly less
number of rules than MODLEM. Also, the rule length is almost one
less on average in FURIA compared to MODLEM. For the other met-
rics, one can see that although MODLEM has higher mean values it
also has higher variations of those metrics. However its hard to see
any significant difference between the two classifiers for either metric.
Below is one example rule produced by each rule classifier, where both
have rule length = 2.
Example rule produced by FURIA 2:

(suppliers2ndLinesOfIndustries = datakonsultverksamhet)
and (DaysToPay in [30, 31, inf, inf])
=> Account=4600 (CF = 0.95)

Example rule produced by MODLEM:

(suppliers2ndLinesOfIndustries in {datakonsultverksamhet,
dataprogrammering})&(Amount >= 48140.5)
=> (Account = 4600) (169/169, 54.52%)

Moving on to the non-rule classifiers, Random Forest (RF) and Sup-
port vector machine (SVM), one can see that RF has higher mean val-
ues in all categories both compared to the SVM and the rule induction
classifiers. The variation is, however, smaller for all metrics when clas-
sifying with the SVM compared to the RF. Lastly, the naive classifiers
need to be commented. Although both of the naive classifiers perform
worse than the machine learning classifiers, they are still performing
above 75% accuracy. LastUsed seem to perform better than MostUsed.
LastUsed has a larger spread/higher variance of its classification per-
formance compared to the other classifiers including the other naive
MostUsed classifier.

2Datakonsultverksamhet = IT consulting, Dataprogramming = Computer pror-
gramming
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Figure 4.1: Accuracy comparisons amongst the different classifiers us-
ing 10-fold cross-validation. The box accounts for 50% of all the values
where the horizontal line within the box is the median. The circle, un-
der box plot for SVM, indicates a suspected outlier value.

Figure 4.1 displays box plots for comparison of accuracy between
the classifiers. Note that the (orange) line in the boxes is not the mean
but the median compared to the tables showing the means. Here one
can see that the naive classifiers along with MODLEM display larger
spread than the other classifiers. The SVM has an outlier at≈ 78% and
MODLEM reaches its highest at some point with ≈ 86% accuracy.
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Figure 4.2: F2score comparisons amongst the different classifiers using
10-fold cross-validation. The box accounts for 50% of all the values
where the horizontal line within the box is the median.

In figure 4.2 box plots of F2score comparisons are visualized. The
boxes follow the same general pattern as for accuracy.

Next, the confusion matrices for all the different classifiers are dis-
played. The symbols on the x- and y-axis correspond to the classes
found in the invoice dataset. These are the account codes and are ex-
plained in appendix A. A perfect confusion matrix only shows dark
areas in the diagonal. The y-axis displays the actual/true class and the
x-axis the predicted class.

There is much to talk about the different confusion matrices, how-
ever, only the most noticeable results and differences amongst the con-
fusion matrices are presented in the text. The support for the classes
would be needed, that is how many of each class is used, for further
detailed analysis. This is however kept anonymous. The confusion
matrices do however reflect the general and common patterns for how
the classifiers compare amongst each other. They do also display note-
worthy patterns that are interesting for discussion and future work
purposes.



CHAPTER 4. RESULTS 38
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Figure 4.3: Confusion matrix for the naive classifier LastUsed.
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Figure 4.4: Confusion matrix for the naive classifier MostUsed.
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In the confusion matrices for the naive classifiers, figures 4.3 and 4.4,
because of the strategy of using the majority class (account code 6200)
as the prediction when a supplier has not been encountered before, one
can see the many misclassifications/false positives for class 6200. Both
naive classifiers display roughly the same confusion matrices. They
both have trouble identifying the classes {A,B,C,E, F, G}, {e, f, g, h} and
{o, p}. Some differences are that MostUsed is better at identifying class
e for example and LastUsed is better at identifying classes like A, B
and C. For both classifiers the true class j is instead heavily classified
as class i, where LastUsed gets some of these correct and MostUsed
none.

Figure 4.5: Confusion matrix for FURIA.
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Figure 4.6: Confusion matrix for MODLEM.

Moving on to the rule induction classifiers’ confusion matrices. One
can see that they perform similarly overall. They both, like the naive
classifiers, have trouble identifying the classes {A, B, C, E, F, G}. Also
the classes: {e, f, g, h}, even more so than the naive classifiers.

Lastly the non-rule classifier SVM and RF, in figures 4.7 and 4.8, confu-
sion matrices are displayed. They do a better job at identifying classes
{e, f, g, h} compared to the rule classifier but they both, like all the other
classifiers, misclassify class j as class i. They otherwise display overall
the same classes that are misclassified.



CHAPTER 4. RESULTS 41

Figure 4.7: Confusion matrix for SVM.

Figure 4.8: Confusion matrix for Random Forest.



Chapter 5

Discussion

This chapter first presents discussions about the results. Then discus-
sion regarding the methodology used and future work are described.
Lastly, the ethical and social aspects regarding this work are discussed.

5.1 Results

The results are discussed in the same order as they are presented in
chapter 4, i.e.: numeric results, accuracy box plots, F2score box plots,
and lastly the confusion matrices. The discussion first focuses on the
specific results and comparisons between the classifiers. The discus-
sion then broadens to more general discussions of the classifiers and
comparison to previous work.

All the machine learning classifiers perform better than the naive clas-
sifiers as shown in table 4.1. They all perform in the range ≈ 80-
82% while the naive perform in the range ≈ 75-77% for both accu-
racy and F2score. The answer to the main research question, given
that the rule classifiers perform similarly to the non-rule classifiers, is
that rule classifiers are competitive in suggesting the account codes
for account payable prediction. FURIA also does this with signifi-
cantly fewer number of rules and shorter rule lengths on average than
MODLEM. The reason for FURIA’s more compact rule set, is probably
because of the rules’ soft boundaries due to fuzzyfication along with
FURIA’s rule stretching feature. The disadvantage, with the rules pro-
duced by FURIA, is the slightly less interpretable rule representation
compared to MODLEM-rules for numeric values, as displayed in the
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rule examples in the result chapter and explained by FURIA’s fuzzifi-
cation in 2.3.2. The author does, however, think the significantly less
number of rules and shorter rule lengths make up for this disadvan-
tage.

Looking at the box plots of the classifiers’ accuracy performance,
one can see that all the machine learning algorithms perform similarly.
The pair of classifiers with the largest difference between lowest and
highest median value is RF and SVM. The same goes for F2score. The
reason why SVM performs worse might be because of lack of parame-
ter tuning, which will be discussed later.

Lastly the confusion matrices need to be commented. A general pat-
tern emerges in the confusion matrices that make up for discussion
which was not at all mentioned in previous work, e.g. [8]. When dis-
cussing the confusion matrices below, the account code (class label)
will be referred to in the format: "account code (confusion matrix sym-
bol)", for example account code for "Tele och post" will be referred to
as "6200 (V)". Again, the account codes are available in the appendix
A for reference.

All the classifiers have difficulties to identify the class 7413 (j), which
is a user-defined account, it is most often misclassified as the closely re-
lated account code 7412 (i). The other cases where the classifiers have
trouble with user-defined accounts are 4150 (F) and 4160 (G) as well
as 1701 (C). The takeaway message here is that there may be inconsis-
tencies with how user-defined accounts are used in the bookkeeping
process and in conclusion the classifiers have trouble predicting them.

The next interesting and noteworthy mention is that the accounts
that come in pair of (deductible1 vs non-deductible) account codes are of-
ten misclassified. For example {6981 (e), 6982 (f)}, {6991 (g), 6992 (h)}
and {7631 (o), 7632 (p)} are such pairs that are often misclassified be-
tween each other. Deductible means that the purchase can be classified
as a cost 2, this is for example used to increase the costs in a company
and by doing so decreasing the tax needed to be paid. These are typical
accounts that seem to be difficult for the machine learning classifiers
to predict correctly. This might be because of larger demand of judge-
ment, from a person responsible for the purchase, to judge and decide
when to use a deductible account or not.

1Avdragsgilla (SV)
2https://www.momsens.se/avdragsgillt
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The hypothesis that the non-rule induction algorithms would perform
better than the rule induction classifiers were correct for Random for-
est but not the SVM. It could be that more parameter tuning with the
SVM is needed to reach better results. To do this, a broader search
space of the parameters for γ and C should be investigated, e.g. by
making the step sizes in the grid search smaller than the ones de-
scribed in the method section 3.2.3. Random forest, being an ensemble
of decision trees, allows for more flexible decision boundaries than the
rule induction classifiers and combines several weak classifiers which
is why it may perform better than the rule induction classifiers. The
better performance of RF is however not significant over FURIA or
MODLEM. The rule induction algorithms do perform well and could
be used over Random forest if one favours interpretability over the
black box model of Random forest at the probable, but not significant,
expense of less performance in accuracy, precision and F2score. The
rules produced by the classifiers do give interpretation and details that
can help the user understand and complement the rules. Given that
the rules, for FURIA are less than 200 and the rule length is less than
three on average, they should be easily interpretable and managed by
a user (e.g. a bookkeeper at the company). The author’s opinion is
that the rules are preferred over the RF classifier in this sense.

The reason that the naive classifiers perform strongly is that the
single feature of using the supplierID as choice for class prediction is
strongly tied to the account code being used. The calculated supplier
lines of businesses are correlated to the supplierID, but should give a
more general solution that helps when predicting account codes for
new suppliers. These supplier lines features proved to provide some
increase in accuracy, although the supplierID can be used as well in-
stead.

What should be noted is that the classified invoice data tested on in
this thesis comes from the principal/company Omicron, which is an IT
consulting business. The purchases and type of supplier invoice data
may therefore not be representative of many other companies such as
e.g. a grocery company. The results are therefore not fair to be directly
compared against previous work like [8] and the claimed results of
commercial products like [10]. The data and environmental setting are
different in above works, as already discussed in section 2.2, in the
regard that the invoice data comes from many different organizations
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as well as the fact that this thesis is making account code predictions
for accounts payable and not accounts receivable as in [8]. In [10] they
claim an average accuracy of≈75% for account payable. In that regard,
the results of this thesis around 82% accuracy can be considered a good
result. The commercial product, [10], is however not Swedish so the
bookkeeping differs and account codes are not the same as in the BAS-
chart used in Sweden.

In summary, it can be said that the naive classifiers perform strongly
but the machine learning algorithms perform better. Although MOD-
LEM performs on a pair with or slightly better than FURIA in the
performance metrics, FURIA would still be preferred as rule induc-
tion algorithm if interpretability and the benefits of rule sets in the
assignment of account codes predictions were to be used. Random
forest is, however, the classifier to choose if one favours better classi-
fication performances. The answers to the research questions are thus
that Random forest performs best in terms of accuracy and F2score in
account code predictions. FURIA produces the smallest rule sets and
rule lengths.

5.2 Methodology critique

It can be discussed whether it was a good idea to use cross-validation
on this kind of data and for the underlying domain of predicting ac-
count codes. When doing cross-validation the invoices are tested on
in different folds. This leads to the fact that the training set has some
invoices that have been received chronologically after invoices in the
test set. However, it is hard to assess the performance of the classifiers
with the small amount of data used in this thesis without doing cross-
validation. The cross-validation gives a better estimate of the classi-
fiers’ overall performance. However, in the real setting the classifiers
will have to be updated as, for example, new account codes are be-
ing used. The results should, however, hopefully indicate the general
performance between the classifiers for assignment of account code
predictions. Also since previous studies have invoices from hundreds
of different of companies with different lines of industries one should
be careful to compare the result in this thesis to these. In this thesis, the
invoices are from just one company, an IT consulting company, which
probably gives better results than account code predictions from many



CHAPTER 5. DISCUSSION 46

different types of companies.
The parameter search could have been further explored as well as

the investigation of the different classifiers and their hyperparameters.
The disadvantage of the rule induction algorithms is that there are less
information and studies around them compared to for example RF and
SVM. The documentation for them in (and outside of) WEKA were
slim. The different parameters were tested before proceeding with the
final results, gave small and non-significant variations in accuracy. The
classification strategy of using "conditional entropy" over the chosen
"Laplace estimate", for MODLEM, gave slightly better accuracy≈0.5%
which is not significant, the number of rules were however increased
in the range of 50-80% which ultimately made the choice easy.

The author’s opinion is that the number of invoices, in the dataset,
for training the classifiers together with cross-validation evaluation
gave a good estimate of how well rule induction algorithms compares
to non-rule induction algorithms in predicting account codes. Further
investigation of how well they work over different types of companies,
not just an IT consulting company, need to be made to better compare
them to previous work and their settings.

5.3 Future work

The reason that it is hard to fully automate the bookkeeping process is
that of its many aspects of interpretation. A more standardized frame-
work for bookkeeping would, in general, be needed to reach closer to
a fully automated bookkeeping process. For example, the deductible
vs non-deductible and user-defined account codes imposes difficulties
for the classifiers because of the lack of standardization and the re-
quired judgement from a person to decide when to use the deductible
account or not.

Ideas for future work could be to try and build one classifier per
supplier and having one set of generalized rules for invoices received
from suppliers never purchased from. Thus, predicting account codes
for new suppliers with the generalized set of rules, based on e.g. the
supplier lines of businesses that have shown to work well in this thesis.
One could also experiment with distributing rule sets amongst com-
panies that have similar lines of industries to see if the companies can
benefit from each other’s rule sets for account code prediction. E.g. us-
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ing some similarity distance between two companies given their type
of company (limited company, private company, etc), number of em-
ployees, line of business, operating country, types of customers and
suppliers etc.

Furthermore, it could be worth experimenting with combining dif-
ferent classifiers and perform some voting between them depending
on their certainty, e.g. using FURIAs’ confidence score could be used.
Finding optimal values/threshold for this certainty factor, e.g. when
to use a naive prediction like the LastUsed classifier and when to pre-
dict with machine learning classifier.

Also, seeing the results and having more domain (bookkeeping)
knowledge now, the author suggests to merge/use group accounts,
section 2.1.1, for deductible and non-deductible accounts as well as
user-defined accounts to learn these labels as "one account code". The
suggestion then is to always output the most or last used and warn the
user about when these accounts are suggested by the classifier.

5.4 Ethics and social aspects

Machine learning which is a subset of the general domain of artificial
intelligence (AI) should always consider the possible ethical and so-
cial implications of its applications. Many people would possibly lose
their jobs if bookkeeping was to be ever fully automated. The task of
assigning account codes for account payable is however only a subset
of the bookkeeping process.

Rule induction methods can be controversial since they produce
knowledge discovery. The rules could potentially display persons hav-
ing made something wrong that could be shown when inducing rules.
However, in the setting of assigning account codes in bookkeeping
it is based on much subjective interpretation and the consequences of
making wrong account code predictions are low, one can easily correct
a wrong account code assignment afterwards. The rules could be used
to see if someone is assigning account codes wrongly and act accord-
ingly by briefing with the person about it. It would in the end help the
company if the assignment of account codes is made as standardized
as possible and following the same principles, thus telling the person
making "wrong" account code predictions should be beneficial for the
company.



Chapter 6

Conclusions

The research work in this thesis has shown that machine learning and
especially rule induction can be used to predict account codes for ac-
count payable. All the machine learning classifiers perform better than
the naive classifiers. The difference in accuracy and F2score perfor-
mance amongst the rule and non-rule classifiers are slim and cannot
be considered significant. The results show that even though the rule
induction algorithms FURIA and MODLEM perform similarly for ac-
curacy and F2score, FURIA does it with significantly fewer rules and
average rule lengths compared to MODLEM . In this regard, FURIA is
considered a better choice if minimal rule sets and rule lengths are pre-
ferred. Random Forests (RF) has a tendency of performing better than
all the other classifiers in terms of accuracy and F2score. Thus if the
advantages of rule sets are not considered, Random forest would be
most preferable to use for account code prediction. The performance
difference of RF, compared to the rule classifier FURIA, are however
slim and therefore the author suggests using the benefits of the rule
induction classifier instead.

In summary, the results from this thesis indicate that rule induc-
tion methods compete well against the tested non-rule classifiers. The
benefits of the interpretable rules are therefore suggested to be used
in favour of the other non-rule methods. The author’s opinion is that
the best forward approach would be to combine naive and machine
learning classifiers.
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Appendix A

Account codes

The next page displays the account codes used in this thesis. None
BAS-accounts are indicated by an asterisk(*) beside the account code.
The symbols A-s correspond to the x- and y-axes in the confusion ma-
trices in figures 4.3 - 4.8.
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Symbol Account code Account name
A 1210 Maskiner och tekniska inventarier
B 1689 Övriga kortfristiga fordringar
C 1701* Interimsfodringar
D 1702* Interimsfodringar, hyror
E 2900 Upplupna kostnader och förutbetalda intäkter
F 4150* ProjektKostnader, vidarefakturering
G 4160* Varuinköp
H 4600 Legoarbeten, underentreprenader
I 5010 Lokalhyra
J 5020 El för belysning
K 5060 Städning och renhållning
L 5062 Sophämtning
M 5090 Övriga lokalkostnader
N 5220 Hyra av inventarier och verktyg
O 5410 Förbrukningsinventarier
P 5420 Programvaror
Q 5700 Frakter och transporter
R 5800 Resekostnader
S 5900 Reklam och PR
T 6071 Representation, avdragsgill
U 6100 Kontorsmateriel och trycksaker
V 6200 Tele och post
W 6201* Tel. fast, bredband o dyl
X 6310 Företagsförsäkringar
Y 6421 Revision
Z 6422 Rådgivning
a 6440 Årsredovisning och delårsrapporter
b 6500 Övriga externa tjänster
c 6570 Bankkostnader
d 6970 Tidningar, tidskrifter och facklitteratur
e 6981 Föreningsavgifter, avdragsgilla
f 6982 Föreningsavgifter, ej avdragsgilla
g 6991 Övriga externa kostnader, avdragsgilla
h 6992 Övriga externa kostnader, ej avdragsgilla
i 7412 Premier för individuella pensionsförsäkringar
j 7413* Sjukförsäkringar, avdragsgilla
k 7570 Premier för arbetsmarknadsförsäkringar
l 7580 Gruppförsäkringspremier

m 7610 Utbildning
n 7621 Sjuk- och hälsovård, avdragsgill
o 7631 Personalrepresentation, avdragsgill
p 7632 Personalrepresentation, ej avdragsgill
q 7691 Personalrekrytering
r 7693 Fritidsverksamhet
s 7699 Övriga personalkostnader
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