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Abstract

Abstractive text summarization aims to condense long textual docu-
ments into a short, human-readable form while preserving the most
important information from the source document. A common ap-
proach to training summarization models is by using maximum like-
lihood estimation with the teacher forcing strategy. Despite its pop-
ularity, this method has been shown to yield models with suboptimal
performance at inference time. This work examines how using alterna-
tive, task-specific training signals affects the performance of summa-
rization models. Two novel training signals are proposed and evalu-
ated as part of this work. One, a novelty metric, measuring the overlap
between n-grams in the summary and the summarized article. The
other, utilizing a discriminator model to distinguish human-written
summaries from generated ones on a word-level basis. Empirical re-
sults show that using the mentioned metrics as rewards for policy
gradient training yields significant performance gains measured by
ROUGE scores, novelty scores and human evaluation.
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Sammanfattning

Abstraktiv textsammanfattning syftar på att korta ner långa textdoku-
ment till en förkortad, mänskligt läsbar form, samtidigt som den vik-
tigaste informationen i källdokumentet bevaras. Ett vanligt tillväga-
gångssätt för att träna sammanfattningsmodeller är att använda max-
imum likelihood-estimering med teacher-forcing-strategin. Trots dess
popularitet har denna metod visat sig ge modeller med suboptimal
prestanda vid inferens. I det här arbetet undersöks hur användningen
av alternativa, uppgiftsspecifika träningssignaler påverkar samman-
fattningsmodellens prestanda. Två nya träningssignaler föreslås och
utvärderas som en del av detta arbete. Den första, vilket är en ny
metrik, mäter överlappningen mellan n-gram i sammanfattningen och
den sammanfattade artikeln. Den andra använder en diskriminerings-
modell för att skilja mänskliga skriftliga sammanfattningar från ge-
nererade på ordnivå. Empiriska resultat visar att användandet av de
nämnda mätvärdena som belöningar för policygradient-träning ger
betydande prestationsvinster mätt med ROUGE-score, novelty score
och mänsklig utvärdering.
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Chapter 1

Introduction

The ability for computers to automatically comprehend human lan-
guage is a task of growing importance for the field of Artificial In-
telligence. In a short time, natural language, both in the spoken and
written form, will become the primary interface for human-computer
interactions. In the long run, understanding it is a milestone that must
be reached on the path to artificial general intelligence. Natural lan-
guage processing (NLP) is a field at the intersection of artificial intelli-
gence and computer science that is concerned with the problem of au-
tomatic processing of human language. The field itself is very broad
and covers problems related to the different aspects of the human lan-
guage, such as syntactics, semantics, and discourse. The tasks vary in
difficulty from the more basic, such as language modeling or part-of-
speech tagging, to much more complex, such as question answering,
machine translation, or machine reading and comprehension.

The classical approaches to solving NLP tasks relied mainly on
complex parsing techniques [68] and statistical models [43, 42] that
used intricate, human engineered features. Tackling problems in the
domain required expert knowledge in linguistics, causing the field to
progress slowly. The recent advancements in the domain of deep learn-
ing and the popularization of general purpose computing on graphics
processing units (GP-GPU) allowed scientists to efficiently train and
apply neural models to solve tasks in the field of NLP. Neural Net-
works significantly outperform classical approaches to NLP on most
tasks, including machine translation [13, 96], question answering [98],
or reading comprehension [36]. The new trend not only allows to
achieve better [13], and in some cases [96] nearly human, performance,
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2 CHAPTER 1. INTRODUCTION

but also significantly simplifies the architecture of NLP applications
and tools. Models can now be trained in an end-to-end fashion with-
out requiring deep domain knowledge and feature engineering.

1.1 Task Description

An important task within the field of NLP that is studied as part of this
thesis project is text summarization. The goal of the mentioned task is
to create a system that will automatically condense textual documents
into a form that is comprehensible to humans.

There are different approaches to solving the mentioned problem
- abstractive text summarization [65, 79], where the model generates a
novel sequence of text that carries the relevant information present
in the input document, and extractive text summarization [59], where
the model chooses relevant parts of the original documents and copies
them into the summary. Research in the field can also be grouped into
methods that generate single-sentence summaries [77], such as news
headlines, or models for longer, multi-sentence summaries [58].

Abstractive text summarization, which was specifically studied in
this project, can be seen as two separate subtasks. The first being
a search for salient parts of the document being summarized, and
the second being text synthesis, that yields novel sequences of words
that paraphrase the important paragraphs. From this perspective, the
problem can be thought of as conditional text generation, where the
generative process is conditioned on selected parts of the input docu-
ment. However, in the case of state of the art approaches, the two tasks
are not distinguished and models are trained in an end-to-end fashion.

As with most tasks in artificial intelligence, the goal is to develop
models that will achieve performance comparable, or superior, to hu-
man beings. For text summarization, this means generating high qual-
ity summaries that have similar attributes to summaries written by
humans. From a readers perspective, a high quality summary of a
document should have the following attributes: be shorter in length
than the original document, accurately reproduce factual information
from the original document, not contain any information that is not
present or mentioned in the original document, contain only the most
important parts of the document, be coherent, and syntactically and
semantically correct. Some of the mentioned traits, such as comparing
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the length of the summary and the original document, are easily quan-
tifiable, others, such as evaluating which parts of the document are the
most important, are subjective. This shows that the task of abstractive
text summarization is not trivial.

In the recent years, the field of text summarization has been dom-
inated by data-driven approaches, specifically models based on artifi-
cial neural networks (ANN) [58, 65, 79]. As of writing this thesis the state
of the art architectures rely on recurrent neural networks (RNN) [32] aug-
mented with attention [3] and pointer [87] mechanisms.

1.2 Research Question

Despite the recent advancements in the domain of abstractive text sum-
marization, the current state of the art models cannot be reliably used
to consistently generate high quality summaries. The major problems
that can be identified with the available models are: lack of coherence
in longer summaries, incorrect reproduction of facts, and lack of nov-
elty in generated sequences.

Available work [38] in the domain of NLP, and language genera-
tion specifically, suggests that the teacher forcing strategy, that is com-
monly used to train text summarization models, may return subopti-
mal models. This fact raises a question, to what extent the previously
listed problems are caused by limitations of the model’s architecture
versus the use of an inefficient training procedure.

The research question examined as part of this thesis project is
how applying alternative, task-specific, training signals affects the per-
formance of text summarization models in context of the previously
mentioned problems. This is empirically studied by implementing a
state of the art neural model and training it using some of the non-
traditional training strategies for sequential models that were recently
proposed in the domain [65, 51, 25, 33]. The performance of the model
trained with an alternative procedure is compared to the same model
trained in a traditional manner. Model outputs are evaluated both
qualitatively and quantitatively to reach a conclusion how the train-
ing strategy affects the summarization outcomes.
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1.3 Contributions

Work completed as part of this thesis project can be seen as continua-
tion of the effort made by Paulus et al. [65] and Liu et al. [51] in search
of better training strategies for abstractive text summarization mod-
els. The contributions brought by this thesis can be summarized as
follows:

• Proposing and evaluating a novel reward function that directly
aims to improve the level of abstraction of generated summaries,

• Proposing and evaluating a novel adversarial network discrimi-
nator architecture that yields per-token rewards without the need
for using computationally expensive search methods,

• Qualitatively and quantitatively evaluating the effect of the pro-
posed extensions and comparing the new models with previous
work in the field

1.4 Societal Aspects

The importance of developing high quality text summarization mod-
els comes from the fact that textual form is the most robust way of
conveying information between humans. Most noticeably, it allows
the consumer to process the data independently of the producer, and
to do so at her/his individual pace. However, a significant drawback
is that it is not the most time efficient way to consume information,
especially in large volumes. As the number of data sources carrying
important information grows every day, people find themselves look-
ing for tools that will automatically extract and serve the most relevant
information out of the bulk of text.

Summarization models have very obvious business-related appli-
cations, such as outlining business notes, meeting minutes, etc. Other,
more interesting applications, could be AI-assisted education, where
the condensed material from school books could be used as a study
aid. Summarization algorithm could also be used for shortening and
paraphrasing long legal documents, such as website terms and service
agreements, to a form that is comprehensible by a layman.
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Although the current state of the art in the domain does not yet
allow to deploy summarization models to a wider audience, the possi-
ble applications show that the problem is very relevant in the “digital
age”, and improvements can be beneficial for the society.

1.5 Ethics and Sustainability

Work done as part of this thesis project had no direct implications on
economical or environmental sustainability. However, both of these
aspects can be influenced by future developments in the field of text
summarization. Production-quality summarization models could re-
duce the time spent by white collar workers on tedious tasks, such
as reading through lengthy documents, and instead allow them to fo-
cus on the primary goal of their work. Such improvements would di-
rectly benefit the productivity of workers. These developments could
also limit the necessity for printing long documents, thus reducing the
waste of paper.

Certain ethical aspects were considered during the project work.
Qualitative evaluation conducted as part of the study utilized human
judges to score the generated summaries. Judges were hired through
the Amazon Mechanical Turk platform. Despite the evaluation being
a short task with a time limit of 5 minutes per article, the price paid for
evaluating each example was set in a way to offer the workers a livable
minimum wage of 15 USD per hour. In the long run, if summarization
models were to be offered as a product to the general public, much
work would need to be done in order to build unbiased models.

1.6 External Supervisor

The thesis project was done at an external institution, Metamind, which
is an AI research department of the cloud computing company Sales-
force. The focus of the research team is to push the boundaries of
knowledge in the field of deep learning applied to natural language
processing, computer vision, speech recognition, and reinforcement
learning. The project work was completed under the supervision of
Caiming Xiong and mentorship of Romain Paulus.
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1.7 Overview of Thesis

The theoretical concepts behind the building blocks of neural models
used in the project are presented in Chapter 2. Chapter 3 reviews the
body of work done in the domains of abstractive text summarization
and training methods of recurrent neural networks for structured se-
quence generation. Chapter 4 introduces the models, datasets, and
tools used for the project. The baseline architecture and the proposed
extensions are presented in detail. Chapter 5 describes the conducted
experiments and obtained results. Chapter 6 summarizes the project
work, draws conclusions, discusses encountered problems, and sug-
gests future directions in the domain.



Chapter 2

Background

This chapter briefly introduces the theoretical aspects of models that
were used as building blocks for this thesis project.

2.1 Feedforward Neural Networks

The feedforward neural network (FNN) [29], also referred to as multi-layer
perceptron (MLP) or fully-connected network, is one of the most popular
and powerful machine learning models. Early research on the subject
was inspired by and related to work done in the field of neuroscience.
The hopes were that MLPs would be able to simulate the way in which
the human brain works and learns. Although these hopes were not
fulfilled, the knowledge gained from the work allowed to push the
state of the art in artificial intelligence thanks to the use of feedforward
networks.

FNNs are in essence very complex, parametric mathematical func-
tions, mapping data from an input space X to an output space Y ,
f : X ! Y . It is common to represent the model in form of a network,
which is called its topology or architecture. From that perspective, a neu-
ral network is composed of simple computational units, called neurons
or hidden units, which are organized in groups, called layers. Neurons
at a certain layer apply a nonlinear affine transformation with an acti-
vation function � to the outputs x of the neurons in the previous layer,
and pass the computed values forward into the network, as shown
in eq. (2.1). The weights wi of the connections between the neurons
and the bias term b are the parameters of the model that are learned
in the training process. Depending on the position of the layer in the

7
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architecture, we recognize the input layer that works directly on the
data presented by the user, the output layer that is the last layer of the
network and returns the predictions of the model to the user, and the
hidden layers which are the intermediates between the input and the
output of the model. An example of a neural network is shown in
figure 2.1.

out = �(
X

i

wi · xi + b) (2.1)

In the case of MLPs, the information within the network flows in a
single direction, from the input to the output. Feedforward networks
do not allow recurrent connections within a layer, which gives the net-
work’s topology the property of being a directed and acyclic graph.

Figure 2.1: Illustration of a feedforward network as a directed acyclic graph.
Black nodes represent the input and outputs of the network, gray nodes rep-
resent the bias terms, and white nodes indicate neurons. Connections be-
tween the nodes are the parameters of the model which are learned in the
training procedure.

The architecture of the feedforward network is chosen before the
training procedure and usually does not change after the model is
trained. The most important choices that must be made are the num-
ber of layers in the network, the number of computational units within
each layer, and the type of activation function used by the neurons. In
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the most common setting, a multi-layer perceptron is composed of a
single input and output layer and multiple hidden layers, however
more advanced architectures can contain multiple input or multiple
output layers. The activation function used by the neurons is a very
important choice and has a high impact on the efficiency of the train-
ing procedure and performance of the final model. Typically, the ac-
tivation functions are non-linear mappings, up to a certain point in
time the two most popular choices for activation functions were the
sigmoid and the hyperbolic tangent functions. Recently a family of sim-
pler, rectifier functions (ReLU [27], PReLU [35], ELU [16]) has become
very popular because of its low computational overhead and benefits
when combined with gradient-based training algorithms. The non-
linear transformation between layers of the network is very important
as it increases the modeling capabilities of the neural network. Follow-
ing from this fact is that adding more hidden layers to the network,
thus adding more non-linear transformations, yields a more powerful
model. Deep neural networks (DNN), in their most basic form, are
closely related to the described FNNs as they simply are regular FNNs
with a very large number of hidden layers.

Feedforward networks are very generic models in the sense that
they can be applied to both classification and regression problems.
Depending on the type of task that the model is used to solve, the
output layer can be either composed of a single neuron, for binary
classification or single-value regressions task, or multiple neurons for
multi-class classification and multi-value regression. When used for
classification, it is common to interpret the outputs of the network as
a probability distribution over the possible classes. To ensure that the
outputs follow probability axioms, a sigmoid function can be applied
to the network’s output in case of binary classification, and a softmax
function in case of multi-class classification.

A common approach to training FNNs is by using gradient-based
methods, where the dominating algorithm is backpropagation [76]. As
with any parametric model, during the training procedure the param-
eters of the FNN function are adjusted to better approximate the map-
ping of the target function that generated the data. One of the reasons
for the popularity of FNNs models is their powerful property of being
universal function approximators [18]. This means that a feedforward
network with at least one layer of non-linear transformations can ap-
proximate any function up to a desired precision, given that it has an
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adequate number of neurons.
Although for many tasks feedforward networks have been replaced

by more complex and domain-specific architectures, such as convolu-
tional or recurrent models, they are still utilized as modules within
those new architectures, e.g. as the as the final layer doing the predic-
tions.

2.2 Convolutional Neural Networks

The convolutional neural network (CNN) [29, 46], also known as con-
volutional network or ConvNet, is a neural architecture specialized for
processing data that can be organized in a grid-like structure. One ex-
ample of such data, that is also the most popular use case for CNNs, is
image data where the pixels form a 2-dimensional grid of values. The
architecture gained popularity thanks to its early and successful ap-
plication to automated recognition of handwritten postal codes done
by LeCun et al. [46]. Convolutional neural networks are also associ-
ated with the beginnings of the field of deep learning thanks to the
significant performance improvements achieved by a CNN designed
by Krizhevsky et al. [44] in a computer vision competition called Ima-
geNet.

Convolutional networks rely on the operation of mathematical con-
volution of two functions, as shown in eq. (2.2). In case of the CNNs,
one function is the data I that is flowing through the model, and the
other is a kernel K, that is a part of the models architecture. Like MLPs,
convolutional networks are organized in layers with each layer con-
sisting of a number of kernels, also called filters, and each kernel as-
sociated with a set of neurons. Kernels are convolved with the inputs
coming from the previous layer, the outcome of the operation is passed
through the neuron’s non-linear activation function, and passed onto
the next layer in the network. The hidden units associated with each
kernel are organized in a way that preserves the original shape, but
not necessarily the size, of the input data. This means that the output
of a layer, called a feature map, is also organized in a grid-structure al-
lowing multiple convolutional layers to be used in a sequence. Given
that each convolutional layer can have multiple kernels and each ker-
nel has a set of neurons associated exclusively with it, the number of
feature maps returned by a layer is equal the number of kernels used
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in that layer.

(I ⇤K)(i, j) =
1X

m=�1

1X

n=�1
I(m,n)K(i�m, j � n) (2.2)

From the perspective of a single neuron, the kernels can be seen as
weights connecting neurons in consecutive layers of the network. In
comparison to FNNs, where each neuron pair in two following lay-
ers has an dedicated weight describing the strength of the connection,
CNNs utilize the concept of sparse interactions, where each neuron in-
teracts with only a small subset of all the neuron from the previous
layer. To pass the entire information from the previous layer onto the
next one, each kernel is applied multiple times, so as to cover the en-
tire input to the layer. The act of reusing the same kernel, and thus
the same parameters of the model, between multiple neurons is know
as weight sharing. Sparse interactions and weight sharing allow to sig-
nificantly decrease the number of parameters, and thus the memory
requirements, and computational complexity of CNNs in comparison
to FNNs. Given the mentioned facts, the CNN can be seen as an op-
timized and heavily specialized version of feedforward networks. An
example illustration of a convolutional neural network is shown in
fig. 2.2.

An important property of ConvNets, shared with other architec-
tures from the domain of deep learning, is that they do not require
hand engineered features to be fed into the model. Given the data in
its raw form, such as an image, ConvNets learn to extract the impor-
tant features from the data and utilize them to solve the task at hand.
It has been shown [100] that convolutional networks build hierarchical
features based on the input data, meaning that the early layers special-
ize in finding very basic and general patterns, such as edges in images,
and the later layers specialize in more complex patterns built on the
primitives from the previous layers, such as faces or specific objects.
The fact that kernels specialized in finding specific patterns are con-
volved with the entire input to the layer gives CNNs the property of
being equivariant to translation. This means that a change in the location
of a specific feature in the input data will translate into an equivalent
change in location in the output feature maps. In some cases the exact
location of a specific pattern is not important, but only the knowledge
of whether it is present in the input is required. In those situations, an
additional mechanism called pooling can be applied to the output of the
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Figure 2.2: Illustration of a convolutional network. The input to the network
is data organized in a 2-dimensional grid structure. The convolutional layer
consists of two convolution operations and a pooling operation. The convo-
lutional layer is followed by a feedforward network used to make the final
prediction.

neurons before passing it to the next layer. Pooling is a non-parametric
operation that computes summary statistics of small regions of the fea-
ture maps. The most popular pooling operation is called max-pooling
and extracts the maximal value present in a fixed size region. Pooling
mechanisms give the CNN the additional property of being translation
invariant.

Even though CNNs find most of their applications in the field of
vision, they have been also successfully used to solve problems in dif-
ferent domains, such as natural language processing [26, 20] or speech
recognition [69, 102]. The hierarchical features built internally by the
convolutional layers have been shown to be rich in information about
the input data, which makes convolutional networks a popular choice
for feature extractors in more complex machine learning systems [73,
87].

2.3 Recurrent Neural Networks

The recurrent neural network (RNN) [29], or recurrent network, is a neural
architecture specialized in processing sequential data with temporal
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dependencies, such as text written in natural language or time-series
data. RNNs gained their recent popularity after significantly outper-
forming traditional machine learning approaches on tasks from the do-
main of natural language processing, such as language generation [8]
or machine translation [81].

A recurrent neural network can be seen as dynamical system that
maintains a state and is driven by an external signal which is passed
as input into the system. To accommodate the fact that inputs to recur-
rent networks are in the form of a sequence of values that may differ
in length between examples, the model consumes those values in a
sequential manner. The state of the system ht is updated with each
input xt passed into the model at time step t, as shown in eq. (2.3).
The networks state, also known as the hidden state, can be interpreted
as a summary of all inputs seen by the network in previous steps,
and is maintained by the network in an unsupervised fashion. This
means that the model can choose by itself which parts of the past in-
puts might be relevant in future steps. The fact that RNNs maintain a
state is also a significant differentiator between them and the architec-
tures described in previous sections, where all inputs coming into the
model were treated as independent of each other. From the perspec-
tive of the networks topology, maintaining a state by the model can be
seen as adding a recurrent connection in the graph, where an output of
a layer is passed through a weighted connection and fed back into the
same layer together with any additional inputs. The transition func-
tion between previous and next state, denoted as f in eq. (2.3), is also
known as the recurrent unit or recurrent cell. An example of a recurrent
neural network is shown in fig. 2.3.

ht = f(ht�1, xt) (2.3)

Similarly to convolutional networks, RNNs also utilize the concept
of parameter sharing. In the case of RNNs, the same parameters of the
model are used to process all the data points in a given sequence. This
property allows the network to generalize to sequences of variable
length and share knowledge across different points in the sequence.

The type of recurrent cell used to update the hidden state between
consecutive steps is an important design choice in RNN architectures.
The simplest unit, commonly called SimpleRNN or the Elman [22] unit,
computes the values of the hidden state ht as a linear combination of
the previous hidden state ht�1 and the input token xt passed through a
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Figure 2.3: Illustration of a recurrent network. The network has a state h
that is passed between consecutive time steps and allows to effectively model
temporal data. The left diagram shows the network in rolled form, the right
diagram in unrolled form.

non-linear activation, as shown in eq. (2.4). From a theoretical perspec-
tive, the Elman unit should be capable of learning long-term depen-
dencies present in the data, however, it has been empirically shown
that it suffers from the problem of exploding and vanishing gradients
when training on long sequences of data [7, 62].

ht = tanh(W · [ht�1; ·xt]) (2.4)

To avoid the issues related to training RNNs on longer sequences,
the Elman unit can be replaced with more sophisticated cells, such
as the long short-term memory (LSTM) [37] or the gated recurrent unit
(GRU) [13]. Both of the mentioned units are complex architectures
that rely on gating mechanisms, or gates, which are trainable modules
that control the flow of information within the unit. Through the use
of gates, the cell has the ability to adaptively decide how much of the
new information coming with the input will be stored in the hidden
state. Gates also allow the hidden state to be updated in a soft man-
ner, as a mix of the previous state and a new candidate state, instead
of being fully replaced by the newly computed values. From the per-
spective of the computational graph, gating mechanisms replace the
static weights assigned to the recurrent paths in a node with dynam-
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ics weights that depend on the context. Through the use of gating
mechanisms, the flow of gradients during training is improved which
directly addressed the problem of vanishing gradients. A common
technique to address the issue of exploding gradients is gradient clip-
ping [62], where the gradients of parameters are normalized in cases
where their norm exceeds a specified threshold.

The LSTM, introduced by Hochreiter and Schmidhuber [37], was
the first unit to utilize gating modules. In its architecture, the LSTM
has three independent gates, the forget, input, and output gate. The
unit is also equipped with a memory cell that can be seen as an internal
memory of the RNN unit that exists in parallel to the hidden state. At
each time step, the content of the memory cell is updated and part of it
is exposed to the RNN through the hidden state. The inner workings
of the LSTM unit can be described in mathematical notation as shown
in eq. (2.5) - (2.10). In the shown equations, it, ft, ot, are the values
of the input, forget, and output gates accordingly, c̃ is the new value
of the Memory Cell value that will be mixed with the previous value
ct�1, and ht is the hidden state of the unit.

it = �(Wi · [ht�1; xt]) (2.5)
ft = �(Wf · [ht�1; xt]) (2.6)
ot = �(Wo · [ht�1; xt]) (2.7)
c̃t = tanh(Wc · [ht�1; xt]) (2.8)
ct = ft � ct�1 + it � c̃ (2.9)
ht = ot � tanh(ct) (2.10)

The GRU, introduced by Cho et al. [13], can be seen as a simplified
version of the LSTM unit. The number of gates in the cell was reduced
to two, the update and reset gate, and the memory cell was removed
from the architecture. The simplified architecture of the recurrent unit
lowers the computational complexity of the training procedure while
preserving the long-term dependency modeling capabilities of LSTM
units. In comparative studies, both the LSTM and GRU have achieved
similar performance on a number of tasks [15]. The mathematical de-
scription of the GRU unit is shown in eq. (2.11) - (2.14). In the equa-
tions, zt and rt are the values of the update and reset gates, and h̃ is the
new hidden state that is mixed with the previous hidden state h.
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zt = �(Wz · [ht�1; xt]) (2.11)
rt = �(Wr · [ht�1; xt]) (2.12)

h̃t = tanh(W · [rt � ht�1; xt]) (2.13)

ht = (1� zt)� ht�1 + zt � h̃t (2.14)

Although most of the use cases for recurrent networks are related
to tasks in the field of natural language processing, the architecture
has also been successfully applied to other tasks, such as computer
vision [89] or reinforcement learning [48]. As with convolutional net-
works, the rich internal representation of sequences that is built by the
RNNs can be used as input feature vectors in more complex models.

2.4 Generative Adversarial Networks

The generative adversarial network (GAN) [30] was introduced by Good-
fellow et al. [28] as a new approach to training generative models. The
framework that was initially applied to the task of image synthesis
achieved impressive results and quickly became one of the most ac-
tively researched and promising domains in the field of machine learn-
ing.

The adversarial network training strategy finds its inspiration in
game theory. The training procedure can be described as a game be-
tween two players, the generator and the discriminator. The generator
is the generative model that is trained to synthesize realistic outputs,
the discriminator is a model that evaluates the quality of the gener-
ated samples in comparison to the available real-world data. In the
most common case, the discriminator is a binary classifier where the
output classes are "real" and "fake". In the mentioned game the goal of
the generator is to produce synthetic data that will be misclassified as
real-world data by the discriminator, and the goal of the discriminator
is to have a high accuracy in classifying the shown data. An intuitive
analogy used to describe the framework proposed by Goodfellow [30]
is to think of the generator as criminals producing counterfeit goods
and the discriminator as the authorities trying to discriminate between
genuine and counterfeit products. As the training progresses the gen-
erator should learn new techniques to outsmart the discriminator, and
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the discriminator should learn the new methods picked up by the gen-
erator. An example of a GAN training procedure is shown in fig. 2.4.

Figure 2.4: Illustration of the adversarial network training strategy. The
models have opposite training objectives: the generator wants to create high
quality data and thus maximize the error of the discriminator, the discrimi-
nator wants to correctly classify real and fake data thus minimize its error.

The training procedure is the actual game played between the two
models. In the most basic setting the players play a zero-sum game [28],
that can be mathematically formalized as shown in eq. (2.15), where
G and D identify the players. The discriminator is trained using stan-
dard supervised learning techniques, where the real-world data is com-
bined with the output of the generator. The training signal comes from
a user-chosen loss function, such as binary cross-entropy in the case of
a binary-classifier discriminator. Training the generator is more com-
plex, since there is no labeled data that could be used for supervised
training. To bridge this gap, the discriminator is used to produce train-
ing signal for the generator. Each of the generated outputs is evaluated
by the discriminator, and the prediction score is treated as the signal
from a loss function. This novel training strategy can be interpreted
as the generator being guided by the discriminator to produce better
outputs. Since both models are interdependent on each others outputs
during training, it is important for both the generator and discrimi-
nator to maintain a similar level of performance. If any of the mod-
els start consistently outperforming the other the training signal will
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be too weak to further improve the system as a whole. Because of
this property, the generator and discriminator must be trained inter-
changeably where the number of training steps taken for each of the
models before switching to tune the other one depends on the context
of the experiment. The training procedure converges when the players
find Nash-equilibrium [28]. In this case the discriminator has an accu-
racy of 50%, meaning that it cannot distinguish between real and fake
data points. After the training is finished the discriminator model can
be discarded. In cases where both the generator and discriminator are
fully differentiable and the outputs of the generator are continuous,
the standard backpropagation [76] algorithm can be used for training.

min
G

max
D

Ex⇠pdata(x)[logD(x)] + Ez⇠pz(z)[log(1�D(G(x)))] (2.15)

The adversarial network framework is agnostic to the type of neu-
ral architecture used for the generator and discriminator models. The
first application of GANs used multi-layer perceptron [28], later ap-
plications used more advanced architectures including convolutional
networks [70] and recurrent networks [31].



Chapter 3

Related Work

The work completed as part of the thesis project touches on two topics:
the task of abstractive text summarization and different strategies of
training recurrent neural networks for structured sequence generation.
Both of the mentioned topics are considered unsolved problems and
are the subject of intense research. This chapter briefly summarizes
the work done in each of these sub-domains and discusses the benefits
and drawbacks of available solutions.

3.1 Abstractive Text Summarization

Before the popularization of neural models in the domain of natural
language processing, the main approaches to the task of abstractive
text summarization relied on classical NLP methods, such as statistical
models [5, 97] or parsing [94]. The seminal publications of Sutskever
et al. [81] and Cho et al. [13] describing the encoder-decoder architecture
and its use in the context of sequence-to-sequence modeling enabled the
application of neural models to new tasks within the field of NLP. The
novel architecture allowed to replace multi-component solutions that
heavily depended on human-crafted features and domain knowledge,
with models that were trainable in an end-to-end fashion and scaled
to large corpora. Neural networks allowed to significantly improve
the performance of text summarization algorithms and currently are
in the center of attention of the research community. The task is un-
der active research with the goal to solve the problems related to cur-
rent approaches, such as accurate replication of factual information,
novelty of the generated summaries and the coherence, especially in

19
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the case of multi-sentence summaries. Considering that most of the
published work in the domain uses neural models, the main focus is
directed towards developing new architectures and mechanisms that
will help alleviate the mentioned problems.

Early attempts to apply neural models for the task of abstractive
text summarization came from Rush et al. [77]. Inspired by the de-
velopments in the field of machine translation and language model-
ing, the authors introduced a novel architecture called attention-based
summarization (ABS) to tackle the problem of generating single sen-
tence summaries (headlines). The proposed model was based on the
encoder-decoder architecture [81] and incorporated soft-attention mech-
anisms [3]. In comparison to the architectures used for machine trans-
lation, the authors used a feed-forward neural network language model
(NNLM) [9] augmented with attention mechanisms as the decoder
module and a simple feed-forward network as the encoder. Despite
the non-complex architecture, the model was able to achieve com-
petitive results on benchmark datasets and gave evidence that neu-
ral models could successfully be applied to the task of text summa-
rization. A continuation of this work was done by Chopra et al. [14],
the authors proposed several changes in the architecture and renamed
their model to recurrent attentive summarizer (RAS). According to the
authors, the most important contribution was replacing the feed-forward
NNLM with a conditional recurrent network. The encoder was also
replaced with a convolutional architecture and in addition to encod-
ing tokens from the input sentence also explicitly encoded their posi-
tions. The extensions made by Chopra increased the performance of
the model in comparison to the base model introduced by Rush.

Early attempts of using neural models for text summarization fo-
cused on short, single sentence summaries. Nallapati et al. [58] in-
troduced a novel neural architecture for the task at hand and per-
formed experiments on both single and multi-sentence summaries.
The primary contribution of the work was replacing the popular soft-
attention mechanism with hierarchical, word and sentence level, atten-
tion. The intuition behind this modification was to enable the model to
capture the hierarchical structure of the language and enable it to de-
tect important sentences. The downside of using such complex mech-
anisms was the significant increase in the training time. The authors
also augmented continuous word embeddings with additional infor-
mation about the tokens, such as part-of-speech tags, TF-IDF coeffi-
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cients, and token positions. The goal was to provide the network with
additional linguistic information about the sequences given as input.
Apart from introducing a neural architecture, another important con-
tribution from the team was creating a novel dataset for multi-sentence
text summarization. The dataset, named CNN/DailyMail, extended the
previous work of Hermann et al. [36] and is currently considered one
of the benchmark datasets for multi-sentence text summarization.

In See et al. [79] focused on the problems of incorrect reproduction
of factual data and repetition in the output of the network in context
of multi-sentence summaries. The team proposed a pointer-generator
network that was an extension of RNN-based encoder-decoder archi-
tecture aimed to solve the mentioned problems. To improve the repro-
duction of facts in the generated summaries, the model was extended
with pointing mechanisms [88] that allowed the network to copy cho-
sen tokens, such as entity names, from the input sequence directly into
the output sequence. To prevent the network from repeating itself
during generation the authors added a coverage vector [84], that was
defined as a sum of previous attention vectors. The intuition behind
the coverage mechanism was to guide the attention mechanisms in fu-
ture steps to which parts of the inputs have already been attended.
The authors included an analysis of the results that showed that cov-
erage mechanisms yield significant performance improvements over
temporal-attention used by Paulus et al. [65]. An important conclu-
sion was also that pointing mechanisms improve the reproduction of
factual of data, but also significantly limit the level of abstraction of
generated summaries.

In parallel to the work of See et al. [79], Paulus et al. [65] proposed
novel extensions to text summarization models that aimed to increase
the coherence of generated multi-sentence summaries. The primary
contribution of the publication was an intra-attention mechanism that
allowed the network to not only attend the input sequence, but also
the output sequence generated in previous time steps. The hope was
to provide better guidance for the model on what has already been
incorporated in the output, thus decreasing the repetitiveness in gen-
erated sequences. To discourage the model from attending the same
parts of the input multiple times, the attention vectors were normal-
ized by a temporal factor, which was the sum of attention vectors from
previous time steps. The model utilized pointing mechanisms to han-
dle out-of-vocabulary words that were not encountered during train-
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ing. To limit the number of trained parameters, and allow additional
information sharing between the encoder and decoder, the authors al-
lowed the modules to share pre-trained word embeddings. Another
important contribution of the publication was a training technique that
combined traditional maximal likelihood training with reinforcement
learning and is described in the next subsection.

An important publication from the perspective of this degree project
was the work done by Liu et al. [51]. The authors adapted the pointer-
generator architecture proposed by See et al. [79] and trained it using
the adversarial network framework. The training procedure was in-
spired by the work described in SeqGAN [101], the discriminator was
a single-layer convolutional network and the generator was trained
using policy gradient methods [82]. In their work, Liu et al. [51] claimed
that text summarization models can benefit from adversarial network
training. Based on the performance metrics and human evaluation, the
authors showed that the summaries generated by their model were
more coherent and abstractive in comparison to the baseline model
trained using the maximum likelihood method.

At the time of writing the report, the state of the art results in ab-
stractive summarization measured by the ROUGE metric were achieved
by Pasunuru and Bansal [63]. In their work, the authors recognized
that a summary can be seen as high quality if it has two important at-
tributes: saliency and directed logical entailment. Considering these
observations, the intuition behind the work was to design metrics that
measured each of the mentioned traits and explicitly maximize them
during training. The authors used external machine learning models,
one being an entailment classification model, the other a saliency clas-
sification model that modified the ROUGE algorithm, to measure the
mentioned attributes. The baseline model used the pointer-coverage
architecture proposed by See et al. [79]. After a pre-training phase,
the summarization model was fine-tuned using policy gradient train-
ing with rewards coming from the mentioned models. The authors
showed that the proposed method brought an increase in ROUGE
scores and improved generalizability of the model across domains. A
significant benefit of the work was that it did not modify any key ar-
chitectural components of the neural network, which makes it easily
applicable to other models in the field.
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3.2 Training Recurrent Neural Networks

The dominating strategy for training recurrent neural networks for
modeling sequential data is maximum likelihood estimation (MLE)
combined with a procedure called teacher forcing [92]. The goal is to
maximize the likelihood of each successive token present in the tar-
get sequence where the predictions are conditioned on an input to-
ken and a history of previously generated tokens. In teacher forc-
ing, the input token, and effectively the history of previous tokens
on which the prediction is conditioned, are taken directly from the
ground-truth sequence. Despite its wide use, the mentioned method
has been shown to be a suboptimal strategy in the context of training
recurrent neural models for language generation and related tasks [6,
31, 38]. The main issue, which is caused by teacher forcing, is called
exposure bias [93]. Since the inputs to the trained model come directly
from the ground-truth sequence, the model is not exposed to its er-
rors during the training procedure. At inference time target, where
labels are not available, tokens decoded at the previous time step are
fed into the network as input in place of the ground-truth sequence.
An example of exposure bias is shown in fig. 3.1. As the decoding pro-
gresses in time, errors made early in the decoding process might ac-
cumulate and the model might condition its prediction on sequences
that it has never seen during training, thus yielding low quality out-
put sequences. From a probabilistic perspective, the problem can be
seen as using the models with data coming from different probability
distributions during training and inference time. As observed in [31],
the dynamics of the hidden states of the recurrent neural network are
also affected and significantly differ between training and inference
usage. The second drawback of the described training strategy is the
loss-evaluation mismatch [93], where the metric used to optimize the
model during training is in most cases distinct from the metric used
to evaluate the performance after the training is finished. The task of
neural machine translation (NMT) can serve as one example of this issue.
During training, the optimized metric is the sum of the negative log-
likelihoods of the ground-truth sequence tokens, but the same mod-
els are later evaluated and compared based on sequence-level metrics
such as BLEU [60], ROUGE [49], or METEOR [19].

Many extensions to the MLE-teacher forcing strategy as well as al-
ternative methods of training sequential models have been proposed
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Figure 3.1: Illustration of the exposure bias which is the cause of subopti-
mal performance of generative models at inference time. During training the
network is not exposed to its own outputs, at inference the generated tokens
are passed back into the network. The autoregressive nature of the model
at inference time might cause it work with sequences it has not seen during
training.

by the research community to address the aforementioned issues. Most
of the work described in this section primarily focused on the task of
language modeling, since the domain is well studied and clear conclu-
sions could be made based on the achieved results.

An early attempt at extending the teacher forcing strategy was made
by Bengio et al. [6]. The authors proposed a technique called sched-
uled sampling that aims to prepare the network for working with its
own outputs during the training procedure. The main intuition in the
work was that during training, the source of the token that is fed as
input to the network, ground-truth or sampled, should be decided by
a coin flip. The method used a curriculum learning strategy, where the
probability of the token being sampled from distribution output by the
model in the previous step rather than copied from the target sequence
increased with the length of the generated sequence. This caused the
training procedure to go from fully guided by the ground-truth labels
to a more free-running one. The hope was to expose the network to
its own outputs and errors that it makes during the training proce-
dure, which should bridge the gap between how the model is used
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during training and inference. Although empirical results on three
independent sequence modeling tasks show that scheduled sampling
improves the performance of trained models, a thorough analysis of
the method done in Huszar [38] suggested that this strategy is a bi-
ased estimator and may not yield optimal models.

A common technique used to search the output space of a model
for the most probable sequence is beam search [54]. In comparison to
a greedy method or decoding by sampling, where the returned to-
ken for any time step is determined solely by the output of the net-
work at the given time step, beam search keeps a fixed number of
most promising subsequences throughout the decoding process, and
is commonly used at test time to increase the quality of the generated
output. In Wiseman and Rush [93] propose using beam search not
only during test time, but also as part of the training procedure. The
work was inspired by a learning framework called learning as search
optimization (LaSO) [39], where the problem of generating structured
output (such as text) is represented in terms of approximate search.
The intuition behind the work was to unify the usage of the model
across the mentioned modes. Similarly to test time, at each decod-
ing step, the model keeps track of K most promising subsequences
(paths) in the output space (state graph). A specially designed loss
function penalized the model only in situations where the ground-
truth sequence ranked below the K most promising sequences gen-
erated by the model. The loss function also incorporated a factor that
evaluated the subsequences using sequence-level metrics, such as the
mentioned ROUGE or BLEU, and provided additional guidance dur-
ing the training procedure.

An interesting approach to training models for sequential data is
to look at the problem from the perspective of reinforcement learning
(RL). In this interpretation, the parametric model represents the agent
that follows a policy, the previously generated tokens are treated as the
state of the environment, and the problem of generating the next token
is viewed as choosing the next action. The goal of the training proce-
dure is to find a policy that will allow the agent to maximize a reward
that is accumulated through time. The reward can be any user-defined
metric without the requirement of being differentiable. In case of NLP
common choices are sentence-level metrics used to evaluate the model,
such as BLEU [60] or ROUGE [49]. This perspective on generating
structured sequential outputs was explored in multiple works by the
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research community.
One of the first works utilizing the mentioned approach was the

mixed incremental cross-entropy reinforce MIXER algorithm proposed
by Ranzato et al. [72]. In their work, the authors challenged both
of the problems related to teacher forcing, they aimed to prepare the
model for working with its own outputs, instead of the ground-truth
labels, and directly optimized the test-time metric during training. The
proposed algorithm was based on the policy gradient method REIN-
FORCE [91] and applied extensions to make training feasible for tasks
with large action spaces, e.g. language generation where the action
space is equal to the size of the vocabulary. One of the key concepts
of the proposed algorithm was a hybrid loss that used standard cross-
entropy to evaluate prefixes of sequences, and the REINFORCE re-
wards to evaluate the remaining suffixes. An incremental (curriculum)
training procedure was used to choose the dividing point between the
prefix and the suffix of the sequences. This allowed to smoothly transi-
tion from using exclusively teacher forcing, to benefit from token-level
supervision, into using exclusively REINFORCE, to utilize sequence-
level supervision, as the training progressed in time. The intuition
of this procedure was to use the available ground-truth sequences to
guide the model (policy) in the early phases of training and allow it
to work with its own outputs in the later phases. Based on an em-
pirical investigation, the authors reported that the MIXER algorithm
with greedy decoding outperformed several other training strategies,
including an optimized teacher forcing approach combined with beam
search decoding, on common benchmark datasets.

Bahdanau et al. [4] proposed a different RL-based algorithm aimed
to reach the same goals as Ranzato et al. [72]. The presented method
was inspired by the actor-critic [83] approach, which is a training strat-
egy based on policy gradient methods where two models, the actor
and the critic, interact with each other. In their work, the authors used
an encoder-decoder architecture [81], for both the actor (generative)
model and the critic. During training, the actor model operates as a
regular generative model, consuming the output it generated in the
previous step, and the critic evaluates each generated token using a
user-defined metric. Choosing a metric that will be used to evaluate
the generative model at test time allows to the model to directly opti-
mize it during training. The scores generated by the critic were treated
as estimates of gradients with regards to the chosen metric and used
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as training signal by the actor model. Utilizing the fact that most NLP
tasks are in the domain of supervised learning, the author proposes
to condition the critic model on the ground-truth sequence, which can
be seen as a sequence of perfect actions, which is a step away from
a pure reinforcement learning approach. In the mentioned work, one
of the tested tasks was neural machine translation, where the authors
optimized the BLEU [60] score and achieved competitive results on
benchmark datasets.

In Paulus et al. [65] drew inspiration from both of the previously
mentioned publication and introduced a hybrid loss that combined
the signals coming from sequence-level evaluation metrics with the lo-
cal, token-based supervision of teacher forcing. The intuition for this
approach was that merely optimizing the sequence-level metric does
not guarantee high quality outputs in terms of human evaluation. Al-
though optimizing sentence-level metric does yield more competitive
results on benchmarks local supervision is necessary to prevent the
model overfitting those evaluation metrics. In their work, the authors
used standard cross-entropy to for local supervision and utilized the
ground-truth sequences and a self-critic [75] approach as the reinforce-
ment learning part. The self-critic strategy is parallel to the actor-critic
[83] approach, but instead of using separate networks for the actor and
the critic, the same network is used for both roles.

A different approach to training recurrent neural networks, which
recently gained the interest of the research community, makes use of
the adversarial network training framework. Since their introduction
by Goodfellow et al. [28], generative adversarial networks (GAN) have
been mostly associated with task related to image synthesis [28, 40,
47, 70, 74, 103]. Due to the specific architecture used in GANs, adver-
sarial network training is a natural choice for generative models with
continuous outputs, such as the mentioned images. However, recent
work in the field has shown that the constraint of having continuous
outputs is possible to overcome, which allowed expanding the adver-
sarial network training to models with discrete output spaces, such as
text.

One of the first publication that used models with discrete outputs
in the framework of generative adversarial networks was SeqGAN by
Yu et al. [101]. Following the original GAN architecture, SeqGAN
was composed of two modules, an RNN-based generator and a CNN-
based discriminator. The discriminator was given the task to distin-
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guish between "real" sequences coming from the dataset and "fake"
sequences generated by the generator. The generator used the signal
coming from the discriminator to improve the quality of generated se-
quences. To overcome the problem of passing the gradient from the
discriminator back to the generator, the authors decided to treat the
generator as a stochastic policy. This procedure allowed the gener-
ator to be trained using policy gradient methods [82], in the case of
SeqGAN the authors used the REINFORCE algorithm [91]. The fact
that the discriminator assigned probabilities to full sequences caused
an additional issue, that is known in the field of reinforcement learn-
ing as the credit assignment problem [57]. In simple terms, the reward
from the discriminator was global for the entire sequence, so it was
unknown how did each token contribute to the reward. To overcome
this problem, the authors used Monte Carlo search, to obtain an ap-
proximation of rewards on a per-token basis. Apart from a quanti-
tative evaluation using task-specific performance metrics, the authors
did not show samples of text generated by the SeqGAN, which makes
it impossible to evaluate the model in qualitative terms. The authors
also reported, that before training the model in the adversarial frame-
work, both the generator and discriminator should be pre-trained us-
ing maximum likelihood estimation.

An extension to the SeqGAN model was introduced by Lin et al. [50]
under the name RankGAN. In their work, the authors maintained most
of the SeqGAN architecture, but replaced the binary-classification dis-
criminator with a ranker. The ranking module was given the task of
ordering (ranking) a set of sequences by their similarity to a single ref-
erence sequence. The reference sequence was always sampled from
the ground-truth dataset and the ranked set consisted of a single se-
quence coming from the generator and multiple sequences sampled
from the dataset. From the adversarial training perspective, the goal
of the generator was to output sequences that would be ranked high by
the ranker and the goal of the ranker was to distinguish the generated
sequences and rank them lower than human-written ones. Authors
claim that using ranking instead of binary-classification produced a
better signal for training the generator to create structure-rich outputs.
The idea of using ranking mechanism was inspired by the learning to
rank [52] framework that utilizes machine learning techniques for tasks
in the domain of information retrieval (IR). Training of the RankGAN
model was done using policy gradient methods [82].
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Fedus et al. [25] proposed MaskGAN, a training task and neural
architecture that together directly encourage generation of high qual-
ity textual sequences. The task used for training was text "in-filling",
where the goal of the network was to reproduce the masked (removed)
parts of a sequence, given the available context. The MaskGAN model
consisted of three networks, an encoder-decoder-based [81] generator
and discriminator, and a critic network which shared part of its ar-
chitecture with the discriminator. During the training procedure, the
generator was given a masked sequence as input and expected to pro-
duce an output sequence with missing tokens filled in. The task of
the discriminator was to assess whether each token was in the origi-
nal sequence or was filled-in by the generator. From the reinforcement
learning perspective, the values predicted by the discriminator were
treated as partial rewards for each token. The critic network approxi-
mated the discounted reward per token which was used as the signal
for training the generator network. Given the specifics of the architec-
ture, the model was not fully differentiable and policy gradients [82]
have been used for training the generator. Designing the discriminator
to operate on a token-level, as opposed to sequence-level, allowed the
authors to avoid the credit assignment problem present in other ap-
proaches. The authors claimed that the specific architecture and choice
of task allowed the model to avoid the mode-collapse problem which
is one of the main issues associated with the GAN framework.

Guo et al. [34] addressed the problem of coherence and semantic
correctness when generating long textual sequences. As reported by
the authors, the main problems with applying adversarial training to
the task of language generation is the sparseness and lack of informa-
tiveness of the signal coming from the discriminator that is used to
guide the training of the generator. To solve the mentioned issues the
authors presented a novel neural architecture, LeakGAN, that took its
inspiration from hierarchical models in the domain of reinforcement
learning [86]. The LeakGAN architecture consisted of a hierarchical,
RNN-based generator and a CNN-based discriminator. The genera-
tor was equipped with two modules, a manager and a worker, both of
which were LSTM neural networks. The goal of the manager was to
provide additional information and guidance to the worker which was
responsible for the generation of tokens. In the model, the authors also
added a path from the discriminator to the generator through which
information was leaked on a per-token basis during generation which
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directly addressed the problem of sparse reward signals during train-
ing. As in previous cases, the model was trained using policy gradi-
ent methods [82]. The authors claim, that the advanced architecture
of the generator together with the additional signal path between the
discriminator and generator allowed the model to generate sequences
with richer structure and increased coherence, both on short an long
sequences.

A common trait of all the presented papers related to adversarial
training was that both the generator and discriminator models were
pre-trained using MLE before the actual Adversarial training took place.

In Press et al. [67], the authors introduce a number of strategies that
allowed training RNN-based generative models using the adversarial
network framework without the need for pre-training. In their work,
the authors relied on curriculum learning [10, 23], a concept from the
field of cognitive science that arranges the training procedure so that
the difficulty of training grows with time. In the context of Language
Generation, this meant starting from generating short sequences and
increasing the maximal length after every few training iterations. In
addition to that, the authors also proposed a strategy called teacher
helping where the generator was first fed a prefix taken from a ground-
truth sequence and was only expected to generate the last few tokens
of the sequence. Combining the mentioned techniques allowed to train
the model to generalize to sequences longer than those seen during
training without the complexities of using multiple training strategies.

Rajeswar et al. [71] proposed an alternative way of training GAN
models with discrete output spaces that does not depend on policy
gradient methods to propagate the signal from the discriminator to
the generator. In their work, the authors show that the discriminator
can be designed in a way that allows it to work directly on the contin-
uous outputs of the generator. This procedure allowed the generator
to be trained using the signal coming from the discriminator by means
of standard backpropagation In addition to introducing the novel ap-
proach, the authors also conducted an thorough empirical study of
different techniques that improve the stability of the training proce-
dure and discussed the trade-offs of using different combinations of
recurrent and convolutional networks as the generator and discrim-
inator models. As concluded by the authors, applying curriculum
learning [10] and clamping the weights of the discriminator during
training, as proposed by Arjovsky et al. [1], have a significant impact
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on the stability of the training process. The authors conducted exper-
iments on multiple tasks including conditional text generation, where
the conditioning factor was the style of the generated text, i.e. control-
ling the sentiment of the output sequences.

Guimaraes et al. [33] showed that adversarial network training can
benefit from additional, task-related, training signals. The authors uti-
lized the SeqGAN architecture [101] and combined the reward coming
from the discriminator model with rewards coming from task-specific
metrics. The final policy reward was a linear combination of the men-
tioned partial rewards, with the mixing coefficients allowing to put
emphasis on either of the training signals. As examples, the authors
used molecule and music melody generation. The experiment results
showed that models trained in a multi-objective framework generated
sequences that were more diverse, maintained the expected informa-
tion, and also improved the metrics used as rewards. These findings
formed a strong foundation for the work done in this thesis project.

A slightly different approach from those described above was taken
in the professor forcing publication presented by [31]. The authors, in-
spired by work in the field of adversarial domain adaptation, use the ad-
versarial training framework to explicitly address the main issue asso-
ciated with teacher forcing, the differences in dynamics of the network
when used at training and test time. Instead of using the discriminator
to classify, or rank, ground-truth and generated textual sequences, the
professor forcing algorithm used it to differentiate between "teacher-
forcing" and "sampling" modes of operation of the generator. The
study showed that the novel approach forced the dynamics of the re-
current neural network to be similar, independent of whether it is fed
the ground-truth tokens or its own generated output. Another signifi-
cant benefit of this approach came from the fact that the hidden states
of the RNN were continuous vectors, meaning that the error signal
could be passed from the discriminator to the generator by means of
standard back-propagation. Empirical results showed that the profes-
sor forcing algorithm brings significant improvement when modeling
data with long-term dependencies, consisting of 100 or more tokens.
For shorter sequences there was no benefit when compared to the stan-
dard teacher forcing strategy.

The majority of work describing applications of the GAN frame-
work to problems with discrete output spaces is focused on the task
of language modeling, where the generated sequences were not con-
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ditioned on any external information. Wu et al. [95] applied the ad-
versarial training paradigm to train models for the task of neural ma-
chine translation. In NMT models, as in many other tasks in NLP,
the generative process is conditioned on the source sequence, given
as input to the model. The authors utilized an encoder-decoder ar-
chitecture [81] as the generator and a convolutional network as the
discriminator. Taking inspiration from professor sampling [31], the
discrimination process was designed in a way to force the generated
sequences to be as close as possible to the human-written target se-
quences. The training was done via policy gradient methods, similarly
to other work in the domain. The empirical results showed that NMT
model trained using adversarial training can achieve competitive per-
formance on standard machine translation benchmarks.



Chapter 4

Methodology

This chapter introduces in greater detail the datasets, models, tools,
and evaluation metrics used for the thesis project.

4.1 Datasets

Experiments related to the task of text summarization were conducted
on the CNN/DailyMail (CNNDM) dataset. The chosen dataset is a col-
lection of news articles and their matching summaries from two pop-
ular news portals, CNN and the Daily Mail. It was first introduced by
Hermann et al. [36] for the task of machine comprehension and was
later adapted by Nallapati et al. [58] to the needs of text summariza-
tion models.

In its raw form, the dataset contains 286,817 training examples,
13,368 validation examples, and 11,487 test examples. In compari-
son to other datasets previously used for text summarization, such as
the Gigaword corpus, the summaries available in the CNN/DailyMail
collection consist of multiple sentences and are abstractive in nature,
meaning that they were written based on the articles rather than di-
rectly copied from it [58].

The choice of this dataset was motivated by a set of factors. Most
importantly, as reported by the authors, the article summaries were
abstractive, which should encourage the trained models to produce
novel summaries. A significant benefit was also the relatively large
size of the dataset allowing to experiment with more complex neu-
ral models that required significant amounts of training data. Lastly,
given the fact that the CNN/DailyMail was used to train and bench-

33
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mark models in several recent publications in the domain of abstrac-
tive text summarization, the results obtained as part of this project
would be directly comparable with other work in the domain.

The generalizability of trained models was also tested using a sub-
set of the New York Times (NYT) dataset. The dataset was introduced
by Sandhaust [78] and contains news articles published by the New
York Times across a span of 20 years. As reported by the authors, arti-
cle summaries present in the dataset were written by library scientists.
The test set used for evaluating models contained 3508 examples.

4.2 Models

The practical part of this thesis consisted of implementing a baseline
neural model for the task of abstractive text summarization and later
extending it with the hope to address the shortcomings of the baseline.
This section describes the architecture choices made for the baseline
model and its extensions.

4.2.1 Baseline model

The architecture of the baseline was chosen in a way to make the model
powerful enough to create realistic looking summaries. Insights on the
benefits of certain components in the overall architecture of a neural
model for abstractive text summarization were drawn from the work
of Paulus et al. [65].

Since the task of abstractive text summarization can be viewed as
conditional language generation, a natural design choice was to use
the encoder-decoder architecture [13, 81] as the core of the baseline model.
The mentioned architecture consists of two neural networks, the en-
coder and decoder that work together to generate the summary. The
goal of the encoder network is to represent the summarized article as
an information-rich, fixed-sized vector that is later passed to the de-
coder to guide the generative process. The decoder network is a neural
language model that allows the generated sequence to be conditioned
on input data. Following Paulus et al. [65], both the encoder and de-
coder are recurrent neural networks with LSTM [37] units. Consider-
ing the specifics of the solved task, the encoder was a bi-directional
network, to give it more modeling power to extract information from
long articles. Bi-directional networks can be seen as two independent
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recurrent units that consume the input data in opposite directions, one
works from the beginning to end the other from end to the beginning.

Given an article of length n that can be represented as a sequence
of tokens x, eq. (4.1), the encoder network produces two sequences
of hidden states h

!
enc and h

 
enc, eq. (4.2)-(4.3), one for each processing

direction. These hidden representations are concatenated to form the
hidden state vector henc. In order to pass the encoded information from
the encoder to the decoder, the hidden state of the decoder’s RNN is
initialized using the last hidden state of the encoder RNN, hdec

0 = henc
n .

x = {x1, x2, ..., xn} (4.1)
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1 , h
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2 , ..., h
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enc
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1 , h
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2 , ..., h

 
enc
n } (4.3)

henc = [h
!
enc;h

 
enc] (4.4)

Considering the substantial length of the summarized articles, the
data compression done by the encoder module is a difficult task and
can be expected to lose important information. For this reason, the de-
coder network is augmented with a soft-attention [3] mechanism. At-
tention allows the decoder to look back into the input sequence (the
article) and choose any relevant information that can be useful for gen-
erating the next token in the output sequence. In order to do so, the
decoder compares its hidden state hdec

t at the current decoding step t
with all the hidden states henc

i output by the encoder. The comparison
can be made using an arbitrary function, in the case of this project a bi-
linear function was used as shown in eq. (4.5). The comparison scores
sti are then rescaled so that they sum to 1, eq. (4.6), giving them a
probabilistic interpretation. The final step of the attention mechanism
is to compute a context vector ct, eq. (4.7), that will be later used to
compute the distribution over the output vocabulary of the decoder to
generate the next token. All operations necessary to compute attention
over the input sequence are fully differentiable and thus can be trained
with the rest of the model using gradient-based methods.
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sti = f(hdec
t , henc

i ) = hdec
t

T
Wattnh

enc
i (4.5)

↵enc
ti =

exp(sti)Pn
j=0 exp(stj)

(4.6)

ct =
nX

i=0

↵enc
ti henc

i (4.7)

pvocab(yt) = softmax(Wout[h
dec
t ; ct]) (4.8)

The standard soft-attention mechanism described in the previous
paragraph computes the attention scores st over the input sequence
independently for each time step. The time-wise independence gives
the model no means of explicitly remembering which parts of the in-
put sequence have already been attended. This in turn, can cause the
model to condition the generation on the same part of the input se-
quence multiple times, thus generating repeated sequences. To force
the model to cover larger parts of the input sequence with attention,
the soft-attention is augmented with a temporal factor. The mentioned
mechanism scales the value of the score sti computed at time step t, by
the sum of previous attention scores computed for the given token i,
as shown in eq. (4.9). The rescaled values s0t are then used to compute
the distribution ↵t over the input sequence, eq. (4.10), and finally the
context vector ct. Intuitively, the temporal factor causes the parts of
the input sequence that were frequently attended in past time steps to
have a much lower probability of being attended in the future steps.

s0ti =

8
<

:
exp(sti) if t = 1

exp(sti)Pt�1
j=1 exp(sji)

if t > 1
(4.9)

↵enc
ti =

s0tiPn
j=1 s

0
tj

(4.10)

(4.11)

A known issue related to the task of language generation is the rep-
etition of tokens in the generated sequence. When generating longer
sequences, recurrent models have a tendency to forget what has al-
ready been generated and start repeating the output. To prevent this
from happening, an intra-attention mechanism is added to the model.
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Intra-attention is analogous to the previously described soft-attention,
but in this case the model attends the previous hidden states of the
decoder hdec

i , eq. (4.12), instead of the hidden states of the encoder.
Similarly to soft-attention, the intra-attention mechanism yields a con-
text vector cdect , eq. (4.13)-(4.14), at each time step t. The context vector
can be seen as a summary of what has already been generated and is
used as additional signal for computing the distribution over the out-
put vocabulary.

sdecti = f(hdec
t , hdec

i ) = hdec
t

T
Wattnh

dec
i ,where i < t (4.12)

↵dec
ti =

exp(sdecti )
Pt�1

j=1 exp(s
dec
tj )

(4.13)

cdect =
t�1X

i=1

↵dec
ti hdec

i (4.14)

pvocab(yt) = softmax(Wout[h
dec
t ; ct; c

dec
t ]) (4.15)

One of the choices that must be made when designing a neural ar-
chitecture for language-related tasks is the size of the input and output
vocabulary that it will process. Larger vocabularies allow the network
to handle a wider range of inputs and generate richer and more ex-
pressive outputs, but come at the cost of increased memory usage and
longer training times. Given that word frequencies in corpora approx-
imately follow Zipf’s law [17] a common choice is to limit the vocab-
ulary of a model to tens or hundreds of thousands words. The re-
maining tokens that are unknown to the model are collectively called
out-of-vocabulary (OOV) tokens. To allow the baseline model to gener-
alize to sequences, and tokens specifically, that it has not seen during
the training procedure or are outside of its vocabulary, the decoder
module is extended with pointing mechanisms [88]. Pointers allow the
network to decide whether at a given time step the next token in the
output sequence should be generated in a novel way or simply copied
from the input sequence (the article). The decision can be formulated
as a binary variable g indicating whether a token is copied or not. In
the baseline, this decision is made by a single dense layer with a sig-
moid activation, taking the hidden state of the decoder hdec

t and the
context vector ct as inputs, eq. (4.16). The output value, which is in
the range between 0 and 1, can be interpreted as the confidence of the
module that the pointer mechanism should be used. In such cases, the
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decision which token i from the input should be reused is made based
on a probability distribution over the input sequence. In the baseline
model, the probability from the attention mechanism ↵t is reused for
this purpose, eq. (4.17). The described pointing mechanism is fully
differentiable and can be trained together with the rest of the model.

pg(g = 1) = �(Wcopy[h
dec
t ; ct]) (4.16)

pcopy(y
i
t) = ↵ti (4.17)

The final distribution over the output of the decoder module is
computed as shown in eq. (4.18). The decision on which token should
be returned, or decoded, can be made in different ways, depending on
the situation in which the model is used. Popular ways of decoding
are: sampling the next token from the distribution, choosing the token
in a greedy manner by returning the token with the highest probability
or using more sophisticated techniques, such as beam search [54].

p(yt) = pg(g = 1)pcopy(yt) + pg(g = 0)pvocab(yt) (4.18)

RNNs require their inputs to be in vector form. To accommodate
this, the baseline model uses a distributed representation of words,
also known as word vectors or word embeddings. Embeddings are vectors
of real values that have been shown to encoded semantic and syntactic
properties of the vocabulary [56, 66]. These vectors are learned in an
unsupervised fashion together with the rest of the model. To enable
additional information flow between the encoder and decoder RNN
units, both of these modules share the same word embedding matrix.

A schematic representation of the complete baseline architecture is
presented in Figure 4.1.

The baseline model is trained using the teacher forcing strategy.
Given a ground-truth sequence y⇤ of length k, eq. (4.19), the training
goal was to minimize the negative log-likelihood of the y⇤, as shown
in eq. (4.20).

y⇤ = {y⇤1, y⇤2, ..., y⇤k} (4.19)

Ltf = �
kX

i=1

logp(y⇤i | y⇤1, y⇤2, ..., y⇤i�1, x) (4.20)



CHAPTER 4. METHODOLOGY 39

Figure 4.1: Illustration of the baseline summarization model. The model
is an encoder-decoder architecture. The decoder is equipped with attention
mechanisms, that enable it to look back into the source document, and a
pointing mechanism that allows it to copy tokens directly from the source
to the output.

4.2.2 Alternative training strategies

As discussed in Chapter 2, teacher forcing has been shown [38, 31]
to be a suboptimal strategy for training neural models for language
generation. The main goal of this thesis project was to explore alter-
native training strategies for abstractive text summarization models
that would improve that quality of generated sequences. Methods de-
scribed in this section were inspired by the work done by Paulus et al.
[65], Guimaraes et al. [33], and Yu et al. [101]. In all of the mentioned
publications, the authors applied policy gradient training using task-
specific metrics as their reward functions.

Following the cited publication, the alternative training strategies
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tested as part of this thesis project rely on policy gradient methods,
and specifically the REINFORCE algorithm [91]. In this framework,
the text summarization model is treated as a reinforcement learning
agent, or policy, and the generated tokens are seen as the agent’s ac-
tions. The goal of the agent, and thus the training objective, is to pro-
duce sequences of actions Ŷ that will maximize its expected reward
RT . Gradients obtained using the mentioned method are known to
have high variance. A common approach to reduce the variance, and
thus stabilize the training, is to introduce a baseline model and sub-
tract its rewards from the rewards obtained by the trained policy. In
this work, a self-critical approach was used, where the trained model
decoded with a greedy method was treated as the baseline. The de-
scribed objective can be formalized as shown in eq. (4.21). In the
formula, p✓ is the probability of generating token yt according to the
model parametrized by ✓, s represents the state of the environment
which is the sequence of token output up to time step t � 1, R is a re-
ward function which depends on the environment and chosen action,
ŷs is an output sequence obtained using sampling, and ŷg is a sequence
obtained using greedy decoding.

J(✓) = E[RT | s, ✓] =
X

y12Ŷ

p✓(y1 | s) · (R(s, ys1)�R(s, yg1)) (4.21)

The intuition behind this strategy is to allow a task-specific reward
function to guide the model during the training procedure. Good ac-
tions should receive high rewards which in turn should encourage the
model to choose those actions while being a similar state in the future.
Moreover, as shown in Guimaraes et al. [33], the reward function R can
be a combination of multiple task-specific functions, each addressing a
particular aspect of the generated sequences. In this case, the rewards
coming from individual functions rn are weighted and combined, as
shown in eq. (4.22), where the weight �n can be chosen in a way to put
emphasis on certain rewards and account for the differences in magni-
tude between individual reward functions.

R(s, y1) =
NX

n=1

�n · rn(s, y1) (4.22)

In the policy gradient objective, the model receives rewards on a
per-token basis which allows for fine-grained control which actions
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taken by the agent should be encouraged and which discouraged in
the future. However, not all task-specific metrics that could be used as
reward functions work with incomplete output sequences. Some met-
rics, such as ROUGE [49], require the full sequence Ŷ in order to assign
a reward to it. In such cases, the formula shown in eq. (4.21) still holds,
however, the reward for each token is replaced by the sequence-level
reward, R(s, yt) = R(Ŷ ). Using sequence-level reward allows to suc-
cessfully train models, but the training might take a larger number of
iterations to converge since the signal coming from the reward func-
tion is noisy. The noise comes from the fact that the reward does not
distinguish which parts of the generated sequences contributed to the
received reward, in reinforcement learning this issue is known as the
credit assignment problem. In cases where a sequence-level function
is used, but token-level supervision would be more desirable, the fine-
grained rewards can be obtained by using Monte Carlo search to roll-
out unfinished subsequences into their full length. This technique is
formalized in eq. (4.23), where MC(Ŷ1:t, N) is the Monte Carlo search
function that takes the prefix of the generated sequence Y1:t and pro-
duces N roll-outs. The roll-outs can be done using a user-defined pol-
icy, such as random sampling or simply by using the trained genera-
tive model. This technique has been used by Yu et al. [101] and shown
to yield good results, however, the cost of Monte Carlo search for long
output sequences might significantly increase the training time, and in
certain cases make it infeasible.

R(Y1:t�1, yt) =

(
1
N

PN
n=1, r(Ŷ

n
1:T ), Ŷ

n
1:T 2 MC(Ŷ1:t, N) if t < T

r(Ŷ1:t) if t = T
(4.23)

(4.24)

In case of text summarization models, it has been shown [65] that
training models solely using policy gradient methods can have a de-
structive effect on the generated sequences in terms of human-readability.
That is why in this thesis project, the model is trained using a mix of
teacher forcing and policy gradient objectives, as shown in eq. (4.25).
Given that the teacher forcing loss is minimized and the policy gradi-
ent objective should be maximized, the policy gradient loss is defined
as Lpg = �J(✓) and should be minimized. The mixing coefficient � is a
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hyper-parameter of the model and should be chosen in a way to even
out the differences in magnitude between the two losses.

L = � · Ltf + (1� �) · Lpg (4.25)

The following subsections describe the reward functions rn that
were implemented and tested as part of the thesis project. All of tested
reward functions share the property that their outputs are real-valued
scalars in the range [0, 1], where a higher score is sought after. This
implicates that the rewards can be combined as previously shown in
eq. (4.22) and collectively maximized.

Adversarial Network Discriminator

As presented by Yu et al. [101] and others [25, 34, 71], training or fine-
tuning neural language models using the adversarial network frame-
work can bring improvements to the quality of generated sequences.
Considering the encouraging results, a discriminator network was used
as one of the reward signals for training the baseline text summariza-
tion model.

Given that the task of the discriminator, in the most basic case, is bi-
nary classification, FNNs, RNNs, and CNNs were all valid architecture
choices when designing the model. Out of the mentioned architecture
types, RNN and CNN-based models have recently achieved state of
the art performance on text classification tasks, thus they were primar-
ily considered when designing the discriminator. As part of this thesis
project three different architectures were designed and tested. The de-
tails of those models are presented in the rest of this subsection.

Convolutional Discriminator A common choice in most publications
concerning the use of GANs for NLP tasks is to use a convolutional
neural network as the discriminator. The CNN model is equipped
with multiple filters of varying widths allowing the network to find
both short and long-term dependencies and patterns present in the
sequences. Before applying the discriminator, the input sequence is
transformed into matrix form I by concatenating the vector represen-
tations of the tokens, as shown in eq. (4.26). Each kernel Kk of the
convolutional network has its height dimension equal to the size of
the word embeddings, and the width, lk, dependent on the number of
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tokens it should cover. To extract features from the input sequences,
the kernels are slid over the matrix I and convolved with the under-
lying subsequence. This procedure can be formalized as shown in eq.
(4.27), where Kk is the k-th kernel of the model with width lk, and f is
a non-linear activation function, such as ReLU. Each convolution of a
kernel with a part of the input yields a scalar value that is considered
a feature related to the token that is in the middle of the kernel. To
obtain a feature vector for each of the tokens, the scalar features ex-
tracted by all the kernels are concatenated into a vector as shown in
eq. (4.28). To ensure that there exists a feature vector for each token in
the sequence, the input is padded proportionally to the model’s ker-
nels sizes. To obtain the final prediction, the feature values are passed
through a classification function, eq. (4.29), which in the case of the
implemented model was an MLP. In cases where sequence-level su-
pervision is required, a max-pool operation can be applied to the vec-
tors c across the time domain to obtain a single vector representing the
entire sequence.

I1:T = [x1, x2, ..., xT ] (4.26)
hk
i = f(Kk ⇤ Ii:i+lk�1) (4.27)
hi = [h1

i ;h
2
i ; ...;h

M
i ] (4.28)

p(yt = real) =

(
f(ht) if per-token rewards
f(h̃), h̃ = maxpool(h1:T ) if per-sequence reward

(4.29)

In the implemented convolutional discriminators, the rewards for
each of the tokens in the sequence were based on a fixed-sized context
window, the width of the window was solely dependent on the sizes
of the CNNs filters. In the most basic case, the context for a token at
time step t covered both tokens occurring before and after that token,
however, more advanced padding schemes could also be applied to
make the context consider only tokens occurring before or after the
token at time t.

Recurrent Discriminator A recurrent neural network is a natural choice
when working with sequential data and it is the most common archi-
tecture applied to tasks from the field of natural language processing.
The RNN module utilized a single recurrent layer with an LSTM as
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its recurrent unit. The mode of operation was analogous to the previ-
ously described convolutional discriminator, where the recurrent layer
was effectively treated as a feature extraction layer. The word vectors
representing the tokens of the summary sequence were first passed
through the recurrent layer of the discriminator, eq. (4.30), produc-
ing a sequence of hidden states that were then forwarded through an
MLP layer to obtain the final predictions, as shown in eq. (4.31). In
cases where a sequence-level reward was expected, the prediction for
the entire sequence could be made using the final hidden state hT of
the recurrent layer.

hi = LSTM(xi) (4.30)

p(yt = real) =

(
f(ht) if per-token rewards
f(hT ) if per-sequence reward

(4.31)

Depending on whether the recurrent unit was bi-directional or not,
the reward for each token in the summary was based on both the past
and future context, or only the past context of the token.

Attentive Discriminator To provide the discriminator with additional
information about the input document both of the previously described
architectures could be augmented with attention mechanisms. Intu-
itively this extension would enable the discriminator to make its pre-
dictions not only based on the semantic and syntactic similarity be-
tween ground-truth and generated sequences but also based on the
relations between the mentioned sequences and the document being
summarized. To enable the use of attention, an additional encoder
module was added to the discriminator in order to encode the sum-
marized document. This procedure could be formalized as shown
in eq. (4.32), where encoder was the encoding module that could be
based on either a convolutional or recurrent architecture. To compute
the rewards, the attention discriminator utilized both the previously
described summary feature vector ht and the context vector ct com-
puted by the attention mechanism. The mentioned vectors were con-
catenated, as shown in eq. (4.36), and passed through the classification
MLP to obtain the final prediction. In order to limit the number of pa-
rameters of the model, the feature extractors used for the summary se-
quence could also be used to encode the input document. Apart from
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memory benefits, this approach could also help the model to achieve
better generalization.

henc
i = encoder(xinp

i ) (4.32)
sti = f(ht, h

enc
i ) = ht

TWattnh
enc
i (4.33)

↵ti =
exp(sti)Pn
j=0 exp(stj)

(4.34)

ct =
nX

i=0

↵tih
enc
i (4.35)

p(yt = real) = f([ht; ct]) (4.36)

Independent of the architecture details, the raw output of the dis-
criminator model was treated as the reward signal in policy gradi-
ent training. The hope was that the discriminator network would
pick up on both the semantic and syntactic differences between the
ground-truth and generated sequences and guide the text summariza-
tion model to produce more human-like summaries.

ROUGE metrics

ROUGE, or Recall-Oriented Understudy for Gisting Evaluation [49], is
a set of evaluation metrics designed, and commonly used, to assess
the performance of machine translation and text summarization algo-
rithms. The metrics are based on the co-occurrence statistics of sub-
sequences present in the candidate sequence generated by the model,
and a set of human-written reference sequences. ROUGE offers a num-
ber of different metrics, but the most commonly reported ones for text
summarization models are ROUGE-N and ROUGE-L.

ROUGE-N defines ngrams as the basic unit for computing co-occurrence
statistics, with ROUGE-1 using unigrams, ROUGE-2 using bigrams,
etc. The metric introduces modified versions of recall (eq. (4.37)), pre-
cision (eq. (4.38)), and F-1 (eq. (4.39)) scores. The presented formulas
assume that there is only a single reference sequence available, which
holds for most NLP datasets. The # function computes the number of
occurrences of an n-gram in the analyzed sequence, whereas the #match

function returns the number of matching occurrences of n-grams in the
reference and candidate sequences. The matching occurrences can be
defined as the minimum number of occurrences of a given n-gram in
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the reference and candidate sequences. The F-1 score combines the
recall and precision metrics into a single value with the � parameter
allowing to choose which of them should be emphasized.

ROUGE-Nrec =
#match(Candidate,Reference,N)

#(Reference,N)
(4.37)

ROUGE-Nprec =
#match(Candidate,Reference,N)

#(Candidate,N)
(4.38)

ROUGE-Nf =
(1 + �2) · ROUGE-Nrec · ROUGE-Nprec

ROUGE-Nrec + �2 · ROUGE-Nprec
(4.39)

ROUGE-L uses the longest common subsequence (LCS) between the
candidate and reference sequences as the basis for computing the met-
rics. The recall, precision and f-score values can be computed as shown
in eq. (4.40), eq. (4.41), eq. (4.42) accordingly. In the presented for-
mulas, the LCS function computes the longest common subsequence
between two sequences and the len function returns the length of the
sequence.

ROUGE-Lrec =
LCS(Candidate,Reference)

len(Reference)
(4.40)

ROUGE-Lprec =
LCS(Candidate,Reference)

len(Candidate)
(4.41)

ROUGE-Lf =
(1 + �2) · ROUGE-Lrec · ROUGE-Lprec

ROUGE-Lrec + �2 · ROUGE-Lprec
(4.42)

Both in the case of ROUGE-N and ROUGE-L the range of values re-
turned by the metrics is a real number between 0 and 1. The value can
be interpreted as the percentage of overlap between the generated and
ground-truth summaries, meaning that higher values are considered
better.

The ROUGE metric has been successfully used as a reward func-
tion in the work of Paulus et al. [65]. The authors showed that us-
ing ROUGE as one of the objectives to train a text summarization
model can improve the overall quality of generated sequences, how-
ever, training solely on a signal coming from the metric has a destruc-
tive effect on the human-assessed quality of outputs. Intuitively, us-
ing ROUGE as one of the rewards in policy gradient training should
encourage the model to generate sequences containing similar subse-
quences to the ones present in the ground-truth summaries.
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Novelty metric

The novelty, or novel n-gram (NN), is used to measure the novelty of
generated sequences in comparison to the summarized articles, and
thus the level of abstraction of the trained model. The metric is based
on the co-occurrence statistics of n-grams in the candidate generate
sequence and the summarized article. As with ROUGE-N, it can be
quantified for n-grams of different lengths, starting with single tokens
(unigrams) up to comparing full sentences.

The NN metric is computed, by dividing the number of novel and
unique n-grams in the candidate summary by the total number of
unique n-grams found in the summary, as shown in eq. (4.43). In
the mentioned formula, the function #novel computes the number of
distinct n-grams that appear in the summary, but not in the article,
and the function #unique returns the number of distinct n-grams in the
summary. To avoid very short sequences obtaining misleadingly high
metric scores, the Novel-N score can be multiplied by a normalizing
factor which is the length ratio between the generated and target sum-
maries, as shown in eq. (4.44).

Novel-N =
#novel(Candidate,Article,N)

#unique(Candidate,N)
(4.43)

Novel-Nnorm = Novel-N · len(Candidate)
len(Reference)

(4.44)

The basis for using the novel n-gram metric as a reward function
is similar to using ROUGE for the same purpose. Since the metric is
used to evaluate the model, it is reasonable to directly optimize the
model towards it. Intuitively, the rewards coming from the NN metric
should encourage the model to generate summaries that are abstrac-
tive in comparison to the summarized article. One potential problem
with using the NN metric as the only training signal is that it could
lead the model to generate random sequences that were not related to
the article in any way in order to minimize the n-gram overlap, and
thus maximize its reward. Considering this, the NN metric should be
used as a reward function only in combination with other rewards that
will constrain the model to generate relevant summaries.
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4.3 Evaluation metrics

Summarization models are commonly evaluated using the ROUGE-Nf

and ROUGE-Lf metrics described in the previous subsections. These
metrics measure the similarity between the generated and ground-
truth summaries. The level of abstraction of the model can be assessed
by computing the novel n-gram scores. Both of these metrics were uti-
lized to quantitatively evaluate the trained models. Specifically, eval-
uation was done using ROUGE-1f (R-1), ROUGE-2f (R-2), ROUGE-Lf

(R-L), NN-1, NN-2, NN-3, and NN-4 metrics in order to make the re-
sults comparable with previous work done in the field.

In addition to the mentioned metrics, the perplexity of generated
summaries was evaluated by a neural language model. The architec-
ture of the language model was based on the work by Merity et al. [55].
The network was a 3-layer unidirectional LSTM with weigh-dropped
LSTM units. The language model was trained on a continuous block
of text obtained by concatenating the articles and summaries present
in the CNN/DailyMail corpus.

Generated summaries were also evaluated qualitatively by man-
ually inspecting the semantic and syntactic correctness, and compre-
hensibility.

4.4 Implementation

The implementation, including data processing scripts, was done in
Python 3.6 [85]. Neural models were built using the PyTorch [64] Deep
Learning framework. The training data was also pre-processed using
tools from the Stanford CoreNLP Toolkit [53].

All experiments were conducted on an Amazon EC2 p2.8xlarge in-
stance. The instance offered a 32-core CPU, 488 Gigabytes of RAM
memory, and 8 Nvidia K80 GPUs with 12 Gigabytes of memory on
each device.



Chapter 5

Experiments and Results

This chapter describes the experiments that were conducted as part of
the thesis project. Experiment results are presented and analyzed. The
first subsections comments on data preprocessing and model training
procedures followed by a quantitative and qualitative analysis of ob-
tained results.

5.1 Data preprocessing

Experiments were conducted on the full-text version of the CNN/DM
dataset. The data were pre-processed as described by See et al. [79].
All characters were converted to lower-case and sequences were tok-
enized using the Stanford CoreNLP [53] toolkit.

As noticed by See et al. [79], the most important content of an article
is contained within the first few sentences of the document. Given this
insight, the summarized article was trimmed to the first 400 tokens be-
fore being fed into the model. This procedure allowed to significantly
lower the memory footprint of the model, and thus extend the batch
size during training.

5.2 Training procedure

In the majority of available work on training language models [51, 65,
25], alternative training strategies were applied to models pre-trained
with the standard maximum likelihood and teacher forcing strategy.
This approach was followed in this thesis project. The summariza-
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tion model was first trained to achieve satisfying performance on the
evaluation metrics and later fine-tuned with the hope to enhance the
quality of summaries. The pre-trained model was also treated as the
baseline for further experiments.

The following subsection reports the training procedures of the
summarization and discriminator models.

5.2.1 Baseline model

Given that the baseline architecture closely followed the summariza-
tion model described in Paulus et al. [65], a search for model hyper-
parameters was not necessary. The summarization model was trained
using the parameter values found in the mentioned publication.

The hidden state size of the recurrent layers was set to 400 dimen-
sions, with LSTM cells used for the recurrent unit. The word embed-
ding vectors were set to 100 dimensions, initialized using GloVe [66]
embeddings, and fine-tuned during training. The input vocabulary
of the encoder was limited to 150,000 most frequent tokens, and the
output vocabulary of the decoder was limited to 50,000 most frequent
tokens. The learning rate ⌘ was set to 0.001, and the model was trained
with the scheduled sampling [6] strategy with 25% probability of pass-
ing generated tokens back into the network. The training was done in
a distributed fashion using 2 workers, each processing a batch of 24
examples. Considering the distributed setting, the effective training
batch size was 48, yielding 5,982 batches per epoch. The summariza-
tion model was pre-trained for 40,000 iterations, the procedure took
40 hours. The Adam [41] optimization algorithm was used during
the training procedure. The best results on the validation set were
achieved after 27,500 iterations.

All generated summaries used for evaluation were decoded using
beam search with a beam width of 5. To reduce the repetition in the
generated sequences a heuristic was used where the score of beams
that contained repeated trigrams was lowered, as proposed by Paulus
et al. [65]. Summaries were generated until the first <end> token was
output by the model, with a hard limit on the summary length set to
100 tokens.
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5.2.2 Novelty metric signal

First of the proposed training procedures utilized a mixture of rewards
coming from the ROUGE-L and novel n-grams metrics. The novel n-
grams metric was computed for trigrams by setting n = 3. The mixing
coefficient were found using search and set to �rouge = 0.9 and �noveln =
0.1. The model was trained on a batch size of 24 examples, yielding
11,964 batches per epoch. The generator model was trained for 20,000
iterations in a single-GPU setting. The learning rate ⌘ set to 0.0001, and
the model was optimized using Adam.

5.2.3 Adversarial network training signal

Second of the proposed training procedures utilized a mixture of re-
wards coming from a discriminator model and the ROUGE-L metric.
The following subsections discuss the pre-training procedure of the
discriminator model and the adversarial training.

Discriminator model pre-training

The discriminator model consisted of a single, unidirectional recurrent
layer with LSTM units. The size of the hidden state of the recurrent
unit was set to 200 dimensions. The recurrent layer was followed by
a dense layer with a sigmoid activation to obtain the class probabil-
ities. The chosen architecture returned per-token probabilities. The
word embedding vectors were set to 100 dimensions, initialized using
GloVe [66] embeddings, and fine-tuned during training. To prevent
models from overfitting, dropout [80] was applied to the word em-
bedding and extracted feature vector with probability 50%. The train-
ing batch size was set to 32 examples, which gave 8,973 examples per
epoch. Each batch contained an equal number of ground-truth and
generated summaries. The model was trained for 10,000 iterations
with the learning rate set to 0.0001. The Adam optimizer was used
for training the discriminator model.

Other discriminator architectures were also considered, conducted
experiments with a brief discussion are shown in Appendix A.
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Adversarial network training

During adversarial training, for each training step of the generator net-
work, the discriminator module was trained for 5 steps. The learning
rates were set to 0.0001 and 0.00001 for the generator and discrimina-
tor respectively. The batch size was set to 24 yielding 11,964 batches
per epoch. The adversarial training procedure ran for 20,000 iterations
in a single-GPU setting. Both models were optimized using the Adam
algorithm.

To stabilize the adversarial training, a number of tricks [12] were
implemented. The discriminator model was not trained until full con-
vergence to prevent it from outperforming the generator at early stages
of the training. The training labels for the discriminator were one-side
smoothed, meaning that the value representing the "fake" class was
set to 0, and the value representing the "true" class was random in
a range [0.9, 1.1]. The weights of the discriminator were clipped to a
fixed range [�1, 1] as described in Arjovsky et al. [1]. When training
the generator, the training reward coming from the discriminator was
mixed with a reward coming from the ROUGE-L metric, following the
work of Guimaraes et al. [33]. The reward mixing coefficients were
found using grid search and set to �rouge = 0.8 and �dis = 0.2

5.3 Results

5.3.1 Quantitative analysis

Trained models were compared with other work done in the field based
on the ROUGE and novelty scores measured on the test dataset. For
certain models the novelty metric could not be computed since the
generated outputs have not been made publicly available by the au-
thors. In addition to reporting results achieved by other authors, the
novelty levels for ground-truth data is also computed to visualize the
level of abstraction of human written summaries. Results are pre-
sented in Table 5.1.

The baseline model achieved slightly lower scores on ROUGE met-
rics, but higher novelty scores in comparison to previous work in the
field, making it a good starting point for improvement. Despite not
being directly comparable because of minor differences in the dataset,
the architecture introduced by Paulus et al. [65], on which the baseline
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Model R-1 R-2 R-L NN-1 NN-2 NN-3 NN-4

target summaries - - - 13.55 49.97 70.32 80.02
ml+intra-temp [65] † 38.3 14.81 35.49 2.44 15.96 28.77 37.42
ptr+cov [79] 39.53 17.28 36.38 0.07 2.61 6.73 10.73
sum-gan [51] 39.92 17.65 36.71 0.22 3.15 7.68 11.84
rsal [63] 40.36 17.97 37.00 - 2.37 6.00 9.50
r-sal+ent [63] 40.43 18.00 37.10 - - - -
baseline 38.08 14.65 35.14 3.22 16.24 28.01 36.41
baseline+rouge+novelty 40.22 17.29 37.75 2.8 19.36 35.29 45.68
baseline+rouge+gan 37.92 15.87 35.11 3.43 15.2 27.66 36.64

Table 5.1: Comparison of ROUGE (R-) and novel n-gram (N-) test set scores
for the proposed models and other summarization models. † indicates mod-
els that were trained on anonymized data.

was based, showed similar patterns in the metrics, with considerably
higher levels of abstraction.

Fine-tuning the baseline model with a signal coming from the ROUGE
and novelty rewards allowed to improve scores on all metrics except
for NN-1. The model achieved state of the art results on the ROUGE-L,
NN-2, NN-3, and NN-4 metrics, significantly outperforming all previ-
ous work. The scores achieved on ROUGE-1 and ROUGE-2 metric
were comparable to the current state of the art.

The baseline model fine-tuned with rewards based on the ROUGE
metric and discriminator model reaches minor improvements on the
R-2 and NN-1, but decreased performance on all other metrics. This
result might suggest that the model learned to insert novel words in
the generative process, however, these words were not related to the
summarized document.

The results show that the trained models achieve very high novelty
scores in comparison to other work in the field, however there is still a
large gap between the obtained results and abstraction levels reported
for humans.

Further quantitative analysis was done using a pre-trained lan-
guage model which was used to evaluate the perplexity of generated
summaries. Perplexity scores are shown in Table 5.2. Results show
that the model fine-tuned using the novelty signal achieved slight im-
provements over the perplexity of the baseline. On the other hand,
adversarial training seem to significantly increase the perplexity score,
which is an undesirable effect.
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Model PPL

baseline 63.74
baseline+rouge+novelty 62.31
baseline+rouge+gan 73.21

Table 5.2: Comparison of perplexity (PPL) scores of trained models mea-
sured on the test set. Lower scores are considered better.

5.3.2 Ablation study

An ablation study was conducted in order to evaluate the individual
impact of each of the training signals on the overall performance of the
models. The experiment was run on the validation set and the results
are shown in Table 5.3.

Results show that fine-tuning the summarization model using only
ROUGE as the reward allows to significantly improve all three related
metrics: ROUGE-1, ROUGE-2, and ROUGE-L. However, at the same
time, all novelty metrics decrease, indicating that the model copies
more phrases from the source document. Training solely using ROUGE
signal also has negative implications on the perplexity of the sum-
maries. An opposite trend can be seen when using the novelty met-
ric as the only reward. The novel n-gram percentages significantly
rise, achieving performance close to human-level, but this is reached
at the cost of low ROUGE scores, suggesting that the model outputs
more unrelated phrases. The mentioned training procedure also cause
a significant decrease of the perplexity of the model, which is hard to
find an explanation for. Combining signal from ROUGE and novelty
metrics shows a significant increase of all ROUGE and novelty-related

Model R-1 R-2 R-L NN-1 NN-2 NN-3 NN-4 PPL

target summaries - - - 13.58 49.73 69.85 79.48 -
baseline 39.82 17.26 36.97 2.43 14.46 26.23 34.42 62.95
baseline+rouge 41.64 18.37 38.98 1.47 11.87 23.4 32.00 69.44
baseline+novelty 34.12 12.63 32.08 10.32 40.18 59.32 68.76 44.08
baseline+rouge+novelty 40.97 17.58 38.48 2.46 19.32 35.27 45.92 63.76
baseline+gan 33.24 12.87 31.1 4.07 25.12 42.27 53.54 67.10
baseline+rouge+gan 38.86 16.44 36.08 3.27 14.9 27.28 36.2 72.62

Table 5.3: Ablation study of trained models performed on the validation set.
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scores and a minimal increase of perplexity in comparison to the base-
line performance.

Tuning the summarization model using signal coming exclusively
from the discriminator causes the most significant decrease of ROUGE-
1 and ROUGE-L scores. At the same time, a slight rise of novelty is ob-
served. Combining the discriminator signal with ROUGE-L rewards
allows to reduce, but not prevent, the negative effects on the ROUGE
scores, while minimally increasing the novelty of generated sequences.
The combined reward allows to slightly outperform the baseline in
the level of abstraction but falls behind on the n-gram overlap. In both
cases of using discriminator training signal the perplexity of the model
significantly increases in comparison to the baseline model.

5.3.3 Model generalizability

To study the generalizability and transferability of trained models, an
additional dataset was used for evaluation. Models trained and fine-
tuned on the CNN/DailyMail data were directly evaluated on the
New York Times dataset in a test-only fashion. Performance of models
evaluated with ROUGE and novelty metrics is presented in Table 5.4.

The experiments show that both the fine-tuned models significantly
outperform the baseline on all of the ROUGE metrics. The model fine-
tuned using signal from the novelty metric also showed increased per-
formance on all of the novelty metrics in comparison to the baseline. In
case of the model fine-tuned using the discriminator, the novelty sig-
nificantly dropped on NN-2, NN-3, and NN-4 metrics. Despite achiev-
ing lower scores than the current state of the art on the NYT dataset,

Model R-1 R-2 R-L NN-1 NN-2 NN-3 NN-4

target summaries - - - 11.24 43.45 62.55 73.06
ml+intra-temp [65] 43.86 27.10 40.11 - - - -
baseline 33.16 14.31 30.17 3.01 17.59 31.71 40.26
baseline+rouge+novelty 35.86 15.58 33.10 3.44 21.91 39.95 50.54
baseline+rouge+gan 35.08 15.25 31.91 3.16 14.00 26.60 35.28

Table 5.4: Comparison of ROUGE (R-) and novel n-gram (N-) test set scores
computed on the New York Times dataset for the proposed models and other
summarization models. Proposed models were not trained on the New York
Times dataset.
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the results suggest that fine-tuning models can have positive effects on
the generalizability of models.

5.3.4 Qualitative analysis

Human evaluation was used to assess the quality of generated sum-
maries from a readers perspective. Three judges were asked to score 50
randomly selected summaries via the Amazon Mechanical Turk plat-
form. The task given to the evaluators was to grade the relevance and
readability of summaries given in the original article. The scores were
on a discrete scale between 1 and 10, where higher values were con-
sidered better. The human evaluation was done for both of the pro-
posed models, but also the ground-truth summaries, and model out-
puts of See et al. [79] and Liu et al. [51]. The evaluators were shown
the original document and all summaries corresponding to it, with-
out specifying the origin of summaries. The order of summaries was
mixed between examples to prevent biased responses. Table 5.5 shows
the mean scores and 95% confidence interval for each model and each
task.

Model Readability Relevance

target summaries 7.30 ± 0.27 6.85 ± 0.32
ptr+cov [79] 7.39 ± 0.27 7.25 ± 0.29
sum-gan [51] 7.47 ± 0.27 7.21 ± 0.28
baseline 7.45 ± 0.27 7.41 ± 0.28
baseline+rouge+novelty 7.44 ± 0.29 7.58 ± 0.27
baseline+rouge+gan 7.48 ± 0.30 7.58 ± 0.32

Table 5.5: Human evaluation scores performed on 50 examples randomly
selected from the test set. Values presented are the mean and confidence
interval at 95%. Summaries were rated on a scale from 1 to 10, where higher
values were considered better.

The results show that the models proposed as part of the thesis
project achieved high scores in both categories. The differences be-
tween readability scores across all models were smaller than between
relevance scores. The baseline model fine-tuned with ROUGE and ad-
versarial network signal reached the highest score out of all models in
readability, closely followed by the work by Liu et al. [51]. The rele-
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vance of the model was also highest, and tied with the baseline model
fine-tuned with ROUGE and novelty rewards.

The low score of ground-truth summaries in both categories was an
unexpected result. However, a possible reason for this might be how
the CNN/DailyMail dataset was constructed. The target summaries
were created by concatenating highlights of news articles that were
originally in the form of bullet-points [36, 58]. The low relevance of
summaries might come from the fact that highlights are presumably
used to attract the audience to read full articles, thus they may con-
tain information that is unexpected or shocking, but not necessarily
most important. Low readability might be caused by the fact that con-
catenating bullet-points into consecutive sentences without rephrasing
them might create sentences that do not look natural.

A randomly selected article is presented together with its associ-
ated summaries in Table 5.6. Parts of summaries were annotated with
red color if they were copied from the article word-by-word. The ex-
ample shows that in the case of previously proposed models, most of
the text is directly copied from the original document. The model fine-
tuned using novelty and ROUGE rewards tries to rephrase parts of the
article, also adding a novel sentence at the end of the summary. The
model using ROUGE and adversarial rewards seems to have the high-
est novelty in comparison to the summarized document. However,
after closely examining the content of the summary several factual in-
consistencies and syntactic errors can be noticed.
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Article
(cnn): tornadoes, fierce winds and severe thunderstorms with large
hail are predicted for the midwest and for the plains, from the ozarks
eastward to the lower ohio valley, on thursday and friday, the national
weather service said. severe weather is perilous anytime, of course,
but cnn meteorologist chad myers says that tornado conditions are
more dangerous during the night. "tornadoes can be more deadly
when people are sleeping and not paying attention to the warnings,"
he said. scattered storms will soak illinois and missouri, and wind and
hail will continue to be moderate in those states, the national weather
service said. by thursday afternoon, storms will hit parts of indiana
and kentucky. earlier this week, severe weather struck the south. al-
abama, arkansas, oklahoma and georgia reported large hail. residents
in shawnee, oklahoma, were awakened early wednesday morning by
a severe storm producing golf ball-sized hail. "the hail came out of
nowhere so it was kind of shocking," sherri mcdonald said to cnn in
an ireport. the hail dinged her car.
Human-written summary
thunderstorms with large hail are predicted for the midwest and the
plains. tornadoes could strike thursday night and friday.
ptr+cov [79] summary
fierce winds and severe thunderstorms with large hail are predicted
for the midwest. "tornadoes can be more deadly when people are
sleeping and not paying attention to the warnings," he says.
sum-gan [51] summary
storms are predicted for the midwest and for the plains. storms will
continue to be moderate in those states, the national weather service
says. cnn meteorologist chad myers says tornado conditions are more
dangerous.
baseline+rouge+novelty summary
new: the weather service says tornado conditions are more dangerous
during night. storms will soak illinois and missouri, and wind and
hail will continue to be moderate in those states. forecasters say the
weather is difficult for the parts of the midwest.
baseline+rouge+gan summary
new: tornadoes can be more deadly when people are sleeping, not
paying attention to the storm. tornadoes will soak illinois and mis-
souri, and wind and hail will continue to be moderate in those states,
the national weather service says. forecasters predict tornadoes will
hit parts of indiana and kentucky, arkansas, oklahoma, oklahoma and
georgia reported large hail. forecasters say tornadoes will be forecast
for parts parts of the ozarks.

Table 5.6: Summaries generated by different models for the same news ar-
ticle. Red colored text indicates phrases of 4 tokens or more that are copied
word-by-word from the original article.
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Conclusion and Future Work

This chapter presents conclusions drawn from the experiment results,
discusses problems encountered during the project and proposes fu-
ture work in the domain.

6.1 Conclusion

The thesis project explored how alternative training methods for ab-
stractive text summarization can benefit the quality of generated sum-
maries. Following previous work in the field, maximum likelihood
training was combined with reinforcement learning techniques to opti-
mize the performance of a summarization model on task-specific met-
rics. This work proposed two new reward signals, one coming from
the novel n-gram metric, the other coming from a per-token discrim-
inator network. Both of the mentioned rewards functions were indi-
vidually combined with rewards from the ROUGE-L metric and used
as a training signal to fine-tune a baseline model.

Empirical results indicate that fine-tuning summarization models
using alternative training procedures can lead to significant improve-
ments in the quality of generated outputs. Quantitative analysis showed
that the multi-objective rewards used in the project allowed to increase
the level of abstraction of outputs and the n-gram overlap between
generated and target summaries. The baseline model fine-tuned with
the novelty and ROUGE signals reached state of the art results in both
of the mentioned metrics. Using the discriminator and ROUGE al-
lowed to maintain comparable ROUGE scores while increasing the
level of abstraction. Quantitative results were also supported by a
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qualitative analysis done with the help of human evaluators. Proposed
models were given highest scores for readability and relevance out of
all compared models. Moreover, an ablation study showed that com-
bining rewards from multiple metrics yields better results than using
any of the partial rewards individually. Evaluating the performance of
trained models on an external dataset showed that fined-tuned models
achieve better generalizability in comparison to the baseline. Experi-
ment outcomes suggest that multi-objective training is a viable way of
improving the final performance of models. It allows to address and
improve different aspects of generated summaries in a fine-grained
manner.

A disadvantage of combining multiple reward signals is that the
model’s performance proved to be highly dependent on the mixing co-
efficients of partial rewards. This was especially noticeable in the case
of adversarial network training, where on top of the inherent instabil-
ity of GAN training, putting too much emphasis on the discriminator
signal quickly caused a significant decrease in performance. This issue
made finding optimal mixing coefficients a time consuming process
that was mainly based on trial-and-error rather than theory-backed
insights.

Results of the human evaluation study also raised an important
question about the relevance of the CNN/DailyMail dataset for the
task of summarization. Low scores assigned by judges to the ground-
truth summaries, might indicate that the target sequences used for
training models do not fulfill the human expectations of what a sum-
mary should convey.

6.2 Limitations

Issues with PyTorch

Described models were implemented using PyTorch 0.3.1 which had
the status of a "public beta", meaning that certain issues and bugs
should be expected. During the project work several difficulties with
the library were encountered that limited the scale of experiments that
could be run.

One of the experienced issues was related to the distributed train-
ing feature. During training, especially in cases were more complex
architectures were optimized, the training procedure would reach a
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deadlock causing the communication between workers to timeout, thus
prematurely ending the procedure. The mentioned issue was reported
by other users on public discussion boards and was acknowledged by
the library developers.

Another issue was encountered when the experiments were run on
a newer type of GPU architecture, Nvidia Volta. Despite the signif-
icantly larger operational memory size of the new GPUs, the exper-
iments ran into out-of-memory errors for the same training settings
that were used for the older GPU architecture. This issue was reported
to the library developers, but no solution was found during the course
of the project.

6.3 Future Work

There are several directions that are worth exploring in the field of
abstractive text summarization.

Work done as part of this thesis project can be seen as the first step
in the direction of creating more abstractive models. Despite the sim-
ple approach, empirical results show that the level of abstraction of
generated summaries was increased in comparison to other work in
the field. However, there is still a large gap between the performance
of deep learning models and that of human writers. Closing this gap
seems like a natural continuation of this work that is worth pursuing.

Another important path that should be explored is designing a
metric evaluating the quality of factual information reproduction. This
attribute is especially important for abstractive models since they are
expected to paraphrase the contents of the original document. So far
no work has been done in this direction, so despite models reaching
better scores on ROUGE metrics, it is not known how well they per-
form in this key aspect.

A more ambitious and far-fetched goal is finding more relevant
means of evaluating summarization models. Metrics that correspond
better with human judgment, and ideally take into consideration sev-
eral of the pursued attributes of summaries. Once found, these metrics
could be combined with the training methods described in the report
to fine-tune existing summarization models with the hope to achieve
further improvements.



Appendix A

Discriminator architectures

This section describes the different neural architectures that were con-
sidered for the discriminator model. Training results and model trade-
offs are briefly discussed.

Training procedures

Four neural architectures were considered for the discriminator model.
The hyperparameter values that are described in the following para-
graphs were chosen via search with models compared based on their
performance on the validation set.

Convolutional discriminator

The model, later referred to as conv-dis, utilized a single convolutional
layer with 128 kernels for each width of 5, 9, 13, and 17. Given the
architecture choices, the extracted feature vectors had 512 dimensions.
Padding was applied to the input data so that each convolutional filter
Ki spanned only over past tokens (t � width(Ki) : t) when extract-
ing features for a token at time step t. The convolutional layer was
followed by a single linear layer with a sigmoid activation.

Recurrent discriminator

The RNN-based model, referred to as rec-dis, utilized a single, unidi-
rectional recurrent layer with LSTM units. The size of the hidden state
of the recurrent unit was set to 200. Similarly to the conv-dis model, the
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recurrent layer was followed by a linear layer with a sigmoid activa-
tion function.

Attentive-convolutional discriminator

The attentive CNN model, referred to as attn-conv-dis, augmented the
conv-dis architecture with an attention mechanism over the summa-
rized sequence. This extension required an additional encoder module
in the discriminator that would encoded the summarized document.
The encoder networks architecture replicated the architecture of conv-
dis, with the difference that input sequences were not padded. This
meant that each convolutional filter Ki would span over both past and
future tokens

⇣
t� width(Ki)

2 : t+ width(Ki)
2

⌘
when extracting features for

token at time t. The convolutional and attention layers were followed
by a single linear layer with a sigmoid activation.

Attentive-recurrent discriminator

The attentive RNN model, referred to as attn-rec-dis, extended the rec-
dis model with attention mechanisms. The model also reused the ar-
chitecture of its base model, rec-dis, for the encoder module. The mi-
nor change was to replace the unidirectional recurrent units, with bi-
directional LSTM units.

All of the described models utilized embedding layers that were
initialized with GloVe word vectors and fine-tuned during training.
Dropout was applied both to the word embedding and extracted fea-
ture vectors with probability set to 50%. Models were trained for
10,000 iterations with a batch size of 32, yielding 8,973 examples per
epoch.

Results

The accuracy of discriminator models on the validation set is shown in
Table A.1. Both of the RNN-based models significantly outperformed
the CNN-based architectures. The inferior performance of convolu-
tional models can be explained by the fact these models make predic-
tions based on a fixed-size context. On the other hand, recurrent net-
work have the ability to internally control the context length through
the memory cell and built-in gating mechanisms, thus making the
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Model Val. accuracy

conv-dis 78.86
rec-dis 94.88
conv-attn-dis 76.17
rec-attn-dis 94.96

Table A.1: Comparison of accuracy of different discriminator architec-
tures on the validation set.

models more powerful. The experiment results also indicate that aug-
menting the basic architectures with attention mechanisms does not
yield significant performance gains, and in the case to the CNN dis-
criminator lowers the accuracy of the model.

Considering the experiment outcomes, the basic RNN-based archi-
tecture, rec-dis, was chosen for the discriminator that was later used for
downstream experiments. Although the attention-augmented model
achieved slightly higher accuracy, this performance increase came at
the cost of lowered training speed and higher memory consumption.
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