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Abstract 

This paper researches how different amounts of data affect different word vector models 

for classification of dialog system user input. A hypothesis is tested that there is a data 

threshold for dense vector models to reach the state-of-the-art performance that have been 

shown with recent research, and that character-level n-gram word-vector classifiers are 

especially suited for Swedish classifiers–because of compounding and the character-level 

n-gram model ability to vectorize out-of-vocabulary words. Also, a second hypothesis is put 

forward that models trained with single statements are more suitable for chat user input 

classification than models trained with full conversations. The results are not able to 

support neither of our hypotheses but show that sparse vector models perform very well on 

the binary classification tasks used. Further, the results show that 799,544 words of data is 

insufficient for training dense vector models but that training the models with full 

conversations is sufficient for single statement classification as the single-statement-

trained models do not show any improvement in classifying single statements. 
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Sammanfattning 

Detta arbete undersöker hur olika datamängder påverkar olika slags ordvektormodeller för 

klassificering av indata till dialogsystem. Hypotesen att det finns ett tröskelvärde för 

träningsdatamängen där täta ordvektormodeller når den högsta moderna utvecklingsnivån 

samt att n-gram-ordvektor-klassificerare med bokstavs-noggrannhet lämpar sig särskilt 

väl för svenska klassificerare söks bevisas med stöd i att sammansättningar är särskilt 

produktiva i svenskan och att bokstavs-noggrannhet i modellerna gör att tidigare osedda 

ord kan klassificeras. Dessutom utvärderas hypotesen att klassificerare som tränas med 

enkla påståenden är bättre lämpade att klassificera indata i chattkonversationer än 

klassificerare som tränats med hela chattkonversationer. Resultaten stödjer ingendera 

hypotes utan visar istället att glesa vektormodeller presterar väldigt väl i de genomförda 

klassificeringstesterna. Utöver detta visar resultaten att datamängden 799 544 ord inte 

räcker till för att träna täta ordvektormodeller väl men att konversationer räcker gott och 

väl för att träna modeller för klassificering av frågor och påståenden i chattkonversationer, 

detta eftersom de modeller som tränats med användarindata, påstående för påstående, 

snarare än hela chattkonversationer, inte resulterar i bättre klassificerare för 

chattpåståenden. 

Nyckelord 

Chattbot, Virtuell Assistent, Dialogsystem, Naturlig språkbehandling, Ordinbäddning, 

Ordvektormodeller, Textklassificering  
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1. Introduction 

Organizations are perpetually competing to provide a better service. One of many ways of 

providing a good service is communicating with service users directly, via Customer 

Services. However, as information systems grow and search engines become the default 

help desk for the modern human, service users are not picking up the phone to call 

Customer Services as soon as there is a need for information. And those who do call 

Customer Services could have been serviced more efficiently by going online. To help fill 

this gap, between information seekers and readily available information, many 

organizations have been looking to dialog systems to improve on their customer value 

proposition. In the past, however, these trained machines have failed to meet expectations. 

But this may be changing: since the application of neural networks to the problem of 

classifying and understanding natural (human) language, dialog systems and their Natural 

Language Processing tools for classifying and parsing language—their Natural Language 

Understanding, NLU, parts—have shown an increase in performance. Also, more recently, 

the advent of dense word vectors trained with word quantities in the 100-million to 1-

billion range have proven competitive as state-of-the-art classifiers and outstanding with 

regards to training times. However, this begs the question: how much data is needed for 

these models to perform as state-of-the-art classifiers? Is there a data threshold above 

which dense word vector models are better than sparse word vector models and, provided 

we can understand the user input, is there a business case for developing the models and 

implementing them as part of a dialog system? 

1.1 Problem Statement 
At the outset of 2018, Telenor customer services were available via phone, email, online 

free text forms and social media. Each of these communication channels have resulted in a 

log of analyzable text data which, for the purpose of information extraction, were used to 

train language models for binary classification. Different training methods and word 

representations had been tested for these models and the resulting classification scores 

precision and recall showed that vector space word representations, the word embeddings, 

were surprisingly similar for classification purposes; the popular Word2vec n-gram word 

embeddings did not outshine the Bag-of-Words and tf-idf word embeddings, as expected. 

But they were good enough to warrant a probe into dialog system development and an 

investigation into the requirements for n-gram embeddings, motivated by the hypothetical 

improvement to the customer services function and its related metric Net Promoter Score, 
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NPS. This thesis project is that probe and, thus, the problem statements underlying this 

paper can be formulated by the following questions for dialog system development: 

 

i. What is the hypothetical improvement to the customer services function in terms 

of efficiency and net promoter score? 

ii. How do different amounts of training data affect how linear classification models 

perform with different word embeddings, in terms of precision and recall, and 

what amount of data may n-gram word embeddings need to outperform the less 

complex tf-idf and bag-of-words vectors? 

1.2 Goal 
The main goal of this paper is to measure performance differences between word 

embeddings in classification algorithms used in Natural Language Processing, for the 

purpose of identifying dialog system user intents. Secondary to the goal of comparing word 

embeddings is the task of finding a data threshold where n-gram word vector classifiers 

may begin to improve on linear tf-idf and bag-of-words classifiers. A final goal is to discuss 

the business case for implementing a dialog system and find a hypothetical improvement 

to the customer value metric NPS for a dialog system. 

1.3 Constraints 

In A Survey on Dialogue Systems, Chen, Liu, Yin, and Tang [1] write that “The typical 

structure of a pipeline-based task-oriented dialogue system […] consists of four key 

components:  

- Language understanding. It is known as natural language understanding (NLU), 

which parses the user utterance into predefined semantic slots. 

- Dialogue state tracker. It manages the input of each turn along with the dialogue 

history and outputs the current dialogue state.  

- Dialogue policy learning. It learns the next action based on current dialogue state. 

- Natural language generation (NLG). It maps the selected action to its surface and 

generates the response.” 

 

This work has been restricted to the performance measurements of different word 

embeddings in classification models; we have not intended to develop or measure the 

performance of any state tracking, policy learning or NLG components, nor have we 
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included the building of a complete dialog system within the scope of the project. Further, 

NLU for a dialog system needs to classify phrases into multiple categories. However, as the 

provided data was devoid of labels, this project has aimed to provide a classification model 

which will be able to label phrases as intents of billing or not billing and let future work 

move on from binary classification into the multi-labelling classification1 which is needed 

for a dialog system. 

Jurafsky and Martin [2] state that “[b]efore almost any natural language processing of a 

text, the text has to be normalized [and that] three tasks are commonly applied as part of 

any normalization process: 

- Segmenting/tokenizing words from running text 

- Normalizing word formats 

- Segmenting sentences in running text”  

 

These first two tasks mean that texts are split into words and that words are put into some 

standard format. The third task speaks for itself and uses punctuation, lists of 

abbreviations and other methods to produce its sentence segments. [2] However, the 

purpose of the project was to evaluate the impact of different word embeddings on 

classification, and not to test all the techniques that NLP has to offer. Therefore, the data 

preprocessing has been limited to extracting text from chat logs; among other techniques, 

grammatical approaches such as finding root words and word classes have been left aside, 

as well as not using lists of frequent words and named entities to improve the word vectors. 

The term dialog system is accompanied by a few synonyms, such as dialog agent, virtual 

agent and chatterbot or chatbot. The classification algorithms discussed in this paper are 

relevant for all of these distinctions and a discussion of the terms are for our purposes 

therefore redundant. However, one may note that both Jurafsky and Martin [2] and Chen, 

Liu, Yin, and Tang [1] distinguish between domain specific, task-oriented, systems and 

systems without domain constraints. Also, both sources reserve the term chatbot for the 

latter type of system “designed for extended, casual conversation” [2], despite 

acknowledging that, outside of NLP, the same term is used for all types of dialog systems.  

                                                             
1 In practice, a multi-labelling classification may be multiple binary classification models 
combined. 
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Another term found in this paper is conversation. Our conversations have been drawn 

from chat logs and, for that reason, the terms conversation, logs and chat logs are used 

synonymously throughout.  
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2 Theory and Background 

For an organization to implement a dialog system there are many parts that need to come 

together. As background to the motivation behind implementing a dialog system we have 

looked at the hypothetical value a dialog system may create and, following that, we have 

tested the performance of different text classification methods to further the 

understanding of how much data may be needed for reliable classifications using n-gram 

word representations. We begin by turning to the former of those two aspects of dialog 

systems. 

2.1 Creating Value 
For telecommunications organizations such as Telenor, the business purposes may vary 

with department. But ultimately there is a bottom line which motivates investing in 

software development and that bottom line is affected by the improving efficiency of the 

organization. For the specific area of mobile phone plans, Telenor is looking to dialog 

systems to improve the efficiency of customer services communication and their 

correlation with revenue and Net Promoter Score, NPS. 

2.1.1 Revenue and Net Promoter Score 
On the Swedish telecommunications market there were 14,671,000 mobile contract 

subscriptions in 2016, with the total value of SEK 30,200 million [3]. That is an average of 

SEK 2058.50 per contract and year or SEK 171.50 per contract and month—referred to as 

the Average Revenue Per User, ARPU. With respect to private and business customers the 

2016 ARPU for Swedish telecommunications’ mobile subscriptions was SEK 155 and SEK 

223, respectively. And, therefore, with a market share of 17.9 percent, the Telenor revenue 

for mobile subscriptions was SEK 5,405.8 million, which is roughly a third of the reported 

revenues of NOK 14,527 millon for 20162 [4]. But one may ask: how is ARPU translated 

into relevant metrics for a dialog system? Briefly stated: ARPU correlates with customer 

satisfaction via NPS - a customer satisfaction metric - and dialog systems aim to satisfy 

customers by communicating efficiently and consistently. Before discussing efficiency, 

however, NPS needs an introduction. 

As defined by Frederick F. Reichheld [5], NPS is a net percentage of the company 

promoters based on how customers respond to the question “How likely is it that you 

would recommend [company X] to a friend or colleague?”. The customers give a 1-10 
                                                             
2 According to X-rates.com, the yearly average of SEK for 2016 was 0.98 NOK. 



6 
 

score and are categorized as promoters, passives and detractors, where promoters have 

given a score of 9 or 10, passives a score of 7 or 8 and detractors a score of 0-6. The 

resulting NPS is the difference between company promoters and detractors, in percent. 

For example, if there are 30 percent promoters and 20 percent detractors the NPS is 10 

percent.  

Even though NPS is widely used, one should be aware of critics like Jacob Eskildsen [6], 

who writes that Reichheld is “discarding any distributional characteristics of the responses 

[and is ignoring] the central measure of tendency (the mean)”, and Eskildsen does not stop 

there, but for our purposes here we have not delved further into the negative aspects of 

NPS. Suffice to say that NPS focuses on measuring impactful attitudes and correlating 

them with revenue and growth–ignoring the average attitudes of the passives; Reichheld 

found that “a strong correlation existed between net-promoter figures and a company’s 

average growth rate” and that the “question wasn’t the best predictor of growth in every 

case. In a few situations, it was simply irrelevant”. Thus, the NPS-revenue correlations 

need domain verification before implementation. Below, Figure 2.1 and 2.2 plot NPS 

against Average Revenue per User, ARPU, and the customers’ time with the company as 

their mobile contract provider. 

Figure 2.1. The average revenue per user varies with the net promoter score of 

the user. The figure shows that customers who are more likely to recommend 

Telenor also spend more on their subscriptions. 
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Figure 2.2. Long term customers are more likely to recommend Telenor mobile 

subscriptions and promoters are less likely to terminate their contracts. 

2.1.2 Efficiency is not Everything 
One of the arguments for implementing a dialog system is that it improves efficiency: a 

dialog system which can help users with the most frequently asked questions will alleviate 

customer services. Further, automatic question answering is quicker than call center 

customer services and will therefore improve customer satisfaction and, hypothetically, 

affect the NPS positively.  

But a dialog system must not necessarily be built for the end customer. Interpreting user 

input does not force an organization to have a dialog system be the end user interface. In 

fact, Jenkins, Churchill, Cox and Smith [7] state “that users expect [dialog] systems to 

behave and communicate like humans” and that the “presence of ‘chitchat’ in the 

conversations [...] show that there is a strong demand for social interaction as well as a 

demand for knowledge”. Adding to this, the 2018 State of Chatbots Report [8] find that “by 

using online chat in combination with chatbots, you can deliver response times and resolve 

issues faster than ever before”, that customers primarily would use dialog systems for their 

“24 hour service”, the ability to get “an instant response” and “answers to simple 

questions”, but that “it’s notable that consumers also preferred using the phone for getting 

quick answers to complex questions”. Clearly, there is a business case for many of the 

benefits a dialog system is able to supply, and this is further supported by the measured 

NPS scores at Telenor: Figure 2.3 shows how customers communicating with Telenor on 

social media channels have been markedly more satisfied than customers calling in. For 

this reason only, there is a clear incentive to try and move customers from calling customer 
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services to chat with customer services: in the past 14 months, the average NPS for social 

media was 35 % higher than it was for callers and, despite the occasional downturn, the 

social media NPS was 15 % or better throughout the period.  

Figure 2.3. shows the NPS between January 2017 and March 2018, for different 

communication channels at Telenor. Customer Services, CS, are divided into Consumer 

and Small and Medium Enterprises and all chat services on social media channels are 

treated as one category.   

 

2.2 Understanding Text 
The Natural Language Understanding of a dialog system often has the goal of identifying 

the intention behind user input. For a text-based system, this entails the classification of 

text into two or more predefined classes, or categories, and there are several methods that 

can be used to achieve this. Here, we have set out to examine how words are encoded as 

vectors, commonly referred to as word embeddings, and how different embeddings affect 

the performance of a classification model. Below, we differentiate between different word 

vectors, examine what an intent is and look at different classification models and at 

different metrics of classification. 

2.2.1 Intents 
Consider a regular scenario in which a customer receives support by a support agent 

representing a company. The customer has an intention for contacting customer service 

and needs to explain the problem in order for it to be solved. When the problem has been 



9 
 

explained, the support agent can proceed to solve the problem or redirect the customer to a 

higher line of support. For a dialog system to identify what the problem is, it first needs to 

identify the intention, or intent.  

Now, consider another scenario where the customer receives support by a dialog system, 

instead of a real human being. The customer explains the problem to the dialog system, 

where the dialog system now needs to classify the problem and tie it to a predefined intent 

where the solution is known. If the dialog system has been trained on a big enough set of 

problems, where the intents are known, the agent will successfully be able to predict what 

the intent is and, subsequently, solve the classification problem. 

2.2.2 Word Vectors  
“You shall know a word by the company it keeps” 

- John R. Firth, 1957 [9] 

 

As suggested by John Firth, the meaning of words can be said to be defined by its 

surroundings. And word vectors, or word embeddings, are how words are encoded using 

this property of language; these vector representations of words relate word frequency, 

word co-occurrence or word distribution to a vocabulary or to a context of documents, 

words or characters. Now, that is a very general and abstract description. To further 

understand how different vector models extract meaning from text, let us divide word 

vectors into the categories Sparse Word Vectors and Dense Word Vectors and look at three 

types: Bag of Words, BOW, term frequency-inverse document frequency, tf-idf, and N-

grams, where the last type is the only dense vector type. 

Bag of Words 

The bag-of-words vector model for text representation is perhaps the most straightforward 

word embedding. It ignores word order and simply counts the occurrences of each word in 

a document, as if one were throwing words into a document bag and then keeping score in 

the sparse word vector of a document×word-matrix. Some implementations remove so 

called stop words, which occur so frequently that they add little or no distinction between 

vectors– like the, and, it, a, et cetera. “In most text classification applications, however, 

using a stop word list doesn’t improve performance, and so it is more common to make use 

of the entire vocabulary and not use a stop word list”. [2] 
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TF-IDF 

In the words of Jurafsky and Martin, “the standard weighting scheme for term-document 

matrices [is] tf-idf”. The scheme calculates term frequency, 𝑡𝑓, of a document and 

multiplies it with the logarithmic inverse document frequency weight so that terms that 

appear in few documents are awarded more weight than common terms–because common 

terms carry little or no relevance for the purpose of identifying a document. The tf-idf 

calculation is shown in equation (1) where the value 𝑤 of a term 𝑖 in document 𝑗 comprises 

of 𝑡𝑓𝑖,𝑗 (in document 𝑗) weighted with the log-squashed inverse document frequency, 𝑖𝑑𝑓𝑖. 

We see in (1) that the number of documents 𝑁 increases the idf-value and that the number 

of documents that the term i appears in, i.e. the document frequency, decreases that value 

so that “the idf of a rare term is high, whereas the idf of a frequent term is likely to be low 

[so that 𝑖𝑑𝑓 counters the 𝑡𝑓 side-effect that] all terms are considered equally important 

when it comes to assessing relevancy on a query”. [10] 

𝑤𝑖,𝑗 =  𝑡𝑓𝑖,𝑗 × 𝑙𝑜𝑔 ( 𝑁
𝑑𝑓𝑖

)       (1) 

The resulting tf-idf term scores then make up the row vector values of a document×word-

matrix and each document then has a sparse word vector, or word embedding, as its 

numerical representation. And seen another way, a tf-idf word×document matrix has row 

vectors where the meaning of words are defined by the documents that contain them and 

where similar vectors map the same context and meaning. Thus, the idea is that documents 

with similar word vectors carry similar meaning and that one shall know the document by 

the company it keeps, in vector space. 

N-grams 

An n-gram is a combination of items, or symbols, in the area of language models, most 

commonly words. As such, bi-grams are two words in combination, tri-grams are three 

words in combination, and so on—until n number of words in combination. To find the 

meaning of words and their vector representations, n-grams are used to define context and 

the probability of a word occuring in that context. This is similar to tf-idf in the sense that 

words are related to a context—but with the difference that the tf-idf context is on 

document level and not on symbol level. Also, tf-idf is count based and discards word 

order, whereas n-grams preserve word order and “construct tables of conditional 

probabilities [emphasis added] for the next word, for each one of a large number of 

contexts, i.e. combinations of the last 𝑛 − 1 words” [11]. In its essence, an n-gram model is 
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a Markov chain with the order of 𝑛 − 1 where the probability of a sentence w is the product 

of the context probabilities of a target word 𝑤𝑡, as defined by the chain rule: 

𝑃(𝑤) ≈ ∏ 𝑃(𝑤𝑡|𝑤𝑡−𝑛+1, . . . , 𝑤𝑡−1)𝑇
𝑡=1       (2) 

In equation (2), 𝑃(𝑤) is the probability of a certain symbol sequence 𝑤 = 𝑤1,𝑤2, . . . , 𝑤𝑇 of 

length 𝑇. 

Jurafsky and Martin conclude that “the N-gram model is one of the most important tools 

in speech and language processing” and one of these implementations were presented in 

2013 when Mikolov, Chen, Corrado and Dean [12] proposed “two novel [n-gram] model 

architectures for computing continuous [dense] vector representations of words from very 

large data sets”. The two architectures are shown to “provide state-of-the-art performance 

on [a] test set for measuring syntactic and semantic word similarities [and provide] large 

improvements in accuracy at much lower computational cost, i.e. it takes less than a day to 

learn high quality word vectors from a 1.6 billion words data set”. These architectures are 

the Skip-gram and the Continuous Bag of Words, CBOW, models in the Word2vec 

package and they have since been well used for NLU-tasks. Briefly, the Skip-gram is an n-

gram model which outputs probable context words, given a skipped centre word. The 

CBOW model inversely takes context words as input and, thus, outputs the probability of a 

centre word. In both models, dense word vectors are side effects of shallow neural nets 

learning word probabilities. 

Using words as the smallest unit in an n-gram model has a distinct drawback: it makes it 

impossible to calculate the probability of a sequence of words if that sequence has not been 

seen in the training material [11]. For languages like Swedish, where compounding is a very 

productive word formation feature, unseen sequences and out-of-vocabulary words, OOV 

words, are likely to appear. This drawback of word-level n-grams was addressed in the 

2017 paper Enriching Word Vectors with Subword Information, by Bojanowski, Grave, 

Joulin and Mikolov [13], where it is shown that using subword information, i.e. character-

level n-grams, allows for word representations for OOV words: to find word similarity  “ 

the proposed model (sisg), which uses subword information, outperforms the [Skip-gram 

and CBOW] baselines on all datasets except [one]” (out of ten). And just as the word-level 

n-gram package Word2vec is published as an open source package, the character-level n-

gram package FastText is freely available. It contains not only word embedding software, 

but also classification tools and pre-trained word vectors in 157 different languages—
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including Swedish. Further, “the fast text classifier fastText is often on par with deep 

learning classifiers in terms of accuracy, and many orders of magnitude faster for training 

and evaluation. We can train fastText on more than one billion words in less than ten 

minutes using a standard multicore-CPU and classify half a million sentences among 

~312K classes in less than a minute” [14]. More specifically, the “train 

set contains 91,188,648 examples (1.5B tokens). The validation has 930,497 examples and 

the test set 543,424. The vocabulary size is 297,141 and there are 312,116 unique tags.” 

2.2.3 Supervised Machine Learning and Text Classification 
To classify is to “take a single observation, extract some useful features, and thereby 

classify the observation into one of a set of discrete classes”. And these classifications are 

not necessarily machine learning tasks. In fact, for “many areas of language processing [...] 

handwritten rule-based classifiers constitute a state-of-the-art system, or at least part of 

it”. [2] As exemplified by Manning, Raghavan and Schütze [10], these handwritten rules 

may result in precision and recall accuracies of 84-94 %. Also, they “have good scaling 

properties, but creating and maintaining them over time is labor intensive”, and “it can be 

hard to find someone with this specialized skill”. “Most cases of classification in language 

processing are therefore done via supervised machine learning” [2], which we will turn to 

now. 

Supervised machine learning, as paraphrased from An Introduction to Information 

Retrieval [10], involves a human supervisor who labels data for a machine to learn a 

classification function. Further, “[i]n text classification, we are given a description 𝑑 ∈  𝕏 

of a document, where 𝕏 is the document space;(sic!) and a fixed set of classes ℂ =

 {𝑐1, 𝑐2, . . . , 𝑐𝑗}”, where binary classifiers have two such classes and a “classification function 

γ that maps documents to classes:” 

𝛾 ∶  𝕏 →  ℂ       (3) 

On choosing a classifier, Jurafsky and Martin [2] note that naive Bayes, NB, “is easy to 

implement and very fast to train [but that] algorithms like logistic regression and [Support 

Vector Machines, SVMs] generally work better on larger documents or datasets [and that] 

naive Bayes works extremely well (even better than logistic regression or SVMs) on small 

datasets or short documents”. We will shortly turn to each of these, but first let us note that 

all three of these algorithms are linear classifiers and that “[t]ypical classes in text 

classification are complex and seem unlikely to be modeled well linearly. However, this 
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intuition is misleading for the high-dimensional spaces that we typically encounter in text 

applications. With increased dimensionality, the likelihood of linear separability increases 

rapidly. Thus, linear models in high-dimensional spaces are quite powerful despite their 

linearity.” [10] With that quote, let us now turn to the NB classification algorithm. 

NB classification relies on Bayes’ rule of conditional probability and does not make use of 

word vectors. The rule makes an assumption of independence between features–such as 

words–which, according to Hastie, Tibshirani and Friedman [15], “is generally not true 

[but which] does simplify the estimation dramatically”. Also, this assumption means that 

NB document classification depends on the multiplication of feature probabilities for each 

class 𝑐, such that 𝑃(𝑑|𝑐)  =  𝑃(𝑓1, 𝑓2,… , 𝑓𝑛|𝑐), and that the estimated class 𝑐 , for document 

𝑑, is the combination of Bayes’ rule and the naive multiplication of feature probabilities, 

resulting in equation 4: 

𝑐 ̂ = 𝑎𝑟𝑔𝑚𝑎𝑥 𝑃(𝑐|𝑑) = 𝑎𝑟𝑔𝑚𝑎𝑥 𝑃(𝑑|𝑐) ⋅ 𝑃(𝑐)   (4) 
 c ∈ C             c ∈ C 

In equation 4, we see that the classification calculates probabilities for all classes in 𝐶 and 

selects the most probable one, depending on the likelihood of the document, given class 𝑐, 

and the probability of that class in the set of classes. Finally, should there be any confusion 

as to what 𝑎𝑟𝑔𝑚𝑎𝑥 refers to, it means that the equation should select the argument such 

that the function is maximized and, in this case, equation 4 should select the class such 

that the probability function 𝑃(𝑐|𝑑) is maximized and the most probable class is returned. 

[2] 
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Figure 2.6 A decision boundary may separate two linearly 
separable classes in an infinite number of ways. The blue and 
red classes map documents as two-dimensional word vectors 
and may be separated correctly by any one of the decision 
boundaries in the graph. 

 
 

Median 

Logistic regression, like naive Bayes, is a linear classifier but, in contrast to naive Bayes, 

finds the most probable class directly, without Bayes’ assumption and in word vector space 

rather than by multiplying word probabilities. To do this, each feature 𝑓𝑖 of a document is 

associated with a weight 𝑤𝑖 and a class 𝑐, denoted as 𝑤𝑖𝑓𝑖(𝑐, 𝑑). The sum of weighted 

features, given class c and document d, is then used to find the most probable class for the 

given document, as shown in equation 5: 

𝑐 ̂ = 𝑎𝑟𝑔𝑚𝑎𝑥 𝑃(𝑐|𝑑) = 𝑎𝑟𝑔𝑚𝑎𝑥 ∑ 𝑤𝑖𝑓𝑖(𝑐, 𝑑)𝑁
𝑖=𝑗    (5) 

c ∈ C           c ∈ C 

The logistic regression and naive 

Bayes classification models both 

separate classes in log space and 

can be shown to have a separating 

decision boundary. Further, as 

the classifier models an 

estimation, the decision boundary 

is unlikely perfect for all possible 

documents. For instance, the 

decision boundary may, for some 

cases, be closer to one class than 

the other, without dividing the 

training data incorrectly, as 

shown in figure 2.6. Here it is 

evident that the plausible decision 

boundaries are of different quality 

for the data provided. 

Nonetheless, all of the boundaries separate the training data correctly but would classify an 

unseen document vector in the center left region very differently. SVMs address this 

problem. 

SVMs look “for a decision surface that is maximally far away from any data point [which] 

necessarily means that the decision function for an SVM is fully specified by a (usually 

small) subset of the data which defines the position of the separator. These points are 

referred to as the support vectors” [10]. Further, not only do support vectors provide a 

central decision boundary and a decision surface, but they also define a margin within 

which the classifier may return a third class: the unknown. By maximizing the margin, 
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SVMs avoid the uncertain classifications which logistic regression and naive Bayes 

classifiers make with classifications close to the decision boundary. Instead, SVMs have a 

built-in buffer and are better at generalizing the training data and, thus, provides more 

accurate classifications. In figure 2.7, tree support vectors fully specify the decision 

function in the figure. The maximized margin shows how a decision boundary has been 

found for the vector space in figure 2.6 and how much it deviates from the median by not 

taking all training data into consideration. 

Figure 2.7 The maximized margin and the support vectors 
define the decision surface around a central decision 
boundary in two-dimensional data vector space 
 

The SVM classification function for linearly separable classes involve a learned weight 

vector, �̅�, its transpose, �̅�𝑇, the classifiable feature vector, �̅�, and an intercept term, 𝑏, 

which separates the decision boundary, i.e. decision hyperplane, from all other 

hyperplanes perpendicular to the weight vector. As you may notice from equation 10, it is 

an extension of the linear equation 𝑓(𝑥)  =  𝑘𝑥 + 𝑚: 

𝑓(�⃑�) = 𝑠𝑖𝑔𝑛(�⃑⃑⃑�𝑇�⃑� + 𝑏)      (10) 

As a final note, since SVMs separate feature vectors into a negative and a positive class, 

classification means extrapolating the sign of the classification algorithm. [10] 
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2.2.4 Two or More Classes 
For an intent classification task, classifiers need to be able to output more than the binary 

classifications discussed for logistic regression and SVMs, above; classifiers need to be able 

to handle multiple classes and there are two such types: one-of and any-of classifications. 

These types can both be built by combining several binary classifiers–one for each class– 

and in the one-of case the class with the highest score is selected, whereas in the latter case 

a document may be assigned several labels. For a dialog system the designer must make a 

choice between the two types before launching the application, but the distinction has no 

effect on the binary classifiers as they are trained separately and only combined later. [2] 

2.2.5 Analyzing Classification Results 
When measuring classification performance, there are a few different mathematical 

approaches and functions available. Among them, a confusion matrix or an F-score.  

Confusion Matrix 
The confusion matrix makes presents a matrix that allows the reader to easily identify the 

flaws and strength of a classification machine. However, it becomes more difficult to read 

as classes increase in number, because the matrix is 𝑛𝑛 in size [16]. Consider the example 

in figure 2.8. There are 30 articles, 10 in English, 10 in Swedish and 10 in French. They are 

to be classified according to the language they have been written in, and the classification 

machine manages to distinguish between English and the other two well, but fails at 

noticing the difference between Swedish and French. The diagonal shows the amount 

correctly classified by prediction.  
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   Actual class  

  English Swedish French 

 English 8 1 0 

Predicted 

class 

Swedish 1 4 6 

 French 1 5 4 

 
Figure 2.8: An example of a confusion matrix. 

 

F-score 
A statistical function widely used in binary classification is F-score. The reason behind 

wide use is that it can be weighted towards precision or recall. In practice, these two 

measurements can be considered as the ratio of accurately identified classifications, and 

the ratio of classifications successfully identified overall, respectively. The traditional F-

score is the harmonic mean of precision and recall: 

𝐹𝛽 = (1 + 𝛽2) ∙ 𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∙ 𝑟𝑒𝑐𝑎𝑙𝑙
(𝛽2 ∙ 𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛) + 𝑟𝑒𝑐𝑎𝑙𝑙

    (13) 

The function is weighted by applying a value to 𝛽, where a lower value gives a result 

weighted towards precision while a higher value gives a result weighted towards recall. 

Generally, 𝛽 =  0.5 is used for precision weighting and 𝛽 =  2 is used for recall weighting. 
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3 Methods 

Under heading 2.2.3, several classification models are discussed, i.e. Naive Bayes, logistic 

regression and SVMs. Out of the three, the first model is not a vector model and the last 

model is more complex than the second. Adding to this, our purpose was to evaluate word 

vector models and not classifiers. Thus, as a consequence of these facts and the time 

constraint of this project, the evaluation has been limited to a focus on sparse and dense 

vectors and the choice to only use logistic regression for the trained classifiers, rather than 

to juxtapose them with SVM-classifiers. 

To classify is to “take a single observation, extract some useful features, and classify the 

observation…”, as cited under 2.2.3. And for the purpose of intent classification, which is 

the seed from which this work has sprung, the observations to be classified by our models 

are not entire conversations but user’s single statements. Further, to find a data threshold 

for these intent classifications–or a trend indicating where that threshold may be found–

there needs to exist a comparable benchmark for the intent classifications. Thus, because 

the entire chat logs were available, these logs were selected as benchmark training data for 

classification models, even though a long chat log is not similar to the data to be classified. 

In other words, using entire chat logs to train models for single statement classifications 

may seem counter-intuitive. But when considered as a baseline against which one may 

discover a sought trend and an improvement in models trained on single statements, it is a 

reasonable choice to add those models in with the other evaluated intent classifiers. 

Finally, since our purpose has been to provide insight on different vector models for text 

classification – specifically user input classification for dialog systems, the reasoning above 

led us to form a hypothesis that a model trained on single statement user input, will 

outperform models trained on full conversations in terms of precision weighted F-score, or 

F0.5-score. And with this hypothesis, we needed two differently formatted corpora, 

something which further added to the choice of method: using corpora containing full 

conversations and corpora containing single statements. The format of these two format 

types are illustrated in figure 3.1: 
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Two Formats of Data 

 
Figure 3.1: The two data formats visualized as full conversations and in single statement form. 

3.1 Getting and Preparing Data 

The subsidiary company of Telenor, Vimla, provided API access to download chat logs 

from their chat platform. A simple program was made to download all available chat logs, 

and another was made, using regular expressions, to format them for our purposes and 

discard metadata, personal and other superfluous information, keeping in mind that the 

EU’s General Data Protection Regulation, GDPR, was to take effect during our work. In 

addition to the actual conversations, we saved initial and final timestamps for each 

conversation, to calculate the hypothetical improvements to efficiency that a virtual agent 

might make, as the data was at our fingertips. 

None of the downloaded logs were labeled - this had to be done manually, and out of the 

>40,000 logs 3,700 were classified as billing related chat logs, making up ~800,000 

words. And as per our single statement hypothesis, we also needed to extract the single 

statements from the >40,000 logs. To find the single statements, we looked at the logs and 

found that the majority of single statements were found in the longest of the first three 

messages sent by the customer. This was implemented as an algorithm to automatically 

extract single statements from the logs: 

1. Initialize an empty array of root statements 

2. For each conversation: 
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i. Identify each message sent from the customer 

ii. Order them chronologically 

iii. Take the three first messages 

iv. Out of these three messages, take the longest one 

v. If the message is a greeting phrase, skip step vi 

vi. Add the message to the array of root statements 

 

The algorithm was not able to identify single statements in all conversations, thus resulting 

in ~20,000 single statements extracted from >40,000 conversations–see step v. Out of 

these 20,000 single statements, 1,400 were manually classified as billing statements, 

making up ~40,000 words. 

The result was two corpora ready for vectorization, where the corpus keeping entire 

conversations contained considerably more data. 

3.2 Vectorizing the Corpora and Training the Models 

Once the corpora were complete and ready for vectorization, they were vectorized with the 

Gensim Python library [17], using the following methods: 

● Bag of Words 

● TF-IDF 

● Word level n-grams 

● Character level n-grams 

 

This resulted in eight vector files–four vector files for the corpus containing full 

conversations and four vector files for the corpus containing single statements. The 

training was then done in five phases for each model, each time increasing the amount of 

training data. As data quantity differed between the two corpora, we increased the data 

differently for the models. Models trained on full logs were trained in stages of 200, 500, 

1000, 2000, and finally 3700 logs. Models trained on single statements were trained in 

stages of 200, 400, 600, 900, and finally 1400 single statements. 

We wanted to train the models using both logistic regression and SVM as a part of the 

evaluations, but due to lack of time we had to pick one or the other - we chose logistic 

regression as our studies found that this method was fairly easy to implement and suited 

binary classification well. The result was two sets of models, each set consisting of four 
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model categories trained in five stages of data quantity, as outlined above. In total, we 

evaluated 40 models. 

3.3 Evaluating the Models 

The evaluations were done differently for the two types of models. The models trained on 

full logs were not only tested on full logs, but also tested on single statements, while 

models trained on single statements were tested on single statements only. The reasoning 

being that the single statement hypothesis needed to be verified by the full conversation 

baseline models. 

The testing data consisted of two sets - one consisting of 500 billing related logs and 500 

non-billing related logs, and the other set consisting of 500 billing related single 

statements and 500 non-billing related single statements. This data was manually 

classified, and the single statements were manually extracted. 

The model evaluations were done with F-score, which is suitable for binary classification 

result measuring because the function can be weighted towards precision (F0.5-score) and 

(F2-score) recall. When evaluating, precision was deemed more interesting than recall. This 

is because it was deemed more important for a virtual agent to confidently reply accurately 

to few customers rather than having a virtual agent replying with low certainty to many 

customers. 
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4 Results 

This section of the paper presents the F0.5-score results for the trained vector models, or 

classifiers. As previously stated, two sets of models were trained–one set of models trained 

with a corpus of full conversations and one set of models trained with a corpus of single 

statements. Each set of models is made up of five different amounts of data for training 

four different vector models, totaling 40 classifiers. Here, the data is presented in two 

vector categories: sparse and dense, where the former comprises Bag of Words and TF-

IDF (Figure 4.1 and Figure 4.2), and the latter comprises the n-gram vector models on 

word level and character level (Figure 4.3 and Figure 4.4). The F0.5-score shows how well 

these 40 models classify conversations and single statements as billing or not billing. Raw 

values may be found Appendix tables A1, A2, A3 and A4. 

 

Figure 4.1: F0.5-scores for ten sparse vector models trained on five datasets of full 

conversations ranging from 200 to 3,700 conversations. The models were tested on both 

full conversations and single statements. 
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Figure 4.2: F0.5-scores for ten sparse vector models trained on five datasets of single 

statements ranging from 200 to 1,400 conversations. 

 

Figure 4.3: F0.5-scores for 10 dense vector models (word level n-gram models and 

character level n-gram models) trained with five datasets of between 200 and 3,700 

conversations and tested with both full conversations and single statements. 
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Figure 4.4: F0.5-scores for 10 dense vector models (word level n-gram models and 

character level n-gram models) trained on five datasets of between 200 and 1,400 single 

statements and tested with single statements.
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5 Analysis and Discussion 

In this section of the paper we analyze and discuss the results presented in the previous 

section. In the first part of this section we discuss the results from a business viewpoint, 

but the majority of focus lies in the latter parts where we dissect the results and discuss 

what they tell us from a technical viewpoint. 

5.1 NPS, Efficiency and the Social Functions of a Dialog System 

In the case of Telenor mobile customers, NPS correlates with both ARPU and customer 

loyalty. In Figure 2.1, NPS is plotted against ARPU and the correlation between average 

revenue and NPS. The figure shows a clear increase in revenue with higher motivation to 

recommend Telenor as subscription provider, which both encourages the use of NPS as a 

metric as well as stressing the importance of meeting customer needs and continuously 

improving the value proposition of the product. Further, promoters are less likely to 

terminate their subscriptions, thus making them even more profitable over time–a 

relationship shown by Figure 2.2, where there is a steady positive NPS-trend with each 

month as customer. 

From figure 2.3, it is clear that customers communicating with Telenor on social media 

channels have been markedly more satisfied than customers calling in. For this reason 

only, there is a clear incentive to try and move customers from the CS call service to the CS 

chat service: in the past 14 months, the average NPS for social media was 35 % higher than 

it was for callers and, despite the occasional downturn, the social media NPS was 15 % or 

better throughout the period. The initiative to investigate dialog system development is 

well grounded. 

However, as humans, we are social animals and prefer human-like communication. 

Therefore, it is hard work to completely replace the CS chat function with a machine. That 

is, efficiency is not everything to the customer and using parts of a dialog system as an 

assistant to CS may very well be the best of both worlds. Instead of taking on full 

responsibility for responses it would not be a farfetched solution to allow a system to assist 

and suggest answers to the customer services representative, without taking away the 

customer experience of chatting with a real person. In stating that, however, it is clear that 

once machine replies are on par with a human being, CS chat functions may be fully 

automated. Hypothetically, this could at least remove the NPS fluctuations in figure 2.3, 

that we see for Social Media, and perhaps allow for a consistent 70-80 percent rate of 
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customers who would recommend Telenor. On a broader spectrum, stable NPS scores is a 

strong motivator for all CS chat service functions to employ dialog systems. 

Nonetheless, improving chat services does not automatically improve NPS for customers 

calling the CS function–which they reportedly prefer for quick answers to complex 

questions. It may very well be that this is the reason for the lower NPS score for callers–

perhaps they have more complicated problems, or perhaps they find chatting to be more 

complicated. Also, whether the NPS comparison in figure 2.3 is relevant or not is difficult 

to assess as there is no correlation between the NPS measure and the nature of the 

conversations. It may very well be that unhappy customers prefer to call and that the social 

media channels are where promoters prefer to communicate. Also, the topics of 

conversation or the level of privacy may vary greatly in the different channels, in which 

cases these NPS scores are not comparable but rather an indication of how difficult it may 

be to move customers from calling to chatting. 

5.2 Word Vector Models and the Sparsity of Data 

The researchers behind word-level n-grams and character-level n-grams used 783 million 

and 1.5 billion words, respectively, and they report models on par with deep neural 

network models. Here, we have asked where the data threshold is for dense vector models 

to result in state-of-the-art classifiers and have come up short of that threshold, with our 

799,544 words. We are therefore not able to draw any conclusions with regards to where 

that threshold may lie.  

Nonetheless, there is clear evidence that our dense vector models need much more data. 

Only the best word-level and character-level models approach the worst sparse vector 

models. Below, these results are discussed in more detail, starting with a discussion on our 

hypothesis behind training models with single statements. 

5.2.1 Train on Full Conversations to Classify Single Statements 
3,700 conversations gave us 1,400 single statements and no significant improvement in 

classification. In fact, for the dense vector models the models trained on more than 1000 

full conversations outperformed all dense vector models trained on single statements–

barring one outlier among the single-statement character-level models (Figure 4.4) which 

was better than most models but not among the best dense vector models. Further, there is 

no difference between sparse vector models with regards to training data and single 

statement classification: tf-idf models reach an F0.5-score of 0.8 for single statement 
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classification regardless of training data type. Therefore, we argue that one may as well let 

models trained on full conversations classify single statements. We hypothesize that the 

cause for this lies in the text mass presented as training data; full conversations include 

messages sent by both parts, and as the conversation progresses between the two parts the 

scope of the context narrows–more relevant words and their surrounding words are 

repeated, giving those embeddings more weight for classification. Also, a full conversation 

is more likely to contain the specific single statements which are typical for a certain 

class/tag/intent, and may therefore better represent the sought context than the hard won 

single statements drawn from the first three turns of that same conversation. 

Naturally, we cannot draw too broad conclusions from our findings. There is a chance that 

the scope of our billing class has had an effect on performance. A narrower scope where the 

user intent can be said to be more specific might not be classifiable by full-conversation 

models. For our purposes here, classifying statements as billing or not billing might as well 

be done by our full-conversation models but whether or not single statement training in 

general is a viable method for intent classification remains to be thoroughly examined. 

Nonetheless, with our amount of data and a broad class such as billing, conversations are 

more than adequate as training data for the models. 

5.2.2 Sparse Vector Models 
In Figure 4.1, we see that our sparse vector models trained on full conversations quickly 

perform very well on classifying conversations, that BOW models are better with little 

amounts of data but that the tf-idf weighting is necessary when training data approaches 

4,000 conversations–because BOW-model performance peaks at 2,000 conversations, 

with a 0.97 f0.5-score, but then worsens. Still, that model is our best one; the tf-idf model 

trained with 3,700 conversations is better than the bag-of-words model trained with the 

same data, but, with an F0.5-score of 0.968, it is still trending upwards and has yet to 

outperform the bag-of-words model trained with 2,000 conversations. Thus, with more 

data tf-idf should be used–especially if training is done with single statements, as shown in 

Figure 4.2 where tf-idf is the winner in 4 out 5 comparisons. 

The pattern of a BOW model peaking early and then dropping in performance is repeated 

for the same models when tested with single statements. Figure 4.1 shows that the best 

BOW model is trained with 400 conversations and that tf-idf catches up at 2,000 

conversations, without improving from there. The F0.5-scores for the BOW and tf-idf single 
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statement classifications, however, are not as good as for conversation classifications and 

reach F0.5-scores of o.8.  

5.2.3 Dense Vector Models 
Our best dense vector models show us that we do not have enough data for neither word-

level n-grams nor character-level n-grams to improve on sparse word vectors when models 

are trained with logistic regression. In fact, with each increase of training data our full-

conversation models are still improving and, what is more, it seems that they have a 

converging trend with each increase in training data–regardless of classification type. At 

4,000 conversations Figure 4.3 show almost identical F05-scores around 0.7 for both single 

statement and full conversation classifications by the two models trained with full 

conversations. 

The dense models trained with single statements never show any improvements. In Figure 

4.4 we see how both word-level and character-level models fluctuate with 0.05 points 

around an F0.5-score of 0.6. Four out of five character-level n-gram models are better than 

their word-level data-set counterparts and perhaps the beginning of a converging positive 

trend is visible as the 1,400-models score nearly the same–at 0.6. Nonetheless, these 

models are a full 0.1 worse than the conversation-trained competition and they emphasize 

what was found with the sparse vector models: full-conversation models may as well be 

used for both single statement classification and conversation classification. And perhaps 

the character-level models are slightly better than word-level models, but not significantly. 

5.2.4 Sparse and Dense Model Comparison 
Any company with data logs growing in size has to ask whether there is any use to them.  

For the Vimla chat logs there is now a clear use case: our work here has resulted in 

classifiers which are able to find whether a conversation should be tagged as billing or not 

billing and the manual classification of chat logs, that has been a painful part of our work, 

seem to have been time well spent–those days are over!  

What we have shown is that sparse vector models outperform dense vector models for our 

amount of data and that the F0.5-scores are as reliable as 0.97. The dense vector models 

show a positive trend and the sparse vector models look like they are as good as they are 

going to get but the latter have a long way to go before they reach their full potential–and 

their rivals. As can be seen in figure 5.1, the dense models are trailing their sparse 

counterparts with an F0.5-score difference of about 0.25 and need not be used in 
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production. We do suggest, however, that the sparse vector models we have produced be 

put to use so that future logs are automatically classified. Further, in conjunction with this 

integration into the Vimla workflow, we suggest a data threshold be set as a trigger to run 

new comparisons between sparse and dense vector models so that there may be an answer 

to one of our initial questions: at which point is there enough data to warrant dense vector 

models? 

 

 
Figure 5.1: F0.5-scores for twenty sparse vector models trained on five datasets of full 

conversations ranging from 200 to 3,700 conversations and tested on full conversations. 

5.3 A Broader Perspective 

Assuming that the best classification model is implemented, there are direct and indirect 

consequences of the work presented. In the work place, the time-consuming and specialist 

demanding task of classifying data into billing and non-billing may now be left to a 

machine. This has several consequences.  

First, the human resources, i.e. the employed CS-staff, needed for the classification and 

data extraction tasks, may now be put to better use and enjoy other, more gratifying work. 

In turn, this results in a better atmosphere in the workplace and a more productive team.  
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Second, a more efficient work place may employ more people or make more profit and thus 

benefit the society as a whole by bringing in more taxes and raising living standards. 

However, profit is not everything. A more efficient company may also choose to reward its 

employees with more time off, to enjoy other aspects of life, or it may invest in the 

wellbeing of its staff. 

Third, to not have a person look at the chat logs is ethically sounder in that it infringes less 

on the privacy of the customers and the co-workers. Perhaps looking at the topics and the 

personal information found in telecommunications chat logs is not a great infringement on 

privacy, but for other businesses chat logs may be of a more sensitive nature. In the cases 

of online therapy and social media in general, machine classification of logs for 

information retrieval has a great impact on the privacy of those who communicate online–

and on the wellbeing of the staff not performing the task. 

Fourth, sustainability is always affected by trained machines. It is difficult to say whether it 

is positive or negative that machines do more and more work. Nonetheless, less kilowatt-

hours of computer power are used for the manual classification task: in the short term our 

classifier has a positive environmental impact with less resources used for classification.  

Whether the computer power used for machine classification takes more or less power 

than the lit-up screen(s) of the classifying staff shall be left for future work. Suffice to state 

that power is required for this task and that it was not needed to this extent before the 

advent of computers; with every invention designed to alleviate our burdens there seems to 

be an ever-increasing amount of new needs and powered machines. And with the human 

desire to organize and classify, there is the risk that with better classifiers we will now only 

classify more and more. Perhaps that is for the better. 
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6 Conclusions 

The conclusions that can be drawn from our evaluation results are that, with our sparse 

amount of data, character level n-gram vector models perform marginally better than word 

level n-gram vector models at classifying Swedish intents. Although, the reader should 

keep in mind that this work is constrained to binary classification with broad classes: 

billing and non-billing. In summary, dense vector models require more data to compete 

with sparse vector models, and dense vector models generally showed insignificant 

differences. 

Around 800,000 words in the form of chat logs were vectorised, using both sparse and 

dense vectorization methods. The result was models capable of classifying user input with 

high certainty, which tells us that companies with small amounts of chat logs can use these 

for binary user-input classification, given that the classes are broad enough. 

We had a hypothesis that models trained on single statements would be better at 

classifying single statements. The hypothesis could not be supported by our models, as 

models trained on corpora with chat-log format, vectorized using both sparse and dense 

methods, performed better at classifying single statements. We believe that the reason 

behind this outcome lies in the amount of context that can be expressed during an entire 

conversation, as opposed to the limited amount of context given in a single statement. 
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7 Future Work 

The results provided in this paper are constrained to the relatively small amount of 

training data we had available. This lead to an interesting discussion and analysis but can 

be further researched by simply increasing the data quantity. The hypothesis of a data 

threshold for dense models is still needs more data for any type of conclusion. If future 

studies have classified training data available with more than two classes, they should take 

that opportunity and not constrain the research to binary classification, as we did due to 

data sparsity. The resulting analysis may then be interesting in terms of multi-class-

classification differences between dense and sparse vector models. 

Our initial goal was to train the models by using both logistic regression and SVM. Further 

studies in this area of research can accomplish this by reproducing our method, adding 

SVM as a method of training. Comparing those results with the ones presented in this 

paper could potentially answer questions regarding vector models versus training methods. 

Further, the poor dense vector model F05-scores also show us that we have what the 

literature would refer to as little data, and with little data we know that Naive Bayes 

classifiers may perform rather well. Considering the dense vector model results, therefore, 

we would suggest a comparison of sparse vector models with not only SVM, but with an NB 

classifier as well. 

A test we have not looked at is the area in which character-level n-gram models reportedly 

outshine other word vector models; we performed no evaluation on the impact of OOV 

words. Therefore we also suggest that specific OOV-conversations and single statements be 

used to compare Swedish character-level and non-character-level classifiers. 
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Appendix 

Presented here are all precision weighted F-score values gathered during evaluations. Each 
column specifies full conversation or single statement amount used when training, while 
each row specifies the vectorization method and what the model was tested on.  

Models Trained on Sparsely Vectorized Corpora 

Table A1: F0.5-score results for models trained on a full conversation corpus vectorized with 

sparse vector models. 

 200 500 1000 2000 3700 

TF-IDF Tested on full 
conversations 

0,93 0,94 0,95 0,96 0,967983 

BOW Tested on full 
conversations 

0,94 0,95 0,96 0,97 0,96 

TF-IDF Tested on single 
statements 

0,751812689 0,775281 0,785319 0,80026738 0,800267 

BOW Tested on single 
statements 

0,790243902 0,802646 0,790244 0,78531856 0,785319 

 

Table A2: F0.5-score results for models trained on a single statement corpus vectorized with 

sparse vector models. 

 200 400 600 900 1400 

TF-IDF Tested on single 
statements 

0,603754 0,737647 0,799481 0,799481 0,801671 

BOW Tested on single 
statements 

0,692177 0,692177 0,774932 0,777224 0,779467 

. 

 

  



 
 

Models Trained on Densely Vectorized Corpora 

Table A3: F0.5-score results for models trained on a full conversation corpus vectorized with 

dense vector models. 

 200 500 1000 2000 3700 

Word n-grams Tested on full conversations 0,35991 0,56 0,63 0,64 0,707977 

Char n-grams Tested on full conversations 0,451965 0,6 0,63 0,647975 0,687977 

Word n-grams Tested on single statements 0,45 0,617974 0,675904 0,645899 0,695906 

Char n-grams Tested on single statements 0,277778 0,645899 0,647975 0,685905 0,697977 

 

Table A4: F0.5-score results for models trained on a single statement corpus vectorized with 

sparse vector models. 

 200 400 600 900 1400 

Word n-grams Tested on single statements 0,57 0,6 0,607973 0,55 0,587973 

Char n-grams Tested on single statements 0,603754 0,577972 0,667089 0,6 0,6 
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