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Abstract

The operational performance of an underground mine depends critically on how
the production is scheduled. Increasingly advanced methods are used to create
optimized long-term plans, and simultaneously the actual excavation is getting
more and more automated. Therefore, the mapping of long-term goals into tasks by
manual short-term scheduling is becoming a limiting segment in the optimization
chain. In this thesis we study automating the short-term mine scheduling process,
and thus contribute to an important missing piece in the pursuit of autonomous
mining.

First, we clarify the fleet scheduling problem and the surrounding context. Based
on this knowledge, we propose a flow shop that models the mine scheduling problem.
A flow shop is a general abstract process formulation that captures the key properties
of a scheduling problem without going into specific details. We argue that several
popular mining methods can be modeled as a rich variant of a k-stage hybrid flow
shop, where the flow shop includes a mix of interruptible and uninterruptible tasks,
after-lags, machine unavailabilities, and sharing of machines between stages.

Then, we propose a Constraint Programming approach to schedule the under-
ground production fleet. We formalize the problem and present a model that can be
used to solve it. The model is implemented and evaluated on instances representative
of medium-sized underground mines.

After that, we introduce travel times of the mobile machines to the scheduling
problem. This acknowledges that underground road networks can span several
hundreds of kilometers. With this addition, the initially proposed Constraint Pro-
gramming model struggles with scaling to larger instances. Therefore, we introduce a
second model. The second model does not solve the interruptible scheduling problem
directly; instead, it solves a related uninterruptible problem and transforms the
solution back to the original time domain. This model is significantly faster, and can
solve instances representative of large-sized mines even when including travel times.

Lastly, we focus on finding high-quality schedules by introducing Large Neigh-
borhood Search. To do this, we present a domain-specific neighborhood definition
based on relaxing variables corresponding to certain work areas. Variants of this
neighborhood are evaluated in Large Neighborhood Search and compared to using
only restarts. All methods and models in this thesis are evaluated on instances
generated from an operational underground mine.
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Sammanfattning

Underjordsgruvans operativa prestanda är till stor del beroende av schemaläggnin-
gen av de mobila maskinerna. Allt mer avancerade metoder används för att skapa
optimerade långtidsplaner samtidigt som produktionsaktiviteterna blir allt mer
automatiserade. Att överföra långtidsmål till aktiviteter genom manuell schemaläg-
gning blir därför ett begränsande segment i optimeringskedjan. I denna avhandling
studerar vi automatisering av schemaläggning för underjordsgruvor och bidrar
således med en viktig komponent i utvecklandet av autonom gruvdrift.

Vi börjar med att klargöra schemaläggningsproblemet och dess omgivande
kontext. Baserat på detta klargörande föreslår vi en abstraktion där problemet kan
ses som en flow shop. En flow shop är en processmodell som fångar de viktigaste
delarna av ett schemaläggningsproblem utan att hänsyn tas till allt för många
detaljer. Vi visar att flera populära gruvbrytningsmetoder kan modelleras som en
utökad variant av en k-stage hybrid flow shop. Denna utökade flow shop innehåller
en mix av avbrytbara och icke avbrytbara aktiviteter, eftergångstid, indisponibla
maskiner samt gemensamma maskinpooler för vissa steg.

Sedan föreslår vi ett koncept för att lösa schemaläggningsproblemet med hjälp
av villkorsprogrammering. Vi formaliserar problemet och presenterar en modell
som kan användas för att lösa det. Modellen implementeras och utvärderas på
probleminstanser representativa för mellanstora underjordsgruvor.

Efter det introducerar vi restider för de mobila maskinerna i schemaläggn-
ingsproblemet. Detta grundar sig i att vägnätet i underjordsgruvor kan sträcka
sig upp till flera hundra kilometer. Med det tillägget får den initiala villkorspro-
grammeringsmodellen svårt att lösa större instanser. För att möta det problemet
så introducerar vi en ny modell. Den nya modellen löser inte det avbrytbara prob-
lemet direkt utan börjar med att lösa ett relaterat, icke avbrytbart, problem för
att sedan transformera lösningen tillbaka till den ursprungliga tidsdomänen. Denna
modell är betydligt snabbare och kan lösa probleminstanser representativa för stora
underjordsgruvor även när restider inkluderas.

Avslutningsvis fokuserar vi på att hitta scheman av hög kvalitet genom att
optimera med Large Neighborhood Search. För att åstadkomma detta presenterar vi
ett domänspecifikt grannskap baserat på att relaxera variabler som rör aktiviteter
inom vissa produktionsområden. Flera varianter av detta grannskap utvärderas och
jämförs med att enbart använda omstarter. Alla metoder och modeller i den här
avhandlingen är utvärderade på genererade instanser från en operativ underjords-
gruva.
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Chapter 1

Introduction

In this thesis, we will study short-term underground mine scheduling. In particular,
we will introduce methods suitable for automating the mine scheduling process.

1.1 Motivation

Many of us have grown accustomed to a way of living that depends heavily on
various metals. These metals are found in everything from smartphones to wireless
car-keys, and are key ingredients in many things that we use in our increasingly
digital life. In nature, these metals are commonly found in ore deposits located
several kilometers under the surface. To keep satisfying the market demand for
metals, underground mines are forced to go deeper and deeper.

In general, underground mining is a large operation where a diverse set of
activities are performed in a confined environment, see Fig. 1.1. The operational
performance, and thus the profitability, of an underground mine is highly influenced
by how well the production fleet is coordinated. This coordination, i.e. short-term
mine scheduling, determines who should do what and when. Today, scheduling is
mostly done manually with methods on the edge of what they can handle and
without guarantees on performance. According to a survey of more than 200 high-
level executives in mining companies all around the world [1], the top-challenge for
modern mines is to maximize production effectiveness. Addressing this challenge is
judged even more important than improving the reliability of individual equipment.
This highlights the importance of coordination on a system level.

Mine production effectiveness can be increased by introducing supportive al-
gorithms in the scheduling process. These algorithms enable mines to construct
optimized schedules with respect to custom metrics in a matter of seconds or min-
utes rather than hours or days. Additionally, manual scheduling is a tedious and
error-prone task where the performance is heavily dependent on the scheduler. Thus,
supportive algorithms can help to achieve more uniform outcomes, resulting in a
more stable process.

In other industries, such as chemicals and metals, automatic short-term schedul-

1
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Figure 1.1: Underground mining is a large operation where numerous activities of
different types are coordinated. The ultimate objective is to have a sustainable, safe,
and profitable extraction of ore from an underground ore deposit. Picture courtesy
of ABB AB.
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ing and production planning has been proven beneficial for decades [2, 3], however
underground mining is lagging behind. This is partly due to that underground
mining has historically been a non-transparent process, where information about
the state of the mine is only known (if at all) on shift breaks when the leaving shift
reports what has been done during the shift. However, with the adaption of new
communication technologies underground, this has started to change.

In recent years, a few works on optimizing and automating the underground
mine scheduling process have been published [4–8]. The proposed methods in the
literature are mostly based on Mixed Integer Linear Programming (MILP) or greedy
construction procedures. Another efficient method for solving scheduling problems
is Constraint Programming (CP) which has proven its worth by closing many open
job shop instances [9]. More recently, Laborie [10] compared a variety of methods
(CP, MILP, SAT-modulo theory) on a wide range of scheduling problems. In this
comparison, CP outperformed all other approaches thanks to a mix of constraint
inference, automatic search and Large Neighborhood Search. Baptiste et al. [11] argue
that the reason why CP is successful for scheduling problems is that it combines the
preciseness of methods from operations research, by clever exploitation of problem
structure, with the focus on generality from research on artificial intelligence.

In this thesis, we will demonstrate that Constraint Programming is a suitable
method for automating the short-term mine scheduling process.

1.2 Context

Mining operations are planned in different levels of granularity, see Fig. 1.2. The life-
of-mine plan has the longest horizon and considers the remainder of the estimated
time of operation. The life-of-mine plan accounts for economical predictions of ore
prices, costs, and production challenges, and balances that with the remaining ore
reserve. This plan is then decomposed into extraction plans of varying granularity
which determine what year, or month, parts of the ore-body should be depleted.
The extraction plan thus implicitly determines the tonnage to be extracted during
this period. In order to realize that goal, various activities must be scheduled,
i.e. machines and personnel must be allocated, and start- and end-times must be
determined for the individual activities. The scheduling process also coordinates
production (excavating ore) with supporting activities such as road construction,
extending infrastructure, mine development (preparing for production), and fleet
maintenance. The lowest parts of the pyramid in Fig. 1.2 illustrate that to perform
the activities in a schedule, mobile machines must first be routed to the correct areas,
and then the actual task, e.g. drilling, must be realized either manually, remotely,
or autonomously. Scheduling can thus be seen as the glue that unites high-level
planning (how to maximize dividends) with low-level control (excavating ore).

The cost of an underground mine operation increases with the depth of production.
To fight the cost increase, the industry is pushing two fronts: optimized planning
and autonomous machines. First, better long-term and medium-term plans, the
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Life-of-mine plan

Extraction plan

Scheduling

Routing

Low-level control

Figure 1.2: Different horizons are used for planning, scheduling, and control, in the
optimization chain for underground mine operations.

top two levels in the pyramid in Figure 1.2, are now created using sophisticated
tools and methods based on e.g. mathematical programming. Second, mines that
historically moved from hand-held equipment to mechanized equipment, are now
moving to automated equipment and autonomous machines. This transition makes
production more efficient by automating the two lowest levels of the pyramid in
Figure 1.2. Combining these two observations, it is unfortunate that scheduling
is still done manually. In pursuing the autonomous mine, it is important that the
long-term plan and its actual realization is efficiently connected through automated
short-term scheduling. Otherwise, the scheduling process will be a bottleneck in the
optimization chain.

1.3 Contributions and Outline

After this introduction, the rest of the thesis follows this outline:

Chapter 2: Background

In this chapter, we introduce the theoretical background of various methods and
algorithms used for scheduling. In particular we introduce the concept of a flow shop.
We categorize the methods found in literature as exact, heuristic, or metaheuristic,
and introduce illustrative examples of each category. In addition, we introduce a
pertinent introduction to Constraint Programming. This chapter is based on the
publication:

• M. Åstrand, M. Johansson, and J. Greberg, “Underground Mine Scheduling
Modeled as a Flow Shop: a Review of Relevant Works and Future Chal-
lenges”, Journal of the Southern African Institute of Mining and Metallurgy,
Forthcoming in December 2018.
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Chapter 3: Underground Mining Modeled as a Flow Shop

In this chapter, the underground mining process is introduced, where focus is put
on aspects that concern short-term scheduling in underground mining. Based on
this knowledge, a flow shop abstraction of the mine scheduling problem is proposed.
We also review relevant works in mine optimization starting with the few available
published works on short-term mine scheduling, and expanding towards related
fields such as medium-term planning and routing. This chapter is based on the
publication:

• M. Åstrand, M. Johansson, and J. Greberg, “Underground Mine Scheduling
Modeled as a Flow Shop: a Review of Relevant Works and Future Chal-
lenges”, Journal of the Southern African Institute of Mining and Metallurgy,
Forthcoming in December 2018.

Chapter 4: Fleet Scheduling using CP

In this chapter, we introduce a first Constraint Programming model to solve the
underground fleet scheduling problem. We formalize the scheduling problem, and
introduce a model that scale to realistic problem sizes representative of small or
medium-sized underground mines. This chapter is based on the publication:

• M. Åstrand, M. Johansson, and A. Zanarini, “Fleet Scheduling in Underground
Mines using Constraint Programming”, In International Conference on the
Integration of Constraint Programming, Artificial Intelligence, and Operations
Research, (pp. 605–613). Springer, Cham, 2018.

Chapter 5: Scalable Scheduling with Fleet Travel Times

In this chapter, we address the need of including fleet travel times into the constraint
model, since some mines can have road networks spanning hundreds of kilometers.
To accommodate for fleet travel times the previously proposed model must be
adapted to ensure that sufficient travel buffers are kept between subsequent tasks.
Noting that the previous model does not scale when introducing travel times, we
introduce a new model. The new model does not directly solve the original scheduling
problem, but instead solves a modified problem and transforms the solutions back
to the original time domain. This method is faster and is able to solve instances
representative of medium or large-sized underground mines, even when including
fleet travel times. This chapter is based on the publication:

• M. Åstrand, M. Johansson, and A. Zanarini, “Underground Mine Scheduling
of Mobile Machines using Constraint Programming and Large Neighborhood
Search”, Submitted to the European Journal of Operational Research.
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Chapter 6: Schedule Optimization with LNS

In this chapter, the focus is on creating optimized schedules. To this goal, we
introduce a domain-specific neighborhood definition that is used in Large Neighbor-
hood Search (LNS). We compare the result of using this method with using only
restart-based search. This chapter is based on the publication:

• M. Åstrand, M. Johansson, and A. Zanarini, “Underground Mine Scheduling
of Mobile Machines using Constraint Programming and Large Neighborhood
Search”, Submitted to the European Journal of Operational Research.

Chapter 7: Discussion and Conclusions

In this chapter, we present a summary of the results and some future research
directions. Additionally, we include experiences from working with automating the
short-term scheduling process in the mining industry. In particular, we present
experiences from a pilot week of using a constructive heuristic in the operation of a
real underground mine.

• K. Mishchenko, M. Åstrand, and R. Lindkvist, “Experiences from Developing
a Tool for Closed-loop Automatic Scheduling”, To be submitted to the 2nd
International Conference Mines of the Future.

Other Publications

The following publications are not a part of this thesis:

• M. Åstrand, K. Saarinen, and S. Sander-Tavallaey, “Surrogate Models for
Design and Study of Underground Mine Ventilation”, In 22nd IEEE Interna-
tional Conference on Emerging Technologies and Factory Automation (ETFA),
2017.

• B. Skawina, M. Åstrand, J. Greberg, and F. Sundqvist, “Automatic Closed-
loop Scheduling in Underground Mining using Discrete Event Simulation”, To
be submitted to the Journal of the Canadian Institute of Mining, Metallurgy
and Petroleum.

• M. Åstrand, E. Jakobsson, M. Lindfors, and J. Svensson, “Monitoring Road
Quality in an Underground Mine”, Under submission.



Chapter 2

Background

In this chapter, we will present a pertinent introduction to relevant theory. First,
we will introduce the concept of a flow shop. After that, we will present and cate-
gorize relevant scheduling methods into exact, heuristic, or metaheuristic methods;
and introduce representative examples of each category. Lastly, we will provide a
theoretical background on Constraint Programming.

The incentives for theoretical research on scheduling often comes from different
underlying processes and industries. To formalize the methods, general abstract
formulations know as flow shops have been developed which capture the key proper-
ties of the scheduling problem without going into specific details [12]. For instance,
when scheduling an assembly line, it is important in which order parts should be
assembled, but not if the actual part is the tire of a bicycle or the button on a
shirt. The flow shop thus provides a framework for developing scheduling algorithms
separated from irrelevant process details. A jargon often heard by people working in
a specific industry is that their processes differ from other industries in some key
aspects, rendering results from other industries inapplicable. However, we argue
that at least those industries which can be categorized as process industries have
more things in common than things that differ. By modeling the mining process as
a flow shop one can more easily see which scheduling methods in the literature that
are suitable for mining.

2.1 The Flow Shop

The scheduling of the mobile machinery is a key component for successful under-
ground mining operation. One way to describe a scheduling problem is to use the
concept of a flow shop. The term flow shop is used to denote a typical manufacturing
setup where the items that are being produced need to be processed on several
stationary machines [13]. For instance, to produce a loaf of bread in an industrial
bakery, the ingredients first need to pass through a dough mixer, followed by a
portioning machine, and lastly the raw loaf needs to be processed in an oven. Ad-
ditionally, it might be so that several parallel dough mixers exist so a particular

7
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Figure 2.1: A hybrid flow shop is a process where jobs pass sequentially through
several stages. Each stage can have multiple machines that can process the jobs.
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batch of ingredients can be scheduled on one out of many mixers. In a flow shop,
each producible item is known as a job, and the manufacturing steps are denoted
stages. The equipment that processes the items at each stage (e.g. mixer, oven) are
called machines.

More formally, a flow shop is a process description where jobs are scheduled on
a set of resources in a given processing order. A k-stage Hybrid Flow Shop (HFS), is
a generalization of the flow shop problem where n jobs are to be processed in k > 2
stages. Each stage s = 1, · · · , k holds Ms ≥ 1 machines, and all jobs are processed
in the same relative sequence (stage 1 → · · · → stage k) but are allowed to skip
some stages given that it is processed in at least one. A HFS is sometimes referred
to as a flexible flow shop, flexible flow line or multi-processor flow shop although
the meaning of these terms varies between authors.

A large vocabulary exists in order to describe the characteristics of an industrial
process. For instance, if the time for a machine to perform a job (the processing time)
is independent of which machine in the stage is used, and independent of which
particular job is being processed, the machines are said to be identical. However,
if the machines still are independent of which job is processed, but have different
processing times based on which machine is used, then the HFS is said to have
uniform parallel machines. An example of uniform machines is when the processing
time of machine A is 10 minutes for all jobs, while for machine B it is 15 minutes
for all jobs. In the scenario when the processing time also explicitly depends on
what job is being processed then the HFS is said to have unrelated parallel machines
(e.g. on a particular machine job A takes 10 minutes while job B takes 15 minutes).
There is some disambiguity on the topic of parallel machines where some authors
claim that unrelated parallel machines are included in the formulation of an HFS,
while others claim that an HFS without specification holds identical machines [14].

Furthermore, if a certain job can only be processed on a subset of the machines
in a stage, then the problem is said to have machine eligibility. If the machines
are not available all the time the HFS is said to have machine unavailabilites. If
a job is to be treated at one stage several times it is said to have revisits, or in
an alternative view the HFS can be said to share machines between stages. An
HFS with preemption allows a job to be interrupted and finished later, while an
HFS with non-preemption models a situation where jobs which have started on a
machine must be completed on this machine without interruption. The difference
between a preemptive HFS and an interruptible is that in an HFS with preemption
a task may be paused and continued by another machine, while in the interruptible
case the same machine must conclude the task after pausing. An HFS naturally has
precedence constraints between stages since each job has to pass through the stages
sequentially. In a general setting, precedence constraints may also exist between
jobs, indicating that a job cannot be started at a certain stage until another job is
completed. The HFS is then said to have precedence constraints between jobs. Often
there is some time associated with preparing machines before it can process a job
at a certain stage. If the setup time is constant then it is most often included in
the duration of the stage. However, if the setup time depends on the processing
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order, the HFS is said to have sequence dependent setup-times (say for instance that
switching between two different types of jobs require changing some tooling, but
scheduling two subsequent jobs of the same type eliminates the need of this time
buffer). If the process is constrained by the fact that a sufficient amount of time
must pass between certain stages of a job, the problem is said to have time lags or
after-lags. For more on classification of different flow shops see Pinedo [12].

A scheduling problem is not particularly interesting without an objective. As
noted by Ruiz and Vázquez-Rodríguez [13] the most common objective of an HFS
problem is to minimize the makespan, defined as the time difference between the
start of the first activity and the end of the last activity. It is commonly reasoned
that a low makespan indicates a high utilization of the machines. Let σ denote a
feasible schedule, and let Cjk(σ) be the completion time of job j at the final k’th
stage under the schedule σ. Minimizing the makespan of processing J jobs can thus
be formulated as

minimize
σ

max
j∈{1,··· ,J}

Cjk(σ). (2.1)

An example of another common objective in scheduling is to minimize the inventory
costs. In some settings, this can be represented as a weighted sum of all completion
times

minimize
σ

∑
j

wjCjk(σ) (2.2)

which focuses on reducing the completion times of all jobs simultaneously.

2.2 Methods for Scheduling

The methods used for solving the HFS scheduling problem can be categorized as
exact, heuristic or metaheuristic [13]. The exact methods solve the HFS problem
to optimality. A simple example of an exact method is to schedule all different
combinations of activities and select the one which optimizes some metric (given
that it is feasible). It is worth to mention that even one of the simplest HFS (2
stages where the first stage only has a single machine and the other stage has
2 machines) is known to be NP -hard [15]. Thus, it may be very hard to solve
certain scheduling problems to optimality in a reasonable time using exact methods.
Therefore, heuristic methods are often introduced as the problem size increases. A
heuristic is an algorithm which is typically fast, but lacks optimality guarantees.
Metaheuristics, in turn, are systematic techniques for introducing randomness to
improve on heuristics in the search of optimal solutions.

2.2.1 Exact
To be categorized as exact, a scheduling algorithm needs to be guaranteed to find
the globally optimal solution on every problem instance. The most commonly used
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exact technique for HFS scheduling is Branch and Bound (B&B) where the problem
is solved by searching over a binary decision tree. At each node, the search space
is branched (i.e. split) in two disjoint sets. Two statistics are tracked, an upper
bound and a lower bound. For minimization, the upper bound is simply the best
solution so far, while the lower bound is calculated by solving a relaxed problem.
The relaxation could for instance be to consider all discrete variables as continuous
(known as linear relaxation). Obviously, a solution to the relaxed problem will have
at least as good objective as the original problem. In each node in the search tree
the lower bound is calculated and compared to the upper bound. If the lower bound
is higher than the upper bound (i.e. the best found solution so far) then that part of
the tree cannot contain the solution with the minimal cost. Thus, the whole subtree
can be ignored, which results in a reduced search space. Much of the previous work
on B&B in HFS scheduling considers 2-stage or 3-stage HFS with only a few parallel
machines at each stage. One representative example is Haouari, Hidri, and Gharbi
[16] which use a B&B algorithm to schedule a 2-stage HFS under the objective of
minimizing makespan. The authors derive several efficient lower bounds by relaxing
the HFS under study. Upper bounds are calculated in each node by an algorithm
which gives priority to jobs with a lot of remaining processing time. The authors
note that the B&B algorithm with the proposed bounds and dominance rules can
handle larger problem sizes than previous work in the field.

An alternative method is to formulate the scheduling problem as a Mixed Integer
Program (MIP) and solve it using a commercial solver. The solvers often use
B&B internally, in which the upper and lower bounds are calculated using a linear
relaxation. Early methods for scheduling HFS are criticized by Liu and Karimi [17]
due to their incapability of handling more complex HFS problems. The authors use
MIP to study a k-stage HFS which produces multiple products in batches. It is
common in modeling HFS by MIP to use variables either representing time-slots,
or by variables representing the particular sequence in which jobs are scheduled
on stages. Liu and Karimi [17] continue to note that even though sequence-based
models often involve fewer binary variables than the time-slot counterpart, the
relaxation of sequence-based models are often inferior. To tighten the relaxation the
authors propose to combine both models. However, the work indicates that models
with fewer binary variables, or tighter relaxations, need not always perform better
(a remark which is noted by the authors to be frequent in related literature).

For concreteness, a basic MIP model is introduced for scheduling jobs in a k-stage
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HFS with the objective of minimizing makespan. Let the decision variables be

Yjsm =
{

1 if job j is processed in stage s by machine m
0 otherwise

(2.3)

Xjj′s =
{

1 if job j precedes job j′ in stage s
0 otherwise

(2.4)

Cjs = completion time of job j at stage s (2.5)
Cmax = the makespan of the schedule (2.6)

then the variable Yjsm represents machine allocation, while Xjj′s keeps track of the
order in which the jobs are scheduled. Further, Cjs denotes the completion time of
job j at stage s. The makespan Cmax is defined as the minimum value such that
Cmax ≥ Cjs holds for all j and s. Let each stage have Ms uniform parallel machines,
and let pjs denote the processing time of job j at stage s. The following model
captures a k-stage HFS:

minimize Cmax s.t.
Cmax ≥ Cjs, ∀(j, s) (2.7)∑Ms

m=1
Yjsm = 1, ∀(j, s) (2.8)

Cj,s−1 +
∑Ms

m=1
Yjsmpjs ≤ Cjs, ∀(j, s) (2.9)

Q(2− Yjsm − Yj′sm +Xjj′s) + Cjs − Cj′s ≥ pjs, ∀(j, j′, s,m), j < j′ (2.10)
Q(3− Yjsm − Yj′sm −Xjj′s) + Cj′s − Cjs ≥ pj′s, ∀(j, j′, s,m), j < j′ (2.11)
Yjsm, Xjj′s ∈ {0, 1}, Cmax, Cjs ≥ 0, ∀(j, j′, s,m) (2.12)

Here, constraint (2.8) makes sure that at each stage only one machine is scheduled
to process a certain job. Constraint (2.9) enforces that the completion time of
a stage is dependent on the processing time of the allocated machine. The two
constraints in (2.10) and (2.11) make sure that one machine cannot process several
jobs simultaneously, where a large number Q is used to enforce the disjunctive
constraint [18]. The domains of the decision variables are specified in constraint
(2.12). This MIP model can be seen as a baseline where modifications further specify
characteristics of the particular process under study.

2.2.2 Heuristics
As noted by many authors (e.g. Ruiz and Vázquez-Rodríguez [13]) most exact meth-
ods are incapable of handling medium and large problem sizes. Therefore, research
often turns to heuristic methods as the problem size increases. Heuristic methods
(including dispatching rules, scheduling policies and construction procedures) are
commonly deployed to deal with the computational challenge of complex HFS
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Algorithm 1 NEH-algorithm
1: Sort all jobs in non-decreasing TAPT
2: Select the two jobs j, j′ which have highest TAPT and remove them from the

list
3: Construct two schedules, one where j is scheduled first and one where j′ is

scheduled first. Discard the schedule with highest makespan
4: for all jobs left in the list do
5: Select the job with highest TAPT and remove it from list
6: Calculate all possible insertions of the job into the current job sequence
7: Select the insertion which yields the lowest makespan
8: end for

problems. Heuristics are computationally cheap and often intuitive algorithms for
constructing a feasible schedule. Although heuristics may produce good solutions,
they come with no performance guarantees. Moreover, it is not uncommon that
intuitive heuristics might perform poorly on some problem instances. One famous
example was introduced by Graham [19] where the author describes a bicycle factory.
Scheduling of workers to assemble the bicycles is done according to the scheduling
policy that i) no assembler can be idle if there is some work task that can be done
and ii) an assembler must continue working on a task until it is completed (it is
not allowed to pause and do another task). Although this policy seems reasonable,
Graham showed that both reducing the duration of each task and hiring more
workers results in fewer bicycles produced per day. Apparently, dispatching rules
that seem reasonable may give rise to unwanted, and unexpected, behaviors.

A common heuristic found in the scheduling literature is the Nawaz-Enscore-
Ham-algorithm (NEH-algorithm) introduced by Nawaz, Enscore, and Ham [20]. The
basic idea of the NEH-algorithm is that jobs which require a lot of processing time
should be scheduled before jobs which require less time (as to fit the smaller jobs
in-between larger ones). The NEH-algorithm is based on the Average Processing
Time (APT) of a job at stage s. For unrelated parallel machines the processing
times depend on job, stage, and machine (p = pjsm) and can be calculated as

APTjs =
Ms∑
m=1

pjsm
Ms

, (2.13)

which in turn is used to the form the Total Average Processing Time for all jobs
TAPTj =

∑
sAPTjs. In Algorithm 1 the NEH-algorithm for minimizing makespan

is given in pseudocode. In order to be specific, assume that we in step 2 select
job j1 and j2. The makespans of the two schedules are then calculated, one for
the job sequence (j1, j2) and one for the job sequence (j2, j1). Assume that the
makespan of (j1, j2) is lower than (j2, j1), the sequence (j2, j1) is then discarded. At
step 3 we consider a new job j3, we then evaluate all possible insertions of the job
into the current sequence of jobs. In this case we evaluate the makespan of three
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schedules; (j3, j1, j2), (j1, j3, j2), and (j1, j2, j3). Similarly, the schedule with the
lowest makespan is kept, while the others are discarded. This continues until the list
of unscheduled jobs is empty. Once a sequence has been determined the criterion
used for allocating machines at each stage is often based on the earliest finishing
time. The NEH-algorithm is very flexible since the assignment of jobs to machines
can be based on any criteria, not only makespan.

Brah and Loo [21] compare five HFS scheduling algorithms and conclude that the
NEH-algorithm produces high-quality schedules. The NEH-algorithm is also deemed
appropriate by Ruiz, Şerifoğlu, and Urlings [22] who study a complex k-stage HFS
including unrelated parallel machines, release dates for machines, sequence dependent
setup-times, time lags, precedence constraints between jobs, and machine eligibility.
The authors furthermore compare various heuristic algorithms with solving MIP
models, and conclude that the NEH-algorithm scales best with increased complexity
of the scheduling problem.

Another interesting heuristic for the k-stage HFS is the Shifting Bottleneck
Procedure (SBP) found in e.g. Cheng, Karuno, and Kise [23]. A bottleneck is a term
used for a limiting resource in a process chain, and the idea behind SBP is to give
priority to a bottleneck resource. For instance, consider a 3-stage HFS with a large
number of identical machines at stage 1 and 3, but only a single machine at stage 2.
If all machines have the same processing time, the single machine in stage 2 through
which all jobs need to pass becomes the bottleneck of the process. The SBP for this
3-stage HFS can be thought of as decomposing the three stages into three 1-stage
parallel machine problems, and iteratively sequencing and reoptimizing a schedule
based on which machine is the bottleneck in the current iteration.

2.2.3 Metaheuristics
The drawback of using heuristics is that there is no guarantee that the solution
will be optimal. In fact, heuristic solutions are typically suboptimal. However, the
quality of a constructed schedule can often be improved by randomly perturbing
a schedule and selecting a solution which shows the best improvement. These
methods, called metaheuristics, include a variety of optimization techniques such as
simulated annealing, tabu search, and genetic algorithms, with the common concept
of combining randomness and local search [24]. Metaheuristics are initialized by a
solution, and explore the neighbourhood of that solution in hope of finding a solution
with an improved objective. An example is to run a heuristic algorithm to produce
an initial schedule, and then study all feasible swaps of two activities in that schedule.
The explored neighborhood would then correspond to all pairwise swaps such that
machines allocations Mi,Mj to jobs Ji, Jj are changed from (Mi → Ji,Mj → Jj)
to (Mi → Jj , Mj → Ji) as long as it is a feasible change. For all schedules in this
neighborhood, the schedule with the lowest makespan is then selected.

A representative metaheuristic commonly deployed to complex HFS is Genetic
Algorithm (GA). This algorithm takes inspiration from biology by mimicking the
evolutionary process of natural selection. Based on a set of tunable parameters
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(such as probability of mutation) the algorithm “cross-breeds” schedules to produce
new schedules. In each iteration the newly produced schedules are evaluated and a
subset of these are kept to breed the next generation of schedules based on their
fitness i.e. objective function. One example of GA can be found in Ruiz and Maroto
[14]. Unlike previous approaches with GA, which decompose the problem into first
sequencing the jobs and then finding a feasible allocation of machines, in this paper
they embed the makespan directly into the fitness function of the GA. Inspired by an
industrial setting, the authors study a complex k-stage HFS with unrelated parallel
machines, sequence dependent setup-times and machine eligibility. Furthermore,
they benchmark their implementation to other metaheuristic methods and show
that their method outperform the next best metaheuristic by at least 50%. It is
noted that the GA outperformed manual scheduling done by experts at the industry
by almost 10%, indicating the industrial relevance of these methods when it comes
to scheduling complex problems. In general, a drawback of GA is the presence
of numerous optimization parameters which are typically case dependent. In the
example by Ruiz and Maroto [14] they determine these parameters by performing a
full factorial experiment on simulated test data.

Another study of sequence dependent setup-times, but with another metaheuristic
method, can be found in Naderi et al. [25] where Simulated Annealing (SA) is used
instead of GA. SA is an optimization technique that resembles the physical process
of molecules when a heated metal is cooled. At first the mobility of the molecules
is high (corresponding to evaluating a lot of diverse schedules), whereas when the
metal cools the molecules are more and more impaired (corresponding to focusing in
on further optimizing a subset of these schedules) to finally freeze in place (resulting
in one final schedule). The problem under study in this paper is a k-stage HFS
with transportation times and sequence dependent setup-times with the objective of
minimizing, among other things, the sum of completion times (see Equation (2.2)).
The method is compared to other metaheuristics, and the analysis indicates that
the proposed SA method works well for this class of problem.

2.3 Constraint-based Scheduling

An alternative method for scheduling problems is Constraint Programming (CP),
which is an exact method for generic combinatorial optimization problems [26]. It
has been successful in many diverse areas including planning, scheduling and vehicle
routing [27]. CP is used to solve Constraint Satisfaction Problems (CSPs). A CSP
is characterized by a set of decision variables vi and their corresponding domains
dom(vi), representing the set of possible values for each variable. Further, a set of
constraints defines the valid combinations of the values that the decision variables
can take. A solution to a CSP is an assignment of a single value to each decision
variable, such that all constraints are satisfied.

CP is based on two principles: propagation and search, which we will describe in
brief below.
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2.3.1 Propagation
In CP, constraints are implemented through propagators. The goal of a propagator
for a constraint between decision variables vi is to remove values from dom(vi) that
cannot be a part of any solution. Propagation is thus the process of removing values
from the domain of the decision variables, in order to reduce the size of the search
space. Since the search space grows exponentially with the number of variables
and their corresponding domain size, it is important to reduce the search space
by propagation as to make solving manageable. Hence, in CP, model constraints
are not only used to validate a candidate solution, but are actively used to solve
the problem. A constraint can be implemented by propagators ensuring different
levels of consistency, corresponding to how many values in the domain that the
propagator can remove. For instance, a value consistent propagator can only reduce
the domains of variables once a variable the propagator depends on has been assigned.
Further, a bounds consistent propagator reduces the bounds of the corresponding
variable domains (i.e. min(dom(vi)) and max(dom(vi))), while a domain consistent
propagator removes all values in the corresponding domains that are not part of
any valid solution. Obviously, domain consistency is harder to achieve compared
to bounds consistency and thus comes with greater computational cost. Thus, the
modeller always has to balance the trade-off between propagation and computation.

A differentiator with CP compared to other similar methods is the presence of
global constraints, which can be used to efficiently exploit the structure of the studied
problem. A binary constraint depends on exactly two decision variables, while in
comparison, a global constraint can depend on an arbitrary number of decision
variables. As a motivating example, consider the variables x, y, z with domains

x ∈ {1, 2} y ∈ {1, 2} z ∈ {1, 2, 3} (2.14)

under the constraint that x, y, z must be pairwise different

x 6= y ∧ y 6= z ∧ z 6= x. (2.15)

When propagating each binary constraint in Eq. (2.15) no values can be removed
from any variable domain, since the inequalities can only be propagated once a
variable has been assigned (value consistent). However, noting that the only feasible
assignments of x and y are x = 1, y = 2 or x = 2, y = 1, we can deduce that z cannot
be neither 1 nor 2. The global constraint allDifferent also enforces variables to
be pairwise different, but considers all included variables simultaneously. A domain
consistent propagator for

allDifferent({x, y, z}) (2.16)

will find that there are no solutions where z = 1 or z = 2. Thus, the domains after
propagating allDifferent({x, y, z}) would be

x ∈ {1, 2} y ∈ {1, 2} z ∈ {3}. (2.17)
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More formally, allDifferent can be defined as

allDifferent(v1, . . . , vn) ⇐⇒
∧

1≤i≤j≤n
vi 6= vj . (2.18)

Propagators for global constraints are often based on efficient algorithms from graph
theory to ensure a level of consistency. There are several propagators implementing
the allDifferent constraint. The seminal work of Régin [28] proposed a domain
consistent propagator based on finding maximal matchings in a bipartite graph.
This can be done in O(n2.5) where n is the number of variables. Another example
of a propagator for the allDifferent constraint is the bounds consistent algorithm
of López-Ortiz et al. [29] with a general complexity of O(n logn) that in special
cases can even be linear in n.

There are many global constraints in CP modeling different problem structures
[30]. A large part of successful CP modeling is to properly exploit any global structure
in the studied problem by using global constraints.

2.3.2 Search

There are different ways of implementing a constraint solver system (for a thorough
investigation see Schulte and Carlsson [31]). One way is to consider propagation in
a fixpoint framework, meaning that propagators are seen as operators, and repeated
applications of these operators until no more values can be removed for the variable
domains is viewed as a fixpoint. Many problems tackled by CP are NP-complete,
and propagation alone is often not enough to find a solution to the problem. This
means that all propagators might be at fixpoint, but the domains of the variables are
still not singleton. In this situation, search is used to split the problem recursively
into disjoint subproblems. Each subproblem corresponds to decomposing the search
space of the original problem into (at least) two subspaces, where a constraint such
as v = c and v 6= c is added to separate the subproblems.

How search proceeds is in large determined by the variable-value selection. When
at fixpoint, a predefined heuristic is used to select a variable to branch on, and
another heuristic is used to determine which value the variable should be assigned.

The process of determining what variables to branch on is called variable selection.
The heuristics implementing the variable selection can for instance be based on the
size of the variable domains, where a common heuristic is to branch on the variable
having the minimum domain size. A way to increase generality is to use learning
heuristics, where a representative example is the action-based heuristic (also known
as activity-based heuristic [32]). In an action-based branching, which variable v to
branch on is determined by the value of a corresponding action-variable actv. Each
time the domain of v is reduced by constraint propagation actv is incremented

actv ← actv + 1. (2.19)
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However, if propagation reaches fixpoint without reducing the domain of v, the
action value of v is decayed by a factor d < 1

actv ← d · actv (2.20)

The rationale is that by branching on the variable with the highest action value,
the branching decisions are likely to lead to a lot of propagation.

Once a variable v to branch on has been determined, value selection determines
how to decompose the problem into subproblems. If the decomposition is of the form
v = c and v 6= c, the value selection explicitly determines the value of c. Common
heuristics involve selecting the minimum, median, or maximum of dom(v), as well
as selecting a random value from the domain of v. Moreover, greedy heuristics are
also common, where c is selected to optimize some function possibly dependent on
other parts of the problem.

2.3.3 Large Neighborhood Search
Large Neighborhood Search (LNS) resembles local search [33]. The idea of local
search is to start with an initial solution (known as the incumbent) and explore a
neighborhood around that solution consisting of solutions that are “close” in some
sense to the initial solution. If a higher-quality solution is found in that neighborhood,
it is selected as the incumbent for the next iteration.

More formally, let c(x) denote the cost of solution x. Assume that we want to
minimize the cost i.e. find the solution x∗ for which c(x∗) ≤ c(x),∀x ∈ X where
X is the set of all feasible solutions. In local search, we define the neighborhood
N(x) : x→ X̃ ⊆ X as a function mapping a solution x to a set of solutions X̃. The
basic procedure of local search is based on starting with a solution x, and finding

x′ = arg min
x̃∈N(x)

c(x̃). (2.21)

If c(x′) < c(x), then assign x← x′ and repeat. Once a local optimum is found, i.e.
there are no better solutions to be found in the neighborhood, the basic algorithm
terminates. Note that how N(x) is constructed is vital for the performance.

An example of how a neighborhood in local search can be constructed follows.
Consider the traveling salesman problem where we want to find the shortest possible
route that visits a set of cities and returns to the origin city. In a graph formulation,
a solution to this problem is a tour connecting the nodes in a graph by edges
forming a closed path. Given a solution, a neighboring solution can be constructed
by deleting any 2 edges in this tour and replacing them by 2 new edges closing the
path again. Starting from an initial solution x, all possible neighboring solutions
that can be constructed this way constitutes a famous neighborhood N(x) known
as the 2-opt neighborhood [33].

LNS, as introduced by Shaw [34], also explores a neighborhood N(x) around a
solution x. However, N(x) is typically defined implicitly by the the set of solutions
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that can be found in a search space constructed by relaxing parts of the initial
solution. A relaxation in this context refers to restoring the domains of certain
decision variables to their original domain. As a simple example, consider a problem
with decision variables (x1, x2) each having the domain {1, 2, 3}. Assume that (1, 1)
is a feasible initial solution. A neighborhood around this initial solution N

(
(1, 1)

)
can

be defined as all solutions in the restricted search space formed by restoring x2 to its
original domain. The search space is thus restricted compared to the original search
space. In this case, the neighborhood could be N

(
(1, 1)

)
= {(1, 1), (1, 2), (1, 3)}

given that all of these solutions are feasible.
Basic pseudocode for LNS is given in Algorithm 2. Here, the variable x̃ holds the

currently best found solution. The function relax(x) takes the solution x and relaxes
a subset of the decision variables. Which variables to relax is typically determined
by a heuristic that include some notion of randomization. The function solve()
resolves the problem in the restricted search space. In its most simple form, the
function accept() only accepts improving solutions. From Algorithm 2 it can be
noted that the entire neighborhood around a solution is often not explored, but
sampled for improving solutions [35].

Algorithm 2 Large Neighborhood Search
1: Input: solution x
2: x̃ = x
3: repeat
4: x′ = solve(relax(x))
5: if accept(x′, x) then
6: x← x′

7: end if
8: if c(x′) < c(x) then
9: x̃← x′

10: end if
11: until termination criteria is met
12: return x̃

2.3.4 Scheduling using Constraint Programming
Constraint programming is used in several successful scheduling applications both
in academia and in industry [27, 36]. We will here review a selection of relevant
articles studying scheduling using CP.

Grimes, Hebrard, and Malapert [37] study job shop scheduling. They introduce
two CP models. One “heavy” CP model based on using the global unary constraint
and tailored search heuristics, and one “light” model using simpler reified disjunctive
constraints of the form starti + durationi < startj ∨ startj + durationj < starti
together with learning search heuristics, geometric restarts, and nogood recording.
The search heuristic is based on the weighted degree heuristic, a heuristic related to
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accumulated failure count i.e. counting how many times a constraint causes failure
during search. The heuristic include minor modifications for better performance
at the start of the search. Contrary to what might be expected, the light model
outperforms the heavy model on a variety of job shop instances as it offers a
better trade-off between search and propagation. In large, the success of the light
model is attributed to the generic search heuristics. The light model is however not
comparable with the CP model in Beck [38] using solution guided search, i.e. by
using a set of good solutions that are randomly used as guidance for value selection
in search. Therefore, the authors continue in Grimes and Hebrard [39] by including
solution guided search to schedule job shops with sequence-dependent setup times
and job shops with maximal time lags. In the same work, they study the influence
of the learning variable selection and notes that it is vital for efficient solving of
job shops with sequence-dependent setup times, but it can be detrimental for some
job shops with maximal time lags. Both in Grimes, Hebrard, and Malapert [37]
and Grimes and Hebrard [39] the objective is to minimize makespan. An objective
based on a sum of variables may be problematic due to the weak propagation of
upper bounds based on a sum of several terms. The authors address this in Grimes
and Hebrard [40] by studying yet another variant of the job shop, now under the
objective of minimizing the sum of costs for finishing a job early or late with respect
to a given due date. The authors expand the use of the learning heuristic to variables
related to early and late finishing. In addition, they introduce a new search heuristic
for job shops with maximal time lags. The authors conclude that the CP model
outperforms other approaches based on genetic algorithms and B & B for job shops
with maximal time lags.

Propagation guided Large Neighbhorhood Search is studied by Perron, Shaw,
and Furnon [41]. Neighborhood design is noted by the authors to be the most
crucial part of an LNS solver, and specifying good neighborhoods often requires
both knowledge and experiments. To make neighborhood design more generic, they
propose to automatically generate neighborhoods based on the constraint model.
The idea is to build a neighborhood iteratively. The procedure starts by freezing
a random decision variable and monitor the effect that propagation has on the
domains of the other decision variables. Next, the variable that had the greatest
domain reduction is freezed, and the subsequent domain reductions are yet again
monitored. This is repeated until a desired size of the neighborhood is reached. A
motivating example is that if we have a constraint X = Y and freeze X, but do
not freeze Y , then the neighborhood is in fact smaller than expected since after
propagation Y will in effect be freezed. The propagation guided neighborhood is
compared with tailored hand-written neighborhoods for the car sequencing problem
developed in an earlier work [42]. The automatically constructed neighborhood is
shown to be comparable in performance with the best hand-written neighborhoods.

Metaheuristics are noted by Beck, Feng, and Watson [43] to be common for
scheduling problems in academia, while CP is more often used in real world appli-
cations due to, among other things, its efficient handling of side constraints. The
authors propose a hybrid approach using a simple combination of an elaborate CP
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model and a high performing Tabu Search method. Tabu Search is a metaheuristic
in large similar to local search, but that uses a short-term memory concept to
avoid undoing decisions that was just made. The two approaches have different
strengths; the tabu search is noted to diversify well, i.e. it explores the full search
space efficiently, while the CP approach intensifies well, meaning that it is good at
finding improving solutions given a restricted search space. Beck, Feng, and Watson
[43] propose a procedure based on switching back and forth between these two
solution methods at fixed time intervals. They note that it is easy to hybridize these
two approaches since both are based on keeping a set of elite solutions to guide
the search, and this set of solutions can be used to communicate between the CP
model and the Tabu Search. The authors also test using reinforcement learning
to determine when to switch between the two methods instead of using a fixed
interval. Interestingly enough, a statistical analysis show that no parameters related
to the reinforcement learning algorithm have any significant effect on the solving
performance. Even so, when using fixed switching intervals this hybridization of CP
and Tabu Search is able to find 10 new solutions improving on the state-of-the-art
to well-known benchmark problems.

Goel et al. [44] study ship scheduling using CP to deliver liquefied natural gas
from production terminals to demand terminals. They propose two CP models: one
based on scheduling cargos as seen from the terminals, and one dual representation
based on scheduling ship voyages. Both models use optional tasks to capture that a
cargo can potentially be processed by several resources (ships), but only one resource
is needed. The objective is to minimize a sum of two terms where the first term
represents the deviations from the targeted amount of delivered gas. The second
term holds penalties due to operation interruptions by overfull inventory at the
production terminals or lack of inventory at the demand terminals. A search heuristic
is introduced that tries to schedule the arrivals and departures from terminals at
regular intervals. The intuition is that spreading out these events regularly in time
will minimize the likelihood of interruptions due to overfull or lack of inventory, and
maximize the likelihood of delivering the targeted quantity. Given the same amount
of time, the CP approach is able to consistently find better solutions compared to
an existing approach using MIP. In addition, given a certain schedule quality, the
CP approach finds a schedule on average 4.55 times faster than the MIP procedure.

Another application from the maritime industry is stowage planning of container
ships. This is studied by Delgado et al. [45] who propose an approach based on
decomposing the problem into one master problem that distributes containers to
sections, and one slot problem that assigns containers to slots within the sections.
The slot problem is solved using CP, and channels two viewpoints: one view as seen
from the containers, and one view as seen from the slots. To use the global channel
constraint, the authors introduce fake containers to mimic an equal number of
containers and slots. Further, symmetry-breaking, implied constraints, and dynamic
lower bounds are presented and used to increase performance. The objective is
to minimize the amount of overstows, i.e. containers that are stacked above other
containers but discharged at later ports. The overstows are expensive since the
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container on top need to be removed to discharge the underlying container. The
objective also includes three heuristic rules from the shipping industry facilitating
later container handling, capturing how shipping plans are currently constructed.
The CP model solves 92% of the problem instances from an industrial collaborator
in under 1 second, which is way below the time budget for a stowage planning
support tool.

Novas and Henning [46] study scheduling of automated wet-etch stations within
a semiconductor manufacturing process. The wet-etch stations removes layers from
the surface of wafers by treating the wafer in a series of baths. Robots are used to
move the wafers between etching baths (with chemicals) and rinsing baths (with
water) in predefined sequences. Once a wafer has been processed in an etching bath
there is a zero wait policy before it must be sent to the subsequent rinsing bath,
otherwise the wafer might be damaged. A contrary, for rinsing baths there is no
harm in letting the wafer stay longer than the processing time (unlimited wait
policy). The wet-etch stations are modeled as flow shops with non-intermediate
storage (there are no buffers between the baths) and a mix of zero wait and unlimited
wait constraints on the stages. Novas and Henning [46] goes on by presenting a CP
model that schedules the wafer lots to be processed at each bath, and schedules the
required robot movements. The objective is to minimize the makespan of processing
a predefined number of wafer lots. The wet-etch stations are a part of a larger
processing chain, and to assume that all resources (baths and robot arms) are
available at the beginning of the scheduling horizon is not realistic. To manage
the online aspect, the CP model is extended to support rescheduling in a rolling
horizon approach. This extension tries to avoid major changes in the currently active
schedule by freezing/limiting the flexibility of the already scheduled tasks. By solving
the CP model for various instances, it is demonstrated that explicitly scheduling the
robot movements is critical for constructing schedules that are feasible in practice.

The same authors study short-term scheduling of a flexible manufacturing system
using CP in Novas and Henning [47]. The flexible manufacturing scheduling prob-
lem consists of several subproblems: assigning operations to machines, scheduling
manufacturing tasks, routing parts, scheduling machine buffers, tool planning, and
scheduling of automated guided vehicles. The authors demonstrate cases where a
segregated approach, solving each subproblem in isolation, leads to erroneous behav-
ior. Therefore, in contrast to previous approaches in scheduling these manufacturing
systems, Novas and Henning [47] model all subproblems as one integrated CP model
with the objective of minimizing makespan. The CP model is tested on a variety
of problem instances, and generates optimal or good quality suboptimal solutions
for most case studies. The authors conclude by noting that the lack of benchmark
instances for integrated models limits further comparisons.



Chapter 3

Underground Mining as a Flow Shop

In this chapter, we start by introducing the underground mining process and the
impact that different mining methods have on the fleet scheduling problem. After
that, we propose a flow shop abstraction modeling the mine scheduling problem.
Lastly, we review the published literature on mine optimization, starting with the
few available published works on short-term mine scheduling.

3.1 Underground Mine Operations

Mining is the process of extracting minerals from the earth, done either in open
pit or underground mines. Once extracted, rock of sufficiently high grade (called
ore) is processed in several subsequent steps; for instance by crushing, grinding,
flotation, and dewatering, before it is finally shipped to a smelting plant for further
processing.

In general, underground mining consists of a large number of discrete and
continuous activities. Activities are either directly related to production, i.e. rock
excavation, or to supporting activities such as managing the steady inflow of water
and machine maintenance. The activities for rock excavation are typically performed
by a variety of mobile machines that separates the ore from the rock mass. After the
rock has been excavated, it is later handled by stationary equipment such as crushers,
conveyors, and mine hoists. It is typical for activities in an underground mine to
have large uncertainties in process parameters, for instance in activity durations.
These uncertainties have many sources. For example, the specific properties of the
rock are rarely known until the rock is being processed, and the activity duration
thus varies depending on current rock conditions. In addition, the underground
mine environment is characterized by uneven roads and wall surfaces, together with
damp and dusty air conditions. Hence, machines operating in this harsh environment
experience frequent breakdowns.

An underground mine is in operation for many years, and decisions need to be
taken on different time scales (cf. the pyramid in Fig. 1.2 on page 4). It is natural
to categorize these decisions as strategic, tactical, and operational. The most vital
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(a) Room-and-pillar mining (b) Sublevel caving

(c) Block caving (d) Cut-and-fill mining

Figure 3.1: A selection of mining methods. Room-and-pillar mining (a) is used for
horizontal ore-bodies. Sublevel caving (b), block caving (c), and cut-and-fill mining
(d) are primarily used for steep ore bodies. (Asset: Epiroc [48])
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initial strategic decision is the choice of mining method, which is governed by the
size, shape, position and rock characteristics of the ore-body [50]. This decision
sets the stage for all downstream decisions on tactical and operational level. An
example of a tactical decision is the sequence of extraction. Underground mining is
essentially excavating blocks of ore under complex precedence constraints due to
safety and geology. A common approach for finding a good sequence of extraction
is to solve a MIP problem optimizing the net present value of the mine subject to
production targets from the strategic level. The operational scale deals with the
shortest time horizon: once the sequence of extraction has been determined, how
should equipment and personnel be allocated to meet the production targets in the
extraction plan.

The life-time of a mine can be divided into 5 phases [51]. The first two phases,
prospecting and exploration, are concerned with finding and determining the prof-
itability of exploiting an ore-body. The third phase is development, i.e. making the
ore-body accessible for production by creating drifts in the ore-body and surrounding
rock mass. The fourth stage, exploitation, deals with the actual excavation of ore.
Finally, the fifth stage (reclamation) is restoring the affected environment as much
as possible to its original state. Out of these 5 phases, the only profitable stage
is exploitation. Hence, how the exploitation is realized, i.e. determining by which
mining method to mine the ore, is vital for the operation of a mine.

Different mining methods have different strengths and weaknesses, and since
different mining methods have different process dynamics, they pose slightly different
scheduling problems. The choice of mining method depends, among other factors, on
the depth and inclination of the ore-body. A common underground mining method
for almost horizontal ore-bodies such as deposits of copper, coal, or potash, is room-
and-pillar mining (see Figure 3.1a). As the name suggests, this method excavates ore
in blocks where some blocks are left as pillars to provide support for the surrounding
rock. Common mining methods for steep ore bodies include sublevel caving, block
caving and cut-and-fill mining. Sublevel caving, depicted in Figure 3.1b, is based on
collapsing the ore and adjacent waste rock (i.e. rock without significant economical
value) by blasting at sublevels and progressing downwards. Regularly spaced drifts
are developed into the ore body to enable drilling and blasting as to initiate this
caving. The ore is then dumped into ore passes connecting production levels to
haulage levels. Another method for steep ore bodies is block caving, Figure 3.1c,
which is used for large-scale production where parts of the ore body are forced
to cave by removing its support from underneath. The ore is fractured naturally
by gravity and rock stress, and caves down to drawpoints. Cut-and-fill mining,
see Figure 3.1d, differs from the just mentioned methods in that it uses backfill.
Proceeding upwards, the excavated voids are backfilled with concrete, waste rock
and sand. The backfill acts as support for surrounding rock and it becomes the
platform for subsequent excavation on a higher level as production progresses.

Although some mining methods are similar, most of them differ in key aspects
such as the type and amount of machines required, where these machines are
operating, whether rock support is needed, and how fast the mine evolves. In
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addition, the same mining method may differ slightly between two mines depending
on mine-specific conditions. This means that the choice of mining method does not
only affect strategic and tactical levels but also propagates down to the operational
level.

Most mining methods follow some kind of production cycle, see Fig. 3.2 and
Table 3.1. The production cycles are conducted at the face (the end) of the drifts.
The goal of each cycle is to separate material from the face and prepare the face for
the next cycle. First, holes are drilled and charged with explosives. After blasting
the explosives and waiting for the toxic blast fumes to be ventilated, the separated
rock is transported away from the face in a process called loading (often using a
tailored wheel loader called LHD). To secure the drift, loose rock still attached to
the interior of the drift is mechanically removed by scaling. To prevent the drift from
collapsing, drifts may need to be reinforced by e.g. shotcreting, spraying the insides
of the drift with concrete, and by bolting the walls and roof to the surrounding
rock mass. Lastly, the face is prepared for the next round by scaling the face and
removing the rock that is scaled away.

The short-term mine scheduling process allocates machines to the tasks in
the production cycle, and schedule these tasks in time so that a predetermined
number of production cycles can be processed at a multitude of faces simultaneously.
Some characteristics of the excavation process make it particularly interesting to
study. First, blasting can only take place during predetermined periods called blast
windows. Due to safety, no other activities are allowed in the mine during these
periods. Operators are then either above ground or locked in secure chambers,
meaning that no activities are started during a blast window. Most activities that
are started before a blast window can be paused and resumed afterwards, but tasks
such as shotcreting cannot be paused since the concrete would cure. Thus, when a
shotcreting activity is started it must be finished before a blast window. Another
peculiarity is that when the inside of a drift is sprayed with concrete, the drift is
unavailable while the concrete cures, but the machine is available to process another
task. Lastly, some machines are only used in one step of the production cycle, while
other machines are used in several steps.

As mentioned, underground mining is subject to large process uncertainties in
e.g. task durations. Due to the uncertain nature of the operations, a short-term mine
schedule typically spans only 1 week. Currently, a common scheduling process is to
create a schedule by the end of each week that contains roughly the activities for the
upcoming week, but with detailed scheduling only for a couple of shifts ahead. The
rationale is that since unforeseen events quickly make the weekly schedule invalid,
the scheduler employs a receding horizon approach where the weekly base schedule
is continuously repaired and revised according to the latest information on a shift
basis. A supervisor underground reacts to the most imminent unforeseen changes
and disturbances. Several authors (e.g. Song et al. [6]) note that decisions taken
by the supervisors are often based on gut-feeling, and lack the global view when
reacting to disturbances and disruptions.

This introduction contains the essence of underground mine operation, as viewed
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Figure 3.2: A production cycle depicting the diverse set of mobile machines required
to realize the activities. The cycles are conducted at the face of the drifts, which
progresses forward by excavating rock. Graphics courtesy of ABB AB.
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Table 3.1: Description of the activities and the required machines in a common
production cycle.

Activity Machine Description
Drilling Drill rig Drilling holes in the rock mass
Charging Wheel loader

with platform
Filling drilled holes in the rock mass
with explosives

Loading LHD Removing the rock from a drift after
blasting or scaling

Scaling Scale rig Mechanically removing loosely attached
rock from the inside of a drift

Cleaning Wheel loader
or LHD

Removing small amounts of rock from
the drift after scaling

Bolting Bolter Reinforcing by bolting the inside of a drift
to the surrounding rock

Shotcreting Shotcreter Reinforcing by spraying the inside of a drift
with concrete

from a scheduling perspective. That being said, each mine site has its own peculiarity
which affects the operation and thus the scheduling problem. Moreover, a schedule
is not only dependent on production goals. It must also adhere to legislation and
safety standards, and it needs to consider additional information from other sources
such as e.g. maintenance, localization, and geomechanical systems. In summary,
underground mining requires the coordination of a multitude of heterogeneous
machines, under large process uncertainties, in a dynamical environment, while
obeying numerous process constraints. This is a non-trivial task, and it is part of
the reason why the average utilization of some mobile machines can be well below
50% even in modern mines [52]. For more on underground mining methods, and
mining in general, see Hustrulid [53] or Darling [54].

3.2 A Flow Shop Representation

In papers on underground mine scheduling the flow shop concept is sometimes briefly
mentioned as a way to justify methodological choices. However, there has been no
systematic approach to highlight the characteristics of underground mining, and how
it can be modeled as a flow shop to benefit from the literature of scheduling research.
The challenge is to adequately represent the activities and process constraints found
in underground mining in a flow shop setting.

Some of the previous works on mine scheduling mentions flow shops. Most
notably the authors in Schulze et al. [7] argue that the production cycle in a mine
utilizing room-and-pillar can be described as an HFS where excavating one cubic
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Figure 3.3: A k-stage hybrid flow shop is a process description where jobs sequentially
pass through k stages. At each stage the job is processed by one of several machines
in that machine park. In a mining context, one job corresponds to excavating one
geographical volume of rock in a specified location. Graphics courtesy of ABB AB.

block is considered as one job. The authors model the process with unrelated parallel
machines, indicating not only machine dependent but also location dependent
processing times. The authors complicate the HFS further by including revisits to
model the fact that this particular potash mine has time-based rescaling, meaning
that if sufficient amount of time has passed since scaling the work area it is unsafe to
operate there. Hence, rescaling is necessary before continued operation. The authors
do not include any transportation time for the machines to travel between faces.
Another study which briefly mentions HFS is Song et al. [6]. The authors notes
that the mining operation under study is an HFS, however without providing any
details or motivations. The authors claim that the transportation time between
work areas in an underground mine is a key characteristic that the previous work
on HFS scheduling does not consider.

A possible categorization of the introduced mining methods in Section 3.1 can
be made, since room-and-pillar and cut-and-fill both follow a production cycle at
one single location. This is also the case for development, where drifts are created
by following a periodic cycle, and does so at one single location. For sub-level caving
and block-caving, this is not true in general. They also follow a production cycle,
but not at one location. Instead, parts of the production cycle take place at different
levels. Noted that these mining methods typically require an extended period of
development before production can commence.

In a mining context, the flow shop abstraction can be used to capture the category
of mining methods that follow a production cycle at a single location. The individual
activities in the production cycle can be thought of as stages, see Figure 3.3, where
each stage contains a set of machines which can perform the activity. In contrast
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to the common manufacturing setup it is not jobs that travel between stationary
machines, but rather mobile machinery that travels between stationary jobs.

By using the vocabulary introduced in Section 2.1, we note that cut-and-fill,
room-and-pillar and development can be modeled as an HFS by:

• One job is identified as excavating one geographical volume of rock in a
specified location, i.e. one job corresponds to one full production cycle.

• Each volume of rock is processed by the activities included in a production
cycle, hence the activities in the cycle are seen as stages in a k-stage HFS.

• The stages in the flowshop represents a mix of interruptible and uninterruptible
activities

• If the machine park is heterogeneous (different specifications such as shovel
volume or drilling speed), but does not vary in different parts of the mine,
then the machines can be considered as uniform.

• The transportation time between different locations can be modeled as sequence
dependent setup-times. This does not exclude “ordinary” setup-times, such
as connecting a machine to the electrical grid, since these durations can be
added on top of the transportation time in a sequence dependent manner.

• Multiple scaling, clearing, loading, and rock supporting activities during one
production cycle can be modeled as sharing of resources between stages.

• Blast windows are modeled as machine unavailabilities.

• After-lags can model that after finishing certain activities the location needs
to be unavailable while the machine is free to do other work (relevant for e.g.
shotcreting).

• Precedence constraints can be used to account for i) considering safety stan-
dards ii) the impact of operating in a confined environment and iii) to model
that access to a location needs to be granted before excavation can start.

Summarizing, the mining methods which follow a production cycle at a single location
can be modeled as a k-stage HFS with a mix of interruptible and uninterruptible
activities, uniform parallel machines, sequence dependent setup-times, sharing
of resources between stages, after-lags, machine unavailabilities and precedence
constraints between jobs. Note that in the above model we assume that ventilation
and blasting can be handled by limiting the availabilities of the machines. This HFS
can be extended to further adapt to a specific mining process. For instance, the
processing time of a machine might depend on rock mass properties, which might
vary within the mine. This can be modeled as unrelated parallel machines. Mining
practice might also impose additional constraints on the HFS scheduling problem. An
example could be the safety hazard of simultaneously drilling in adjacent drifts. This
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differs from precedence constraints between jobs in the aspect that it is dependent
on both stage and job.

This model needs to be revised to represent mining methods that does not take
place at one single location, since one job is defined as processing one volume of rock
at a specified location. Consider, for instance, an activity which does not take place
solely at the face of a drift but at several locations, such as loading in a block caving
mine. Due to the confined environment, only one machine can work at one location
at a time. This means that different locations in the mine need to be allocated at
different stages of a job. To do this, another representation is needed, which will
not be a part of this thesis.

3.3 Relevant Works in Mine Scheduling

Although rare, there are some works on short-term scheduling in underground
mining. The terminology in the mining community regarding planning, scheduling,
and dispatching, varies between authors and is unfortunately inconsistent at some
times. Outside the mining community, planning is used to answer what and how, while
scheduling is answering who and when. Following this convention, mine planning
thus determines in what sequence the ore-body is exploited and how (by which
method) this is done. The scheduling process then determines exactly when this
activity is to be conducted, and who (what resource) is performing the activity. A
related term is dispatching, which represents the actual realization of the activities
contained in a schedule. For instance, several parallel schedules might exist but only
one schedule is actually dispatched. In the literature there is also a categorization
of scheduling and planning into long-term, medium-term, and short-term, where
there is no consensus on where one time horizon ends and another starts. The works
introduced here will be focused on short-term questions rather than long-term, i.e.
on operational level rather than strategic or tactical. For reviews on long-term
planning we refer to Newman et al. [51] or Kozan and Liu [55].

With a few exceptions (e.g. Williams, Smith, and Wells [56]), research on
scheduling in underground mining is a recent topic. A decision-support instrument
is developed by Song et al. [6] to aid the scheduling process by constructing a
schedule of some of the activities in the production cycle. The sequencing is done
by calculating all possible permutations of the activities and selecting the one with
shortest total duration. The total duration of a schedule, i.e. the difference between
the start time of the first activity and the end time of the last activity, is called the
makespan and is a common quality metric in the scheduling literature. To cope with
the factorial growth of possible permutations the authors cluster the faces based on
geographical distance, and schedule one machine set at each cluster. The method is
tested on data from the Kittilä mine in Finland, where the makespan achieved by
using the algorithm was far shorter than the actual outcome from manual scheduling.
However, the authors recognize that this analysis is open loop in the sense that
it does not incorporate the dynamic nature of uncertain activity durations and
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disturbances.
When mining for potash it is not uncommon to mine using the room-and-pillar

method as described earlier. Schulze et al. [7] study how to schedule the mobile
production fleet in an underground potash mine, also with the objective of minimizing
makespan. This is done by formulating a MIP model and solving it to optimality using
a commercial solver for small problem instances. To handle the computational burden
when scaling up the problem to realistic sizes, the authors introduce construction
procedures embedded in a multi-start environment. By observing that non-delay
schedules (all activities placed without buffers) need not include the optimal schedule,
the construction procedure is enhanced by introducing conscious delays into the
heuristic. Schulze et al. [7] additionally introduce a modified Giffler and Thompson
procedure [57] for scheduling medium to large problem instances. The different
algorithms are tested on a variety of problem and fleet sizes. They conclude that for
small problem instances, solving the MIP formulation using a commercial solver is
efficient. For medium-sized problems the Giffler and Thompson procedure works
best, and for large problems the construction procedure including conscious delays
yields the lowest makespan. The fact that including conscious delays may lower the
makespan indicates that the common mine practice that machines should never idle
is not necessarily a good practice. The authors continue to develop on the heuristics
in Schulze and Zimmermann [58] where a combined method for scheduling both
staff and machines is presented. The heuristic is constructed to minimize deviations
from a targeted amount of mined potash, and the results show that the algorithm
outperforms manual scheduling of the same problem.

Nehring, Topal, and Knights [59] study an application in a sublevel stoping mine.
Here, the scheduling problem addresses how to transport the ore from the drawpoints,
via intermediate storages, to the haulage shaft. The MIP model allocates machines
to different drawpoints on a shift basis over a period of 2 months. The objective is
to minimize the deviation from targeted production. The MIP model is solved using
CPLEX and evaluated on a simulated mine. It is worth to mention that this is one
of the few paper that also includes secondary ore movements such as transporting
ore from an ore pass to the crusher. The authors continue to explore this path in
Nehring, Topal, and Little [60] by simplifying the model to decrease computation
time. Additionally, in Nehring et al. [4] the medium-term goal of optimizing net
present value is included in the MIP formulation. The advantage of using a holistic
model spanning both tactical and operational decisions is also evaluated by Little,
Knights, and Topal [61]. The authors integrate both stope layout and production
scheduling in one model and note that the generated schedules are superior to
those created sequentially. However, using a holistic model instead of two segregated
models increases the computation time from seconds to days.

Some mining methods require backfill, i.e. refilling excavated voids with waste
rock, sand and concrete. This adds additional complexity to the scheduling problem
since the backfill activities need to be synced with excavation. The authors in
O’Sullivan and Newman [5] study the Lisheen mine in Ireland which uses a mining
method similar to cut-and-fill. A MIP model is introduced to schedule when a
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certain area underground should be extracted in order to maximize the production
of mineral (i.e. maximizing the product of the grade of the ore and the volume of
ore extracted). Unfortunately, the MIP model is unable to solve problems over an
extended period of time due to the high computational cost. They alleviate this
issue by introducing a heuristic decomposition method based on fixing variables in
a predefined fashion. The idea is to first only consider high-grade areas and solve
the scheduling problem for activities on those areas only. When a solution is found,
lower-grade areas are introduced into a new scheduling problem where the solution
considering only the high-grade areas is enforced as constraints. The authors argue
that the decomposition-based method provides a feasible way of obtaining good
(but not optimal) results.

Another decomposition-based technique can be found in Martinez and Newman
[62], who build on the results first obtained by Kuchta, Newman, and Topal [63]
and later refined by Newman, Kuchta, and Martinez [64]. Similar to O’Sullivan
and Newman [5], the authors in Martinez and Newman [62] decompose a MIP
model based on ore-grades. The goal is to determine monthly resource allocations
over a horizon spanning several years. The objective is to minimize the deviation
from monthly targeted quantities while adhering to numerous mining considerations.
Upon evaluation on datasets from the Kiruna mine in Sweden, the authors note
that the method often finds a solution within 5% of the targeted quantities, and
does so in a reasonable time for this application.

The solution of a scheduling problem contains at least a schedule of the activities’
start and end times, together with allocated machines for performing these activities.
Executing the activities in a mine often includes routing the correct equipment to the
correct location – a different problem than production scheduling. Routing is tackled
by Equi et al. [65] in an open pit mine, who note that the characteristics of the open
pit routing problem has similarities to e.g. sugar cane and timber production. For the
underground case, it is noted by Saayman, Craig, and Camisani-Calzolari [66] that
routing research from other areas has limited application underground due to the
confined environment. The authors proceed by study the effect of different routing
strategies in dispatching LHD’s to drawpoints in a block caving diamond mine.
Another study of underground routing can be found in Gamache, Grimard, and
Cohen [67] where they use Dijkstra’s algorithm for routing mobile machinery. When
using Dijkstra’s algorithm one considers one vehicle at the time, which neglects the
interaction between vehicles. The same authors extend their research in Beaulieu
and Gamache [68] by presenting a method based on dynamic programming that
provides a more global view on the routing problem.

Although the emphasis in this thesis is on underground mining, some noteworthy
open pit scheduling works are appropriate to mention. It is noted in Beaulieu and
Gamache [68] that scheduling underground mine operation is not simply altering
existing algorithms for open pit mines, in other words scheduling underground
mines is a related but distinct problem from scheduling open pit mines. An aspect
that differs is the overall process dynamics, which partially comes from the need
of a more diverse machine fleet underground. In the open pit context there are
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mainly two objects, shovels and trucks. The shovel-truck problem is to decide where
a truck should go for loading after it has unloaded. In Alarie and Gamache [69]
the authors give a structured overview on the different methodologies used for
open pit dispatching. These methods are categorized as single-stage or multi-stage,
where mathematical programming is often used in the first stage in multi-stage
programming but rarely in later stages.

A common mining practice to deal with uncertain task duration is to place buffers
between subsequent activities. Another way is to incorporate the uncertainty into the
scheduling model formulation. Based on a similar approach to long-term planning
Matamoros and Dimitrakopoulos [70] use stochastic integer programming with
recourse to produce schedules on a monthly basis for allocating shovels and trucks to
different mining areas in an open pit mine. The authors simultaneous optimize fleet
and mining considerations together with the extraction sequence. Uncertainty is
accounted for by including fleet parameters and ore quality as stochastic variables in
the model formulation. The problem is solved using a commercial solver to produce
monthly extraction sequences and machine allocations for a planning horizon of
12 months. This composite way of modeling the mining process comes with both
advantages and disadvantages. It is obvious that the decision made on tactical
level (e.g. extraction sequence) will have an effect on the operational level (fleet
allocation), and vice versa. Optimization using a holistic model incorporates the
synergies of considering both time scales simultaneously. The authors use an objective
function formulated as a sum of smaller optimization goals spanning both tactical
and operational level (among others minimize cost of extraction, minimize shovel
movement, maximize shovel utilization, minimize deviation from targeted plan).
One drawback is thus the need to determine weighting parameters such as cost
per shovel movement and cost per surplus of mining tonnage. Determining these
parameters accurately may be very hard in practice.

A stochastic approach to the shovel-truck problem for open pits was also studied
by Ta et al. [71]. The authors decompose the problem by solving two subproblems
where the first step is solving a chance-constrained problem in continuous decision
variables, while the second step solves a MIP model in discrete variables. The
combinatorial challenge facing questions regarding global optimality is noted by the
authors to be hard, which is why heuristic approaches to the dispatching problem
for open pit mines are common.

Blom, Pearce, and Stuckey [72] builds on previous work [73] using multi-objective
scheduling in an open pit mine. The problem consists of allocating material sources
(mining blocks of material or stockpiles) to destinations (other stockpiles or process-
ing units), such that constraints on e.g. resource utilization and mining precedences
are satisfied. The multiple objectives are considered in an optimize-and-prune frame-
work, where over 40 objectives are ordered by priority (objectives such as maximizing
the utilization of trucks or minimizing deviations from targeted production). The
method is based on solving the scheduling problem under different objectives iter-
atively in order of priority. Starting with the most prioritized objective, once an
optimal solution is found (or the time-out limit is reached) prune constraints are
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added to the subsequent iteration solving the problem with the next objective in
the list of prioritized objectives. The prune constraints reduce the solution space
by enforcing that the only feasible schedules are those that have at least as high
quality as the found solution with respect to the initial objective. This procedure
is repeated for all objectives. To reduce the complexity, the time-line in Blom,
Pearce, and Stuckey [72] is discretized into aggregated blocks of increasing size,
where each block of time is scheduled in a receding horizon approach. This is not
the case in their follow-up work [74], where the time-line instead is discretized in
a hierarchical decomposition. The time-line is thus split into equally sized blocks,
and the scheduling problem is solved for each block. Each block of time is further
split in a recursive manner until an assignment can be made. The authors note
that an advantage of this time-line discretization compared to the receding horizon
approach is that objectives are more equally prioritized over the entire horizon.

Continuing on open pit topics; Mansouri, Andreasson, and Pecora [75] develop a
model for scheduling autonomous drill rigs. The problem under study is decomposed
into five subproblems: sequencing, motion planning, machine allocation, coordination,
and temporal scheduling. The solution procedure is based on representing the joint
formulation of these subproblems as a high-level CSP, and searching the joint search
space through backtrack search. This decomposed approach makes it possible to
have dedicated solvers for each subproblem to validate candidate assignments, as
well as dedicated variable and value heuristics for each subproblem. The authors
argue that the decomposed approach is suitable since it facilitates incorporating
domain-specific constraints, and the structure of each subproblem is more easily
exploited compared to using a composite model with a general heuristic.

Finally, it is worth mentioning that in order to do efficient short-term scheduling,
access to accurate process information is crucial. Song, Rinne, and Wageningen [76]
discuss the impact of information technology underground, as well as summarizing
systems and hardware suitable for providing informational transparency. In Burger
[77] the author describes a system of systems for integrating the mining plan of the
Finsch mine in South Africa into the control system, showing that the integration of
different processes is crucial for future profitability. Reporting from the Chelopech
mine in Bulgaria, the authors in Howes and Forrest [78] describe their approach
to a similar problem. They provide the operating context for a scheduling solution
including upstream and downstream integrations to e.g. long-term production
planning and to process control. The authors note that interfacing between systems
on different operational levels is non-trivial, and that although no standards exist
specifically for the mining industry, there are suitable standards such as ISA-95 that
has been used successfully in other industries.





Chapter 4

Fleet Scheduling using CP

In this chapter, we formalize the fleet scheduling problem and model it using CP. We
evaluate the model on various problem sizes representative of small- and medium-
sized mines. For convenience, we will denote the model introduced in this chapter
the original model, as to separate it from a revised model appearing later in this
thesis.

4.1 Problem Formulation

In Section 3.2, we described how several popular mining methods can be modeled
as a hybrid flow shop. We will here formalize the corresponding scheduling problem.

The scheduling problem is to take a number of unscheduled tasks and construct
a feasible schedule that adheres to the characteristics of the process. The mine
operations that we consider are executed at the faces of the drifts (i.e. the ends of the
underground tunnels). As we have shown in Fig. 3.2 and Table 3.1, the excavation
of ore at each face is divided into a periodic sequence of activities (the production
cycle). If the production cycles are unfolded, the mine scheduling problem resembles
a rich variant of a k-stage flow shop [12, 27] where the steps in the production
cycle can be seen as stages in a flow shop. The flow shop has a mix of interruptible
and uninterruptible tasks, machine unavailabilities, after-lags in some stages, and
sharing of (certain) machines between stages.

All activities except blasting and ventilation require a specific machine to process
the task. Specifically, drilling requires a drill rig in order to drill holes in the face
processed; when charging, the holes are filled with explosives typically using a
wheel loader with a platform. After blasting, the rock that has been separated from
the rock mass is sprayed with water to reduce the amount of airborne particles.
The rock is then removed (loaded) from the face with an LHD (load, haul, dump
machine); smaller rocks loosely attached to the roof and walls of the drift are later
mechanically removed with a scale rig (scaling) and removed from the drift with an
LHD (cleaning). The two subsequent steps increase safety as the rock is secured to
the inside of the drift (bolting) and the inside of the drift is sprayed with concrete
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(shotcreting). Finally, the face is prepared for the next cycle by a scaling rig (face
scaling), and the separated rock is removed by an LHD (face cleaning).

Blasting is a key activity in hard rock underground mine operations and it
sets the overall pace of production for the entire mine. It is common that blasts
occur in predetermined time windows during the day (typically two or three times);
for safety reasons, no human operator is allowed in the mine during the blasting
time window and the subsequent ventilation of toxic blast fumes, independently of
whether blasting occurs, and on which faces; in other words, no other activity can
take place at any face across the whole mine.

As blasting and ventilation have the same properties, happen one after the other,
and affect the scheduling in the same manner, in the following, whenever we refer
to blasts we denote an activity that spans over the duration of the blast and the
subsequent ventilation. We assume that each blast window has equal duration, and
that both blasting and ventilation can fit inside the blast window (the problem
would be trivially infeasible otherwise).

Most activity types are interruptible, i.e. they can start prior to a blast window,
then be suspended during the blast, and resumed after the blast window. However,
some activities, for instance shotcreting, are not interruptible; furthermore the
subsequent bolting activity can only happen after a delay required for the concrete
to cure.

Since the schedules are deployed in a rolling-horizon approach, where each face
has a predefined number of cycles to be performed during the life of the mine, it makes
sense to use an objective function that accounts for the state of all faces. Therefore,
the scheduling problem consist of allocating the available mining machinery to the
activities, and schedule them in order to minimize the sum of the makespans of
all faces. The rationale is that in a rolling-horizon approach, using only the overall
makespan puts too much emphasis on the currently most loaded face. In addition,
from an industry point of view, sum of face makespan is easily converted to “blasting
pace” which is a common metric used in the mining industry.

The problem instances vary in e.g. number of tasks, number of faces, and number
of machines. This data is considered as input to the scheduling problem:

• A set T of indices of all tasks t to be scheduled. The tasks are defined by the
parameters Ft, Dt and Rt, t = 1, . . . , |T |, where Ft is the face where the task
should be scheduled, Dt is the duration of the task, and Rt denotes the set of
resources (machines) that are required.

• A setM of the indices of all machines m, and a set F containing the indices
of all faces f .

• Ordered subsets Tf ⊂ T where f = 1, . . . , |F |. The subset Tf holds tasks
ti ∈ Tf in an order such that if ti precedes ti′ in Tf , then ti must be finished
before ti′ can start.

• Pre-defined blast times sb with homogeneous duration d(b) for blasts b =
1, . . . , B in the horizon.
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4.2 Original Model

Tasks can be modeled as conditional interval variables [79], meaning that each
activity is represented by a tuple (stm, dtm, etm, otm) where stm represents the
start time of the t’th task using machine m. The start time, the duration dtm, and
the end time etm obviously fulfill stm + dtm = etm. The boolean execution status
otm indicates whether task t is scheduled on machine m. This model allows for
machine-dependent duration in case machines have different processing times.

Since each activity is executed using exactly one machine, we know that∑
m∈M

otm = 1 ∀t ∈ T . (4.1)

To ensure that blasts are only scheduled on blast windows, the domains of the start
times for blast tasks t ∈ T (bl) ⊂ T are restricted to the time points sb

stm ∈ {sb1 , sb2 , sb3 , . . . } ∀(m, t) : t ∈ T (bl). (4.2)

Let T (un) ⊂ T denote the set of uninterruptible tasks. For the uninterruptible
activities, the tasks may never overlap a blast time window

stm ∈ {0, . . . , sb1 −Dt, sb1 + d(b), . . . , sb2 −Dt, . . . } ∀(m, t) : t ∈ T (un) (4.3)

where Dt is the nominal task duration of task t and d(b) is the length of the blast
window.

Note that blast tasks t ∈ T (bl) are in principle uninterruptible, however for nota-
tional reasons we assume that whenever t ∈ T (bl) then t 6∈ T (un). For uninterruptible
tasks and blast tasks, the respective durations are set to the nominal task durations

dtm = Dt ∀(m, t) : t ∈ T (un) ∨ t ∈ T (bl) (4.4)

Further, all activities, except blasting, cannot start during a blast window

stm ∈ {0, . . . , sb1 , sb1 + d(b), . . . , sb2 , . . . } ∀(m, t) : t ∈ T \ T (bl) (4.5)

In order to model the interruptible activities, their associated intervals have variable
durations. We introduce a variable ptm indicating whether the interval of task t,
machine m, has been interrupted. We use reified constraints to go over all the
possible blast time windows, and verify if there is one that overlaps with the interval.
If ptm = 1 then an interval starts before a blast time window and ends after the
start of the blast time window

ptm ⇐⇒ ∃b ∈ [1, B] : stm < sb ∧ stm +Dt > sb ∀(t,m). (4.6)

Note that the durations of the activities are such that no activity can span two
blast time windows.
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Finally, whenever the interval gets interrupted, its duration needs to be extended
by the duration of the blast time window

dtm = Dt + ptm ∗ d(b) ∀(t,m). (4.7)

Let T (al) ⊂ T hold the set of activities that require after-lag, then the full order of
the cyclic activities can be enforced by

stim +Dti <sti+1m ∀(i, f,m) : i = 1, . . . , |Tf | − 1 ∧ ti 6∈ T (al) (4.8)
stim +Dti + d(al) <sti+1m ∀(i, f,m) : i = 1, . . . , |Tf | − 1 ∧ ti ∈ T (al) (4.9)

where d(al) is the length of the after-lag. Unary constraints are used for all the faces
and machines to enforce disjunctive execution

unary
(
{(stm, dtm, otm) | t ∈ T }

)
∀m ∈M (4.10)

unary
(
{(stm, dtm, otm) | ∀(m, t) : Ft = f}

)
∀f ∈ F . (4.11)

If all machines have identical processing times the machine pool can be modeled
as a cumulative resource, which can provide significant speed-ups. However, in
reality, the processing times are seldom identical due to the usage of a heterogeneous
machine park, and due to different operator skills. Further, notice that the unary
constraint for the faces is in this model redundant, since a total ordering is enforced
by the constraints Eqs. (4.8) and (4.9). However, adding a unary constraint for the
faces enables scheduling auxiliary tasks, such as maintenance, that are not part
of the production cycle. In addition, it is also a prerequisite for upcoming model
extensions.

Finally, the model minimizes the sum of the makespans across all faces by

O =
∑
f∈F

max
m∈M
t∈Tf

(
otm ∗ etm

)
. (4.12)

4.2.1 Search Strategy
As we mentioned in Section 2.3.4, most problems cannot be solved by propagation
alone. Search is used when all propagators are at fixpoint and the domains of the
decision variables are still not singleton. The performance of a constraint program
depends on both the model and the adopted search strategy. The search strategy
decides what variable to branch on when all propagators are at fixpoint, and what
value to assign to the selected variable. For this fleet scheduling problem different
generic and ad-hoc heuristics have been tested; in the following we present what
was experimentally deemed the most effective one.

The search proceeds in two phases: the first phase allocates machines to tasks,
the second phase schedules the start times. In the former, the variable selection
is based on the duration that the tasks allocate the face. In effect, shotcreting is
branched on first, since the combined time of shotcreting and cure time is the largest
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of all activities, and the washer is branched on last, since it only lasts for a couple
of minutes. As value selection, for each task the least loaded machine is greedily
chosen among the set of eligible machines.

For the task scheduling, the variable selection is using an action-based heuristic.
Action-based heuristic learns during the search to branch on the variables that are
likely to trigger the most propagation (also known as activity-based heuristic [32]).
For value selection, the start times are branched on starting from the lowest value
in their respective domain.

By systematically restarting the search procedure, a restart-based search samples
a wider part of the search space. In order to not to end up on the same solution
after each restart, some randomness needs to be included in the search heuristics.
Therefore, the machine allocation chooses a random variable to branch on with
probability p, otherwise it follows the heuristic described above. Similarly, the value
selection is chosen at random with probability p, otherwise the least loaded heuristic
is employed. Note that action-based branching tend to work well with restart-based
search, since the restarts provide a lot of information of propagation.

4.3 Results

We will now investigate an underground mine scheduling scenario based on an
operational underground mine. The instances are solved using the original model
introduced in Section 4.2, and we will compare a baseline method without restarts
to a restart-based approach using the randomized search heuristics of Section 4.2.1.
All problems are solved using the CP solver Gecode 5.1 [80] with 4 threads on a
laptop with an i7-7500U 2.7GHz processor. All resources are modeled using unary
with optional tasks.

The size of a problem is determined by i) the number of faces, ii) the number of
cycles, and iii) the number of machines of each type. Here, we study instances with
5 or 10 faces and with 1 or 2 cycles at each face. Since the production cycle consists
of eleven tasks, these instances have a minimum of 55 tasks and a maximum of 220
tasks to be scheduled. We consider three different machine parks; 1 or 2 machines
of each type, or a custom (heterogeneous) machine park taken from an existing
underground mine. The custom machine park consists of 4 drill rigs, 3 chargers,
1 washer, 6 LHDs, 4 scaling rigs, 2 shotcreters and 3 bolters. The problem sizes
are encoded as (# faces)F:(# cycles per face)C:(# machines of each type)M. For
example, 5F:2C:2M corresponds to a problem with 5 faces where each face has 2
cycles each, and the machine park consists of 2 machines of each type. The machine
classification CM is used to encode the custom heterogeneous machine park. In total,
8 different problem sizes are studied, where each problem size is solved in 5 instances
where the task duration is varied. In each instance the task duration is based on
nominal durations from the same operational mine as mentioned earlier, however
they are perturbed randomly by a factor between -25% and +25%. A timeout of
12.5 minutes is used for the instances with 5 faces, and 25 minutes for the instances
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Figure 4.1: The largest problem instance using 10 faces with 2 cycles at each face,
together with a machine park that is based on a real underground mine.
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Table 4.1: Average, minimum, and maximum objective value after solving 5 instances
of each problem size. The left column corresponds to the objective value using the
search without restarts, while the right column corresponds to the reduction gained
by using restart-based search. Bold font highlights instances where restarts led to an
average reduction of the objective value.

Baseline Restarts
Oavg Omin Omax O%

avg O%
min O%

max

5F:1C:1M 2082 1911 2214 0% 0% 1%
5F:1C:2M 1892 1751 1990 0% 0% 1%
5F:2C:1M 4200 3583 4575 -1% -7% 1%
5F:2C:2M 4048 3560 4360 -7% -11% -3%
10F:1C.2M 4410 3973 4601 0% -5% 3%
10F:1C:CM 3797 3606 4097 2% 4% 1%
10F:2C:2M 11019 9803 12562 -15% -11% -21%
10F:2C:CM 8222 7548 8825 -1% -4% 2%

with 10 faces.
A solution to the largest problem studied, 10F:2C:CM, using the restart-based

search can be seen in Fig. 4.1. In this solution we can see some features of the problem,
such as the impact of blast windows. The blast windows are indicated by vertically
aligned grey areas. We can see that the blast tasks (in black) are only scheduled
during these windows, which has a notable impact on the solution. For instance, the
gap between time ∼ 3h and time ∼ 9h at Face 1 is due to the precedences of the
production cycle; the face is charged and is waiting to be blasted before continuing
by washing. We can also see the mix of interruptible and uninterruptible tasks.
The first shotcreting task (in red) on Face 1 could have started before the blast
window. However, since there is not enough time to complete the entire task before
being interrupted, it is postponed until after the blast window. Other activities,
such as cleaning (in purple) on Face 0 at time ∼ 16h, are correctly split over blast
windows. We can also see that shotcreting is immediately followed by the face being
unavailable as the concrete cures, while the machine is free to do other work. For
example, the machine that process the first shotcreting activity (in red) on Face 9
at time ∼ 6h later goes to process an activity at Face 4. Meanwhile, Face 9 remains
unavailable until bolting starts just before the blast window. Evidently, manual
scheduling quickly becomes a tedious and error-prone activity as the problem size
increases.

In Table 4.1, we have aggregated the statistics of solving 40 instances using
both the baseline and the restart-based method. The second to the fourth columns
represent, respectively, the average, minimum and maximum objective across the
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Figure 4.2: An optimal solution to the smallest problem instance with 5 faces, 1
cycle at each face and 1 machine of each type.

instance set. The fifth to the seventh columns indicate, respectively, the average,
minimum, maximum reduction of the objective value obtained with randomized
restarts w.r.t. the deterministic baseline. It is clear that using restart-based search
can be advantageous, particularly for the larger instances. Note furthermore that,
as shown in Figure 4.1, the custom machine park problem is not very constrained,
i.e. machines are not highly utilized, and the problem is therefore simpler than
the instances with only 2 machines per face. This can also be seen in Table 4.1,
where randomized restarts for 10F:2C:CM does not bring significant improvements,
whereas restarts seem beneficial for 10F:2C:2M.

We are only able to prove optimality on the smallest instances, 5F:1C:1M and
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Figure 4.3: The objective value using restart-based search on 5 samples of
10F:2C:CM and 5 samples of 5F:2C:2M. The plot shows the current objective
divided by the value of the first found solution.

5F:1C:2M. An optimal solution to 5F:1C:1M is shown in Fig. 4.2. Note that at this
stage of modeling, we are independent of the task sequencing, hence for 5F:1C:1M we
will have (at least) 5! = 120 optimal solutions corresponding to all possible orderings
of 5 faces. This symmetry will disappear later, when we introduce travel times to the
scheduling problem, making the problem sequence-dependent. Figure 4.3 shows how
the objective value evolves with solution time for larger problem instances. After
solving 5F:2C:2M for 10 minutes and 10F:2C:CM for 25 minutes most runs seem to
have stabilized, and it motivates the timeouts chosen. No significant improvements
were seen when extending the timeout up to 24 hours.





Chapter 5

Scalable Scheduling with Fleet Travel Times

In this chapter, we extend the problem formulation to accommodate for machine
travel times. First we describe how the original model can be adapted to include
machine travel times, then we introduce a novel revised model in which blast times
are compressed and the solutions are post-processed to solve the original problem.
We evaluate the revised model on various problem sizes representative of medium-
and large-sized underground mines.

An issue that is often overlooked in the literature on mine scheduling is that
underground mines can have road networks spanning several hundreds of kilometers.
This makes it important to include the travel times of the mobile machines in the
short-term schedule to be sure that a feasible schedule is created. By introducing
travel times, the scheduling problem becomes sequence-dependent. Our goal is to
make sure that there is sufficient time for a machine to travel between the jobs
that are assigned to it. Note the difference between this problem, creating a feasible
schedule by including necessary time lags, and solving a routing problem. Solving a
routing problem typically depends on the actual topology of the mine, and explicitly
considers intersections, one-way roads, etc.

5.1 Problem Extension

As a reminder, the following data is assumed to be known:

• A set T of indices of all tasks t to be scheduled. The tasks are defined by the
parameters Ft, Dt and Rt, t = 1, . . . , |T |, where Ft is the face where the task
should be scheduled, Dt is the duration of the task, and Rt denotes the set of
resources (machines) that are required.

• A setM of the indices of all machines m, and a set F containing the indices
of all faces f .

• Ordered subsets Tf ⊂ T where f = 1, . . . , |F |. The subset Tf holds tasks in
an order such that if ti precedes tj in Tf , then ti must be finished before tj

47
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can start.

• Pre-defined blast times sb with homogeneous duration d(b) for blasts b =
1, . . . , B in the horizon.

To accommodate travel times, we also assume that the necessary time lags can
be represented as a travel time matrix L with time lag elements lff ′ specifying
how much time it takes to travel from face f to face f ′, 1 ≤ f, f ′ ≤ |F|. Note
that this representation assumes that all machines travel at equal speed. This is a
simplification introduced for model convenience, however the models that will be
introduced in this chapter could equally well support an additional dimension lmff ′

to enable machine-dependent time lags.

5.2 Original Model Including Travel Times

Remember that in Section 4.2, the tasks are modeled as conditional interval variables
[79], meaning that each activity is represented by a tuple (stm, dtm, etm, otm) where
stm represents the start time of the t’th task using machine m. The start time, the
duration dtm, and the end time etm obviously fulfill stm + dtm = etm. The boolean
execution status otm indicates whether task t is scheduled on machine m.

Any interruptible task that is placed so that it overlaps a period of unavailability
must be extended by the length of said period. This means that the task duration
dtm depends on when the task is scheduled. As previously, this can be modeled by
introducing an auxiliary variable ptm tracking whether a task needs to be extended

ptm ⇐⇒ ∃b ∈ [1, B] : stm < sb ∧ stm +Dt > sb ∀(t,m). (5.1)

Here sb denotes the start time of unavailability period associated with the b’th blast
window. With d(b) as the length of the unavailability period, the variable duration
can be modeled as

dtm = Dt + ptm ∗ d(b) ∀(t,m) (5.2)

Note the assumption that tasks at most cover one unavailability period.
To accommodate for machine travel times, it is natural to consider two types

of durations; one duration d(m)
tm for which the machine will be allocated, and one

duration d(f)
tm representing how long the task will occupy the face. For the machine

duration to include travel times, the duration is modeled as a sum of two terms: one
nominal duration and one sequence-dependent addition d(m)

tm = dtm + lff ′ where
lff ′ is the travel time needed for a machine to go from the current face f to the next
face f ′, i.e. the location of the next activity that is scheduled on the same machine
as is used for task t. The face of the current activity is given by Ft, but we need a
variable next for which it holds that

nextt = t′ ⇐⇒ t and t′ both scheduled on machine m ∧
t′ is the immediate successor of t on m. (5.3)
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Since in this scheduling problem each task only has one successor and one predecessor,
the values in next will be a permutation of the task indices with the addition of a
fictional task (index 0) that must be introduced to hold the value of next for the
last tasks scheduled on the machines. This is enforced by

nextt ∈ {0, . . . , |T |} ∀t (5.4)
next0 = 0 (5.5)

alldifferent_except_0(next) (5.6)

which together with the following reifications capture next adequately

otm = 1 ∧ ot′m = 1 ∧ stm < st′m ⇒ snexttm < snextt′m (5.7)

nextt = t′ ⇒ stm + d(m)
tm < st′m ∀(t, t′,m). (5.8)

By Eqs. (5.4) to (5.8) we can thus consider the sequence-dependent part lff ′ needed
to ensure disjunctive execution of the machines

d(m)
tm = dtm + lff ′ ∀(t,m) : f = Ft, f

′ = Fnextt
(5.9)

unary({(stm, d(m)
tm , otm) | t ∈ T }) ∀m. (5.10)

In contrast to the machine duration d(m)
tm , the face duration d(f)

tm (representing how
long a face is occupied by a task) is not dependent on the order of task execution.
It does, however, depend on whether a task needs after-lag. Let T (al) ⊂ T hold
the indices of the tasks which requires an after-lag of duration d(al). The following
enforces that only one task (including after-lags) can be scheduled simultaneous at
a face

d(f)
tm =

{
dtm + d(al) t ∈ T (al)

dtm t 6∈ T (al) (5.11)

unary({(stm, d(f)
tm , otm) | ∀(m, t) : Ft = f}) ∀f ∈ F (5.12)

Lastly, temporal precedence constraints ensure that the order of Tf , which in turn
is the order of the production cycle, is respected

stim +Dti < sti+1m, ∀(i, f,m) : i = 1, . . . , |Tf | − 1. (5.13)

To avoid repetition, see Section 4.2 for the parts of the model describing that tasks
should not start during an unavailability period and that uninterruptible tasks
should not span into an unavailability period.

5.3 Revised Model

We will now introduce a novel way of modeling the mine scheduling problem by first
transforming it into a related problem without interruptible tasks, then generating
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Figure 5.1: A post-processing step that inserts blast windows makes it possible to
transform the problem into an uninterruptible scheduling problem.



5.3. Revised Model 51

solutions for this related problem, and finally post-processing the solutions to obtain
solutions to the original problem. Due to the presence of blast windows, the original
scheduling problem is interruptible in the sense that once a machine has started
a task, the task can be paused but the same machine must finish it eventually.
Remember also that in the problem we are addressing no tasks can start during
a blast window. This means that it is possible to first generate a solution to an
uninterruptible scheduling problem without blast windows, and then post-process it
by inserting all blast windows and prolonging the tasks that are split over a blast
window (see Fig. 5.1). The disadvantage is that it is more cumbersome to express
temporal constraints defined in physical time st,m in the compressed time domain
s̃t,m.

Assume that we have a mapping from physical time to compressed time such
that whenever start time stm is given, we can find the corresponding time s̃tm in
compressed time, and vice versa. To ensure that blasts are only scheduled on blast
windows, the domains of the start times for blast tasks t ∈ T (bl) ⊂ T is restricted
to the time points s̃b

s̃tm ∈ {s̃b | b ∈ [1, B]} ∀(m, t) : t ∈ T (bl) (5.14)

Let T (un) denote the set of uninterruptible tasks. For these activities, we need to
exclude parts of the domain in compressed time to make sure that these tasks are
not split in post-processing

s̃tm ∈
⋃

b∈[1,B]

{s̃b−1, · · · , s̃b −Dt} ∀(m, t) : t ∈ T (un) (5.15)

where we for convenience assume that s̃0 = 0.
Instead of relying on unary constraints for disjunctive machine execution, the

revised model uses disjunctions of the form s̃tm +Dt < s̃t′m ∨ s̃t′m +Dt′ < s̃tm.
To model the travel times, we will introduce sequencing variables btt′ such that
btt′ = 1 indicates that t precedes t′ and btt′ = 0 indicates the opposite (obviously
btt′ = 1 ⇐⇒ bt′t = 0). Further, a third value ⊥ is introduced to the domain of
the sequencing variables such that btt′ = ⊥ means that task t and task t′ are
scheduled on different machines. The sequencing variables enforcing disjunctive
machine execution are modeled by

btt′ = 1 ⇐⇒ otm = 1 ∧ ot′m = 1 ∧
s̃tm +Dt + lFtFt′ < s̃t′m ∀(m, t, t′) : t < t′ (5.16)

btt′ = 0 ⇐⇒ otm = 1 ∧ ot′m = 1 ∧
s̃t′m +Dt′ + lFt′Ft

< s̃tm ∀(m, t, t′) : t < t′ (5.17)
btt′ = ⊥ ⇐⇒ ¬(otm = 1 ∧ ot′m = 1) ∀(m, t, t′) (5.18)

As opposed to the original model, here we do not need to explicitly consider
that no activities can be started during blast windows since the blast windows are
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not a part of the domain in compressed time. Similarly, we do not need to explicitly
keep track of when a task duration should be prolonged. However, an additional
complexity compared to the original model comes from the after-lag not being
constant. The duration of the after-lag d(al)

t will depend on how much it overlaps
a blast window (after-lag takes place even during blast windows). To this end, we
introduce a variable

nextBlastt = min
s̃tm<s̃b

b∈[1,B]

(
s̃b
)

∀t : t ∈ T (al) (5.19)

that is used to hold the value of the next upcoming blast window. In turn, it can be
used to determine the duration of the after-lag for tasks t ∈ T (al)

d(al)
t =


d(al) if s̃tm +Dt + d(al) < nextBlastt
d(al) − d(b) if s̃tm +Dt + d(al) > nextBlastt + d(b)

d(al) −∆d(al) otherwise
(5.20)

∆d(al) = s̃tm +Dt + d(al) − nextBlastt. (5.21)

The after-lag thus depends on the amount of overlap, ranging between at most d(al)

(no overlap) and at least d(al) − d(b) (fully overlapped). See Fig. 5.2 for a visual
explanation of Eq. (5.20).

Lastly, the after-lag is used to enforce disjunctive execution on the faces

s̃tim +Dti + d
(al)
ti ≤ s̃ti+1m ∀(m, f) : i = 1, . . . , |Tf | − 1, ti ∈ T (al) (5.22)

s̃tim +Dti+ ≤ s̃ti+1m ∀(m, f) : i = 1, . . . , |Tf | − 1, ti 6∈ T (al) (5.23)

where Tf is as earlier the ordered set of tasks to be scheduled on face f .

5.3.1 Objective
As previous, the objective is still to minimize the sum of face makespans

O =
∑
f

max
t∈Tf
m

(
otm ∗ etm

)
(5.24)

Note that for the revised model, the end time etm is exchanged with the end time
in compressed time ẽtm. This is not an entirely equivalent objective function, since
the uninterruptible problem that is optimized in compressed time is blind to whether
the last activity on a face will be extended or not in post-processing. However, the
numerical evaluations presented here are calculated after post-processing, so that a
fair comparison is made between the two models.

5.3.2 Search
The search heuristics are embedded in a restart-based framework containing three
steps. First, machines are allocated to tasks; second, the sequencing of the tasks
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Figure 5.2: The duration of the after-lag in compressed time depends on how much
it overlaps a blast window in real time.
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with respect to the machines is determined; and finally, the start times are set.
Similar to other works (e.g. Grimes, Hebrard, and Malapert [37]) by maintaining
consistency during search, once a feasible sequence is found a solution is guaranteed
by assigning the start times their lowest feasible value.

Similar to the search heuristics introduced in Section 4.2.1, a greedy heuristic is
used for machine allocation that with probability p evens the load among eligible
machines, and with probability 1− p makes a random machine assignment among
the eligible machines.

The idea behind the sequencing heuristic is to order tasks such that they can be
scheduled as soon as possible. This heuristic differs between the two models since
the original model uses the variable nextt while the revised model uses btt′ . For the
original model, an activity-based heuristic is used for variable selection. In short,
by counting how often a domain is reduced, this heuristic steer the search towards
profitable parts of the search space [32]. For value selection, the value t′ is assigned to
nextt such that min(stm) < min(st′m) (where min() represents the minimum value
in the domain) and st′m is as small as possible. In the revised model, the variable
selection is branching on the variable btt′ such that the sum min(stm) + min(st′m)
is as low as possible. The value selection is such that if min(stm) < min(st′m) then
t is set to precede t′. As with the machine allocation, with a small probability p a
random value is set to the sequencing variables to benefit from restart-based search.

5.4 Comparison

The models have been implemented in Gecode 5.1, and all computations are using 4
threads on a 3.1 GHz Intel Xeon processor. The search heuristic is embedded in a
restart framework, and similar to [37] we use geometric restarts with 256 nodes as
base and 1.3 as scale factor. All resources are modeled using unary with optional
tasks.

To ease presentation the instances are encoded as e.g. 3F:2C:2M which should
be interpreted as an instance with 3 parallel faces, 2 cycles to be scheduled on
each face, and 2 machines of each type. The largest instance 20F:1C:CM (CM for
Custom Machines) is different, since it is based on a heterogeneous machine park
from an operational underground mine. As before, this machine park contains 3
charging rigs, 4 drill rigs, 2 shotcreters, 3 bolting rigs, 6 LHDs, 4 scaling rigs, and 1
washer. The nominal values for the task durations and travel times are also taken
from the same mine.

Each instance is solved in different variations, where the variations are based on
the nominal durations and travel times but randomly scaled by 0− 25%. Further,
each variation is solved for several samples using different seeds due to the search
randomization. Lastly, the starting point of the cycles are varied across different
faces since in reality it is very unlikely that all faces are in the same starting state.

In Fig. 5.3 a feasible schedule is displayed from solving an 6F:1C:2M instance
using the original model. The schedule depicts the characteristics of the process,
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Figure 5.3: A schedule for the 6F:1C:2M instance solved using the original model.

where e.g. the mix of interruptible and uninterruptible tasks is evident since many
tasks are split over the blast windows (indicated by vertically aligned grey areas).
However, for instance the shotcreting task on Face 0 (in red) could have started
before the blast window at time ∼ 16h, but it is not since it is an uninterruptible
task. Further, all shotcreting tasks have an associated after-lag that occupies the
face, but not the machine. Specifically, the bolting activity on face 5 could be started
earlier (there are available machines), but the schedule enforces the after-lag from
the preceding shotcreting task. However, the shotcreter that completed the task
on face 5 directly goes to face 3 to process another task. Lastly, travel times are
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Table 5.1: Statistics from solving 3F:2C:2M and 6F:1C:2M in 3 variations and 10
samples for each variation (in total 120 samples). Each row shows, for the original
and the revised model, the average objective value at termination Oavg, the range of
the solutions at termination Orange, the median time in seconds to find a feasible
solution Tmed, and the number of times (out of the 10 samples) that no solution was
found #Sno.

Oavg Orange Tavg #Sno
Orig. Rev. Orig. Rev. Orig. Rev. Orig. Rev.

3F
:2

C
:2

M 1 2340 2337 39 0 8 1 0 0
2 2484 2557 93 7 20 1 0 0
3 2418 2477 20 2 29 1 1 0

6F
:1

C
:2

M 1 2636 2270 712 39 206 1 4 0
2 2733 2509 215 24 18 1 7 0
3 X 2338 X 45 X 2 10 0

respected, as visible from the machine view where buffers are kept between successive
tasks. For instance, notice the buffer between the first two tasks scheduled on LHD
8. This buffer represents the travel time to go from face 5 to face 3.

Table 5.1 contains a comparison of the objective values at termination (30 minutes
cut-off) for the original model and the revised model on 3F:2C:1M and 6F:1C:1M
run in 3 variations and 10 samples for each instance. For 3F:2C:1M the objectives
are comparable, while the revised model finds better solutions on 6F:1C:2M. Note
that 3F:2C:1M and 6F:1C:1M are problems with the same number of tasks (2
cycles each on 3 faces or 1 cycle each on 6 faces). An important difference is however
that the sequencing problem is easier on 3F:2C:2M since sequencing decisions are
implied by the precedences of the production cycle. When the sequencing problem
becomes harder, such as in 6F:1C:2M, the original model does not yield as good
schedules as the revised model. Note that the original model is not as robust as the
revised model since no solution is found for 22 out of the 60 samples.

As evident from Table 5.1, the original model struggles already when solving
less than 100 tasks (1 cycle on 6 faces is 66 tasks) which limits the amount of
comparison that can be made. However, the revised model can solve problems with
over 200 tasks in a matter of minutes. In Fig. 5.4 a solution to the largest instance
20F:1C:CM is presented. We will in the following chapter continue to analyze the
revised model.
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Figure 5.4: A schedule for the largest instance studied, 20F:1C:CM, solved using
the revised model.





Chapter 6

Large Neighborhood Search

In this chapter, we focus on finding high-quality schedules by using Large Neighbor-
hood Search. To do this, we first introduce a face-based neighborhood definition.
Later, variants of this neighborhood is compared to using restart only on a variety
of problem instances.

6.1 Neighborhood Definition

Large Neighborhood Search (LNS) is a way to do local search optimization in CP
[34]. The general idea is to start from a feasible solution and explore a neighborhood
around that solution, where a neighborhood is constructed by partially relaxing
a subset of the decision variables. Thus, a highly constrained new problem is
formulated, and better solutions to the original problem can be searched for in the
restricted search space of the relaxation. When a better solution is found, it becomes
the incumbent for continued iterations of relaxing and solving.

In the mine scheduling problem, some reasonable neighborhoods include:

• Task-based neighborhood, i.e. variables corresponding to tasks of a specific
type are relaxed

• Machine-based neighborhood, i.e. variables corresponding to tasks that require
a certain machine are relaxed

• Face-based neighborhood, i.e. variables corresponding to tasks scheduled on a
specific face are relaxed

• Time-based neighborhood, i.e. variables corresponding to tasks within a specific
time window are relaxed

In this scheduling problem, we are heavily constrained by precedences inferred by
the production cycle. This limits the possibility of task-based and machine-based
neighborhoods to find any new assignment to the relaxed variables that differs from
the incumbent, since the preceding and succeeding tasks in the production cycle are

59



60 Large Neighborhood Search

Figure 6.1: A neighborhood based on face-wise relaxation of variables. Here, the
variables associated with the tasks inside the two horizontal gray areas are relaxed
(top). When solved in the restricted search space of the relaxation, a schedule with
lower makespan ms is found (bottom).
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still fixed in time. However, for face-based neighborhoods, the relaxation is limited
to only a few faces, but the times of the adjacent tasks are also relaxed which gives
the neighborhood sufficient flexibility to allow for improvements. This is similar to
how manual schedulers try to solve resource conflicts locally without disturbing the
operation of the entire mine. A time-based relaxation, i.e. all tasks starting within a
time window are relaxed, is an alternative for solving resource conflicts due to late
information, but need to respect deadlines or delivery dates.

In this thesis, we construct a neighborhood by relaxing all tasks on certain faces,
see Fig. 6.1. In particular, starting from a feasible schedule, two or three faces
are randomly selected and the corresponding variables for tasks on these faces are
relaxed (including machine allocations, sequencing decisions, and start times).

6.2 Evaluation

As we saw in the previous chapter, the original model struggles already when
scheduling less than 100 tasks when introducing travel times, while the revised
model can solve significantly larger problems. We now combine the revised model
with the LNS based on face-wise relaxation. Our objective is to minimize the sum
of face makespans, see Eq. (5.24), in a standard Branch and Bound framework.

In Fig. 6.2 we compare the objective values of using continued restart-based
search, with the procedures LNS2 and LNS3 based on face-wise relaxation of 2 and
3 faces respectively. Both LNS2 and LNS3 are effective on quickly improving the
solution quality, and there is a visible trend that the LNS-based procedures find
better terminal solutions.

The careful reader might notice that some runs may show a minor increase of
objective when a new solution is found. In particular, study 10F:1C:3M in Fig. 6.2
and the restart-based run (in blue) that has the highest objective after roughly
30 minutes of computation. The solution found just after time 30 minutes is in
fact slightly higher than the solution found just before time 30 min. This behavior
is to be expected, even though it is not what is typically observed in a standard
B & B scheme. The reason is that we are optimizing the sum of face makespans in
compressed time

O =
∑
f

max
t∈Tf
m

(
õtm ∗ ẽtm

)
(6.1)

where ẽtm is the end time in compressed time units. The B & B scheme thus
constrains new solutions to have a strictly lower objective in compressed time, and
the solutions obtained are post-processed to the real time domain. This means
that the procedure is blind to whether the last scheduled activity on a face is split
or not, which introduces the possibility of having an increasing objective in real
time. A similar plot as in Fig. 6.2 but based on objective values in compressed time
has strictly decreasing objectives as computation progresses. We are interested in
high-quality schedules in the real time domain, and hence the objective values in this
evaluation are calculated after post-processing. Fig. 6.2 thus empirically supports
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Figure 6.2: Comparison of objective values using randomized restarts, LNS2, and
LNS3 on 4 instances.
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Table 6.1: Comparing objective value at termination for 4 instances, in 3 variations,
using 10 samples for each variation (in total 360 samples). Average and range on the
objective using restarts only, LNS2, and LNS3. Best performance in bold font.

Restart LNS2 LNS3

Oavg Orange Oavg Orange Oavg Orange

10
F:

1C
:3

M 1 3868 143 3816 109 3783 36

2 4382 150 4213 169 4191 142

3 4142 119 3981 233 3916 153

15
F:

1C
:3

M 1 6858 250 6540 388 6534 274

2 7058 623 6554 317 6614 442

3 7280 266 6764 224 6842 425

20
F:

1C
:3

M 1 10175 538 9760 582 10240 1065

2 10641 548 10265 386 10660 987

3 11145 1108 10423 348 11161 370

20
F:

1C
:C

M 1 8600 339 7773 336 7840 262

2 9764 299 9585 562 9461 576

3 9682 644 9348 276 9349 320

that optimizing sum of face makespans in compressed time has a similar effect on
the corresponding objective in the real time domain.

The samples in Fig. 6.2 show that once a solution is found, both LNS2 and LNS3
are effective on quickly improving the solution quality. Note that even though there
is a visible trend that the LNS-based procedures find a better terminal solution,
in comparing LNS2 and LNS3 there is no clear dominant strategy. This is also
supported by Table 6.1 where the average and range of the objective values of 4
instances, solved in 3 variations, and each variation solved for 10 samples using 60
minutes cut-off is depicted. Here we can see that the best average objective values
come from LNS-based procedures in all cases. LNS2 seem to have a slight advantage
on larger instances, while LNS3 performs better on smaller instances.

Note that the studied instances are chosen so that in the smallest instance
10F:1C:3M the machines are not the main constraining property. Rather, it is the
faces that are the scarce resources. Thus, the solutions have machine schedules that
are relatively sparse due to the precedences of the production cycle. Remember
that the search is based on first branching on machine allocation, and then on
sequencing variables. Intuitively, once a machine allocation is determined for the
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Table 6.2: Computation statistics based on solving 4 instances, in 3 variations,
using 10 samples for each variation (in total 360 samples). The table include median
seconds to find first solution Tmed, average number of better solutions found #Savg,
number of times no solution is found #Sno, improvement 5 min after first feasible
∆5min, and improvement ∆60min at termination.

Tmed #Savg #Sno ∆5min ∆60min

10
F:

1C
:3

M Restart 1 20 0 6.64 7.7

LNS2 1 32 0 11.16 11.62

LNS3 0.5 39 0 12.06 12.46

15
F:

1C
:3

M Restart 33.50 17 0 3.68 4.73

LNS2 10 52 0 9.25 10.36

LNS3 21 53 1 7.09 9.41

20
F:

1C
:3

M Restart 11.5 12 1 2.99 3.37

LNS2 15.5 47 1 5.85 7.55

LNS3 22 19 2 2.38 3.7

20
F:

1C
:C

M Restart 14 16 3 5.2 5.96

LNS2 20.5 55 2 7.7 12

LNS3 22.00 59 1 7.63 9.38

smaller problems, the precedences of the production cycle infer that there are not
that many reasonable orderings of the machines. In contrast, for the larger instance
20F:1C:3M the machines are the constraining property and thus the corresponding
face schedules of the obtained solutions are relatively sparse. Given a machine
allocation in the latter case, there are numerous reasonable orderings which makes
the scheduling problem harder for the machine-constrained problems.

As stated, from Table 6.1 it appears like LNS3 works better for the smaller
instances, while LNS2 performs better for the larger instances. If this is simply due
to the difference in instance size, or if LNS2 and LNS3 are more suitable for machine-
constrained and face-constrained problems respectively remains to be investigated.
However, remember that in each iteration of LNS3, a highly constrained 3F:1C:XM
subproblem is solved. This subproblem takes more time to solve compared to the
corresponding subproblem generated by relaxing only 2 faces. Thus, this effect might
also be the result of the trade-off between the number of iterations and the size of
the corresponding neighborhood.

More solution statistics comparing restarts only with LNS-based procedures are
gathered in Table 6.2. Here, we can see the improvement 5 minutes after the first
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Figure 6.3: Objective values when solving the largest instance with 180 minutes
cut-off.

feasible solution and the improvement at termination. For instance, on 10F:1C:3M
when using LNS3 we improve the solution quality by 12% during the first 5 minutes,
while using only restarts provides 6% improvement. The additional improvement
at termination is roughly 1% for all methods. It is also evident from Table 6.2,
that the LNS-based methods find more solutions, but with smaller incremental
improvements.

In Table 6.2 we can see that the median time for finding a first feasible solution
is within one minute. However, note that in 6 out of 90 runs on 20F:1C:CM we did
not find any solution within the given cut-off time. Since the first feasible solution
is found using the restart-based search for all methods, i.e. does not depend on the
actual LNS implementation, it is likely that this effect is due to the parameters of
the geometric restart strategy. The result of solving 20F:1C:CM for 180 minutes
is shown in Fig. 6.3. We have no optimality gap to report, but the plot indicates
that a few minutes after finding the first feasible solution there are only minor
improvements. However, as mentioned, finding the first feasible solution can in rare
occasions take a considerable amount of time. For instance, in Fig. 6.3 we can see
that in one sample, it takes almost 160 minutes to find the first solution.

Concluding, the revised model can solve large instances in matter of seconds
or minutes. There is no clear dominant strategy between relaxing variables corre-
sponding to 2 or 3 faces, but Large Neighborhood Search appears to be an effective
strategy to quickly improve the schedule quality.





Chapter 7

Discussion and Conclusions

Since increasingly better methods are used to create long-term plans, and the actual
excavation is increasingly automated, the mapping of long-term goals into tasks
by short-term scheduling is becoming a limiting segment in the optimization chain.
Therefore, in this thesis we have studied short-term underground mine scheduling.
In particular, we have surveyed related literature, formalized the scheduling problem,
and proposed and analyzed several CP models to find and optimize short-term mine
schedules. In this chapter, we will first summarize the findings of this thesis. Then,
we will present experiences from working with automating short-term scheduling in
the mining industry, with focus on experiences drawn from real implementations.
Lastly, future work will conclude this thesis.

In Chapter 3, we introduced the underground mining process, and positioned
short-term scheduling within its operating context. Based on this knowledge, a
flow shop abstraction of the short-term mine scheduling problem was proposed. We
argued that mining methods that follow a production cycle at one single location
can be modeled as a k-stage HFS with a mix of interruptible and uninterruptible
activities, uniform parallel machines, sequence dependent setup-times, sharing
of resources between stages, after-lags, machine unavailabilities and precedence
constraints between jobs. We also surveyed relevant works in mine optimization
starting with the few available published works on short-term mine scheduling, and
expanded towards related fields such as medium-term planning and routing.

In Chapter 4, we introduced a first CP model solving the underground fleet
scheduling problem. We started by formalizing the scheduling problem, and continued
by presenting a constraint model to solve it. The model was implemented and
evaluated on representative instances of small- and medium-sized underground
mines.

In Chapter 5, we included travel times of the mobile machines in the problem
formulation. This addition makes the scheduling problem sequence-dependent, and
the original model had trouble scaling with this addition. To solve larger instances,
we introduced a new model based on solving a related uninterruptible problem
where blast times are compressed and the solutions are post-processed as to solve
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Figure 7.1: A constructive heuristic was tested during one week of operation in the
Renström mine owned and operated by New Boliden AB.

the original interruptible problem. This model was faster and able to solve instances
representative of medium- and large-sized mines, even when including travel times.

In Chapter 6, we focused on finding high-quality schedules by introducing LNS
for optimization. To do this, we introduced a face-based neighborhood definition
consisting of relaxing all variables corresponding to tasks scheduled on a subset of
faces. Variants of this neighborhood was used in LNS, and compared to using only
restart on a variety of problem instances.

7.1 Experiences from Automating Short-term Scheduling
in an Underground Mine

In this section we will present experiences from working with automated short-
term scheduling in the mining industry. These summarized experiences stem from
discussions with different mine-sites around the world, and from a pilot installation
of automated short-term scheduling using a constructive heuristic (see Section 2.2.2).
This heuristic was tested during one week of operation in the Renström mine, owned
and operated by New Boliden AB.
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Figure 7.2: Prerequisite steps before being able to optimize constructed schedules.

Estimate, Standardize, Automate, Optimize

A common initial desire concerning short-term mine scheduling is to optimize
production using methods and algorithms that are capable of managing aspects
of scheduling that are too time-consuming when performed by human schedulers.
However, to reach that goal, the prerequisite operations of estimating parameters,
standardizing the set of business rules, and automating the scheduling process, are
often forgotten (see Fig. 7.2).

First, parameters such as task durations and travel times need to be estimated.
In the pilot mine, task durations could be extracted from a database containing
the start and end times of many previously conducted activities. This data suffered
from being mostly manually reported, and hence the data quality varied. However,
based on this information an estimate of the task duration could be made. Travel
times could be roughly approximated by discussing with experienced drivers. In
addition, travel time estimation could be refined by knowing the velocity of the
vehicles and extracting distances from the localization system.

Different mine schedulers typically have different ways of solving similar problems.
This is due to the schedulers own skill and experience. To increase the predictability
of the overall operation, it is important to standardize a set of business rules
(standard operating procedures) that manual schedulers can adhere to. When in
place, the business rules provide a clear formalization of the constraints that the
scheduling algorithm needs to consider. During the development of the heuristic used
in the pilot, it was clear that preferences varied between manual schedulers. Thus,
the process of developing a scheduling tool itself highlighted gaps in the business
rules.

The scheduling process can be automated using e.g. Constraint Programming
as has been shown in this thesis. In the pilot we used a heuristic that constructs
schedules sequentially by looking at the earliest feasible start time of unscheduled
tasks. On a high-level, a constructive heuristic often appear clear and transparent
(as the NEH-algorithm at page 13). However, when including more and more side-
constraints into a constructive heuristic it quickly grows to an extent where it is
not easy to see exactly what effect a modification on the algorithm has on the
constructed schedules. In that sense, declarative approaches such as CP have an
advantage since the specification of what constitutes a valid schedule is separated
from how to find that schedule.

When an automated scheduling process is in place we can start optimizing the
constructed schedules with respect to a given objective function. For instance, this
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can be done by using LNS (as in Chapter 6) or by embedding a constructive heuristic
in a multi-start environment (as in Schulze et al. [7]). Regardless of how optimization
is done, the specification of an objective function is crucial. As mentioned earlier,
the heuristic used in the pilot was based on earliest start time, and hence tries to
schedule tasks as tight as possible. However, during the pilot the schedulers used
parametrized limits on the number of simultaneous tasks to make the heuristic
produce schedules that were not packed as tight as possible. The reason was that
certain aspects of the operation were not available for the scheduling algorithm to
schedule, and the schedulers thus needed a baseline schedule with enough flexibility
to cope with this discrepancy. The same behavior is to be expected regardless of
scheduling algorithm. This implies that if not all relevant aspects are modeled, an
objective based on packing things as tight as possible might not be the most suitable
objective.

Evaluating Schedules

During the development of the constructive heuristic the algorithm was compared
to manually constructed schedules. Several weeks of production were compared, and
the schedules produced by the heuristic managed to pack the same amount of blast
tasks as the manually constructed schedules in 10% less calendar time. Roughly
translated, this corresponds to 10% more ore being extracted.

It is however hard to make a fair comparison between manual scheduling and
automated scheduling when working with processes under large uncertainties. This
is partly due to the buffers that commonly are used by manual schedulers to
accommodate for uncertainties and to avoid rescheduling. Hence, left shifting any
manually constructed schedule (shift tasks as far left as possible while respecting
resource constraints) will be beneficial for any standard objective like e.g. makespan,
but it neglects that the proposed schedule is only the planned schedule and not
the actual realization. Another reason that makes it hard to compare automated
scheduling with historical records of manual scheduling is that aspects of the
operations not explicitly a part of the manually constructed schedule (but known by
the scheduler at the time) are impossible for an algorithm to consider afterwards.

In the end, the only way to properly compare the quality of manually constructed
schedules with automated scheduling is by testing the algorithms in pilot operation,
and compare the outcome with manual scheduling under similar operating conditions.
The pilot of the heuristic lasted one week. Even if the response from the mine-site
was positive, the time spent was too short to quantitatively evaluate the quality of
the schedules produced by the heuristic. The quality of the constructed schedules
was however continuously evaluated during the development of the heuristic where
senior schedulers visually inspected the schedules and verified that they looked
sufficiently good for production.

As long as the quality of the proposed schedule are on par with the quality
of manually constructed schedules, then automating the scheduling process brings
additional benefits. In the mine where the heuristic was tested, the schedule for the
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next week is produced by the end of the current week. Producing the short-term
schedule takes several hours. This schedule goes into production on Monday morning,
however, it is not uncommon that already on Monday evening the discrepancies from
the original schedule are so substantial that a large part of the weekly plan needs to
be revised. Since rescheduling is done manually, it forces the schedulers to become
reactive and focus on constantly “putting out fires”. With algorithmic support,
the schedulers can thus work more proactively. During the pilot, one emergent
usage of automated short-term scheduling was the possibility to expand the horizon
up to a month. This makes it possible to evaluate the feasibility of the monthly
production goal, and to simulate what-if scenarios regarding if contractors should
be hired to make sure that the monthly target is reached. Hence, automating short-
term scheduling does not only make scheduling work more efficient by constructing
schedules faster, it also has synergistic effects.

Acceptance in Industry

Many authors note that implementing automatic scheduling in the industry is non-
trivial [22, 81–83]. To be given the opportunity to prove its value in an industrial
setting, automatic scheduling must be designed with the end user in mind. This
is supported by Harjunkoski et al. [84] who note that successful scheduling imple-
mentations in other industries emphasize empowering the current manual scheduler,
and do not aim at replacing the scheduler. This requires an intuitive and flexible
way to interface the scheduling algorithm encouraging mine schedulers to actually
use it. In scheduling research, interface design is often seen as second to algorithm
development. Although, from an industrial acceptance point of view, the design
might even be more important than the actual algorithm being used.

Scheduling algorithms need to have “knobs” to turn on as to steer the algorithm
to find good solutions. In the constructive heuristic used in the pilot, the knobs
were a number of parametrized constraints and prioritizations. The scheduler grew
confidence in the algorithm by learning how these constraints affected the constructed
schedules by trial-and-error. The same user behavior can be expected for knobs
interfacing any scheduling algorithm, including the CP approach presented in this
thesis. The models in this thesis was implemented using Gecode with parallel
search. It is worth to note that parallel search in Gecode uses a standard work-
stealing architecture, where work-stealing is non-deterministic as it depends on e.g.
machine load and thread scheduling in the operating system. This non-deterministic
implementation means that given the same scheduling instance, two runs may
produce two different schedules. This could lead to poor acceptance by schedulers
that feel that the algorithm is not predictable. In addition, when facing an issue
with the produced schedules, non-determinism will make it harder for schedulers to
evaluate by trial-and-error if it is their usage of the algorithm, or the algorithm itself,
that is the source of the issue. Therefore, a single threaded approach in Gecode
might be more appropriate when considering the acceptance in the industry.
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Concluding Remarks from Pilot

After a week of testing the constructive heuristic in operation, we conclude by noting
that:

• The overall feedback from the short-term schedulers was positive. They ex-
pressed their interest in continuing these tests in the future. Their opinion was
that this tool has potential to become a scheduling support removing hours of
complicated manual work.

• Using this tool will have an impact on current routines. For full benefit of
automating short-term scheduling, the roles of the short-term scheduler, long-
term planner, mine engineer, maintenance department, and mine services, will
need to be refined in the future.

• The usability of the tool is important. In particular, this requires both an
intuitive way of controlling the algorithm and that the algorithm must be
robust enough (e.g. cover most cases, be without bugs, etc.) to ensure that it
is actually used.

7.2 Future Work

We conclude this thesis by providing some interesting research directions:

• There are some interesting extensions to the revised model to consider. For
instance, the objective used in this thesis is sum of face makespans and
objectives based on a sum of several terms may suffer from weak propagation.
An alternative would be to order the faces by some notion of priority and
solve the problem sequentially by optimizing the makespan of the individual
faces in order of priority. Another interesting extension would be to address
the fact that we could not find a clearly dominant strategy between LNS2
and LNS3, and hence a portfolio-based approach might be suitable. Lastly, it
would be valuable to extend the model to support mining methods that does
not explicitly follow a production cycle at one single location. This means that
the locations need to be more carefully considered in the model.

• The scheduling problems studied in this thesis are focused on scheduling
the mobile production fleet. Thus, implicitly, we assume that as long as the
machines are scheduled, there are no resource conflicts concerning operator
assignment. This assumption does not hold for all mines, and when it does not
hold it would be beneficial if the scheduling problem also included operator
assignment. Hence, an interesting extension would be to build on the CP
models introduced in this thesis to include operator assignment, similar to
how Schulze and Zimmermann [58] have extended the initial construction
procedure proposed in Schulze et al. [7].
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• When studying published works, it is easy to recognize recent trends and
the state-of-the-art at the moment. However, when targeting an industry
with a lot of competition there is always an incentive to keep results secret.
Compared to the academia, where success is measured by published works, it is
harder to estimate the state-of-the-art in mine scheduling practice, since many
mines do not disclose any information about their scheduling process. Some
secrecy concerns can be alleviated by using the flow shop concept to separate
algorithmic scheduling issues from sensitive process or business details. The
amount of published results from the flow shop community is large. However,
Ruiz and Vázquez-Rodríguez [13] note that in a selection of 200 papers on
HFS scheduling the most general case with k > 2 stages and unrelated parallel
machines is only considered in 7 % of all papers. Unfortunately for the industry,
it is in this category where most real world applications are found. This lack
of works calls for research not only on mine scheduling in particular, but also
on complex flow shop scheduling in general.

• The industry is moving towards autonomous and remote controlled machines.
With this transition, more data becomes available that might be useful in the
scheduling process. For instance, scheduling methods that learn from previous
schedule realizations [85] might be an appropriate way to accommodate for
the symptomatic process uncertainties in underground mining.

• Inspired by e.g. Ritzinger, Puchinger, and Hartl [86] and Li and Ierapetritou
[87], another way to acknowledge process uncertainties is to model task duration
as a stochastic variable, and minimize the expected value of the objective.
It would be interesting to compare actual realizations (or simulations) of
schedules created using a stochastic approach, to schedules created using a
deterministic approach but that reschedules as information arrives.

• Short-term scheduling in the industry is often multi-objective [13], and un-
derground mines are no exception. Different departments in the organization
are measured by different (possibly conflicting) metrics. This multi-objective
nature could be addressed by the scheduling algorithm. Therefore, studying
multi-objective scheduling, similar to what Blom, Pearce, and Stuckey [72]
did for open pit mines, could be a valuable future research direction.





Terminology and Abbreviations

Production Rock excavation.
Mining method How production is conducted, e.g. cut-and-fill mining or

sublevel caving.
Production cycle Periodic sequence of activities for excavating ore from the

rock mass.
Drift An underground tunnel.
Face The end of a drift, where production cycles are scheduled.
Development Preparing for production by creating drifts.
Blast windows Time slots during the day when the mine can blast.
Ore Rock with sufficiently high grade of a particular mineral.
Waste rock Rock without significant economical value.
Backfill Material put back into excavated voids to increase stability.

Typically a mix of concrete, waste rock, and sand.
Flow shop A general process abstraction used in the scheduling liter-

ature.
HFS Hybrid Flow Shop.
After-lag A post-processing time lag that occupies certain resources

after an activity has been processed.
CSP Constraint Satisfaction Problem.
CP Constraint Programming.
Gecode A CP solver implemented in C++.
LNS Large Neighborhood Search.
B&B Branch and Bound. Used for optimization in CP.
MI(L)P Mixed Integer (Linear) Programming. An alternative

method to CP.
LP Linear Programming.
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Notation

stm, dtm, etm Start, duration, and end time of task t using machine m.
otm Execution status of task t on machine m.
T Set of indices for all tasks t to be scheduled.
Ft, Dt, Rt Parameters for all tasks t: Ft is the face where the task

should be scheduled, Dt is the duration of the task, and Rt
denotes the set of resources (machines) that are required.

T (bl) A set T (bl) ⊂ T that holds all blast tasks.
T (un) A set T (un) ⊂ T that holds all uninterruptible tasks.
T (al) A set T (al) ⊂ T that holds all tasks that require after-lag.
Tf Ordered subsets Tf ⊂ T for each face. If ti precedes ti′ in

Tf , then ti must be finished before ti′ can start.
M Set of indices for all machines.
F Set of indices for all faces.
sb, d

(b) Blast window start time sb, blast window duration d(b).
d(al) Duration of required after-lag.
lff ′ Elements of matrix L representing the travel time needed

to go from face f to f ′.
d(m)
tm , d(f)

tm The duration that the task t on machine m occupies the
machine and the face respectively.

nextt Sequencing variable in the original model. The next task
scheduled on the same machine as task t is nextt.

s̃tm, d̃tm, ẽtm Start, duration, and end time of task t using machine m
in compressed time.

btt′ Sequencing variable in the revised model. If btt′ = 1 then t
precedes t′.

nextBlastt The start time of the next upcoming blast of task t in
compressed time.

d
(al)
t Variable after-lag in compressed time.
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