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Abstract

In digital radio systems, a large number of finite impulse response filters
are typically used. Due to their nature of operation, such filters require
many multiplication operations, leading to great costs in terms of both chip
area and power consumption. For cost reduction reasons, there is a strong
business case for implementing these filters without general multipliers so as
to reduce the area and power consumption of the overall system.

This thesis explores a method of implementing finite impulse response
halfband filters without general multipliers, by using a special filter struc-
ture and replacing multipliers with sequences of binary shifts and additions.
The savings in terms of area and power consumption are estimated and com-
pared to a conventional filter (with a common structure) implementation
containing general multipliers, as well as the same conventional filter imple-
mented without general multipliers by means of manipulating its coefficients
such that they can be implemented with shifts and additions.

The results show that while using the special filter structure with shifts
and additions consumes less area and power than a conventional filter with
general multipliers, employing simpler methods to obtain coefficients imple-
mentable with shifts and additions in a conventional filter structure produces
smaller filters consuming less power. Moreover, the results of this thesis show
that using methods allowing for multiplier-free filter implementations with
conventional filter structures seems favorable, hence further investigation of
such methods is recommended. Future studies could also focus on methods
applicable to filters with support for dynamic coefficients.
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Sammanfattning

Digitala radiosystem inneh̊aller ofta ett stort antal filter med ändliga impulss-
var. P̊a grund av hur s̊adana filter opererar krävs ett stort antal multiplika-
tioner, vilka implementerade i h̊ardvara tenderar ockupera stor kiselyta och
konsumera hög effekt. För att reducera kostnader finns det därför ett starkt
incitament att implementera dessa filter utan generella multiplikatorer.

Detta examensarbete utforskar en metod för att implementera digitala
halvbandsfilter utan generella multiplicerare, genom att använda en speciell
filterstruktur och ersätta multiplikationerna med sekvenser av binära skift-
operationer och additioner. Besparingarna i termer av effektförbrukning och
kiselyta uppskattas och jämförs med ett konventionellt implementerat filter
(med en vanlig struktur) som uppfyller samma specifikationer samt samma
filter med koefficienter manipulerade s̊a att de kan uttryckas som sekvenser
av binära skiftoperationer och additioner.

Resultaten visar att s̊aväl kiselyta som effektförbrukning ter sig lägre
för filtret implementerat med den speciella strukturen och utan generella
multiplicerare än för det konventionella filtret inneh̊allande generella mul-
tiplicerare. Dock visas ocks̊a att ännu större besparingar uppn̊as genom
att använda den konventionella filterstrukturen men med koefficienter ma-
nipulerade s̊a att dessa kan implementeras utan multiplicerare. Överlag är
slutsatsen att konventionella filterstrukturer i kombination med metoder för
att göra dess koefficienter implementerbara utan multiplicerare verkar mer
lovande och att ytterligare studier av s̊adana metoders förtjänster bör stud-
eras. Framtida studier skulle även kunna ta i beaktande metoder som är
applicerbara p̊a filter med icke-konstanta koefficienter.
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3.2.1 Saramäki Halfband Filter Design . . . . . . . . . . . . 26
3.2.2 CSD Decomposition of Filter Coefficients . . . . . . . . 27

3.3 Hardware Implementation and Verification . . . . . . . . . . . 27
3.4 Analysis of Area and Power Consumption . . . . . . . . . . . 28

vii



3.5 Thesis Design Flow . . . . . . . . . . . . . . . . . . . . . . . . 29

4 Design and Implementation 31
4.1 Design . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

4.1.1 Conventional Filters . . . . . . . . . . . . . . . . . . . 31
4.1.2 Multiplier-Free Filters . . . . . . . . . . . . . . . . . . 32

4.2 Simulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33
4.3 Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . 33

4.3.1 Fixed-Point Models . . . . . . . . . . . . . . . . . . . . 34
4.3.2 VHDL Implementations . . . . . . . . . . . . . . . . . 34

4.4 Verification . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35

5 Results and Evaluation 37
5.1 Designed and Simulated Filters . . . . . . . . . . . . . . . . . 40
5.2 Implemented and Verified Filters . . . . . . . . . . . . . . . . 43

6 Conclusions 45
6.1 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

Bibliography 47

viii



Chapter 1

Introduction

James Clerk Maxwell’s discoveries of electromagnetic wave propagation in
free space during the mid-1860’s laid the mathematical foundations for a
technology that came to revolutionize human communication for years to
come; radio. The principle of electromagnetic waves being produced by a
current-carrying wire and detected by a corresponding induced voltage at a
distant wire in the wave’s path, has since evolved into advanced communica-
tions systems based on the same fundamental principle [1].

With Claude Shannon’s introduction of digital electronics around the
1940’s, radio systems began utilizing digital components, however, more so
for human-machine interface and control of the system. The real shift from
analog to digital came in the 1980’s with the introduction of digital radio
standards such as Global System for Mobile communications (GSM) and in-
creasingly attractive integrated complementary metal–oxide–semiconductor
(CMOS) technology [2].

Moving from analog to digital and integrating more radio functionality
into application-specific integrated circuits (ASICs) or field-programmable
gate arrays (FPGAs) is essential in achieving an acceptable ratio between
cost and performance, and as such the trend is expected to continue [2].

This thesis explores a key component of such integrated digital radio sys-
tems; the finite impulse response (FIR) filter. Due to a number of useful
properties, FIR filters lend themselves to good use in an abundance of sys-
tems. Hence, much effort has been put into reducing their complexity by
removing the general multipliers, as exemplified in [3] and [4].
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2 Chapter 1. Introduction

1.1 Background

Ericsson is a global manufacturer of wireless networking and telecommu-
nications equipment, including digital radio ASIC and FPGA systems. A
generalized and simplified overview of such a digital radio transceiver system
is given in Figure 1.1.

ADC

RF

front-end

Digital

front-end

Baseband

processing

DAC

Figure 1.1: A general digital radio system.

The leftmost block, referred to as the radio frequency (RF) front-end,
operates in the analog continuous-time domain. The RF front-end includes
functionality required for proper reception and transmission of radio signals
carrying information. Typically, this includes filtering, mixing, combining
and amplification. A key function contained within the RF front-end is the
conversion of RF signals to intermediate frequency (IF) and vice versa.

Between the RF front-end block and the middle block of Figure 1.1, is
the analog/digital interface, where analog signals having been received and
processed by the RF front-end are converted to digital signals by the analog-
to-digital converter (ADC). Similarly, digital signals to be transmitted are
converted from digital to analog by the digital-to-analog converter (DAC).

To the right of the ADC and DAC in Figure 1.1 is the digital front-
end (DFE), responsible for conversion between IF and baseband frequencies.
The high sampling rates and stringent real-time requirements present in the
DFE makes it well-suited for an ASIC or FPGA implementation [5]. On
the transmitting end, this is done through digital up-conversion (DUC). On
the receiving end, the process is called digital down-conversion (DDC). DUC
and DDC contain roughly the same functional blocks, performed in reversed
order. This includes synthesizing, mixing, modulation/demodulation and
multi-rate interpolation/decimation.

The rightmost block of Figure 1.1 is called the baseband processing unit.
The baseband block deals with the information contained in the signal that
has been received or is to be transmitted and related functions such as error
correction, timing recovery and equalization.
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In this thesis, the main focus is on the multi-rate interpolation and dec-
imation of the DFE, specifically the filtering required to perform these two
functions with high precision. Such filtering is commonly done by means of
FIR filters. Because of this, there is a strong business case for implement-
ing multiplier-free FIR filters in Ericsson’s DFE ASICs and FPGAs, as it
would likely result in a significant reduction of area and power consumption
which has a direct impact on cost. Furthermore, such filters can be used as
more general building blocks for decimation, interpolation and resampling
functions in many of their products, including both ASICs and FPGAs.

1.2 Problem

In conventional ASIC/FPGA implementations, FIR filters contain many mul-
tipliers due to their nature of operation. Because of this, they consume a lot
of power and silicon area, as general hardware multipliers tend to be expen-
sive in terms of power and area. Power consumption, as well as silicon area
are two driving factors when it comes to ASIC/FPGA implementation cost
and thus decreasing the impact of FIR filters on these two parameters is of
interest.

1.3 Goal and Purpose

The goal of this thesis is to study different means of reducing the power
and area consumed by FIR filters by implementing them without general
multipliers, as proposed by [3] and [4]. One such realization is implemented
and compared to a conventional FIR filter implementation to show that the
area and power consumption is indeed reduced without significant impacts
on performance. Furthermore, a simpler method for implementing filters
without general multipliers and without requiring a change of filter structure
is also considered and compared. The purpose of this is to show that FIR
filters without general multipliers have a place in DFE applications and help
in reducing area and power consumption.

Successfully implementing multiplier-free FIR filters in DFE ASICs and
FPGAs will likely result in a significant decrease in power consumption and
reduction of the area required, leading to reduced implementation costs and
a more sustainable business practice. Furthermore, successful outcome would
have a positive effect on environmental sustainability, as less resources would
be needed with negligible effect on performance.
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1.4 Methodology

The following lists the different phases of this project and their contents.

Research Literature study of the subject area, including DFE ASICs, FIR
filter architectures and design methods thereof. Collection of informa-
tion from published research papers and journals, as well as relevant
literature for executing the later phases.

Analysis Simulations and modelling of FIR filters using MATLAB based
on the information gathered in the research phase.

Implementation Implementation of a general purpose multiplier-free FIR
filter displaying the desired characteristics along with a conventional
filter for comparison.

Evaluation Quantitative comparison between the multiplier-free FIR fil-
ter implementation with special structure and a multiplier-containing
conventional FIR filter of regular structure, as well as the same con-
ventional filter with coefficients manipulated such that it to can be im-
plemented without multipliers. Quantitative comparison of area and
power consumption for ASIC implementations of all three filter variants
based on estimations. Quantitative comparison between FPGA imple-
mentations of both the multiplier-free filter with special structure and
the conventional filter with regular structure (but with coefficients mod-
ified such that it to can be implemented without multipliers) through
summarizing the post-synthesis area and power reports from Quartus
Prime 17.1.

1.5 Delimitations

Several methods of designing hardware efficient linear phase FIR filters exist.
However, due to the limited time frame, only two such methods are studied;
one using the special filter structure in [3] and [4] yielding multiplier-free
filters and one based on manipulating the coefficients of a conventional filter
structure such that it is implementable without general multipliers. More-
over, due to the constrained time, a design algorithm for multiplier-free filters
such as the ones [3] and [4] that has already been developed is used in this
project. Moreover, all filters assumed to have constant coefficients that can-
not be altered after the implementations are complete.
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Because of these delimitations, the results of this thesis are not to be seen
as a perfect solution, rather they are to be viewed as an indication of whether
the proposed filters are well-suited for digital radio systems.

1.6 Outline

Chapter 2 provides some theoretical background of digital signal processing
(DSP) along with an assortment of related work. In Chapter 3, some common
methods for designing linear phase FIR filters are presented together with
a description of the algorithm used to design the multiplier-free implemen-
tations. Methods for implementing filters in hardware and comparing them
are also discussed, as well as the overall methodology employed in this thesis.
The work, including design and simulation along with implementation and
verification, is presented in greater detail in Chapter 4. Chapter 5 presents
and evaluates the results. Finally, Chapter 6 presents the conclusions and
suggestions for future work.





Chapter 2

Digital Signal Processing

Many useful phenomena, such as voltages induced by an RF wave mak-
ing contact with an antenna like that of Figure 1.1, can be described as
continuous-time analog signals, denoted by x(t). From the results of Fourier
analysis, it is known that if

∫∞
−∞ |x(t)|dt < ∞, which holds true for virtu-

ally any signal encountered in practice, its continuous-time Fourier transform
exists and is given by

Xt(jΩ) ,
∫ ∞
−∞

x(t)e−jΩtdt. (2.1)

This means that the continuous-time analog signal x(t) can be represented
as a sum of complex exponentials with frequencies Ω = 2πf . However,
as implied by the name, digital signal processing deals with digital signals
which are discrete in time. Such a discrete-time digital signal, x[n], can be
obtained by sampling the continuous-time analog signal x(t), at an interval
of Ts seconds, referred to as the sampling interval, and then quantizing every
sample. The sampling and quantizing of a signal is done by the ADC, and
assuming that enough levels of quantization are available so that quantization
errors can be neglected, such a conversion yields x[n] , x(nTs). Since x(t)
is absolutely integrable, x[n] is absolutely summable as

∑∞
n=−∞ |x[n]| < ∞.

Thus, its discrete-time Fourier transform exists and is given by

X(ejω) =
1

Ts

∞∑
l=−∞

Xt

[
j(
ω

Ts
− 2π

Ts
l)

]
, (2.2)

where ω = ΩTs. If there exists a frequency Ω0 for which Xt(Ω) = 0, ∀|Ω| >
Ω0, then x(t) is said to be band-limited with bandwidth Ω0. The sampling
theorem for band-limited signals says that if the sampling frequency fs , 1

Ts
fulfills

fs > 2Ω0, (2.3)

7



8 Chapter 2. Digital Signal Processing

no information is lost in the analog-to-digital conversion (or digital-to-analog
conversion for that matter). Failure to fulfill (2.3) results in aliasing, where
frequency components greater than fs are folded down to lower frequencies,
thus distorting the original signal. Aliasing occurs because the discrete-time
Fourier transform is 2π-periodic in ω = 2πf/fs, which makes frequencies
higher than the Nyquist frequency indistinguishable from lower frequencies.
If care is taken to make sure that (2.3) holds, then signal processing can be
conducted in the digital domain without loss of information.

2.1 Filtering in the Digital Domain

Examination of (2.2) reveals that a digital signal can be decomposed into
a sum of complex exponentials of varying frequencies. This is key principle
around which digital filters are built. Digital filters are a subset of linear
time-invariant (LTI) systems, each completely characterized by its impulse
response h[n] (sometimes referred to as filter coefficients or simply coeffi-
cients). A filter, described by h[n], acts on an input signal x[n] to produce
an output

y[n] =
∞∑

k=−∞

x[n− k]h[k], (2.4)

such that y[n] displays certain frequency domain properties that are deter-
mined by the filter h[n].

Taking the discrete-time Fourier transform of (2.4) and making the sub-
stitution z = ejω yields Y (z) = X(z)H(z), commonly rewritten as

H(z) =
Y (z)

X(z)
, (2.5)

where H(z) is the filter’s transfer function. Two important characteristics of
a filter are derived from the filter’s transfer function H(z); the first being the
filter’s magnitude response |H(ejω)| that when plotted against ω shows how
the filter attenuates the input signal’s frequency components. The second
being the phase response H(ejω) that when plotted against ω shows the
amount of phase shift imparted by the filter on each of the input signal’s
frequency components. Because ω = 2πf/fs, the entire set of possible fre-
quencies is mapped to the interval [−π, π]. However, the filters dealt with
in this thesis are symmetrical with respect to the frequency axis and as such
only [0, π] is plotted.
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Digital filters are generally divided into two classes; infinite impulse re-
sponse (IIR) and FIR filters. IIR filter transfer functions are of the form

HIIR(z) =

∑N
n=0 bnz

−n∑M
n=0 anz

−n
, (2.6)

while FIR filter transfer functions are of the form

HFIR(z) =
M−1∑
n=0

h[n]z−n. (2.7)

In both eqs. 2.6 and 2.7, M is referred to as the filter order. For practical
implementations, IIR filters generally require lower filter orders than FIR
filters to meet the same requirements resulting in less computation. However,
FIR filters are intrinsically stable due to their lack of feedback. Moreover,
FIR filters often prove to be more useful in real-time DSP applications such
as telecommunications because they can be designed to guarantee a linear
phase response [5]. Because of this, only linear phase FIR filters are treated
in this thesis and as such the remainder of filters treated in this thesis are
assumed to be linear phase FIR filters even if not explicitly mentioned.

2.1.1 Linear Phase FIR Filters

A linear phase filter is one whose phase response is of the form

H(ejω) = β − αω, (2.8)

over its entire period. There are two types of impulse responses that satisfy
(2.8) with β = 0, referred to as type I and type II linear phase FIR filters.
Two more types are available with β 6= 0 but they are not suitable for
frequency-selective filtering, hence they are left out of this discussion. The
overall delay imparted on each sample, referred to as group delay τg, by type
I and type II FIR filters is

τg = − d

dω
H(ejω) = α. (2.9)

FIR filters of type I and II both have symmetrical impulse responses, such
that h[n] = h(M − 1−n) where the filter order M is odd for type I and even
for type II. In both cases, the group delay is α = M/2. Type I filters have
frequency responses of the form

H(ejω) = e−jω
M−1

2 Hr(ω) = e−jω
M−1

2

M−1
2∑

n=0

a[n] cosωn, (2.10)
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where

a[n] =

{
h[M−1

2
] n = 0

2h[M−1
2
− n] n ∈ [1, M−3

2
].

(2.11)

Type II frequency responses are of the form

H(ejω) = e−jω
M−1

2 Hr(ω) = e−jω
M−1

2

M
2∑

n=0

b[n] cos(ω(n− 1

2
)), (2.12)

where

b[n] = 2h[
M

2
− n] (2.13)

with n ∈ [1, M
2

].

2.1.2 FIR Filter Design Specifications

The task of designing a filter is based on a given set of specifications, each
with varying flexibility. The specifications can be on time or frequency do-
main properties. This includes the maximum passband ripple Rp, the min-
imum stopband attenuation As, the passband edge frequency ωp and the
stopband edge frequency ωs. The difference ωs−ωp is referred to as the tran-
sition width, the region over which there is no requirement on the magnitude
response. For the purpose of this thesis, the focus is on frequency selective
lowpass filters. Table 2.1 gives an overview of specification parameters for
such filters.

Table 2.1: Lowpass filter specifications.

Parameter Description
Rp The maximum tolerable deviation from unity gain in the pass-

band. Specified in dB.
As The minimum tolerable attenuation of signals in the stop-

band. Specified in dB.
ωp The upper end frequency of the passband; the frequency in-

terval [0, ωp], over which the filter gain is unity within the
limits of Rp.

ωs The lower end frequency of the stopband; the frequency inter-
val [ωs, π] over which the filter has an attenuation of at least
As dB.

The passband ripple and stopband attenuation are sometimes specified
in terms of absolute deviations from the desired response, as δp and δs. The
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parameters δp and δs are related to Rp and As as

δp =
10Rp/20 − 1

10Rp/20 + 1
(2.14)

and

δs = (1 + δp)10−As/20. (2.15)

The parameters δp, δs, ωp and ωs are illustrated graphically on a magnitude
response plot in Figure 2.1.

0
δs

1

1+δp

-δs

1-δp

ωp ωs π

M
ag
n
it
u
d
e

Frequency

Figure 2.1: A magnitude response plot with filter specification parameters
marked on the axes.

Often there is also a limit on the filter coefficient wordlength, indicating
the number of bits available in the digital system for representing each of
the filter’s coefficients.1 Even though it is often a fixed parameter of the
target system hardware rather than a parameter that deals explicitly with
filter performance, it has a large impact on the resulting filter performance
and needs to be taken into account from the start.

2.2 Sample Rate Conversion

Referring back to Figure 1.1, the transition between intermediate and base-
band sample rates occurs in the DFE. DUC, the transition from baseband to

1Generally speaking, a longer coefficient wordlength allows for better performance at
the cost of increased area and power consumption.
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intermediate sample rates, is built around interpolation. Its reversal, DDC,
in which intermediate sample rates are converted to baseband sample rates
is based on decimation. For these operations to function without distorting
the signal, proper filtering is needed [6].

For the scope of this thesis only interpolation and decimation by a factor
of two is of interest. This is because it can be shown that even when the
desired output rate is not 2±1fs, cascading interpolation or decimation op-
erations by two followed by proper filtering to yield the same overall desired
output rate is more efficient than doing the interpolation or decimation in a
single stage. This is because the filters introduce zeros in such a way that
when the filters are cascaded, better performance is achieved with a lower to-
tal filter order than the single stage filter required for the same performance
[7].

Furthermore, using several filtering stages is beneficial from a power con-
sumption perspective, because the filters operating at higher frequencies (and
thus consuming more power because of this higher clock rate) need not be
of as high order as those working at lower frequencies. This is due to the
greater difference between ωp and π in filters operating at high frequencies,
which allows for a larger transition width and thereby significantly relaxing
the requirements. As such, the overall system can be built as a cascade of
interpolation and decimation operations by a factor of two along with the
required filters. If necessary, interpolation by a factor I followed by proper
filtering and then decimation by a factor D can be performed at the end of
the chain to arrive at an arbitrary sample rate.

For the sake of completeness and proper understanding of the underlying
theory, interpolation and decimation are presented for any integer factor.
In general, interpolation or decimation by a factor n requires an n:th-band
filter to function properly, which belong to a subset of linear phase FIR filters
called Nyquist filters. However, cascading several interpolation or decimation
by two operations is more efficient and the filters required for this are known
as halfband filters. Because of their pervasive use in general DUC and DDC
subsystems [8], halfband filters are the focus of this thesis.

2.2.1 Interpolation

Consider a signal x[n] sampled at a frequency fs. To increase the rate of this
signal to Ifs with I ∈ Z, I − 1 zero-valued samples are inserted in between
each existing sample, generating the upsampled signal

x̂[n] =

{
x[n/I] when n = 0,±I,±2I, . . .

0 otherwise.
(2.16)
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In the frequency domain, x̂[n] is an I-fold periodic repetition of the origi-
nal signal’s frequency spectrum. This means that the upsampling process
introduces non-unique information in the spectrum of x̂[n], that must be fil-
tered out by a special type of filter; an I:th-band lowpass filter [9]. Lowpass
filtering the upsampled signal also has the effect of making the transitions
between each sample more gradual which has the effect of interpolating the
zero-valued samples. Figure 2.2 shows an interpolation system wherein the
signal x[n] of rate fs is upsampled and interpolated by a factor I to produce
y[n], a signal of rate Ifs.

xI H(z)
x[n]

fs

x̂[n]

Ifs

y[n]

Ifs

Figure 2.2: A general interpolation system.

2.2.2 Decimation

Consider again a signal x[n] sampled at a rate fs. To decrease the rate of
x[n] to fs/D with D ∈ Z, one out of D samples of x[n] is kept while the
remaining D − 1 samples are discarded, producing the downsampled signal

y[n] = x[nD]. (2.17)

In the frequency domain, downsampling has the effect of stretching the spec-
trum of the downsampled signal so that if

X(ω) 6= 0, ∀ |ω| ≥ π

D
, (2.18)

(2.3) is violated and aliasing occurs. This is accounted for by passing x[n]
through a special type of filter; a D:th-band lowpass filter such that (2.18)
approximately holds [9]. Figure 2.3 shows a decimation system in which the
signal x[n] of rate fs is filtered to produce x̂[n] which is decimated by a factor
D to generate y[n], a signal of rate fs/D.

H(z)
yD

x[n]

fs

x̂[n]

fs

y[n]

fs/D

Figure 2.3: A general decimation system.
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2.2.3 Halfband Filters

In the special case where the interpolation or decimation factor is two, the
filters used in Figure 2.2 and Figure 2.3 are lowpass halfband filters. As
mentioned, these filters are very useful for both interpolation and decima-
tion even when the overall factor is not two, because the interpolation and
decimation as well as filtering can be cascaded. This is shown in Figure 2.4,
where both H0(z) and H1(z) are halfband filters.

H0(z)
y2 H1(z)

y2
x[n]

fs fs

ŷ[n]

fs/2 fs/2

y[n]

fs/4

Figure 2.4: A system decimating the input signal by four implemented as a
cascade of halfband filters and decimations by two.

The transfer function of a halfband filter of order 2M , where M is odd,
is expressible as

H(z) =
2M−1∑
n=0

h[n]z−n, (2.19)

where h[2M − n] = h[n]. This symmetry is recognized from Chapter 2.1.1,
indicating that halfband filters exhibit linear phase behavior. Furthermore,

h[n] =

{
0 when n is odd
1
2

n = M.
(2.20)

Equation (2.20) implies that roughly half of the filter coefficients are zero-
valued and thus do not affect the output. As such, they can be left out of the
implementation resulting in hardware savings and fewer computations [10].
Two additional important properties of halfband filters are that δp = δs and
that the passband and stopband edge frequencies are equidistant from π/2.

Examining (2.19) it is apparent that a halfband filter impulse response
can be obtained by upsampling a type II impulse response g[n] such that

G(z2) =
M−1∑
n=0

g[n]z−2n (2.21)

and adding 1/2 to its middle M :th coefficient. Thus, a halfband transfer
function can be expressed as

H(z) =
1

2
z−M +G(z2) =

1

2
z−M +

M−1∑
n=0

g[n]z−2n. (2.22)
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From (2.22) one can see that the sum term deals exclusively with even sam-
ples, a fact that can be used to improve the final filter.

2.3 Hardware Implementation of Filters

The actual hardware implementation of a filter for an ASIC or FPGA can
be said to include three major parts; selecting a suitable structure, dealing
with finite-precision effects and making various optimizations to the imple-
mentation.

2.3.1 Filter Structures

Perhaps the most obvious filter structure is the direct form implementation,
shown in Figure 2.5.

z -1 z -1 z -1

+ + +

h[0] h[1] h[2] h[M-1]

x[n]

y[n]

Figure 2.5: A direct form FIR filter.

While being the simplest to implement, it is not very efficient. For an
M -tap filter, a direct form implementation operating at frequency fs requires
M multipliers and M − 1 adders. Recalling from Chapter 2.1.1 that linear
phase impulse responses are symmetrical, a property that can be exploited
to yield the symmetrical direct form implementation in Figure 2.6.
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z 
-1 z 

-1 z 
-1

+ + +

h[0] h[1] h[2] h[(M/2)-1]

x[n]

y[n]

z 
-1 z 

-1 z 
-1

+++

Figure 2.6: A direct form symmetrical FIR filter.

Evidently, the number of multipliers required for this implementation
is halved in relation to the direct form, such that an M -tap filter requires
roughly half the multipliers while maintaining the M−1 adders and operation
rate fs [11].

Another structure that is particularly useful for halfband filters in in-
terpolation and decimation applications, is based on a technique known as
polyphase decomposition. For a two-to-one decimator, polyphase decompo-
sition yields the structure shown in Figure 2.7, corresponding to (2.22).

z -(M-1)/2

+

1/2

x[n] y[n]

G(z)

fs

fs/2

fs/2

fs/2

Figure 2.7: A two-to-one polyphase FIR decimator.
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Using a relation known as the noble identity of multirate filtering, the
downsampling operation, as implemented by the commutator at the output,
can be moved to input of the system without altering the system functional-
ity, as in Figure 2.7. The effect of this is that the filtering can be performed
at the lower rate, fs/2. The same principle holds for interpolation systems,
where the filtering can be performed at the initial rate fs instead of 2fs by
means of shifting the commutator from the input to the output [9].

2.3.2 Finite-Precision Effects

The problem of finite-precision effects arises from the fact that digital systems
represent numbers as finite sequences of ones and zeros, also known as bits.
The number of bits available for number representation, the wordlength,
determines the range of numbers that the system can represent. Effects
of this can cause deviations from the desired functionality and need to be
dealt with in the design process. Since the assumption in this thesis is that
the ADC quantization error is negligible, the first remaining portion of the
system where finite-precision effects can have a negative impact is during the
quantization of filter coefficients, in which each quantized filter coefficient
may differ from the unquantized version due to a fixed coefficient wordlength.
In general, this is a small problem, as one can simulate the quantized filter
to see the impact of this and redesign the filter coefficients if quantization
has a significant impact.

The second portion of the system in which finite-precision effects can
impair the filter functionality is in the filter’s internal data representation
and arithmetic operations. Since this is often more difficult to simulate be-
forehand, proper analysis is necessary for this to not negatively impact the
resulting filter performance.

2.3.2.0.1 Internal Precision, Overflow and Underflow Generally,
an addition of two n-bit numbers requires n + 1 bits for the result not to
overflow [12]. Overflow happens when the result of an arithmetic operation
is too big to be represented by the number of bits available, producing an
erroneous result. For the multiplication of two n-bit numbers, a total of 2n
bits are required to represent the result with full precision [13]. Underflow,
which is the opposite of overflow, occurs when the result of an arithmetic
operation is too small to be represented.

This increase in the number of bits required for correct representation
of arithmetic operation results is called bit growth. Bit growth becomes an
issue when the result of an operation is used in further arithmetic operations,
as each reuse increases the number of bits required. One solution to this is
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adding a number of guard bits to operations and storage elements associated
with the internals of the filter, allowing for correct representation of all re-
sults. For an M -tap FIR filter, the number of guard bits k needed for the
worst case is

k = log2

(
M−1∑
n=0

|h[n]|

)
. (2.23)

Hence, for the worst case scenario, the internals of the filter should be an
additional k bits wider than the wordlength [14].

Another parameter with impact on the precision of the filter, is the struc-
ture. Cascaded filter structures are beneficial in the sense that the stopband
attenuation provided by each filter is added to the overall stopband atten-
uation. Moreover, the subfilter coefficients are less sensitive, meaning that
they need not be as accurate. However, these benefits come at the price
of potentially worse passband performance as the errors in the lower order
filters add up, as well as a decrease in dynamic input signal range requiring
that the internal data wordlength is increased [15].

2.3.2.0.2 Scaling and Rounding To deal with both overflow and un-
derflow, a scaling factor can be applied to the filter. The purpose of scaling
is to constrain the data seen in the filter internals to an appropriate width
such that precision loss is minimized, with the constraint that the overall
transfer function is unchanged [16]. Essentially, scaling consists of multiply-
ing a system’s input by a factor k and dividing by k at the output. As long
as the system is LTI, this does not alter the system functionality; it does
however affect what is seen from inside of the system, which makes it useful
for handling overflow and underflow [17].

Adding an additional d bits to the right of the binary point allows for
representation of non-integer numbers. This can be utilized to increase the
numerical accuracy at the price of an increased implementation cost. In DSP
applications, rounding is often necessary to avoid a biasing of the output,
meaning that on average, a constant b appears along with the true output
value. The simplest form of rounding which is essentially free in terms of
hardware cost is truncating, which simply ignores the d bits to the right of
the binary point. Truncating introduces a significant bias b ≈ −1/2, which is
often undesired. Hence, more sophisticated rounding schemes exist, such that
no bias is introduced; however, at a significant hardware cost. A rounding
scheme that provides a tradeoff between truncation and bias-free rounding is
the round half up scheme, in which each number y is rounded to r =

⌈ b2yc
2

⌉
.

This scheme requires an extra addition, but the bias approaches zero when
the number of rounded numbers is large [12].
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2.3.3 Optimizations and Tradeoffs

Several efforts to improve the device under design can be made. One such
measure is pipelining; wherein combinational paths are shortened by adding
registers in between elements. This increases the maximum clock rate at
which the design can run, because the logic-to-register path is shortened.
Pipelining adds latency in terms of clock cycles and increases hardware cost
due to additional registers [11]. Moreover, running the logic at a higher
frequency results in higher power consumption due to the dynamic power
consumption depending quadratically on the frequency [15].

Another option is to employ resource sharing, which is possible if several
components of the design are used in multiple places. The idea is to run the
design at a high enough speed to be able to multiplex the reused component
such that only one instance is needed, thus saving on area. However, this
requires the design to run at a higher speed and introduces extra cost in
terms of hardware because control logic is needed to control access to the
shared component, as well as increased power consumption due to the higher
frequency [15], [18].

A third possibility is to use probabilistic knowledge of the input signal
distribution to minimize implementation cost. The input data to a system
being designed is not necessarily uniformly distributed over the possible range
of values. As such, the requirements on the internals of the filter can be
relaxed, especially in cases where most of the input samples have amplitudes
belonging to the midrange of the possible input values. This is possible
because an n-bit input for which the amplitude is several binary orders of
magnitude away from both zero and 2n, both over- and underflow are a lot
less likely to occur, resulting in the implementation requiring lower bit widths
and thus lower implementation costs [15].

2.4 Related Work

As early as 1982, Lim and Parker [19] concluded that using integer program-
ming to select filter coefficients representable as sums of powers of two for
finite word length FIR filters showed more potential than other coefficient
spaces. This sparked great interest in the research community and the topic
of FIR filter design with coefficient values expressible as sums of signed pow-
ers of two (SPT) is still an active area of research. Utilizing the fact that FIR
filters are completely characterized by their impulse response coefficients as
seen in (2.7), the large general multipliers which consume a lot of power can
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be replaced by a small number of binary shifts and additions.2 The reason
why this is attractive is that the shift operations can be done at a negligi-
ble expense in terms of hardware resources because the shift is accomplished
through rearrangement of signal connections.

In [20], Saramäki proposed a special implementation structure of linear
phase FIR filters as a tapped cascaded interconnection of identical subfilters,
from which it is possible to achieve a filter free of general multipliers, as
shown in Figure 2.8.

H(z)

+ + +

c[0] c[1] c[2] c[N]

x[n]

y[n]

H(z)

z -M

H(z)

z -M z -M

Figure 2.8: A tapped cascaded interconnection of identical subfilters.

This is done by properly optimizing both the subfilter coefficients and the
interconnection constants. Another benefit of this special filter structure is
that the coefficient sensitivity of the subfilters is large, potentially allowing
for decreased internal widths due to precision being more manageable while
maintaining an even passband and small transition width.

A slight modification of the algorithm described in [20] yields multiplier-
free halfband interpolation [3] and decimation [4] filter structures. An imple-
mentation of the modifications required for the algorithm to produce coeffi-
cients resulting in halfband filters suitable for interpolation and decimation
is available in the Delta Sigma toolbox for MATLAB [21].

The method of reducing the hardware complexity of filters in this thesis
is based on using a special structure. Several other methods of reducing
FIR filter hardware complexity by implementing multiplications as shifts
and additions exist, many of which require no special filter structure. Such
methods may use random local search of SPT sum coefficient spaces as in

2This is because a binary right shift of n bits is equivalent to multiplication by 2−n.
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[22], or a tree search algorithm as in [23]. Variants of this approach instead
make use of a genetic algorithm as in [24] or a simulated annealing algorithm
like in [25]. Such approaches are however limited to filters with a small
number of taps, due to large search spaces.

Another significant class of such methods employ a technique known as
common sub-expression (CSE) elimination, in which the total number of
adders required for implementing all of the quantized coefficients express-
ible as SPT sums is reduced by eliminating common sub-expressions in the
coefficients. Several clever schemes for expressing coefficients as SPT sums
are available, including signed digit (SD) representations, minimal SD rep-
resentations and canonical SD (CSD) representations. Examples of filters
designed with minimal SD and CSD coefficients in combination with CSE
eliminations are found in [26] and [27] respectively.





Chapter 3

FIR Filter Design Methodology

The process of obtaining a functioning linear phase filter from a given set
of specifications involves several steps. For the purpose of this thesis, the
process was divided in two parts; design and implementation. Here, design
refers to the process of obtaining filter coefficients along with simulating the
filter’s frequency response to verify that the given specifications are met. As
the target platform was ASIC or FPGA, the implementation refers to de-
scribing the filter structure by the means of a hardware description language
(HDL) such as VHDL or Verilog, along with verification using a language
such as SystemVerilog.

3.1 Conventional Filter Design Methods

Design methods with the goal of designing linear phase FIR filters to meet
a set of specifications, often aim to do so by using as few filter coefficients
as possible. In this thesis, two such methods were explored and the method
providing the best filter in terms of meeting the specifications with the lowest
order was chosen.

3.1.1 Windowing Design

Given a set of specifications such as those in Table 2.1, the first step in win-
dowing design techniques is to set up an ideal frequency response Hi(e

jω),
with exact unity gain over the entire passband infinite attenuation for all
other frequencies. Given that the transition width is roughly inversely pro-
portional to the filter order, it is obvious that this ideal frequency response
corresponds to a filter of infinite order due to the infinitely sharp transi-
tion from unity to zero. This is solved by truncating (windowing) the ideal

23
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frequency response by means of a window function w[n] of finite length M,
to obtain a linear phase FIR h[n] of finite order. The resulting frequency
response corresponding to the FIR h[n] is given by

H(ejω) = Hi(e
jω) ~W (ejω), (3.1)

where W (ejω) is the discrete-time Fourier transform of the window function
w[n]. The result of (3.1) is a version of Hi(e

jω) with ripples and nonzero
transition width. Both the shape of w[n] and the number of samples M for
which w[n] 6= 0 determines the quality of the resulting response. Typically,
larger window lengths M yield smaller transition widths and more gradual
transitions from unity to zero in the window function produce frequency
responses with less ripple. Naturally, several window functions exist, each
with different properties in terms of the resulting frequency response. The
simplest and most näıve window is likely the rectangular window RM [n] for
which M values centered around n = 0 are equal to unity while the rest are
zero. This window tends to offer worse performance than other windows of
the same length due to the abrupt change from unity to zero.

A window yielding better results and with greater control of the resulting
transition width and stopband attenuation, hence more common in practice,
is the M -point Kaiser window

KM [n] =
I0[β

√
1− (1− 2n

M−1
)2]

I0[β]
, n ∈ [0,M − 1], (3.2)

where I0[·] is the modified zero-order Bessel function expressible as

I0[β] = 1 +
∞∑
i=0

[
(β/2)i

i!

]2

. (3.3)

The parameter β can be varied, allowing control over the transition width
and minimum stopband attenuation of the resulting filter. This is useful in
making various tradeoffs for the resulting filter. In practice, FIR filter design
using the Kaiser window method is commonly done using the function design
available in MATLAB’s DSP toolbox.

3.1.2 Optimal Equiripple Design

Optimal equiripple linear phase FIR filters are optimal in the sense that they
minimize the maximum approximation error. Such filters show equiripple be-
havior, meaning that the approximation error is uniformly distributed over
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the passband and the stopband, which can help in potentially yielding lower
order filters. In (2.10) and (2.12), Hr(ω) is referred to as the filter’s ampli-
tude response. For both type I and type II filters, Hr(ω) can be rewritten
as the product of two functions P (ω) and Q(ω) using simple trigonometric
identities.

P (ω) =

{∑(M−1)/2
n=0 a[n] cosωn for type I filters∑(M/2)−1
n=0 b̃[n] cosωn for type II filters,

(3.4)

and

Q(ω) =

{
1 for type I filters

cos ω
2

for type II filters
(3.5)

In (3.4),

a[n] =

{
h[M−1

2
] n = 0

2h[M−1
2
− n] n ∈ [1, M−3

2
],

(3.6)

and

b[n] = 2h[
M

2
− n].1 (3.7)

The reason for writing Hr(ω) = P (ω)Q(ω) is that formulating the design
problem as a Chebyshev approximation problem becomes simpler. In addi-
tion to Hr(ω), it is necessary to define the desired amplitude response Hdr(ω)
of the filter to be designed as well as a weighting function W (ω) that allows
separate control over δp and δs. From these functions the weighted error is
defined as

E(ω) , W (ω) (Hdr(ω)−Hr(ω)) , (3.8)

where ω ∈ S , [0, ωp] ∪ [ωs, π]. If δp < δs, selecting

W (ω) =

{
1 ω ∈ [0, ωp]

k = δs
δp

ω ∈ [ωs, π],
(3.9)

makes the maximum error in both the passband and stopband δs, and as
such the passband specification of δp is automatically satisfied. Defining

Ŵ (ω) , W (ω)Q(ω) and Ĥdr(ω) , Hdr(ω)/Q(ω), (3.8) becomes

E(ω) = Ŵ (ω)
(
Ĥdr(ω)− P (ω)

)
(3.10)

with ω ∈ S, and the filter design problem can be expressed as

minimize
over α[n]

[
max
ω∈S
|E(ω)|

]
. (3.11)

1The relation between b̃[n] and b[n] is presented in [28].
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The solution to (3.11) is a minimum order filter meeting the given specifi-
cations, with the deviations from the desired response uniformly distributed
over S.

In practice, the solution of (3.11) can be found using an iterative algo-
rithm first presented by Parks and McClellan in [29]. The algorithm makes
use of a property of (3.10), stating that the optimal equiripple solution E(ω)
has exactly L + 2 extremal frequencies over S. Knowing this and given a
set of specifications for the filter to be designed such as those in Table 2.1,
the Parks-McClellan algorithm guesses L+ 2 extremal frequencies {ωi}. The
value of L depends on M and as such an approximation of M is needed. For
each iteration, the maximum error at each member of ωi is estimated, and a
polynomial of order L is fit through these points serving as a candidate for
the optimal P (ω). The algorithm, which is guaranteed to converge, yields
the optimum set {ωi} with the maximum global error. The polynomial P (ω)
that fits the optimum set {ωi} is the solution of (3.11), from which the cor-
responding impulse response h[n] is calculated. Design of optimal equiripple
FIR filters can be carried out using the function design available in MAT-
LAB’s DSP toolbox.

3.2 Multiplier-Free Filter Design

As mentioned in Chapter 2.4, there are several ways to obtain multiplier-free
FIR filters with linear phase behavior. This thesis emphasized the modified
algorithm implemented in the Delta Sigma toolbox yielding multiplier-free
halfband filters. However, a simple but more general approach known as
CSD decomposition was also explored to provide additional insights into the
possibilities for multiplier-free filters.

3.2.1 Saramäki Halfband Filter Design

To obtain a filter on the form of (2.22) realizable without general multipliers,
G(z) can be generated as a tapped cascaded sum of identical subfilters F (z)
as

G(z) =
L∑
l=0

a[l]z(L−l)KF (z)2l+1. (3.12)

Here, F (z) is a type II transfer function of odd order K oscillating between
1 ± ε over [0, 2ωp]. Given the cascade order L, ωp and δ, the problem is to
find the subfilter variation ε and tap interconnection coefficients a[l] such that
G(z) oscillates between 1/2±δ on [0, 2ωp] with both a[l] and f [n] expressible
as sums of SPT.
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In the Delta Sigma toolbox this is accomplished by first designing a linear
phase filter, the interconnection coefficients, using the Parks-McClellan algo-
rithm. The resulting impulse response is then transformed into a Chebyshev
polynomial from which the optimal quantized SPT coefficients are deter-
mined. The minimum order of the subfilter is then estimated and used to
determine the final subfilter which is quantized into SPT terms. The whole
process is iterated over a set of predetermined normalized frequencies and
the interconnection constants a[l] along with f [n] that together meet the
specifications with the smallest number of SPT terms is returned.

3.2.2 CSD Decomposition of Filter Coefficients

The idea of CSD decomposition is based around the fact that the complexity
of a constant multiplication can be reduced to a number of binary shifts
and signed additions. An example of this is the constant 15 = 11112 =
23 + 22 + 21 + 20 that would require four additions to implement. A SD
representation can be written as 15 = 10011SD = 24−21 +20, which requires
only three additions, albeit with sign. For any given constant, there may be
several SD representations and as such an SD representation is not necessarily
the cheapest to implement in terms of hardware cost. The SD representation
of a number with the smallest number of terms is the CSD representation of
that number and is often significantly cheaper to implement. For example,
the CSD representation of 15 = 10001SD = 24 − 20 requires only two signed
additions, whereas the traditional representation requires four unsigned. The
concept of CSD decomposition can be extended to rational numbers, such
as a set of quantized filter coefficients [30]. Compared to other methods for
reducing the number of adders in a filter, CSD decomposition is not the best
[31], however it was still considered in this thesis due to it taking little effort
to implement as a small MATLAB script.

3.3 Hardware Implementation and Verifica-

tion

There are several possible approaches to implementing a filter in a HDL.
However, before even starting, one has to select a HDL in which the de-
sign is described and also how the verification is done. For this thesis, all
implementations were written in VHDL and testbenches were written in Sys-
temVerilog. The implementation and verification for each filter in this project
started out by creating a fixed-point bit-accurate MATLAB simulation model
of the filters to be implemented. The functionalities of these models were
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then compared to the ideal models in MATLAB to verify that the effects
of finite precision had not violated the specifications. While this implied
additional work in creating MATLAB versions of the filters, it was chosen
because this workflow tends to save time since simulating and debugging a
MATLAB model is more accessible than doing so with VHDL code. More-
over, the translation of the bit-accurate MATLAB model into VHDL code
removes potential ambiguities and simplifies the verification process in that
it boils down to confirming that the translation from MATLAB to VHDL
has been done correctly which is generally straightforward.

3.4 Analysis of Area and Power Consump-

tion

For the analysis of area and power consumption of a hardware implementa-
tion, two options were under consideration. The first option was to manually
count the required number of gate-equivalents or logic elements for the area
estimation (depending on whether an ASIC or FPGA implementation is cho-
sen) and extrapolate their power consumption based on some model. A rough
estimate of the area of an ASIC design can be obtained using the unit-gate
model, in which a simple logic gate such as an AND, NAND, OR or NOR is
assigned one area unit [12]. Using this model the simplest adder architecture,
a ripple-carry adder of n bits, has an area proportional to n gates whereas
the area of an n-bit multiplier is roughly proportional to n2 [32]. Moreover,
the power consumption of an n-bit multiplier can be around ten times that
of an n-bit adder running at the same clock frequency [33]. The other option
which likely gives more accurate results was to write HDL code and synthe-
size it, either on an ASIC or an FPGA device. This option enables the use
of sophisticated software for power analysis and gives an accurate estimate
of the area required.

To make the results and conclusions of this thesis as useful as possible, the
power consumption and area for ASIC implementations of all the designed
filters were estimated for all of the filters. Although the approximations for
area and power consumption differ slightly for different adder and multiplier
architectures, the variations were assumed to be small enough to not impact
such a comparison (because the linear and quadratic dependencies on bit
width are still applicable). For the filters running at half the frequency, the
power estimate is adjusted by a factor 1/4 to account for the large impact of
clock speed on power consumption.

For FPGA devices, estimations of area and power consumptions are much
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more difficult to make and as such the second method for area and power
analysis was chosen, i.e. synthesis rather than estimations. The metric used
for area was chosen to be the number of adaptive logic modules (ALMs)
required for the implementation, as ALMs are the basic building block of
Intel FPGAs. Estimation of the FPGA implementation power consumptions
was done with the Power Analyzer tool in Quartus Prime 17.1 along with
switching data corresponding to a given set of input data.

3.5 Thesis Design Flow

For the comparison of area and power consumption, a set of interpolation
and decimation system specifications were set. These were chosen to resemble
systems found in real DFE applications, and are presented in Table 3.1.

Table 3.1: Specifications for the systems to be designed.

Parameter Decimation system Interpolation system
Rp (dB) 0.1 0.2
As (dB) 80 60
fp (MHz) 100 100
Input fs (MHz) 983.04 245.76
Output fs (MHz) 245.76 983.04
Coefficient wordlength (bits) 16 16

To meet these specifications, the systems shown in Figure 3.1 were de-
signed, using a multi-stage approach for both the interpolation and decima-
tion systems.

x[n] y[n]

hbdec0
983.04 
MHz

491.52 
MHz

hbdec1

245.76 
MHz

245.76 
MHz

x[n] y[n]

hbint0
245.76 
MHz

245.76 
MHz

hbint1

491.52 
MHz

983.04 
MHz

Figure 3.1: The decimation and interpolation systems that were designed.

The comparison of the implemented filters was done on the 28 nm CMOS
Cyclone V GT (5CGTFD5C5F23C7) FPGA. Due to the implementation and
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verification portions being much more time consuming than the design and
simulation, it was decided that only one multiplier-free and one conventional
filter were to be implemented and verified to serve as a basis for an FPGA
implementation comparison. For this purpose, the hbdec0 filter was selected.
The overall workflow in this thesis project is illustrated in Figure 3.2.

Specifications

Design filter

Quantize filter

Specifications 
met?

No

Bit-accurate model 
of filter

Yes

VHDL 
implementation of 

filter

Outputs match?

Fix bugs in 
VHDL

Input 
data

No

Filter sucessfully 
designed and 
implemented

Yes

Figure 3.2: A flowchart of the overall project process.

Once all the steps of Figure 3.2 were completed, the VHDL implemen-
tations of hdbec0 were synthesized using Quartus Prime 17.1, showing the
number of ALMs required for each of them, thus giving data on FPGA imple-
mentations. Furthermore, switching data from the input used in verification
was recorded for both of the implemented filters in the form of value change
dump files, for use by the power analyzer tool in Quartus Prime 17.1 (operat-
ing at 983.04 MHz). The area and power consumption of each filter designed
was estimated using the relations presented in Chapter 3.4, enabling a quan-
titative comparison of ASIC implementations of the filters.
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Design and Implementation

A total of eight filters were designed and simulated in order to meet the
specifications in Table 3.1, corresponding to Figure 3.1. Two different imple-
mentations of the hbdec0 filters were also implemented and verified to obtain
more detailed data on area and power consumption.

4.1 Design

Four conventional filters and four multiplier-free filters were designed. The
design was done in MATLAB, primarily using the tool filterDesigner for
the conventional filters and the function designHBF from the Delta Sigma
toolbox for the special multiplier-free filters.

After having designed all of the filters, estimations of area and power
consumption for ASIC implementations of the filters were made using the
relations in Chapter 3.4. It was apparent that the multiplier-free imple-
mentations were all considerably cheaper in terms of both area and power
consumption for an ASIC implementation. Because of this, CSD decompo-
sition was performed on all of the conventional filters. For this purpose, a
MATLAB script to convert the conventional filter coefficients to their CSD
representations was written. New estimations for ASIC area and power con-
sumptions were then made for the resulting filters.1

4.1.1 Conventional Filters

For designing the conventional filters, MATLAB’s DSP toolbox was used.
The initial individual filter specifications were created using the function

1Detailed results are presented in Chapter 5.
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fdesign.halfband, specified in terms of transition width and stopband atten-
uation. The objects created by fdesign.halfband were then passed to the
function design along with either ’equiripple’ or ’kaiserwin’ as design method
options and ’dfsymfir’ (direct form symmetric FIR) as the filter structure
options, generating the infinite-precision filters. Finally, the filter coefficients
were quantized to 16 bits using MATLAB’s fixed-point library. The result-
ing performances were evaluated to verify that finite-precision effects had
not caused violations of the specifications. If the overall system specifica-
tions were not met, the design was repeated with stricter specifications. The
final design specifications used by fdesign.halfband for each of the filters are
given in Table 4.1 along with the resulting minimum order filter required to
meet the specifications after quantization.

Table 4.1: Final design specifications passed to design and resulting filter
orders.

Filter Transition width As (dB) Design method Order
hbdec0 0.5931 123 ’equiripple’ 27
hbdec0 0.5931 123 ’kaiserwin’ 31
hbdec1 0.1862 83 ’equiripple’ 55
hbdec1 0.1862 83 ’kaiserwin’ 59
hbint0 0.1862 61 ’equiripple’ 39
hbint0 0.1862 61 ’kaiserwin’ 43
hbint1 0.5931 60 ’equiripple’ 11
hbint1 0.5931 60 ’kaiserwin’ 15

From Table 4.1, it can be seen that for each of the conventional filters,
the optimal equiripple variant met the specifications with fewer taps than
the corresponding Kaiser window filters. Since the number of taps is directly
related to the hardware cost, the optimal equiripple filters were chosen as
the final filters over those designed with the Kaiser window method.

4.1.2 Multiplier-Free Filters

The design of the multiplier-free filters was done using the function design-
HBF in the Delta Sigma toolbox, with a slight modification such that the
input arguments were Rp, As and fp/fs. From these parameters, δ was cal-
culated using (2.14). The function was called repeatedly until the overall
system specifications were met with no coefficients containing terms smaller
than 2−15, implying that the coefficients were at most 16 bits long. It should
however be noted that the resulting filters required at most 15 bits for the
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coefficients, indicating that they show greater potential for optimization of
internal bit widths as they require less bits. The final parameters as passed
to the modified version of designHBF are presented in Table 4.2.

Table 4.2: Final parameters passed to the modified version of designHBF.

Filter Rp (dB) As (dB) fp/fs
hbdec0 0.1 100 0.1017
hbdec1 0.1 100 0.2035
hbint0 0.2 61 0.2035
hbint1 0.2 70 0.1017

4.2 Simulation

The simulations of both the conventional filters and the multiplier-free filters
were done using MATLAB. The frequency responses were plotted to verify
that each of the filters fulfilled their requirements, and a custom plotting
function to verify the frequency domain functionalities of the overall systems
consisting of cascaded filters was written. The functionalities of the conven-
tional filters were simulated using the built in MATLAB functions upsample
and downsample along with the function filter. The multiplier-free filters
were simulated using the function simulateHBF in the Delta Sigma toolbox.

4.3 Implementation

Knowing from the design phase that each multiplier-free implementation was
better than its conventional counterpart, it was decided that a more inter-
esting comparison for the FPGA implementation would be that between the
special multiplier-free structure and the CSD decomposed conventional hb-
dec0. The reason for this is that from the area and power estimations, it
was clear that for filters with constant coefficients, using the multiplier-free
structure is a better option. For this reason, it was decided that an interest-
ing comparison would be that between the tapped cascaded interconnection
of identical subfilters and a conventional CSD decomposed filter; to act as an
indication of whether there are better ways of obtaining filters implementable
without general multipliers. Fixed-point models of both the multiplier-free
and CSD decomposed conventional hbdec0 were created and translated into
synthesizable VHDL code.
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4.3.1 Fixed-Point Models

For both the conventional and multiplier-free version of hbdec0, fixed-point
models were created. For the CSD decomposed conventional hbdec0, this
model was created using the MATLAB tool filterDesigner, in which one can
specify internal filter precision and rounding modes. The rounding was done
using the round half up method and internal widths were set to 32 bits, with
16 bits input and output data.

For the multiplier-free hbdec0, the function simulateHBF was modified
using MATLAB’s fixed-point library with the fi function, allowing for bit-
accurate simulation of the filter. The rounding was performed according to
the round half up method and the filter internals were set to 32 bits. Input
and output were both set to 16 bits.

Noting from Chapter 2.3.3 that the worst case internal widths required
for multiplication is 2n, using 32 bits is slightly too wide, because the input
is unlikely to be such that the worst case is encountered frequently. To com-
pensate for this, no guard bits were added. However, the slight overdesign
of the internal widths is not likely to alter the results drastically in terms
of which filter structure is better as the optimum widths of the filters would
be much the same, since they are subject to the same inputs. Potential im-
plications of this overdesign are discussed in Chapter 5. Moreover, scaling
was done at the input and then compensated for again at the output. This
was so that the many shifts to the right would not disappear from the final
results, especially in the later stages of the tapped cascaded interconnection
of identical subfilters where many fractional bits would have been lost other-
wise. Furthermore, performing the scaling at the input rather than at every
coefficient saves on hardware resources as the total number of operations is
lower.

4.3.2 VHDL Implementations

With the fixed-point models implemented, these were translated into VHDL
code. Because both of the filters are halfband filters in decimation systems,
they were implemented in a polyphase fashion with the filter (or subfilters
for the multiplier-free implementation) using the symmetrical direct form
structure. The fact that almost every other filter coefficient is zero in both
of the filters was utilized to make this possible, with the structures operat-
ing at half of the rate at which samples arrive, allowing for lowered power
consumption. A custom function to implement the round half up scheme
was written and applied at the outputs of the filters. Both of the filters were
implemented without pipelining for the sake of simplicity, and for the same
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reason no resource sharing schemes were employed. The area and power
consumption of the multiplier-free hbdec0 was compared to that of the CSD
decomposed conventional hbdec0 (which because of CSD decomposition was
also implemented without multipliers).

4.4 Verification

Referring back to Figure 3.2, the verification process began by generating in-
put data for the fixed-point models and the HDL implementations. This
data was generated using a seeded normally distributed random number
generator in MATLAB which was then truncated and rounded such that
it consisted of signed 16-bit integers. For both the multiplier-free and con-
ventional implementations, this same data was input to the fixed-point model
and HDL implementation. The outputs were checked for equality to verify
that the VHDL implementations were indeed functionally identical with the
fixed-point models as desired. Once the outputs of the fixed-point models
matched that of the VHDL implementations, it was concluded that the filters
had been correctly implemented since they matched the fixed-point models
exactly. The maximum deviations from the ideal models and the fixed-point
models was recorded to verify that any errors were within ±1/2, the span in
which rounding errors reside. The mean errors for both of the filters were
also recorded to verify that it is indeed lower than that introduced by simply
truncating.
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Results and Evaluation

The overall system specifications in Table 3.1 were met for both the interpo-
lation and decimation systems. The frequency responses of each individual
filter along with the overall systems for both the conventional filter structures
and the tapped cascaded interconnections of identical subfilters are shown
in Figure 5.1, Figure 5.2, Figure 5.3 and Figure 5.4. From these figures,
it is apparent that the specifications were met for all of the filters as well
as the overall systems. The filters represented by dash-dotted lines, hbdec1
and hbint1, all appear to allow frequencies approaching π to pass unatten-
uated, a phenomenon explained by the fact that the discrete-time Fourier
transform is 2π-periodic in ω = 2πf/fs. Because these filters all appear at
positions in the systems where the maximum normalized frequency encoun-
tered is 0.5π with respect to the input fs, this is not an issue (and in fact, this
spectral repetition is present in all frequency domain signals but contains no
unique information). Moreover, it can be seen from these frequency responses
that the filters operating at the lower frequencies (hbdec1 and hbint0) have
narrower transition bands and as such require higher orders to meet their
specifications.
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Figure 5.1: The designed multiplier-free filters in the decimation system.
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Figure 5.2: The designed conventional filters in the decimation system.
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Figure 5.3: The designed multiplier-free filters in the interpolation system.

0 0.1π 0.2π 0.3π 0.4π 0.5π 0.6π 0.7π 0.8π 0.9π π−160

−140

−120

−100

−80

−60

−40

−20

0

20

Frequency [radians/sample]

M
ag

n
it

u
d
e

[d
B

]

hbint0
hbint1
Overall system

Figure 5.4: The designed conventional filters in the interpolation system.
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5.1 Designed and Simulated Filters

Table 5.1 presents some performance metrics for the conventional filters that
were designed, with Table 5.2 presenting metrics for the multiplier-free filters
implemented as tapped cascaded interconnections of identical subfilters.

Table 5.1: Conventional filters without CSD decomposition and estimations
of their relative area and power consumption for an ASIC implementation.

Filter As (dB) ωp/π N τg Adders Multipliers Area Power
hbdec0 95.06 0.2035 27 13 15 8 8672 95
hbdec1 80.36 0.4069 55 27 29 15 16288 44.75
hbint0 64.58 0.4069 39 19 21 11 11936 32.75
hbint1 67.39 0.2035 11 5 7 4 4320 47

Table 5.2: Multiplier-free filters and estimations of their relative area and
power consumption for an ASIC implementation.

Filter As (dB) ωp/π N τg Adders Area Power
hbdec0 147.06 0.2035 51 25 64 2048 64
hbdec1 73.16 0.4069 91 45 104 3328 26
hbint0 63.99 0.4069 91 45 104 3328 26
hbint1 71.11 0.2035 31 15 44 1408 44

In both Table 5.1 and Table 5.2, the passband ripples have been left out
as this specification was met by more than one order of magnitude for each
of the filters. Moreover, both of the tables present the minimum stopband
attenuation As achieved by each of the filters, along with passband cutoff
frequencies ωp, filter orders N , group delays τg along with the number of
adders (32-bit) and multipliers (32-bit) required. As expected, higher min-
imum stopband attenuations and passband cutoff frequencies closer to π/2
require longer filters. It is evident that implementing the filters (and subfil-
ters) in a structure that makes use of the symmetry and sparse nature of the
impulse responses has an impact on the number of adders and multipliers
required. Even though the filters operating at the lower frequencies (hbdec1
and hbint0) require more hardware, the fact that they run at half the fre-
quency of the other two filters results in these higher order filters having a
lower power consumption than the low order filters.

Also presented in Tables 5.1 and 5.2 are estimates of the area and power
consumptions of each filter relevant for an ASIC implementation. The area
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estimate is based on the relative relationship between the unit-gate count of
adders and multipliers presented in Chapter 3.4, stating that an n-bit multi-
plier requires roughly n2 times as many gates as an adder of the same width,
effectively translating the area of a multiplier into a number of equivalent
adders. The power consumption estimates are also based on the relation-
ships presented in Chapter 3.4, indicating that an n-bit multiplier in CMOS
technology consumes roughly ten times the power of an n-bit adder in the
same technology. Thus, if an adder of n bits consumes a unit of power, each
n-bit multiplier is assumed to consume ten units of power. The power es-
timation values presented have been adjusted for frequency of operation by
a factor of 1/4 for hbdec1 and hbint0. Using these two relations, the area
and power consumption are expressed in terms of adder gate-equivalents and
power consumptions, allowing for a quantitative comparison between each
of the designed filters. Evidently, each multiplier-free filter in Table 5.2 is
cheaper in terms of both area and power consumption than its conventional
counterpart in Table 5.1.

The main reason for the large differences in area between the filters con-
taining general multipliers and the multiplier-free filters is that all the filters
were designed with 32-bit wide adders and multipliers. Since the relative area
of a multiplier grows quadratically with the width while the relation is linear
for an adder, even a small number of general multipliers has a drastic impact
on the required area. Reducing the widths of the filter internals would have
a big impact on the required area and doing so is possible by further analysis
of the filter and using knowledge of the input signal amplitude’s probability
density function. However, even for hbint1, the filter for which the difference
in area between the conventional and multiplier-free implementation is the
smallest (the conventional implementation is roughly three times larger than
the multiplier-free one), the bit width of the conventional hbint1 would need
to be roughly halved for it to become smaller than the multiplier-free hbint1
with 32-bit internals. It is highly unlikely that the internal widths would
shrink this much even after thorough optimizations. Furthermore, similar
optimizations of the multiplier-free hbint1 filter would likely result in the
multiplier-free implementation being smaller than the conventional one. This
is further justified by the fact that the multiplier-free filters require shorter
coefficient wordlengths than the conventional filters, making it more likely
that through proper optimization these filters would see greater benefits in
terms of both area and power consumption than the conventional filters. In
fact, hbdec0 requires only 12 bits and hbint1 10 bits for accurate representa-
tion of their coefficients. Moreover, the higher order filters hbdec1 and hbint0
operating at a lower frequency require 14 and 15 bits respectively. As such,
for the multiplier-free filters, it is possible to further reduce the area and
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power consumption of the filters operating at high frequencies to a greater
extent than those operating at lower frequencies which is beneficial because
of the quadratic dependency on frequency for the power consumption.

These results indicate that the filters implemented as tapped cascaded
interconnections of identical subfilters without general multipliers are a more
economical alternative for halfband filters in DFE applications, at least when
compared to filters implemented with general multipliers. Noting that con-
stant coefficient multiplications do not require general multipliers, CSD de-
composition was performed on each of the conventional filters. The results
of this are presented in Table 5.3, from which it becomes apparent that
performing CSD decomposition on the filters to implement them without
general multipliers yields greater savings than implementing the filters as
tapped cascaded interconnections of identical subfilters.

Table 5.3: CSD decomposed conventional filters and estimations of their
relative area and power consumption for an ASIC implementation.

Filter Adders Area Power
hbdec0 49 1568 49
hbdec1 101 3232 25.25
hbint0 79 2528 19.75
hbint1 27 864 27

While it is possible that pipelining and using resource sharing in the
special filter structure would improve the results, similar techniques can
be applied to conventional filters as well. Besides, both pipelining and re-
source sharing require increased clock speeds which has a negative impact
on the power consumption. Due to the multiplier-free filters with the tapped
cascaded interconnections of identical subfilters requiring shorter coefficient
wordlengths, one may argue that optimizing this could result in these filters
approaching the values in Table 5.3. However, the CSD decomposed filters in
Table 5.3 could also be optimized in this sense, albeit not to the same extent.
The CSD decomposed filters could, in addition to a shortening of internal
widths, be subject to CSE elimination or another technique to further reduce
the hardware costs of the resulting filters, in which case it is likely to yield a
better filter.

As for the power consumption estimates, it is clear for all filters except
hbdec1 that the multiplier-free filter structures are cheaper. The small dif-
ference in power for the hbdec1 implementations is explained by the small
difference in number of adders required, and as the estimates may not be
entirely accurate one may wonder whether it is feasible to say that all of
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the CSD decomposed filters consume less power than their special struc-
ture multiplier-free counterparts. The estimates are based on the number
of adders alone, for which the difference is small. However, the additional
registers required to implement the larger number of delays in all of the
multiplier-free filters with special filter structures are likely also contributors
to both the power consumption and area. Hence, it is reasonable to say
that both the area and power consumption estimates are on the conservative
side, and that all of the CSD decomposed filters seem to offer a lower power
consumption and area.

5.2 Implemented and Verified Filters

Two filters were implemented and verified; one CSD decomposed (and hence
free of multipliers) variant of hbdec0 with a conventional filter structure, and
one multiplier-free hbdec0 as a tapped cascaded interconnection of identical
subfilters. Some key post-synthesis results of these two implementations are
presented in Table 5.4.

Table 5.4: Some key post-synthesis results for the two implemented filters.

Filter ALMs Power dissipation (mW)
CSD decomposed conventional hbdec0 431 290.22
Multiplier-free hbdec0 1047 532.09

From Table 5.4 it is evident that using CSD decomposition yields a filter
that requires fewer ALMs and consumes less power. Just as for the estima-
tions made for ASIC implementations, using CSD decomposition seems to
be a better alternative for FPGAs. It is however worth noting that ASIC
and FPGA are fundamentally different technologies; a fact that becomes
ever more apparent when looking at the differences between the estima-
tions for ASIC and results for FPGA. The FPGA implementation of the
multiplier-free filter requires more than double the number of ALMs used by
the CSD decomposed conventional hbdec0, while for an ASIC implementa-
tion the multiplier-free implementation requires roughly one third as many
unit-gates. This difference is likely in part explained by the ASIC area es-
timations not accounting for the additional registers required. Furthermore,
it is reasonable to expect a large difference in power consumption as the
cascaded structure of the multiplier-free hbdec0 along with its larger overall
structure means that between two given clock cycles, there is more switching
activity.
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From looking at Tables 5.2 and 5.3, it seems likely that the only filter
for which the FPGA implementation is not favorable in terms of area and
power consumption is hbdec1. This seems like a reasonable conclusion as the
tapped cascaded interconnection of identical subfilters requires very close to
the same number of adders as the CSD decomposed conventional hbdec1.
However, this does not take into account that the CSD decomposed conven-
tional hbdec1 requires significantly fewer registers which would impact both
the area and power consumptions. As such, it seems likely that the CSD
decomposed filters would all perform better in an FPGA implementation.
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Conclusions

Whether DFE systems are implemented in ASICs or FPGAs, FIR filters are
abundant in them. The nature of FIR filters is such that they contain a large
number of multipliers in the general case, which is key in explaining why they
often take up significant area and consume a lot of power. Power consumption
and chip area have large impacts on the cost of ASICs and FPGAs and as such
reducing the impact of FIR filters on these two parameters is necessary. Such
a reduction is possible by implementing the filters without general multipliers.

Based on the results of this thesis, the multiplier-free filter structure based
on a tapped cascaded interconnection of identical subfilters is a better choice
than a conventional filter with general multipliers when the filter coefficients
are constant. For constant filter coefficients however, general multipliers
are not a necessity and other methods of implementing constant coefficient
filters such as those commonly used in DFE applications are available. It
has been shown that a better alternative is to employ CSD decomposition
of conventional filter structures. Not only does this seem to offer better
performance in terms of lower power consumption and area for both ASICs
and FPGAs, it also has the benefit of simplifying the design process as filters
with common structures are easily designed, modeled and simulated in tools
such as MATLAB. Moreover, the HDL implementation of conventional filters
is simpler and the benefits of CSD decomposition can be combined with
other techniques for optimizing the resulting implementation such as CSE
elimination in a more straightforward manner than the special multiplier-
free structures of [3] and [4].

So, while the tapped cascaded interconnection of identical subfilters is a
viable method for reducing the hardware complexity of filters, using other
methods such as CSD decomposition seems to be the way to proceed. This
is further justified by the findings of [31] in which it is shown that several
methods with better results than simple CSD decomposition exist such that
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even greater savings can be made. It is possible that using some of the
optimizations or tradeoffs mentioned in Chapter 2.3.3 would improve the
performance of the special filter structure, but overall it seems that employing
conventional filter design methods and then applying methods for optimizing
the resulting implementation such as those in [31] is a smoother process than
using a special structure, capable of producing better end results with less
effort. Evidently, multiplier-free filters fit in well in DFE applications and are
likely to significantly decrease the impact on area and power consumption
caused by FIR filters in decimation and interpolation chains.

6.1 Future Work

This thesis has produced results that allow for proceeding in two directions.
The first, and perhaps most obvious, is to further study different approaches
for obtaining filters implementable without general multipliers. This would
result in further hardware savings, likely in terms of both area and power
consumption. Several such methods are available and have been shown to
work for filters with constant coefficients. Furthermore, it is known that using
CSD decomposition alone, while useful, is not as efficient as other methods or
even combining it with strategies such as CSE elimination and hence benefits
even greater than those presented in this thesis are likely possible.

The second direction relates to the results of this thesis being applicable
only to filters with fixed coefficients, because the shift operations are hard-
wired. Although many filters that do not need reconfiguration exist in DFE
applications and CSD decomposition has been shown in this thesis to reduce
both area and power consumption of such filters, it is in some cases desirable
to have the ability to reconfigure filter coefficients. Since neither the tapped
cascaded interconnection of identical subfilters nor the CSD decomposition
method used in this thesis are suitable for such reconfigurable filters, looking
into potential methods for designing filters with dynamic constants without
general multipliers (or by some other means of reducing the area and power
consumption of such filters) could potentially yield interesting results.
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