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Abstract

This thesis examines declarative memory function, and its underlying neural activity and
mechanisms in simulated cortical networks. The included simulation models utilize and
synthesize proposed universal computational principles of the brain, such as the
modularity of cortical circuit organization, attractor network theory, and Hebbian synaptic
plasticity, along with selected biophysical detail from the involved brain areas to
implement functional models of known cortical memory systems. The models
hypothesize relations between neural activity, brain area interactions, and cognitive
memory functions such as sleep-dependent memory consolidation, or specific working
memory tasks.
In particular, this work addresses the acutely relevant research question if recently
described fast forms of Hebbian synaptic plasticity are a possible mechanism behind
working memory. The proposed models specifically challenge the “persistent activity
hypothesis of working memory”, an established but increasingly questioned paradigm in
working memory theory. The proposed alternative is a novel synaptic working memory
model that is arguably more defensible than the existing paradigm as it can better
explain memory function and important aspects of working memory-linked activity (such
as the role of long-term memory in working memory tasks), while simultaneously
matching experimental data from behavioral memory testing and important evidence
from electrode recordings.
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Sammanfattning

Denna avhandling undersöker deklarativ minnesfunktion och dess underliggande neurala
aktivitet och mekanismer i simulerade kortikala nätverk. De medföljande
simuleringsmodellerna utnyttjar och syntetiserar föreslagna universella
beräkningsprinciper i hjärnan, såsom modulariteten hos den kortikala organisationen,
attraktornätteori och Hebbsk synaptisk plasticitet, tillsammans med utvalda biofysiska
detaljer från de involverade hjärnområdena för att implementera funktionella modeller av
kända kortikala minnesystem. Modellerna genererar hypoteser om relationen mellan
neural aktivitet, hjärnområdesinteraktioner och kognitiva minnesfunktioner såsom
sömnberoende minneskonsolidering och specifika arbetsminnesuppgifter.
I synnerhet behandlar detta arbete den aktuella och relevanta forskningsfrågan om
huruvida nyligen beskrivna snabba former av Hebbsk synaptisk plasticitet utgör en möjlig
mekanism bakom arbetsminnet. De föreslagna modellerna utmanar specifikt hypotesen
att arbetsminnet lagras i form av pågående aktivitet, ett etablerat men alltmer ifrågasatt
paradigm inom arbetsminnesteorin. Det föreslagna alternativet är en ny synaptisk
arbetsminnemodell som är mer försvarlig än det befintliga paradigmet, eftersom den
bättre kan förklara minnesfunktionen och viktiga aspekter av arbetsminnesbunden
aktivitet (såsom rollen för långtidsminnet i arbetsminnesuppgifter), samtidigt som den
matchar experimentella beteendedata och elektrofysiologiska mätningar från
minnesexperiment.
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Abbreviations and Concepts
AA: Anterograde Amnesia. The inability to form new long-term memories.
AMPA/AMPAR: The α-amino-3-hydroxy-5-methyl-4-isoxazolepropionic acid receptor is a
glutamatergic, ionotropic transmembrane receptor. It mediates fast excitatory synaptic
transmission in the brain.
BA: Brodmann’s Area. The most widely used and cited system for the organization of the human
cortex (see Chapter 4.1.1).
BCPNN: The Bayesian Confidence Propagation Neural Network. This is a class of artificial neural
networks inspired by Bayes’ theorem originally proposed by Anders Lansner and Örjan Ekeberg.
dlPFC: The Dorsolateral Prefrontal Cortex is a subarea of the prefrontal cortex in humans and
non-human primates in the middle frontal gyrus of humans, and around the principal sulcus in
macaque monkeys (BA 46, but also BA 9). As it is a functionally (rather than anatomically)
defined area some also consider BA 8, and 10 to be part of dlPFC.
CLS: Complementary Learning Systems is a framework for understanding memory consolidation
through the interaction of memory systems that learn and forget on different timescales
(McClelland et al. 1995; Norman et al. 2005; Norman 2010).
CF: Catastrophic Forgetting, also known as Catastrophic Inference, is the tendency of many
artificial neural networks to completely and abruptly forget previously learned information
upon learning new information, which is generally a function of particular learning rules.
CTX: The Cerebral Cortex is the outer covering of gray matter over the hemispheres and in
humans consists mostly of the Neocortex, a six-layer sheet of cells with 10-14 billion neurons.
fMRI: functional Magnetic Resonance Imaging measures brain activity by detecting changes
associated with blood oxygenation. When an area of the brain is active, blood flow to that region
increases. This link can be leveraged to infer neuronal activation from changes in cerebral blood
flow.
GABA/GABAR: The γ-aminobutyric acid receptor is a transmembrane receptor, critically
involved in the regulation of neuronal excitability across the brain, by mediating inhibitory
synaptic transmission in the brain. There is a fast ionotropic (GABAA) and a much slower
metabotropic (GABAB) class of this receptor.
HC: The cortical hypercolumn, sometimes also referred to as a "macrocolumn" (Buxhoeveden &
Casanova 2002) or "cortical module" (Mountcastle 1997). In sensory cortex, it was first
characterized as a cluster of neurons in cortex that have nearly identical receptive fields. Various
experiments suggest that it contains about 100 MCs and spans about 0.5 mm across the cortical
surface (and its entire depth of about 2mm).
HIP: The Hippocampus (named after its resemblance to the seahorse, from the Greek
ἱππόκαμπος, "seahorse" from ἵππος hippos, "horse" and κάμπος kampos, "sea monster") is an
area at the edge of the cortex in the temporal lobe. Besides its important role in spatial
navigation, it is crucially involved in the consolidation of memories from STM to LTM.
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IAF: One of the most basic spiking neuron models is the Integrate-And-Fire neuron model,
which describes the evolution of a neuron’s membrane voltage as a single dynamic variable (i.e.
point neuron).
ITC: The Inferior Temporal Cortex is the cerebral cortex on the inferior convexity of the
temporal lobe in primates including humans (BA 20 and BA 21). It is important for object
recognition, commonly considered the final stage of the ventral stream in visual processing, and
also referred to as a visual long-term memory storehouse
ITM: Intermediate-Term Memory. The term is rather vague, but typically used to imply that
there are also both faster and slower learning systems.
LTM: Long-Term Memory.
LTD: Long-Term Depression is a long-lasting decrease in the efficacy of a synapse (see LTP).
LTP: Long-Term Potentiation is a long-lasting increase in the efficacy of a synapse. Its time
course can be divided up, but full expression relies on protein synthesis and is thus a
metabolically slow process.
MC: Minicolumns, sometimes referred to as "microcolumns" or "functional columns", are
vertical columns of typically about 100 interconnected neurons across the layers of cortex, that
grow from shared embryonal progenitor cells, have shared input and outputs. MCs have been
described as a strong model of cortical organization that may well constitute the most basic
template of cortical neurons and microcircuits (Buxhoeveden & Casanova 2002; Mountcastle
1997).
MPI: The Message Passing Interface is a highly scalable communication standard between
computation threads used in many parallel computing architectures. The standard defines the
syntax and semantics of a core of library routines that can be used in parallel applications.
Several well-tested and efficient implementations of MPI exist in the public domain and
underpin many large scale simulators.
MTL: The Medial Temporal Lobe is a subarea of the temporal lobe. MTL includes a system of
anatomically related structures that are essential for declarative memory, including the
hippocampus, along with the surrounding perirhinal, parahippocampal, and entorhinal cortices.
NMDA/NMDAR: The N-methyl-D-aspartate receptor is another glutamatergic, ionotropic
transmembrane receptor. Its activation also requires either glycine or D-serine. NMDARs
mediate excitatory synaptic transmission in the brain, and are very important for synaptic
plasticity and memory because of calcium ion influx in their activated state.
SWR: Sharp Waves and Ripples are oscillatory patterns in the mammalian brain hippocampus
seen in electroencephalographic and local field potential recordings during immobility and
sleep. They are composed of large amplitude sharp waves and nested fast field oscillations
known as ripples. SWRs are shown to be involved in memory consolidation and the replay of
new memories.
STM: Short-Term Memory
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STP: Short-Term Plasticity describes a transient change in the efficacy of synaptic transmission,
including short-term potentiation and short–term depression. It is typically distinguished from
LTP/LTD for its short duration (tens of milliseconds to minutes, rather than hours). The most
typical mechanisms involve changes in synaptic vesicle release probability (neural facilitation),
but the term equally applies to other short-lived forms of plasticity, such as augmentation, posttetanic potentiation, heterosynaptic depression and others.
PFC: The PreFrontal Cortex is the anterior part of the frontal lobes.
RA: Retrograde Amnesia is the inability to recall memories of the past, typically used for
characterizing memory deficits beyond a typical rate of forgetting.
REM: Rapid Eye Movement sleep is a sleep phase in mammals and birds, characterized by the
rapid movement of the eyes, high propensity for dreaming, low muscle tone and low levels of
monoamine neurotransmitters, even while its neural activity is often rather similar to wake
states.
SWS: Slow-Wave Sleep, refers to the deepest stages of sleep (NREM 3,4), characterized by delta
wave activity.
WM: Working Memory is a fast learning system of limited memory capacity that also allows for
processing of the temporarily held information.
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Chapter 1. Thesis overview
1.4. Thesis structure
We start this thesis with an introduction to memory research (Chapter 2), mostly from a
cognitive science perspective and with a look at the overall purpose of computational
neuroscience. I hope to introduce the necessary terminology here to motivate the subsequent
thesis aims (Chapter 3) in a way that relates to the reader’s experiential reality with their own
individual memories. In Chapter 4 (Background), we will then go into more detail on the
architectural principles of the neocortex, briefly address the relevant brain areas (4.1 Anatomy
of Memory), describe neural (4.2 Neuron), and synaptic properties (4.3 Synapses, Plasticity) that
are covered by the computational models included in the thesis. Chapters 4.4 and 4.5 outline
principles of neural coding and dynamical properties of memory representations in attractor
neural networks. Chapter 5 then describes bigger principles, theories, and methods of
computational neuroscience, among them two important and influential branches of
computational memory theory (5.1 Complementary Learning Systems, and 5.2 Working Memory
Theory). We also briefly list the most important Supercomputing and Simulation tools used and
implemented for the execution of our models and the analysis of their output data. In Chapter 6
(Results and Discussion), we present and discuss each publication’s central idea, model design
and key findings. Subchapters 7.1 and 7.2 make a specific case for two basic hypotheses of this
entire line of work. Chapter 7 closes the Kappa with some concluding remarks and an outlook
on future work.
Three included publications are then appended to Part II of this thesis, as originally published
or submitted for publication.
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2.1 Memory Taxonomy

2. Introduction
The human brain is probably the most complex object in the known universe. Understanding it
is most likely the greatest challenge put before the scientific method in our time and a quest with
profound meaning, promising to reveal earnest answers about who we are as individuals and as
an intelligent species. Questions about memory, how and why certain memories are acquired
and eventually forgotten or accompany us for a life-time, has intrigued ancient thinkers and
philosophers for hundreds of years. The truth behind their rather imaginative but more often
than not inaccurate ideas about what memory is and how it works, were revealed only by
cognitive psychologists and somewhat later neuroscientists, as they unearthed the first real
clues on the inner workings of memory function.
While this Introduction is a patchy historical account, it also outlines some of the ideas that
personally motivated me to stray from the familiar path in robotic engineering and machine
learning into the vast field of neuroscience and memory function in particular. As a result, this
Introduction is written in a more colloquial style than the rest of the thesis, to give my friends
and colleagues from outside the field an inspirational glimpse at the topic that is more relatable
than an instant deep dive into neuroanatomical terminology, intricate computational models
and the finer details of synaptic plasticity research (although we will certainly do so in Chapter
4).
2.1. Memory Taxonomy
We now know that human memory is not a unitary system. The brain has rather many distinct
memory systems that can learn and function in parallel. Many of them are interlinked, yet
surprisingly independent in ways that often elude introspection and the perceived unity of our
mind. Besides the more obvious distinctions between short-term memory (STM), and long-term
memory (LTM) most of us make intuitively, one of the first intriguing observations is that an
acquired skill and the memory of the learning experience are not actually the same, as they can
be independently impaired. The experimental pursuit of a detailed memory taxonomy is barely a
century old though and efforts to map these systems to specific brain areas are much younger
still. We start this Introduction with a taxonomy because it is important to outline what this
thesis on memory is and isn’t about.
In the first half of the 20th century, writers like McDougal (McDougall 1923), and Tolman
(Tolman 1948) noted that there are different kinds of learning. They particularly distinguished
between implicit and explicit memory, sometimes described as “knowing how” and “knowing
that”. Because the implicit memory is hard to convey without individual practice, whereas
explicit memory can be articulated, they are also known as procedural and declarative memory.
For example, we may or may not be able to recall and describe our very first attempts to ride a
bicycle, but we know that this has no bearing on our riding ability. Conversely, stroke survivors
may need to relearn procedural motor skills lost to brain damage, even though they can
explicitly recall acquiring and using them earlier. A most drastic demonstration of this
separation of motor learning was Brenda Milner’s study of the severely amnesic patient H.M.
(Milner 1962; Milner 1972), who could learn complex hand-eye coordination tasks within days
and showed a learning curve similar to healthy controls, but never retained any episodic
memory of having practiced the task or any other declarative memory whatsoever. We will
return to this famous case later on (2.3.3 Where is the Engram? Patient H.M.’s Lasting Legacy), as
it set off a long chain of connected theories, experiments, discoveries, and models. Over the
course of the following three decades it became increasingly clear that not only motor-related
13

Chapter 2. Introduction
learning, but indeed many other types of memory can be cleanly dissociated from declarative
memory; among them, priming (Tulving et al. 1982) and perceptual priming (Hamann & Squire
1997), where partial cues such as word-fragments are used to prove elevated memory
performance despite declarative amnesia. Further, various types of conditioning were shown
and occasionally linked to specific brain areas. Researchers found that other categories of skill
learning separate from straight-up motor learning (such as mirror reading, category learning, or
synthetic grammar learning) are also fully preserved under amnesia. The prevailing view for
much of the century had been that all memory could be sorted under the dichotomy of
declarative vs. procedural (Squire 2004), yet the plethora of separate procedural memory
categories made that increasingly hard. The new umbrella term “non-declarative memory”
finally broke that dichotomy in the 80s and instead suggested that there could be very many
independent memory systems inside what was now just a category of memory rather than a
unitary procedural system (Tulving 1985).
Similarly, the declarative side of memory can be broken down into various components. For
example, episodic memory (for experiential events) and semantic memory (for facts) are both
declarative yet can sometimes be independently impaired in humans. Knowing the name of the
Swedish capital is not the same as remembering when you first learned of it. On the basis of
anatomical manipulations, researchers could disassociate recognition and associative memory
(Gaffan 1974) in monkeys. Moreover, there are separate short-term systems, such as various
sensory memory buffers dedicated to specific modalities and a more general working memory
(WM). Declarative memory deficits may affect learning and recall differentially, which might
necessitate a systematic distinction of memory processes, such as acquisition, retention, and
retrieval. Biological systems are delineated by structure and function, yet to what extent one
should base an ideal memory taxonomy on time, or anatomy, or content and the type of
information processing is an increasingly convoluted question given our growing knowledge
about brain area interactions. The role of time in memory processing and memory systems
interaction is an important aspect of this thesis and commonly discussed under the term
memory (systems) consolidation.

Given the memory taxonomy above, we are left with a zoo of systems (and many more
reasonable distinctions could be made), some of which are highly interlinked or partially
dependent on the same brain structures, while others are operating practically independent of
each other (more about that later when we turn to brain anatomy). The debate is far from over,
however, and no taxonomy of memory should be carved in stone quite yet.
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2.2. Memory, Happiness, and a Meaningful Life
We just outlined a great many kinds of memories, all of which can have corresponding deficits
that are interesting to study. WM for example is intricately linked with intelligence, as measured
by standardized tests involving fluid intelligence like the IQ test. Even simple tasks, like addition
of numbers, comparing the hue of two objects, copying a word or filling out a form would be
impossible without WM. But let us step back from all this detail for a second to consider why we
care to understand memory and what we typically mean when we talk about it.
First and foremost, we are usually thinking about declarative LTM, our memory for facts and
events. We generally treasure our autobiographical memories above any other. The ability to
recall and indeed vividly relive the past through our memory is powerful. The flip-side of this is
that traumatic memories can destroy lives from within. So we encourage soldiers that have just
experienced tragedy to forego sleep for as long as possible, to avoid possibly lifelong trauma
from sinking in too deep. Memories define our identity, our humanity and give meaning to our
subjective existence. Conversely, if we woke up tomorrow without any autobiographic memory,
would we be lost? It may sound like an odd digression into a rather philosophical question, but
would a life without memory have any meaning?
Putting this heavy question aside for a second, what about happiness? Much of the popular
advice on happiness is, in fact, about living in the moment and “losing oneself”, or seeing the
world with “new eyes”, as if we didn’t have memory. Amnesia is an interesting lens onto the
subjective importance of memory. Caregivers describe severe and advancing memory deficits –
as in late stage Alzheimer’s – as most frustrating in the transition, where memory loss is acutely
felt as a disturbing deficit, erecting impenetrable walls in a mental maze that loosens our grip on
reality (Lonseth 2012). Yet, severe memory loss is eventually accompanied by a deficit of
awareness for the memory deficit itself, and much of the caregiving advice for these advanced
patients revolves around placating white lies and avoiding the urge to remind patients that they
are deficient, which can spiral through mutual frustration into aggressive behavior. Ignorance is
bliss. Losing the most basic autobiographical memories, like the names and faces of family
members, is most painful for loved-ones, but to the complete amnesiac, this is only painful to the
extent that he or she empathizes with some stranger’s expressed pain and frustration over a
loved-one lost. It seems that the meaning of a complete amnesiac’s life thus rests on other
people’s memories of the person that was.
So somewhat paradoxically, it seems that a meaningful life involves the pursuit of happiness, but
meaning is not found in happiness itself. Your humble author is led to conclude that a life
without memory can be happy, provided that basic needs are met, but mere happy existence
lacks all purpose and arguably has no meaning. This is of course a rather personal reflection, but
the tremendous importance of memory to our subjective experience lends profound meaning to
the study of human memory beyond the tremendous societal burden associated with dementia,
commonly cited in practically every research paper on memory function as a motivating factor.
2.3. Cognitive Memory Research
How does declarative LTM come about? This thesis and its enclosed publications have a lot to
say about memory consolidation. By that term, we broadly mean the stabilization of memories in
time, while the term “memory systems consolidation” refers to the shifting dependence of
memories on different brain areas. Before we can take on that topic with sufficient clarity, we
will now introduce some more basic observations and concepts from the history of cognitive
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memory research. Later on, in Chapters 5.1 and 5.2 in particular, we will then take a look at
influential theories of memory as they apply to this thesis.

Figure 1: The multi-store model as
introduced by Atkinson and Shiffrin
in 1968.

In 1968, Atkinson and Shiffrin (Atkinson & Shiffrin 1968) presented a multi-store-model (Figure
1) to refine the STM-LTM concept, as first articulated by William James in 1890. There are
numerous neurophysiological cases supporting the STM-LTM separation, such as cases of highly
impaired LTM with preserved STM (e.g. Scoville & Milner, 1957) and other cases of severely
degraded STM with unaffected LTM performance (e.g. Shallice & Warrington, 1970). The model
adds modality specific sensory memory buffers, and articulates important ideas about the role of
attention, rehearsal, retrieval and memory transfer.
Given the long-winded history of breaking down the former unity of LTM, it is not all that
surprising that STM is also composed of identifiable and separable components. Almost
immediately, the Atkinson-Shiffrin-model was criticized for presenting it as unitary. Baddeley
and Hitch argued (Baddeley & Hitch 1974) to replace the term STM with WM, noting that it is
much more than a mere storage system, but much rather a composite process featuring a
“central executive”, directing attention to various parallel slave memory modalities that each
have their own short-term capacity and information processing (Figure 2).

Figure 2: The working memory model as
introduced by Baddeley and Hitch in
1974.

One of the slave modalities cited by them is the “phonological loop”, a temporary auditory buffer
for language (or phonemes) that can rehearse its contents through articulation to an “inner ear”.
We use this process to silently repeat words or whole phrases to ourselves and thus maintain
them. Similarly, they proposed a “visuospatial sketchpad”, that can store after-images and allows
us to place imagined visual content in an imagined space before the “inner eye”. Much of the
historical success of this cognitive model can be attributed to how well it matches our
introspective experience: Imagine looking for the next five things on your grocery list. You have
several options to satisfy the STM demands of the task. You could hold the list in front of your
eyes while looking for each item, using the paper itself as a mnemonic device, but this requires
jumping the focus of your eyes repeatedly. You could try to remember what that part of the list
looks like visually, which is less work for the eyes, but needs a lot of attention. You could also
place the five items (or rather their packaging) in front of your inner eye and look around for a
visual match, or you could simply loop the next five items as spoken words to your inner ear,
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thus freeing the eyes (including those “inner eyes”) to look for a match. The phonological loop is
highly reliable, requires comparatively little attention and is thus often preferred even for
visually presented information, such as written words or numbers.

2.3.1. Memory as a Filter
It is clear that only a very small fraction of all the information we might perceive with our senses
is actually attended. Of all the sensory inputs that we do attend to, only few become percepts we
are consciously aware of in the moment. Who hasn’t ever had the experience of reading a book
page absentmindedly without grasping any of its contents, only to jump back and reread it as if
for the very first time? The filtering of information only continues from there. A rather small
fraction of consciously attended percepts are remembered for longer than a few seconds. Facts
and events we actually remember from yesterday rarely remain accessible a decade later,
suggesting either several levels of LTM or a gradual stabilization that rarely succeeds. So the apriori odds of establishing new LTM from a given sensory stimulus is miniscule. We know
modulating factors that can predict the fate of a memory, such as the salience of stimuli, their
behavioral and social relevance, active and passive rehearsal, etc. In this sense, our declarative
memory system can be likened to a massive multi-stage filter. Almost everything is forgotten.
What is the temporal extent of this filter process? Where does it start, and where does it stop?
Brief sensory stimuli may be as short as a mere fraction of a second. Sensory buffers and WM
retain their content for minutes or less, and some select memories become so stable they
accompany us all our life. When we are asking about the origins of declarative long-term
memories, we are thus talking about a process that may span an impressive nine to ten orders of
magnitude in time (lifetime ~2.5*109 s). Any comprehensive account of LTM formation and
consolidation thus needs to identify underlying neurobiological processes that can bridge this
temporal chasm, establish wide-reaching observational techniques, and model their relations
from seconds to decades (see Chapter 2.4).

2.3.2. Ebbinghaus and The Quirks of Human Memory
The ability to remember the past and relive it through our memories is one of the most
remarkable and mysterious cognitive abilities we possess and features a variety of quirks that
may help introduce concepts relevant to this thesis.
Imagine looking through a stack of photos. Humans can easily distinguish many hundreds of
pictures they have recently seen from a similar amount of novel pictures, yet to freely recall and
describe just the last dozen you looked at can be challenging. Why? We may recognize a familiar
face, but be unable to articulate where we know that person from. Why?
To account for such dissociations in human recognition, several dual-process models have been
proposed that assume that recognition judgments are either based on the recollection of
qualitative details about a specific study episode or on the assessment of stimulus familiarity,
which is a more global measure of memory strength or stimulus recency.
Memory performance is a result of encoding, maintenance, and retrieval. To what extent parts of
these processes may be shared between the two modes of recognition, or whether this
dichotomy implies entirely parallel processes is still very much up for debate. We purposefully
leave out the anatomical arguments here, as we will deal with neuroanatomy later on (4.1
Anatomy of Memory). Results from behavioral, animal, neuropsychological, electrophysiological,
and neuroimaging studies provide strong support for the distinction, however, and led to fruitful
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dual-process theories of recognition (for review, see Diana et al., 2007; Yonelinas, 2002). A
number of increasingly refined proposals have been developed that employ cognitive concepts
(e.g. Atkinson & Juola, 1974; Mandler, 1980), sophisticated signal detection theory (Yonelinas
1994; Rotello et al. 2004), and more recently also propose computational neural network
implementations (Greve et al. 2010).
The specific way we probe our declarative memory system matters. Following the same memory
task, performance will usually be very different between free recall (typically involving the recall
of specific detail from a study episode without any cues), cued recall (typical for associative
memory tests), or a forced choice test (often used to discretize the graded nature of confidence
in familiarity-based recognition judgments). Cognitive science has also come up with a broad
range of tests, that probe the role of distractors (irrelevant stimuli or noise), and time
(immediate recall vs. delayed recall). Instead of implementing these testing paradigms, memory
models in computational neuroscience often measure entirely theoretical properties, such as an
ideal memory capacity. In very theoretical models, such capacities can even be derived
analytically. But if these models are supposed to capture the reality of human memory, which
has drastically different capacities depending on how we test it, it is critically important to
incorporate more appropriate ways of memory testing in the effort of computational memory
system modeling as well.
Everybody knows that repetition is the key to rote learning. But how much does memory benefit
from repetition? How quickly should one repeat what is to be learned? When is it better to sleep
or rest? How quickly can we learn? What is the rate of forgetting? Are there any basic laws that
govern learning? These questions are not intangible, yet it’s answers often conditional and
complex. Many of the concepts that are now commonly understood about learning and
forgetting originated from early experimental psychology. At the end of the 19th century,
Hermann Ebbinghaus pioneered many quantitative memory testing paradigms (Ebbinghaus
1885) we now consider classical. He first quantitatively described and modelled basic learning
curves, forgetting curves, along with some of the many other quirks of human memory,
leveraging a system of pseudowords as elementary memory items for his extensive self-studies.
These pseudowords are composed of nonsense syllables (e.g. koj-dab-siv) to avoid the influence
of word associations.
For the sake of brevity, we shall list some of the important memory effects here:




Association value effect: The nonsense syllables used by Ebbinghaus specifically
excluded those with obvious associative value or meaning (e.g. dot, cat) to improve
replicability. Later cognitive psychologists coined the term “association value”, as a
measure of the meaningfulness of a stimulus. It is a strong predictor for learning success
in recall or recognition (Glaze 1928) and notoriously hard to avoid. Ebbinghaus himself
noted differences in the rate of learning of his nonsense syllables. It turns out that with
sufficient repetition they inescapably acquire something akin to meaning.
The isolation effect (also called Von Restorff Effect): Try to remember this list: “plum,
apple, pear, cherry, apricot, truckdriver, banana, peach”. We tend to recall memory items
that stands out in a group and afford it more weight than its peers. Needless to say, items
can stand out in many ways. In the context of simple word-list learning one might list
word presentation (size, color, font, etc.), word frequency (rare words stick out), word
length, semantic context, rhythm, etc.
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Serial position effects: Given a regular paced presentation of words (e.g. one word
every 2 seconds) from a sequential list (e.g. 12 unrelated English nouns with similar
length, word-frequency, etc.), we tend to recall both the first few and the last few words
of the list much better than average on immediate free recall (e.g. 45 seconds to write
down as many remembered words as possible). This common memory effect is also
called primacy and recency. Some typical serial position effects are shown in Figure 3.
Another serial position effect is adjacency: We tend to recall items neighboring each
other. Put differently, if we recall a word, we are more likely than otherwise expected to
also recall the words presented just before and after.

Figure 3: Illustration of typical serial position effects in word-list learning with 12
words (1 per 2 sec). During immediate free recall, early and late items are recalled
well (primacy and recency). Delayed recall and especially the use of distractor tasks
can diminish recency. A faster presentation rate (1 per 0.5 sec) of the list typically
decreases primacy instead. Cued recall (completing words from their first or second
half) and familiarity judgments (discriminating the list words from novel words) are
usually much easier.




Emotional significance: Memories that elicit an emotional response are remembered
much better than those that do not. This could be as harmless as a curse word in a wordlist, and as dramatic as a personal tragedy or a global event. For example, many people
know exactly what they did on 9/11. This is often referred to as the “flashbulb memory
effect” . In some ways, it is a combination of isolation (unusual event) and adjacency
effects (same day).
Consolidation effects: Consolidation - the stabilization of acquired memories - occurs
on multiple time scales. An example of short term consolidation is the primacy effect
mentioned above, that stabilizes memories for a few minutes, improving performance on
tasks that eclipse the typically rather small capacity of WM (which can be glimpsed by
the size of the recency effect, typically 2-5 items in many tasks). Long-term consolidation
refers to the stabilization of memories over hours and days, such as sleep-dependent
effects. For example, every drummer knows that sleep after practice makes a big
difference to the effortless performance of a new drum roll technique.

2.3.3. Where is the Engram? Patient H.M.’s Lasting Legacy
An engram is a physical change in the brain that underlies the persistence of a memory. As
memories exist on multiple time scales, it is reasonable to assume that there are state changes
with varying degree of persistence, including lasting engrams that encode LTM. Regardless of
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what these state changes are biophysically, we may ask: Where are these changes inside the
brain? From written language, tape records, hard drives or flash memories, we are used to the
idea that memory can be localized precisely: Every bit of information is stored in a specific spot,
where a lasting state change encodes the information and from where it can be read out later.
The effort to link mammalian LTM to any specific brain area was initially met with dramatic, yet
insightful failure.
In his behavioral experiments with rats, Karl Lashley
Figure 4: Karl Spencer
Lashley (June 7, 1890
tried to isolate the site of the engram in the cortex by
– August 7, 1958)
measuring learned task performance before and after
psychologist and
specific, carefully quantified, surgical lesions. By
behaviorist
targeting specific areas, either before or after the
remembered for his
animals received the training, he could show specific
contributions to the
detrimental effects on learning and retention, but the
study of learning and
location of the removed cortex had no observable
memory
effect on the rats' total task performance. Rather, performance on
intricate tasks seemed to decay gradually in proportion with the total volume of cortex damaged.
This led Lashley to renounce his own theory of the localization of the engram in favor of
dispersed memory function across cerebral cortex, as formulated in the mass action principle of
his 1950 publication ‘In search of the engram’ (Lashley 1950). In order to destroy a specific
function, the entirety of its area must be destroyed, as remaining tissue can usually compensate
before serious loss of function is observed1.

Figure 5: Left: Patient H.M. in 1953 just before his surgery. Middle: A 1992 coronal T1-weighted
image of Patient H.M. showing damaged hippocampus after previous bilateral medial temporal lobe
resection performed for intractable seizures. Adapted from (Corkin et al. 1997). Right: Brenda Millner
in 1956, who made a name for herself in the study of human memory and cognitive functions and is
sometimes referred to as the founder of neuropsychology.
What about human memory pathology? Historically, there were suggestions towards a link
between declarative memory and the medial temporal lobe from neuropathological findings as
early as 1900 (Bechterew). In Alzheimer's disease, the medial temporal lobe (MTL) is one of the
first regions of the brain to suffer damage; memory problems and disorientation appear among
the first symptoms. A subregion of the MTL called the hippocampus was first conclusively
identified as critical to declarative memory in a 1957 report. In ‘Loss of recent memory after
bilateral hippocampal lesions’ (Scoville & Milner 1957) and further publications, Brenda Millner
Alzheimer patients often get diagnosed late in the disease progression: Neural cell death is largely
irrelevant for behavior if it is distributed. Compensation and adaptation further prevent noticeable deficits
(more localized forms of Alzheimer’s get diagnosed earlier because such damage takes out entire areas).
1
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studied the effects of severe hippocampal damage in a patient who had consented to an
experimental surgery involving bilateral removal of the hippocampus2 and some surrounding
cortical tissue in an effort to treat his intractable seizures3. Much of the research interest in the
MTL as a memory-system can be traced back to this paradigmatic case of ‘Patient H.M.’ (The
acronym was chosen to protect his anonymity). Brenda Milner’s psychological analysis of the
patient revealed that the rather limited surgery had tragically resulted in an astonishingly
thorough amnesia for facts and events following the surgery. The extensive study of his case4
and several other related cases led to the view that bilateral removal of the hippocampus and
hippocampal gyrus always causes severe forms of amnesia while removal of other nearby tissue
did not (Zola-Morgan et al. 1986). Unilateral removal of the hippocampus was found to cause
verbal or nonverbal memory defects (left or right side respectively), while the extent of
hippocampal damage was directly correlated to the severity of the amnesia.
A range of surgical studies have been undertaken on various mammals (rats, mice, rabbits,
monkeys) and non-mammals to secure definite knowledge about the role of the hippocampus
and the surrounding neural circuitry. For these and other reasons to be shown, the hippocampus
has become perhaps the most studied structure in the brain overall (see 4.1.7 Medial Temporal
Lobe and Hippocampus).
As mentioned earlier, memory is a function of storage and retrieval. So we might ask whether
the hippocampus is the actual site of the engram or rather just a critical component to the
retrieval of information actually encoded elsewhere. Electrophysiological experiments on
hippocampal circuits (Bliss & Lømo 1973) quickly confirmed synaptic plasticity of the kind
needed for readily induced lasting changes (see 4.3 Synapses, Plasticity). Hippocampal circuits
have in turn become the most common target for the study of plasticity. If the memory content
is, in fact, distributed as Lashley’s work suggested, then it follows that the hippocampus may
merely encode an index of sorts, that can bind the distributed parts together for future recall.
This idea later became the basis of the hippocampal memory indexing theory (Teyler &
DiScenna 1986) we will explore in Chapter 5.1.2.
A convincing proof of actual information storage was the discovery and subsequent
investigation of place cells. In 1971 O'Keefe and Dostrovsky discovered, that certain neurons in a
rat’s hippocampus fired very selectively and reliably in specific spots of a maze (O’Keefe &
Dostrovsky 1971). They called these neurons “place cells” and hypothesized that the rat
hippocampus forms a cognitive map of the rat’s environment. Many studies of this phenomenon
have since been conducted, a recent Nobel prize was awarded to John O’Keefe, May-Britt and
Edvard Moser for their subsequent discoveries, and rats running mazes have indeed been shown
to build spatial representations of maze-layouts within their hippocampus. Once formed,
learned neural maps would be stable for weeks during which the rat may or may not have
learned other mazes as well. These maps are so reliable that in a process akin to mind reading,
Many forms of epilepsy originate in the temporal lobes, and the targeted lesioning of an identified
epileptic focus is still a treatment of last resort for medically intractable epilepsy today
3 More specifically, only the anterior parts of the hippocampus were removed, which led to some
confusion about the importance of the hippocampus in the initial research following this case.
4 Patient H.M. is almost certainly the most tested person in neuropsychology, and his singular case has
reshaped the study of memory in remarkable ways.
2
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they allow researchers to predict the position of the rat in the maze with near certainty by only
looking at the live-recording of neural firing patterns observed via a microelectrodes array
connected to parts of the rat’s hippocampus. For spatial memory in rats (arguably a form of
declarative memory in humans5), we thus have direct proof that storage indeed takes place in
the hippocampus. Even newer studies on mice use optogenetic stimulation of the hippocampus
to create or destroy behaviorally expressed fake memories (Ramirez et al. 2013).
Given this brief history, it is reasonable to ask why Lashley could not find the hippocampus as a
critical area for learning, and several possible explanations come to mind. Behaviorally complex
tasks need many brain areas, as they are, in fact, sequences of smaller tasks, so the existence and
activation of a presumably hippocampal memory engram is not sufficient. It might not be
necessary either: The memory requirements for heavily trained procedural tasks can often be
met through other kinds of memory systems (such as habituation, see 2.1 Memory Taxonomy)
unless carefully controlled for. Another complication is the amount of surgical precision
required to narrowly and bi-laterally lesion the hippocampus. Finally, a most peculiar fact about
the role of the hippocampus in declarative memory is that while it is necessary for acquisition of
certain long-term memories, its role in storing (or indexing) them is often time-limited due to
memory systems consolidation (much more about that later). The waning dependence of
memory performance on hippocampal integrity may well have made it impossible for Lashley to
demonstrate memory deficits after some days/weeks spent on training.

2.3.4. Anterograde and Retrograde Amnesia
Until this point we have conveniently ignored an important distinction when it comes to the
nature of memory deficits. When Patient H.M. woke up after his surgery, he exhibited two
different kinds of amnesia. Very severe anterograde amnesia and somewhat lighter retrograde
amnesia, both with respect to facts and events.
Anterograde amnesia (AA) is the inability to form new memories. Preexisting memories are by
definition unaffected by AA. Transient AA can be caused by certain drugs (e.g. fast acting
benzodiazepines, or a steep blood alcohol rise) that block either encoding or the early stages of
memory consolidation. The episodic memory then seems to have a hole in it – commonly known
as a blackout. When the deficit is the result of advanced neurodegenerative disease or physical
trauma (as in the case of H.M.), this can mean forgetting to have met someone as soon as they
leave the room. H.M. had intact memory for procedural tasks, such as motor-skills but would
quickly forget facts and events of any kind. Patient H.M., whom we now know by his real name,
Henry Molaison, died age 82 in 2008, 55 years after his hippocampal surgery. What it must be
like to wake up every day with the memories of a 27-year-old thinking its 1953, while the body
ages for another 55 years is impossible to relate to. Despite his severe AA, Molaison performed
normally in standardized tests of intellectual ability. The damage apparently left his WM largely
intact. He was able to remember information over short intervals of time and performed no
worse than control subjects on many such tasks. His case lent strong support to the broad
distinction between STM and LTM stores.

To what extent animals have declarative memory is a question of definition and debate, as they cannot
declare their memories to us. We infer them through task performance, which is not strictly the same,
even though the underlying brain areas and mechanisms are presumably the same.
5
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Retrograde amnesia (RA) is the inability to recall memories from the near or distant past
beyond an ordinary degree of forgetting. Transient forms of RA are not uncommon after a
traumatic event, and typically affect declarative memory. Other forms of memory (see 2.1
Memory Taxonomy) are apparently much more resilient, probably because they are more
distributed, which would also mesh with Karl Lashley’s observations. Besides traumatic brain
injury, RA can also be caused by neurodegenerative diseases, nutritional deficits or braininfections. Psychological trauma can induce narrow RA, typically focused around specific events
or topics, but unlike this loss of memory access which can be overcome, RA incurred from
extreme physical brain damage, is often permanent. H.M. could not remember anything from the
last few days before the operation, and had lighter deficits for some memories several months or
years old, demonstrating an inverse temporal gradient of memory.
RA is often temporally graded such that recent memories closer to the traumatic event, are much
more likely to be forgotten than remote memories of the long distant past. This gradient of
memory stability is sometimes referred to as the ‘Ribot Gradient’. The observation of RA with an
inverse temporal gradient after hippocampal damage was confirmed and quantified by several
animal studies (for review see Nadel & Moscovitch, 1997). This has led to the view that
memories initially dependent on the hippocampus can become independent of this structure
over time and is the key observation behind the concept of memory systems consolidation and
the Complementary Learning Systems Framework (CLS), presented in Chapter 5.1.
2.4. Computational Neuroscience and the Use of Models

”The incompleteness and inconsistencies of our ideas become clear only during
implementation” –Fredrick P. Brooks – “The Mythical Man-Month”
Computational Neuroscience is the study of the nervous system by emulation and simulation of
neural tissue. Why and how are we building elaborate computational models of the brain?
Experimentalists have made tremendous advances in our bottom-up understanding of neural
information processing, by –for example– linking stimuli with spiking activity in early sensory
areas. Most of experimental neuroscience is reductionist, and much of this has to do with rather
severe limitations on what can be perturbed and measured, even while the available tools
increasingly cover the investigatory spatio-temporal extent (Figure 6).
Figure 6: The
spatiotemporal domain of
neuroscience methods
available for the study of
the nervous system in
2014/1988. Open regions
represent measurement
techniques; filled regions
show perturbation
techniques. Figure from
Sejnowski, Churchland, &
Movshon, 2014
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Many of these techniques are sampling rather than recording in full, and there are still
disappointingly few perturbation techniques to probe cause-effect relationships rather than
hunt for correlations. When it comes to behavior, the vast majority of all the findings are
correlational and the value of mapping precise measurements onto vaguely defined behaviors is
questionable. Overall, it seems doubtful that a pure bottom-up approach to neuroscience will
ever arrive at its peak to explain wider brain activity and human behavior.
We have just seen in the preceding subchapters how cognitive science is largely a top-down
approach, that is breaking down behavior and larger concepts (like STM and LTM) into ever
finer systems and processes. Increasingly sophisticated and well-grounded cognitive theories
can advance our understanding of the brain by identifying these systems and processes and
explain their interactions. Similarly, we know a lot about the signals that immediately drive
motor output. However, it seems equally doubtful that a pure top-down approach that starts at a
theory of mind or muscle activation can break information processing down so low, that it can
explain cause-effect relationships in the neural circuit, synaptic properties, or yield testable
experimental predictions at the microscopic level.
The likely solution to a more unified and thus complete understanding of the brain must be a
convergence between bottom-up and top-down approaches, a means to the end of linking them
together. Large scale functional computational models that go beyond the simulation of activity
to also account for brain function fit the bill for a meeting in the middle and motivate the models
of this thesis (Figure 7).

Figure 7: The spatial and temporal scale of structures and functions of interest to this thesis. Diagram
modified from (Tully 2017). The colored bars mark the maximum extent covered by models included
in this thesis. E.g. Paper III features a spike-based model (-3 on the temporal scale) and investigates
the interaction of macaque brain areas several cm apart from each other (-2 on the spatial scale)
while simulating individual cells and synapses (-7 on the spatial scale), whereas Paper I describes only
the firing rates (-1 on the temporal scale) of small ensembles of cells (-5 on the spatial scale), but
leverages simulation tools and abstraction to mimic sleep-dependent memory consolidation
dynamics that stretch out for weeks (+5 on the temporal scale).
Computational neuroscience describes the elementary pieces of information processing in the
brain (e.g. neurons and their connections) using mathematical abstraction. The use of computer
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simulations thus relies on the reformulation of neurophysiological and cognitive findings in
mathematical terms.
Experimental techniques have various spatio-temporal reach and resolution (Figure 6).
Similarly, computational neuroscience also employs models appropriate at different scales:
Biochemical models for ion channels or protein signaling cascades at the synapse;
electromechanical models of dendrites, axons, and neurons; microcircuit models simulating local
groups of neurons; and models for whole brain systems and connectivity, alongside more
abstract models from cognitive science and psychology that aim to explain emerging properties
of mind and behavior. Occam’s Razor states that we are supposed to choose the simplest model
that can explain the available data. But that is impossible. The fact that we have so many models
is an expression of the fact that we currently have no models capable of reproducing even the
majority of the admittedly enormous pool of available experimental data. Instead, computational
neuroscientist often pick a subset of data and adjust model complexity accordingly or - even
worse - build a beautiful (i.e. reduced complexity) model and find some fitting data thereafter.
This misses the point of Occam’s Razor, which is supposed to reduce unnecessary free
parameters in a tradeoff between model complexity and the extent of the available data. If the
latter can be increased, then it is perfectly legitimate to use a more detailed model with many
more seemingly free parameters. The vast majority of free parameters incurred by choosing a
larger or more detailed model are, however, not actually free as they are often constrained by
experimental measurements. Their number is also highly reduced by the fact that they are
typically cloned across large populations of simulated elements with the same parameterization.
Beyond Occam’s Razor, we are also used to choosing simple models (and narrow data pools)
because of historical limitations on computing power, but modern supercomputers negate this
concern. Increasingly large and detailed simulations of biologically plausible neural networks
can be synthesized from mathematical descriptions under known constraints of increasingly
rich neurophysiological data. If models are not merely phenomenological, then their
function/performance can then ideally also be contrasted against cognitive data to achieve the
desired link between bottom-up and top-down approaches. Alternatively, simulation models
propose realizations of high level models using more elementary information processing,
whereupon simulation behavior can be compared to the large body of experimental recordings
on lower levels of investigative detail to assess biological plausibility. In either case,
computational neuroscience builds implementations of ideas and reveals their inconsistencies
and incompleteness, by putting them to the test.
Simulation studies have unprecedented advantages over cell cultures, animal and human
subjects. Unlike real neurons and brains, simulation models can be completely observable, can
be arbitrarily interfered with to prove causality and are principally replicable at the single trial
level. Looking forward, computational neuroscience also has more synergistic potential than
experimental neuroscience, because digital integration is easier to achieve than the
simultaneous application of known experimental techniques (Figure 6), which are often
principally incompatible (i.e. “No metal near that MRI machine!”). This still needs an overarching
‘brain theory’ to guide the process (which is surprisingly scarce6). Computational models have
Personally, I am of the belief that this is mostly because almost any hypothesis is likely wrong (given how
young this field is) and most scientist have too much respect for the brain to dare propose some grand
brain theory. Sadly, this pusillanimous reverence is also holding back progress.
6
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yet to describe the interactions across scales and leverage the full scope of experimental
observational techniques. Complex, scalable models that incorporate large amounts of biological
detail and exhibit emerging dynamics can become hard to fully understand in the reductionist
sense of identifiable causality, but may bring us closer to known functions from cognitive science
and psychometrics regardless.
Is the effort to build a truly integrated functional model of the declarative memory system using
today’s tools of computational neuroscience a bridge too far? Should we wait for more data?
Better data? Better theories and models? Better Supercomputers? Perhaps. A comprehensive
approach will need to be multi-scale, or risk making abstractions, simplifications, and
generalizations that break falsifiability. Still, the very existence and stated scope of the Human
Brain Project (Markram et al. 2011) implies that there are enough people on the computational
side willing to try.
There are also ethical reasons to push for the use of computational models, because plausible
models of the brain can help us extract maximal information from animal experiments and
ideally reduce their necessity by conducting experiments in simulation instead (although truly
accurate models would see the re-emergence of that suffering in simulation). Convincing
demonstrations of the accuracy of computational brain models could greatly facilitate
pharmaceutical neuroscience but also artificial intelligence research and, in fact, be the expected
dawn of artificial superintelligence in this century.
Nature has handed us a blueprint. Can we read it? Can we build it?
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3. Thesis aim
This thesis deals with declarative memory function, neural activity in simulated cortical
networks and its underlying mechanisms. The included simulation models utilize proposed
universal computational principles of the brain, such as the modularity of cortical circuit
organization, attractor network theory, and Hebbian synaptic plasticity, along with selected
biophysical detail from the involved brain areas to implement functional models of known
cortical memory systems. To the extent that these models can be defended as biologically
plausible, match experimental constraints, and achieve various memory functions such as
encoding, maintenance, consolidation, and recall, they are first and foremost a practical test of
these principles, their underlying hypotheses, and a proof of feasibility.
An overarching goal of all three models included in this thesis is to lift the scope of rate- and
spike-based simulated neural networks beyond microscopic circuits and their activity to
hypothesize connections between neural activity, brain area interactions, and cognitive memory
functions such as sleep-dependent LTM consolidation, or specific WM tasks. In doing so, these
multi-scale models push the envelope on competing models of memory limited to a narrower
scope. The computational models synthesized in this thesis can be interpreted as early attempts
to unify bottom-up and top-down approaches in neuroscience, and are thus subject to critique
from both sides, but should prove interesting to a broader audience of researchers working at
different ends of the investigative spectrum. Irrespective of whether these models can stand the
test of time (i.e. experimental data contradicting necessary premises or primary predictions),
they are purposefully ambitious and hopefully raise a discussion about how broad the
appropriate scope of a computational model of memory function can be, given today’s
simulation tools and available computational power (i.e. modern neural network simulators and
supercomputers).
A more specific and acutely relevant research question explored particularly in Papers II and III,
is the possible role of recently described fast forms of Hebbian plasticity as a key mechanism
behind WM. The proposed models specifically challenge the “persistent activity hypothesis of
working memory” (Chapter 5.2.1), an established but increasingly questioned paradigm in WM
theory (Chapter 5.2.2 Persistent Activity Controversy). The proposed alternative is a novel
synaptic working memory model that is arguably more defensible than the existing paradigm as
it can explain memory function and important aspects of WM-linked activity, while
simultaneously matching experimental data from behavioral memory testing and neural
electrode recordings.
For specific aims of the individual research projects, please see Chapters 6.2.1, 6.3.1, 6.4.1,
preceding each publications abbreviated results summary.
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4. Background
4.1. Anatomy of Memory
As we discovered already in the Introduction, the brain does not have a unitary memory system,
and the claim that specific areas are dedicated to specific forms of memory in isolation is equally
fraught with oversimplification. The study of memory-linked activity has revealed a set of brain
areas, however, that are particularly important for declarative memory function (the main focus
of this thesis) from WM to stable LTM engrams. This section is neither a comprehensive account
of them, nor an in-depth review of the neuro-architectural principles identified in the following
subchapters. Our main goal here is merely to provide the reader with core concepts and
references that outline the most important elements covered by the published models included
in this thesis.

4.1.1. Cerebral Cortex
Cortex is unique to mammals and their most defining feature7. It is the evolutionarily youngest
addition to brain architecture, yet dominates two thirds of the human brain. Cortex is commonly
divided into four lobes: Frontal, Temporal, Parietal, and Occipital Lobe. These are not
structurally separate, but named after the respective skull bones that cover them. Extensive
invagination allows for a total surface area of 1200 cm² per hemisphere. The adult human brain
weighs about 1.5kg, has a volume of ca. 1.3 liters and consumes roughly 20% of the total energy
metabolized by the human body, more than any other organ.

Figure 8: Brain sizes in comparison. Mouse, rat, human by Valentino Braitenberg (2007),
Scholarpedia, 2(11):2918.
This extreme corticalization of the central nervous system in humans has made it indispensable.
While earlier mammals like rodents and cats behave reasonably normal after surgical removal of
the cortex (Vanderwolf et al. 1978), humans with even partial damage to the neocortex will
usually fall into an indefinite coma.

Other species have developed related structures, however, presumably as a result of convergent
evolution.
7
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In 1909, the German anatomist Korbinian Brodmann published maps of numbered cortical areas
in humans, monkeys and other animals, by distinguishing them on the basis of observed
cytoarchitectural differences, using the Nissl staining method. With some refinements, it
remains the most widely used and cited system for the organization of the human and primate
cortex.

Figure 9: A lateral surface sketch of the brain
with annotated Brodmann Areas. Source:
Henry Gray (1918), Anatomy of the Human
Body.

The neocortex is a particularly promising candidate for the search of universal computational
principles in information processing because areas that are functionally distinct, are nonetheless
anatomically similar (much more so than the deeper structures of the brain, which feature very
discrete cellular composition and structures), suggesting that there is something about the
principal architecture of the neocortex that is universally useful for higher-order brain functions
such as sensory perception, motor command generation, cognition, spatial reasoning, planning,
memory, and language.
Human neocortex contains about 20 billion neurons, and is aptly described as a vertically
stacked six-layer sheet the size of a large napkin, about 2-3mm thick (Hofman 1988). With about
80.000 neurons beneath each square millimeter, the cell density is remarkably constant across
areas, and even across species of mammals (Rockel et al. 1980). Underneath that sheet of mostly
neurons and a few glial cells, extensive connectivity yields the bulk of cortical white volume.
Each of the six cell layers can be distinguished by the type of neurons and the principal targets of
their axonal projections (see Chapter 4.1.2 Neurons, and 4.1.4 Cortical Pathways, and
Hierarchy).

Figure 10: The laminar structure of the
neocortex, featuring six neuronal layers.
Source: Rocket et al. (1980) The basic
uniformity in structure of the neocortex,
Brain 103:2 p221–244.

Layer 1 is very sparsely populated by neurons and mainly contains dendritic arborization of
neurons in the layers below and incoming afferent fibers. The principal input layer 4, often
referred to as the granular layer (named after its rather small granule cells) receives projections
from thalamus, and has a virtual monopoly on the relay of sensory information into the cortex.
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Accordingly, this input-layer in the middle of the cortical stack is often much thicker in primary
sensory areas, such as the primary visual cortex V1. Layers above (1-3) and below (5-6) are
often referred to as supragranular and infragranular layers.

4.1.2. Neurons
Neuroscience is the study of neurons, highly specialized cells capable of chemical and electrical
communication. Because of (historical) experimental limitations, there is still no universally
accepted system for classifying the various types of neurons that have been found (Defelipe et al.
2013; Markram 2000). Instead, neurons in the central nervous system are typically
distinguished by noting their function (e.g. inhibitory), neurotransmitter (e.g. GABAergic),
protein expression (e.g. parvalbumin expressing), typical spiking pattern (e.g. fast spiking), and
the morphology of its dendritic tree (e.g. basket cell).
The most important distinction is the distinction between excitatory (glutamatergic) and
inhibitory (GABAergic) neurons, which increase or decrease the membrane potential of their
post synaptic targets. Excitatory neurons outnumber the inhibitory neurons 5 to 1, but abundant
recurrent connections between excitatory and inhibitory neurons means that inhibition
increases in proportion to excitation.
While many computational models restrict themselves to two classes of cells, apptly named Eand I-cells, the models of this thesis are a little bit more detailed and broadly concern themselves
with four biological cell types. There are, however, many more distinct subtypes, especially of
the more diverse inhibitory neurons.
Pyramidal cells
The most populous cell type in mammalian cortex (~80%), sometimes referred to as the
workhorse of the brain, is an excitatory neuron. It receives its name from the pyramidal shape of
its cell body and can be found in slightly different sizes and morphologies across many layers of
cortex. It features two distinct dendritic trees, an apical dendritic tree that senses both
excitatory and inhibitory inputs upward across the superficial layers, where it often branches
out, and a basal tree around the soma. Pyramidal cells spike at rather low rates (.5-20 Hz). Under
sufficiently strong in vitro current injections, pyramidal cells can fire strong series of action
potentials, although these bursts are typically rather short in vivo.
Granule cells/Spiny Stellate cells
Spiny stellate cells are also excitatory, and often simply referred to as non-pyramidal excitatory
cells because of the prevalence of pyramidal cells. Together with some pyramidal cells, they
strongly populate the input layer 4, particularly in primary sensory areas of higher mammals,
such as V1. They are also referred to as granule cells (see Chapter 4.1.3 Cortical Modularity and
Laminar Architecture) because of their appearance in histological sections. Spiny stellate cells
have a star-shaped appearance and feature a large number of spines (possible synaptic contact
points) on their dendrites. These cells do not have dendrites that extend to the cortical surface,
but are instead confined to layer 4, where they typically sense local projections and some 1015% thalamocortical inputs, which is entirely sufficient to control the activity of spiny stellate
cells from thalamus (Fröhlich 2016; Martin 2002). Relevant to the layer 4 model of Paper III, is
that their axonal projections are also tightly limited to the local minicolumn (Yoshimura et al.
2005), where they predominantly project to a select cluster of layer 2/3 cells.
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Basket cells
Basket cells constitute the largest group pf inhibitory neuron types and named after their
extensively branched axonal arborization. Most of these cells express the calcium-binding
protein parvalbumin (PV), and are thus often referred to as PV+ cells. To add to the classification
confusion, they are sometimes simply denoted as fast-spiking interneurons, because they have a
rather short action potential and can fire at very high rates. They strongly target the soma and
exert maximal control over their post synaptic targets. Thomson et al. (1996) reported IPSP
magnitudes from basket cells onto pyramidal cells of 1.65 ± 0.32 mV in rat cortex. Strong
shunting inhibition by densely connected large basket cells means they are tight regulators of
overall activity in their vicinity across all cortical layers. Basket cells are essential for the
generation of fast oscillations in cortical activity (gamma oscillations), but like virtually all
interneurons, they do not send out long-range projections into the white matter, so their action
is local.
Double bouquet cells
Double bouquet cells are GABAergic interneurons located mainly in the upper layers and named
after their bi-tufted dendritic tree (Markram et al. 2004). Like many inhibitory neurons, they
exhibit sustained firing patterns (Krimer 2005) without strong spike frequency adaptation (see
Chapter 4.2.4). Double bouquet cells are intermediate spiking cells, sub-classified as RSNP cells
(Regular-spiking non-pyramidal neuron). Under strong stimulation, they fire a little slower than
basket cells, reaching up to 56 Hz (Zaitsev et al. 2009). Neuroanatomical data suggests they are a
rather specific component of the local cortical circuit, as there is one double bouquet cell per
cortical minicolumn (DeFelipe et al. 1989; DeFelipe et al. 2006) and they do not project over
longer horizontal distances (see 4.1.3 Cortical Modularity and Laminar Architecture), rather
their dense axonal bundles (a “horse-tail”) fit well within the cortical minicolumn, making their
inhibitory action even more local than that of the basket cells and particularly interesting in the
context of functional fine-scale cortical microcircuit models (Chrysanthidis et al. 2018).

4.1.3. Cortical Modularity and Laminar Architecture
In probing the stimulus response properties of neurons in the cortical sheet, Vernon Benjamin
Mountcastle showed in 1957, that neurons with a horizontal distance beyond 0.5 mm, have nonoverlapping receptive fields, responding to different ranges of stimuli (Mountcastle 1957).
Vertical connections in the neocortex (i.e. across the stack of cell layers) are generally much
denser than horizontal connections and receptive fields remain rather constant along the
vertical. David Hubel and Torsten Wiesel won the 1981 Nobel Prize for their more concrete
discovery of a fine grained functional organization in the primary visual cortex, the neural
minicolumn (MC): Spatially compact columns of 30-50 μm width were found to be similar in
their receptive fields with respect to specific stimulus properties. While different places on the
retina broadly map to different places in the visual cortex, it was shown that these smaller
columns respond to specific angles in an optical stimulus (an angled black bar projected onto the
retina of an anaesthetized cat). In transversing electrodes at oblique angles through the cortical
sheet, Hubel and Wiesel further showed that collections of neighboring columns systematically
spanned the entire range of detection angles (Hubel & Wiesel 1977), giving rise to the principle
of columnar organization of cortex. For quite some time these small columns have been
interpreted as mostly anatomical, rather than functional. Highly connected, vertically integrated
subgroups of slightly less than 100 neurons can be found all across mammalian cortex. However,
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newer data increasingly suggests that these groups have shared progenitor cells, and highly
specific fine-scale organization, indicating a shared purpose with respect to information
processing. (Sato et al. 2007; Rothschild et al. 2010; Song et al. 2006; Kampa et al. 2006; Perin et
al. 2011; Rao et al. 1999; Ko et al. 2011; Yoshimura & Callaway 2005; DeFelipe et al. 2006).
Neurophysiological and electrophysiological work showed that clusters of 50-100 MCs, some 0.5
mm across share non-specific inhibition, mediated by large, inhibitory basket cells that form
dense reciprocal connections with excitatory neurons within the reach of their axonal arbor,
realizing fast feedback inhibition circuits. The spatial reach of this non-specific inhibition
essentially defines a superstructure, termed hypercolumn (HC, also referred to as a
macrocolumn8). As the individual receptive fields of its constituent MCs typically span the
detection space of a specific variable (such as all possible orientation angles of a visual stimulus
at a specific spot on the retina) they implement an interval code of sorts. As a result of the
unspecific feedback inhibition and aforementioned fine-scale structures (Yoshimura & Callaway
2005; Ohki et al. 2005), MCs activate coherently, but suppress each other across short distances,
thus becoming highly selective (Douglas & Martin 2004). This leads to interesting winner-takeall (WTA) dynamics when implemented in a computational model (4.5.1 Pattern Completion and
Rivalry).
While not without controversy, the columnar theory for cortex (Mountcastle 1997) stipulates
that this modular column architecture of HCs and MCs constitutes a universal computational
building principle of cortical information processing. Johansson and Lansner estimated about 2 x
8
10 functional columns in human cortex (Johansson & Lansner 2007b). We will return to the
issue, when we outline the principles of information coding and the specific microcircuit
architecture of the computational models of this thesis in Chapters 4.4, 4.5, and 4.6 in particular.

4.1.4. Cortical Pathways, and Hierarchy
So far, we mostly talked about brain areas and neuronal populations, rather than their
connections. The study of cortical pathways is a vast and fast growing field, aided by recent
technological advances in synaptic tracing and optogenetics. The study of local connectivity
across the densely connected layers of cortex gave rise to a simplified “canonical circuit”
(Douglas & Martin 2004), describing the column (Figure 11). The study of connections between
cortical areas from early sensory, to multi-modal association areas gave rise to a description of a
distributed hierarchy of information processing with feedforward and feedback pathways across
ten levels of cortical processing (Felleman & Van Essen 1991). The study of further, quantitative
translaminar detail, and the detailed characterization of long-range connections, is very new
(and sadly still more anatomical rather than electrophysiological). It was barely five years ago,
that researchers finally gathered sufficient detail to constrain the integration of local and
interareal connectivity into impressive large scale computational models (e.g. Schmidt et al.,
2015).
“[…] hence it is now possible to construct large scale models, incorporating hierarchical integration
of interareal connections into the local circuits of cortex and thereby link up the concepts of
cortical hierarchy, Bayesian inference, and the canonical circuit”.(Markov et al. 2014)
8

Given the spatial scale of these structures it might be more appropriate to call the hypercolumn a
millicolumn (~.6mm across), and the minicolumn a microcolumn (~50 um across), but that would
probably create undue confusion due to the phonetic similarity.
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The account of cortical pathways we give here is very brief and incomplete, as it only serves to
describe and contextualize some aspects of local and inter-area connectivity relevant to the
models included in this thesis.
Figure 11: The excitatory projections of the simplified canonical cortical
circuit. Thalamic relay cells predominantly project to layer 4, excitatory
pyramidal and spiny stellate cells (see Chapter I.4.1.2 Neurons) in layer 4
project to pyramidal cells in layer 2/3, which are recurrently connected
and project back out into the cortical white matter volume, either
directly to layer 4 of another cortical area, or via recurrently connected
layer 5/6, which receives projections from layer 2/3. While still true,
newer findings and the role of inhibitory connections have complicated
this simplified view of the local circuit.
An aspect of particular relevance to this thesis and its extensive use of functional columns is the
particularly high level of recurrent connectivity in layer 2/3 and the high fine-scale specificity of
excitatory connections from layer 4 to layer 2/3 pyramidal cells, as recurrently connected cells
in layer 2/3 are about five times more likely to share the same local layer 4 input than
unconnected layer 2/3 cells (Yoshimura & Callaway 2005).
The laminar architecture of the cortical hierarchy is broadly understood like this: Forward
connections go in the direction from primary sensory to higher cortical areas. These connections
mostly originate in layer 2/3 (but also in layer 5/6) and target neurons in layer 4 of a different
cortical area. Backward connections originate in layer 5/6 (but also layer 2/3), and target
neurons in all layers except layer 4. Lateral connections within each area are made between
neurons primarily in layer 2/3 but also within layer 5/6. Cortical output fibers that target
distant areas mostly originate from large excitatory cells in layer 3 and 6.
The origin of synaptic input to a brain area (i.e. the position of the neurons that project to a given
area) can be labeled visibly, using synaptic tracing methods and define an area’s place in the
hierarchy. Experimentalists have consequently proposed hierarchy metrics based on the
percentage of supragranular labeled neurons (compared with the total number of supra- and
infra-granularly labeled neurons), in combination with advanced statistics on the range, density,
and strength of these inter-area connections (for details, see Markov et al. (2014)). Important
information about which neurons are targeted is mostly lacking, however.
Still, the resulting maps of the visual processing hierarchy in particular (Felleman & Van Essen
1991; Markov et al. 2014) are impressive to look at, as visual input influences activity in more
cortical areas than any other sense. Recent work has however also undermined earlier
simplifications made in the descriptions of hierarchy and revealed many more complications.
There is not enough space to go into these at length here, but as the models of this thesis
primarily concern themselves with the supra-granular layers (see Discussion in Chapter 7 as to
why), we will cover some select aspects that help motivate corticocortical connectivity in Paper
III in particular.
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Figure 12: The organization of Feedback (FB) pathways and their projecting neurons in blue and
Feedforward (FF) in red. Level 1 represents early sensory cortex, whereas levels 4 and 7 represent
progressively higher areas of a ten level cortical hierarchy. A: Influence of distance on the
distribution of parent neurons/terminals. FF level 1 neurons project to layer 4 and layer 3B in level 4
and layer 4 of level 7. FB layer 2/3A neurons in level 7 project to layers 1, 2/3A in level 4 and layer 1
of level 1. Level 7 layer 6 FB neurons project to layer 6 in level 4 and layer 1 of level 1. B: Longdistance FF pathway in layer 3B, tightly integrated with layer 4 via basal dendrites and the targeting
of layer 4 of upstream areas. Long-distance FB pathway in layer 6 targeting layer 6 of adjacent areas
and layer 1 of far-distant downstream areas. In layer 2/3A there is a short-distance FB pathway
tightly integrated with layer 1 via apical dendritic tufts. In layer 6 there are two short-distance FF
pathways in layer 5 and 6, the layer 5 pathway being in contact with layer 1 via its apical dendrites.
The parent populations of FF and FB are highly distinct, and neurons very rarely have FF and FB
collaterals. Reproduced from Markov et al. (2014)
An important result of more recent studies is for example that the supragranular layers contain
highly segregated bottom-up and top-down streams (Figure 12). Neurons in layer 3B (the
deeper part of layer 3) form long-distance feedforward connections to higher areas. Particularly
at medium distances in the cortical hierarchy these projections target both layer 3 and 4, and
only at very large distances in the hierarchy, do they target layer 4 exclusively. A separate supragranular feedback is driven by neurons in layer 2/3A and reaches layer 2/3 indirectly through
apical tufts in the sparsely populated, but connection-rich layer 1.
In the following sections, we briefly describe some more specific brain areas relevant to the
simulation models of this thesis.

4.1.5. Inferior Temporal Cortex
The inferior temporal cortex (ITC) is a relatively large brain area near the inferior convexity of
the temporal lobe in primates and humans (BA 20,21). It is important for object recognition,
commonly considered the final stage of the ventral stream in visual processing, and also referred
to as a visual LTM storehouse. While this is a rather reductionist description, lesion studies,
electrode recordings, stimulation, and fMRI recordings have repeatedly confirmed its role in
object recognition in both humans and primates. IT cells respond to visual stimuli, especially
complex objects, have large receptive fields that always include the fovea or center of gaze with
some tolerance for changes in position, or scale, and a stimulus latency of 70-200 ms (Tomita et
al. 1999). IT cells are highly modulated by attention and collectively involved in STM and LTM,
as their selectivity can change with experience. (Fabre-Thorpe et al. 1998; Hung et al. 2005;
Neurosci & Tanaka 2015; Abbott et al. 1996; Brincat & Connor 2004; Ito et al. 1995; Richmond &
Sato 1987).
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Embedded in ITC are object-class specific spatial clusters that selectively respond to specific
stimuli, such as the fusiform face area (Tsao et al. 2006), which is highly selective for faces, the
fusiform body area, which responds to body parts, or the parahippocampal place area, which
responds to visual scenes. Individual objects, faces, etc. can be decoded from the pattern of
activity across a selective cell ensemble within 125 ms from stimulus onset (Hung et al. 2005;
Tomita et al. 1999; Abbott et al. 1996). An aspect particularly important for Paper III (Chapter
6.4) is the observation that receptive fields of ITC neurons often extends across the midline,
which unites both visual half fields. This is generally not the case for any earlier areas (e.g. V4) of
the ventral stream, where neurons are still selective for specific visual half fields. The
interhemispheric unity critically relies on the anterior commissure.

4.1.6. Dorsolateral Prefrontal Cortex
The dorsolateral prefrontal cortex (dlPFC) is a subarea of frontal cortex particularly relevant to
the study of WM (5.2.1 Persistent Activity Theory). It lies in the middle frontal gyrus of humans,
including BA 46 and the lateral part of BA9 (sometimes denoted BA9/46). The reason for this
vagueness is its functional rather than anatomical definition, so some sources also include BA 8,
9, or 10.
dlPFC is implicated in high-level cognitive functions, such as planning, inhibition, abstract
reasoning, cognitive flexibility, and – important for this thesis – working memory. The general
idea is not that dlPFC achieves all these functions by itself, but rather that it is located very high
up the cortical hierarchy (Markov et al. 2014) and defined by its high degree of interconnectivity
with other various primary and secondary association areas, as well as the hippocampus, and
caudate nucleus (in the basal ganglia).
Evidence for the involvement of dlPFC (and neighboring PFC areas) in WM tasks began with the
pioneering work of Fuster, Goldman-Rakic, and colleagues (Fuster & Alexander 1971; GoldmanRakic 1995), as they analyzed neuronal activity during delay tasks, where an item has to be held
in memory for some time before a contingent action choice. It is widely accepted that neural
activity in PFC is a correlate of WM, and we will specifically discuss the evidence in the context of
WM theory later on (Chapter 5.2.).

4.1.7. Medial Temporal Lobe and Hippocampus
The strongest link between a psychological memory system (episodic LTM) and a concise brain
region to date, is the medial temporal lobe (MTL), its entorhinal, perirhinal and
parahippocampal cortices, along with the hippocampal formation (HIP). We already laid out
some of the research history in Chapter 2.3.3. when we discussed the implications of the case of
Patient H.M..
The hippocampus arguably plays a central role in the process of memory consolidation as shown
most notably by the case of Patient H.M. (Milner 1972) and various animal lesion studies by
Zola-Morgan, Squire and others (Squire & Zola-Morgan 1985; Zola-Morgan & Squire 1990;
Squire & Zola-Morgan 1991; Squire 1992). Subjects with lesions not only exhibit severe
anterograde but also temporally graded retrograde amnesia, primarily affecting recent – not yet
consolidated – memories (Zola-Morgan & Squire 1985). Consequently the hippocampus features
prominently in many computational memory models (see Chapter 5.1 Complementary Learning
Systems). Non-declarative types of memory, such as priming, motor or perceptual learning are
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not affected by hippocampal lesioning and thought to be reliant on other brain regions and
mechanisms.
Hippocampus features an unusual, largely unidirectional multi-synaptic circuit loop, that
projects from the entorhinal cortex back into entorhinal cortex through its highly studied neural
subfields (Figure 13). Simultaneous recording of multiple hippocampal fields and its input
structures has shown sparse activation in CA3 as a consequence of strong pattern separation in
Dentate Gyrus (Leutgeb et al. 2007; Bakker et al. 2008), which is an efficient mechanism for
generating a highly specific, non-overlapping neural code to separate individual memory
episodes. Rich collateral connectivity in the hippocampal CA3 region in particular can be
modeled as an associative feedback matrix (Marr 1970; Marr 1971; McNaughton & Morris 1987;
Treves & Rolls 1994) implementing an attractor model of memory (see 4.5 Auto-associative
Memories and Attractor Dynamics). Finally, the important CA1 area contains 4-5 million
pyramidal neurons in humans and damage restricted to this tiny field has been shown sufficient
to cause clinically significant memory impairment (Zola-Morgan et al. 1986).

Figure 13: The hippocampal formation and its dominant
circuit. Figure from adapted from (Petrantonakis &
Poirazi 2014). Entorhinal cortex (EC) projects via the
performant path into dentate gyrus (DG) and subfield
CA3. Recurrent connections in CA3 form autoassociative circuits. CA3 projects to CA1 via the Shaffer
collaterals. The loop closes with CA1 projections back
into the infragranular layers of EC.

4.2. Neuronal Properties and Models

4.2.1. Computational Neuron Models
” Remember that all models are wrong; the practical question is how wrong do they have to
be to not be useful” – Box and Draper, 1987 –
A variety of computational neuron models exist, which account for identified biophysical
dynamics to different degrees and with varying levels of biophysical plausibility and detail,
meaning there exist phenomenological models with internal variables that are not
experimentally measurable (i.e. not actually physical properties) but nonetheless describe the
output dynamics better than some more complex and biologically verifiable models. This
obviously put computational neuroscience in a bind where we constantly have to weigh models
against each other, on account of their complexity versus the amount of output data they can
explain, but also on account of their computational demands (although such limitations are
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falling fast), and the degree to which their internal variables can be defended on grounds of
observable physical properties (i.e. phenomenological vs. biophysically detailed models).

4.2.2. Simple Memory Networks
One of the simplest and most studied networks for
Figure 14:
Eight unit
associative memory (meaning capable of associative
network fully
recall) is the Hopfield network (Hopfield 1982).
connected
Several variations exist, but its basic units are binary,
(without selftaking on values -1 or +1 and fully connected,
connections)
meaning, all units connect to each other with the
exception of self-connections. Because its units are
binary, it can be used to store only binary information:
Strings consisting of the alphabet {+1,-1} with a total length N equal to the number of units in the
network. The network is recurrent and its weights symmetric, 𝑤𝑖𝑗 = 𝑤𝑗𝑖 and can store
information with a simple Hebbian Rule:
1

𝑤𝑖𝑗 = { 𝑁
0

∑𝑃𝑝=1 𝑥𝑖𝑝 𝑥𝑗𝑝

𝑖𝑓 𝑖 ≠ 𝑗

(1)

𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

The time discrete activation function is simple.
(2)

𝑠𝑖 (𝑡 + 1) = ∑ 𝑦𝑖 (𝑡) 𝑤𝑖𝑗
The new activation value still needs to be thresholded at 0.

+1 𝑖𝑓 𝑠𝑖 (𝑡 + 1) ≥ 0
(3)
−1 𝑖𝑓 𝑠𝑖 (𝑡 + 1) < 0
A network like this can execute auto-associative recall. This is done by initially setting the
activations of the nodes and then letting the network update itself by recurrent iterations until it
reaches a stable state representing the associated pattern. This can be done either
synchronously (all units at the same time) or asynchronously (one units after another).
𝑦𝑖 = {

For each state of the Hopfield network, it is possible to compute a scalar value E:
1
𝐸 = − ∑ 𝑤𝑖𝑗 𝑠𝑖 𝑠𝑗
2

(4)

𝑖,𝑗

For a symmetric connection matrix w without self-connections, it can be shown that this
constitutes a Lyapunov function, which is a necessary and sufficient condition for stability, so for
the unbatched i.e. asynchronous iterative update this function will always decrease or stay the
same. The stable points are thus minima of the energy function and the associated network state
is called an attractor, as any series of updates from states within its vicinity (termed the basin of
attraction) lead to convergence to that attractor. Training patterns encoded via Equation 1 are
attractors of the network, yet despite its beautiful simplicity this kind of memory network is
sadly quite limited. A Hopfield network can store approximately 0.15 N activation patterns,
where N denotes the number of interconnected units. Storing too many patterns in the weightmatrix w results in spurious attractors, which are unwanted stable states not reflecting a learned
pattern. Additionally, already stored patterns become unstable and can no longer be retrieved.
This is aptly called Catastrophic Forgetting (CF), and a common feature among the simplest
neural network learning rules.
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4.2.3. Spiking Neuron Models
One of the most basic spiking neuron models is the integrate-and-fire (IAF) neuron model, which
describes the evolution of a neuron’s membrane voltage 𝑉𝑚 as a single dynamic variable (a point
neuron).
𝐶𝑚

𝑑𝑉𝑚
= −𝑔𝐿 (𝑉𝑚 − 𝐸𝐿 ) + 𝐼𝑠𝑦𝑛 + 𝐼𝑠𝑡𝑖𝑚
𝑑𝑡

(5)

Synaptic input currents 𝐼𝑠𝑦𝑛 and external stimulation currents 𝐼𝑠𝑡𝑖𝑚 are integrated at a cell
membrane capacity 𝐶𝑚 . The voltage slowly returns to a reversal potential 𝐸𝐿 , through a leak
conductance 𝑔𝐿 . When the neuron passes as set threshold 𝑉𝑡ℎ , it spikes and is reset to a value 𝑉𝑟 .
This description treats the neuron as a mostly passive electrical circuit and greatly decreases the
computational cost of the model by neglecting the neuron’s morphology, its various ion
channels, receptor types, etc. Papers II and III make use of a slightly more elaborate version of
this neuron model.
Most IAF neuron models were developed to describe the behavior of neocortical pyramidal
neurons, and studies repeatedly confirmed that even relatively simple IAF model neurons can
faithfully recreate the response of neocortical pyramidal cells to in vivo–like currents (Rauch
2003). Because point neurons neglect dendritic morphology, they cannot account for proposed
computational effects of spatio-temporal input integration along its tree structure (e.g. London &
Häusser, 2005).

4.2.4. Spike Frequency Adaptation
Biological neurons and IAF firing models alike can be stimulated to spike by a constant current
of sufficient amplitude. Many types of biological neurons show a reduction of the initial firing
rate over the course of a few dozen or a few hundred milliseconds, even in isolation (i.e. not as a
result of some circuit feedback inhibition). This decrease is called spike-frequency adaptation,
and occurs on multiple timescales depending on stimulation and neuron type (La Camera et al.
2006). Possible mechanisms include the inactivation of sodium channels, which normally drive
depolarizing currents, and the activity dependent activation of slow hyperpolarizing or shunting
currents, such as voltage dependent potassium currents (the slow delayed rectifier potassium
current). Because intracellular calcium concentration increases at the peak of the action
potential, calcium-activated potassium currents (Adelman et al. 2012), and afterhyperpolarization currents feature prominently in the dynamics of spike frequency adaptation.
While not very pronounced in all cell types, this effect is a prominent feature of cortical
pyramidal cells, and a common way to model its effect on the excitability of leaky IAF neurons is
to simply include a hyperpolarizing adaptive current 𝐼𝑤 , that increases by some constant current
𝑏 with each spike at time 𝑡𝑠𝑝 and then decays back exponentially with a fitted time constant 𝜏𝐼𝑤 ,
as seen in Equation 6, and Figure 15.

𝐶𝑚

𝑑𝑉𝑚
= −𝑔𝐿 (𝑉𝑚 − 𝐸𝐿 ) + 𝐼𝑠𝑦𝑛 + 𝐼𝑠𝑡𝑖𝑚 − 𝐼𝑤 (𝑡)
𝑑𝑡
𝑑𝐼𝑤 (𝑡)
𝑑𝑡

=

−𝐼𝑤 (𝑡)
𝜏𝐼𝑤

+ 𝑏𝛿(𝑡 − 𝑡𝑠𝑝 )
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More advanced models superposition this approach with a subthreshold adaptation and other,
biophysically separable adaptation mechanisms with different time constants.

Figure 15: An adaptive leaky Integrate-And-Fire
neuron model is stimulated by an injected square
pulse at time 50 ms. The initial inter-spike interval
seen in subplot B increases because of the
counteracting buildup of the hyperpolarizing
adaptive current. The stimulus stops at 200 ms
and the neuron recovers its initial excitability
shortly thereafter, as can be inferred from the
resting membrane voltage.

4.2.5. Intrinsic Plasticity and Excitability
Neuronal excitability is the transition of a neuron from resting to spiking states. Intrinsic
plasticity describes lasting modifications of a neuron’s electrophysiological properties that have
an observable effect on excitability. It is a well-known fact that formation of lasting memories is
particularly dependent on synaptic modifications, and a process called long-term potentiation
specifically (see Chapter 4.3.2). A different aspect that is receiving unequal but growing interest
is the role of changes in the intrinsic excitability of cells, which can help to facilitate memory
formation and the encoding of temporal proximity (Zhang & Linden 2003; Lisman et al. 2018).
The number of action potentials generated by pyramidal cells in response to injected current
increases after LTP induction and the spike threshold decreases in important memory areas,
such as the hippocampus (Chavez-Noriega et al. 1990). However, the induction of synaptic
plasticity is not necessary. Depolarization via current injections in the absence of synaptic
stimulation is sufficient to reduce the spike threshold and increases the number of spikes
elicited by current injection in cortical pyramidal neurons (Cudmore 2004).
Several different ion channels, including delayed-rectifier potassium, transient sodium, and
hyperpolarization-activated channels, have been implicated. Neural models included in this
thesis, adopted from Tully et al.(2014), account for such effects by the inclusion of an activitydependent membrane current, similar to the A-type K+ channel (Hoffman et al. 1997) or TRP
channel (Petersson et al. 2011), although its implementation as a Bayesian prior probability
estimate of spiking activity is more phenomenological than such detail would suggest (see 4.6
and 6.3.2).
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4.3. Synapses, Plasticity, and Computational Models

4.3.1. Receptors
Electrochemical transmission at the synapse depends on the release of neurotransmitters and
corresponding receptors. The two most important neurotransmitters are glutamate and GABA
(γ-aminobutyric acid). Several types of glutamate receptors have been described. The two most
important ones are AMPA- (α-amino-3-hydroxyl-5-methyl-4-isoxazole-propionate) and NMDA(N-methyl-D-aspartate) receptors, which are non-selective cation channels, allowing for the
passage of Na+ and K+, and in some cases small amounts of Ca2+. The incurred excitatory current
drives the membrane potential towards 0 mV. NMDA receptors have a much slower closing-time
constant than AMPA receptors and also allow for the flow of Ca2+, which acts as a second
messenger for many important intracellular signaling cascades involved in synaptic plasticity.
The most common GABA receptor (GABAA) is a fast-responding anion channel (Cl- ) and the
brains most important inhibitory receptor, driving cells to a reversal potential of about -75 mV,
and thus regulates neuronal excitability across the brain by mediating inhibitory synaptic
transmission in the brain. Besides the fast ionotropic (GABAA), there is also a much slower
metabotropic (GABAB) class of this receptor.

4.3.2. Long-Term Synaptic Plasticity
Learning and memory are primarily understood to be alterations to the neural circuit,
particularly lasting changes to synaptic strength, by which we understand changes in the efficacy
of a synapse, or the amplitude of the post synaptic potential caused by a single pre-synaptic
spike. This may be caused by, for example, the synthesis and translocation of additional AMPAreceptors into the postsynaptic membrane. Early experimental evidence of activity-dependent
changes in synaptic efficacy was gained in the hippocampus of rabbits (Bliss & Lømo 1973)
showing a marked potentiation of synaptic transmission after stimulating the perforant path
(connections from entorhinal cortex to the hippocampus, see Chapter 4.1.7) Since then, many
areas have been shown to exhibit activity-dependent synaptic plasticity (Holtmaat & Svoboda
2009).
Electrochemical properties of a synapses can change in ways other than simply to increase or
decrease in strength. For example, synapses may undergo activity-dependent changes in
plasticity itself (so called meta-plasticity), or change their frequency response in the
transmission of fast spike-trains. In the main, however, we distinguish between long-term
potentiation (LTP) and long-term depression (LTD). LTP and LTD are now well-characterized
forms of synaptic plasticity but biochemically complex and composite processes that can change
synaptic strength at different timescales (Park et al. 2014; Arnsten et al. 2010). They have been
studied in a wide variety of animal models, especially in rodents, and there is now a strong body
of evidence demonstrating common underlying molecular mechanisms between LTP and lasting
memory in particular (Cooke & Bliss 2006).

4.3.3. Hebbian Learning
Synaptic plasticity, which can interlink small cliques of cells with strong interconnections was
first proposed as a mechanism for learning and memory, before it was even shown
experimentally. Donald Hebb’s conceptual theory of cell assemblies (Hebb 1949) is one of the
oldest and most influential ideas in neuroscience to this day. On the premise that sets of coactive
neurons are the basis of an internal mental representation for externally presented stimuli, he
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hypothesized the formation and storage of memories as a result of synaptic mechanisms that
connect these neurons into cell assemblies (essentially predicting LTP). Simply put, when a
neuron drives the activity of another neuron, the connection between these neurons is
strengthened.
We have already seen an example of a Hebbian Rule in Chapter 4.2.2, yet in its simplest
mathematical form this has been formalized as:
Δ𝑤𝑖 ~ 𝜂𝑥𝑖 𝑦 > 0
A synaptic weight 𝑤𝑖 from a pre-synaptic neuron i changes in proportion to its inputs 𝑥𝑖 and the
postsynaptic neural response 𝑦, with some learning rate 𝜂. Because the weight change depends
on the pre- and the postsynaptic activity, it is also called a two-factor learning rule. Many twofactor models have been proposed for rate-based and later for more detailed spike-based
models of neural activity.
An evident problem for these models is a positive feedback loop between network activity and
synaptic weights. To avoid weight instability and the loss of selectivity, additional constraints
need to be imposed, such as hard or soft bounds to the weight, normalization steps, decay terms,
or other competitive elements. Possible examples here are Ojas rule (Oja 1982) which can decay
weights, the BCPNN learning rule (Lansner & Ekeberg 1989; Wahlgren & Lansner 2001) derived
from Bayes’s rule, which is inherently normalizing and competitive as encoded probabilities that
can never exceed 1, or the BCM rule (Bienenstock et al., 1982) which features both potentiation
(linked to LTP) and depression (linked to LTD) and can overcome problems of positive feedback
that way. Notably, these models are phenomenological rather than biophysical, built to capture
the observed input (activity) – output (weight change) dynamics.
Biophysical models, which are typically a lot more expensive to simulate, feature internal
variables that can be linked to real, but also hard to measure quantities involved in the induction
and expression of plasticity, such as intra-cellular calcium concentrations (Lisman 1989), or
activated phosphatases and kinases (Castellani et al. 2005).

4.3.4. Spike Timing-Dependent Plasticity
Spike timing-dependent plasticity (STDP) is a concept recognizing that the modulation of
synaptic efficacy may be linked to the precise timing of pre-and post-synaptic neural activity.
The simplest models that aim to capture such effects primarily depend on the relative timing
between pairs of spikes, whereas somewhat newer models also account for triplets to capture
the dependence of plastic changes on the frequency of repeat activations observed in
hippocampal and cortical slice preparations (Pfister & Gerstner 2006). Under some assumptions,
the learning outcomes of such more detailed models can be averaged over a longer time span to
show equivalency with some rate based models (Izhikevich & Desai 2002; Kempter et al. 1999).
Because many of these phenomenological STDP models make much more precise predictions
than what is observed experimentally, particularly with respect to single-trial data under
various spike-pairing protocols, there is no apparent convergent consensus as to what STDP
model is best. The development of justifiably reducible learning rules suffers under the
constraints of experimental techniques because cell cultures typically cannot achieve plausible
connectivity or activation patterns. Similarly, in vitro slice preparations often cut away the vast
majority of afferent inputs that may have important modulatory effects, and in vivo synaptic
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efficacies of a network are often unobservable due to low neuronal sampling (particularly when
activations are subthreshold) and low connection probabilities (particularly when sampled
areas are far apart). Fast synaptic changes in particular can thus only be inferred from neural
activity and detection thus heavily relies on spike coincidence (Stokes 2015; Fujisawa et al.
2008).

4.3.5. Short-Term Plasticity
Short-term plasticity refers to fast dynamic changes of synaptic efficacy lasting tens to thousands
of milliseconds (much faster than LTP/LTD). STP is typically described in terms of synaptic
depression and facilitation (sometimes differentiated into facilitation and augmentation).
Facilitation is thought to reflect a variety of pre-synaptic mechanisms that may increase the
probability of neurotransmitter release from the presynaptic membrane, whereas depression
denotes the observation that highly stimulated synapses may become less efficient with each
incoming spike and thought to reflect the depletion of releasable neurotransmitter vesicles.
Synapses showing STP are common throughout the whole brain (Creager et al. 1980; Douglas &
Martin 1991; Tsodyks & Markram 1997; Dittman et al. 2000; Hanson & Jaeger 2002; Adelman et
al. 2012) and dynamically alter the frequency response of synapses, which can enrich neural
network dynamics and computational function (Abbott & Regehr 2004; Lisman 1997; Puccini et
al. 2007; Mongillo et al. 2008). A simple and very successful phenomenological STP model is the
Tsodyks-Markram model (Tsodyks et al. 1998), used in Paper II and III.

4.3.6. Dopaminergic Plasticity Modulation
Plasticity is not only activity-dependent, but may be up- or down-regulated by neuromodulators
as well. Dopamine D1 receptor (D1R) activation is strongly implicated in reward learning and
synaptic plasticity regulation in the basal ganglia (Wickens 2009), and a powerful modulator of
LTP- and LTD-induction in rat PFC (Otani 2003). Reviews of striatal, prefrontal, and
hippocampal heterosynaptic modulatory inputs (Jay 2003) suggest that it might be critically
involved in fast synaptic plasticity. Further, it has been suggested that fast synaptic modulation
may underpin WM and one-shot learning (Arnsten et al. 2010; Arnsten & Jin 2014; Goto et al.
2010; Jay 2003; Fujisawa et al. 2008).

4.3.7. Fast Hebbian Plasticity
Experimental work at hippocampal synapses discovered fast-expressing forms of potentiation
(beyond the timescale of facilitation/augmentation), commonly referred to as short-term
potentiation. This short-term potentiation has historically been regarded as a non-stabilized,
volatile form of LTP (Hanse & Gustafsson 1994), but can, in fact, be independently induced
(Volianskis & Jensen 2003; Raymond & Redman 2006) and stabilized by more natural patterns
of neuronal communication, such as brief theta burst cycles and ultra-low monitoring
frequencies (Volianskis & Jensen 2003; Volianskis et al. 2013; Park et al. 2014; Arnsten et al.
2010; Erickson et al. 2010). Rapid Hebbian plasticity of this kind was shown to decay in an
activity-dependent manner that is not noticeably time-dependent, a discovery that may well
have eluded previous plasticity research because the spike pairing protocols and high baseline
monitoring frequency designed to address the molecular basis of LTP are ill suited to the
induction and stability of this kind of short-term potentiation. We used a specific BCPNN
learning rule throughout Papers I-III to reproduce these effects (Chapters 4.6 and 6.3.2).
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4.4. Neural Coding and Memory Representations
One of the most important questions about brain activity is how it represents information about
external and internal states. Because of the success of bottom-up approaches in neuroscience
(Chapter 2.4), we know a lot about early sensory system, namely how various stimuli evoke
spiking activity in sensory cells (e.g. photo receptor cells), and how this raw information is
coded in the activity of early sensory cortex (e.g. visual cortex area V1). Similarly, we know a lot
about the signals that constitute the brain’s motor output. Yet the neural code in between these
investigatory ends is more often than not rather incomprehensible to us.
The most intuitive and most reductionist idea about information coding in the brain is that of a
neural code, meaning that the activity of each and every neuron primarily correlates with the
external stimulus in a way that can be identified by systematically varying a highly reduced
stimulus. According to this view, neurons code for specific stimulus features or values of a given
feature. The aggregate of everything that a neuron responds to is then called its receptive field.
The network response to more complex stimuli is, in a first approximation, assumed to be a
superposition of those receptive fields. This approach works reasonably well in early sensory
cortex, but often fails in higher cortical areas where the effect of internal states - that cannot be
adequately controlled for - start to dominate activity as a result of temporal, spatial, and multisensory integration.
Theoretical neuroscience distinguishes different types of neural activity codes. Continuous
coding implies that a specific value of a stimulus feature is uniquely mapped through a
monotonous function onto neural activity, such as a neural spike rate. Such a rate code assumes
that the number of spikes in a given time window contains the entirety of the thus represented
information. An obvious complication is the transient nature of such a code, so the question
becomes what time window one should choose to integrate spikes over. This makes rate codes
inapplicable for rapid action selection or fast stimuli in particular (Rieke et al. 1997).
In the early sensory cortex, experimental neuroscience has identified another type of
information representation that is more discrete, namely an interval code. Frequency selective
cells in the primary auditory cortex select for specific pitch intervals, with other cells responding
to adjacent intervals (Bendor & Wang 2005). Orientation selective cells in the primary sensory
cortex code for a measurable interval of the angle of bar stimulus shown to the retina (Hubel &
Wiesel 1962). As we already mentioned in discussing the columnar architecture of cortex
(Chapter 4.1.3), nearby cells, typically have overlapping receptive fields (Hubel & Wiesel 1977),
especially along the depth of cortex, which suggests a population or ensemble code. Borrowing
from Donald Hebb’s idea of cell assemblies, it suggests that small recurrently connected
assemblies rather than individual neurons collectively represent the coded stimulus feature.
These selective clusters then compete with adjacent assemblies for activation through mutual
inhibition (4.1.3).
If the cluster of selective cells is singularly active for one specific stimulus or stimulus feature,
and does not partake in any other context, this is termed a modular (or localist) code. In the
most extreme case of a singular neuron, this is sometimes referred to as a ‘grandmother cell’
(Roy 2012), because it codes for a specific object or category in an invariant way. This way of
coding is similar to hard drive storage, where the collective magnetization state of a very small
local cluster of atoms codes for a very specific piece of information and does not partake in any
other memory representation.
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Distributed representations on the other hand may involve more than one such local assembly.
Information can then be represented in a combinatorial way and its spatial distribution predicts
that decoding accuracy would increase linearly the logarithm of the number of recorded sites
(e.g. Hung et al., 2005). The amount of information gained with each individual unit depends on
how sparse the code is. Coarse codes have broad receptive fields/tuning curves and rely on the
combinatorial power of the distributed units, whereas sparse distributed codes with few active
units typically have sharper receptive fields and can encode more states, which is beneficial for
LTM memory (Meli & Lansner 2013) and evident in episodic LTM coding in the hippocampus
(Wixted et al. 2014) or the visual LTM in ITC (Hung et al. 2005; Young & Yamane 1992).
Because of strong tradeoffs between various coding schemes, the brain is widely presumed to
utilize a variety of different codes at different levels of the cortical hierarchy, but also between
modalities. Stable population codes may very well coexist with heterogeneous neural dynamics,
such as dynamically recruited units and transient activation dynamics, like sequential
activations, sometimes described as multi-dimensional activation trajectories in a space spanned
by neuronal (sub-)populations (Murray et al. 2017; Fujisawa et al. 2008).
4.5. Auto-associative Memories and Attractor Dynamics
Attractor networks are networks of nodes; whose collective activity converges onto stable
patterns in time. Networks can have different types of attractors, such as fixed-point attractors,
limit cycle, or strange attractors. If the system reaches a state similar to one of its attractor
states, it will be drawn towards this attractor, hence the name. Attractors are common in natural
systems, and networks with fixed-point (and limit cycle) attractors have been proposed as
models of biological neural networks and cortical memory in particular (Lansner 2009). Such an
approach is justified on the grounds of observation of attractors in the hippocampus and
neocortex. For example, the rich collateral connectivity in the hippocampal CA3 region can be
modeled as an associative feedback matrix (Marr 1970; Marr 1971; McNaughton & Morris 1987;
Treves & Rolls 1994). Networks with recurrently connected neurons often exhibit fixed-point
attractor states, and such attractors can be stored by synaptic learning. Donald Hebb proposed
that assemblies consisting of recurrently connected neurons can form on the basis of a simple
Hebbian Learning Rule (see Chapter 4.3.3) and represent memories, an idea that has been
extensively exploited by computational neuroscientists. Increasingly advanced models
incorporating Hebbian-type learning rules have proven useful in explaining many aspects of
cortical anatomy, connectivity, and most importantly its dynamics (Fransén & Lansner 1995;
Compte et al. 2000; Sandberg 2003; Amit & Mongillo 2003; Mongillo et al. 2008; Lundqvist et al.
2006; Lundqvist et al. 2011; Lundqvist et al. 2016; Fiebig et al. 2018; Fiebig & Lansner 2017;
Silverstein & Lansner 2011), for review see Lansner, 2009). In models with associative Hebbian
learning between co-active neurons the memory is stored in the connections between neurons
and yields discrete assemblies that become stable states of network activity, which allows for
the lasting and simultaneous storage of multiple memories (see Figure 16).
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Figure 16: Schematic of a distributed
modular attractor model of cortex from
Fiebig & Lansner (2017). Each HC
contains 12 (differently colored) MCs,
which are preferentially active for 1 of
12 orthogonal activity patterns. For one
of these patterns (red), the lines
indicate sparse associative connections
learned via Hebbian plasticity.

The idea that cortical dynamics can be understood from such an attractor theory is also called
the attractor hypothesis of associative cortex and is one of the basic hypothesis underpinning
the models of this thesis.
Attractor networks have been used extensively as models for cortical memory over the last few
decades (Hopfield 1982; Lansner & Fransen 1992; Fransén & Lansner 1995; Compte et al. 2000;
Barbieri & Brunel 2009; Sandberg 2003; Amit et al. 2003; Treves & Rolls 1994; Mongillo et al.
2008; Lansner 2009). Attempts to conclusively verify it experimentally, which have shown some
supporting evidence (e.g. Cossart, Aronov, & Yuste, 2003; Plenz & Thiagarajan, 2007), but
nothing strong enough to prove or reject it as a whole. This impasse is the result of strong
experimental limitations in cortical activity recording technique (strong subsampling) and the
distributed nature of Hebbian cell assemblies. Until experimentalists can achieve simultaneous
recordings of much larger numbers of widely distributed neurons from the cortex in vivo, the
attractor hypothesis will have to prove its merit in competition with alternative models of
cortical information processing. Many concerns voiced about early attractor models as models of
cortical dynamics, such as a tendency for excessively high firing rates in reverberating circuits,
low memory capacity, unrealistic weight distributions and development, unaccounted for
oscillatory phenomena, unrealistically high connectivity etc. have been successfully overcome by
incorporating additional biophysical detail (Lundqvist et al. 2010; Brunel & Hakim 1999;
Fransén & Lansner 1995; Fiebig et al. 2018; Herman et al. 2013; Meli & Lansner 2013;
Chrysanthidis et al. 2018).
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4.5.1. Pattern Completion and Rivalry
An important feature of cortical architecture reflected in all the models of this thesis is local nonselective inhibitory feedback from basket cells (4.1.2 Neurons). These cells help to normalize
activity in the network, produce fast oscillations, and implement a soft winter-take-all (WTA)
dynamics within HCs because activating MCs (as part of larger distributed attractor) compete
locally through this shared inhibitory pool (Figure 17).

Figure 17: Illustration of modular cortical architecture with local non-selective feedback
implementing a WTA hypercolumn (shaded gray) consisting of columns of excitatory neurons (red
circles) belonging to minicolumns (red ovals) that innervate (red arrows) local populations (blue
ovals) of basket cells (blue circles), which provide inhibitory feedback (blue arrows). Associative
connections (purple) between neurons which may be excitatory or inhibitory via an inhibitory
interneuron, form the associative matrix that encodes stored activity patterns adapted from Tully et
al. (2014), Figure 1.
Cortical attractor networks are noise resistant and fault tolerant because stable memory states
can be evoked by noisy or partial cues. This dynamic is also called pattern completion, and
resembles basic principles of cognition and memory. Because a network can store many
attractors, but only has one global activity state at any given time in ways that are similar to the
battle for our attention, they effectively compete for activation, a phenomenon also described as
rivalry. Successful activation of an encoded activity pattern requires sufficiently strong
reverberating activity amongst its member sub-populations, so there may also be an additional
ground state, in which noisy activity does not converge to any attractor until either a sufficiently
strong (partial) cue is activated, or the background noise level is raised sufficiently to allow for
the activation of a random attractor.
Figure 18: Two examples of a ground states
from a spiking neural network model (see
Paper II for details). Subsampled spike raster
shows layer 2/3 activity in each HC (separated
by grey horizontal lines). Mean spike rate in
cyan. Top: The untrained network features
fluctuations in low-rate, asynchronous spiking
activity (CV2 = 0.7±0.2). Bottom: Under slightly
stronger noise drive, the network shows global
oscillations in the alpha range (10-13 Hz) in the
absence of attractor activity. This is largely an
effect of fast feedback inhibition from local
basket cells (Figure 37), high connection density
within MCs, and low latency local spike
transmission (Lundqvist et al. 2010).
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4.5.2. Replay and Quasi-attractors
Simple attractor networks converge to stable states. The attractors in the more complex
attractor networks of this thesis do not. The inclusion of fatigue processes, such as neural
adaptation (Chapter 4.2.4) and synaptic depression (Chapter 4.3.5) limits the lifetime of
attractors activations (Lansner & Fransen 1992; Lundqvist et al. 2006; Durstewitz & Deco 2008)
and produces quasi-attractors: The stored memories activate in a transient manner, which
allows for random walks across an encoded attractor landscape, periodic replay (Sandberg et al.
2003; Lundqvist et al. 2011; Lansner et al. 2013; Fiebig & Lansner 2014), and under some
conditions even sequential learning and replay (Tully et al. 2016). We will have more to say
about biological evidence of replay and spontaneous reactivations in vivo in the context of two
important memory theories (5.1 Complementary Learning Systems, and 5.2 Working Memory
Theory).

Figure 19: Example of learning (15 random patterns, sequentially trained over 150 ms) and
subsequent autonomous replay activity in a small modular cortical network (50 MCs in 5 HCs) with a
fast Hebbian learning rule (BCPNN), adaptation and synaptic depression, following the formal model
laid out in 6.2.2 Formal Model . Note that some early patterns are never replayed. The fast plasticity
gradually overwrites the encoding of older patterns as new patterns are learned by its Bayesian
learning rule. Stronger (i.e. recent) patterns reactivate more often, and less correlated training
patterns incur less overwriting and are thus remembered for longer. They also activate longer
because they incur less adaptation/depression from other recently activated patterns.

4.5.3. Nested Fast Oscillations
Nested fast oscillations are a prominent feature shown to co-occur with memory reactivation
events, both in HIP and PFC during memory reactivations. In the hippocampus, brief (30-120
ms) and irregular sharp-waves/ripples (SWRs) at high frequencies have been observed in the
local field potential (Buzsáki et al. 1983; Buzsáki 1986; Buzsáki et al. 1992) and co-occur with
irregular reactivations in the hippocampus. In PFC, discrete brief bursts of narrow band gamma
oscillations (45-100 Hz) have been linked to WM information in monkeys performing WM tasks
Figure 20: Cued activation of an
attractor in a spiking network (LTM
from Paper III). The underlying spike
raster shows layer 2/3 activity of the
activated MC in each HC (separated
by grey horizontals). The brief 50 ms
stimulus is a memory specific cue. The
attractor activates as a brief fast
oscillation bursts (40-50 Hz),
organized into a theta like envelope.
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(Lundqvist et al. 2016). Fast feedback inhibition is a possible mechanism of such brief burst
events and emerges naturally from modular cortical attractor networks with the inclusion of
non-specific local inhibitory feedback (Lundqvist et al. 2011; Herman et al. 2013). An example of
such a nested oscillation in a spiking cortical network simulation can be seen in Figure 20.
4.6. Supercomputing and Simulation Tools
The progress of digital technology is accelerating the capabilities of in silico experimentation.
Often unbeknownst to many neurobiological experimentalists, software tools and libraries for
the simulation of biophysically detailed neural networks are gaining momentum by leveraging
the tools of open source code collaboration and cannot be dismissed as inferior to in vivo and in
vitro experimentation much longer.

4.6.1. PyNEST
The most important software tool for the work of this thesis is the NEST neural network
simulator (Gewaltig & Diesmann 2007). The simulator contains a broad palette of widely
accepted, open-source neuron and synapse models, as well as a wide range of intelligent
functions that allow for the parameterization of the models and their biophysical parameters,
the setting of network connectivity and almost arbitrarily detailed recordings from small to very
large networks. NEST was chosen for much of the work in this thesis, because it parallelizes well
on large machines and thus allows for the study of computationally expensive simulation models
on supercomputers. The models of this thesis all feature synaptic plasticity, which tends to be
expensive to simulate when compared to models with static connectivity.
NEST features a practical python interface (i.e. PyNEST) for rapid prototyping and data analysis.
The testing of novel, not-yet NEST-integrated models, such as the spike-based BCPNN
implementation by Phil Tully et al. (2014) that we utilized, requires modifications of existing
models that go beyond the provided parameterization options. This process has only very
recently become easier to handle, and we were glad to be able to source our NEST
implementation of this specific synapse model directly from the author.

4.6.2. Supercomputers, MPI, and Simulation Strategy
Modern supercomputers have thousands of compute nodes, each of which can host dozens of
parallel compute processes. Using the Message Parsing Interface (MPI), these threads can
exchange information about spike events between their locally simulated neural subpopulations.
Simulations for this dissertation were performed on a Cray XC-30 (Milner), later Cray-XC-40
Supercomputer (Beskow) of PDC Centre for High Performance Computing. Millions of corehours
were spent on model development, rigorous testing and scanning of the parameter space of the
spike-based model to ensure that it is robust to parameter variations, and that we fully
understand its behavior.
While the Hebbian synaptic BCPNN learning rule we use is somewhat expensive to compute due
to non-linear compute steps involving exponentials and logarithms, its footprint is massively
reduced by NESTs capabilities for event-driven updates. At a standard temporal resolution of 0.1
ms, most neurons are silent (i.e. not spiking) in the vast majority of simulation time-steps.
Because the value of a synapse onto any given neuron only needs to be known when it receives a
presynaptic spike, it is possible to defer any updates of the internal variables of a synapse until a
spike-event necessitates their computation. This is not necessarily true for all parts of the
simulation model, however. Explicit solutions to the differential equations of more complex
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models may not exist, and thus necessitates a hybrid strategy, where some parts of our model
(such as the neuron model) are updated at each time step, while other updates (such as the
spike-time dependent synapse) can be deferred if all spikes are time-stamped accordingly. For a
comprehensive review of large-scale simulation strategy, see Lansner and Diesmann (2012).

4.6.3. Code Availability
Code for the NEST implementation of the BCPNN synapse is openly available and runs stable
under NEST version 2.2 (Gewaltig & Diesmann 2007) on a Cray XC-40 Supercomputer, as well as
NEST version 2.4 for a non-MPI parallelized implementation we used for small scale model
development on a local node or PC. The custom-built spiking neural network implementation of
the BCPNN learning rule for MPI-parallelized NEST is available on github under this link:
https://github.com/Florian-Fiebig/BCPNN-for-NEST222-MPI For assistance and question
regarding the specific BCPNN module implementation for NEST, please contact Phil Tully. For
other code requests and questions about the full models architecture and implementation,
contact Florian Fiebig (the author).
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5. Theories
5.1. Complementary Learning Systems

”It is astonishing how much strength the interval of a night gives it, and a reason for the fact
cannot be easily discovered [...] certain it is that what could not be repeated at first is readily
put together on the following day, and the very time which is generally thought to cause
forgetfulness is found to strengthen the memory” –Quintilian – 1st century AD
A distributed neural memory system has to learn new inputs from the environment without
being disrupted by those same inputs. The learning network needs to be stable, yet remain
plastic. These conflicting demands have been described as the stability-plasticity dilemma.
Without special attention to the learning rule or network architecture and coding, many kinds of
neural networks tend to eventually forget previous information abruptly upon learning new
information. This is called catastrophic forgetting (CF) and a typical problem in early neural
network memory models (McCloskey & Cohen 1989). Various ways to overcome this problem
with special learning rules, interleaved learning, pseudo-rehearsal, and weight stabilization, etc.
have been proposed but a quick and easy way out of the dilemma is to propose a division of
labor. McClelland et al. (1995; 1998) stipulated at least two interacting memory systems (Figure
21), a short-term and a long-term memory, reminiscent of the Atkinson-Shiffrin model (Figure
1), which allows for processes of selective learning, memory strength modulation and gradual
acquisition into stable LTM without sacrificing one-shot learning capability (Dudai 2004).

Figure 21: Left: the Complementary Learning System
proposed by McClelland (1995). Bottom: Temporal stability
of memory engrams in the Short- and Long-Term memory
systems. Figures with permission from Dudai (2004)

The CLS principle avoids rapid integration into LTM, which would risk the stability of existing
memory structures, but instead filters new memories through a highly plastic – and forgetful –
STM. A to-be-specified consolidation process (denoted C in Figure 21) then has more time to
filter newly acquired memories for relevance and integrate them more carefully into LTM.
Most CLS models concern themselves with the interaction of HIP and CTX. (e.g. Alvarez & Squire
1994; McClelland et al. 1995; Murre 1996; Wittenberg et al. 2002). By assuming fast synaptic
plasticity in HIP and much slower, gradual modifications in CTX they mechanistically explain the
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peculiar memory pathology of HIP damage (2.3.4 Anterograde and Retrograde Amnesia). Severe
AA from HIP lesions is expected if the main mechanism of LTM formation is a consolidation
process from the hippocampus, and the inverse temporal gradient of RA is neatly explained by
the fact that HIP “buffers” only the most recent memories, such that older, consolidated
memories are preserved in wider neocortex when the HIP incurs damage. Biological evidence
from associative spatial learning in rodents supports the view that the role of HIP has an
important, yet time-limited role in the acquisition of new long-term memories
The abstract McClelland model shown in Figure 21, can be used to fit regular forgetting curves
and the RA gradients incurred by HIP lesioning in animal experiments (see Figure 22).

Figure 22: Behavioral responses of animals receiving extensive hippocampal system lesions (circles)
or control lesions (squares) as a function of the numbers of days elapsing between exposure to the
relevant experiences and the occurrence of the lesion. Bars surrounding each data point indicate the
standard error. The added lines are from a simple differential equations fit (McClelland et al. 1995).
Left Panel: The percentage choice of a specific sample food (out of two alternatives) by rats exposed
to a conspecific that had eaten the sample food. Data are from 'Anterograde and Retrograde
Amnesia in Rats With Dorsal Hippocampal or Dorsomedial Thalamic Lesions,' by G. Winocur, 1990,
Behavioral Brain Research, 38, p.149. Right Panel: Fear (freezing) behavior shown by rats when
returned to an environment in which they had experienced paired presentations of tones and
footshock. Data are from 'Modality-Specific Retrograde Amnesia of Fear,' by J. J. Kim and M. S.
Fanselow, 1992, Science, 256, p.676.
The study of memory systems consolidation has also produced more computational and neural
network models of increasing refinement (McNaughton & Morris 1987; Alvarez & Squire 1994;
Wilson & McNaughton 1994; McClelland et al. 1995; Shen & McNaughton 1996; McClelland
1998; Hasselmo & McClelland 1999; Wittenberg et al. 2002; Norman & O’Reilly 2003; Walker &
Russo 2004; Roxin & Fusi 2013), which have largely confirmed the idea that a composition of
multiple interacting learning systems is both useful and necessary for replicating many aspects
of declarative memory (2.3 Cognitive Memory Research).
Because we need to distinguish HIP learning from potentially much faster WM, it seems
appropriate to re-label hippocampal memory an intermediate-term memory (ITM, see Kamiński,
2017). HIP may anatomically involve close-by areas of the MTL such as the perirhinal cortex and
parahippocampal area. Increasingly sophisticated hypotheses (Eichenbaum et al. 2011) about
functionally distinct roles of different structures surrounding the hippocampal area (e.g. the
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perirhinal cortex and parahippocampal region) in recollection versus familiarity and encoding of
direct or indirect relationships between memory items and their contexts, likely justifies the use
of the broader term medial temporal lobe (MTL) rather than treating intermediate memory
function in CLS models as a mere HIP issue. However, evidence is most often stronger for HIP
than other MTL areas, so for brevity’s sake we abstain from a detailed breakdown of the MTL
evidence with respect to systems consolidation.
If we accept that the declarative memory system in some way or another features CLS, then it
becomes very important to characterize, understand and model the presumed consolidation
process that facilitates the transfer and stabilization of memories across systems. The
dominating view rests on the evidence for memory reactivation/replay.

5.1.1. Memory Reactivation/Replay
One way to implement a consolidation process to train a slow LTM system is learning from
autogenic reinstatement of the stored STM content, also called replay. In this view, HIP
effectively acts as a teacher to the neocortex and has also been described as a “training-trialmultiplier” (Norman et al. 2005). Proposed processes of active consolidation include various
sleep phases that may be a crucial element of the suggested two-phase memory consolidation
process (Wilson & McNaughton 1994; Qin et al. 1997; Buzsáki 1998), whereby interference
between new learning (awake) and consolidation (asleep) is avoided. Evidence of patterned
reactivations in the hippocampus, particularly the replay of place cell sequences, supports this
mechanistic interpretation.
The spontaneous reactivation of highly specific activation patterns or sequences thereof has
been shown in the hippocampus, but also in other brain areas implicated in WM, such as PFC
(Euston et al. 2007; Peyrache et al. 2009; Fuentemilla et al. 2010; Lundqvist et al. 2016). Rather
large cell populations (Louie & Wilson 2001; Lee & Wilson 2002) of place cells in the rat
hippocampus were found to reactivate during sleep in a sequential order consistent with wake
state activations.
During hippocampal reactivation events, characterized as Sharp-wave/Ripples (SWRs), large
assemblies of neurons in the CA3-CA1 subicular complex/entorhinal cortex discharge
synchronously (Sullivan et al. 2011). These powerful population bursts might reach far away
associated cortical areas to induce LTP, a hypothesis that forms the mechanistic basis for
biophysically detailed implementations of the CLS Framework.
Reactivation events have been repeatedly linked to memory performance in many tasks, such as
spatial learning (Dupret et al. 2010) or odor-reward association learning and retrieval from
remote memory (Eschenko et al. 2008). The amnesic effects of targeted replay interruption via
electrical interruption (Girardeau et al. 2009; Ego-Stengel & Wilson 2010) suggest that this link
is indeed causal.
While CLS was originally developed as a two-stage framework, theoretical neuroscientists have
explored the question how an efficient partitioning of a memory systems into many more
subsystems learning at different time-scales might improve various memory performance and
consolidation outcomes (Roxin & Fusi 2013), and there are good reasons to assume that the
brain features plasticity and consolidation processes on many different timescales (Malenka &
Bear 2004), cf. Figure 7). While systems consolidation has its roots in the special time-limited
role of the hippocampus, the component systems need not necessarily be physically separate at
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all, and may, in fact, unify at a single synapse through activity-dependent meta-plasticity, which
is yet another proposed mechanism to navigate the stability-plasticity dilemma. In such models,
synapses cannot only potentiate or de-potentiate to various degrees, but also modulate their
future plasticity by hardening or softening (Fusi et al. 2005; Khorsand & Soltani 2017).

5.1.2. The Hippocampal Memory Indexing Theory
CLS is a theoretical framework, and while evidence of the hippocampal involvement in episodic
memory is overwhelming, its application to hippocampal-neocortical interaction has to answer a
few concrete questions: How does the hippocampus get activated from distributed cortical
activations? What exactly is stored in the hippocampus? What is the mechanism of encoding?
And most importantly, how does the hippocampus re-instantiate and replay distributed cortical
memory patterns, if this is indeed the key mechanism behind conscious recall and memory
consolidation? A possible approach to these questions is the “Hippocampal memory indexing
theory”, originally proposed by Teyler & DiScenna (1986), and clarified mechanistically,
specifically for episodic memory, by Teyler & Rudy (2007). The theory was originally developed
to explain the evidence of hippocampal involvement in episodic memory and long-term
consolidation (2.3.3 Where is the Engram? Patient H.M.’s Lasting Legacy) but its implications for
computational brain theory are larger than that.

Figure 23: Memory formation, consolidation and retrieval in a hippocampal indexing framework. The top
layer shows distributed neocortical activation (hexagons and circles indicating HC and MC), whereas the
bottom layer represents hippocampus. Top-Left: During memory encoding, hippocampus rapidly acquires
a compact index that is linked to the neocortex via strengthened backprojections. Top-Right: After this
encoding, partial activations may trigger the strong hippocampal assemblies, which can now reinstate the
original memory activation. Bottom-Left: During Memory Consolidation, hippocampal memory
reactivations can drive the neocortex and further the slow formation of a more lasting memory trace in
the neocortex. Bottom-Right: After consolidation, neocortical memories can auto-complete without the
use of an index, which frees up hippocampus to index novel memories.
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The core idea of indexing theory is that each experience generates an activity pattern in the
hippocampus that encodes locations in cortical space and can be learned rapidly. If such an
index is activated again, it will in-turn activate relevant patterns of cortical activity via reciprocal
pathways connecting the hippocampus and the neocortex.
A couple of assumptions underpin this idea: A memory trace is defined as a pattern of
distributed cortical activation, and such a memory trace fully captures the features that define a
particular episodic memory. Further, it assumes that such a pattern is mapped onto a particular
activation of the hippocampus, necessitating dense connections to the hippocampus and a
mechanism for pattern separation to disambiguate episodes with overlapping features (and thus
overlapping cortical activations). Finally, the theory requires that hippocampal activations are
rapidly learned as a local cell assembly via auto-associative projections, but also heteroassociatively linked back to the cortical inputs, Rudy and Teyler cited work noting the diversity
of LTP mechanisms and timescales (Malenka & Bear 2004; Raymond & Redman 2006), but the
current discussion of fast STP mechanisms that might enable WM (see Chapters 4.3.7 Fast
Hebbian Plasticity, 5.2.3 Synaptic Working Memory) is more recent, so this was quite speculative
at the time. The idea of reciprocal connectivity with the wider cortex matches with known
anatomical pathways in- and out- of the hippocampus/entorhinal cortex, however. It also
implies that the hippocampus itself does not actually contain the full context of an experience,
but rather an index that can be activated to retrieve it. Reactivation of the index may be
triggered by conscious recollection, related stimuli, or autonomously activated during sleep.
Repeated activation of an index realizes a possible mechanism of consolidation in a CLS, as this
allows for the slow-integration of new memories into distributed cortical LTM. Hippocampus
stays highly plastic, so memories either become independent of the hippocampus or are
eventually forgotten.
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5.2. Working Memory Theory
Working memory (WM) was conceived by cognitive scientists to describing one or several
distinguishable systems with rapid learning and limited capacity that can temporarily hold
information for processing. Any such system is thus important for reasoning, decision-making
and complex behavior. While Chapter 2 outlined some of the cognitive neuroscience history on
working memory, we here turn to more detailed theories that describe the neural activity
correlates of working memory.
Already, localization of WM function proves controversial. As we have seen in the previous
subchapters, the hippocampus/MTL holds a central role in the acquisition of new declarative
long-term memories and may, in fact, aid WM performance especially for relational processing
(Olson et al. 2006; Graham et al. 2010). However, detailed lesion studies also reveal that WM
performance remains unaffected by hippocampal and even wider MTL lesions if the capacity
requirements of the task do not exceed a narrowly defined WM capacity (Jeneson et al. 2010;
Jeneson & Squire 2012). This evidence lends itself to two conclusions: First, WM itself is
independent of the hippocampus. Second, the hippocampus may still aid WM by extending the
available capacity.

5.2.1. Persistent Activity Theory
After early indications from lesion studies in monkeys that PFC may be important for WM due to
clear impairments in delayed response tasks (Jacobsen 1936; Jacobsen 1938), localization of
WM function and a description of its neural activity basis started with the pioneering work of
Fuster, Goldman-Rakic, and colleagues (Fuster & Alexander 1971; Goldman-Rakic 1995; Fuster
1973). According to their findings, neurons in higher-order cortex, including and especially in
the PFC, show spiking during memory retention delays of delayed response and WM tasks.
Memory-specific activity concurrent with task delays during which an item has to be held in
memory before contingent decisions or actions, has since then taken center stage in the
Figure 24: Reproduced Figure 2 from a microelectrode
recording study of monkey PFC during an 18 s delayedresponse task (Fuster, 1973). It shows spike-frequency
histograms from seven units in PFC. Each histogram (0.5 s
bins) represents the trial-averaged discharge of a unit. The
horizontal bar marks the cue period and the arrow the end
of the delay. After recording a total of 328 units if PFC,
they concluded that a large portion of unit’s exhibit firing
deviations that extend into the delay period, and many
characterized as “a sustained elevation of firing during this
period”[…], present during normal delayed-response trials
but not in dry-run trials (no cue), attenuated by distracting
stimuli that lead to incorrect responses (i.e. recorded
monkey calls), and apparently related to task
performance. Fuster concluded: “Considering the patterns
of prefrontal unit discharge in reaction to sensory stimuli
related or unrelated to the delayed-response task, it is
suggested that the firing changes observed during
delayed-response trials are attributable to a role of the
prefrontal cortex in processes of sensorial and mnemonic
attention, which are critical for short-term memory”.
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discussion of the neural basis of WM.
In their interpretation of the recording data (e.g. Figure 24) these experimentalists eventually
hypothesized that delay spiking activity holds a neural ensemble active for processing and that
its persistence (i.e. uninterrupted, ongoing spiking activity of memorandum-specific cells) is
thus paramount to the retention of the memory over the delay period. Theorists, particularly
from network attractor theory, flocked to the idea and took this interpretation much further,
implying that persistent activity is essentially synonymous with memory retention and
proposed attractor models that store memory accordingly (Camperi & Wang 1998; Compte et al.
2000; Wang 1999; Renart et al. 2007; Wimmer et al. 2014; Barbieri & Brunel 2009) . In these
neural network models, recurrent excitatory connections perpetuate stable, self-sustaining
activity states initiated by the memory stimulus.

5.2.2. Persistent Activity Controversy
While it is widely accepted that neural activity in PFC is a correlate of WM, closer examination of
the available data has led to substantial controversy about the single-trial nature of such activity
and the proposed mechanism for memory retention (Shafi et al. 2007; Stokes 2015; Lundqvist et
al. 2018).
Because the models of this thesis strongly depart from the aforementioned paradigm to
implement an alternative and - in our view - superior theory of WM (5.2.3 Synaptic Working
Memory), we will spend some paragraphs on the detail of the ongoing critique of the persistent
activity theory of WM, its experimental support, or lack thereof. In the main, the critiques fall
into six categories, three of them primarily concerning experimental practice, three of them
more theoretical.
1.
2.
3.
4.
5.
6.

The influence of motor planning on PFC activity
Problematic practices of averaging both within and across trials
Selection biases in the use of single electrode recordings
Energy inefficiency
Non-robust maintenance
Problems with multi-item WM

The influence of motor planning on PFC activity
Motor tasks are known to generate substantial pre-motor signals, which contribute to delay
activity if a memory item immediately implicates a specific motor action. The planned action
then has to be actively inhibited precisely over the duration of the delay interval. If that is the
case, the delay activity following a memory stimulus has more to say about executive control
(attention and inhibition of movement) than about memory per se. Sadly the prototypical WM
task, an oculomotor delayed response (ODR) task, works exactly like that. A monkey has to fixate
a central dot, observe a visual cue, but delay the implied oculomotor response in the direction of
the stimulus for some memory delay period to receive a reward. Delayed response experiments
of this kind have been replicated many times over, but experiments with WM tasks that do not
allow for immediate motor planning by making the response contingent on a cue after the delay
(such as a matching task) typically show much less persistent (i.e. sustained) activity increases
(Fuster & Alexander 1971; Bodner et al. 1996; Fuster et al. 2000; Lundqvist et al. 2016; Shafi et
al. 2007).

56

5.2 Working Memory Theory

Problematic practices of averaging both within and across trials
Until recently, almost all electrophysiological studies of WM activity averaged spiking activity
over several trials to reveal the dependence of neural firing rates on memory task triggers and
analyze correlation with memory performance. This inter-trial averaging is sometimes
combined with forms of intra-trial averaging, such as spike rate histograms with large bins, i.e.
0.5 s (Fuster & Alexander 1971), or population averages of several pre-classified memoryselective cells. Reviews have called this practice into question (Shafi et al. 2007; Stokes & Spaak
2016). Intra- and inter-trial averaging can hide fast dynamics and create the appearance of
persistence when there is none. Recent experiments indeed show evidence of single-trial activity
that is more sparse, bursty (Lundqvist et al. 2016), and intermittently silent (Stokes 2015).
These findings have called into question the idea that persistent firing is necessary for WM and
its immediate neural correlate.

Figure 25: Reproduced Figure 8c of an intra-trial variability analysis of spike recordings during WM
tasks by Shafi et al. (2007). Binned spike counts of delay-activated memorandum-specific cells from a
larger WM task recording data set, filtered for their seemingly stable delay-activated activity in the
multi-trial average (see mean). The single trial data reveals however, that while there is a consistent
increase from baseline activity during the memory delay period, there is also substantial variability in
cell firing. Practically every trial features at least one bin where firing is lower during the delay than
during a comparable baseline bin. Sharp transitions also suggest that bin sizes of 0.5 s may be too
large and hide faster activity dynamics.
Given the evident variability, trial-averaged data should be inadmissible in any discussion about
the role of persistence. Sadly, this seems to exclude not just a few studies, but a majority of the
historical WM experimental record.
Selection biases in the use of single electrode recordings
Another important limitation of early electrophysiological studies is the use of single electrode
recordings. Recording one neuron at a time can bias experimenters to examine neurons with
properties of interest, which skews sampling. Limitations of data presentation in publications
exacerbate this problem by allowing for the graphical presentation of “typical best” neurons,
which may not, in fact, be representative for a random sample.
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Multi-electrode arrays allow for the simultaneous recording of hundreds of neurons, which
forces experimenters to reason their spike sorting and cell selection procedures. Multi-electrode
recordings indeed show that the majority of recorded neuronal spiking activity in PFC is rather
sparse with transient activations of memory specific information (Schmitt et al. 2017; Hussar &
Pasternak 2012).
The aforementioned meta-analysis by Shafi et al. (2007) used stringent criteria to classify every
recorded neurons type (e.g. memory-selective, ramping, stable, delay-activated, delay-inhibited
etc.) over several dataset of PFC and parietal cortex recordings in WM tasks, such as delayed
response, or delayed match-to-sample (DMS). They concluded that the idealized concept of a
memory-selective, stable, delay-activated cell is, in fact, rather rare, once reasonable demands
are put on intra-trial and inter-trial variability. Across several re-analyzed datasets, their
percentage varies between 1-6% of reported cells, yet these are exactly the cells typically shown.
“It is noteworthy that very few cells possess the highly regular firing suggested by most recurrent
network models, in which persistent activity occurs when the input currents are suprathreshold,
and consequently the cell is driven to fire within predictable time intervals.” (Shafi et al. 2007)
Beyond the question how common these cells are, the typical firing rate increase in delayactivated cells is also much lower (~4 Hz) than suggested by computational models built around
the persistent activity theory of working memory. Real neurons typically exhibit much larger
firing variability, as measured by a CV-ISI or Fano factor.
More recent analyses by Murray et al. (2017) also show that stable population coding for WM, in
fact, coexists with much more heterogeneous neural dynamics in PFC that we have yet to
understand.
Energy inefficiency
A very basic critique of the persistent activity theory of WM is its energy inefficiency. Persistent
spiking is metabolically expensive. Action potentials and their postsynaptic effects account for
~80% of the estimated energy budget of the brain (Attwell & Laughlin 2001). Most of the brains
neurons are silent most of the time and neural population coding is generally sparse, possibly
for this reason (but also because sparse coding improves storage capacity). Given natures
resourcefulness it seems likely that there is a less energy-intensive bio-molecular mechanism to
store information over the duration of a few seconds. Fast forms of synaptic plasticity come to
mind (see next Chapter).
Non-robust maintenance
In attractor dynamic models, the memory tends to be lost when activity is disrupted. A
distracting sensory input may knock the dynamics out of the stable attractor state; and without
any additional mechanisms to retain the memory, it cannot be recovered. Evidence of activitysilent WM (Stokes 2015), where the activity signature of encoded items disappears for some
time, only to re-emerge later on is not compatible with such models. While this is more of a
theoretical than an experimental critique of persistent activity theory, studies with transcranial
magnetic pulse stimulation also offer new experimental insights that suggest that WM activity is
indeed more robust to disruptions and pauses than a theory of persistent activity would suggest
(Rose et al. 2016). Analysis by Murray et al. (2017) shows that WM activity undergoes strong
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heterogeneous changes over time without interfering with a stable and mathematically
separable mnemonic subspace.
Problems with multi-item WM
There are some problems with multi-item WM. Early WM studies typically required only one
item to be held in memory (e.g. a location in a simple ODR task). Looking at such data, an
immediate first concern should be that generalizing from such tasks to say something universal
about WM (which can maintain multiple items or sequences, even if the WM span is typically
rather short) is problematic because delay activity may look rather different if attention has to
be divided across a small set of to-be-maintained items.
Another problem with multi-item WM is concerned with persistent activity in multi-item WM
models. Attractor neural networks with persistent activity show strong limitations to
simultaneous maintenance of more than one memory item, because they normally only have one
attractors state active at a time. Even if many possible states can be stored in a recurrent
synaptic weight matrix, they typically compete for activation. Activating more than one attractor
into a persistently active state usually incurs increased collateral inhibition, destabilizing
ongoing activity. Without giving up on persistent activity, these problems are hard to overcome,
and may require the separation of population pools with perfectly sharp tuning curves (Amit et
al. 2003), unrealistically high firing rates, or dynamical load-dependent fine-tuning of inhibition
to keep several network activations simultaneously stable (e.g. Rolls, Dempere-Marco, & Deco,
2013). Better models that require less problematic assumptions and top-down controls have
been proposed but do not rely on persistent activity for memory maintenance (see next
Chapter).
In conclusion, a historical experimental record of persistent activity in WM exists, but the
persistent activity theory that emerged from early interpretations of that data is likely flawed,
computational models based on the concept probably even more so. Delay activity is real, yet the
persistent activity hypothesis of working memory must not be considered consensus anymore.
Better experiments that address some of the aforementioned issues (larger electrode arrays,
single trial data analysis, multi-item WM tasks, etc.) have and will be performed. Better models
that explain what is known and overcome the identified issues are emerging too. The break
away from strict persistence as the key WM mechanism has begun and can be considered an
ongoing paradigm shift in WM theory.
Reviews, such as those by Shafi et al. (2007) or Lundqvist et al. (2018) conclude that very few
PFC cells show evidence of the highly regular firing suggested by most recurrent neural network
models that feature persistent activity (Brunel 2003; Compte 2006). It is tedious to argue
whether computational theoreticians have been misled about the reality of experimental
recordings or themselves exaggerated a biased presentation of the evidence for persistent
activity by advocating models that declared it to be the critical key to understanding WM
maintenance. The emerging alternative is a synaptic WM theory.

5.2.3. Synaptic Working Memory
If WM involves the rapid modification of synapses (on the timescale of WM) then such
modifications can carry memory information between spikes and potentially bridge gaps in
spiking activity. This could help address many of the problems we mentioned earlier, such as
experimental evidence of nonpersistent activity, yet also raises a great many new questions
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about evidence for such rapid synaptic modifications, about implications, new methods needed
to identify its signatures, and computational models that capture the required dynamics.
Direct evidence for synaptic WM is still missing because while neuroscientists have made great
strides in observing the activity of more and more neurons in parallel using larger electrode
arrays and calcium 2-photon imaging, we still cannot directly measure dynamic population
connectivity on the required scale but need to infer synaptic data from temporal correlations in
the spiking activity instead, which is woefully inadequate (Stokes et al. 2013).
The recent experimental record shows evidence for sparse and bursty, rather persistent activity.
(Lundqvist et al. 2016; Lundqvist et al. 2018; Bastos et al. 2018). Transient activity of this kind is
rather typical in modular cortical attractor neural networks with multiple encoded memories
(Fuentemilla et al. 2010; Fiebig & Lansner 2017; Fiebig & Lansner 2014; Lundqvist et al. 2010;
Lundqvist et al. 2006).
In a network with rapid synaptic plasticity mechanisms, such brief bursts may constitute a
refresh mechanism for volatile synaptic encoding. In an early model of synaptic WM by Mongillo
et al. (2008) for example, every re-activation re-strengthens the facilitation of an activated
attractor, whose activity is transient due to incurred synaptic depression. As the later decays
faster than the synaptic facilitation incurred from each activation, this leads to regular cycles of
self-reactivations that can keep one or more pre-encoded attractors in an active state
indefinitely (see Figure 26).

Figure 26: Reproduced Figure 3B of Mongillo et al. (2008). The spike raster shows the population
activity of two pre-encoded attractors with recurrent excitatory weights. Attractors are activated by
specific external inputs at t = 0 s and t = 2.7 s respectively. Activation incurs synaptic facilitation (u, in
blue) and depression (x , in red) following the Tsodyks-Markram formalism (Tsodyks & Markram,
1997), which allows both attractors to reactivate in spontaneous population spikes, whenever
depression has decayed sufficiently. Encoding is synaptic and thus somewhat robust against brief
disturbances, such as the teal shaded unspecific input.
Facilitation-based synaptic WM models (Mongillo et al. 2008; Lundqvist et al. 2011; Mi et al.
2017) cannot learn novel memories, but only maintain one or several already encoded
attractors. Activating a cell assembly, comprising a subset of neurons in an untrained network
featuring such plasticity, would merely facilitate all outgoing synapses from active neurons.
Likewise, an enhanced elevated resting potential resulting from intrinsic plasticity would make
the targeted neurons more excitable. In either case, there would be no coordination of activity
specifically within the stimulated cell assembly. Further, longer periods of silence will forget any
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activated memory. Without continuous population spikes that maintain the level of synaptic
facilitation, the attractor will be forgotten immediately.
Fast Hebbian Plasticity (see Chapter 4.3.7 for evidence and references) however, supports
encoding of novel memory items in one-shot learning or the rapid multi-modal association of
already existing ones. Our implementation of a fast Hebbian plasticity Papers II and III also
reproduces another remarkable aspect of STP: it decays in an activity-dependent manner
(Volianskis & Jensen 2003; Park et al. 2014; Volianskis et al. 2015). The decay is not noticeably
time-dependent, and complete activity-silence preserves synaptic information. If WM
information can be transiently buffered in Hebbian synapses, this also neatly explains evidence
for activity silent WM (Stokes 2015), and the sudden reemergence of memory signals upon
unspecific stimulation (Rose et al. 2016) or retrieval.
Belatedly, synaptic plasticity as a WM mechanism also offers a more energy-efficient alternative
to metabolically expensive persistent activity by keeping encoding ensembles in an activated
state without a need for continuous spiking.
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6. Results and Discussion
6.1. Merging Bottom-up and Top-down Approaches
A focus of all three papers is an exploration of Hebbian plasticity and inter-area communication
in the context of human declarative memory systems. The models aim to bridge several levels of
investigatory detail, from simulated receptor dynamics, synaptic learning rules in spiking neural
network simulations to the systems level interaction of memory-related brain areas and
cognitive memory performance metrics (Chapter 3 Thesis aim). Much of the biological evidence
for the plasticity in question, system level interaction, and cognitive phenomena has been laid
out in the previous chapters, but a specific defense of the columnar attractors, and the fast
Hebbian STP mechanism can be found after this Results chapter.
6.2. Paper I: Memory Consolidation from Seconds to Weeks: A three-stage Neural Network
Model with Autonomous Reinstatement Dynamics
One way to read the evidence on human memory consolidation is to note that any eventual
declarative long-term memory existed at its earliest stage in WM, implicating PFC (see Chapters
4.1.6, and 5.2), then intermittently in the MTL/HIP (see Chapters 2.3.3, 4.1.7, and 5.1) and finally
in HIP-independent neocortical LTM (Chapters 2.3.3, and 5.1). So multiple memory systems (and
implicated brain areas) are thought to support declarative memory throughout its lifetime. As
memory is transitionally stored in systems of different capacity and plasticity, a holistic model of
declarative memory needs to propose ways to interlink involved networks functionally. Paper I
proposes such a systems level model to learn and stabilize memories from seconds to months
through a memory systems consolidation process.

6.2.1. Main Questions:
Immediate questions to ask of any CLS model are quite obvious:







What is the consolidation process and its underlying mechanism?
Can this model match behavioral memory gradients?
How does a model like this respond to disruptions of consolidation, like sleep
deprivation?
How does it compare with experimental evidence on plasticity modulations? Can it
explain isolation effects in consolidation? Maybe even the peculiar memory effects of
amnesic drugs like Triazolam?
What happens to such a model under simulated hippocampal lesioning? Particularly,
can it reproduce the severe AA and inverse temporal RA gradients observed in Patient
H.M. or rodent lesion studies (see Figure 22)?

While these questions are interesting, this particular model is also an attempt to advance the
memory modeling field itself by addressing four important challenges to models of memory
consolidation:

1.

Autonomous replay

Despite the fact that reinstatement is commonly presumed to be a critical component of the
supposed consolidation process, surprisingly few neural network models concerned with CLS
and memory consolidation (Norman et al. 2005) consider how an artificial neural network might
be adapted, such that continuous replay activity becomes an emergent system property to be
harnessed for autonomous LTM consolidation dynamics. The basic problem is that commonly
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used auto-associative neural network with fixed point-attractor dynamics are inherently stable.
Consequently, most computational models of the consolidation process impose a scheme of
repeated random noise bursts (Murre 1996; Wittenberg et al. 2002; Walker & Russo 2004;
Roxin & Fusi 2013), predetermined activation patterns (Alvarez & Squire 1994), or externally
regulated subcortical disinhibition (Bibbig 1996), designed to forcefully take the system out of
its current attractor state and thus cue the reactivation of another previously learned attractor.
Paper I presents a functional and biologically more plausible intrinsic mechanism of replay that
can facilitate autonomous replay and thus drive consolidation.
2.
Including working memory
The CLS framework has no account of working memory. This is unfortunate, as HIP (or MTL, as
the model may have it) memory trace formation is consequently assumed to be automatic, near
instantaneous (i.e. one-shot learning) and largely synonymous with WM when it comes to
acquisition (Norman 2010). Yet, even simple word-list learning demonstrates, however, that not
every fleeting percept automatically acquires a lasting episodic memory trace in HIP/MTL
supporting recall. Serial position effects (Chapter 2.3.2 Ebbinghaus and The Quirks of Human
Memory) reveal a time-dependent consolidation process at work, susceptible to attention,
relevance, and conscious reflection. Only then can the consolidated hippocampal trace itself later
drive long-term systems consolidation into the neocortex. Each network effectively acts as a
teacher to the next and in this sense, we aim to test the viability of a consolidation-chain,
comparable to more theoretical multi-stage network models proposed by Roxin & Fusi (2013).
3.
The temporal scope of systems consolidation
Biological data on the time course of systems consolidation is abundant in RA and AA gradients
following HIP lesioning (Winocur 1990; Kim & Fanselow 1992) and studies on humans with
impaired MTL (Zola-Morgan et al. 1986; Jeneson et al. 2010). Many neural network models of
memory exist, replicating numerous aspects of human memory, yet the full temporal scope of
memory consolidation from WM to LTM has not been addressed adequately. This may be,
because it is hard to model mechanistically. The temporal scales on which WM, ITM, and LTM
operate are separated by many orders of magnitude in time. Online learning rules for artificial
neural networks used in memory modeling need to reflect this in their learning time constants. A
further complication is simulation runtime: Even without significant scaling (towards
biologically reasonable network size), simulations of systems consolidation spanning weeks or
months almost immediately result in prohibitively long simulation runtimes, especially if neural
dynamics are simulated at millisecond resolution.
4.
Catastrophic Forgetting
Catastrophic Forgetting (CF) is a common problem in attractor memory networks. Without
special attention to the learning rule, the tendency of many kinds of neural networks is to
eventually forget previous information abruptly upon learning new information. As such, CF is a
radical manifestation of the so called stability-plasticity dilemma. While the principled division
of labor proposed by the CLS model improves the tradeoff between stability and plasticity
drastically, as networks can specialize in either high stability or high plasticity, it still cannot
fundamentally solve the problem itself. A dedicated stable, long-term network with large
capacity will delay the onset of CF, but at its core, the network learning rule must allow the
network to forget as dynamically as it learns or CF will eventually become a problem. So the
implemented CLS memory process should be able to learn and forget indefinitely.
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6.2.2. Formal Model
We use a rate-based mean field model of the auto-associative BCPNN (Sandberg et al. 2002;
Sandberg et al. 2003) in Paper I. Detailed values for any mentioned parameters can be found in
the appended publication. The network features adapting non-spiking units modeling the
activity of cortical MCs representing the activity of a local sub-population of some hundred
neurons (Buxhoeveden & Casanova 2002), as described in Chapter 4.1.1. These are further
bundled into soft-winner-take all (soft-WTA) modules referred to as HCs (Kanter 1988; Favorov
& Diamond 1990), as outlined in Chapters 4.1.3.
A normalizing lateral feedback inhibition within each HC is assumed to be mediated by
inhibitory basket cells (see Chapter 4.5.1). Units are connected with associative weights (stored
in weight matrix w), using incremental Hebbian learning with a time constant τL which can be
varied to accommodate different levels of plasticity (Sandberg et al. 2002). Cellular adaptation
and depressing synapses were modeled by use of an additional projection between neurons with
a negative gain and its own learning time constant τA, which was given a value of 160 ms. This
projection abstractly models both the decay rate of slow after-hyperpolarization in a previous
biophysically detailed pyramidal cell model (Fransén & Lansner 1995; Sandberg & Lansner
2002) and synaptic depression on the same time scale (Markram et al. 1997; Lundqvist et al.
2006), see Chapters 4.2.4 and 4.3.5.
The network is simulated in time steps of ten milliseconds. Each unit i, belongs to an HC of size
Mi and H(i) defines the set of units in the same HC. The support h of each unit is computed via
the update Equation 7, where gL denotes the gain of the auto-associative projection and gA
denotes the gain of the adaptation projection.
The output, 𝜋̂𝑗 (𝑡) of these units, a measure for neural activity, is then computed in Equation 8,
which also achieves the aforementioned HC normalization. In Equation 9-10, the current activity
is used to update rate estimates for units Λi and connections Λij. Through temporal filtering with
a learning time constant, these represent heuristically estimated probabilities which are
consistent with prior information. These running average rate estimates are then used to
compute bias β, as well as synaptic weights w in Equation 11-12.
𝑀𝑘

𝑑ℎ𝑗 (𝑡)
𝜏𝐶
= 𝑔𝐿 [𝛽𝑗 (𝑡) + ∑ log ( ∑ 𝑤𝑖𝑗 (𝑡)𝜋̂𝑖 (𝑡))]
𝑑𝑡
𝑘

𝑖𝜖𝐻(𝑘)
𝑀𝑘

+𝑔𝐴 [𝛾𝑗 (𝑡) + ∑ log ( ∑ 𝑣𝑖𝑗 (𝑡)𝜋̂𝑖 (𝑡))]
𝑘

(7)

𝑖𝜖𝐻(𝑘)

−ℎ𝑗 (𝑡)
π
̂j (t) =

eh j
∑jϵH(j) ehj

(8)

𝑑Λ𝑖 (𝑡)
= 𝜋̂𝑖 (𝑡) − Λ𝑖 (𝑡)
𝑑𝑡
𝑑Λ𝑖𝑗 (𝑡)
𝜏𝐿
= 𝜋̂𝑖 (𝑡)𝜋̂𝑗 (𝑡) − Λ𝑖𝑗 (𝑡)
𝑑𝑡

(10)

𝛽𝑖 (𝑡) = log(Λj (𝑡))

(11)

𝜏𝐿
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𝑤𝑖𝑗 (𝑡) =

(1 − 𝜆20 )Λ𝑖𝑗 (𝑡) + 𝜆20

(12)

[(1 − 𝜆0 )Λ𝑖 (𝑡) + 𝜆0 ][(1 − 𝜆0 )Λ𝑗 (𝑡) + 𝜆0 ]

While we cannot motivate the entire derivation of the BCPNN learning rule here, it should not go
unmentioned that these equations were originally derived from a naive Bayesian classifier, so
the weight w is a joint activity rate estimate divided by the unit rate estimates. This gets slightly
complicated by the minimal noise background activity λ0, which impacts how strong/weak the
correlation measures between units (as encoded by the weights) can become. It essentially
guarantees an upper and lower bound on the weight, avoids underflow (as we use the
logarithmic weight during the update) and weight stability in the absence of input. The
membrane time constant τc is set to 1. The adaptation bias γ and adaptation weights v are
activity dependent as well and the exact same Hebbian-Bayesian learning rule applied to the
original associative projection is used for the adaptation projection (Equation 13-16) - with the
important distinction that adaptation acts on a different timescale, so the rate estimates μi and μij
are computed on the timescale of τA.
𝑑μ𝑖 (𝑡)
= 𝜋̂𝑖 (𝑡) − μ𝑖 (𝑡)
𝑑𝑡
𝑑μ𝑖𝑗 (𝑡)
𝜏𝐴
= 𝜋̂𝑖 (𝑡)𝜋̂𝑗 (𝑡) − μ𝑖𝑗 (𝑡)
𝑑𝑡
𝜏𝐴

𝛾𝑖 (𝑡) = log(μj (𝑡))
𝑣𝑖𝑗 (𝑡) =

(13)
(14)
(15)

(1 − 𝜆20 )μ𝑖𝑗 (𝑡) + 𝜆20
[(1 − 𝜆0 )μ𝑖 (𝑡) + 𝜆0 ][(1 − 𝜆0 )μ𝑗 (𝑡) + 𝜆0 ]

(16)

As the rate–based BCPNN implementation learns probability estimates of internal and external events,
its activity flow, 𝜋̂𝑗 (𝑡), can be interpreted as inference. BCPNNs exhibit unequal coding strength for
learned patterns, depending on the overlap with other learned patterns and most importantly, their age.
The dynamical, gradual forgetting of the oldest patterns and logarithmic weights allows BCPNNs to
learn new patterns indefinitely and thus escape the problem of catastrophic forgetting (Chapter 5.1)
that haunts other kinds of neural networks and often necessitates some process of interleaved
unlearning to keep these networks viable for memory modeling of this kind (Walker & Stickgold
2004). For a more extensive description of this mean-field BCPNN implementation please refer to
(Sandberg et al. 2002).
At the core of the active memory processing abilities of the full model is the ability of this formal
model to learn and generate autonomous replay. By measuring the overlap of the current
network state with each trained memory patterns, we can track memory reactivations in time. A
simple example of such replay activity following one-shot learning (i.e. rapid learning from a
single, brief activation) was already shown in Chapter 4.5.2 Replay and Quasi-attractors, Figure
19.
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6.2.3. Three – Stage CLS model

Figure 27: A three stage CLS model with plasticity on three different timescales. Activity in simulated
cortical areas PFC and CTX are organized into modular columns. The shading indicates activity of
individual MCs, which tends to peak for one unit per HC, due to normalizing feedback inhibition. HIP
(representing the hippocampus) does not feature columnar architecture of this kind, but an inputpattern separation mechanism that leads to sparse and nearly orthogonal unit activations.
Based on this formal model and inspired by the CLS framework (5.1 Complementary Learning
Systems) we built a three-stage memory system (Figure 27), also incorporating a more shortlived WM of sorts that is independent of HIP, highly plastic and of very low capacity. Time
constants are estimations rather than based on neurobiological data. In that sense, they
constitute model predictions.
The first population, modeling the PFC, has the smallest size (50 units) but features the fastest
learning with a time constant τL= 3 min. This design is supposed to mimic STM and comprise the
substrate for WM as well: A rapid memory system, capable of learning from single examples, but
forgetting equally fast, resulting in highly limited capacity. It should be noted that the
hypothesized STM mechanism is synaptic rather than of a more standard persistent activity type
(5.2.2 Persistent Activity Controversy). It is based on fast expressing and volatile Hebbian
synaptic plasticity and modulated intrinsic excitability (Sandberg et al. 2003). Experimental
findings of fast forms of synaptic plasticity have been suggested as possible STM mechanisms
(4.3.7 Fast Hebbian Plasticity). This suggests that the widely different temporal characteristics of
cortical memory systems may be mainly due to plasticity with a corresponding spectrum of time
constants, and conveniently unifies memory mechanisms between CLS systems. As a cortical
area, the PFC network also makes use of the columnar coding model described in the previous
section.
The second population (250 units), modeling the intermediate-term HIP memory system (which
might anatomically involve close-by areas of the MTL such as the perirhinal cortex and
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parahippocampal area), is three times larger and much slower learning with time constant τL=3
hours. This particular network is modeled without HCs and in this case, a k-winner-take-all
(kWTA) mechanism is used to produce a sparse and distributed representation of the cortical
input pattern. This sparsification process is further described in the next subchapter.
The last population (CTX) models an even larger (500 units) and slower learning (τL=6 days)
neocortical LTM, with columnar coding. It is obviously hard to teach a memory system this slow
learning anything without either massive repetition or internal reinstatement dynamics. Note,
that without the use of additional metaplasicity in synaptic learning (Fusi et al. 2005), time
constants need to span this wide range to even approach the evident differences between WM
and stable LTM.

6.2.4. Memory Patterns
Simulating multiple networks entails multiple memory traces that may coexist but subserve the
same episodic memory. The randomly drawn neocortical input patterns have one active unit per
HC and consequently randomly varying degrees of overlap, a major cause of the model’s
inter-trial variability. The three memory systems are inter-connected by feedforward and
feedback connections. There are several possible ways of setting up these connections.
Neurobiologically, the internal representations of the connected structures can be expected to
differ. While sensory activations, in earlier cortical processing stages, are expected to represent
specific stimulus properties, HIP and PFC representations are likely more abstract, task specific,
and complex because they are much further up the cortical information hierarchy (4.1.4 Cortical
Pathways, and Hierarchy).

Figure 28: HIP pattern separation. Left: randomly varying the activity of 1-10 of the 50 cortical HCs
yields highly significant changes in hippocampal encoding. Error bars denote one STD, not SEM (***
Non-parametric pairwise Wilcoxon signed-rank test, yields p<10-165, using 1000 pairs.) Right:
Pattern separation at various levels of input overlap. e.g. changing the activity of just 1 HC in CTX
yields a 2% CTX pattern change (as measured by 98% overlap), but nearly 17% in HIP. When we
change ten HCs (80% CTX pattern overlap) then about half of the originally active HIP units are no
longer a part of the encoded pattern. Note again that error bars denote STD, rather than SEM.
For reasons of simplicity we assume PFC patterns to be a subset of the CTX patterns generated
through a 1-to-1 connection between units that leaves out some CTX units, as PFC has fewer
units (A HIP-to-PFC connection can in principle be implemented to derive some of the PFC
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activation from HIP activity as well, but was left out here in favor of a more transparent
generation of training pattern activity). For the HIP representation however, the forward
connection from CTX is implemented as a sparsification process (kWTA) that reduces the level
of activity by half (to 5%) and achieves strong pattern separation. In the pattern generator, this
is implemented by connecting the CTX activation to HIP through a connection matrix with
random, constant weights and selecting the 5% most active units (i.e. k=13) as the derived HIP
encoding of that pattern. The practical implication of such an implementation is that if two CTX
inputs are becoming less similar, the HIP representations of these input patterns will quickly
become much more dissimilar, assigning distinct representations to each input pattern (Figure
28), while the respective CTX representations will on average be similar to the same degree as
the input. This is justified qualitatively by experimental observations of sparse activation and
strong pattern separation in Dentate Gyrus and CA3 (4.1.7 Medial Temporal Lobe and
Hippocampus), while the quantitative choice of doubling sparsity is an arbitrary choice that
seems to work well. Plastic backprojections with a fast learning time constant τL=20 ms allow
our model to learn associations between arbitrary representations, irrespective of the coding
scheme.
To measure memory performance in our model we use a recall metric, adapted from Greve et al.
(2010), which computes an optimal decision boundary for recall judgments by minimizing the
summed type I and type II errors over all possible decision boundaries.

6.2.5. Phased Simulation
The simulation of memory consolidation over days and weeks, involves three cyclically
reoccurring phases (Figure 29, Figure 30). Apart from initial brief online learning (using
clamped CTX activity) and modulation of network-dynamics (gains and time constants) imposed
at the transition of phases, no external intervention in the dynamic activity was undertaken.
Most importantly, the learning networks stays plastic during the cycles of convergence and
gradual depression of projected patterns, as opposed to earlier models that selectively wait for
complete convergence of attractors before executing any learning rules (Murre 1996;
Wittenberg et al. 2002).

Figure 29: The simulation cycle with its three alternating phases, named perception, reflection and
sleep. Online learning occurs only during perception. All other learning is a function of memory
consolidation during reflection and sleep.
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Figure 30: The three simulation phases 1-3 and their active components, as well as the configuration
during cued recall after many days of consolidation. During perception, feedforward projections from
neocortical input generate separate PFC and HIP traces, which are associated to the CTX trace via
Hebbian-learning in the backprojections. This online learning episode is very brief and effectively too
short to establish lasting traces in HIP or CTX. During the reflection phase (a kind of active rehearsal),
replay in PFC generated by the interplay of its auto-association and adaptation projections, drives HIP
reinstatements, thus facilitating learning in its auto-associative projections. During sleep, HIP replay
then in-turn drives CTX reinstatements which facilitate long-term learning. During cued recall, the
external neocortical activation generates corresponding cues in PFC and HIP through feedforward
connections. All three networks are then individually or simultaneously allowed to relax/converge to
attractors, potentially yielding successful recall of a corresponding training pattern. *** It should be
noted, that the strongest influence of the PFC on the hippocampus in primates is indirect through
parahippocampal cortices. The direct projection PFC-to-HIP is neuroanatomically non-existent (Otani
2004).
As we undertake a full simulation cycle of one day and one night in just 330 time steps (Figure
29) of ten milliseconds each, the model plasticity is scaled against reality by a factor of roughly
26.000. The chief motivation for this is to enable a study of systems of this kind at all: Without
temporal scaling of this sort, simulation of weeks or months becomes infeasible due to runtime
considerations. At this scaling, the chosen time constants of 3 min (STM), 3 hours (ITM) and 6
days (LTM), are mapped onto 8 ms, 400 ms, 18,500 ms respectively, thus preserving the ratio of
timescales mapped out by the choice of learning time constants. Note that this is a scaling of
plasticity only and does not include a scaling of the neural dynamics.
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We ultimately want to show the consolidation performance of the overall memory system. For
that reason, we made the original online learning episodes (perception phase) very brief. Each
new training pattern is part of a percept, by which we mean a set of three new patterns, each of
which is consecutively activated for one simulation time step, forcing one-shot learning in PFC,
as the other networks learn too slowly for any measurable recall after this short exposure.
Consolidation is then achieved through spontaneous reactivation of learned patterns, which will,
in turn, cause the corresponding patterns to be projected to the next network and thus
potentially learned or strengthened there with each reactivation.

6.2.6. Simulated lesioning, modulation and sleep deprivation
To simulate progressing degrees of HIP damage, we disabled an increasing ratio of HIP units.
Disabling a unit also entails nullifying every synaptic connection from or to that unit. To avoid
bias in relation to any training pattern, the disabled units were randomly selected. Temporal
gradients of amnesia were thereafter measured by comparing the resulting change in recall
rates. Anterograde effects were measured by lesioning the system before learning and then
comparing the achieved performance of the damaged system against an non-lesioned control
simulation. Modulations of plasticity were made via a temporal up or down-regulation of
learning time constants τL,, and a scenario of persistent sleep deprivation was implemented by
reducing the length of the sleep phase by 50%.

6.2.7. Consolidation and amnesia
The central ability of a CLS system is its ability to acquire and consolidate memories over time.
We now run the entire system in the described simulation cycle (Figure 29) for 39 simulated
days and attempt to consolidate a total of 351 memory patterns. Thereafter, memory
performance is evaluated for each network separately, as well as a combined, and a HIP-lesioned
system. Recall rates vary against the time between training and testing due to forgetting and
consolidation. Because patterns are random, and because both replay behavior and resulting
memory consolidation vary between trials, 500 simulation runs were averaged to obtain reliable
recall rates.

Figure 31: Consolidation, as measured
by recall rates of training patterns from
each stage (PFC, HIP, CTX). By
averaging the recall rates for patterns
introduced on the same day, we obtain
a more direct relationship between the
recall rate and the age of a pattern.
Note the log-timescale. Combined
recall from all stages (solid lines) is
shown with and without hippocampus
(full lesion) to illustrate its importance
for patterns of different age.
Figure 31 shows that PFC can reliably store only the nine most recent patterns of the last day
(patterns 343-351), while HIP can recall much older patterns. Forgetting in CTX is very slow:
Some of the retrievable patterns are more than a month old. However, only about a third of all
patterns shown, successfully consolidate into retrievable long-term memories. Our analysis
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shows that consolidation failure is typically rooted in insufficient HIP replay during sleep, so
familiarity (which could be measured using a different metric, not shown here) is often still
established. CTX recall of very recent patterns is usually weak, as they were not sufficiently
consolidated during sleep yet. Maximum cortical consolidation is reached about a week after the
initial acquisition. Thereafter, slow forgetting outpaces residual consolidation from HIP, which
does not retain memories for longer than eight days.

Figure 32: Five different amnesia gradients. Retrograde amnesia after full HIP lesioning, anterograde
amnesia (performance measured after using the lesioned system for 39 days) with different lesion
sizes and persistent sleep deprivation, where we cut the length of the sleeping phase by half. Note
the log-timescale.
Combined recall (whole system testing) is severely affected, when HIP is lesioned, as can be seen
in both Figure 31, as well as in the corresponding RA gradient in Figure 32, which shows the
ratio of lost recall rate versus control. On the whole, it shows an inverse temporal Ribot gradient,
as recall of remote patterns that have already consolidated, remains unaffected by lesions. Very
recent pattern recall is, however, supported by PFC and thus unaffected by simulated
hippocampal lesions. The anterograde gradient shows a persistent, flat deficit (again with the
exception of very recent memories) that quickly increases with the size of the lesion,
highlighting an increasing inability to form new long-term memories. The onset of amnesia also
shifts to more and more recent patterns with greater lesion size, as HIP loses more and more
capacity. This kind of amnesia is markedly different from a sleep deprivation experiment shown
in the same plot, where reduced sleep-dependent consolidation causes a much less severe
anterograde deficit. HIP stays fully functional in this case, so the amnesic effect is seen only
much later, when HIP starts to forget after about a week. Figure 33 shows the forgetting and
lesion-induced amnesia gradients in a way that facilitates direct comparison of the simulation
model with animal lesion experiments (cf. Figure 22, which shows two data sets from rodent
experiments).
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Figure 33: Combined retrieval rates of the
normal and HIP-lesioned simulation model.
Rather than the standard error (which is too
small to show, as we average 500
simulations), error bars indicate a standard
deviation of the underlying data, showing
the intra-trial variability of the consolidation
process.

A peculiar difference to experimental studies (Figure 22) is that our model predicts strong recall
of very recent patterns, as they are supported by HIP-independent WM. It is necessary to
differentiate this prediction of a retrograde gradient from the shown anterograde preservation
of WM capacity following medial temporal lobe damage encompassing the hippocampus
(Jeneson et al. 2010; Jeneson & Squire 2012). A retrograde preservation of active WM traces has
not been shown before, but constitutes a testable prediction, given neurophysiological
deactivation of hippocampal function on the timescale of WM, such as focal cooling may allow
(Tanaka et al. 2008). Lesion studies (Winocur 1990; Kim & Fanselow 1992; Zola-Morgan &
Squire 1990; Squire & Cohen 1979) simply cannot account for the fleeting storage of new
percepts in STM. For example, test animals (rats, monkeys) are lesioned under deep anesthesia
and require several days rest after the lesioning operation. Training, lesioning and directly
testing an animal within seconds (the timespan of WM) is practically impossible. Rather, tests
are run on a daily or weekly basis, which thus necessarily excludes STM.

6.2.8. Modulation experiments
To test the effect of plasticity modulations on consolidation, we run two additional simulation
scenarios: a scenario with selectively up-regulated plasticity for one of the percepts (Figure 34)
and a second scenario with a transient down-regulation of plasticity (Figure 35).
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Figure 34: In this experiment, we boost hippocampal plasticity during learning of percept 89
(consisting of patterns 265-267) by a factor of two (halfing τL) and test recall five days later. Top:
Consolidation curves showing the probability of successful recall five days after introduction of
percept 89. Middle: The absolute change of recall probability versus controls (simulation without any
modulation). Bottom: The time course of consolidation for the modulated percept, as measured by
testing HIP and CTX recall every day following the original learning experience.
Sudden up-regulation of HIP plasticity by a factor of two during learning of one specific percept
(modeling something like an emotional relevance signal or attention), can double CTX recall
probability (indicating successful long-term consolidation) in our model (Figure 34). The middle
panel shows that increased recall of this percept comes at the cost of reduced consolidation odds
mostly for patterns learned before, but also after. The negative retrograde impact (patterns <89)
is mostly due to HIP overwriting; weakening some patterns to the point that they no longer
reactivate/consolidate. However, there is also an additional anterograde effect, which due to the
week-long consolidation time window affects a few patterns still in consolidation during the
time of modulation (~76-89) as well as many patterns learned after. The lower panel illustrates
the extended HIP lifetime of the boosted percept 89, which means that the negative anterograde
effect on new patterns stretches out for some time after the modulation occurs (i.e. percepts 90100 show diminished consolidation versus control). Note that this occurs because patterns of
the modulated percept outcompete other patterns for reactivation during sleep for some time,
until HIP strength of percept 89 is diluted to the point that it does not reactivate preferentially
anymore. Very remote percepts are less affected, as their consolidation window has already
closed because of hippocampal forgetting. Finally, the bottom panel shows that modulation not
only increases the percepts HIP life-time by one or two days, but stronger encoding also results
in both faster and more successful neocortical consolidation. More frequent reactivations during
sleep cause maximum neocortical consolidation of the modulated percept after just three nights.
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Figure 35: In this experiment, we simulate the memory impact of a transient hippocampal encoding
blocker, like triazolam with a half-life of two hours by reducing hippocampal plasticity by a factor of
ten and decaying this modulation with a two hour half-life to the original level of plasticity. The
modulation is triggered at the introduction of percept 89. Top: Consolidation curves measured five
days after the modulation event, showing the lasting effect on the probability of successful recall.
Middle: The absolute change of recall probability versus controls. Note that the y-axis was broken to
also visualize the smaller impact seen in the other, unmodulated percepts. Bottom: The time course
of consolidation for the modulated percept, obtained by testing recall from HIP and CTX every day
following the original learning experience.
The temporal down-regulation of HIP plasticity (Figure 35) yields a much more peculiar
memory effect, namely narrowly focused AA in conjunction with retrograde facilitation. Due to
the timing of the modulation onset, the most affected patterns belong to a single percept, which
is introduced right at the onset of said modulation. Later percepts are barely affected (due to the
fast decay of the modulation). The top panel of Figure 35 shows CTX and HIP recall probability of
the most affected percept near zero, indicating that the modulation effectively disrupted HIP
encoding and subsequently diminished consolidation. The middle panel reveals that in addition
to this anterograde amnesia effect, percepts/patterns learned up to six days before the
modulation actually exhibit improved consolidation (five days after the modulation event, all but
one of the 20 percepts learned before the event show a positive change in performance versus
control). This retrograde facilitation effect underscores the competitive nature of consolidation
during sleep: Because patterns of the blocked percept are encoded so weakly, other, older
patterns can reactivate instead during the sleep phases following the modulation, thus
improving their consolidation odds. Finally, the bottom panel shows, how this modulation not
only decreases the HIP life-time of the effected percept to a mere two days, but weaker encoding
also results in both slower and much reduced neocortical consolidation.
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6.2.9. Conclusion (Paper I)
We have put hippocampal indexing theory into applied context and a larger context, lending
credibility to the theory, yet we also tasked ourselves with four improvements to common CLS
models: To implement autonomous replay in a learning neural network, address the temporal
scope of systems consolidation, include working memory in that scope, and defeat the common
problem of catastrophic forgetting. To these ends, we built an extended three-stage
implementation of the CLS framework using a consolidation chain of BCPNNs, capable of
autonomous replay. Where other models resort to forced activations and top-down control to
generate reinstatement dynamics, we have shown that on-going internal activity (autonomous
replay) is sufficient for consolidation along a chain of networks with differing memory traces,
sparsity, network structure, network size, and most importantly extreme differences in plasticity
time constants, spanning several orders of magnitude. The model thus constitutes an interactive
network of diverse recurrent neural networks that parameterize the mechanism behind
different cortical memory systems, in terms of different set points for plasticity of synaptic
weights and intrinsic excitability. Furthermore, the model can keep learning indefinitely and
functionally solves the problem of catastrophic forgetting by selective, competitive consolidation
with simultaneous learning and forgetting on three integrated timescales, a process which also
explains why only a fraction of all percepts (can) become long-term memories.
Under lesion, and memory modulation effects, the model exhibits amnesia gradients predicted
by clinical, animal, and theoretical work. It’s temporally graded RA is similar to pathologies seen
in human case studies, such as Patient H.M. (Scoville & Milner 2000): Intact WM, temporally
graded RA, preserving remote cortical memories, as well as severe, flat AA. Given that these
observations were a major reason for the development of consolidation theory and hippocampal
memory research in the first place, our computational model is a rather successful
implementation of these concepts. The similarity between our RA curves in Figure 33 and those
in Figure 22, showing experimental RA, is striking and confirms corresponding qualitative
predictions about the shape of the amnesia gradient (Nadel & Moscovitch 1997).
The model features a broad array of neurobiological details and clearly shows the viability of a
three-stage consolidation chain, driven by autonomous replay that turned attractors into more
useful quasi-stable attractors and thus expands the architectural options available to memory
researchers looking for appropriate neural network models today. The interest in computational
cortical models that feature transient attractor dynamics (e.g. Rourke & Butts, 2017) has, in fact,
increased notably in recent years, partially driven by the renewed controversy about the nature
of WM activity (see Chapter 5.2.2.).

6.2.10. Discussion (Paper I)
The model results should be seen as mainly qualitative. McClelland pointed out that the huge
range of differences in the timescale of the consolidation phenomenon across species, age and
other factors is mostly a function of different learning rates (McClelland et al. 1995). The values
of almost all the model parameters - including the scaled learning rates - can be questioned on
biological grounds.
Some findings are inconsistent with biological evidence, such as the sleep-deprivation induced
amnesia gradient. Experimental evidence clearly shows impaired hippocampal memory function
on many tasks following sleep deprivation, rather than just impaired systems consolidation as
indicated by our model (Walker & Stickgold 2006).
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Spontaneously occurring HIP reactivations in our model are signified by sharp population
activity bursts that occur with a frequency of roughly 6 Hz and last for 30-170 ms, which is
similar to biophysically observed Sharp-waves/Ripples (SWRs) that have been closely linked to
hippocampal reactivations (see Chapters 4.5.3 Nested Fast Oscillations, and 5.1.1 Memory
Reactivation/Replay). Correctly scaled, our model predicts that many hundreds or thousands of
hippocampal reactivations are necessary for guaranteed consolidation. This might seem like a
huge number but is, in fact, congruent with biological data: Rodent studies have shown average
SWR event frequencies between 0.3-1.2 Hz during SWS, which are significantly increased in
number and amplitude after learning and recall (Eschenko et al. 2008). Even a single hour SWS
yields more than 103 SWR events associated with hippocampal reactivations. A week-long
consolidation period thus contains on the order of 105 replay events or more, to be distributed
over the select set of consolidating patterns.
This emerging dynamic achieved through biophysically constrained parameter values, i.e. the
adaptation time constant τA, adds to the list of interesting biological analogies. Obviously the
real process behind acquisition and consolidation of episodic memory is much more complex
than our model suggests, yet despite many simplifications, the results capture a range of the
qualitative phenomena and memory characteristics observed experimentally. These include
sleep-dependent consolidation, retrograde facilitation after impaired memory acquisition, as
well as typical amnesia effects following simulated hippocampal lesions.
Contradictory biological evidence regarding disassociations in RA between different subcategories of declarative memory (Nadel & Moscovitch 1997) and evidence of very extensive (i.e.
long) and sometimes flat RA gradients (Travis et al. 2010) clearly point out weaknesses in the
current consolidation model. Similarly, the CLS concept of low cortical learning involvement
during initial acquisition has been called into question by experimental studies (Tse et al. 2011).
These and other observations underscore the necessity of testing variations of the model, such
as reconsolidation processes (Wittenberg et al. 2002; Alberini 2005), schema theory (Tse et al.
2007), multiple trace theory (Nadel & Moscovitch 1997) or a kind of trace-link system (Murre
1996), some of which have already been shown to deal with certain known inconsistencies of
the standard model. Since the conception of CLS, many further details, especially regarding
functional disassociations (Eichenbaum et al. 2011) of different parts of the MTL have been
explored and deserve further consideration in computational accounts of consolidation.
Our series of modulation experiments, where we temporarily up- or down-regulated the degree
of plasticity in HIP can be interpreted as simulations of the consolidation impact of
dopaminergic relevance signals (say from the amygdala), attention, or the effect of other
plasticity modulating agents like benzodiazepines or ethanol. Benzodiazepines typically block
LTP in the hippocampus (Diazepam), or decay its early transients (Triazolam), causing a decay
back to baseline within minutes (del Cerro et al. 1992). Ethanol similarly suppresses LTP in the
hippocampus (Blitzer et al. 1990). Studies also show that both ethanol (Lister et al. 1987; Givens
1995; Givens 1996) and benzodiazepines like Triazolam (Hinrichs et al. 1984; File et al. 1999;
Fillmore et al. 2001) also induce a remarkable combination of AA and retrograde facilitation.
The hypothesized mechanism is that reduced new learning presumably benefits consolidation of
older memories, as the expression of LTP and ongoing consolidation mechanism itself is left
intact. Our modeling of a similar plasticity disruption (Figure 35) yields the same peculiar
combination of AA and retrograde facilitation. We consider the first qualitative replication of this
effect in a functioning memory model based on artificial neural networks a step forward in the
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modeling of memory consolidation, improving our confidence in working implementations of
CLS.
6.3. Paper II: A Spiking Working Memory Model based on Hebbian Short-term
Potentiation
Working memory (WM) is a key component of cognition that maintains information over
seconds and minutes. It is updated by selectively attended external information and activated
LTM representations. Mammalian PFC is generally believed to play a key role in WM (Fuster
2009; D’Esposito & Postle 2015). Yet the dominant theory of WM, referred to as the persistent
activity hypothesis has become increasingly controversial owing to recent re-examination of
experimental data (Shafi et al. 2007), contradictory or conflicting new data (LaRocque et al.
2013; Stokes 2015; Lundqvist et al. 2016; Honkanen et al. 2015) and searching reviews
(Lundqvist et al. 2018; Stokes 2015; D’Esposito & Postle 2015).

6.3.1. Main Questions:
Synaptic models of memories may provide a suitable answer. As we pointed out in Chapter 5.2.2
(Persistent Activity Controversy), facilitation-based synaptic WM models (Mongillo et al. 2008;
Lundqvist et al. 2011; Mi et al. 2017) maintain a set of memories in an active state, but cannot
learn novel memories. We propose a novel spiking neural network model that can! It is based on
Fast Hebbian Plasticity (see Chapter 4.3.7 for evidence and references), follows established
columnar architecture principles, models the layer 2/3 extent of a small piece of subsampled
PFC, and endeavors to answer the following questions:
1. Can Fast Hebbian Synaptic Plasticity plausibly explain WM function (i.e. learn and
maintain multiple memory items over timespans of several seconds)?
2. Can such a model plausibly reproduce and explain electrophysiological evidence of fast
oscillation bursts in monkey PFC during multi-item WM tasks (e.g. burst lengths,
frequencies, load-effects)?
3. How does this new model address observations of activity-silent WM (Stokes 2015), and
the sudden reemergence of memory signals upon unspecific stimulation (Rose et al.
2016)?
4. Can the same model also match human performance in a prototypical cognitive WM task,
such as 12-item word-list learning with free recall?
5. More specifically, can this spiking implementation reproduce the success of an earlier
rate-based model (Lansner et al. 2013) in reproducing common memory phenomena
such as primacy and recency, as well as adjacency effects in such tasks?
6. What about other modes of recognition (e.g. cued recall, familiarity) and typical
variations of that task (e.g. effects of faster presentation rates, distractors, etc.)?
7. Is the required associative connection density and strength learned by the fast Hebbian
learning rule compatible with known electrophysiological constraints about cortex (e.g.
connectivity, EPSPs, etc.)?
8. Is such a model principally incompatible with the persistent activity hypothesis, or is
there some way to remedy competing theories?
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6.3.2. Spike-based WM-LTM Model (Paper II and III)
The models of both Papers II and III are significantly more detailed than the previous Paper I, as
they are spike-based simulations of neurons, featuring larger populations, a more detailed
laminar architecture, a finer temporal resolution, and additional synaptic detail. For this reason,
they also require a supercomputer and modern neural network simulation tools for efficient
execution (4.6 Supercomputing and Simulation Tools), data collection and analysis. Because of
the additional detail, these models also have many more parameters (see an example of some
select parameters in Table 1 below, for further detail always consult the appended publications).
Because the spiking model is much less abstract, almost all the new parameters are, however,
subject to motivated biological constraints; in part, because they are directly measurable in
vitro/in vivo (e.g. receptor reversal potentials, spike thresholds, columnar diameters, laminar
cell densities, synaptic depression time constants, etc.), and in part because these parameters
immediately influence biophysically measurable outcomes/predictions of the model that can be
deemed plausible or implausible with respect to known experimental observations (EPSPs,
IPSPs, fast oscillation burst lengths and frequencies, etc.). So the actual degrees of freedom in
these models have probably come down by adding more detail (see Occam’s Razor discussion in
Chapter 2.4 Computational Neuroscience and the Use of Models).
Adaptation
current
Adaptation
time constant
Membrane
Capacity
Leak
Reversal
Potential
Leak
Conductance
Upstroke
slope factor
Spike
Threshold
Spike Reset
Potential
Utilization
factor

b
𝜏𝐼𝑤
𝐶𝑚
𝐸𝐿
𝑔𝐿
Δ𝑇
𝑉𝑡
𝑉𝑟
𝑈

86
pA
500
ms
280
pF
-70
mV

Depression time
constant
AMPA synaptic
time constant
NMDA synaptic
time constant
GABA synaptic
time constant

14
pS
3
mV
-55
mV
-80
mV
.25

AMPA Reversal
Potential
NMDA Reversal
Potential
GABA Reversal
Potential
Dopaminergic
Modulation
Regular
Plasticity

𝜏𝑟𝑒𝑐

500 ms

𝜏 𝐴𝑀𝑃𝐴

5 ms

𝜏 𝑁𝑀𝐷𝐴

100 ms

𝜏 𝐺𝐴𝐵𝐴

5 ms

𝐸 𝐴𝑀𝑃𝐴

0 mV

𝐸 𝑁𝑀𝐷𝐴

0 mV

𝐸 𝐺𝐴𝐵𝐴

-75 mV

𝜅𝑝

6.0

BCPNN
AMPA gain
BCPNN
NMDA gain
BCPNN bias
current gain
BCPNN lowest
rate

𝐴𝑀𝑃𝐴
𝑤𝑔𝑎𝑖𝑛

3.93 nS

𝑁𝑀𝐷𝐴
𝑤𝑔𝑎𝑖𝑛

0.21 nS

BCPNN
highest rate
BCPNN lowest
probability
BCPNN Spike
event duration
P-Trace time
constant

βgain

90 𝑝𝐴

𝑓𝑚𝑖𝑛

0.2 Hz

𝑓𝑚𝑎𝑥

20 Hz

ε

0.01

∆𝑡

1 ms

𝜏𝑝

5s

𝜅𝑛𝑜𝑟𝑚𝑎𝑙 1.0

Table 1 Neurons, synapse, and BCPNN plasticity parameters.

6.3.3. Formal Model
We use an AdEx IAF conductance-based neuron model with spike-frequency adaptation (Brette
& Gerstner 2005) that was modified recently (Tully et al. 2014) for compatibility with a custommade BCPNN synapse model in NEST through the addition of the intrinsic excitability current 𝐼𝛽𝑗
(see 6.3.4 Spike-based BCPNN Learning Rule). The model was simplified by excluding the
subthreshold adaptation dynamics. Spike-rate adaptation follows the approach presented
earlier (Chapter 4.2.4 Spike Frequency Adaptation), as the membrane potential 𝑉𝑚 and
adaptation current are described by the following equations:
𝐶𝑚

𝑉𝑚 −𝑉𝑡
𝑑𝑉𝑚
= −𝑔𝐿 (𝑉𝑚 − 𝐸𝐿 ) + 𝑔𝐿 Δ 𝑇 𝑒 Δ𝑇 − 𝐼𝑤 −𝐼𝑡𝑜𝑡 + 𝐼𝛽𝑗 + 𝐼𝑒𝑥𝑡
𝑑𝑡
𝑑𝐼𝑤
𝑑𝑡

=

−𝐼𝑤
𝜏𝐼𝑤

+ 𝑏𝛿(𝑡 − 𝑡𝑠𝑝 )
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The membrane voltage changes through incoming currents over the membrane capacitance 𝐶𝑚 .
A leak reversal potential 𝐸𝐿 drives a leak current through the conductance 𝑔𝐿 , and an upstroke
slope factor Δ 𝑇 determines the sharpness of the spike threshold 𝑉𝑡 . Spikes are followed by a
reset 𝑉𝑟 . Each spike increments the adaptation current by 𝑏, which decays with time constant
𝜏𝐼𝑤 . The model also features inhibitory basket cells, which connect via static synapses rather
than BCPNN synapses, so they feature neither an intrinsic excitability current 𝐼𝛽𝑗 nor spiketriggered adaptation. Besides an external input 𝐼𝑒𝑥𝑡 (see 6.3.7 Stimulation), neurons also receive
a number of different synaptic currents from other presynaptic neurons in the network (AMPA,
NMDA and GABA), which are summed at the membrane:
𝑠𝑦𝑛
𝑠𝑦𝑛
𝐼𝑡𝑜𝑡𝑗 (𝑡) = ∑ ∑ 𝑔𝑖𝑗 (𝑡) (𝑉𝑚𝑗 − 𝐸𝑖𝑗 ) = 𝐼𝑗𝐴𝑀𝑃𝐴 (𝑡) + 𝐼𝑗𝑁𝑀𝐷𝐴 (𝑡) + 𝐼𝑗𝐺𝐴𝐵𝐴 (𝑡)
𝑠𝑦𝑛 𝑖

(18)

Excitatory AMPA and NMDA synapses have a reversal potential 𝐸 𝐴𝑀𝑃𝐴 = 𝐸 𝑁𝑀𝐷𝐴 , while
inhibitory synapses drive the membrane potential toward 𝐸 𝐺𝐴𝐵𝐴 . In addition to BCPNN learning
(see next subsection), plastic synapses are also subject to synaptic depression (vesicle depletion,
as explained in 4.2.4 Spike Frequency Adaptation) following to the Tsodyks-Markram formalism
(Tsodyks & Markram 1997):
𝑑𝑒𝑝

𝑑𝑥𝑖𝑗

𝑑𝑡

𝑑𝑒𝑝

=

1−𝑥𝑖𝑗

𝜏𝑟𝑒𝑐

𝑑𝑒𝑝
𝑖
− 𝑈𝑥𝑖𝑗 ∑𝑠𝑝 𝛿(𝑡 − 𝑡𝑠𝑝
− 𝑡𝑖𝑗 )
𝑑𝑒𝑝

The fraction of synaptic resources available at each synapse 𝑥𝑖𝑗

(19)
is depleted by a synaptic

utilization factor (𝑈) with each spike transmission and decays with 𝜏𝑟𝑒𝑐 back towards its
𝑖
maximum value of 1. Every presynaptic input spike (at 𝑡𝑠𝑝
with transmission delay 𝑡𝑖𝑗 ) thus
evokes a transient synaptic current through a change in synaptic conductance that follows an
exponential decay with time constants 𝜏 𝑠𝑦𝑛 depending on the synapse type (𝜏 𝐴𝑀𝑃𝐴 ≪ 𝜏 𝑁𝑀𝐷𝐴 ).
𝑡−𝑡𝑖 −𝑡𝑖𝑗
𝜏𝑠𝑦𝑛

𝑠𝑦𝑛
𝑑𝑒𝑝
𝑠𝑦𝑛
𝑔𝑖𝑗 (𝑡) = 𝑥𝑖𝑗 (𝑡)𝑤𝑖𝑗 𝑒 −

𝑠𝑦𝑛

𝐻(·) denotes the Heaviside step function, and 𝑤𝑖𝑗

𝑖
𝐻(𝑡 − 𝑡𝑠𝑝
− 𝑡𝑖𝑗 )

(20)

is the peak amplitude of the conductance

transient, learned by the following Spike-based BCPNN Learning Rule.

6.3.4. Spike-based BCPNN Learning Rule
Plastic AMPA and NMDA synapses in Paper II and III are modeled with a spike-based version of
the Bayesian Confidence Propagation Neural Network (BCPNN) learning rule (Tully et al. 2014;
Tully et al. 2016; Wahlgren & Lansner 2001). For introductory purposes, we only highlight a few
key equations here. For a full derivation of the learning rule from Bayes rule, deeper biological
motivation, and proof of concept, see Tully et al. (2014). The full models E-trace which is critical
for allowing delayed reward learning (Berthet et al. 2012; Berthet et al. 2016) has been omitted
since such conditions are not applicable here. This is equivalent to setting the corresponding
time constant (E) to a very small value in the complete model.
Briefly, the BCPNN learning rule makes use of biophysically plausible local traces to estimate
normalized pre- and post-synaptic firing rates (referred to as pi, and pj respectively), as well as
coactivation (pij). Functionally, these traces are similar to Λ𝑖 , Λ𝑗 , Λ𝑖𝑗 of the rate-based model (see
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Chapter 6.2.2, Equations 9 and 10). As was shown earlier, these P-traces can be combined to
implement Bayesian inference, because connection strengths and MC activations have a
statistical interpretation (Sandberg et al. 2002; Fiebig & Lansner 2014; Tully et al. 2014).
Pre- and postsynaptic spike trains (𝑆𝑖 and 𝑆𝑗 respectively) are formally described as summed
Dirac delta pulses at spike times 𝑡 𝑖 and 𝑡𝑗 :
𝑖
𝑆𝑖 (𝑡) = ∑𝑠𝑝 𝛿(𝑡 − 𝑡𝑠𝑝
)

𝑗

𝑆𝑗 (𝑡) = ∑𝑠𝑝 𝛿(𝑡 − 𝑡𝑠𝑝 )

(21)

Two consecutive levels of exponentially weighted moving averages Z, and P smoothen the spike
train. An initial lowpass filter generates pre- and postsynaptic traces 𝑍𝑖 and 𝑍𝑗 :
𝑠𝑦𝑛 𝑑𝑍𝑖
𝑑𝑡

𝜏𝑧𝑖

=𝑓

𝑆𝑖

𝑚𝑎𝑥

− 𝑍𝑖 + 𝜀
∆𝑡

𝑠𝑦𝑛 𝑑𝑍𝑗
𝑑𝑡

𝜏𝑧𝑖

=𝑓

𝑆𝑗

𝑚𝑎𝑥 ∆𝑡

− 𝑍𝑗 + 𝜀

(22)

Equation 18 also achieves a linear normalizing transformation between the neuronal spike rate
∈ [𝑓𝑚𝑖𝑛 , 𝑓𝑚𝑎𝑥 ] and the probability space ∈ [ε, 1] , where ε represents the lowest attainable
probability estimate. The Z-trace of a neuron firing at 𝑓𝑚𝑎𝑥 rate will average to 1, while a
persistently silent neuron will have a Z-trace converging on 𝜀.
𝑠𝑦𝑛

𝑠𝑦𝑛

∆𝑡 denotes the spike event duration, pre- and post-synaptic time constants 𝜏𝑧𝑖 , 𝜏𝑧𝑗 are the
same but differ between AMPA and NMDA synapses:
𝜏𝑧𝐴𝑀𝑃𝐴
= 𝜏𝑧𝐴𝑀𝑃𝐴
= 5 𝑚𝑠, 𝜏𝑧𝑁𝑀𝐷𝐴
= 𝜏𝑧𝑁𝑀𝐷𝐴
= 150 𝑚𝑠
𝑖
𝑗
𝑖
𝑗

(23)

The larger NMDA time constant reflects the slower closing dynamics of NMDA-receptor gated
channels. Experimental findings suggest that NMDA kinetic properties vary 50-fold (40 - 2000
ms) depending on receptor subtype composition (Paoletti et al. 2013). In Paper II, we choose a
value on the higher end of 150 ms for the sake of consistency with a related model (Tully et al.
2016) and lowered that parameter to somewhat more defensible 100 ms for Paper III, yet the
dynamical difference between the two parameterizations is negligible. Activation and coactivation probabilities are estimated, based on filtered Z-traces:
𝜏𝑝

𝑑𝑃𝑖
𝑑𝑡

= 𝜅(𝑍𝑖 − 𝑃𝑖 ),

𝜏𝑝

𝑑𝑃𝑗
𝑑𝑡

= 𝜅(𝑍𝑗 − 𝑃𝑗 ),

𝜏𝑝

𝑑𝑃𝑖𝑗
𝑑𝑡

= 𝜅(𝑍𝑖 𝑍𝑗 − 𝑃𝑖𝑗 )

(24)

We make use of the learning rule parameter 𝜅 (Equation 20). It is usually 𝜅𝑛𝑜𝑟𝑚𝑎𝑙 =1, but simply
setting 𝜅 = 0 can switch off learning and fixate the network, because the P-traces, which
constitute a palimpsest memory will not change from their learned value. In the opposite case,
larger values may reflect the action of endogenous neuromodulators, e.g. dopamine acting on
D1 receptors, that signal relevance and thus modulate learning efficacy, temporarily boosting
plasticity. In Paper III in particular, we trigger a transient increase of plasticity concurrent with
external stimulation. The effect is the same as choosing a faster learning time constant and thus
relates to the fast changing PFC network of Paper I.
Tully et al. (2014) showed that Bayesian inference can be recast and implemented in a network
using the spike-based BCPNN learning rule. The prior activation level is here realized as an
intrinsic excitability of each postsynaptic neuron, which is derived from the post-synaptic firing
rate estimate pj and implemented in the NEST neural simulator (Gewaltig & Diesmann 2007) as
an individual neural current Iβj with scaling constant βgain .
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Iβj = βgain log(Pj ) (25)
Iβj is thus an activity-dependent intrinsic membrane current to the IAF neurons (see Neuron
Model), similar to the A-type K+ channel (Hoffman et al. 1997) or TRP channel (Petersson et al.
2011). Synaptic weights are modeled as peak amplitudes of the conductance transient (Equation
16) and determined from the logarithmic BCPNN weight, as derived from the P-traces with a
𝑠𝑦𝑛
synaptic scaling constant 𝑤𝑔𝑎𝑖𝑛 .
𝑠𝑦𝑛

𝑤𝑖𝑗

𝑃

𝑠𝑦𝑛

= 𝑤𝑔𝑎𝑖𝑛 log 𝑃 𝑖𝑗
𝑃

𝑖 𝑗

(26)

𝐴𝑀𝑃𝐴
𝑁𝑀𝐷𝐴
In our models, AMPA and NMDA synapses make use of 𝑤𝑔𝑎𝑖𝑛
and 𝑤𝑔𝑎𝑖𝑛
respectively. Their

ratio is the AMPA/NMDA amplitude ratio. Experimentally reported values vary considerably
(Myme et al. 2003). It has been shown that somewhat lower AMPA/NMDA ratios can be used in
a very similar model to learn sequences, as the longer synaptic time constants of the NMDA
receptor allows for the learning of temporal correlations between activation patterns (Tully et
al. 2016). The logarithm in Equation 26 is motivated by the Bayesian underpinnings of the
𝑠𝑦𝑛
learning rule, and means that synaptic weights 𝑤𝑖𝑗 multiplex both the learning of excitatory
and di-synaptic inhibitory interaction.
𝑠𝑦𝑛

The positive component of 𝑤𝑖𝑗

is here interpreted as the conductance of a monosynaptic

excitatory pyramidal to pyramidal synapse (Figure 37, plastic connection to the MC on the right),
while the negative component (Figure 37, plastic connection to the MC on the left) is interpreted
as being di-synaptic via a dendritic targeting and vertically projecting inhibitory interneuron like
a double bouquet and/or bipolar cell (Tucker 2002; Ren et al. 2007; Silberberg & Markram
2007; Kapfer et al. 2007). Such an interneuron would be local to a MC and targeted by several
incoming excitatory connections (Lundqvist et al. 2006).
Accordingly, all BCPNN connections with a negative weight use the GABAergic reversal potential
𝐸 𝐺𝐴𝐵𝐴 instead, as in previously published models. Model networks with negative synaptic
weights have been shown to be functionally equivalent to ones with both excitatory and
inhibitory neurons with only positive weights (Parisien et al., 2008). A recent experimental test
of our circuit architecture with additional double bouquet cells (4.1.2 Neurons) conclusively
confirmed that such an extension of the model can indeed abolish the learning of inhibitory
weights between excitatory cells in competing (i.e. non-coactive) MCs. The model can then
simply learn excitatory weights onto corresponding local inhibitory neurons (i.e. double
bouquet cells) without changing the previous models fundamental dynamics or learning ability
(Chrysanthidis et al. 2018). Because of the indirect modelling of some of the inhibition, our
network features a lower count of explicitly modeled inhibitory neurons (inhibitory basket cells
are modelled explicitly) than would be expected given the common 5:1 E:I ratio.

81

Chapter 6. Results and Discussion

6.3.5. General Network Architecture
Papers II and III feature one (Paper II) or several (Paper III) simulated cortical areas, each of
which feature a modular columnar architecture with only slightly different parameterizations.
We spread out simulated HCs on a small spatial grid. If the grid is non-compact (Paper III) this
constitutes a spatially distributed subsampling of columns from the extent of the represented
cortical area and can incur sizable conduction delays, which we model explicitly (Equation 27).

Figure 36: Schematic of the PFC network of Paper II. The
network is comprised of 16 HCs, spanning a 2.88 mm x
2.16 mm patch of the neocortex. Each HC contains 12
(differently colored) MCs, which are composed of 30
pyramidal cells in layers 2/3, that are preferentially
active for one of twelve stimulated activity patterns. For
one of these patterns (red), the figure indicates some of
the sparse long-range excitatory connections between
sub-sampled pyramidal cells of similar selectivity that
emerges after learning.
Each of the non-overlapping HCs has a diameter of 640 µm, comparable to estimates of cortical
column size (Mountcastle 1997), contains a number of basket cells, The pyramidal cell
population has been divided into several functional columns (MC), which constitutes another
sub-sampling from the roughly 100 MC per HC in biological cortex. We generally simulate 20
pyramidal neurons per MC to represent the layer 2 population of an MC, 5 cells for layer 3A, 5
cells for layer 3B, and another 30 cells for layer 4 (Petrides & Pandya 1999). Slightly different
parameterizations of this four-layer modular layout are used throughout Papers II and III.

6.3.6. Cortical Microcircuit
In the local microcircuit, pyramidal cells of all layers project laterally to basket cells within their
respective HC via AMPA-mediated excitatory projections with a connection probability of 70%
(i.e. connections are randomly drawn without duplicates until the target fraction of all possible
pre-post connections exist). In turn, they receive GABAergic feedback inhibition from basket
cells 70% that connect via static inhibitory synapses rather than plastic BCPNN synapses. This
strong loop implements a competitive soft-WTA subnetwork within each HC (Douglas & Martin
2004). Local basket cells fire in rapid bursts. This feedback inhibition induces alpha/beta
oscillations in the absence of attractor activity, and gamma when attractors are present and
active (cp. Figure 18,Figure 20 ).
Pyramidal cells in layer 2/3 form connections both within and across HCs at a connection
probability of 20%. These projections are implemented with plastic synapses and contain
parallel AMPA and NMDA receptor components, as explained in 6.3.4 Spike-based BCPNN
Learning Rule. Connections across columns and areas are sparse and may feature sizable
conduction delays due to the spatial distance between them.
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Figure 37: Schematic connectivity of the general network model. The probability of a connection
from a cell in the presynaptic population to the postsynaptic population is given by the percentages.
Plastic connections, implemented with dual AMPA and NMDA receptors, are affected by the spikebased BCPNN learning rule, as described in Chapter 6.3.4 Spike-based BCPNN Learning Rule. Each
HC dense fast feedback inhibition from basket cells shared across MCs in each HC.
Axonal delays 𝑡𝑖𝑗 between presynaptic neuron i and postsynaptic neuron j, are based on a
constant conduction velocity 𝑉 and the Euclidean distance between them (Equation 27).
Conduction delays are randomly drawn from a normal distribution with mean according to the
connection distance divided by conduction speed and with a relative standard deviation of 15%
of the mean in order to account for individual arborization differences. Further, we add a
𝑠𝑦𝑛
minimal conduction delay 𝑡𝑚𝑖𝑛
of 1.5 ms to reflect not directly modeled delays, such as diffusion
of transmitter over the synaptic cleft, dendritic branching, thickness of the cortical sheet, and the
spatial extent of cortical columns:
2

𝑡𝑖𝑗 =

2

√(𝑥𝑖 −𝑥𝑗 ) +(𝑦𝑖 −𝑦𝑗 )
𝑉

𝑠𝑦𝑛

+ 𝑡𝑚𝑖𝑛 𝑚𝑠

𝑡𝑖𝑗 ~ 𝑁(𝑡𝑖𝑗 , .15𝑡𝑖𝑗 )

(27)

Pyramidal cells in layer 4 project to pyramidal cells of layer 2/3, targeting 25% of cells within
their respective MC. Experimental characterization of excitatory connections from layer 4 to
layer 2/3 pyramidal cells have confirmed similarly high fine-scale specificity in rodent cortex
(Yoshimura & Callaway 2005) and in-turn, full-scale cortical simulation models without
functional columns have found it necessary to specifically strengthen these connections to
achieve defensible firing rates (Potjans & Diesmann 2014).

6.3.7. Stimulation and Memory Patterns
The term 𝐼𝑒𝑥𝑡 in Equation 17 subsumes specific and unspecific external inputs. To simulate
unspecific input from other areas and structures, such as upstream network inputs and other
cortical sources, pyramidal cells are continually stimulated with a zero mean noise background
throughout the simulation. Two independent Poisson sources connect onto all pyramidal
neurons, via small non-depressing conductances of +/-1.5 nS respectively. Depending on the
strength of this background, the resulting fluctuations in pyramidal membrane voltages evoke a
ground state with irregular low-rate spiking, alpha band (10-13 Hz) oscillations, or even the
random reactivations of previously learned attractors in powerful gamma burst.
Memory patterns are generally conjoint activations of one MC per HC, but we sometimes omit
half of this pattern to instead provide a partial cue of sorts. To activate an MC, we drive layer 2/3
pyramidal cells with an additional excitatory Poisson spike train to fire at about 20 Hz.
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6.3.8. Single-item memory encoding and free recall

Figure 38: Delayed free recall with one item. For the first second, the network is subject only to
uncorrelated background activity, inducing a ground-state baseline firing of 1.3 Hz in the pyramidal
cell population. From 1-2 sec, we additionally stimulate a subset of neurons (red, indicated by a bar
on top of the spike raster), activating one subpopulation (MC) per HC (also see Figure 36). After
stimulation offset, the network runs freely, driven only by uncorrelated background activity, enabling
it to reactivate the newly stored memory. The network stays plastic throughout. a: Spike raster of
basket cells in grey (sub-grouped by HC), pyramidal cells belonging to stimulated population in
orange and red, where the orange cells are stimulus-specific cells sub-sampled from the first HC, and
the red cells are all other cells belonging to the stimulated pyramidal population (sub-grouped by
HC). Some un-specific pyramidal cells are shown in blue (30 cells from each HC). b: Single-trial
averaged firing rate (15 ms bins) of the entire stimulated pyramidal population (red) and a local
subpopulation (MC0, orange) over time.
After a high noise initialization for 1 second, which produces beta range oscillations at a mean
population spike rate of 1.3 Hz, the network is stimulated with a specific memory pattern,
selecting one MC per HC. This increases firing in the stimulated population (red in Figure 38),
leading to rapid bursting of local basket cells (grey), which in turn inhibit all neurons in their
respective HC, resulting in lower firing of non-specific (blue) cells. More generally, the network
counterbalances increased activity in some MCs by a decrease of activity in neighboring
populations. The fast feedback inhibition also leads to fast local burst cycles during high-rate
activity. This can be seen best in the firing rate of the orange population, a single stimulusspecific MC. The evoked firing rate in the targeted population drops over the course of the
prolonged stimulation due to accumulating neural adaptation and synaptic depression. This
temporarily silences the population after stimulation offset (see red population between 2 s and
3 s), as opposed to the non-stimulated pyramidal population (blue), which however exhibits a
significant reduction in firing rate both during and after the stimulus, as it was indirectly
inhibited during stimulation and saw its intrinsic excitability decline.
About one second after stimulus offset, we observe brief, spontaneous reactivations, as the
originally stimulated MCs start to fire together again. Locally, these reactivations are gamma
oscillation bursts, as can be seen in the firing of an isolated stimulus-selective MC (orange trace
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in Figure 38). Stimulus-selective pyramidal cells inside each HC (and to a weaker extent
neighboring HCs) synchronize due to fast feedback-inhibition and short-connection delays in
excitatory associative connections. The pattern specific firing rate increase (of about 25 Hz)
during attractor reactivations is rather stable for the duration of the reactivation, indicating that
most HCs are out of phase with each other with respect to the fast oscillation (some spatially
limited degree of transient spike synchronization can be seen in bands of firing that cross
different HC during a fast oscillation cycle). After about 120 ms, the attractor self-terminates due
to synaptic depression and neural adaptation. When these have decayed back to lower levels
about a second later, we observe further spontaneous reactivations, resulting in a pattern of
repeated spontaneous attractor reactivations in discrete oscillatory bursts, very similar to
Lundqvist et al. (2011), but based on a different mechanism (Hebbian Short-Term Potentiation
instead of Facilitation) and as a result of new learning.
The exact onset and length of reactivations/bursts is somewhat random. Depending on
adaptation and synaptic depression variables, attractor activations can stretch out much longer.
Some tunings can produce strictly persistent activity (see Figure 42c, increasing burst length for
τrec , τ𝑤 < 200 𝑚𝑠). Intra- and inter-trial averaging reveals a reliable increase in the global firing
rate of the stimulus-specific population from 1.3 Hz (unspecific activity) before the stimulation
to 2.7 Hz after the stimulation (memory-specific periodic gamma bursting). The periodic reactivation ceases when the unspecific background activity is lowered below an attractor
activation threshold that depends on the strength of the prior encoding, because a certain
number of coincident spikes are necessary to trigger the learned cell assemblies reverberating
activity.

6.3.9. Behavioral Studies Comparison
To truly show what our memory model can explain and facilitate a direct comparison of
outcomes with human memory, we select two behavioral studies, so as to match the
experimental setup of the learning task and testing with our model.
Experimental Study A
The Betula Study (L.-G. Nilsson et al., 2010; L.-G. Nilsson et al., 1997) is a large prospective
cohort study on memory and health. It consists of a large battery of cognitive tests, among them
a task involving study and immediate free recall of a word-list, here referred to as Study A.
Participants studied a list of 12 unrelated nouns with the instruction of a free recall test after the
final word of the list. Words were presented auditorily at a rate of one item per 2 sec, leaving
some silence between words. Participants were instructed to recall orally as many words as
possible in any order they preferred during a period of 45 sec, in keeping with classical studies
of free recall (e.g., Murdock Jr, 1962). For details on the experimental data points used later on,
please refer to Lansner et al. (2013).
Experimental Study B
We also compare the behavior of our model with data from Gershberg & Shimamura (1994),
here referred to as Study B. English speaking subjects studied lists of 12 common nouns at a
presentation speed of 2 sec per word (same as Study A). After learning, different subgroups
were asked to either freely recall the items over the course of 30 sec, or to complete words
based on two- to three-letter word stems from the first or the second half of each word. Subjects
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were given 5 sec to complete each word. For details on the experimental data points used later
on, please refer to Gershberg & Shimamura (1994, Experiment 1, Fig. 1 and 2).

6.3.10. Multi-item WM with intermittent autogenic replay
After a brief initialization with uncorrelated noise (the last second of which is shown in Figure
39a – green shaded area), we successively stimulate the network with twelve patterns for one
second each, with inter stimulus intervals of 1 s. This replicates the stimulus pacing of
behavioral Study A and B. During the 1 s inter stimulus interval, the network can be seen to
autonomously reactivate memory patterns learned earlier. Typically, not the pattern just
stimulated/encoded though (which is still recovering from adaptation and depression), but a
variety of older patterns.

Figure 39: Multi-item WM with intermittent autogenic replay. Multi-trial averages in panels b-e are
computed over 200 simulations. a: The raster shows sub-sampled activity of two HCs, with neurons
sub-grouped by their respective MC (subsampling ten pyramidal neurons per MC). Basket cells are
shown in grey, while pyramidal cells are colored according to their pattern selectivity. An initial 20 s
ground state is shown, shaded in green. The first six seconds of the free recall period is shown,
shaded in blue. Unspecific background input and targeted stimulation is indicated by grey and
colored bars on top of the spike raster. b: Effective mean conductance between pyramidal cells in
MCpre and MCpost . Red shows strong excitatory connections, while blue denotes inhibition. MC0MC11 are subpopulations of HC0, while MC12-MC23 belong to HC1. c: Distribution of effective mean
synaptic conductances as measured before (shaded green) and after (shaded blue) learning. d: The
BCPNN learning rule changes the intrinsic excitability current. This plot shows the average bias
current for neurons belonging to the different patterns, as denoted by their color.
Over the course of the learning episode (ending by the vertical blue line in Figure 39a), the
network encodes statistical properties of the structured stimuli as well as the autogenic
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reactivation events. AMPA, NMDA, and GABA receptors establish a functional associative
network. Figure 39b shows strong associative weights between neurons in co-activated MCs
(corresponding to values near 4 nS in the blue shaded conductance distribution Figure 39c) and
inhibitory connections towards neurons in MCs participating in competing patterns (blue in
Figure 39b, and corresponding values near -6 nS in the blue shaded conductance distribution
Figure 39c). Patterns are sparse, so the network learns more di-synaptic inhibitory than
excitatory connections.
The mean intrinsic excitability current is stable near -180 pA after the initial unstructured input,
and has about the same value for all pyramidal neurons (green dashed line in Figure 39d), as
they were recently active to a similar degree. After stimulation, we observe that recently active
neurons feature a less negative bias current than neurons that have been silent for a long time.
Early patterns are more likely to reactivate between stimuli and thus re-encode themselves in
the network, and recent patterns were –well– recently active and thus encoded. This leads to a
peculiar U-shape in the trial-averaged intrinsic excitability of pyramidal neurons plotted against
the study position of the pattern they are selective for (multi-trial averaged blue line in Figure
39d).
Finally, we measure free recall by letting the network run freely without specific stimuli (45 s, 6
s of which are shown in Figure 39a – blue shaded area), and track the number of pattern
reactivations to compare the recall statistics with data from Experimental Study A.

6.3.11. Model Performance
Figure 40: Comparing memory
performance metrics between
simulation (200 simulation average)
and human performance in two
different word-list learning tasks
with free and cued recall. For
experimental setup and data of
panels a,b, see 6.3.9 Behavioral
Studies Comparison – Experimental
Study A. For experimental setup
and data of panels c,d, see 6.3.9
Behavioral Studies Comparison –
Experimental Study B. a: Serial
position recall curve, denoting the
likelihood of successful free recall
(45 sec) by the study position. b:
Conditional recall probability, as
measured by the distribution of
study position lag between
successively recalled memory items
in free recall. c: Serial position recall
curve in free recall over 30 sec. d:
Serial position recall curve in cued
recall.

87

Chapter 6. Results and Discussion
The computational model broadly recreates both the U-shaped serial position recall curve
(Figure 40a), as well as the peculiar Mexican-hat-shaped conditional recall probability (Figure
40b) found in Experimental Study A (L.-G. Nilsson et al., 2010; L.-G. Nilsson et al., 1997).
Just like subjects of the study, the model shows a slight propensity for sequential replay (as
indicated by increased transition probabilities with lag ±1). Transition probabilities also
increase for extreme lags because the U-shaped serial position curve makes transitions between
early and late items (i.e. large absolute lags) more likely than transitions to and from middle
position items.
Some memory patterns, while not recalled spontaneously in free recall, are nevertheless still
kept in memory and can be retrieved by stimulating with a cue. There are several possible ways
to test cued recall, also called pattern completion in the context of attractor memory models. In
keeping with the idea of modeling a 12-word list learning task, we can compare our model
performance against data from Gershberg & Shimamura (1994) (6.3.9 Behavioral Studies
Comparison – Experimental Study B). For a direct performance comparison, we adopt not only
the experimental study’s stimulation setup and timing (i.e. sequential training, 12 items, one
item per 2 sec), but also its metrics for free recall (i.e. 30 sec free recall, averaging free recall
performance of sequential pairs of learned items) and cued recall (i.e. testing each pattern
individually with a 5 sec recall time limit after each cue consisting of half-patterns, and adopt
their three-part division of serial position for recall curve plotting.
Notably, cued recall (Figure 40d) is much more likely to retrieve the pattern than free recall
(Figure 40c) in both experiment and model. Weak middle position patterns that have a free
recall probability of about 20-30%, yet can be recalled using an appropriate cue about 80% of
the time. There seems to be a recency effect in cued recall in the model, but as Gershberg &
Shimamura (1994) already pointed out, the ceiling effect distorts serial position analysis when
the task is too easy.

6.3.12. Potentially Plausible Potentials
What are the necessary conditions for attractor activity in modular cortical networks? Some of
them are certainly the necessary number of active synaptic inputs to each pyramidal neuron
participating in an active attractor, the magnitudes of post synaptic potentials (PSP) onto that
neuron, and their temporal coordination. To help address this question and validate our model,
we briefly take a look at the PSPs that stabilize the cortical attractors in our model.
After learning in the word 12-item list learning task, pyramidal neurons typically receive active
excitatory input from on average 96 presynaptic pyramidal cells in the same attractor
𝐿23
(𝑛𝐻𝐶 ∗ 𝑛𝑀𝐶
∗ 𝑝𝑃−𝑃 = 96). To drive the cell as part of an attractor, these connections need to
become sufficiently strong through fast Hebbian learning. Are the resulting synaptic weights
biophysically plausible? To look at the post-synaptic potentials (PSPs) underlying successful
attractor activation in our model, we recorded the membrane potential of neurons participating
in free recall, so we knew that incoming recurrent connectivity was sufficiently strong for
reactivation.
In three separate scenarios we excited particular presynaptic neurons to spike at 40 Hz. Because
of the ongoing background input and network activity, postsynaptic activity fluctuates between
reset voltage and spiking activity, so we obtained isolated PSP by averaging several hundred
recorded post-synaptic traces. We know that attractors are typically active less than 200 ms, so
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the inset in Figure 41 implies that a peri-stimulus EPSP of 1.5 mV magnitude is apparently
sufficient for attractor activity in our model. Thomson (2002) measured EPSPs of local layer 2/3
pyramidal-pyramidal cell connections in rat cortex at 1.7 ± 1.3 mV, while long range connections
have been estimated to be one order of magnitude weaker (Gilbert et al. 1990).

Figure 41: Average post-synaptic potential of a pyramidal neuron under a 40 Hz presynaptic spike
train from either a presynaptic neuron also in the same MC (red), a presynaptic neuron in another
MC in the same HC (blue), or a local basket cell (grey). Synapses may depress, so the peristimulus PSP
magnitude (Inset) depends on the duration of the 40 Hz input (25 ms inter spike interval). At the
ground state near –67 mV, EPSP (red) amplitudes are initially large, but quickly depress after just a
few spikes. At ground state, di-synaptic inhibition amplitude (blue) is only -0.2 mV. Strong inhibition
incurred from a presynaptic basket cells (grey) does not depress.
Because the temporal coordination of EPSPs is crucial in attractor operation, it is worthwhile
pointing out that intra-minicolumnar connection delays in this model (1.5 ± 0.23 ms, see
Methods - Spatial Organization) are also very similar to those reported by Thomson (2002)
between layer 2/3 pyramidal neurons (1.5 ± 0.3 ms). Furthermore, our model’s connection
probability (𝑝𝑃−𝑃 = 0.2) is similar to values reported by Yoshimura & Callaway (2005), and only
slightly lower than the 0.25 connection probability between local layer 2/3 pyramidals reported
by Thomson, (2002).
Our disynaptic-IPSPs (blue) show a mean amplitude of just 0.2 mV at a membrane potential of 66.8 mV. As the postsynaptic neuron comes closer to the firing threshold, this amplitude will
double to about 0.4 mV (not shown here). Thomson (2002) measured interneuron-pyramidal
IPSPs at such higher membrane voltage between -55 mV and -65 mV and recorded amplitudes of
0.65 ± 0.44 mV. Beside these regular spiking non-pyramidal interneurons, there are also local,
horizontally projecting basket cells. The most effective inhibition in our model comes from these
cells, featuring an average constant IPSP magnitude of 1.61 mV, as their connections are not
depressing. Thomson et al.(1996) reported corresponding IPSP magnitudes of 1.65 ± 0.32 mV in
rat cortex. Basket cells are relatively few and their inhibition needs to be strong enough to
counter active attractor EPSPs, to generate gamma oscillations.

89

Chapter 6. Results and Discussion

6.3.13. Electrophysiological Dynamics of Attractor Activations
The nested fast oscillation bursts that accompany reactivating memories in the model provoke
an immediate comparison with recent experimental work (Lundqvist et al. 2016) linking
transient gamma burst dynamics in macaque PFC with performance during multi-item WM
tasks. To better understand the critical role of memory-load and the time constants of synaptic
depression and neural adaptation of the model (τrec, τ𝑤 ), we collect further statistics on these
events (see Figure 39).

Figure 42: Reactivation statistics recorded over 104 ms memory delay periods in 100 trials. a:
Increasing the time constants of synaptic depression and neural adaptation of the model (τrec, τ𝑤 ,)
shifts the distribution of interburst intervals in a memory network storing a single attractor to longer
periods of intermittent silence. b: Probability density of interburst intervals as a function of memory
load, denoting the number of trained patterns (not necessarily recalled). c: Mean burst length of a
single-item memory as a function of co-varied τrec, τ𝑤 . d: Gamma burst length as a function of
memory load. e: Gamma burst rate as a function of co-varied τrec, τ𝑤 . f: Gamma burst rate as a
function of memory load.
Because of parallel encoding, we observe a load-dependent increase of discrete burst events up
to a capacity limit of 5-6 items. The mean burst rate increases from about 1 burst/s for the
single-item memory to 3.8 bursts/s in the 12-item condition (Figure 42f). We predict that such
an increase is proportional to the number of items when the load is low, but quickly saturates at
the capacity limit of 5-6 items. Similar load-dependent proliferations of brief gamma burst
events have been predicted by a related model (Lundqvist et al. 2011) and found in experiments
(Axmacher et al. 2007; Lundqvist et al. 2016). For example, Lundqvist et al. recorded a loaddependent increase in mean burst rate from 3 bursts/s to 4.5 bursts/s (Pawel Herman, personal
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communication) when load was increased from two to three items. Our model predicts a very
broad distribution of inter-burst intervals at this exact memory load (Figure 42b), providing a
possible explanation for their failure to isolate a slow burst-rate modulating frequency. In
confirmation of model observations made by Lundqvist et al.(2010), we observe that the overall
network size plays an important role for the stability of the fast local oscillatory regime. Diverse
delays of long-range connections establish out-of-phase excitation, which is critical to reactivate
populations after triggered local feedback.
Attractor lifetime and the interval between activations in our model is highly dependent on the
magnitudes and time constants for spike-triggered synaptic depression and neural adaptation
(Figure 42a,c,e). Limited attractor lifetime allows for concurrent encoding of multiple memory
items and reduced interference between them. This may also reduce total energy expenditure
when compared to persistent activity, as action potentials and their postsynaptic effects account
for ~80% of the estimated energy budget of the brain (Attwell & Laughlin 2001).

6.3.14. Conclusion (Paper II)
Paper II successfully bridges computational neuroscience from the synaptic learning model and
electrophysiological dynamics to cognitive memory outcomes by simultaneously matching
observations on both ends of the investigative spectrum and relating them to each other. We can
positively affirm all but the last of the main questions laid out 6.4.1.
The fast Hebbian plasticity implemented by the BCPNN learning rule delivers rapid encoding, yet
learns synaptic weights that yield apparently plausible PSPs (6.3.12 Potentially Plausible
Potentials). Structured input can reshape connectivity at any point in time. Newly formed
attractors are immediately subject to known associative memory dynamics, such as pattern
completion, rivalry, perceptual blink, reactivation dynamics with fast oscillation bursting, etc.
The findings of our model clearly support the hypothesis that WM maintenance and reactivation is manifest in discrete oscillatory bursts rather than sustained activity, in agreement
with recent experimental work (Lundqvist et al. 2016). Global attractor activations (mean length
120 ms) are composed of near-simultaneous local gamma bursts cycles (Figure 42c), that are
out-of-phase with each other. Pyramidal cells in local MCs spike synchronously 3-5 times over a
window of ~100 ms, whereas Lundqvist et al. (2016) reported five fast cycles per gamma burst
with a combined length of 76 ms. Interestingly, just such discrete gamma bursts were found to
be optimal for the induction and maintenance of STP in experiments (Park et al. 2014), see
Chapter 4.3.7 Fast Hebbian Plasticity. While the burst rate of the model (i.e. gamma bursts per
second) is somewhat lower than these recordings, it quickly increases with memory load as in
the experimental data.
The model can explain activity-silent memory, because unlike facilitation–based models, the
Hebbian synaptic changes actually decay in an activity-dependent manner. Periods of activity
silence (which can be achieved by simply lowering the background excitation) actually preserve
the memory. This also explains evidence of sudden reemergence of memory signals upon
unspecific stimulation. Network-wide unspecific stimulation can, in fact, drive replay of stored
patterns.
The model can match average human performance in a 12-item word-list learning task (6-8
words are freely recalled). Key to understanding the model function on the larger scale, is the
intermittent autogenic replay, which may be aptly described as a form of competitive memory
91

Chapter 6. Results and Discussion
refresh, or STM consolidation, and in the context of word-list learning even likened to the
phonological loop. It increases the memory capacity and dynamic complexity of the model.
Primacy and recency are prominent, as the U-shaped pattern recall probability curve (Figure
40a) shows. Though qualitatively similar in function, it adds much more biological
detail/plausibility to an earlier rate based model (Lansner et al 2013). Various recognition
modes and variations of the learning task are supported by the model and yield results broadly
in agreement with cognitive science.
In the multi-trial average, our model still predicts a substantial increase in the averaged firing
rate of selective neurons during the delay period (roughly double the baseline rate).

6.3.15. Discussion (Paper II)
To understand the peculiar U-shape in the positional recall curve (Figure 40a), it is important to
recognize that the autogenic memory refresh constituted by the fast oscillation bursts is a
competitive process (similar to the competitive long-term consolidation we observed in Paper I).
The network is highly plastic, so intermittent reactivations are necessary for successful
maintenance of any pattern that was not stimulated recently. Early patterns face less
competition, so it is likely that they can establish themselves in the network through repeated
reactivations, which in-turn promotes further reactivations and eventual free recall. Late
patterns do not even need to reactivate before successful recall. Middle patterns fare worst
because they need a few reactivations to survive ongoing activity and noise until the free recall
testing, but face stiff competition from earlier patterns with often higher excitability. At most,
three to four attractors can reactivate in the short time between externally driven pattern
stimulations. Similar to cognitive models of WM, our spiking implementations thus predicts a
collapse of primacy for faster presentation rates.
In a review of experimental WM delay activity findings, Shafi et al.(2007) concluded that the
overall increase in firing rate of stimulus-selective cells is generally small (<5 Hz), such as a 1.78
Hz increase (+54% above baseline) in delay-activated cells in PFC during a visual single-item
delayed match to sample task with an 18 sec delay following the stimulus (Quintana et al. 1988).
Despite its brief burst activations with ample silence in-between, our model still shows an
increase in the mean firing rate of eventually recalled patterns from 1.3 Hz at baseline to 2.7 Hz
after learning, while not successfully recalled patterns show a strong reduction in overall spiking
activity during the memory delay.
Particular for the 1-item memory task, there are tunings of the model that yield more strictly
persistent activity (e.g. Figure 42c, τrec , τw < 200 𝑚𝑠), so the synaptic theory of working memory
and the older paradigm of persistent activity are not entirely incompatible and may, in fact, be
shown to complement each other once we understand them better. Implementation of
distributed parameter values (rather than cloned parameter values based on a model fit to
average biological observations) may, in fact, lead to mixed forms of delay activity within the
same model. WM activity is complex and the field still needs better statistical analysis and more
advanced neural network models to capture it.
6.4. Paper III: An Indexing Theory for Working Memory based on fast Hebbian Plasticity
Computational models of WM have so far focused mainly on its STM aspects, explained either by
means of persistent activity (Funahashi et al. 1989; Goldman-Rakic 1995; Camperi & Wang
1998; Compte et al. 2000) or more recently fast synaptic plasticity (Mongillo et al. 2008; Fiebig &
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Lansner 2017) as the underlying neural mechanism. However, an equally important aspect of
WM is the dynamic interaction between STM and LTM, i.e. its ability to activate or “bring online”
a small set of task relevant LTM representations. This enables very prominent and complex
cognitive phenomena, which have been characterized extensively in experiments on humans as
well as animals. Nevertheless, the underlying neural mechanisms still remain elusive.
So here we present a large-scale spiking neural network model of WM and focus on investigating
the neural mechanisms behind these critical STM-LTM interactions. In this context, we introduce
a cortical indexing theory, inspired by the predecessor hippocampal memory indexing theory
(Teyler & DiScenna 1986) originally proposed to account for the hippocampus’s role in storing
episodic memories (Teyler & Rudy 2007), see 5.1.2 The Hippocampal Memory Indexing Theory.
The core idea of our theory rests on the concept of cell assemblies formed in the PFC as “indices”
that link LTM representations. Our model comprises a subsampled PFC network model of STM
that is reciprocally connected with two LTM component networks representing different
sensory modalities (e.g. visual and auditory) in temporal cortical areas. This new model builds
on and extends our recent PFC-dependent STM model of human word-list learning (Fiebig &
Lansner 2017) and it employs the same fast Hebbian plasticity as a key neural mechanism,
intrinsically within PFC and in addition in PFC backprojections that target temporal LTM stores.
We hypothesize that activity in parieto-temporal LTM stores targeting PFC via fixed patchy
synaptic connections triggers an activity pattern in PFC, which is rapidly connected by means of
fast Hebbian plasticity to form a cell assembly displaying attractor dynamics. The connections in
backprojections from PFC to the same LTM stores are also enhanced and connects specifically
with the triggering/indexing cell assemblies there. Transiently formed cell assemblies in PFC
may thus index and temporary bind these LTM representations.

6.4.1. Main Questions:
1. Can we functionally integrate our successful STM model account of WM activity in PFC
(i.e. Paper II) with LTM stores in parieto-temporal cortex? I.e. Can we demonstrate its
ability to activate or “bring online” a small set of task relevant LTM representations?
2. How robust is such a WM? What assumptions are necessary to facilitate a flexible multiitem, cross-modal WM that maintains a small set of activated task relevant LTM
representations and associations and how does it update its contents?
3. If fast Hebbian plasticity in PFC is a possible WM mechanism that enables the rapid
formation of transient attractors, as Paper II suggests, then how do we propose member
neurons of these highly dynamic cell assemblies in PFC actually get selected? What is the
functional significance of laminar specificity in PFC-targeting long-range projections?
4. How should we understand PFC function in the context of an “activated LTM”?
5. Can the temporal dynamics of bottom-up encoding and top-down frontal executive
control in WM tasks be explained by such a multi-area model account of WM?
6. What can such a model say about corticocortical connectivity requirements? How many
connections are needed for executive PFC control of distant LTM assemblies?
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6.4.2. Architecture

Figure 43: Schematic from Paper III, showing of model connectivity within and across representative
STM and LTM areas in macaque. STM features 25 HCs, whereas LTMa and LTMb both contain 16
simulated HCs. Each network spans several hundred mm² and the simulated columns constitute a
spatially distributed subsample of biological cortex, defined by conduction delays. Pyramidal cells in
the simulated supragranular layers form connections both within and across columns. STM features
an input layer 4 that shapes the input response of cortical columns, whereas LTM is instead
stimulated directly to cue the activation of previously learned long-term memories. Additional
corticocortical connections (feedforward in brown, feedback in dashed blue) are sparse (<1%
connection probability) and implemented with terminal clusters (rightmost panels) and specific
laminar connection profiles (bottom left). The connection schematic illustrates laminar connections
realizing a direct supragranular forward-projection, as well as a common supragranular
backprojection. Layer 2/3 recurrent connections in STM (dashed green) and corticocortical
backprojections (dashed blue) feature fast Hebbian plasticity.
The model architecture of Paper III (see Figure 43) simulates three cortical patches with
significant biophysical detail: an STM and two LTM networks (LTMa, LTMb), representing PFC
and parieto-temporal areas, respectively. The computational network model used here
represents a detailed modular cortical microcircuit architecture in line with previous
models(Tully et al. 2016; Lundqvist et al. 2006). In particular, the model is built upon a recent
STM model(Fiebig & Lansner 2017). The associative cortical layer 2/3 network of that model
was sub-divided into layers 2, 3A, and 3B and extended with an input layer 4 and corticocortical
connectivity to LTM stores in temporal cortical regions. This large, composite model synthesizes
many different anatomical and electrophysiological cortical data and produces complex output
dynamics. We specifically focus on the dynamics of memory specific subpopulations in the
interaction of STM and LTM networks.
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6.4.3. Preloaded LTM
The model architecture of Paper III (see Figure 43) includes two LTM stores. These follow the
same cortical microcircuit structure (Figure 37), and each encode a number of lasting
orthogonal memories in the form of sparse attractors (one active MC per HC). In principle, these
can be learned by repeated stimulation, in practice, the synaptic matrix is preloaded from a
trained network, because LTMs are, by definition, not changing in the fast context of a WM task,
so we disable their plasticity right after loading (i.e. setting k=0 in Equation 24).

6.4.4. Corticocortical Connectivity
Paper III features several cortical areas, interconnected via supragranular feedforward and
feedback pathways, as inspired by recent characterizations of such pathways by Markov et al.
(2014) between cortical areas that are at a medium distance in the cortical hierarchy (see 4.1.4
Cortical Pathways, and Hierarchy). The approximate cortical distance between Inferior
Temporal Cortex (ITC) and dlPFC in macaque (i.e. the physical pathway length, not the distance
between hierarchy levels) is about 40 mm. Distributed conduction delays in our model average
just above 20 ms between these areas due to an axonal conduction speed of 2 m/s (Girard et al.
2001; Thorpe & Fabre-Thorpe 2001; Caminiti et al. 2013), see Equation 27.
In the forward path, layer 3B cells in LTM project towards STM (Figure 43). We do not draw
these connections one-by-one, but as branching axons targeting 25% of the pyramidal cells in a
randomly chosen MC (the chance of any layer 3B cell to target any MC in STM is only 0.15%).
The resulting split between targets in layer 2/3 and 4 is typical for feedforward connections at
medium distances in the cortical hierarchy (Markov et al. 2014) and has important functional
implications for the model. To increase the information contrast in the forward response and
balance the total current delivered to STM, we also branch off some di-synaptic inhibition (see
Paper III and Chrysanthidis et al. (2018) for further detail). Simultaneous inputs to STM add in
non-trivial ways, as excitation and inhibition from several inputs can interfere with each other to
evoke a unique STM activation pattern. This way of drawing random forward-projections retains
a degree of functional specificity due to its spatial clustering and yields patchy sparse forwardprojections with a resulting inter-area connection probability of only 0.0125%.
Long feedback pathways across the cortical hierarchy are dominated by infra-granular
projections (projections from large cells in layer 5 and 6), yet especially between association
cortices and at short and medium range there are also reciprocal projections from layer 3A cells
to the cortical areas below (Markov et al. 2014). In our model, we draw sparse plastic
connections from layer 3A cells in STM to layer 2/3 cells in LTM: branching axons target 25% of
the pyramidal cells in a randomly chosen HC in LTM, again simulating a degree of axonal
branching found in the literature (Zufferey et al. 1999). Using this method, we obtain biologically
plausible sparse and structured feedback projections with an inter-area connection probability
of 0.66%, which – unlike the forward pathway – do not have any built-in MC-specificity, but may
develop such through activity-dependent plasticity.
Notably LTMa and LTMb have no direct pathways connecting them in our model because
plasticity of biological connections is deemed too slow (LTP timescale) to make a difference in
WM dynamics. This arrangement also guarantees that any binding of long-term memories across
LTM areas must be the result of interaction via STM instead.
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6.4.5. Forward activation of PFC
Unlike LTM, STM is not initialized with any pre-encoded attractors, but can be driven by the
powerful oscillation bursts in LTM through the corticocortical connectivity (see Figure 43, and
particularly Chapter 6.4.4 Corticocortical Connectivity).

Figure 44: Basic Network behavior in spike rasters and population firing rates. A: Subsampled spike
raster of STM (top) and LTM (middle) following the sequential activation of five different LTM
memory patterns, triggered via specific memory cues in LTM at times marked by the vertical dashed
lines. Bottom: The five stimuli to LTM (colored boxes) and modulation of STM plasticity (black line).
LTM spike raster samples layer 2/3 activity from one selective MC per activated pattern (colors
indicate different patterns). STM spike raster samples layer 2/3 activity of one HC in STM. STM spikes
are colored according to each cells dominant pattern-selectivity B: LTM-to-STM forward dynamics as
shown in population firing rates of STM and LTM activity following LTM-activation induced by a 50
ms targeted stimulus at time 0. LTM-driven activations of STM are characterized by a feedforward
delay (FF). Shadows indicate the standard deviation of 100 peri-stimulus activations in LTM (blue)
and STM with plasticity (orange) and without intrinsic plasticity (dashed, dark orange). Horizontal
bars indicate the activation half-width. Onset is denoted by vertical dashed lines. The stimulation of
LTM and activation of plasticity is denoted underneath.
As a demonstration of this, five different LTM memory patterns are triggered by brief cues,
accompanied by an upregulation of STM plasticity (Figure 44A). To indicate the spatio-temporal
structure of evoked activations in STM, we also show a simultaneous subsampled STM spike
raster (Figure 44A top). STM activations are sparse (ca 5%), but despite this nearby cells (in the
same MC) often fire together. The distributed, patchy character of the STM response to memory
activations is shaped by branching forward-projections from LTM layer 3B cells, which tend to
activate close-by cells. STM input layer 4 receives half of these corticocortical connections and
features high fine-scale specificity in its projections to layer 2/3 pyramidal neurons, which
furthers recruitment of local clusters with shared selectivity. STM cells initially fire less than
those in LTM because the latter received a brief, but strong activation cue and have strong
recurrent connections if they code for the same embedded memory pattern. STM spikes in
Figure 44A are colored according to the cells’ dominant memory pattern selectivity, which
reveals that STM activations are mostly non-overlapping as well. Unlike the organization of LTM
with strictly non-overlapping memory patterns, MC activity in STM is not necessarily exclusive
to any given input pattern, but nearby cells often still have similar pattern selectivity. This is not
only an effect of competition via basket cell feedback inhibition, but also a result of short-term
dynamics, such as neural adaptation and synaptic depression. Neurons that have recently been
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activated by a strong, bursting input from LTM are refractory and thus less prone to spike again
for some time thereafter, further reducing the likelihood of activating overlapping STM
activation patterns. Figure 44B shows a peri-stimulus population firing rate of both STM and
LTM networks (mean across 100 trials with five triggered memories each). There is a bottom-up
response delay between stimulus onset at t=0 and LTM activation, as well as a substantial
forward delay (scrutinized in more detail later on). Oscillatory activity in STM is lower than in
LTM mostly because the untrained STM lacks strong recurrent connections. It is thus less
excitable, and therefore does not trigger its basket cells (the main drivers of fast oscillations in
our model) as quickly as in LTM. Fast oscillations in STM and the amplitude of their theta-like
envelope build up within a few seconds as new cell assemblies become stronger (e.g. Figure
45A). As seen in Figure 20, bursts of co-activated MCs in LTM can become asynchronous during
activation. Dispersed forward axonal conduction delays further decorrelate this gamma-like
input to STM. Activating strong plasticity in STM (𝜅 = 𝜅𝑝 , Table 1) has a noticeable effect on the
amplitude of stimulus-locked oscillatory STM activity after as little as 100 ms (cf. Figure 44B,
STM).

6.4.6. Multi-Item Working Memory
In Figure 44A, we saw pattern-specific subpopulations in STM emerging from feedforward input.
Modulated STM plasticity allows for the quick formation of rather weak STM cell assemblies
from one-shot learning. When we include plasticity in the STM backprojections, these assemblies
can also serve as an index for specific memories.
Their recruitment is temporary, but they can act as top-down control signals for memory
maintenance and retrieval. STM backprojections with fast Hebbian plasticity can index multiple
activated memories in the closed STM-LTM loop. In Figure 45A, we show autogentic network
activity following targeted activation of five LTM memories (Spike raster in Figure 46). Under
an increased unspecific noise-drive, STM cell assemblies formed during the brief plasticitymodulated stimulus phase (cf. Figure 44A), may activate spontaneously. These brief bursts of
activity are initially weak and somewhat different from the theta-like cycles of repeated fast
bursting seen in LTM attractor activity.
STM recurrent connections remain plastic (𝜅 = 1) throughout the simulation, so each
reactivation event further strengthens memory-specific cell assemblies in STM. As a result, there
is a noticeable ramp-up in the strength of STM pattern-specific activity over the course of the
delay period (cf. increasing burst length and amplitude in Figure 45A). STM backprojections are
also plastic and thus acquire memory specificity from STM-LTM co-activations, especially during
the initial stimulation phase. Given enough STM cell assembly firing, their sparse but potentiated
backprojections can trigger associated memories. Weakly active assemblies may fail to do so. In
the example of Figure 45A, we can see a few early STM reactivations that are not accompanied
(or quickly followed) by a corresponding LTM pattern activation (of the same color) in the first
two seconds after the plasticity-modulated stimulation phase. When LTM is triggered, there is a
noticeable feedback delay (Figure 45C), which we will scrutinize later on.
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Figure 45: Encoding and feedback-driven reactivation of LTM. A: Firing rates of pattern-specific
subpopulations in STM and LTM during encoding and subsequent maintenance of five memories. Just
as in the plasticity-modulated stimulation phase shown in Figure 44A, five LTM memories are cued
via targeted 50 ms stimuli (shown underneath). Plasticity of STM and its backprojections is again
elevated six-fold during the initial memory activation. Thereafter, a strong noise drive to STM causes
spontaneous activations and plasticity induced consolidation of pattern-specific subpopulations in
STM (lower plasticity, 𝜿 = 𝟏). Backprojections from STM cell assemblies help reactivate associated
LTM memories. B: Updating of WM. Rapid encoding and subsequent maintenance of a second group
of memories following an earlier set. The LTM spike raster shows layer 2/3 activity of one LTM HC
(MCs separated by grey horizontal lines), the population firing rate of pattern-specific subpopulations
across the whole LTM network is seen above. Underneath we denote stimuli to LTM and the
modulation of plasticity, 𝜿, in STM and its backprojections. C: STM-to-LTM loop dynamics during a
spontaneous reactivation event. STM-triggered activations of LTM memories are characterized by a
feedback delay and a second peak in STM after LTM activations. Horizontal bars at the bottom
indicate activation half-width. Onset is denoted by vertical dashed lines.
Cortical feedforward and feedback pathways between LTM and STM form a loop, so each LTM
activation will again feed into STM, typically causing a second peak of activation in STM 40 ms
after the first (Figure 45C). The forward delay from LTM to STM, that we have seen earlier in the
stimulus-driven input phase, is still evident here in this delayed secondary increase of the STM
activation following LTM onset, which also extends/sustains the STM activation and helps
stabilize memory-specific STM cell assemblies and their specificity. This effect may be called
auto-consolidation and it is an emergent feature of the plastic STM-LTM loop in this model. It
happens on a timescale governed by the unmodulated plasticity time constant (𝜅 = 1, 𝜏𝑝 = 5 𝑠,
see Equation 24). After a few seconds, the network has effectively stabilized and typically
maintains a small set of 3-4 activated long-term memories. The closed STM-LTM loop thus
constitutes a functional multi-item WM.
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Figure 46: Encoding and feedback-driven reactivation of long-term memories. Subsampled spike
raster of STM (top) and LTM (bottom) during encoding and subsequent maintenance of five
memories (the first pattern is not maintained in this simulation). During the initial plasticitymodulated stimulation phase, five LTM memories are cued via targeted 50 ms stimuli (shown
underneath). Plasticity of STM and its backprojections is modulated during this initial memory
activation (cf. Figure 20A). Thereafter, a strong noise drive to STM causes spontaneous activations
and plasticity-induced consolidation of pattern-specific subpopulations in STM. Backprojections
reactivate associated LTM memories. Top: STM spike raster shows layer 2/3 activity in a single HC.
MCs are separated by grey horizontal lines. STM spikes are colored according to each cell’s dominant
LTM pattern-correlation, similar to Figure 2D. Bottom: LTM spike raster only shows the activity of
five coding MC in a single LTM HC, but indicates the activation of distributed LTM memory patterns.
LTM spikes are colored according to the pattern-specificity of each cell.
A crucial feature of any WM system is its flexibility, and Figure 45A highlights an example of
rapid updating. The maintained set of activated memories can be weakened by stimulating yet
another set of input memories. Generally speaking, earlier items are reliably displaced from
active maintenance in our model if activation of the new items is accompanied by the same
transient elevation of plasticity (𝜅𝑝 /𝜅𝑛𝑜𝑟𝑚𝑎𝑙 , Table 1) used during the original encoding of the first
set of memories.
In line with earlier results from Paper II, cued activation can usually still retrieve previously
maintained items. The rate of decay for memories outside the maintained set depends critically
on the amount of noise in the system, which erodes the learned associations between STM and
LTM neurons as well as STM cell assemblies. We note that such activity-dependent memory
decay is substantially different from time-dependent decay, as in Mi et al. (2017).

6.4.7. Multi-modal, Multi-item Working Memory
The closed STM-LTM loop system can flexibly bind co-active pairs of long-term memories from
different modalities (LTMa, LTMb). As both LTM activations trigger cells in STM via feedforward
projections, a unique joint STM cell assembly with shared pattern-selectivity is created.
Forward-activations include excitation and inhibition (see Chapter 6.4.4) and combine nonlinearly with each other and with prior STM content. Figure 47 illustrates how this new index
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then supports WM operations, including delay maintenance through STM-paced co-activation
events and stimulus-driven associative memory pair completion. The three columns of Figure 47
illustrate three fundamental modes of the closed STM-LTM loop: Stimulus-driven encoding, WM
maintenance, and associative recall. The top three rows show sampled activity of a single trial
whereas the bottom row shows multi-trial averages.

Figure 47: Population firing rates of networks and memory-specific subpopulations during
three different modes of network activity. Top-Half: Exemplary activation of three memories
(blue, green, red respectively) in STM (1st row), LTMa (2nd row), and LTMb (3rd row) during
three different modes of network activity: The initial association of pairs of LTM memory
activations in STM (left column), WM Maintenance through spontaneous STM-paced activations
of bound LTM memory pairs (middle column), and cue-driven associative recall of previously
paired stimuli (right column). Bottom-Half: Multi-trial peri-stimulus activity traces from the
three cortical patches across 100 trials (495 traces, as each trial features 5 activated and
maintained LTM memory pairs and very few failures of paired activation). Shaded areas indicate
a standard deviation from the underlying traces. Vertical dashed lines denote mean onset of each
network’s activity, as determined by activation half-width, also denoted by a box underneath the
traces. Error bars indicate a standard deviation from activation onset and offset. Mean peak
activation is denoted by a triangle on the box, and shaded arrows to the left of the box denote
targeted pattern stimulation of a network at time 0. As there are no external cues during WM
maintenance (aka delay period), we use detected STM activation onset to align firing rate traces
of 5168 STM-paced LTM-reactivations across trials and reactivation events for averaging. White
arrows annotate feedforward (FF) and feedback (FB) delay, as defined by respective network
onsets.
During stimulus-driven association, we co-activate memories from both LTMs by brief 50 ms
cues that trigger activation of the corresponding memory patterns. The average of peri-stimulus
activations reveals a 45 ± 7.3 ms LTM attractor activation delay, followed by a 43 ± 7.8 ms
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feedforward delay (only half of which is explained by axonal conduction time due to the spatial
distance between LTM and STM) from the onset of the LTM activations to the onset of the inputspecific STM response (Figure 48 top-left and bottom-left).
During WM maintenance, a 10 s delay period, paired LTM memories reactivate together. Onset
of these paired activations is a lot more variable than during cued activation with a feedback
delay mean of 41.5 ± 15.3 ms, mostly because the driving STM-activations are of variable size
and strength.
Following the maintenance period, we test the memory system’s ability for associative recall. To
this end, we cue LTMa, again using a targeted 50 ms cue for each memory, and track the systems
response across the STM-LTM loop. We compute multi-trial averages of peri-stimulus
activations during recall testing (Figure 47 bottom-right ). Following cued activation of LTMa,
STM responds with the related joint cell assembly activation as the input is strongly correlated
to the learned inputs as a result of the simultaneous activation with LTMb earlier on. Similar to
the mnemonic function of an index, the completed STM pattern then triggers the associated
memory in LTMb through its backprojections. STM activation now extends far beyond the
transient activity of LTMa because STM recurrent connectivity and the STM-LTMb
backprojection re-excite it. Temporal overlap between associated LTMa and LTMb memory
activations peaks around 125 ms after the initial stimulus to LTMa.

Figure 48: Comparison of key activation delays during associative recall in model and experiment
following a cue to LTMa. Top-Left: Feedforward delay distribution in the model, as defined by the
temporal delay between LTMa onset and STM onset (as shown in Figure 4, Bottom-right). Top-Right:
Bottom-up delay distribution in the model, as defined by the temporal delay between stimulation
onset and LTMa peak activation. The red line denotes the mean bottom-up delay, as measured by
Tomita et al.(Tomita et al. 1999). Bottom-Left: Feedback delay distribution in the model, as defined
by the temporal delay between STM onset and LTMb onset (measured by half-width, as shown in
Figure 47, Bottom-right). Bottom-Right: Top-Down delay distribution in the model, as defined by the
temporal delay between stimulation onset and LTMb peak activation. The red line denotes the mean
bottom-up delay, as measured by Tomita et al. (1999). Model delays were averaged over 100 trials
with 5 paired stimuli each.
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We collect distributions of feedforward and feedback delays during associative recall (Figure
48). To facilitate a more immediate comparison with biological data we also compute the
bottom-up and top-down response latency of the model in analogy to Tomita et al.(1999). Their
study explicitly tested widely held beliefs about the executive control of PFC over ITC in memory
retrieval. To this end, they identified and recorded neurons in ITC of monkeys trained to
memorize several visual stimulus-stimulus associations. They employed a posterior-split brain
paradigm to cleanly disassociate the timing of the bottom-up (contralateral stimuli) and topdown response (ipsilateral stimuli) in 43 neurons significantly stimulus-selective in both
conditions. They observed that the latency of the top-down response (178 ms) was longer than
that of the bottom-up response (73 ms).
Our simulation is analogous to this experimental setup with respect to some key features, such
as the spatial extent of memory areas (STM/dlPFC about 289 mm²) and inter-area distances (40
mm cortical distance between PFC and ITC). These measures strongly influence the resulting
connection delays and time needed for information integration. In analogy to the posterior-split
brain experiment, our model’s LTMa and LTMb are unconnected. However, we now have to
consider them as ipsi- and contralateral visual areas in ITC. The display of a cue in one hemi-field
in the experiment then corresponds to the LTMa-sided stimulation of an associated memory pair
in the model. This arrangement forces any LTM interaction through STM (representing PFC),
and allows us to treat the cued LTMa memory activation as a bottom-up response, whereas the
much later activation of the associated LTMb representation is related to the top-down response
in the experimental study. Figure 48 shows the distribution of these latencies in our simulations,
where we also marked the mean latencies measured by Tomita et al. The mean of our bottom-up
delay (72.9 ms) matches the experimental data (73 ms), whereas the mean of the broader topdown latency distribution (155.2 ms) is a bit lower than in the monkey study (178 ms). Of these
155.2 ms, only 48 ms are explained by the spatial distance between networks alone, as verified
by a fully functional alternative model with 0 mm distance between networks.

6.4.8. Conclusion (Paper III)
Paper III presented and tested a novel theory for WM. It hypothesizes that activity in parietotemporal LTM stores targeting PFC via fixed or slowly plastic and patchy synaptic connections
trigger an activity pattern in PFC that gets rapidly encoded by means of fast Hebbian plasticity to
form a cell assembly displaying attractor dynamics. Equally plastic backprojections from PFC to
LTM stores are enhanced as well and connect the formed “index” specifically with the active cell
assemblies there. This rapidly but temporarily enhanced connectivity produces a functional WM
capable of encoding and maintaining individual LTM items, i.e. to bring these LTM
representations “on-line”, and to form novel associations within and between several connected
LTM areas and modalities. The PFC cell assemblies themselves do not encode much information
but act as indices into LTM stores containing information that is more permanent. The
underlying highly plastic connectivity and thereby the WM itself is flexibly remodeled and
updated as new incoming activity gradually overwrites previous WM content.
The model reduces uncertainty about synaptic memory theory and indexing theory more
broadly (irrespective of whether the hippocampus is involved in rapid WM tasks or not) by
demonstrating for the very first time that these ideas can be implemented together in
biophysically plausible large-scale spiking neural network model representing PFC and two
reciprocally connected LTM stores in the parieto-temporal cortex. We showed how a small
number of single LTM items could be encoded and maintained “on-line” and how pairs of
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simultaneously activated items could become jointly indexed and associated. Activating one pair
member now also activates the other one indirectly via PFC with a short latency. We further
demonstrated that this kind of WM could readily be updated such that as new items are
encoded, old ones are fading away whereby the active WM content is replaced.
Recall dynamics in the presented model are in most respects identical to our previous cortical
associative memory models (Lansner 2009). Any activated memory item, whether randomly or
specifically triggered, is subject to known and previously well-characterized associative memory
dynamics, such as pattern completion, rivalry, bursty reactivation dynamics, oscillations in
different frequency bands, etc. (Silverstein & Lansner 2011; Lundqvist et al. 2010; Lundqvist et
al. 2011). Moreover, sequential learning and recall could readily be incorporated (Tully et al.
2013). This could, for example, support encoding of sequences of items in WM rather than
unrelated single items, resulting in reactivation dynamics reminiscent of e.g. the “phonological
loop” (Baddeley et al. 1998).
The population structure of dynamically formed PFC assemblies rests on a combination of the
fine-scale structure of the cortical microcircuit, particularly the combination of layer 4 to layer
2/3 projections combined with layer 2/3 recurrent connectivity and neuromodulatory boosted
plasticity to quickly shape/reshape assemblies depending on the task demands.
Our model also makes specific predictions about the required density of corticocortical longrange connectivity. Corticocortical connectivity can be very sparse in the model, below 1% total
network connectivity. On average, each LTM pyramidal cell receives about 120 corticocortical
connections from STM. Because about 5% of STM cells fire together during memory reactivation,
this means that a mere 6 active synapses per target cell are sufficient for driving (and thus
maintaining) LTM activity from STM (compared to 96 active synapses from coactive pyramidal
cells in LTM) to transfer specific memory identities across the cortical hierarchy and thus
support both maintenance and recall.
Finally, our model predicts the occurrence of a double peak of frontal network activation in
executive control of multi-modal LTM association (see STM population activity during WM
Maintenance in Figure 47 Bottom-middle). The first one originates from the top-down control
signal itself, and the second one is a result of corticocortical reentry and a successful activation
of one or more associated items in LTM. As such, the second peak should also be correlated with
successful memory maintenance or associative recall.

6.4.9. Discussion (Paper III)
The model of Paper III is built from available relevant microscopic data on neural and synaptic
components, as well as modular structure and connectivity of selected cortical areas in macaque.
When challenged with specific stimulus items, the network so designed generates a wellorganized macroscopic dynamic WM function, which can be interpreted in terms of manifest
behavior and validated against cognitive experiments and data.
Unfortunately, the detailed neural processes and dynamics of our new model are not easily
accessible experimentally and it is therefore quite hard to find direct and quantitative results to
validate it. In analyzing our resulting bottom-up and top-down delays, we could at least draw an
analogy to a split-brain experiment (Tomita et al. 1999) because of its clean experimental design
(even controlling for subcortical pathways) and found similar temporal dynamics in our highly
subsampled cortical model. The timing of inter-area signals also constitutes a testable prediction
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for multi-modal memory experiments. Furthermore, reviews of intracranial recordings conclude
that theta band oscillations play an important role in long-range communication during
successful retrieval (Johnson & Knight 2015). With respect to theta band oscillations in our
model, STM leads the rest of cortex during maintenance, engages bi-directionally during recall
(due to the STM-LTM loop), and lags during stimulus-driven encoding and LTM activation,
reflecting experimental observations (Anderson et al. 2010). These effects are explained by our
model architecture, which imposes delays due to the spatial extent of component networks and
their distances from each other. Fast oscillations in the gamma band, while often theta-nested,
are strongly linked to local processing and activated memory items in our model, also matching
experimental findings (Johnson & Knight 2015). Local frequency coupling is abundant with
significant phase-amplitude coupling (e.g. Figure 20), and was well characterized in related
models (Herman et al. 2013).
The underlying mechanism of our model is a type of fast Hebbian plasticity, not only in the
intrinsic PFC connectivity, but also in the projections from PFC to LTM stores. The former has
some experimental support (Volianskis & Jensen 2003; Volianskis et al. 2015; Erickson et al.
2010; Park et al. 2014), whereas the latter remains a prediction of the model. Without such
plasticity, our model cannot explain the necessary STM-LTM binding. Since STP decays with
activity, a high noise level could be an issue since it could shorten WM duration. The evaluation
of this requirement is hampered by little experimental evidence and a general lack of
experimental characterization of the synaptic plasticity in long-range corticocortical projections.
Dopamine D1 receptor (D1R) activation by dopamine (DA) is strongly implicated in reward
learning and synaptic plasticity regulation in the basal ganglia (Wickens 2009), hippocampus,
and prefrontal cortex (for review, see Jay 2003). Given ample evidence for heterosynaptic
modulatory input in hippocampal-prefrontal synapses (Gurden et al. 2000) we propose in
analogy that D1R activation is critically involved in the synaptic plasticity intrinsic to PFC and in
projections to LTM stores. This would also explain the comparatively dense DA innervation of
PFC and the prominent WM effects of PFC DA level manipulation (Arnsten & Jin 2014; Goto et al.
2010). In our model, the parameter 𝜅 represents the level of DA-D1R activation, which, in turn,
regulates its synaptic plasticity. We typically increase kappa 4-8 fold temporarily in conjunction
with stimulation of LTM and WM encoding, in a form of attentional gating. Larger modulation
limits WM capacity to 1-2 items, while less modulation diminishes the strength of cell assemblies
beyond what is necessary for reactivation and LTM maintenance.
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7. Concluding Remarks
The effort to link neural and synaptic properties with behavioral outcomes through functional
models rather than mere correlation findings is young, but computational neuroscience is a fast
growing field. Paper II and III are particularly timely to a heated and ongoing debate about the
nature of WM-linked activity and its underlying mechanisms, yet a mere ten years from now,
much of this work could be obsolete already. Most of the connectivity we have to guess now will
be more constrained by data then, much of the ambition of our current models likely dwarfed by
what better simulators and supercomputers will be able to create with less effort and much less
subsampling of the full biological scale. But this does not mean we should not try today, quite on
the contrary. The growing capabilities require fast adoption of new technical opportunities and
call for a more data-driven approach to build more accurate and thus credible simulations of
neural tissue tomorrow and indeed soon entire brains.
7.1. The Case for Layer 2/3 and Columnar Attractors
The models in this thesis and its predecessors largely rest cortical dynamics on pyramidal cells
of layer 2/3 as its main drive and throughout we employ modular cortical attractor networks
with MCs and HCs, a rate-based model presented in Paper I, and a more detailed spiking
implementation for the model presented in Paper II, and III, modelling the supragranular layers.
Why is that? Electrophysiological analysis suggests that these layers are the main source of
excitatory drive in cortex. The high degree of recurrent connectivity (Thomson 2002; Yoshimura
& Callaway 2005) supports attractor function. Thehigh fine-scale specificity of its dense stellate
cell (Yoshimura et al. 2005) and DBC cell inputs (DeFelipe et al. 2006; Chrysanthidis et al. 2018)
enables strongly coding sub-populations in the superior layers of functional columns. Densely
recurrent non-specific feedback inhibition likely implements a soft winner-take-all structure
(Binzegger et al. 2009) amongst the functional columns. This is a most useful computational
architecture, because the recurrent excitatory gain can amplify and complete noisy inputs
towards discrete embedded attractor patterns. This fits with the general observation that layer
2/3 is more input selective than the lower layers (Sakata & Harris 2009; Crochet & Petersen
2009). The supragranular layers are phylogenetically older, suggesting that their function is
closer to the core demands of information processing. It seems likely that evolutionarily
younger, deeper layers are more involved with the handling of corticocortical and activity
regulation across the drastically increased cortical surface. Not so surprisingly, evidence for
attractor dynamics is particularly strong for the older areas of the cortex that lack infragranular
layers, such as the hippocampus (Wills et al. 2005), or olfactory cortex (Niessing & Friedrich
2010; Wilson & Sullivan 2011).
It would be a fair critique to ask why we did not also incorporate infragranular layers in Paper
III to provide a broader account of these deep layers and their role in cortical feedback
pathways. There are, however, always limits on how much time and computational resources a
single PhD student can spend on a project. We did, however, recently explore the specific role of
double-bouquet cells in the dynamic learning of di-synaptic inhibition in our microcircuit
(Submitted manuscript -not included-, see Chrysanthidis et al. 2018).
Experimental evidence supports the structured horizontal layer 2/3 connections between
neighboring columns that necessarily exist to link functional columns into larger attractors
(Stettler et al. 2002; Binzegger et al. 2009; Muir et al. 2011) and overall, the sparse and specific
firing of layer 2/3 cells matches the demands for distributed attractors as a memory model
framework. Further, storage capacity in large-scale attractor networks appears to meet
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biological needs and these modular attractor networks have demonstrated their excellent
functional capabilities as associative memories, featuring pattern completion, rivalry and
perceptual blink (Johansson & Lansner 2007a; Johansson & Lansner 2007b; Silverstein &
Lansner 2011; Lundqvist et al. 2006) as well as higher order memory effects such as primacy,
recency and serial recall effects in human immediate free recall (Lansner et al. 2013). Spiking
versions of these networks operate in an interesting oscillatory regime (Lundqvist et al. 2006;
Lundqvist et al. 2010; Herman et al. 2013).
As we pointed out earlier (Chapter 4.5 Auto-associative Memories and Attractor Dynamics),
evidentiary conclusive proof of the attractor theory of cortex suffers from a strong experimental
impasse. Recording the distributed nature of supragranular cell assemblies is hard. Actually
revealing its underlying functional synaptic matrix harder still, even more so if it is activity silent
and/or changing rapidly (Arnsten et al. 2010; Stokes et al. 2013; Murray et al. 2017). Despite a
high degree of compatibility between the functionality of attractor networks and that of cortical
memory, it is thus necessary to study the actual anatomical substrate of attractor dynamics in
cortex in further detail.
7.2. The Case for fast Hebbian STP
When the synaptic plasticity WM hypothesis was first presented and evaluated, it was based on
synaptic facilitation (Mongillo et al. 2008; Lundqvist et al. 2011). However, such non-Hebbian
plasticity is only capable of less specific forms of memory. Activating a cell assembly, comprising
a subset of neurons in an untrained STM network featuring such plasticity, would merely
facilitate all outgoing synapses from active neurons. Likewise, an enhanced elevated resting
potential resulting from intrinsic plasticity would make the targeted neurons more excitable. In
either case, there would be no coordination of activity specifically within the stimulated cell
assembly. Thus, if superimposed on an existing LTM, such forms of plasticity may well
contribute to WM, but they are by themselves not capable of supporting encoding of novel
memory items or the multi-modal association of already existing ones. Recent experimental
evidence points to fast Hebbian plasticity similar to STP (Erickson et al. 2010) as a possible
solution to the issue (for further references, see Chapter 4.3.7), and we showed in Paper II that
fast Hebbian plasticity enables effective one-shot encoding of novel STM items. In the extended
model of Paper III we also assume the same kind of plasticity in backprojections from PFC to
parieto-temporal LTM stores, so that PFC can bind and bring on-line existing but previously
unassociated LTM items across multiple modalities. This constitutes an explicit experimental
prediction that can be verified with appropriate experiments, but despite considerable
theoretical appeal, and increasing interest in short-term synaptic plasticity, this will probably
take a while. Microelectrode neurophysiology can only indirectly infer connectivity via
interactions between simultaneous recordings. The gold-standard evidence for a monosynaptic
connection is correlated spiking between neurons. In practice, however, the probability of
sampling any two neurons with a measurable monosynaptic connection is extremely low (∼1–
2% of all recorded pairs according to Stokes (2015)). A poor yield like that is effectively
prohibitive for confirming fast Hebbian plasticity within the standard primate
neurophysiological model anytime soon.
An attractor network trained with a Bayesian-Hebbian learning rule, as we have done
throughout this thesis, generally encodes activation and co-activation evidence based on the
statistics of the input and previous learning examples (Sandberg et al. 2002) and thus
reproduces a remarkable aspect of STP: It decays in an activity-dependent manner (Volianskis &
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Jensen 2003; Volianskis et al. 2015). The decay is not noticeably time-dependent, and silence
preserves synaptic information, which has also been observed as “activity-silent WM” in recent
experiments (Stokes 2015; Fujisawa et al. 2008). Although we used the BCPNN learning rule to
reproduce these effects, we expect that other Hebbian learning rules allowing for
neuromodulated fast synaptic plasticity could give comparable results.
7.3. Outlook
Several projects have sprung or might spring immediately from the work presented in this
thesis, the first of which is quite simply to join the ongoing controversial debate about WM
activity and WM mechanisms and spread the word about alternative models and their
experimental verification.
A recently completed manuscript by Chysanthidis, Fiebig & Lansner explores the inclusion of
double bouquet cells into our cortical microcircuit model to overcome earlier assumptions about
di-synaptic inhibition learning with an actual implementation/functional demonstration
constrained by electrophysiological evidence on double bouquet cells, their experimentally
shown properties and connectivity (Chrysanthidis et al. 2018).
Other avenues of exploration are the extension of the model into cortical layers 5 and 6, which
may allow to a more detailed model of cortical feedback pathways and the inclusion slow-acting
long-range inhibition across cortical areas (Palmer et al. 2012), or the distribution of neural and
synaptic parameters according to experimentally characterized distributions of parameter
values. It remains to be shown, but the resulting diversity may confer interesting functional
properties and increased robustness to the existing model architecture.
Further, there is an ongoing data visualization project that aims to leverage VR and
infrastructure at the KTH Visualization Studio to enable the exploration of rich datasets from the
Simulation models of Paper II and III. Demonstrations of this technology for neuroscientific data
exploration and teaching will be fourthcoming.
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