DEGREE PROJECT IN COMPUTER SCIENCE AND ENGINEERING,
SECOND CYCLE, 30 CREDITS
STOCKHOLM, SWEDEN 2018

Artificial Neural Networks in
Swedish Speech Synthesis
PER NÄSLUND

KTH ROYAL INSTITUTE OF TECHNOLOGY
SCHOOL OF ELECTRICAL ENGINEERING AND COMPUTER SCIENCE

Artificial Neural Networks in
Swedish Speech Synthesis
PER NÄSLUND

Master in Computer Science
Date: October 13, 2018
Supervisor: Gustav Eje Henter
Examiner: Jonas Beskow
Swedish title: Artificiella neurala nätverk i svensk talsyntes
School of Electrical Engineering and Computer Science

iii

Abstract
Text-to-speech (TTS) systems have entered our daily lives in the form
of smart assistants and many other applications. Contemporary research applies machine learning and artificial neural networks (ANNs)
to synthesize speech. It has been shown that these systems outperform
the older concatenative and parametric methods.
In this paper, ANN-based methods for speech synthesis are explored and one of the methods is implemented for the Swedish language. The implemented method is dubbed “Tacotron” and is a first
step towards end-to-end ANN-based TTS which puts many different ANN-techniques to work. The resulting system is compared to
a parametric TTS through a strength-of-preference test that is carried
out with 20 Swedish speaking subjects. A statistically significant preference for the ANN-based TTS is found. Test subjects indicate that
the ANN-based TTS performs better than the parametric TTS when it
comes to audio quality and naturalness but sometimes lacks in intelligibility.
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Sammanfattning
Talsynteser, också kallat TTS (text-to-speech) används i stor utsträckning inom smarta assistenter och många andra applikationer. Samtida
forskning applicerar maskininlärning och artificiella neurala nätverk
(ANN) för att utföra talsyntes. Det har visats i studier att dessa system
presterar bättre än de äldre konkatenativa och parametriska metoderna.
I den här rapporten utforskas ANN-baserade TTS-metoder och en
av metoderna implementeras för det svenska språket. Den använda
metoden kallas “Tacotron” och är ett första steg mot end-to-end TTS
baserat på neurala nätverk. Metoden binder samman flertalet olika
ANN-tekniker. Det resulterande systemet jämförs med en parametriskt TTS genom ett graderat preferens-test som innefattar 20 svensktalande försökspersoner. En statistiskt säkerställd preferens för det ANNbaserade TTS-systemet fastställs. Försökspersonerna indikerar att det
ANN-baserade TTS-systemet presterar bättre än det parametriska när
det kommer till ljudkvalitet och naturlighet men visar brister inom
tydlighet.
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Chapter 1
Introduction
1.1

Glossary

ANN
Artificial Neural Network: A computer system designed to perform tasks
or make decisions based on generalized patterns it has derived from
data. Further described in section 2.3.
CBHG
CBHG is a type of ANN introduced in the Tacotron paper [1]. It consists of 1-D convolution bank + a highway network + bi-directional
GRU RNN.
CNN
Convolutional Neural Network: A type of ANN. Further described in
section 2.4.
GRU
Gated Recurrent Unit: A typical building block of a RNN, similar to
LSTM.
GPU
Graphics Processor Unit: Computer hardware often used when implementing ANNs.
Highway Network
A highway network is a type of ANN that uses gated units in order to
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pass information across different layers. This allows for deeper networks [2].
HMM
Hidden Markov Model: A statistical tool used in in TTS and other applications. Further described in section 2.2.
LSTM
Long Short-Term Memory: A typical building block of a RNN. Further
described in section 2.5.
MLP
Multilayer perceptron: A typical building block of an ANN. Further described in section 2.3.
Overfitting
Overfitting is a modeling error within machine learning which indicates that a model fits better to training data than to test data, meaning
it wont generalize to new data very well.
Regularization
Regularization is a term that describes the effort to remove complex
functions in a model in order to counteract overfitting.
ReLU
Rectified Linear Unit: A function used in ANNs. Further described in
section 2.3.
RMS normalization
RMS normalization or Root-mean-square normalization is a technique
for normalizing audio levels and making sound files more similar in
loudness.
RNN
Recurrent Neural Network: A type of ANN. Further described in section
2.5.
TTS
Text-to-speech: a technology that converts text to synthesized speech.

CHAPTER 1. INTRODUCTION

1.2

3

Problem Definition

The usage of robots and smart assistants that rely heavily on synthesized voice are entering our homes and everyday devices in an
increased rate as of January 2018 [3]. Machine learning techniques
such as artificial neural networks (ANNs) have improved rapidly during the years from 2011-2018. Advancements in hardware, processing
power and storage capabilities have enabled the development of these
techniques [4]. Computer scientists have realized the potential of using ANNs within the speech synthesis domain. The English language
is most often the focus when developing these techniques [1, 5, 6, 7, 8].
The generated speech from state-of-the-art TTS systems in the Swedish
language does not sound perfectly natural to the listener [9]. The aim
of this thesis is to investigate if the quality can be improved in Swedish
speech synthesis by using an ANN-based approach.

1.3

Methodology

A modified version of the ANN-based TTS approach named Tacotron
[1, 5] is applied to Swedish speech data and a TTS system is developed. An existing Tacotron code base is modified to better work with
the Swedish language and the data is manipulated to work well with
the code. The Tacotron approach is further described in section 3.2.
The resulting TTS system is compared to an existing Swedish TTS in
a strength-of-preference test performed on 20 Swedish speaking subjects. The strength-of-preference test is further described in section
2.11.2.

1.4

Limitations

In this thesis, the resulting system is only compared to one other TTS
system. This is due to the fact that the systems must be based on the
same speech data in order to make a eliminate biases towards specific
types of voices. The dataset used is smaller than what the authors use
in the Tacotron papers, this is further described in section 4.1. Deep
learning using artificial neural networks is a very computationally intensive task and the computational power used during this thesis is

4
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dwarfed by the powerful multi-GPU setups used by professional research teams.

Chapter 2
Relevant Theory
2.1

Approaches to Speech Synthesis

There are a number of different approaches to speech synthesis. These
methods include concatenative, formant, articuatory, HMM-based and
ANN-based speech synthesis [10]. This thesis focuses on the HMMbased and ANN-based speech synthesis approaches. The most notable
of these approaches are discussed in chapter 3.

2.2

Hidden Markov Model

Hidden Markov Model (HMM) is a statistical tool used for modeling
generative sequences characterized by a set of observable sequences.
HMMs are applied in a wide range of areas, from image recognition to
parametric speech synthesis [11]. Hidden Markov Models are the key
building blocks of the Swedish TTS presented in section 4.3. It is however not used in the resulting implementation of this thesis. Therefore,
we will not describe this concept further.

2.3

Artificial Neural Networks

The resulting TTS implementation of this thesis is based on artificial
neural networks (ANNs). A simple introduction to ANNs and a few
of its components will be given in this section in order to make it easier
for the reader in the following sections.

5
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An artificial neural network is a machine learning based computing
system that learns from pairs of data and its associated labels. After
learning, it is presented with only the data part and is expected to predict the corresponding label with high accuracy. In the case of TTS, the
data is text input and the label is the corresponding speech waveform.
An artificial neural network is built on something called perceptrons.
A perceptron has many inputs. The inputs are weighted and summed
up. The sum is then run through an activation function that changes
the output in a non-linear way [12]. A simple descriptive illustration
of a perceptron can be seen in figure 2.1.

Figure 2.1: Simple descriptive picture of an artificial neuron.Wn stands
for weight [13].
One such activation function is ReLU, which changes all negative
output to 0 and lets through positive output unchanged. Putting several perceptrons together in at least two layers plus an input layer creates a simple artificial neural network often referred to as multilayer
perceptron (MLP). An MLP is illustrated in figure 2.2.
The output of the network is compared to the correct output during
learning and an error value is calculated. By changing the weights
in the perceptrons in small steps, the network aims to minimize this
error. This concept is called supervised learning. The magnitude of
the changes made to the weights in each step is called the learning rate.
When the network has reached a minima in error, the network can be
used for prediction of real cases. This is also referred to as inference.

CHAPTER 2. RELEVANT THEORY
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Figure 2.2: Simple descriptive picture of an artificial neural network.
The squares in the input layer are not perceptrons since they do not
change the input in a non-linear way. The circles illustrates perceptrons. [13].

2.4

Convolutional Networks

A feature in the context of machine learning is a pattern in data that
makes it easier for machine learning models to distinguish between
classes. For an image recognition system, the feature “amount of blue
pixels”, can be indicative of whether an image partially depicts a blue
sky. Convolutional networks are particularly good at finding such features and making use of them. A unit in a convolutional network consists of a kernel that is often referred to and thought of as a filter. The
filter is a receptive field with weight vectors that represents a feature
sought after in the data. During convolution, the filter is moved over
the input data and the weight vectors are multiplied with the data
points. The resulting array or matrix is called a feature map and rep-
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resents how well this particular feature matches the input data. In
convolutional networks, the filters that extracts the most information
about the data are learned. The TTS-system presented in [5] makes use
of a convolutional network containing three layers with 512 filters in
each layer. The filters are moved over the one dimensional input text
and spans five characters each.

2.5

Recurrent Neural Networks

Recurrent neural networks (RNNs) are applied to continuous sequences
such as text or speech. In a recurrent network, you feed a cell’s output
back into the cell as input while at the same time accepting new input. An explanatory illustration of this can be seen in figure 2.3. This
works as a type of memory during training. The way a letter or a word
is pronounced could depend a lot on what the previous letter or word
was. Recurrent networks make use of this information.

Figure 2.3: On the left, a simple illustration of a standard RNN cell.
Cell A accepts both new input x and its previous output (looping arrow) to produce output h. On the right, the recurrent procedure is unrolled over several time steps. Showing how cell A constantly receives
its previous output while at the same time accepting new input [14].

2.5.1

LSTM

A common component of a recurrent network is the LSTM cell. LSTM
stands for Long short-term memory. By using different gates, the LSTM
cell can store memory from several time steps before while a standard
RNN cell only can see the output of the previous time step. To do this,
each LSTM cell has three gates: input, output and forget. These gates
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regulates the information stored in the memory. The input gate controls how much of the input from the previous layer is accepted into
the memory. The forget gate looks at the previous state of the cell and
the current input and then regulates how much of the previous memory to keep. The output gate controls how much of the current state of
the memory that is released to the next layer [15]. Figure 2.4 shows an
illustration of a LSTM cell.

Figure 2.4: An illustration of a LSTM cell [16].
In speech synthesis scenario, consider the input sequence "Can I
ask you a question?". When a memory cell in a LSTM sees the word
"can" in the input sequence, it might store that information for several
time steps. Since this word is indicative of the sentence being a question, this would then be useful when deciding how the word "question" should be pronounced later. The intonation of the last word in
a question is usually different than otherwise in Latin languages. After the word "question" has been processed, the memory of the word
"can" could be forgotten using the forget gate so that it doesn’t affect
the next sentence.

2.5.2

GRU

A Gated recurrent unit (GRU) is a slight variation of LSTM. Instead of
having three gates, GRU has two gates. The update gate controls how
much of the previous memory to keep. The reset gate accepts whatever memory kept by the update gate and controls how to combine it
with the new input. Since a GRU cell does not have an output gate,

10
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it releases its full state to the network every timestep. The simpler architecture of the GRU cell solves a common LSTM training problem
called "the exploding gradient problem" which can make a model unstable and have bad effects on the weights in the cells. The simpler
architecture also makes the network faster, while the LSTM tend to
produce more expressive results[17].

2.5.3

Seq2seq

Seq2seq is an ANN architecture that incorporates RNNs[18]. It was
first invented to deal with the task of machine translation. Machine
translation shares a characteristic with speech synthesis in that they
both deal with input and output of variable lengths. For machine
translation, a sentence could vary in length depending on language.
E.g. the sentence "insurance companies that provide legal protection"
could be translated to german in just one word: "Rechtsschutzversicherungsgesellschaften". This also applies to speech synthesis. The
amount of characters or words in a sentence could be indicative of how
long it would take to pronounce it, but it is still difficult to know the
exact length. In contrast, an ANN-based image recognition tool would
only have to deal with a fixed size image as input and a fixed size label
as output.

Figure 2.5: A simple seq2seq network performing machine translation
from English to German[19].
Seq2seq solves this problem by using an encoder, a decoder and <STOP>
tokens. The encoder consumes input sequentially and builds a feature
vector that represents the input sequence. At the end of the input, a
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<STOP> token is output and the decoder consumes the encoder output as its input. It then begins generating the output sequence, step
by step. For every step, a probability that the sequence should end is
calculated. If this probability reaches a certain threshold, a <STOP>
token is output by the decoder and the network has finished its prediction. See figure 2.5 for an illustration of the seq2seq procedure. A
decoder step here would represent one word in machine translation or
one spectrogram frame in speech synthesis. Spectrograms are further
described in section 2.9.

Figure 2.6: An attention alignment diagram for a machine translation
from French to English[20].

2.5.4

Attention

Attention is a mechanism used in seq2seq networks that allows the
network to attend to specific parts of the input while generating the
output[20]. To do this, a context vector is calculated for each decoder
step. The context vector is a weighted combination of all the input
states generated by the encoder. In contrast, in a standard seq2seq network, the decoder only consumes the last output from the encoder.
In an attention seq2seq network, the decoder gives each input state
attention according to the weights in the context vector while generating output. By putting the context vectors for each decoder step next

12
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to each other, an alignment diagram can be generated. The alignment
diagram shows how much of each input state is considered while generating output. Such a diagram is shown in figure 2.6. Attention is
important for an ANN-based TTS system because it allows the network to focus on e.g. a specific character while at the same time a
wider context is incorporated when generating the speech output for
that character.

2.6

CBGH

CBHG is a type of ANN introduced in the Tacotron paper [1]. It consists of a convolution bank (CB), a highway network (H) and a bi-directional
GRU RNN (G). The convolution bank is a convolutional network described in section 2.4. A highway network is a type of ANN that uses
gated units in order to pass information across different layers. This
functionality allows for deeper networks. Bi-directionality in GRU
RNNs means that you put two RNNs together and feed the input in
normal time order to the first network and in reversed time order to
the second network. The output is then combined. The CBHG module is both used as the encoder and the post-processing network in
the Tacotron paper [1]. The post-processing network is tasked with
converting mel scale spectrograms to linear scale spectrograms. Spectrograms are further described in section 2.9.

2.7

TTS frontend and backend

A feature that most Text-to-speech (TTS) systems have in common is
that the systems can be split up into a frontend and a backend. The
frontend is closer to the text input and the backend is closer to the synthesized voice. The frontend produces a symbolic linguistic representation of the text that contains phone, syllable, word, phrase, prosody
and utterance-level features. The backend takes the symbolic linguistic
representation and transforms it into waveforms. The midway representations vary between different approaches [21].
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End-to-end TTS

In early approaches to HMM and ANN-based TTS, the frontend requires conditioning on linguistic features that takes expert linguistic
knowledge and is language specific. The complexity of such systems
makes them laborious to design [1]. The aim of end-to-end TTS approaches is to minimize the manual efforts required. The optimal endto-end approach can be trained on only audio files and their corresponding transcripts. This eliminates the need for extensive feature
engineering that often leads to difficult design choices. In a multicomponent model, the errors of each component can compound throughout the model. This is less of an issue in an end-to-end approach.
These advantages implies that an end-to-end model can be trained on
big amounts of expressive data found in the real world. Even noisy
data can be used.

Figure 2.7: 80 band mel spectrogram depicting the words "Bussigt av
klubben att ställa upp så bra".

2.9

Spectrograms

The intermediate medium in the ANN-based methods explored in this
thesis are called spectrograms. A spectrogram is an intensity plot of
the audio magnitude with time on the horizontal axis and frequency
on the vertical axis. It visualises the energy content of the audio signal at different frequencies for different points in time, but ignores the
phases of the different frequencies. [22]. The most common type of
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sound spectrogram has a linear frequency scale and is called a linear
spectrogram. Another type of spectrogram is the mel spectrogram. The
mel spectrogram is based on the mel scale which is a frequency axis
that better reflects the response of the human auditory system than
the linear axis. This puts more emphasis on lower frequencies, which
is more important to speech intelligibility than the higher frequencies
that are dominated by fricatives and noise. An example of a mel spectrogram can be seen in figure 2.7. A spectrogram frame is a limited temporal part of a spectrogram; a vertical cross-section of the plot at a
single point in time.

2.10 Griffin-Lim
The Griffin-Lim Algorithm is an iterative algorithm to estimate a signal using its modified short-time Fourier transform (STFT) [23]. This
algorithm can be used to get a consistent phase estimate when inverting a magnitude spectrogram to a waveform using the inverse
STFT [5].

2.11 Criteria for Judging Speech Synthesis
2.11.1

Intelligibility and Naturalness

The quality of a TTS-system is usually judged upon two criteria: intelligibility and naturalness. Intelligibility describes the quality of the
audio generated. The ability for the reader to perceive the original
message and the clarity of the audio is considered within the Intelligibility criterion. Naturalness describes the quality of the speech generated. Linguistic features such as pronunciation, timing and emotion
all falls under naturalness [8, 24].

2.11.2

Strength-of-preference

strength-of-preference is an evaluation method for comparing two choices.
In normal preference tests, the subject can either choose alternative
A or B. In a strength-of-preference test, a subject can choose either A
or B while also indicating the strength of how much they prefer this
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choice. One way of measuring strength-of-preference is by using a bidirectional leaning scale [25], like in figure 2.8. If an odd number of
choices is presented, there will also be a neutral choice.

Figure 2.8: bi-directional leaning scale for strength-of-preference evaluation [25].

Chapter 3
Related Work
3.1

HMM-based Approaches

HMM-based speech synthesis system (HTS) by Tokuda, Zen, and
Black [11] [26] is a statistical parametric approach to speech synthesis. A parametric representation of speech is obtained by extracting
spectral and excitation features from a speech database using HMMs.
Speech waveforms is then reconstructed from the parametric representation. This method is not end-to-end since it requires a frontend
that assigns context-dependent label files to the text. The frontend tool
used varies between different implementations. The festival Toolkit is
used in the earliest implementations [11, 27]. Several implementations
use the Mary Software [28]. The Swedish implementation presented
in section 4.3 is one among those implementations that use the Mary
Software.

3.2

ANN-based Approaches

WaveNet by van den Oord et al. [6] is an ANN-based generative model
of audio. The model is fully probabilistic and autoregressive. The
probability distribution for each audio sample is modelled by a stack
of convolutional layers and is conditioned on all the previous ones.
What really sets WaveNet apart from parametric models is that it generates audio samples directly instead of estimating different parameters of speech such as phase, intonation and stress in a middle step.
The TTS implementation in [6] uses an existing TTS frontend and is
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therefore not end-to-end.
SampleRNN by Mehri et al. [7] is similar to WaveNet in the way that it
is an autoregressive generative model of audio. It uses recurrent neural networks instead of convolutional neural networks.
Char2wav by Sotelo et al. [8] is an end-to-end extension of SampleRNN.
In char2wav:s frontend, vocoder parameters are generated from the
text using RNNs. These are then fed into the SampleRNN backend.
The two components must be separately pre-trained which can be argued is not a quality that a fully end-to-end TTS system should have
[1].
Tacotron by Wang et al. [1] is an end-to-end approach to speech synthesis that sets itself apart by generating a spectrogram of the audio
and then converting it to a waveform. The model is based on the
seq2seq neural network architecture described in section 2.5.3. Like
all seq2seq networks, it is composed of an encoder and a decoder. The
encoder converts the input sentence to a hidden feature representation
which the decoder turns into a spectrogram using attention mechanisms. Tacotron’s architecture includes CBHG modules and GRU recurrent layers. The resulting spectrogram is however lacking phase.
By using a Griffin-Lim reconstruction algorithm in the backend, phase
can be estimated and a waveform produced. This phase-reconstruction
has some limitations that can cause phase distortion in the synthesised
speech [24]. This model approaches end-to-end speech synthesis.
Tacotron 2 by Shen et al. [5] takes the Tacotron approach and replaces
the Griffin-Lim component with a modified WaveNet vocoder. In the
frontend, the CBHG modules and the GRU recurrent layers are replaced by vanilla LSTMs and convolutional layers. The Tacotron architecture produces mel spectrograms as its intermediate feature representation. The WaveNet component used in this approach is modified
to be conditioned on the mel spectrogram frames that are produced in
the Tacotron component. The Swedish TTS developed for this thesis is
based on a combination of Tacotron and Tacotron 2.

Chapter 4
Method
This chapter describes the Swedish TTS system produced, based on
the Tacotron papers [5, 1], and how it is evaluated.

4.1

Data

The dataset used comes from the National Library of Norway and is
specifically recorded with speech synthesis creation in mind [29]. A
male voice reads 5000 sentences in Swedish. The dataset was recorded
between 1997 and 2003 and was intended for use with primarily concatenative synthesis methods [30]. The concatenative method is based
on stitching small units of pre-recorded waveforms together. Therefore, it relies on the dataset being fairly monotone and suppressed in
terms of vocal emotion in order to produce smooth speech [31]. This is
reflected in the dataset. The Tacotron methods are said to be very capable of capturing and reproducing vocal emotion and more expressive
speech, something that is therefore not fully utilized in this trial [1].
Without silence padding in the beginning and the end, the full
length of the data is 6 hours. That is only a fourth of what was used
in the Tacotron models [5, 1]. A big portion of the data consists of very
short sentences or even single words which lead to overfitting when
constructing a model. Therefore, the model has trouble synthesizing
longer utterances trained on the original data. The model would get
lost or simply stop before all words were pronounced. To counter this,
some of the shorter utterances are concatenated with other in order to
create a new version of the dataset where the average utterance length
is increased. The distribution of utterance lengths before and after can

18

CHAPTER 4. METHOD

19

be seen in figure 4.1 and 4.2. Punctuation is also added to the input
text in order to make it easier for the model to recognize the end of a
sentence.

Figure 4.1: Before data transformation.

Figure 4.2: After data transformation.
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Model
Model Walkthrough

The implementation is a modified version of the Tacotron 2 where
the WaveNet vocoder is replaced by the simpler Griffin-lim algorithm
used in Tacotron [1, 5]. The modified model is illustrated in figure
4.3. The code is based on Rayhane-mamah’s Tacotron 2 implementation [32] and modified to work with the Swedish language. Before
training, the data is preprocessed and target spectrograms are computed from the waveforms in the dataset through a short-time Fourier
transform (STFT). Spectrograms are also put through a pre-emphasis
filter in order to reduce high frequency noise. This filtering turned
out to significantly improve the subjective audio quality of waveforms
resynthesised with the Griffin-Lim algorithm from section 2.10.

Figure 4.3: Hybrid model based on the Tacotron and Tacotron 2 papers [1, 5].
The input text enters the model and the characters are converted
into a 512-dimensional character embedding. The embedded charac-
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ters is then passed into the encoder which starts with a convolutional
network of three layers that contains 1536 filters spanning 5 characters each. The convolutional network models n-grams and uses ReLU
activation. The resulting vector representation is passed into a bidirectional LSTM layer that generates the encoded feature representation. The encoder output is summarized to a fixed length context vector for each decoder step by an attention network. The context vector
is then consumed by the decoder which consists of an autoregressive
RNN. The prediction from the previous time step is passed through 2
layers of fully connected ReLU units called the pre-net. This prediction
is concatenated with the context vector from the attention network.
The concatenated vector is then passed through a two layer LSTM
network. This output is then projected through a linear transform to
predict the target 80-band mel spectrogram frame. The full predicted
mel spectrogram is passed through a post-net of 5 convolutional layers
that predicts a residual to add to the prediction. This helps the overall
reconstruction of the spectrogram. For every decoder step, a <STOP>
token probability is calculated in parallel to spectrogram prediction. If
this probability is over 0.5, then the output generation stops. This is
described in section 2.5.3. The predicted 80 band mel spectrogram is
then run through a CBHG net that predicts a 1025 band linear spectrogram, just like in the first Tacotron paper[1].
The loss function is a sum of a mean squared error (MSE) from
before and after the post-net, a <STOP> token error and a linear spectrogram error.
The model acts similarly during both training and synthesis. The
biggest difference is that during training, two methods called dropout
and zoneout is applied in order to increase regularization. Dropout
and zoneout deactivates network cells in different manners in order to
make sure that the network does not depend too much on a single cell
or part of the network. During synthesis, dropout is only used in the
pre-net of the decoder.

4.2.2

Other Modifications

The reduction factor r describes how many spectrogram frames are
predicted per decoder step. This is set to r=3 compared to r=2 in
Tacotron and r=1 in Tacotron 2. This was done to be able to train the
model on a Nvidia GTX 1080 TI as it reduces model size training time
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and inference time. In Tacotron, the authors note that reduction factors
up to 5 works well [1, 5].
The male speaker in the utilized dataset has a deeper voice than the
female speaker used in Tacotron 2. Therefore, the max spectrogram
frequency is lowered to 5500Hz compared to 7600Hz in Tacotron 2 in
order to preserve as much information as possible [5].
A link to the GitHub repository containing the code for the modified model can be found in Appendix A.

4.2.3

Training Aspects

The model is trained for 235k steps and validation loss bottoms out
at approximately 75k steps. Five test sentences is synthesized using
saved models from several points in training history (15k, 25k, 35k
etc.) The best performing models are chosen through listening to five
synthesized waveforms from each model and ranking them subjectively on both naturalness and intelligibility. This is repeated with 50
sentences of the top three performing models. The model from step
115k is chosen using this procedure. This is contradictory to the fact
that validation loss indicates that the model performs best at 75k training steps and that the model at 115k should show signs of overfitting
(4.4). However, at 75k, words are sometimes dropped or heavily mispronounced which does not happen as much around 115k.

Figure 4.4: Validation loss.
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Evaluation Method

The quality of the synthesized speech is evaluated through a strengthof-preference test conducted with 20 native Swedish speaking subjects.
The resulting Tacotron model is compared to the HMM-based parametric TTS from [33] that uses a MaryTTS frontend [28]. The two
systems are built on the same dataset which should minimize the risk
for biases towards certain types of voices. The synthesized utterances
from both systems is also RMS-normalized to -19dbFS in order to minimize loudness biases. The test survey is split in two parts where each
subject listens to 50 different sound files that are 4.5 seconds long in average. A total of 100 sound files are reviewed by 10 subjects each which
yields a total effective listening time of 1.25 hours. Each comparison
consists of two synthesized utterances, one from each system, and the
subject is not informed what systems that produced them. Naming the
two systems A and B, the order AB and BA appeared equally often in
the survey to avoid biases. The subject indicates which utterance they
prefer on a 7 point strength-of-preference scale from -3 to 3 where 0 is
neutral and the extremes indicates "I strongly prefer this option". The
two options in this case are the TTS systems that is compared.

Chapter 5
Results
5.1

Strength-of-preference

In the results from the strength-of-preference tests, -3 represents "Strongly
prefers HMM-based TTS" and 3 represents "Strongly prefers Tacotron
TTS". A mean is calculated for each comparison. The results for all 50
comparisons is shown in figure 5.1. The mean of all the comparison
ratings is 0.964 which indicates a preference for the Tacotron TTS. The
result is statistically significant at the 99% level (Appendix C).

Figure 5.1: Results of strength-of-preference survey.
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Preference

The results from the strength-of-preference evaluation could also be
simplified to a normal preference test with a neutral option. In this
case, each individual rating is counted instead of calculating a mean
for every comparison. The results can be seen in figure 5.2. The result
is statistically significant at the 99% level (Appendix C).

Figure 5.2: Preference results for each individual rating. Based on 500
individual ratings.

5.3

Utterance Characteristics

In this section, the utterances with the strongest preference rating are
examined. The comparisons 28, 36, 39, 45 and 46 that can be identified
in figure 5.1 as negative spikes indicates HMM-based TTS preference.
When listening to the synthesized sounds from these comparisons, it is
clear that it is rather the Tacotron TTS that is making mistakes than the
HMM-based TTS performing exceedingly well. In the Tacotron generated utterances, three types of pronunciation mistakes are identified.
In some of these utterances, the Tacotron TTS produces a sort of mumble during a single word making it difficult to apprehend what that
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word was. Intelligibility is therefore negatively impacted. In other utterances, there are grave mispronunciations that impacts mainly naturalness but also intelligibility to some extent. One such example is
that the word "Journalister" is pronounced with a soft "J" instead of a
hard "J". In many of the other pronunciation mistakes it is simply the
emphasis being put on the wrong syllable. The last type of mistake
occurs when the Tacotron TTS cuts of the last word too early. This is
evident in utterance 45 where the word "alls" is cut off to "all" which
consequently impacts intelligibility. A table containing all the comparisons where the HMM-based method was favoured and the types
of failures made by the Tacotron model can be seen in figure 5.3. The
generated utterances for both the Tacotron-based and the HMM-based
model can be found in Appendix B.

Figure 5.3: Table listing the comparisons where the HMM-based
method was favoured and the type of failure that occured in the
Tacotron generated utterances.

Chapter 6
Discussion
6.1

Model and Data

In section 4.2, it is stated that the subjectively best performing model
came from a point in training history where data indicated overfitting.
The synthesized spectrogram at step 75k is mathematically more similar to the target spectrogram than at 115k. A possible explanation to
why the model at 115k still sounds subjectively better is that the mathematical error does not penalize a synthesized sentence for not being
intelligible, only for deviating from its targets in frequency and time.
Say that the model at 115k pronounces all the words in an intelligible
way but with other vocal pitch than in the target spectrogram. If this
is compared to a synthesized spectrogram from the 75k model, where
a word is mumbled and unintelligible, the 75k model could still show
less error if the other words are close to the target. A loss function
that more approximates human perception would be desirable. One
possible way of dealing with this would be to incorporate a speech
recognition tool in the loss function[34]. In that way you could penalize utterances where words score a low probability for corresponding
with the input text.
This problem could also partly be derived from the fact that the
dataset used to train the model was not sufficient in size. As mentioned earlier, the dataset used in the Tacotron papers contains 4 times
more data than the Swedish dataset used in this experiment. If the
model had more data to train on, it would be allowed to train longer
before showing signs of overfitting. That would most likely result in
a more robust model. The small dataset could perhaps also be blamed
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for grave mispronunciations of fairly simple words. It reduces the possibility that the model has seen a specific word or a type of word during training. The model therefore has to "guess" how this word should
be pronounced based on other not so similar pronunciations. Furthermore, the pronounciations could probably be improved by preprocessing the text and applying an annotation which indicates emphasis,
phone, syllable and such. However, that would harm the end-to-end
nature of the approach.

6.2

Result Factors

The results clearly show that the Tacotron model is preferred over the
HMM-model. The strength-of-preference test indicates a preference.
By looking at the chart in figure 5.1 it could be seen that the Tacotron
model is preferred in 42 out of 48 comparisons. Using a larger dataset
that has more vocal emotion would probably widen this gap further.
The biggest improvement of the Tacotron model is foremost in naturalness and audio quality. In the Tacotron 2 article they claim that it
is difficult to distinguish from human speech. Even though this might
not be true for the Tacotron model produced here, it is clear that the
audio quality of the voice and the naturalness was a big winning factor when discussing the results with the survey subjects. The HMMmodel was said to be more "robot-like" in its voice while sometimes
beating the Tacotron implementation in intelligibility.

6.3

Computational Power

The final Tacotron implementation presented in this paper took 2-3
days to train with a Nvidia GTX 1080 TI. Changing parameters or
manipulating data requires retraining which is very time consuming
when done multiple times. In this paper, the WaveNet part of the
Tacotron 2 model was omitted partly for being even more computationally expensive. Synthesizing sentences in real time is just barely
possible on a Nvidia GTX 1080 TI with the implementation from this
paper. This is a clear advantage to the parametric system which is
much less computationally expensive during synthesis.
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Ethics and Sustainability

The main ethical aspect of Speech synthesis would be that when we
approach human-level naturalness in speech, it gets more and more
difficult for a human to realize when they are speaking to a computer
or to another human. If you have access to a large speech dataset from
someone speaking, it would be possible to recreate that persons voice
and use it for scams or other fraudulent behaviour. Collecting that data
using modern technology and speech recognition would definitely be
feasible. Google presented an AI assistant in May 2018 that can call
and book a hair dresser appointment among many other tasks. They
received a lot of backlash after that presentation from critics saying it is
unethical to trick someone that a human is calling. Immediately after
that, Google came out with a statement that the assistant would have
to disclose that it is an AI [35].
On the other side of this discussion, speech technology like the
Tacotron approach can make great improvements in life for many people in society. It could simplify interaction with computers and through
that increase technology adaption in groups that struggles with this. It
could also help disabled people express themselves in a more natural sounding way. Integrating the technology in robots and assistants
could simplify everyday life for all people.

Chapter 7
Conclusion
The artificial neural net based Tacotron model is outperforming the
parametric HMM-based model based on a strength-of-preference test
conducted on 20 native Swedish speaking subjects. The Tacotron model
suffers from mispronunciation and other errors when trained on small
datasets and it could be difficult to know when to stop training. Even
though the Tacotron authors claims that their system is somewhat endto-end, it could be argued that it is still very laborious to train it in a
satisfactory way. Subjects indicates that the Tacotron implementation
performs better than the HMM-based implementation when it comes
to audio quality and naturalness but sometimes lacks in intelligibility.
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Appendix A
GitHub Repository
The Python code for the modified Tacotron model can be found at:
https://github.com/codemandosch/taco2swe
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Appendix B
Tacotron model generated utterances
The generated utterances used in the strength-of-preference survey
can be found at: https://goo.gl/pm5287
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Appendix C
Significance tests
Significance test code and explanation follows on next page.
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APPENDIX C. SIGNIFICANCE TESTS

APPENDIX C. SIGNIFICANCE TESTS

Figure C.1: Output from running the above code.
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