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Abstract

Understanding how users interact with a company’s service is essential for
data-driven businesses that want to better cater to their users and improve
their o�ering. By using a generative machine learning approach it is possi-
ble to model user behaviour and generate new data to simulate or recognize
and explain typical usage patterns. In this work we introduce an approach for
modelling users’ interaction behaviour at scale in a client-service model. We
propose a novel representation of multivariate time-series data as time pictures
that express temporal correlations through spatial organization. This represen-
tation shares two key properties that convolutional networks have been built to
exploit and allows us to develop an approach based on deep generative models
that use convolutional networks as backbone. In introducing this approach of
feature learning for time-series data, we expand the application of convolu-
tional neural networks in the multivariate time-series domain, and specifically
user interaction data. We adopt a variational approach inspired by the �-VAE
framework in order to learn hidden factors that define di�erent user behaviour
patterns. We explore di�erent values for the regularization parameter � and
show that it is possible to construct a model that learns a latent representation
of identifiable and di�erent user behaviours. We show on real-world data that
the model generates realistic samples, that capture the true population-level
statistics of the interaction behaviour data, learns di�erent user behaviours,
and provides accurate imputations of missing data.
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Sammanfattning

Förståelse för hur användare interagerar med ett företags tjänst är essentiell för
data-drivna a�ärsverksamheter med ambitioner om att bättre tillgodose dess
användare och att förbättra deras utbud. Generativ maskininlärning möjliggör
modellering av användarbeteende och genererande av ny data i syfte att si-
mulera eller identifiera och förklara typiska användarmönster. I detta arbete
introducerar vi ett tillvägagångssätt för storskalig modellering av användarin-
teraktion i en klientservice-modell. Vi föreslår en ny representation av mul-
tivariat tidsseriedata i form av tidsbilder vilka representerar temporala korre-
lationer via spatial organisering. Denna representation delar två nyckelegen-
skaper som faltningsnätverk har utvecklats för att exploatera, vilket tillåter oss
att utveckla ett tillvägagångssätt baserat på på djupa generativa modeller som
bygger på faltningsnätverk. Genom att introducera detta tillvägagångssätt för
tidsseriedata expanderar vi applicering av faltningsnätverk inom domänen för
multivariat tidsserie, specifikt för användarinteraktionsdata. Vi använder ett
tillvägagångssätt inspirerat av ramverket �-VAE i syfte att lära modellen göm-
da faktorer som definierar olika användarmönster. Vi utforskar olika värden
för regulariseringsparametern � och visar att det är möjligt att konstruera en
modell som lär sig en latent representation av identifierbara och multipla an-
vändarbeteenden. Vi visar med verklig data att modellen genererar realistiska
exempel vilka i sin tur fångar statistiken på populationsnivå hos användarin-
teraktionsdatan, samt lär olika användarbeteenden och bidrar med precisa im-
putationer av saknad data.
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Chapter 1

Introduction

This chapter provides an introduction to the problem setting and research ob-
jectives of the degree project. The motivation and connection to machine
learning research are presented, as well as the goals and limitations of the
project.

The thesis work was conducted at a digital rights management company
(DRMC), using infrastructure and data provided by the company.

1.1 Background

Generative modelling of complex data is one of the central challenges in ma-
chine learning and statistics. Being able to characterize the data generation
process using probabilistic models is essential in tasks across a wide range
of domains, yet it becomes exceptionally di�cult when dealing with real-
world processes and complex data. Over the past decade, deep learning has
transformed generative modelling, allowing deep neural networks to be used
as function approximators in generative frameworks dealing with large-scale
data, both static and time-dependent.

Deep generative models have been used to model di�erent types of sequen-
tial data such as music, speech, handwriting or video frames. We propose to
expand the application domain of deep generative models to time-dependent
user interaction with an online service. Most digital service providers log
the usage of their services and products. The logs are typically composed of
time-stamps and various fields denoting the type of events that were recorded.
For instance, a log might contain the type of resource requested by a user,
whether the request was successfully fulfilled, etc. Recording this usage leads
to tremendous amounts of data being produced every day. It is important for a
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company to be able to extract valuable information from this data to optimize
its o�ering and internal processes. In this work, we are mainly interested in
understanding when and how much users interact with specific types of ser-
vices provided by a company. We refer to this by the phrase user interaction
behaviour.

Interaction here is defined as the exchange of request and services in a
client-service model. We use interaction behaviour to refer to characteris-
tic features of the user’s interaction that can be modelled mathematically and
correspond to a large number of users, e.g. periodic patterns, or to a specific
service. We propose a generative approach to build a model that learns users’
behaviour and can recreate their interaction with the service. We model users’
interaction behaviour through the number of their interactions in a given time-
window and build a framework that can learn specific repeating patterns of
interaction in a user population.

We believe that a critical aspect of developing new products, proposing
new o�ers, changing internal technical solutions or improving on existing
infrastructure is to understand precisely how a service is used by its users.
Through generative modelling we can learn the underlying mathematical struc-
ture behind user interaction data and develop an understanding of the di�erent
ways in which users interact with or use the service. In addition, to be able to
plan and evaluate the impact of specific events, changes or newly introduced
features, a very promising approach is to generate artificial data and simulate
the situation of interest.

1.2 Research objectives

The purpose of this thesis work is to develop and validate an approach to model
user interaction data in a way that captures the underlying factors that define
users’ interaction behaviour. The model should be able to learn the underlying
structure of the data so that it can generate user interactions with statistical
properties as close as possible to reality (in practice, indistinguishable from
real data). More specifically, the goal is to explore in what ways Convolu-
tional Neural Network (CNN)-based deep generative methods can be applied
to multidimensional time-dependent signals such as users’ interaction with a
DRMC’s service.

The motivation behind applying CNN-based deep generative methods to
time-dependent interaction data stems intuitively from the idea that a CNN can
learn filters that represent certain repeating patterns in the series and use these
to predict future values. This is based on the two key properties of CNNs,
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local connectivity and shared weights.
Inspired by the success of CNN-based deep generative models in computer

vision, we propose a novel representation of multivariate time-series signals
as three-dimensional time pictures that share the two main properties of image
data that convolutional networks have been built to exploit, namely the corre-
lations between dimensions (or pixels) and the spatial organization of these
correlations. By introducing an approach of feature learning for time-series
data that leverages the temporal correlation through a spatial representation,
we expand the application domain of CNNs to multivariate time-series, and
specifically to user interaction data.

Besides learning the underlying structure of user interaction data that al-
lows the generation of representative data, we wish to be able to generate spe-
cific data by conditioning the data generation process. For example, assuming
we know a user’s frequency of interaction with the service for a period of two
weeks, we would like to generate the third week’s pattern of interaction that
is most likely given the first two. We develop an approach to predict interac-
tion behaviour for a certain time window based on the context of the previous
and/or next time frames, by combining a generative modelling approach with
hole filing methods used in image inpainting.

This work is limited to the investigation of a class of generative models that
use variational approximations for posterior inference and CNNs as backbone.
It is not an exhaustive study of the application of generative models to user
interaction data. The focus is on showing that a set of methods that have been
very successful in other domains, i.e. computer vision, can successfully be
applied for time-dependent interaction data. Additional interesting research
directions are detailed in the end.

The contributions of this thesis are as follows:

• We present an approach of feature learning for time-series data that uses
a novel representation as time-pictures. To our knowledge, this is the
first work to propose this representation for time-series data, and specif-
ically user interaction behaviour.

• We extend the application domain of variational auto-encoders and con-
volutional neural networks to multivariate time-series data, i.e. user in-
teraction behaviour.

• We develop a model to learn a latent representation of user interactions
that can be used to generate interactions that are statistically close to real
interactions. The model learns to capture recognizable user interaction
patterns in the latent space encoding.
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• We propose a variational modification to an approach used in image
inpainting and use it to reconstruct interaction data by conditioning on
the available data.

1.3 Ethical considerations and societal im-

pact

Better understanding and serving users is generally among a company’s top
priorities. Data-focused companies utilize data about the usage of their prod-
ucts and services to guide the improvement of their o�ering. Modelling user
behaviour with the goal of better understanding and serving users is one aspect
of this approach. If businesses can cater better to their users’ needs, this is an
advantage for the the business itself as well as the users.

In general, being able to simulate a situation of interest, whether it is an ex-
pansion to a new market or a new industry, the introduction of a new product or
feature or simply an event that a�ects the company’s service, is an extremely
useful tool for businesses. In a society that relies so fundamentally on technol-
ogy and digitalization, significant computational power can be used to model
processes, create simulations and testing environments, that can help decision-
makers choose the right course of action without spending physical resources
and money to arrive at the same conclusions. Computational resources are not
free, but compared to the resources and labour required to, for instance, man-
ufacture an unsatisfactory product that could have been improved in a lab, or
set in place an infrastructure process that is not optimal, these computational
costs are nominal and, as a matter of fact, extremely valuable.

An important ethical consideration when developing a system that can gen-
erate artificial user interaction data, as presented in this work, or artificial data
in general, is what the generative framework could potentially be used for. The
motivation behind this work is twofold: on one hand, we want to understand
user interaction behaviour so that it can be used to improve the services o�ered
by the company, and second, we want to be able to recreate it, for instance to
simulate di�erent situations or perform missing data imputation. It is possible,
however, that the generated data could be used to make something look better
on paper or to generate more revenue, for instance. Otherwise, in the specific
case of user interaction behaviour, it is possible to imagine other systems us-
ing the identified interaction behaviour either for targeted advertisements, or
other targeted services that might a�ect users’ experience in ways they would
not expect or desire.
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The rest of the report is organized as follows: Chapter 2 reviews relevant
work on time-series and generative modelling as well as data reconstruction.
Chapter 3 provides a background on the concepts that are key to the method-
ology used in this work. Chapter 4 introduces the problem scenario in detail,
while Chapter 5 presents the data and research methodology used in this study.
Chapter 6 reports experimental results from the evaluation of the proposed
methodology and Chapter 7 concludes the report.



Chapter 2

Related work

This chapter reviews recent work on modelling multivariate time-series data,
generative modelling, and techniques for data reconstruction and missing data
imputation. A large body of literature is available for each individual topic
and cannot be covered here due to the nature of this work. Instead, the goal is
to provide a high level overview and emphasize the connection between mul-
tivariate time-series modelling and deep generative methods, since the focus
of this work is on deep generative modelling of time-series data.

2.1 Modelling multivariate time-series data

Traditionally, the most common parametric techniques for modelling sequences
and time-series data employ either autoregressive models, linear dynamic sys-
tems or hidden markov models [1]. While these methods have stood the test
of time and continue to be widely used, they do not perform well in the case of
high-dimensional, complex real-world data. With the breakthrough of deep
learning in learning complex data features, research in many domains has
started moving from hand-crafted domain-specific features to unsupervised
feature learning from data [2, 3]. This has mostly been the case for static data,
however a growing number of researchers are adapting deep learning to cap-
ture temporal correlation in complex time-series data.

Deep learning techniques have been used for time-series problems in many
di�erent domains, for instance speech recognition, music modelling, medical
data modelling, and motion capture modelling [1]. A very popular frame-
work for modelling sequential data is the Recurrent Neural Network (RNN)
[4]. RNNs are neural networks designed to recognize patterns in time-series
and sequences of data, by taking time and sequence into account through a

6
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temporal dimension. RNNs and their variants hold state-of-the-art results in
various time-series tasks, however, are known to be di�cult to train due to the
required sequential processing and due to vanishing gradient problems.

Convolutional Neural Networks [5], Restricted Boltzmann Machines [6]
and Auto-encoders [2] have also successfully been applied to time-series data.
Even though not designed exclusively for sequential data, convolutional ap-
proaches have been shown to perform on par with state-of-the-art recurrent
approaches in a number of di�erent tasks involving sequential data, such as
classification [7], forecasting [8], image captioning [9], and machine transla-
tion [10], among others. In addition to the comparable performance, faster and
easier training are compelling reasons in favor of convolutional approaches.

An important aspect in successfully applying deep learning techniques to
time-series lies in the choice of a good data representation. Time-series data
has a number of properties that di�erentiate it from static data: the explicit
time dependency, potential non-stationarity, uncertainty that enough informa-
tion is available to understand the process, and the need for features that are
translation invariant with respect to time [1]. It is crucial to keep these charac-
teristic properties in mind when designing the model or the feature representa-
tion to be used by the chosen model, in order to accurately record the temporal
information.

While some frameworks can be applied directly on the time-series to per-
form representation learning, forecasting or classification, an alternative ap-
proach that has recently attracted attention is the redefinition of the features of
the time-series data. Groß et al. [11] propose an interpretation of multivari-
ate time-series as space-time pictures that allows CNN-based architectures to
exploit the spatial correlations among the space-time picture pixels and ob-
tain state-of-the-art results on a prediction task. Another exciting research
direction is the encoding of time-series as images [12]. This too tries to lever-
age the success of deep learning, and specifically convolutional approaches in
computer vision. The authors show that this representation not only achieves
competitive results on classification tasks, but also significantly improves im-
putation results on various time-series datasets.

2.2 Generative methods

Generative methods fall under a broad area of unsupervised machine learn-
ing that aims to describe how data is generated through probabilistic models.
Generative modelling of complex data has been a long-standing e�ort in the
machine learning and statistics communities, as scalable and accurate proba-
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bilistic models of data are required for prediction, simulation, uncertainty esti-
mation or missing data imputation, all very common tasks in many disciplines.
Recent advances in machine learning have led to the development of deep gen-
erative models, a branch of generative methods that combines ideas from deep
learning and probabilistic modelling to create computationally tractable and
scalable frameworks that can accurately model complex, high-dimensional
data.

An important aspect that distinguishes generative methods from other ma-
chine learning methods is their ability to produce multi-modal outputs [13].
Most commonly, machine learning is used to map multiple inputs to one cor-
rect output by minimizing an error function between the model’s output and
the true output. However, generative methods can produce complex, multi-
modal distributions that one can then sample from. This way generative mod-
els allow the training of a one-to-many mapping between one input and mul-
tiple correct outputs, otherwise known as structured prediction.

The most common use of generative modelling is to perform density esti-
mation. In this case, the model takes as input a set of data points drawn from
an unknown data distribution and returns an estimate of that distribution, gen-
erally by maximizing the likelihood or its lower bound1. The main challenge
here is defining an explicit density function that can represent all the com-
plexities of the data in a computationally tractable way. One way to address
this is by imposing restrictions on the design of the generative model in order
to maintain tractability, as in directed models such as fully visible belief net-
works [14, 15] and in non-linear independent components analysis [16]. The
former require sequential sampling and significant computation at each step,
whereas the latter require restrictions on the latent representation of the data
and the mapping from latent space to input space.

To avoid these restrictions, another approach is to define an approximate
model for an intractable explicit density function and to maximize the approx-
imate model likelihood function. There are two main classes of models, based
on the type of approximation that they make: stochastic, in the case of Markov
chain Monte Carlo (MCMC) methods, for example Boltzmann machines [17,
18] (and the derived Restricted Boltzmann machines [6] and deep belief ne-

1The fundamental idea of maximum likelihood is to find the parameter values of the model
(in this case, the estimate of the data distribution) that maximize the probability that the model
assigns to the training data, or the likelihood of the data. In practice, it is often enough to find
the lower bound of the likelihood and maximize that, as the exact likelihood can be untractable.
This is further explained in sections 3.1 and 3.2.
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towrks [19]), and deterministic, in the case of variational methods2. These are
a promising alternative to MCMC methods, which can become computation-
ally prohibitive, especially in the case of complex models and large datasets.
One of the most popular frameworks in the variational category, and among
deep generative models in general, is the Variational Auto-encoder (VAE)
[20, 21]. VAEs are a latent variable model at the intersection of variational
Bayesian theory and deep learning. The VAE models a set of latent variables
z Ì p

✓
(z) and generates data x Ì p

✓
(xz) through a process conditioned

on z, where ✓ denotes the parameters of the inference model. The stochas-
tic gradient variational Bayes (SGVB) framework proposed by Kingma and
Welling [20] introduces an approximation q

�
(zx) to the true posterior distri-

bution p
✓
(zx), parametrized by �, and allows e�cient parameter estimation

of the model by optimizing a variational lower bound of the log-likelihood:

log p
✓
(x) g E

q
�
(zx)[log p

✓
(xz)] *D

KL
(q

�
(zx)p

✓
(z))

The key of the VAE model is that it allows both the approximate poste-
rior q

�
(zx) and the generative distribution p

✓
(xz) to be implemented using

neural networks (multilayer perceptrons) and trained entirely via backpropa-
gation. Subsequent work [22] proposed deeper and more complex network
architectures, often using convolutional neural networks [5].

More recently, another approach that has become increasingly popular is to
create sampling systems that generate data without explicitly defining a model
of the data distribution. These types of models are known as implicit genera-
tive models. One example is the Generative Stochastic Networks framework
[23], which works by learning an estimate of the data distribution as the tran-
sition distribution of a Markov chain. This framework can be seen as a gen-
eralisation of the denoising auto-encoder [24], an earlier generative approach
that corrupts the input in order to learn robust representations. Relying on
Markov chains to draw samples, however, leads to high computational costs.
Generative Adversarial Networks (GANs) [25] overcome this issue by draw-
ing samples in a single step.

GANs simultaneously train two adversarial networks, a generator G(z; ✓
g
)

that maps an input noise variable z Ì pz(z) to the image space, and a dis-
criminator D(x; ✓

d
) that maps an input image x to a likelihood. D is trained

to maximize the probability of correctly labelling the real examples and the
samples from G, while G is trained to generate realistic samples and max-
imize the misclassification probability of D, through optimization of a loss

2These are further explained in section 3.2.
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function given by a two-player minimax setup:

min
G

max
D

V (D,G) = ExÌp
data

(x)[logD(x)] + EzÌpz(z)[log(1 *D(G(z)))]

With continuous development of the network architectures for G and D,
such as the Deep Convolutional Generative Adversarial Networks (DCGAN)
[26], GANs are currently one of the most popular approaches in deep genera-
tive modelling, especially in the context of image synthesis [27, 28, 29], where
they have been shown to generate very realistic and convincing samples. Al-
though on a qualitative level GANs are reported to generate better samples and
sharper images than VAEs [13], in practice it is very di�cult to quantitatively
evaluate and compare the sample quality of generative models [30].

VAEs have shown good results in data generation in many di�erent image
synthesis tasks: faces [20, 21], handwritten digits [20, 21, 31, 32, 33], house
numbers [32] and segmentation [33], among others. Nevertheless, the main
benefit of the VAE framework remains that it learns a representation of the
latent factors that generate the data.

Di�erent approaches might be more suitable depending on the application.
GANs can produce samples with higher visual fidelity, however, they can be
di�cult to train, one of the most cited reasons for that being a phenomenon
called mode collapse, meaning that the network learns to characterize only a
few modes of the true data distribution [34]. VAEs on the other hand are easier
to train and define an explicit inference network, but make certain assumptions
that might lead to a blurring e�ect on image data or a low-pass filtering e�ect
on audio data.

Theoretical as well as practical understanding of VAEs and GANs are on-
going research directions, with many works exploring ways to overcome these
frameworks’ di�erent shortcomings. On the VAE side, research has focused
on improving the generated sample quality [35, 36] and using more com-
plex priors for the latent distribution [37], among others. For GANs, some
interesting directions are mode collapse reduction [34] and latent representa-
tion learning [38, 39, 40]. Newer approaches have started combining the two
frameworks [36, 41, 42], carrying forward this exciting time in deep generative
models.

More recently, a so-called constrained variational framework has gained
popularity [43, 44]. The new �-VAE framework not only outperforms the
original VAE, but also other leading edge approaches for learning disentan-
gled latent representations such as the ones proposed by Chen et al. [38] and
Kulkarni et al. [45]. In addition, it also has the benefit of the VAE framework
that it is stable to train.
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Although deep generative models, i.e. VAEs and GANs, have advanced
the state-of-the-art in characterizing the structure of natural images, these
methods have also been used to generate text [46] and speech [47], to perform
video prediction for reinforcement learning [48], and for sequence modelling
[49, 50, 51]. Similarly, this work examines the application of deep generative
methods in a new multivariate time-series data context: user interaction.

2.3 Data reconstruction

Missing data is common in real-world datasets and poses problems for many
analysis tasks, especially in situations where not a lot of data is available and
thus is it is critical to use records with missing information. There are sev-
eral ways to handle missing data. Traditional methods, such as mean imputa-
tion and regression imputation, produce point estimates of the missing entries
and can introduce biases that can influence subsequent analyses [52]. Instead,
more recent procedures attempt to model uncertainty either through multiple
imputation or maximum likelihood, by deriving probability density estimates
of the missing entries [53].

Generative models also belong to the latter. Due to their ability to produce
multiple outputs, generative models are an obvious choice for missing data
imputation. It is indeed possible to train generative models with missing data
and make predictions on unobserved data points or inputs that are partially
provided. Given partial observations of the input, a generative model can re-
turn a probability distribution over or estimates of the unobserved parts of the
input, since it understands the entire input on which it was trained.

Inpainting strategies for data reconstruction are popular approaches espe-
cially in the context of semantically-consistent data completion. Two very
common applications are image completion, where spatial consistency is crit-
ical in order to infer missing regions, and video completion, in which case both
spatial and temporal consistency are required. Traditionally, these approaches
have mainly relied on information available in the same sample (e.g. image)
and searched for similar patches [54] or employed nearest neighbour methods,
such as finding the closest reference in a database of millions of images [55].
While the former assume that all the necessary data to fill a missing region
is present in the image itself, the latter assume that exactly matching data can
be found in a large sample of other images. This is rarely the case, and hence
recent approaches have turned to generative modelling, first of all in order
to generate missing information based on context and second of all, to better
manage multiple modes in the output, given that it is possible to fill in missing
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information in di�erent ways while maintaining contextual consistency.
A seminal work in generative image completion is the Context-Encoder

[56], a convolutional neural network that is trained to generate unavailable
content from its contextual information by jointly minimizing a pixel-wise re-
construction loss and an adversarial loss. An encoder captures the context
of the missing region in a feature representation that is used by a decoder to
predict the missing content. The authors claim that in addition to the convo-
lutional architecture, connecting the encoder and decoder through a channel-
wise fully connected layer allows information to propagate within the feature
map, hence allowing the entire image content to be accessible to every unit in
the decoder.

Several approaches that build upon the Context Encoder have been pro-
posed. Notable results are obtained through the use of a fully convolutional
image completion network and two discriminator networks that train the sys-
tem to generate both globally and locally consistent content [57]. Li et al. [58]
also favor a fully convolutional encoder-decoder framework first of all because
it preserves accurate spatial information in the features, but also because it has
fewer parameters and thus more e�cient training.



Chapter 3

Background

This chapter provides a brief background on the concepts that are key to the
methodology used in this work. The probabilistic and deep learning theoreti-
cal considerations necessary for the application of deep generative models are
presented, followed by a more detailed explanation of the VAE framework.

3.1 Latent variable models

Generative modelling of complex data involves probability distributions over
large numbers of random variables. Since it is ine�cient to describe an entire
joint probability distribution with a single function, joint probability distribu-
tions are often factorized into products of probability distributions over fewer
variables. For instance, for three random variables a, b, and c, with b condi-
tionally dependent on a and c conditionally dependent on b, but independent
of a given b, we can represent the joint distribution as a factorization of distri-
butions over one and two variables:

p(a, b, c) = p(a)p(ba)p(cb)

In probabilistic modelling, graphs are used to represent such factorizations
and express the conditional dependence between random variables. The re-
sulting probabilistic models are called graphical models or structured prob-
abilistic models. In this work, we use the term graphical model but in fact
we refer to directed graphical models, which describe conditional probabil-
ity distributions, and not undirected models, which describe functions that are
generally not probability distributions [59].

13
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x

z

N

Figure 3.1: A latent variable model represented as a graphical model. The
latent variable z is depicted as an empty circle, whereas the observed variable
x is denoted by a shaded circle. The edge between the nodes marks the condi-
tional dependence between the variables. The plate notation indicates that the
variables are sampled N times.

Graphical models can be used to define latent variable models. These
models provide a way to describe complex structured distributions where in-
teraction with unobserved or latent random variables can provide an explana-
tion for the complicated dependencies between the dimensions of the data or
the observed variables. An illustration is provided in Figure 3.1.

As an intuitive example, if we consider the problem of generating text,
it helps if the model first decides some underlying, latent factors such as the
language and the topic of the text and then generates the actual words, or the
data. Similarly, if we consider a hand-written digit generation task, we expect
that the model would first choose what digit to generate before setting specific
pixel values. In reality, latent variables encode much more information that we
might be able to see and they can capture correlations that we do not expect.
For that reason it is better not to decide by hand what information the latent
variables should encode and how they should depend on each other. Latent
variable modelling allows us to do precisely that.

More formally, the latent variable modelling problem scenario can be for-
mulated as follows. Given a vector of observations x À Rd and latent variables
z À Rk and prior density p(z) over the space Rk from which we can sample
z, we can model the joint probability distribution p(z, x) = p(z)p(xz) in the
Bayesian framework by drawing the latent variables from the prior distribu-
tion p(z) and relating them to the observations through the likelihood p(xz).
Probabilistic modelling then frames the inference of unknown quantities as a
computation of the posterior p(zx) by conditioning on the data. The condi-
tional density can be written as:

p(zx) = p(z, x)
p(x)
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where the marginal likelihood of the data p(x), also known as evidence, is
obtained by marginalizing out the latent variables from the joint distribution:

p(x) =   p(z, x)dz =   p(xz)p(z)dz

Evaluating the integral is often computationally intractable1 and requires
approximate inference. As mentioned in chapter 2, a widely used approxima-
tion technique is MCMC sampling. This framework becomes prohibitively
expensive when dealing with large datasets and complex models, in which
case variational inference can serve as an alternative.

3.2 Variational inference

Variational inference [61] is an approximate method that resorts to optimiza-
tion as opposed to sampling. The main idea of variational inference is to spec-
ify a family of distributions Q over the latent variables and find the one that is
closest to the true posterior distribution. Proximity is given by a non-negative
and asymmetric information-theoretic measure called Kullback–Leibler (KL)
divergence [62]. It follows that for continuous latent variables z, the desired
approximation is the one that minimizes the KL divergence to the exact pos-
terior:

q
<
(z) = arg min

q(z)ÀQ
D

KL
(q(z)p(zx)))

where

D
KL

[q(z)Òp(zx)] =   q(z) log q(z)
p(zx)dz = E

q(z)

4

log
q(z)
p(zx)

5

= E
q(z)[log q(z) * log p(zx)]

Expanding the conditional log p(zx), we arrive at the following:

D
KL

[q(z)Òp(zx)] = E
q(z)

4

log q(z) * log
p(z, x)
p(x)

5

= E
q(z)[log q(z) * log p(z, x) + log p(x)]

1Intractability appears even in the case of a likelihood function p(xz) defined as a neural
network with one non-linear hidden layer [20] or in the case of a mixture of Gaussians [60].
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Since the expectation is over q(z) and p(x) does not depend on it, p(x) can
be moved outside of the expectation:

D
KL

(q(z)p(zx))) = E
q(z)[log q(z)] * E

q(z)[log p(z, x)] + log p(x) (3.1)

This formulation depends on log p(x), which is what we are in fact trying to
prevent through the use of approximate inference. To remove this dependence
on log p(x), the optimization is performed on an alternative objective function
that is equivalent to the above KL formulation up to a constant factor. This
function is known as the evidence lower bound (ELBO) and is obtained by
negating the KL divergence expression in equation 3.1 and adding log p(x),
which is a constant with respect to q(z):

ELBO(q) = E
q(z)[log p(z, x)] * E

q(z)[log q(z)] (3.2)

By substituting the expression 3.2 in equation 3.1 and reordering the terms,
we arrive at the following formulation for the marginal likelihood (or the evi-
dence):

log p(x) = D
KL

(q(z)p(zx))) + ELBO(q)

Since the KL term is non-negative, we e�ectively arrive at a variational
lower bound formulation for the log likelihood:

log p(x) g ELBO(q)

With the assumption that this bound is a good approximation for the log
likelihood, this can be used as an objective for model selection. For variational
inference to work, Q must be chosen carefully - it must be flexible enough to be
able to contain a distribution close to the true posterior and it must be simple
enough so that it can be computed e�ciently [60].

Further analysis of the ELBO expression can o�er some more insight on
the nature of the variational approximation. Expanding the first term in the
right hand side (RHS) of equation 3.2 allows us to rewrite the result as another
KL divergence term, leading to the following:

ELBO = E[log p(xz)] *D
KL

(q(z)p(z)) (3.3)

The interpretation of this expression is that it favours latent variables that
explain the data – through the expected likelihood in the first term, and ap-
proximate distributions that are close to the prior – through the negative KL
divergence in the second term.
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3.3 Deep neural networks

Even though neural networks were first proposed as early as the 1980s, deep
learning has gained popularity only over the past decade, as computing power
increased through the use of Graphics Processing Units (GPUs) and distributed
computing, and as increasingly more data has become available. Deep neural
networks are widely used in many di�erent problems due to their ability to
e�ciently approximate complex functions, perform end-to-end training and
cope with high-dimensional data.

From a strictly mathematical perspective, neural networks allow the mod-
elling of a complex non-linear function f through a series of alternating ma-
trix multiplications and non-linear activation functions. Using such powerful
function approximators has proved to be useful in all areas of machine learn-
ing (e.g. supervised, unsupervised or reinforcement learning). For instance,
in the supervised setting, f maps input data, such as images of handwritten
digits, to confidence scores for a class, in this case the digit represented by the
image. A loss function L is then defined to quantify the agreement between
the predicted scores and the true labels. Training a neural network is thus an
optimization problem in which the loss function is minimized with respect to
the parameters of the network.

Both shallow2 and deep networks are universal function approximators,
i.e. they can approximate any function, given enough hidden units. However,
shallow networks may require exponential size per layers in order to repre-
sent the same function that a deep network would represent more compactly
with more layers. Due to this property, and the fact that deep networks exploit
the inherent compositionality3 of the world around us, deep neural networks
provide a tremendous gain in representational power, making them the archi-
tecture of choice in many machine learning problems.

3.3.1 Neural networks basics

Forward pass
During the forward pass, input training examples are passed through the net-
work by mapping through each hidden layer. A training example x(i) À Rd

is mapped through a series of layers, each consisting of a trainable weight
2Neural networks with one or two hidden layers.
3Compositionality refers to the fact that a complex whole is a function of its parts and the

ways in which these are combined.
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matrix W
j
À Rmùd and bias vector b

j
À Rm, through h

j
= W

j
h
j*1

+ b
j
,

where h
0
= x(i). The resulting vector h

j
is the passed through a non-linear

activation function and then acts as input to the next hidden layer. Di�erent
activation functions can be used, including sigmoid and tanh, however the
best-performing and most popular choices at the moment are the rectified lin-
ear unit (ReLU) [63], leaky ReLU [64, 65], and the exponential linear unit
(ELU) [66]. At the output layer, the activation function is typically replaced
by a softmax function that transforms the output into a vector of probabilities
that sum to one, or by a sigmoid function, in which case each output element
can be interpreted as a separate probability. The former is common in classi-
fication problems, where the goal is to output a probability vector of the data
point belonging to each class. The latter is used both in classification, and
especially in multi-label classification problems where a sample can belong to
multiple classes, as well as in unsupervised settings where one might want an
element-wise comparison of the output probabilities and the input data.

Backward pass
The output of the forward pass is compared with the desired outcome y

(i) (a
true class in the case of classification, or even the input data itself in some
cases of unsupervised learning) by defining a loss function that measures the
discrepancy between the output and the desired outcome. Mean squared er-
ror and cross-entropy are the two most commonly used loss functions, the
latter being preferred in cases when it is important to more strongly penal-
ize wrong predictions, such as in classification for example. The loss func-
tion of a model with parameters ✓ is computed over a batch b of datapoints
X(b)

, y(b) = {x(i), y(i)}B
i=1

as:

L(X(b)
, y(b),✓) =

B
…

i=1

L(x(i), y(i),✓)
During the backward pass, the gradients of the loss function with respect

to the network parameters are computed through recursive applications of the
chain rule, called back-propagation. Finally, the gradients are used to perform
parameter updates by going in the opposite direction of the gradients:

✓(t)
= ✓(t*1)

* ⌘(✓L
where the learning rate ⌘ controls the magnitude of the update.
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As presented here, this optimization algorithm is a (mini-) batch version
of the Stochastic Gradient Descent (SGD) algorithm [67]. Although still used
in practice, SGD can be very slow and can oscillate across the direction of the
local minimum. To overcome that, one solution is to anneal the learning rate
over time. Alternatively, a momentum vector v can be added to dampen the
oscillations and accelerate convergence in the direction of the minimum:

v(t) = �v(t*1) + ⌘(✓L
✓(t)

= ✓(t*1)
* v(t)

where � controls how much the update vector from time t * 1 influences the
update vector at time t.

This method too has its drawbacks: it can accelerate too much into a partic-
ular direction and overshoot the minimum. As a solution, several optimizers
with adaptive learning rates have been proposed. Adagrad [68] adapts the
learning rate for each parameter based on the previous gradients with respect
to that parameter. This leads to smaller updates for frequently updated param-
eters and larger ones for infrequent parameters, but also has the downside of
e�ectively converging to zero over time. Adadelta [69] solves this by scaling
the learning rate based on the previous gradients limited to the ones within
a rolling time window. It also includes an acceleration term similar to mo-
mentum. RMSprop [70] is a framework very similar to Adadelta. Among all
these optimizers, probably the most popular is Adam [71]. This algorithm also
computes adaptive learning rates for each parameter, through the use of expo-
nentially decaying averages of both previous gradients and squared gradients.

Training details
Training deep neural networks as described above would not necessarily give
very good results. Improving and accelerating the training of deep networks
is an active area of research that includes, besides the development of new
network architectures, optimization schemes and activation functions, also re-
search into regularization and network parameter initialization.

To avoid overfitting the training data and generalizing poorly on unseen
data, di�erent regularization techniques can be used. A commonly used reg-
ularization technique also in other areas of machine learning, is the addition
of a L

2
(or L

1
) regularization term to the loss function that encourages small

values for the parameters ✓:

L(X(b)
, y(b),✓) =

B
…

i=1

L(x(i), y(i),✓) + Ò✓Ò2
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Figure 3.2: A single hidden layer auto-encoder that is trained to learn the ap-
proximation h

W ,b
(x) ˘ x to the identity function [75].

Another alternative is regularization via dropout, which forces the network to
learn a redundant representation by randomly setting some of the activations
to zero during training.

As part of the parameter initialization research direction, numerous initial-
izations have been suggested [65, 72, 73] to inprove on the traditional normally
distributed initialization, while other approaches such as batch normalization
try to altogether remove the reliance on initialization by applying unit Gaus-
sian activations at each layer [74].

3.3.2 Auto-encoders

Auto-encoders are neural networks commonly used in unsupervised machine
learning to learn new representations of data. An auto-encoder consists of
an encoder network that maps the input to a hidden encoding and a decoder
network that maps the encoding back to the original dimensionality. Hence,
one way to see auto-encoders is that they approximate an identity function
constrained through the number and structure of the hidden units of the net-
work. A single hidden layer example is shown in Figure 3.2. Auto-encoders
are trained in the same manner as described in Section 3.3.1 by setting the
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Figure 3.3: The denoising auto-encoder architecture by Vincent et al. [76].
The encoder f

✓
maps a corrupted example Çx to y and the decoder g

✓®
recon-

structs x by mapping y to z. The reconstruction error is measured by loss
L

H
(x, z).

desired output, or the target, to be equal to the input and by minimizing a re-
construction loss defined either as mean squared error or cross-entropy. This
is also illustrated in Figure 3.3.

Vanilla auto-encoders learn compressed representations of data through
imposing a lower dimensionality for the latent representation. Typically they
are used for dimensionality reduction, for finding more e�cient representa-
tions or for detecting the structure behind data (e.g. correlations between
features). Sparse auto-encoders impose an additional sparsity constraint by
introducing a sparsity penalty to the loss function [77, 78]. Denoising auto-
encoders (Figure 3.3) learn from a corrupted version of the input in order to
produce more robust features [24, 23]. The latent representation can be of
higher dimension than the input, as in the case of over-complete auto-encoders
[76]. Similarly to sparse auto-encoders, over-complete auto-encoders learn
sparse representations motivated by sparse coding in biological neural sys-
tems [76].

3.3.3 Convolutional Neural Networks

Building deep networks consisting of fully-connected layers becomes practi-
cally infeasible when working with high-dimensional data. For instance, for
an input size of 48ù 48ù 3, three hidden layers of 1000, 500, and 100 hidden
units, and an output layer of 10 units, the total number of trainable parameters
is 555,610. This is problematic because of memory and training time require-
ments, the risk of overfitting the training data, and because it can become
prohibitive when not enough data is available. As a solution, LeCun, Bengio,
et al. [5] introduced Convolutional Neural Networks (CNNs) which besides
significantly lowering the number of parameters, also leverage the topology



22 CHAPTER 3. BACKGROUND

Figure 3.4: The original convolutional neural network by LeCun, Bengio, et
al. [5] used for classification of hand-written digits.

of the input, an aspect entirely ignored by fully-connected architectures.
CNNs explore the topology of the data through three main design choices:

local receptive fields, weight sharing (or replication), and (optional) subsam-
pling. The local receptive fields allow CNNs to extract features from small
pixel neighbourhoods and then combine them into more complex features in
subsequent layers. Shared weights allow the network to apply the same feature
detectors in di�erent parts of the input in order to identify the same elemen-
tary features. This is achieved through a scanning of the input and a convo-
lution operation between the input region and the convolutional filter kernel.
This process can be repeated with di�erent filters to compute di�erent features
that are saved in a feature map. Through alternating convolutional layers and
subsampling, the network successively reduces the resolution of the learned
features and produces feature maps that represent the entire input.

A convolutional layer is defined by the convolutional kernel size, by the
number of filters that are applied in the layer, the stride or length of the step
of the filter as it scans the image, and padding, which determines whether the
input should be zero-padded. The feature maps output by the convolutional
layers are generally passed through an activation function and can be followed
by a sampling layer that performs either average pooling or max pooling. The
advantages of pooling are that it expands the receptive field of subsequent
convolutional filters while removing the dependency on the exact location of
the strongest activation and instead focusing on the relative location to other
activations. This is another important characteristic of CNNs called shift in-
variance. However, it has been shown recently that the e�ect of pooling can
also be achieved through the application of convolutional layers with stride
greater than one [79].
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As a result of these properties, CNNs are one of the most widely used
deep learning technique, especially in the context of data with very high di-
mensionality, such as image data. As a comparison with the fully-connected
architecture depicted previously, a three hidden layer network with convolu-
tional layers with 16, 32, and 64 filters, and one fully-connected layer with 10
nodes has a total of 46,634 trainable parameters, one order of magnitude lower
than the fully-connected alternative.

Transposed convolution
In the case of convolutional encoder-decoder network architectures, an oper-
ation similar to convolution needs to be used in the decoder network in order
to match the convolution from the encoder layers while reversing the shapes
of the input and the output. Zeiler et al. [80] and Noh, Hong, and Han [81]
both introduced this concept calling it deconvolution – a misnomer since one
expects a deconvolution to reverse the e�ect of convolution, in mathematical
terms applying an inverse. Transposed convolutions, or fractionally-strided
convolutions as they are called in [82], do not reverse a convolution opera-
tion. Instead, they themselves perform a convolution while guaranteeing to
restore the original spatial resolution. This is achieved by upscaling the image
through padding before applying the convolution.

Fully Convolutional Networks
Encoder-decoder architectures also o�er the opportunity for a fully convolu-
tional setup. A Fully Convolutional Network (FCN) was first proposed by
Long, Shelhamer, and Darrell [82] for semantic image segmentation. The
main argument behind this framework is that the removal of the fully-connected
layers allows the convolutional layers to extract location sensitive features that
better maintain spatial information. This is important in image segmentation,
but has also gained popularity in hole-filing and inpaininting tasks [58, 57],
where it is just as important to propagate spatial information from the encoder
to the decoder and use it to yield missing content that is consistent with its
context. Besides the theoretical reasoning, the fully-convolutional framework
also significantly reduces memory requirements and allows for more e�cient
training and inference.
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3.4 Variational Auto-encoder

3.4.1 Objective function

In the variational inference manner, the variational auto-encoder (VAE) [20]
defines a simpler distribution q

�
(zx) as an approximation to the true posterior

p
✓
(zx) and minimizes the KL divergence between the two4:

D
KL

[q(zx)Òp(zx)] = E
q(zx)[log q(zx)] * E

q(zx)[log p(zx)]

As shown in Section 3.2, this is equivalent to:

D
KL

(q(zx)p(zx))) = E
q(zx)[log q(zx)] * E

q(zx)[log p(z, x)] + log p(x)

After moving log p(x) to the left side and rearranging the sign, the RHS of
the equation can be rewritten as another KL divergence:

log p(x) *D
KL

[q(zx)Òp(zx)] = E
q(zx)[log p(z, x)] * E

q(zx)[log q(zx)]

= E
q(zx)[log p(xz) * (log q(zx) * log p(z))]

= E
q(zx)[log p(xz)] * E

q(zx)[log q(zx) * log p(z)]

= E
q(zx)[log p(xz)] *D

KL
[q(zx)Òp(z)]

This gives the VAE objective function:

log p(x)*D
KL

[q(zx)Òp(zx)] = E
q(zx)[log p(xz)]*DKL

[q(zx)Òp(z)] (3.4)

In this expression, the inference model q(zx) projects data into the latent
variable space and the generative model p(xz) generates data given the latent
variables. This setup resembles that of a traditional auto-encoder, with q(zx)
as the encoder network and p(xz) as the decoder network.

As it turns out, the VAE objective function has a very elegant interpre-
tation. We want to model the data, described by log p(x), under some error
D

KL
[q(zx)p(zx)]. That is, the VAE maximizes a lower bound of log p(x),

which is precisely the ELBO defined in Section 3.2:

log p
✓
(x) g E

q
�
(zx)[log p

✓
(xz)] *D

KL
(q

�
(zx)p

✓
(z)) (3.5)

The model then can be computed by maximizing the RHS, or in other
words, by maximizing the mapping from latent variable to data, log p(xz),

4For clarity, we omit ✓ and � in the ensuing derivations.
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and minimizing the di�erence between the approximate distribution q(zx)
and the true prior distribution p(z).

Maximizing E
q(zx)[log p(xz)] is the typical maximum likelihood estima-

tion setup. Given an input z and an output x, we want to maximize the condi-
tional distribution p(xz) under the model parameters. This corresponds to op-
timizing a reconstruction loss between the original data and its reconstructed
counterpart, and can be implemented either as cross-entropy or mean square
error.

In D
KL

[q(zx)p(z)], p(z) is the prior on the latent variable distribution.
In VAEs this is set to a standard Gaussian N (0, I) because it has been shown
that normally distributed variables mapped through a su�ciently complicated
function can generate any distribution in the same space [83].

Having p(z) = N (0, I) has computational benefits as well. Setting q(zx)
to be a multivariate Gaussian with parameters µ(x) and ⌃(x), allows then the
KL divergence between the two distributions to be computed in closed form:

D
KL

[N (µ(x),⌃(x))ÒN (0, I)] = 1

2

�

tr(⌃(x)) + µ(x)Tµ(x) * k * log det(⌃(x))
�

where k is the dimensionality of the Gaussians, tr is the trace function, and
det is the determinant of a diagonal matrix and thus can be implemented as a
product:

D
KL

[N (µ(x),⌃(x))ÒN (0, I)] =

=
1

2

H

…

k

⌃
k
(x) +

…

k

�
k
(x)2 *

…

k

1 * log

«

k

⌃
k
(x)

I

=
1

2

H

…

k

⌃
k
(x) +

…

k

�
k
(x)2 *

…

k

1 *

…

k

log⌃
k
(x)

I

=
1

2

…

k

�

⌃
k
(x) + �

k
(x)2 * 1 * log⌃

k
(x)

�

In practice it is better to model ⌃(x) as log ⌃(x), as it is numerically more
stable. Hence, the final KL divergence term is:

D
KL

[N (µ(x),⌃(x))ÒN (0, I)] = 1

2

…

k

�

e
⌃
k
(x)

+ �
k
(x)2 * 1 * ⌃

k
(x)

�

(3.6)

Minimizing this part of the loss term encourages the approximate distri-
bution to be close to the prior.
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Constraining the variational framework
In the �-VAE framework [43, 44], a tunable constraint factor is introduced into
the objective function:

log p
✓
(x) g E

q
�
(zx)[log p

✓
(xz)] * �D

KL
(q

�
(zx)p

✓
(z)) (3.7)

When � = 1, this corresponds to the original loss formulation; when � = 0,
we have the reconstruction loss of a traditional auto-encoder. The authors
argue that setting � > 1 puts a constraint on the latent bottleneck, thus limiting
the capacity of the latent space and encouraging the model to learn the e�cient
and disentangled representations of the latent generative factors.

The authors also point out that constraining the variational framework
leads to a trade-o� between the degree of disentanglement in the learnt rep-
resentation and the quality of the reconstructions. Due to this, the � hyper-
parameter should be chosen with regards to which of the two aspects is more
important for the application at hand.

3.4.2 Training

x Encoder
q
�
(zx)

µ(x)

⌃(x)

z ÌN (µ(x),⌃(x))
Decoder
p
✓
(xz) Çx

(a)

x Encoder
q
�
(zx)

µ(x)

⌃(x)

✏ Ì N (0, I)

Ê

‚
Decoder
p
✓
(xz) Çx

(b)

Figure 3.5: VAE network architecture during training. The two networks are
mathematically equivalent, howver in (a) the sampling operation is part of the
network, whereas in (b) the sampling is moved outside of the network through
a reparametrization trick, thus allowing for end-to-end training through back-
propagation [20].

Training the VAE amounts to minimizing the RHS of equation 3.4, i.e.
the summed reconstruction loss term and KL loss term as defined in equation
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3.6. This objective allows for � and ✓, the parameters of the inference and
generative models, respectively, to be jointly optimised.

During the forward pass, a batch of training data points are passed through
the inference (i.e. encoder) network to produce the mean µ(x) and variance
⌃(x) of the latent multivariate Gaussian distribution. Then, z is sampled from
this distribution and passed through the generative (i.e. decoder) network to
produce a batch of data points that are similar, or ideally almost identical, to
the training data. During the backward pass, the gradients of the loss function
in equation 3.4 with respect to � and ✓ are computed and the parameters are
updated.

However, gradient cannot flow through a sampling operation. What al-
lows the VAE to be trained end-to-end with gradient descent through back-
propagation is a trick introduced by Kingma and Welling [20] called reparametriza-
tion, which essentially moves the sampling operation outside of the network.
This is illustrated in Figure 3.5. In mathematical terms, the sampling z Ì

q(zx) required by the expectation in the reconstruction loss term is replaced
with the sampling of a noise variable ✏ Ì N (0, I), by applying a location-scale
transformation for the Gaussian:

EzÌq(zx)[log p(xz)] = E✏ÌN (0,I)[log p(xµ(x) + ⌃(x)Ê ✏)]

The model proposed Kingma and Welling [20] laid the foundation for us-
ing neural networks as function approximators in a variational framework.
Even though in the original VAE the encoder and decoder are fully-connected
neural networks with a single hidden layer, subsequent research directions are
exploring deeper and more complex network architectures, including convo-
lutional ones.

3.4.3 Testing

z Ì N (0, I)
Decoder
p
✓
(xz) Çx

Figure 3.6: VAE network architecture during the generation process.

During test time, inputs can either be reconstructed by passing them through
the entire encoder-decoder network, or if the goal is to generate new samples,
then the process consists of sampling values of z Ì N (0, I) and passing them
through the decoder as shown in Figure 3.6.



Chapter 4

Problem Statement

This chapter introduces the problem scenario in detail and the desired outcome
of applying generative models in the context of modelling user interaction with
the services o�ered by a digital rights management company (DRMC).

4.1 Overview

The main goal of this work is to understand the interaction behaviour of users
of a DRMC. We use interaction behaviour to describe users’ activity volume,
or the number of requests for di�erent types of services, at specific times of a
day and over longer periods of time, i.e. a month. This is presented in more
detail in Chapter 5. Being able to model user interaction and understand the
hidden factors that define interaction behaviour can provide a deeper insight
on the usage of services, how to improve them or what is the impact of various
specific events, changes or newly introduced features.

Theoretically, understanding the underlying mathematical structure behind
user behaviour, should out-of-the-box solve a number of di�erent problems
such as feature extraction, clustering, missing value completion, anomaly de-
tection, etc. Of course, in practice, building such a complex model is not
feasible, and specialized methods are developed for the di�erent problem sce-
narios.

The focus here is to learn users’ interaction behaviour and recreate their in-
teraction with the DRMC service, while correctly modelling population-level
statistics and metrics. We are interested in two related problems within this
context:

1. Create an explicit model for user activity. Given the current user base,
we would like to be able to find the underlying mathematical process
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that captures the distribution of the behaviour of di�erent user cohorts.
This model should be able to capture not only the true population-level
statistics, but also identify various specific types of patterns and how
they might relate to unobserved features or dynamics within the popula-
tion. Mathematically, this consists of two tasks. On one hand, it means
training a model to learn a latent representation of user interactions that
can be used to generate interactions that are statistically close to real in-
teractions. On the other hand, it means identifying what recognizable
user interaction patterns the latent space encoding is able to capture.

2. Create a model that can accurately reconstruct or predict activity on a
user-level basis. Given a user’s activity in a given period of time, we
would like to be able to accurately predict the activity of the same user
for a missing or future time window, based on the activity in the available
time-frame. Mathematically, this is equivalent to training a model that
reconstructs interaction data by conditioning on the available data.

4.2 Desired outcome

The main goal of this work is to generate user interactions that match the true
distribution at a population level. At the most fundamental level, this means
comparable statistics between existing datasets and generated ones. In addi-
tion, for a successful modelling task, a number of di�erent metrics such as
daily active users (DAU) and monthly active users (MAU) should match be-
tween the real and generated datasets. These metrics are presented in more
detail in Section 5.3.2.

Generally, generative models are evaluated through an assessment of the
generated data and inspection of the learned latent space representation, when
there is one. Similarly, in our case, the desired outcome is to train a model that
can generate realistic samples, but in addition, these samples should match the
population-level statistics of real interaction data. At the same time, the model
should learn a latent variable representation that translates to identifiable in-
teraction behaviour (e.g. weekly patterns, hourly patterns, use of di�erent
platforms at specific times). Finally, in the case of interaction pattern recon-
struction, the user-level similarity is also important.



Chapter 5

Research Methodology

This chapter first introduces the data representation used in this study and the
motivation behind this choice. The original data format and processing steps
are also presented in detail. Next, the chapter focuses on the adaptation of the
methods presented in Chapter 2 as well as the implementations of these meth-
ods for two di�erent case studies: modelling population interaction counts and
user-level interaction pattern reconstruction. Finally, the evaluation method-
ology is presented.

5.1 Data modelling

5.1.1 Representation

We choose to approach the problem of modelling user interactions by mod-
elling interaction counts. In other words, we want to build a model that cap-
tures when, for how long, and where users interact with the service of the
DRMC. In particular, we are interested in modelling a user’s general inter-
action behaviour as activity levels, and not specifically as what resources the
user has been requesting. We illustrate here the data representation chosen for
this purpose.

As any online service, a DRMC logs the usage of its product in order to
personalize the user experience, improve its services, and to perform business
reporting. Activity is recorded as a multivariate time-series with fields that as-
sociate each interaction’s time-stamp with an anonymized user id, the resource
requested, as well as e.g. information regarding the platform delivering the re-
source.

We propose to represent multivariate time-series signals as activity pro-
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(a) (b)

Figure 5.1: Normalized interaction count activity profile for a user over hourly
intervals, 46 days, and five platform types (t

0
, t

1
, t

2
, t

3
, and t

4
). The values are

normalized to the [0, 1] range through division by the user’s maximum inter-
action count value in the activity profile. (a) shows a two-dimensional slice
corresponding to the user’s interaction counts on the t

3
platform, whereas (b)

shows all the platform types stacked together into a three-dimensional repre-
sentation.

files, or time pictures that contain the number of interactions of a user in a
given time interval over a number of days or weeks. These profiles then form
the dataset used to train the user interaction model. The activity profiles can be
computed for di�erent dimensions of the time-series data. As proof of con-
cept, in this work we focus on the platform type, which can be one of five
di�erent types: t

0
, t

1
, t

2
, t

3
or t

4
.

Since it appears that there are day-to-day patterns as well as patterns through-
out the day, we choose to exploit this dual temporal correlation by breaking
time into two dimensions, one corresponding to the time of day, and the other
to the day itself. This gives a final three-dimensional picture, with time on
two axes and the platform type on the third axis. Each value in this three-
dimensional matrix is a count of a particular user’s interactions within the
given time interval, on a specific platform type. Figure 5.1 illustrates this rep-
resentation.

We normalize the data on a user level, through division by the maximum
interaction count value in each user’s activity profile. The resulting values
range between [0, 1] for each user, with 0 (black) corresponding to no activity,
and 1 (white) to maximum activity for that specific user. One consequence of
this normalization is that when the trained generative model is used to gen-
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(a)

(b)

Figure 5.2: (a) Sample interaction count activity profiles unravelled over the
five platform types (t

0
, t

1
, t

2
, t

3
, and t

4
). (b) Mean interaction count activity

profile for each platform type. Besides the most dominant pattern for each
platform type, the mean activity profile also illustrates that platform types t

0

and t
3

are the most sparse, whereas t
2

has the most activity.
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erate activity profiles, it is not possible to estimate the absolute interaction
count values that they correspond to. However, this is not an issue since we
are mainly interested in typical patterns. Furthermore, the desired metrics-
based evaluation (i.e. computing DAU and MAU as detailed in Section 5.3.2)
requires a binary activity map and not absolute values. We also test a binary
normalization, i.e. setting values to either 0 or 1, but this leads to poorer per-
formance.

We represent the temporal correlation through a spatial representation that
captures the correlations between subsequent time windows within a day and
the same time window across consecutive days. In the same way that image
data uses a third dimension to represent color, we use it to represent platform
type, and we note that in both cases there is no ordering along this dimension.
Since our representation shares two additional key properties of image data
(i.e. pixel-level correlations and the spatial nature of these correlations), we
propose an approach that adapts methods successfully applied in computer
vision. More precisely, we propose a CNN-based approach, as CNNs exploit
these spatial properties by design.

One alternative could be to keep the time linear and apply one-dimensional
convolution. This approach has the drawback of mainly capturing correlations
across consecutive hours and would miss correlations between the same week-
days (that are seven days apart). The architecture would have to use carefully
crafted convolutional filter kernel sizes and strides and dilated convolutions
[84] to integrate information from di�erent temporal scales and find correla-
tions between multiple days or weeks apart. The two-dimensional representa-
tion of time inherently solves this problem, while having the added benefit of
a more intuitive visualisation of the activity profiles.

The chosen two-dimensional representation of time does pose a limitation
on the time frame that can be analysed, its granularity, as well as the possibil-
ities to expand it. More days can be added, and smaller time intervals can be
considered, at the expense of increased sizes of the activity profiles and higher
computational costs during modelling. While it would be possible to expand
the representation by adding a third time dimension to account for months and
seasonality, this would not scale well (with additional dimensions) and would
also result in higher computational costs during modelling. The representa-
tion introduced in this chapter is chosen because in the context of this work
the benefits of the representation outweigh its limitations.
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Figure 5.3: Population-level statistics for the train and test sets. The KL diver-
gence between the test and the train curves is included in the legend. (a) shows
the daily mean total interaction count1 over the users in each set, whereas (b)
shows the daily standard deviation of the total interaction count. For brevity,
the dates on the x axes are replaced by day numbers, e.g. 2018-02-01 corre-
sponds to day 0 and 2018-03-04 to day 31. (c) shows the cummulative distri-
bution function (CDF) of the total interaction counts in each dataset.
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5.1.2 Dataset details

The dataset used in this study is created by extracting 3.85 million random ac-
tivity profiles over 32 days, where each activity profile has size 32ù24ù5. All
users that were active at some point during this time frame are included: some
users were active during the entire time, some users had their first interaction
after the start date of the considered time-frame, and some users had their last
interaction before the end date of the time-frame. We include all these di�er-
ent types of users in order to have the most realistic view of the chosen user
population. Figure 5.2 illustrates sample activity profiles as well as the mean
activity profile of all the users in the dataset. The mean activity profile (Figure
5.2b) is a good indicator for the sparsity of the data for each platform.

The same dataset is used for both tasks, modelling population interaction
counts and user-level pattern reconstruction. The 3.85 million activity profiles
are randomly split between a training set of 2.85 million users and a test set
of 1 million users. We further ensure the similarity between the two sets by
comparing their population-level statistics as shown in Figure 5.3.

For the modelling task, we use the train and test sets as described above,
and we test the ability of the trained model to generate a user cohort that con-
tains realistic activity profiles and that matches the statistics and metrics of the
test set.

For the reconstruction task, we are interested in imputation for a not missing-
at-random scenario, where entire regions of the activity profile are missing.
We use the same train and test sets, however we apply masks during training
and testing in order to represent two scenarios: a square region missing from
the center of the activity profile and the entire bottom half of the activity pro-
file missing. The former region corresponds to a quarter of the activity profile
and the latter to half of the activity profile. While the first case is based on
one of the typical experimental setups in the image inpainting literature, the
second case can be seen as a prediction of the activity over future days, con-
ditioned on the past. The masking procedure details are discussed in Section
5.2.3.

1we use the term total interaction count to denote the sum of a user’s normalized interac-
tion counts over all platform types and all hourly intervals for a day.
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5.2 Method

5.2.1 Implementation details

The data processing pipeline is implemented in BigQuery [85] and Tensor-
flow[86]. The extracted activity profiles are persisted on disk in TFRecord
format and subsequently read via the TensorFlow Dataset API directly into
the training pipeline, thus reducing I/O overhead.

The training and testing pipelines are implemented in Tensorflow and the
experiments are run on a machine equipped with 16 vCPUs, 104 GB RAM,
and an NVIDIA Tesla P100 GPU.

5.2.2 Architecture overview

Our approach is based on the VAE framework [20, 21] and subsequent work
that employs convolutional layers in the encoder and decoder networks. The
choice of a convolutional architecture over a recurrent one is based on the
comparable performance of the two types of approaches in tasks involving
sequential data and the added benefit of convolutional approaches of being
faster and easier to train.

The encoder takes as input an activity profile of dimension 32 ù 24 ù 5

and passes it through convolutional layers followed by max-pooling layers
and ReLU activation. The output of the encoder are two 10-dimensional vec-
tors corresponding to the mean and variance of the learned latent multivariate
Gaussian distribution.

The dimensionality of the latent multivariate Gaussian distribution is cho-
sen upon a grid search performed on the latent dimension hyperparameter.
The results of the grid search show that latent dimensions of 2, 5, and 7 lead
to a drop in performance, meaning that the latent space representation is un-
able to capture the latent factors that characterize user interaction behaviour.
Higher latent dimensions such as 100 do not increase the performance, and
thus a latent dimension of 10 is used in reporting the results.

The decoder network takes a sample from the latent distribution and re-
constructs an activity profile. The decoder is structured in reverse order and
uses nearest neighbour up-sampling to match the max-pooling layers. ReLU
activation is used with the exception of the last layer in which case the sigmoid
activation function is applied to the output activity profiles. Decoder architec-
tures with both convolution and transposed convolution layers are tested, and
convolution layers are selected as a result of better performance.
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Table 5.1: Encoder

Type Kernel Stride Outputs

Conv 3ù3 1ù1 (H, W, 16)
Max pool 2ù2 2ù2 (H

2
, W

2
, 16)

Conv 3ù3 1ù1 (H
2

, W

2
, 32)

Max pool 2ù2 2ù2 (H
4

, W

4
, 32)

Conv 3ù3 1ù1 (H
4

, W

4
, 64)

Max pool 2ù2 2ù2 (H
8

, W

8
, 64)

FC - - 2 ù latent_dim

Table 5.2: Decoder

Type Kernel Stride Outputs

FC - - H

8
ù

W

8
ù 64

Reshape - - (H
8

, W

8
, 64)

NN upsample 2ù2 2ù2 (H
4

, W

4
, 64)

Conv 3ù3 1ù1 (H
4

, W

4
, 32)

NN upsample 2ù2 2ù2 (H
2

, W

2
, 32)

Conv 3ù3 1ù1 (H
2

, W

2
, 16)

NN upsample 2ù2 2ù2 (H, W, 16)
Conv 3ù3 1ù1 (H, W, D)

Encoder and decoder architectures with di�erent numbers of layers, and
di�erent numbers of filters in each layer are tested. An overview of all archi-
tectures is included in Appendix A, and the detailed architecture of the model
with the best performance is provided in Tables 5.1 and 5.2. The results re-
ported in Chapter 6 are obtained with this network architecture.

5.2.3 Optimization details

We train our models on batches of 500 samples for a total of 57,000 steps (10
epochs). We use the Adam [71] optimizer during training with a learning rate
of 0.001 for the results reported in Chapter 6. Other optimization settings are
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Figure 5.4: VAE architecture for the modelling task. The model is trained
end-to-end by minimizing the reconstruction error between the output of the
decoder and the original input and the KL divergence loss term (not shown).
During testing, we generate new samples by sampling z Ì N (0, I) and passing
them through the decoder network.

compared, including other standard SGD-based optimization methods such as
RMSprop and Adagrad, batch normalization, dropout, and di�erent learning
rate values, without improvements in the results.

We follow two approaches to train our models. First, we train a VAE by
optimizing the original VAE loss function as described in Section 3.4.1, i.e.
standard reconstruction loss term plus KL divergence term. Then, we propose
a new approach to train a variational context encoder (VCE) which minimizes
a modified reconstruction loss based solely on the missing region that needs
to be reconstructed. The KL divergence loss term stays the same. The net-
work in this case is also modified, as it learns a latent representation only from
the context of the missing region and decodes the latent representation into a
reconstruction of the missing region (without its context).

We test both cross entropy and mean squared error for the reconstruction
loss term. Cross entropy leads to better performance, and thus in Chapter 6 we
report results from models trained with cross entropy. We re-train all models
and ensure that the same hyper-parameter setting produce the same progres-
sion of the loss functions, the same observations and experimental results.

Modelling
For the modelling task, we train a VAE to learn a generative model for the
users’ interaction behaviour. Similarly to Higgins et al. [44], we introduce a
constraint on the KL loss and explore the e�ect of di�erent hyper-parameter
values on the degree of disentanglement in the learned latent factors. Figure
5.4 illustrates the training and testing pipelines for this task.

We compare the population-level statistics of datasets generated by models
trained with � À {0, 0.001, 0.01, 0.1, 0.5, 0.9, 1, 2, 4, 5, 10, 100}. The model
trained with � = 1 corresponds to the original Bayesian solution, whereas
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(a)

(b)

Figure 5.5: VCE architecture for the reconstruction task. The network recon-
structs the missing region from its context and is trained by minimizing the
reconstruction loss between the generated patch and the true patch plus the
KL divergence loss term (not shown). Masked inputs are fed into the network
both during training and testing. (a) shows the center region reconstruction
case, whereas (b) shows the bottom region reconstruction case.

� = 0 corresponds to the maximum likelihood solution.

Reconstruction
For the reconstruction task, we adopt a framework that marries the varaitional
framework with the Context Encoder proposed by Pathak et al. [56], which
we call variational context encoder (VCE). In this case, we are reconstruct-
ing missing regions from the input. The input to the network consists only of
the context (without the missing regions), whereas the output of the decoder
network is only the reconstruction of the missing region. The reconstruction
loss is computed by comparing the reconstruction with the true missing re-
gion, without taking the context into consideration. Figure 5.5 illustrates the
training and testing pipelines for this task. We compare the reconstruction re-
sults achieved by this model with the reconstruction ability of a VAE trained
for the modelling task, i.e. trained on full-size inputs and tested on the same
dataset as the VCE, with the center region and the bottom region masking,
respectively. Both models use � = 0.1.
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5.3 Evaluation

We evaluate our proposed methods using population-level statistics, a number
of metrics typically used by companies for business reporting, as well as by
comparing reconstructions on a user level.

5.3.1 Population-level statistics

We use population-level statistics to measure how well the models are able
to capture the distribution of the user interaction behaviour. We compute the
mean and standard deviation of the users’ total interaction counts and report
them for each day in the considered period, as shown in Figure 5.3. The cu-
mulative distribution function (CDF) of the total interaction counts in each
dataset, i.e. test and generated, is also computed.

Two metrics are used to measure the divergence between the mean and
standard deviation curves: KL divergence (KLD) and mean squared error
(MSE). In computing the KLD, we normalize the values in the sequences so
that they sum to one. In this way, the KL divergence metric is used as a mea-
sure of the di�erence in shape of the two curves that are being compared. The
MSE is used as an indicator of the shift in the ranges of the values that the
curves take. Therefore, the two metrics are a complementary set of character-
istics that define the divergence of the test and generated datasets.

5.3.2 Metrics

Three metrics typically used in business reporting are also used in the eval-
uation: daily active users (DAU), weekly active users (WAU), and monthly
active users (MAU). A user is considered to be active in a given day if they
have at least one non-zero value in their activity profile for that day. DAU is a
count of the number of users active on each day. WAU is the number of users
active in a seven-day period, whereas MAU is the number of users active in a
30-day period. The date for which WAU and MAU are reported is the last day
of the seven and 30-day periods, respectively.

For the rest of the report, we use the terms DAU, WAU, and MAU to refer
to the sequences denoting the DAU, WAU, and MAU values for each day in
the considered time period. WAU and MAU are computed exclusively on the
data available in the activity profile dataset, meaning that the first WAU and
MAU values are equal to the DAU value. In other words, WAU is computed
over a seven-day period starting with the seventh day and MAU is computed
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Figure 5.6: Metrics computed for the train and test sets. The KL divergence
between the test and the train curves is included in the legend. (a) shows the
raw DAU, WAU and MAU for each set, whereas (b) shows a scaled value for
the train metrics. For brevity, the dates on the x axes are replaced by day
numbers, e.g. 2018-02-01 corresponds to day 0 and 2018-03-04 to day 31.
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over a 30-day period starting with the 30th day. Figure 5.6 shows these metrics
computed for the train and test sets and further confirms the similarity between
the two sets.

Thresholding to zero
Since computing the metrics requires binarization and this type of model sel-
dom generates perfect zero values, the raw values would lead to metrics that
are equal or very close to the total number of users in the dataset. To avoid this,
we devise an approach to threshold the generated dataset to zero. If a generated
value x

i
is lower than a threshold t

zero
, then we set it to zero. Mathematically,

this operation is expressed as:

x
i
=

T

x
i
, if x

i
> t

zero

0, if x
i
f t

zero

The threshold t
zero

is computed separately for each model by minimizing
the mean squared error between the train and generated DAU computed on
random samples of 100,000 activity profiles from the respective datasets. The
threshold is then applied to the entire generated set, before performing the
metrics computation. The same threshold – optimised only for DAU – is used
for all three metrics, i.e. DAU, WAU and MAU.

5.3.3 Sample-level similarity

Although a substantial focus in the evaluation of our approach for both the
modelling and reconstruction tasks is on capturing population-level agreement
(through the mean, standard deviation and the metrics), it is important to also
analyse the sample-level agreement, especially in case of the reconstruction
task. We use a L

2
norm to compute the sample-level reconstruction error for

the two types of missing regions, i.e. center region and bottom region. We sum
the region pixel-level values for each user, and report the MSE as an average
over the users in the test set.



Chapter 6

Results

This chapter presents the results of the evaluation of our proposed methods for
the modelling and reconstruction tasks.

6.1 Training convergence

We show the evolution of the training and test loss functions for the VAE mod-
els trained with � À {0, 0.1, 1, 4} in Figures 6.1 and 6.2. These illustrate the
convergence of the models. The steep decay of the loss functions suggests that
a smaller learning rate might me more appropriate, however, decreasing the
learning rate to 0.0001 only slightly decreased the steepness of the loss curve.
The VCE models have analogous loss functions and thus are not included.

6.2 Modelling

6.2.1 Qualitative analysis

Performance of generative methods is often evaluated qualitatively through
inspection of the generated data. In the case of image data, or a visual repre-
sentation as the one chosen in this work, we can visualize generated samples in
order to understand what the generative model has learned. Figure 6.3 exem-
plifies some of the activity profiles generated by a VAE trained with � = 0.1.
For instance, the first row shows a profile with activity mainly on platform
types t

1
and t

2
, with a strong weekly pattern on both, predominant daytime

activity on t
1
, and early morning and late afternoon activity on t

2
. There is a

sharp no activity signal on the days that correspond to weekends. The second
and third rows show additional activity profile samples.

43
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Figure 6.1: Evolution of the training loss over 57k steps (10 epochs) with a
smoothing factor of 0.95.

Figure 6.2: Evolution of the test loss over 57k steps (10 epochs) with a smooth-
ing factor of 0.95.
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Figure 6.3: Sample activity profiles generated by a VAE model trained with
� = 0.1. Each row is a new sample unrolled over the five platform types t

0
,

t
1
, t

2
, t

3
, and t

4
. The color maps at the end of each row show the scale of the

normalized interaction count values in each generated sample.

As commonly seen in images generated by VAEs, the generated activity
profiles incur a blurring e�ect. As a consequence, abrupt activity level changes
might not be modelled adequately. It is also important to note that even though
during a given time window users generally request resources from a single
platform, it can happen that multiple platforms are used during the same hour
interval, i.e. they have a non-zero activity at the same location in the profile.
This can be seen in real activity profiles, but in the case of the generated data,
the overlap of activity might be further intensified by the blurring e�ect of the
VAE.

6.2.2 Population-level statistics

We first demonstrate the e�ectiveness of our approach in modelling users’
interaction behaviour in a way that captures the true population statistics of
the interaction counts. We compare the daily mean total interaction count in
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Figure 6.4: Daily mean of the total interaction counts per user in the test set
and and four artificial sets generated with models trained with � = 0, 0.1, 1,
and 4, respectively.

Figure 6.5: Daily standard deviation of the total interaction counts per user
in the test set and and four artificial sets generated with models trained with
� = 0, 0.1, 1, and 4, respectively.
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Figure 6.6: CDF of the total interaction counts in the test set and and four
artificial sets generated with models trained with � = 0, 0.1, 1, and 4, respec-
tively.

Figure 6.4. We find that the model trained with � = 0 gives a mean daily
interaction count that is completely di�erent from the true distribution, hence
the large KL divergence value, even if is it in the correct range. With � = 1

and � = 4 we get the closest match for the shape of the distribution, however,
in both cases the values have a significant shift from the true distribution. The
best results are obtained on the data generated by the model trained with � =

0.1, in which case both the range of the values and the shape of the distribution
match those of the test set.

While the mean can be matched correctly, given a properly-tuned �, the
true daily standard deviation of the total interaction count can only be matched
in shape (Figure 6.5). The best result in this case is again obtained by the model
trained with � = 0.1, whereas � = 0 is the most inaccurate, illustrating this
model’s limited generative capabilities. The fact that none of the models can
match the correct range for the standard deviation values might be a limitation
of the VAE framework itself. Theoretically, the VAE can generate values in
the [0, 1] range, but in practice it rarely generates values near the extremes of
this range, which decreases the variance. Indeed, VAEs are known to have a
blurring e�ect when generating image data (or a low-pass filtering e�ect in the
case of audio data), and here too we see that the VAE framework comes short
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Table 6.1: Summary of the KL divergence and MSE between the generated
and true population-level statistics.

� KLD(mean) KLD(std) MSE(mean) MSE(std)

0.0 0.016223 0.009101 0.008296 0.020134
0.001 0.037877 0.023347 0.119711 0.28913
0.01 0.037753 0.028212 0.061954 0.211822
0.1 0.001215 0.001295 0.000597 0.184723
0.5 0.001131 0.001198 0.036227 0.129091
0.9 0.001242 0.001229 0.071483 0.140871
1.0 0.001237 0.001689 0.075205 0.142465
2.0 0.001042 0.003625 0.089164 0.199404
4.0 0.000576 0.004682 0.112808 0.271963
5.0 0.000629 0.005578 0.101913 0.292166
10.0 0.000468 0.006268 0.074043 0.587513
100.0 0.001199 0.472687 0.046849 1.014323

when it comes to generating extreme high or extreme low counts, resulting in
a lower standard deviation.

Not surprisingly, when analysing the CDF of the total interaction counts,
� = 0 seems to result in the closest distribution to the true CDF (Figure 6.6).
This is the case because the model acts almost as an auto-encoder that can
reconstruct very well the various inputs that it was provided during train-
ing, since it was trained to minimize exclusively the reconstruction loss. This
model has no generation power however, as shown by the dissimilar daily mean
and standard deviation in Figures 6.4 and 6.5. The second closest match in this
case is for � = 0.1. The CDF shows that the models trained with � = 1 and
� = 4 generate significantly fewer zero counts than the ones contained in the
test set. In fact, even in the case of � = 0.1, the generated values that ac-
count for the CDF around 0 are actually values close to zero, and not equal to
zero. Furthermore, the CDF for all the generated datasets (except in the case
of � = 0) has a curve steeper than the true CDF, which indicates that the mod-
els generate more small values and fewer large values than in the test dataset.
This also validates the standard deviation results from Figure 6.5.

We evaluate all the model variants, for the remaining � values i.e. 0.001,
0.01, 0.5, 0.9, 2, 4, 10 and 100, and report a summary of the di�erences be-
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Figure 6.7: DAU computed for the test set and four artificial sets generated
with models trained with � = 0, 0.1, 1, and 4, respectively.

tween the generated and true population-level statistics in Table 6.1. These
values are measures of the divergence of the daily mean and daily standard
deviation depicted in Figures 6.4 and 6.5 as well as for the additional � values.

6.2.3 Metrics

In this section we assess how well the proposed models are able to generate
data that matches the DAU, WAU, and MAU of the test set. Even though
previously � = 0 showed large inconsistencies, here it seems to capture the
general trend in all three metrics, especially WAU and MAU. This is a surpris-
ing result, given the poor results of this model based on the other evaluation
schemes.

The models trained with � = 0.1, � = 1, and � = 4 generate a dataset
with DAU that is similar to the true DAU (Figure 6.7). The closest match is
given by � = 4 and � = 0.1, as � = 1 tends to overshoot the high and low
peaks of the true signal. In the case of WAU (Figure 6.8) and MAU (Figure
6.9), both � = 1 and � = 4 result in poor estimates. � = 0.1 produces better
estimates, however the WAU estimate is far from the true WAU curve and the
MAU estimate also slightly undershoots the true MAU curve.
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Figure 6.8: WAU computed for the test set and four artificial sets generated
with models trained with � = 0, 0.1, 1, and 4, respectively.

Figure 6.9: MAU computed for the test set and four artificial sets generated
with models trained with � = 0, 0.1, 1, and 4, respectively.
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Overall, the model trained with � = 0.1 results in the most realistic met-
rics. The match with the test set is not as close as in the case of the mean
(Section 6.2.2) and one possible reason for that is the number of processing
steps involved in the metrics computation, i.e. zero-thresholding and binariza-
tion.

Another important note is that for all models, zero thresholding is opti-
mised for DAU. This might be one of the reasons why DAU is better captured
than the other two metrics, WAU and MAU. However, the solution should not
be to optimise zero thresholding for each metric, especially since they are re-
lated. It is reasonable to expect that if we are able to correctly capture the
number of active users in a day, then we should be able to do the same for
seven or 30 days as well.

6.2.4 Latent space study

Scanning the latent space
In this section, we illustrate the e�ectiveness of our approach in learning hid-
den factors that drive users’ interaction behaviour. We perform an analysis
similar to the disentangled factor learning experiment proposed by Higgins et
al. [43]. In order to understand what each dimension in the latent space learned
to encode, we traverse the prior on the latent space one dimension at a time.
We sample 10 evenly distributed values from the y-axis of a unit Gaussian
CDF – which corresponds to traversing approximately three standard devia-
tions around the zero mean –, and traverse them with each latent value z

k
,

while keeping the remaining values constant. The fixed values are obtained
by randomly sampling from the multivariate Gaussian prior p(z) = N (0, I).
Higgins et al. [43] postulate that the latent dimensions that encode the most in-
formation have the highest KL divergence from the multivariate unit Gaussian
prior. On that account, we inspect the latent space by ordering the dimensions
according to their learned Gaussian variances. We expect the dimensions with
variance close to the original unit variance to be the most uninformative.

Figures 6.10-6.13 illustrate the traversal of the latent space learned by mod-
els trained with � = 0, 0.1, 1, and 4, respectively. The amount of constraint
applied to the variational framework has a considerable e�ect on the factors
learned by the latent representation. Training a VAE with � = 0 results in
latent variances that converge to very small values, i.e. on the order of 10*9,
leading to a very dense representation, where almost all dimensions encode a
similar strong activity spike concentrated in a specific part of the activity pro-
file. Since it is not possible to identify what factors the di�erent dimensions
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Figure 6.10: Latent space traversal for the model trained with � = 0. The
columns represent the latent dimensions ordered by the learned variances.
Each latent dimension is traversed through 10 z

i
samples that are within three

standard deviations of the prior mean. The activity profiles shown here corre-
spond to platform type t

3
.
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Figure 6.11: Latent space traversal for the model trained with � = 0.5. The
columns represent the latent dimensions ordered by the learned variances.
Each latent dimension is traversed through 10 z

i
samples that are within three

standard deviations of the prior mean. The activity profiles shown here corre-
spond to platform type t

3
.
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Figure 6.12: Latent space traversal for the model trained with � = 1. The
columns represent the latent dimensions ordered by the learned variances.
Each latent dimension is traversed through 10 z

i
samples that are within three

standard deviations of the prior mean. The activity profiles shown here corre-
spond to platform type t

3
.
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Figure 6.13: Latent space traversal for the model trained with � = 4. The
columns represent the latent dimensions ordered by the learned variances.
Each latent dimension is traversed through 10 z

i
samples that are within three

standard deviations of the prior mean. The activity profiles shown here corre-
spond to platform type t

3
.
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might correspond to, Higgins et al. [43] call this an entangled representation.
While the result for � = 0 agrees with the results obtained by Higgins et

al. [43], in the case of models trained with � > 0 values, we obtain di�erent
results. Specifically, for � g 1 (Figures 6.12 and 6.13), we see that the latent
dimension with the smallest learned variance encodes the varying intensities
of a somewhat average activity profile, while the remaining dimensions en-
code very low signals that do not change significantly with the traversal of
the respective dimension of the latent space. One could argue that this is a
disentangled representation, since the encoding in the first dimension is inde-
pendent from the remaining uninformative dimensions.

Particularly, in Figure 6.12, the first dimension encodes a typical interac-
tion pattern, with activity only during the day, and mainly on weekdays. As
the latent z

i
traverses this dimension, the activity profile indicates decreasing

levels of intensity, until it reaches zero activity. These results are produces by
a VAE trained with � = 1. Similarly, Figure 6.13 shows that a model trained
with � = 4 also encodes an activity intensity variation as the dominant factor
in the first dimension, with almost no activity encoded in the remaining di-
mensions – which is expected since the latent variances for these dimensions
converged to the prior unit variance. The activity profile encoded in the first
dimension seems to be a transition from predominant activity during the night,
to more day-time activity, while simultaneously the intensity of the entire ac-
tivity profile decreases with the traversal of the space.

We obtain the most interesting interaction behaviour patterns when train-
ing the VAE with 0 < � < 1. While for � g 1 the learned interaction patterns
are somewhat similar to the average interaction pattern in the dataset (Section
5.1.1), in the case of � = 0.1 and � = 0.5 we obtain a latent space representa-
tion that encodes diverse and interpretable interaction behaviour patterns. For
instance, Figure 6.11 shows that in the case of � = 0.5, scanning the third di-
mension goes from a late night activity pattern (bottom) to a morning-midday
activity on weekdays (top), thus encoding time of the day. The fourth dimen-
sion similarly encodes time of the day, but through di�erent time intervals, i.e.
early evening vs. morning. The tenth dimension, too, encodes time intervals
that range between early morning and midday/early afternoon. The fifth di-
mension encodes how users start and stop interacting with the service, going
from a profile with activity only in the top half (bottom) to a profile with ac-
tivity only on the lower half (top). The sixth and seventh dimensions similarly
encode weeks-long periods of activity vs. no activity. Scanning the eighth
dimension goes from weekday activity to weekend activity, thus encoding a
weekday-weekend relationship.
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Figure 6.14: KL divergence between the daily mean and standard deviation of
the generated datasets and the test set.

As seen in Higgins et al. [43] and Higgins et al. [44], applying a constraint
of � > 1 to the variational framework results in learning the disentangled fac-
tors that had generated the data. In their experiments, these factors – known
and used in fact to generate the data –, are notably independent from each
other and have the same generative power, i.e. neither factor is stronger than
the others. It is perhaps because of this that applying a constraint leads to the
successful learning of the disentangled factors. In our case, however, the fac-
tors are not only unknown, but they are also more elaborately connected to
each other, and governed by a strong weekly and daily pattern that is visible
in the average activity profiles illustrated in 5.2. Hence, constraining the vari-
ational framework to the extent that it can only learn to encode the strongest
signal (as in the case of � = 1 and � = 4), is not useful in our task.

Additional examples of the representations learned with � = 0.1 are in-
cluded in Appendix B. These also show that di�erent dimensions learned to
encode various interaction behaviour patterns (e.g. interaction only in the
evening versus throughout the day in Figure B.3 and one time interaction ver-
sus regular interaction in Figure B.2). In addition, latent space traversals for
the models trained with the other � values, i.e. 0.001, 0.01, 0.5, 0.9, 2, 10, and
100 are included.
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Figure 6.15: MSE between the daily mean and standard deviation of the gen-
erated datasets and the test set.

E�ect of constraining the latent space
In addition to the visual results, we also perform a quantitative evaluation
by comparing the models trained with the di�erent � values based on the
population-level statistics presented in 6.2.2. By visualizing the KL diver-
gence and MSE between the generated set’s daily mean and standard devia-
tion and the true statistics, we can understand which values of � lead to better
estimates for the mean and standard deviation. Although some of the mod-
els seems to have learned to better encode interpretable interaction patterns, it
does not mean that the same models achieve the best results on the population
level evaluation scheme. Moreover, what we see is that there is not a partic-
ular setting of � that performs best according to all the evaluation schemes.
Figure 6.14 shows that the models trained with � = 4, 5 or 10 match the shape
of the daily mean the best, whereas the models trained with � = 0.1, 0.5, 0.9
or 1 match the shape of the daily standard deviation the best. However, when
looking at the MSE results in Figure 6.15 we see that most models have a sig-
nificant value shift from the mean, and the closest models are the ones with
� = 0.1 and � = 0.5, which also seemed to have the most interesting encoding
of the factors behind users’ interaction behaviour.
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6.3 Reconstruction

We also carry out experiments to demonstrate the ability of our model to re-
construct missing data using the two test sets described in Sections 5.1.2 and
5.2.3.

6.3.1 Qualitative analysis

Again, we begin with a visual, qualitative analysis of the results. In this case,
we analyse the reconstructions created by the VAE and VCE in the center and
bottom region reconstruction tasks. Figure 6.16 exemplifies reconstructions
of a random sample whose center region was masked. The first row is the
original activity profile, without the mask. The second row shows the entire
reconstruction obtained by the VAE, whereas the third row takes the relevant,
i.e. center, reconstructed region and displays it within the context of the orig-
inal (test) sample. The last row illustrates the same as the third, but for the
VCE model.

While the VAE reconstruction preserves the strong activity signal for the
top and center of the t

2
activity profile and some degree of recurring morn-

ing and afternoon activity (row 2), the range of the reconstructed values is
very low and far from the correct range – shown by the black center region
in row 3. VCE on the other hand, manages to better capture both the repeat-
ing morning-evening activity, as well as the correct range of the values. This
model, however, also incorrectly reconstructs activity for platform t

1
.

The rows in Figure 6.17 follow the same organisation as before, this time
for the bottom region reconstruction. Here the VAE is unable to reconstruct
any visible activity, whereas VCE reconstructs a very faint signal that is almost
not possible to recognize visually since the values are very small.

In both cases, we can clearly see the blurring e�ect of the VAE and VCE.
Based on these samples, we expect that in general, reconstructing the bottom
half of the activity profile is a more di�cult task. This is not a surprising result,
since the size of the missing region is much greater in the bottom region case.

6.3.2 Sample-level reconstruction error

For the reconstruction task, we analyse both the sample-level agreement and
the population-level agreement. We report sample-level agreement in Table
6.2 as the MSE between the reconstructed and true patches. In both tasks,
VCE achieves a lower MSE, confirming that it is more appropriate for recon-
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Figure 6.16: Sample center region reconstruction. (a) shows the original sam-
ple from the test set unrolled over the five platform types (without the mask).
(b) shows VAE reconstructions of the entire activity profile. (c) shows the se-
lection of the missing region reconstruction from (b) surrounded by the origi-
nal context. (d) shows VCE reconstructions for the center region. Both models
(VAE and VCE) are trained with � = 0.1. The color maps at the end of each
row show the scale of the normalized interaction count values in each recon-
struction.
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Figure 6.17: Sample bottom region reconstruction. (a) shows the original
sample from the test set unrolled over the five platform types (without the
mask). (b) shows VAE reconstructions of the entire activity profile. (c) shows
the selection of the missing region reconstruction from (b) surrounded by the
original context. (d) shows VCE reconstructions for the bottom region. Both
models (VAE and VCE) are trained with � = 0.1. The color maps at the end
of each row show the scale of the normalized interaction count values in each
reconstruction.
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Table 6.2: Reconstruction error for the center and bottom region reconstruc-
tion tasks computed as mean squared error. The squared error of all values in
an activity profile are summed and the average over the samples in the test set
is reported. VAE and VCE models trained with � = 0.1 are compared.

Task VAE VCE

Center region reconstruction 2.26 2.04
Bottom region reconstruction 3.56 3.09

struction tasks than the VAE. The MSE is higher in the case of bottom region
reconstruction for both models, which confirms that this is a more di�cult task
than the center region reconstruction.

In this particular case, the sparsity of the data also influences the recon-
struction error results. Since in most cases there is activity only on one or two
of the platform types, the MSE for the remaining ones is zero – given that the
models correctly reconstruct the zero activity.

It is important to note that measured in this way, sample-level agreement is
ill-posed. A horizontal or vertical shift of the same activity profile by even just
a single pixel will result in a large error. This is a common shortcoming of the
evaluation of hole-filling methods. It is best then to also look at the sample-
level agreement not as the sole indicator, but in light of other measurements
too, such as population-level agreement.

6.3.3 Population-level statistics

The performance of the two approaches, i.e. the VAE model trained for the
modelling task and the modified VCE framework that is trained exclusively on
the context is shown in Figures 6.18 - 6.21. The VCE model clearly outper-
forms the VAE architecture in both center region reconstruction and bottom
region reconstruction.

In the center region reconstruction task, VCE results in a daily mean that
very closely matches the true mean (Figure 6.18). For standard deviation, the
shape of the curve is matched well, however there is a shift in the range of the
values, as seen in the results of the modelling task as well (Figure 6.19). The
VAE fails to capture the shape and the correct range of values in both cases.

In the bottom region reconstruction task, the models’ performances de-
cline. The main reason is that the size of the missing region in this task is
much larger than in the previous task. Nonetheless, the VCE model is able
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Figure 6.18: Daily mean of the total interaction counts per user in the test set
and two artificial sets reconstructed with a VAE model trained for the mod-
elling task and a VCE model, respectively. In both cases � = 0.1. This result
is for center region reconstruction.

Figure 6.19: Daily standard deviation of the total interaction counts per user
in the test set and two artificial sets reconstructed with a VAE model trained
for the modelling task and a VCE model, respectively. In both cases � = 0.1.
This result is for center region reconstruction.
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Figure 6.20: Daily mean of the total interaction counts per user in the test set
and two artificial sets reconstructed with a VAE model trained for the mod-
elling task and a VCE model, respectively. In both cases � = 0.1. This result
is for bottom region reconstruction (this corresponds to the right half of the
plot).

to reconstruct interactions with the correct daily mean, and a daily standard
deviation that matches in shape with the true standard deviation (Figures 6.20
and 6.21). The VAE is not able to reconstruct the data in this case, and instead
produces very small values that converge towards zero at the bottom-most part
of the activity profile.

6.3.4 Metrics

The performance of both approaches degrades when it comes to metrics. In
the case of DAU, VCE produces an estimate that is close to the true DAU,
in both center region reconstruction (Figure 6.22) and bottom region recon-
struction (Figure 6.25). For WAU, we see a significant divergence between
the estimates produced by both models, in both tasks (Figures 6.23 and 6.26).
It is interesting to notice that the performance improves again when compar-
ing the MAU of the reconstructed and test data, for both models, in both tasks
(Figure 6.24 and 6.27 ).
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Figure 6.21: Daily standard deviation of the total interaction counts per user
in the test set and two artificial sets reconstructed with a VAE model trained
for the modelling task and a VCE model, respectively. In both cases � = 0.1.
This result is for bottom region reconstruction (this corresponds to the right
half of the plot).

Figure 6.22: DAU computed for the test and two artificial sets reconstructed
with a VAE model trained for the modelling task and a VCE model, respec-
tively. In both cases � = 0.1. This result is for center region reconstruction.
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Figure 6.23: WAU computed for the test and two artificial sets reconstructed
with a VAE model trained for the modelling task and a VCE model, respec-
tively. In both cases � = 0.1. This result is for center region reconstruction.

Figure 6.24: MAU computed for the test and two artificial sets reconstructed
with a VAE model trained for the modelling task and a VCE model, respec-
tively. In both cases � = 0.1. This result is for center region reconstruction.
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Figure 6.25: DAU computed for the test and two artificial sets reconstructed
with a VAE model trained for the modelling task and a VCE model, respec-
tively. In both cases � = 0.1. This result is for bottom region reconstruction
(this corresponds to the right half of the plot).

Figure 6.26: WAU computed for the test and two artificial sets reconstructed
with a VAE model trained for the modelling task and a VCE model, respec-
tively. In both cases � = 0.1. This result is for bottom region reconstruction.
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Figure 6.27: MAU computed for the test and two artificial sets reconstructed
with a VAE model trained for the modelling task and a VCE model, respec-
tively. In both cases � = 0.1. This result is for bottom region reconstruction.
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Conclusion

We have introduced an approach for modelling users’ interaction behaviour
at scale in a client-service model. There are many interesting use cases of
the approach developed in this work. User interactions could be generated to
simulate expanding a user base, expanding a service to a new market, or when
developing new products and features. Understanding the di�erent types of
user interaction behaviour can be useful for user insights and clustering or
for content recommendation systems. Another interesting use case is to use
this generative approach to generate test data. Testing is very important when
building software and often the data required by di�erent tests needs to be
generated by the developers themselves. Simple data generation techniques
often cannot create complex enough data or data needed for the edge cases
that the tests should verify, so in this case an approach like the one proposed
here might be useful.

We introduced a novel representation of multivariate time-series as time
pictures that express temporal correlations through spatial organization. This
representation shares two key properties that convolutional networks have been
built to exploit and allowed us to develop an approach based on deep genera-
tive models that use convolutional networks as backbone. In introducing this
approach of feature learning for time-series data, we expanded the application
of convolutional neural networks in the multivariate time-series domain, and
specifically user interaction data. We showed on real-world data that the model
generates somewhat realistic samples that capture the true population-level
statistics of the interaction behaviour data, learns di�erent user behaviours,
and provides accurate imputations of missing data.

Our approach uses a variational framework combined with a convolutional
architecture to learn the latent factors that define di�erent types of time de-

69



70 CHAPTER 7. CONCLUSION

pendent user interaction behaviour. Similarly to Higgins et al. [43], we used
a regularization parameter � to balance the trade-o� between the reconstruc-
tion and generative power of the trained models. We investigated the e�ect of
constraining the variational framework on the learned latent representation by
varying � and find that for a constraint factor � g 1 the model learns to single
out the most dominant user behaviour in the dataset and represses other less
prevalent behaviours. Scanning the latent dimension that encodes this domi-
nant behaviour shows the varying intensity of an activity profile that encodes
weekly and day-night patterns close to an average activity profile. We con-
clude that applying a constraint factor � g 1 does not lead to disentangled
representations as reported in previous work, and believe that this is due to the
latent factors that generate user interactions are much more intricately related
than the factors studied by Higgins et al. [43]. On the contrary, in our case,
relaxing the variational framework by setting � = 0.5 or 0.1 seems to result in
a model with a latent space that learns di�erent interpretable user behaviours.

Our approach successfully models user interactions at scale and is able to
capture the true population mean of the modelled interaction behaviour data.
The approach also captures the shape of the daily standard distribution, but
cannot generate samples with high enough variance to match range of the val-
ues of the true standard deviation. As for the metrics, they require a number of
mathematical transformations to be applied on the raw generated data, leading
to a degradation in results because of the accumulation of errors. For DAU we
threshold and binarize the data, which acts as an initial source of error. Then,
for WAU and MAU this error is amplified through to the addition of multiple
days. It is interesting that in most cases the MAU performance is higher than
the WAU.

We introduced the variational context encoder (VCE), a variational mod-
ification to an approach used in image inpainting for reconstructing missing
data. This approach performs considerably better than a regular VAE frame-
work. The reconstructed data matches the true population statistics and some
of the metrics, i.e. DAU, but the individual reconstruction is not accurate.
Even though the metric for measuring sample-level agreement has its flaws,
a visual inspection of the results revealed the di�culty of the models to re-
construct sharp activity profiles and correct ranges for the values. These are
known shortcomings of the VAE framework and it would be interesting to see
if using a di�erent generative approach could produce better results.

A number of research directions could be explored as future work. As
a first step, more network architectures could be tested and further hyper-
parameter tuning could be performed to verify if higher capacity networks
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and specific parameter settings could learn to encode more user interaction
behaviour types or encode them in a di�erent way and generate more realistic
samples as well as more accurate reconstructions. A more thorough study of
convolutional approaches, including fully convolutional architectures, should
be performed, as well as a comparison to other approaches, e.g. recurrent ap-
proaches. It would be interesting to see if the population-level statistics could
be improved as well, and additionally, these population-level statistics could be
validated through comparison with simpler time series analysis models such
as ARIMA. Another area of improvement would be to investigate what could
improve the WAU and MAU metrics while using the same zero thresholding
scheme, or further, to consider alternatives to the thresholding scheme.

From a variational research perspective, it would be interesting to corre-
late the latent variables with known underlying variables or unobserved input
dimensions such as users’ age or gender. Other generative approaches could
be explored too, especially with the goal of improving the reconstruction sam-
ple quality. Adding an adversarial loss term or looking into GAN-based ap-
proaches could be particularly valuable. For the reconstruction task in partic-
ular, it would also be worthwhile to explore the e�ect of the missing region
size (and perhaps location) on the reconstruction accuracy. Finally, additional
evaluation methods should be investigated and applied both for individual- and
population-level assessment.

While there are many further questions to be answered, the goal of this
work was to lay the ground for an approach for the generative modelling of
multivariate time-series and specifically user interaction data. The framework
we have introduced can learn the hidden structure behind user interaction,
can generate somewhat realistic samples that capture the true population-level
statistics of the data, and can be used for imputation of missing data.
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Table A.1: Overview of model architectures tested. The models were each
trained with latent dimensions of 2, 5, 7, 10, 100 and optimized using the
Adam optimizer.

Architecture

Encoder
Conv 16ù3ù3, 32ù3ù3, 64ù3ù3.
Max pooling 2ù2. ReLU activation.

Decoder
Conv 32ù3ù3, 16ù3ù3, 5ù3ù3.
NN upsampling 2ù2. ReLU activation, Sigmoid.

Encoder
Conv 16ù3ù3, 32ù3ù3, 64ù3ù3.
Max pooling 2ù2. ReLU activation.

Decoder
Transp Conv 32ù3ù3 (stride 2), 16ù3ù3 (stride 2), 5ù3ù3 (stride 2).
ReLU activation, Sigmoid.

Encoder
Conv 64ù3ù3, 128ù3ù3, 256ù3ù3.
Max pooling 2ù2. ReLU activation.

Decoder
Conv 128ù3ù3, 64ù3ù3, 5ù3ù3.
NN upsampling 2ù2. ReLU activation, Sigmoid.

Encoder
Conv 64ù3ù3, 128ù3ù3, 256ù3ù3.
Max pooling 2ù2. ReLU activation.

Decoder
Transp Conv 128ù3ù3 (stride 2), 64ù3ù3 (stride 2), 5ù3ù3 (stride 2).
ReLU activation, Sigmoid.

Encoder
Conv 16ù3ù3, 16ù3ù3, 32ù3ù3, 32ù3ù3, 64ù3ù3, 64ù3ù3.
Max pooling 2ù2. ReLU activation.

Decoder
Conv 64ù3ù3, 32ù3ù3, 32ù3ù3, 16ù3ù3, 16ù3ù3, 5ù3ù3.
NN upsampling 2ù2. ReLU activation, Sigmoid.

Encoder
Conv 16ù3ù3, 16ù3ù3, 32ù3ù3, 32ù3ù3, 64ù3ù3, 64ù3ù3.
Max pooling 2ù2. ReLU activation.

Decoder
Transp Conv 64ù3ù3, 32ù3ù3, 32ù3ù3, 16ù3ù3, 16ù3ù3, 5ù3ù3.
NN upsampling 2ù2. ReLU activation, Sigmoid.

Encoder
Conv 16ù3ù3 (stride 2), 32ù3ù3 (stride 2), 64ù3ù3 (stride 2).
ReLU activation.

Decoder
Transp Conv 32ù3ù3 (stride 2), 16ù3ù3 (stride 2), 5ù3ù3 (stride 2).
ReLU activation, Sigmoid.

Encoder
Conv 16ù3ù3, 16ù3ù3 (stride 2), 32ù3ù3, 32ù3ù3 (stride 2),
64ù3ù3, 64ù3ù3 (stride 2). ReLU activation.

Decoder
Transp Conv 64ù3ù3 (stride 2), 32ù3ù3, 32ù3ù3 (stride 2),
16ù3ù3, 16ù3ù3 (stride 2), 5ù3ù3. ReLU activation, Sigmoid.
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Figure B.1: Sample latent space traversal for the model trained with � = 0.1.
The columns represent the latent dimensions ordered by the learned variances.
Each latent dimension is traversed through 10 z

i
samples that are within three

standard deviations of the prior mean. The activity profiles shown here corre-
spond to platform type t

3
.
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Figure B.2: Sample latent space traversal for the model trained with � = 0.1.
The columns represent the latent dimensions ordered by the learned variances.
Each latent dimension is traversed through 10 z

i
samples that are within three

standard deviations of the prior mean. The activity profiles shown here corre-
spond to platform type t

3
.
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Figure B.3: Sample latent space traversal for the model trained with � = 0.1.
The columns represent the latent dimensions ordered by the learned variances.
Each latent dimension is traversed through 10 z

i
samples that are within three

standard deviations of the prior mean. The activity profiles shown here corre-
spond to platform type t

3
.
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