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Abstract

Deep Reinforcement Learning (DRL) is a new research area, which in-
tegrates deep neural networks into reinforcement learning algorithms.
It is revolutionizing the field of AI with high performance in the tra-
ditional challenges, such as natural language processing, computer vi-
sion etc. The current deep reinforcement learning algorithms enable
an end to end learning that utilizes deep neural networks to produce
effective actions in complex environments from high dimensional sen-
sory observations, such as raw images. The applications of deep rein-
forcement learning algorithms are remarkable. For example, the per-
formance of trained agent playing Atari video games is comparable,
or even superior to a human player.

Current studies mostly focus on training single agent and its interac-
tion with dynamic environments. However, in order to cope with com-
plex real-world scenarios, it is necessary to look into multiple interact-
ing agents and their collaborations on certain tasks. This thesis studies
the state-of-the-art deep reinforcement learning algorithms and tech-
niques. Through the experiments conducted in several 2D and 3D
game scenarios, we investigate how DRL models can be adapted to
train multiple agents cooperating with one another, by communica-
tions and physical navigations, and achieving their individual goals
on complex tasks.
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Sammanfattning

Djup förstärkningsinlärning (DRL) är en ny forskningsdomän som in-
tegrerar djupa neurala nätverk i inlärningsalgoritmer. Det har revolu-
tionerat AI-fältet och skapat höga förväntningar på att lösa de tradi-
tionella problemen inom AI-forskningen.

I detta examensarbete genomförs en grundlig studie av state-of-the-
art inom DRL-algoritmer och DRL-tekniker. Genom experiment med
flera 2D- och 3D-spelscenarion så undersöks hur agenter kan samar-
beta med varandra och nå sina mål genom kommunikation och fysisk
navigering.
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Chapter 1

Introduction

1.1 Research Interest and Objective

This thesis investigates multi-agent collaboration using deep reinforce-
ment learning algorithms and techniques in 2D and 3D game environ-
ments. With this in mind, state-of-the-art deep reinforcement learning
algorithms and techniques are studied and adapted for multi-agent
game settings.

Deep reinforcement learning is a new research area of algorithms and
techniques, which combines reinforcement learning with deep learn-
ing. Previous work is mainly focused on adapting deep neural net-
works to reinforcement learning algorithms. For example, Deep Q-
network (DQN) [1] integrates deep neural networks into Q-learning,
a classical tabular reinforcement learning algorithm. The trained net-
works can play various Atari 2600 games [2] at a superhuman level.
This is considered the first successful attempt in learning to play video
games with direct high dimensional visual input. The deep determin-
istic policy gradient (DDPG) algorithm [3] is another example of em-
ploying deep neural networks in a reinforcement learning context and
continuous action spaces.

Most studies are dedicated to the single agent domain. However, prob-
lems involving multi-agent collaboration or competition are also very
common in social, economic and engineering areas. Games are simpli-
fied versions of real-world problems, which can be made as ideal test
platforms for experiments. Therefore, in this thesis project, 2D and
3D game scenarios are utilized to study deep reinforcement learning

1



2 CHAPTER 1. INTRODUCTION

algorithms for multi-agent collaboration.

1.2 Research Questions

In this thesis, we investigate the following questions.

• How can multiple agents learn to collaborate with each other
during training in certain game scenarios?

• Can a language emerge from multi-agent training in certain game
scenarios?

• Can a solution for a 2D game scenario be applied to a similar 3D
scenario with a virtual camera sensor?

We first study the state-of-the-art algorithms and techniques of deep
reinforcement learning. Then we conduct experiments for 2D game
scenarios in the classic particle environment based on a platform of the
OpenAI gym [4]. Lastly, we extend the experiments with adaptation
of the workable algorithms and techniques to a similar 3D scenario,
which is built in Unity3D game engine.

1.3 Problem Scenarios

To investigate the questions above, we set up a couple of scenarios in
2D and 3D game environments where agents communicate with one
another and physically move to certain target goals. Some of the sce-
narios are replicas of experiments carried out on recent papers [5], and
the others are new scenarios which extend the original ones, with the
purpose of studying further multi-agent cooperation and communica-
tion.

1.3.1 Scenario 1: Simple Speaker Listener

In this scenario, there are three landmarks rendered as red, green and
blue particles, as shown in Figure 1.1. Two agents with different func-
tions need to collaborate to achieve a common goal. Agent Speaker
(the gray particle) lacks mobility but observes the target landmark and
communicates with the other agent. Agent Listener (rendered to be
the same color as the target landmark) observes communication from
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Figure 1.1: Scenario 1: Simple Speaker Listener. The snapshots from
left to right respectively show the initial setting of a game episode,
Agent Listener receiving communication from Agent Speaker and nav-
igating, and Listener reaching the correct target landmark. In one of
the episodes, Speaker (the gray particle) is emitting a code representing
"Green" and Listener (rendered in same color Green as the target land-
mark) is observing the utterance of Speaker and navigating towards the
target.
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Figure 1.2: Scenario 2: Simple Reference. In this episode, Agent 0 (ren-
dered in same color Green as its target landmark) is emitting a code
representing "Red" and listening to Agent 1. And Agent 1 (rendered in
the same color Red as its target) is listening and emitting "Green" to
Agent 0. The snapshots from left to right display how the two agents
are behaving under the optimal policies, both communicating, listen-
ing and navigating to the targets.



4 CHAPTER 1. INTRODUCTION

Speaker and tries to navigate to the correct landmark. More detailed
environment settings of this scenario can be found in Section 5.1.

1.3.2 Scenario 2: Simple Reference

This scenario extends the previous one, as both agents are simultane-
ously speakers and listeners. Landmarks remain the same, rendered
as three different colored particles displayed in Figure 1.2. The two
agents attempt to reach their target landmark, which is only known
by the other agent. Thus, they have to learn to communicate the other
agent’s target while navigating to their own. What separates this from
two copies of scenario 1 is that the single shared reward given to the
agents is based on the combined performance. Thus, the agents need
to figure out what is going well and what is not. The environment
setting is described in detail in Section 5.2.

1.3.3 Scenario 3: 3D Scenario

Lastly, the 3D game scenario is similar to Simple Reference but in a 3D
environment setting where sensor information is given in terms of im-
ages from a virtual camera, see Figure 5.6. A detailed description is
provided in Section 5.3.

1.4 Research Ethics

The project focuses on multi-agent collaboration using deep reinforce-
ment learning in a game environment. The research result could be
further developed and widely used in many practical real-life applica-
tions, within the area of society, economy, management and engineer-
ing. For instance, it can be applied to autonomous vehicles, robotics,
production lines, stock markets, etc.

The algorithms and techniques that are researched and developed must
be well tested and validated before put into practice, since those appli-
cations directly impact human safety, social and financial security. In
a long run, the applications of multi-agent collaboration would result
in more and more autonomous systems in many areas. Therefore, ap-
propriate education must be available for people to keep up with the
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trends, allowing them to gradually adapt to a new AI empowered life
environment through the technical innovations.



Chapter 2

Background

Deep Reinforcement Learning (DRL) algorithms and techniques are
the methods that we are using to investigate the research questions
in the thesis work. DRL is a subfield of Machine Learning, laying
in the intersection of Reinforcement Learning and Deep Learning. It
would be difficult to understand DRL algorithms without systematical
knowledge in this area. Therefore, a brief but relatively comprehensive
background knowledge on Artificial Intelligence and Machine Learn-
ing has to be introduced at first place.

Figure 2.1 provides an overview of the concepts we introduce in this
chapter. We first introduce Artificial Intelligence, Machine Learning
and its three categories. We then dive deep into Deep Learning and
its two important characteristics i.e. feature extraction and function
approximation. Finally, we look into the central algorithms of Rein-
forcement Learning. Thus, we can have an understanding about why
and how Deep Learning and Reinforcement Learning are merged to
be DRL, which enable agents to interact with more complex environ-
ments and react more intelligently.

2.1 Artificial Intelligence

Artificial Intelligence (AI) [6] as the name implies, in contrast with the
natural intelligence of humans and other animals, is a type of intelli-
gence that humans would like to develop in machines. The ultimate
goal of AI is to create such autonomous systems that are able to learn
over time from trials and errors to discover optimal behaviors for max-

6
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Figure 2.1: Graph for concepts and their relationships in Artificial In-
telligence and Machine Learning.

imizing the chance to reach their goals in the surroundings [7].

Since the 21st century, AI has been thriving with several breakthroughs
on quiz show and board games, reaching the levels beyond human
players [8] [9]. Along with increasing computational power, improve-
ments of algorithms and availability of large datasets, the research and
development of AI have seen revolutionary advances. We believe that
AI will greatly impact on human’s daily life and work in the near fu-
ture.

2.2 Machine Learning

While AI is a broad concept of machine acquiring intelligence to per-
form tasks that humans can do, Machine Learning (ML) is the core
method to develop AI in a way that requires no explicit programming
[10]. ML allows computers to build models and apply algorithms in
learning large amounts of data. The ML models are trained with sta-
tistical learning techniques to understand the structure of a dataset or
a sequence of experiences. The trained models then can recognize pat-
terns to make highly accurate predictions on unseen data or handle
certain tasks in unseen scenarios [11].

The major categories of ML algorithms are displayed in Figure 2.2,
namely supervised learning, unsupervised learning and reinforcement
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Figure 2.2: Machine Learning categories and corresponding algo-
rithms. Based on [13].

learning [12]. The different categories are defined by how the algo-
rithms and models are being fed with data and how the data is being
analyzed.

2.2.1 Supervised Learning

In the category of supervised learning, the dataset contains observa-
tions xi where i = 0, 1, 2, ..., n and the corresponding ground truth
labels yi. The algorithms that fall into this category are trying to fit
a model yi = f(xi), which is the best mapping of the observations to
the labels, with the aim to accurately predict correct labels for future
unseen observations [14].

Supervised learning can be sub-typed into regression and classifica-
tion problems depending on whether the output variables are quanti-
tative or qualitative. Quantitative variables take on numerical values,
while qualitative variables take on values in one of K different classes
or categories [14]. For example, the prediction of housing price by
given features, such as house location, total area and number of rooms
etc, is a regression problem. Cancer diagnosis is a classification prob-
lem since the output is either positive or negative.
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Figure 2.3: Supervised Learning workflow. The model is trained, val-
idated and tested using the dataset. Once the model is trained, it is
used for prediction of new data. Classification and regression are typ-
ical problems in supervised learning.

In supervised learning, the dataset is partitioned into training, vali-
dation and testing set. The training set is pairs of input and output
variables that are directly fed into the model for training. The vali-
dation set is used to monitor if the model is overfitting. Finally, the
testing set is used to confirm if the trained model is generalized and
accurate on unseen data [15]. The workflow of supervised learning is
shown in Figure 2.3.

Supervised learning is the most common category in Machine Learn-
ing, but it requires a large amount of data with each data point tagged
with a correct label or output variable. This can be very expensive and
impractical in some cases, therefore unsupervised learning are intro-
duced.

2.2.2 Unsupervised Learning

Unsupervised learning is another important category in Machine Learn-
ing. It, in contrast to supervised learning, takes in a dataset that only
has observations xi without associated labels. The task in this category
is to discover the hidden structure in the data and cluster into groups
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Observations

Dataset
Feature

Extraction  ModelProcessing Feeding in Clustering

Unsupervised Learning

Figure 2.4: Unsupervised Learning work flow. Dataset without cor-
responding ground truth labels are processed to extract features and
then fed into a model. They are to be clustered into distinct groups
according to the similarity of their underlying patterns.

by similarity. The lack of labels or output variables makes the learn-
ing process unsupervised, and clustering is a typical tool being used
to understand the relationship between observations and distinguish
them into different groups [16].

There is no training, validation and testing dataset in unsupervised
learning. The dataset is fed into the model directly and clustered into
distinct groups as shown in Figure 2.4.

2.2.3 Reinforcement Learning

The last category of Machine Learning, Reinforcement learning (RL),
is a cross-disciplinary domain that combines machine learning, neuro-
science, behaviorists psychology, control theory etc. The objective of
reinforcement learning is to achieve goals without clear instructions,
but with numerical reward or penalty signals received from interac-
tions with the environment.

Unlike supervised learning or unsupervised learning, RL lays some-
where inbetween with expected future rewards that can be seen as
delayed labels. The RL agent learns an optimal policy, a sequence of
actions, that maximize the total future rewards [17].

In reinforcement learning, a RL agent observes a state st at time step t,
it then interacts with the environment by executing an action at. The
environment transits to the next state st+1 given the current state and
action chosen, alongside with the transition a reward rt is provided
to the RL agent. The goal of the RL agent is to learn a policy π that
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Figure 2.5: The RL agent interacts with the environment by first ob-
serving the state at each time step, then imposing an action, and finally
receiving a reward by evaluation of the chosen action. By improving
the approximation of expected future rewards in numerous trials and
errors, the agent learns to formulate an optimal policy. Based on [18].

maps states to actions, so that the sequence of actions selected by the
RL agent maximizes the expected discounted future rewards. At every
step interacting with the environment, the RL agent generates a tran-
sition {st, at, st+1, rt} that provides information to improve its policy,
see Figure 2.5.

2.3 Deep Learning

Deep Learning (DL), a subfield of Machine Learning, was first intro-
duced by Rina Dechter in [19]. DL has currently become the frontier of
AI as it achieves outstanding performances in many domains, includ-
ing image recognition, computer vision, speech recognition and nat-
ural language processing. Deep learning, supposedly mimics the bi-
ological brain, processes information using artificial neural networks.
The idea of simulating how neurons are working in the human brain
started decades ago. However, a breakthrough occurred in recent years
with large datasets being easily accessible and increasingly improved
computing power [20]. Now it is possible to build models with many
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more layers of artificial neurons than ever before. With greatly in-
creased depth, the networks achieve exceptional performance in do-
mains like image and speech recognition. It is believed that deep learn-
ing is one of the most promising approaches to tackle the current chal-
lenges in AI.

2.3.1 Artificial Neural Network

The brain of humans and animals is an extremely intricate organ that
is still not completely understood. However, some aspects of its struc-
ture and functions have been deciphered. The fundamental processing
element in the brain is the single neuron which provides the capability
of memorizing, thinking and decision making. These numerous neu-
rons are connected in a complex way to perceive, handle information
and finally make decisions.

Although the natural neurons are complex and function in different
ways, they all have some basic components which are dendrites, soma,
axon and synapses. Dendrites act as input channels through which
neurons receive input from synapses of other neurons. The soma then
processes these input signals and turns that processed value into an
output which is then sent out to other neurons. The link of these com-
ponents plays the role of a transmission line in neural networks [21].

Artificial Neural Networks originate from threshold logic in the work
by Warren McCulloch and Walter Pitts in [22]. They have evolved into
a Machine Learning tool that is inspired by the biological neural net-
work of a human or animal brain to imitate human and animal learn-
ing. Although it is not as sophisticated as a human brain, an artificial
neural network mimics the basic structure consisting of input and out-
put layers, and usually hidden layers as well. In each layer, there are
artificial neurons. The neurons in one layer are usually connected with
each neuron in the next layer. These neurons transmit numerical sig-
nals through connections to other neurons to mimic signal transmis-
sion in a biological neural network [23].

As the signals output by neurons are represented as real numbers in ar-
tificial neuron networks, the output is usually compared with a thresh-
old. Only when the output is beyond the threshold, will the neuron
pass the signal to the next connected neurons. In a fully connected
layer, a neuron’s output will be aggregated with other neurons in the
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Figure 2.6: Basic structure of an artificial neural network and how it
is learning using a large dataset. The artificial neural network usually
consists of input and output layers as well as a couple of hidden lay-
ers. The weights and bias are updated by minimizing a cost function.
Based on [24][25].

same layer and passed to each neuron in the next layer. The connec-
tions between neurons are parameterized weights. They are updated
during learning to adjust how strong the signals are to be transmitted
through the network [24]. Figure 2.6 displays the basic structure of an
artificial neural network.

2.3.2 Deep Neural Network

As mentioned above, the concept of the neural network is not new.
At the early stages due to the constraint of computing power, neural
networks had very shallow depth. Typically it contained only input,
output layers and a couple of hidden layers. Additionally, the number
of neurons in each layer was constrained as well. Deep neural net-
works have not been constructed and put into practical applications
until recent years, as massive computing power and large amounts of
data have become available.

With multiple layers, deep neural networks are good at extracting hid-
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den or latent feature representations automatically [26] [27]. Each layer
seems to solve its own task. Nodes in each layer learn from a distinct
set of features that are output from the previous layer. Theoretically
the deeper the layers are in the neural network, the more complex and
abstract features it can recognize, since every single neuron aggregates
output features from neurons in the previous layer [28]. For example,
in an image recognition task, the input is an image with a matrix of
pixels. The first layer would extract initial features like edges from the
pixels, then the next layer would encode the arrangement of the edges,
and the following layer would recognize the ears, eyes or feet etc. And
lastly, the final layer recognizes that it is a cat or dog or bird contained
in the image. In this way, the deep neural networks do not need hu-
mans to interfere but learn a feature hierarchy by themselves.

From a mathematical perspective, a neural network defines a mapping
function y = f(x; θ). It maps input x to y, a correct category in classifi-
cation tasks or a correct output value in regression problems. Training
using a dataset makes the neural network learn the value of the pa-
rameter θ. After training is complete, the neural network is supposed
to approximate a target function f ∗ [29]. A properly trained neural
network can best fit the dataset and also makes prediction for unseen
data points. The deep neural networks have many variants adapted
to different practical applications. For example, convolutional neural
networks are specialized in computer vision and recurrent neural net-
works are experts at natural language processing.

The mapping function f(x) can be understood as a chain of many con-
nected functions in the form of f(x) = f (n)(f (n−1)(...f (2)(f (1)(x)))). The
n connected functions are corresponding to the depth of connected
layers in deep neural networks. f (1) represents the first layer in the
network, f (2) represents the second layer and f (n) represents the out-
put layer. A cost function is defined based on an error of output y from
f(x) and the target value t from the training dataset. The aim of train-
ing a neural network is to drive the mapping function f(x) approx-
imate f ∗ by minimizing the error in a cost function. The minimiza-
tion of the cost function is an optimization problem, and a gradient
descent algorithm is commonly employed as the solution. In back-
propagation [30], the gradient is used to update the neural network
iteratively during training. The optimizer decides how the parame-
ters are to be updated and the learning rate decides the step size with
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Figure 2.7: Deep Reinforcement Learning is an end to end RL com-
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is required. Employment of deep neural network in DRL enables di-
rect learning from raw sensor input to action decisions.

which the parameters are to be updated at each iteration.

2.4 Reinforcement Learning

Although RL effectively solved various problems previously, gener-
ally it suffers from the curse of scalability and low dimensionality.
With the rise of deep neural networks in recent years, RL starts to make
use of its function approximation [31] and feature representation [28].
These abilities of the deep neural network help crack the curse of RL
algorithms. It removes handcrafted feature engineering, enabling end
to end learning where the training models can directly output optimal
actions by taking unprocessed and high dimensional sensory input.
This is illustrated in Figure 2.7. The employment of the deep neural
network in reinforcement learning thus creates a new field, Deep Re-
inforcement Learning (DRL).

2.4.1 Deep Reinforcement Learning Algorithms

The two most popular approaches to reinforcement learning are value
function based and policy gradient based methods. Q-Learning is a
stochastic value iteration method aimed at approximating aQ-function.
Policy gradient, by contrast, are methods aimed to optimize the pol-
icy directly. Before going into details of different DRL algorithms, the
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Markov property should be introduced.

Markov Decision Processes

The Markov property means that the next state is only dependent
on the current state, thereby neglecting all the past states, i.e. deci-
sions made at st depends only on st−1 instead of all the previous states
{s0, s1, ..., st−1}.

A RL process is a form of Markov Decision Process (MDP). It contains
several elements: a set of environmental states S, a set of actions A,
transition dynamics T (st+1|st, at) that generate a distribution of states
at a time step given a state and an action from the previous time step, a
reward function R(st, at, st+1), and a discount factor γ ∈ [0, 1] for expo-
nential decay of future rewards. A policy π is mapping states to a prob-
ability distribution over actions: π : S → p(A = a|S). An episode is a
predefined time period where the environment starts from a random
state generating a series of transitions. The transitions in an episode
can be seen as a trajectory of the policy. The total discounted rewards
collected in a trajectory of a policy is the return R = ΣT−1

t=0 γ
trt+1. In

RL, the goal is to learn an optimal policy π∗ that maximizes expected
return from all states, π∗ = argmax

π
E[R|π] [32].

2.4.2 Value Functions

Q-learning

The state-value function V π(s) = E[R|s, π] is the expected value of the
return given a starting state s and a policy π. However, in RL the
transition T is not necessarily available, and thus another state-action-
value or quality function Qπ(s, a) = E[R|s, a, π] is typically used in-
stead. An optimal policy is derived by choosing an action at every
step that maximizes the Q-function [33]. Q-learning is an off-policy
algorithm, as it chooses a greedy action given a state instead of follow-
ing the current policy.

The Bellman equation [34] is applied to recursively learn Qπ:

Qπ(st, at) = Est+1 [rt+1 + γQπ(st+1, π(st+1)] (2.1)

Traditional Q-learning is able to formulate an optimal policy by learn-
ing the state-action-value function. However, it is constrained to dis-
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crete and low dimensional action spaces, unable to handle many real-
world problems.

DQN

Deep Q-network (DQN), a variant of Q-learning, is the first break-
through by employing a deep convolutional neural network to ap-
proximate the Q-function [35]. DQN was applied in playing Atari
games and achieved a performance that is comparable to human lev-
els [1].

To solve the issue of instability and divergence of nonlinear function
approximators such as neural networks, a technique known as Expe-
rience Replay [36] was proposed. Experience Replay is the idea to
uniformly randomize previous transitions for model training, which
breaks the correlation of the observation sequence. The agent’s expe-
rience et = (st, at, rt, st+1) at each time step t is stored in a memory
buffer Dt = {e1, ..., et}. During training, a mini batch of experiences is
randomly extracted from memory (s, a, r, s′) ∼ U(D).

Another new application in DQN is that two Q-networks are created.
The current Q-network Q(s, a; θi) is updated iteratively during train-
ing, and the target Q-network Q(s′, a′; θ−i ) is used to approximate a
target Q-value and is only updated periodically. The target Q-network
alleviates bias introduced by the inaccuracies of the Q-network at the
beginning of training.

Q-network is updated at iteration i by a temporal difference (TD) error:

Li(θi) = E(s,a,r,s′)∼U(D)[(r + γmax
a′

Q(s′, a′; θ−i )−Q(s, a; θi))] (2.2)

where γ is the decay rate for the future rewards. θ−i are parameters of
the target Q-network, and θi are that of the current Q-network at itera-
tion i. [r+γmax

a′
Q(s′, a′; θ−i )] is the Bellman target given the estimation

θ−i .

DQN has addressed the problem of low dimensional observation in-
put by applying deep neural networks to extract feature representa-
tions from the high dimensional raw sensory signal such as pixels of
images in games. However, it is still limited by its discrete and low-
dimensional action space. More studies are needed for problems with
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continuous control.

2.4.3 Policy Search

Instead of deriving an optimal policy by maintenance of a Q-function,
Policy Search directly searches for the optimal policy by maximizing
expected return E[R|πθ]. We want to iteratively tweak the parameters
θ of the policy network so that E[R|πθ] is maximized.

Gradient-based optimization is used in DRL algorithms more often
than gradient-free methods, as it is more sample-efficient when it comes
to large networks with many parameters [37].

Policy Gradients

A neural network that represents a parameterized policy πθ is updated
by learning signals in Policy Gradients methods. In a model-free RL,
the REINFORCE rule or score function is used to estimate the gradient
on the samples generated in a trajectory by a policy. Assuming f(x) is
a score function where x is a random variable for one transition. The
policy gradient can be computed by using likelihood ratios:

∇θEx[f(x)] = Ex[f(x)∇θlogp(x|θ)] (2.3)

Now assuming a trajectory τ with transitions (at, st, rt, st+1) by a policy
π, then the policy gradient is:

∇θE[Rτ ] = E

[∑
τ

Rτ∇θlogπ(aτ |sτ ; θ)

]
(2.4)

The gradient acts as a learning signal to improve the neural network,
tweaking it to make good actions more probable and discourage bad
ones.

A disadvantage of policy gradient is high variance of the gradient esti-
mator due to empirical sampling in a trajectory. Baseline is a common
solution to reduce variance.

Actor-Critic

Since a value function can provide learning signals for direct optimal
policy search, it is very natural to combine the two approaches. This
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Figure 2.8: The actor receives a state from the environment and reacts
back an action, the critic takes in the state and a reward and calculates
TD error to update itself and the actor. Based on [37].

is called the Actor-Critic method. In DRL, two neural networks repre-
senting the actor and critic respectively are used for function approx-
imation where the actor (policy) learns by Q-values estimated from
the critic (value function) [37]. Figure 2.8 shows how the actor-critic
networks interact with the environment.

Deep Deterministic Policy Gradient

Deep Deterministic Policy Gradient (DDPG) is a model-free, off-policy
actor-critic algorithm [3]. It extends the deterministic policy gradient
algorithm (DPG) [38] by employing deep neural networks. It also ex-
ploits the success of DQN on current and targetQ-networks (critic net-
works) and experience replay in order to stabilize the learning. Lastly,
it uses a deterministic policy (actor network) instead of a stochastic be-
havior policy.

In contrast to a stochastic policy which specifies a probability distri-
bution over actions given the states, deterministic in DDPG implies a
certain action approximated given a state. Accordingly a certain state
for next time step is determined as well.

Hence, instead of making use of recursive programming as in the Bell-
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man equation, it uses a deterministic policy µ : S ← A [3]

Qµ(st, at) = Ert,st+1∼E[r(st, at) + γQµ(st+1, µ(st+1)] (2.5)

which is quite similar to Q-learning, an off-policy algorithm with the
greedy policy µ(s) = argmaxaQ(s, a). The critic network is updated
by a loss function:

L(θQ) = E[(Q(st, at|θQ)− yt)2] (2.6)

where
yt = r(st, at) + γQ(st+1, µ(st+1)|θQ) (2.7)

The actor network is updated by loss:

∇θµJ ≈ E[∇θµQ(s, a|θQ)|s=st,a=µ(st|θµ)]
= E[∇aQ(s, a|θQ)|s=st,a=µ(st)∇θµµ(s|θµ)|s=st ]

(2.8)

Same as in DQN to avoid divergence, DDPG applies soft update for
the target critic and actor networks. If the target critic and actor net-
works are denoted by Q′(s, a|θQ′

) and µ′(s|θµ′), they are only updated
every certain C steps by θ′ ← τθ + (1− τ)θ′ with τ � 1 [3].
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Related Work

In this chapter, we would like to introduce the related work to the sub-
ject of Multi-Agent Deep Reinforcement Learning. First of all, we re-
fer to the state-of-the-art algorithms that are appropriate to our multi-
agent scenarios. Then, we go through a couple of techniques rele-
vant to our implementation of the learning models. Additionally, we
present the results of our studies.

3.1 Multi-Agent Algorithms

Reinforcement learning methods, which are specialized at solving sin-
gle agent problems, are not well adapted to many real-world tasks,
such as autonomous vehicles. Therefore it is necessary to extend those
algorithms or even create new ones for the more complicated scenar-
ios with multi-agent settings.

Several algorithms that inspire the thesis work are illustrated in the
following sections. These algorithms are Multi Agent Deep Determin-
istic Policy Gradient [5], Counterfactual baseline for multi-agent policy
gradient [39] and emergent grounded compositional language [40].

3.1.1 Deterministic Policy for Multiple Agents

Multi Agent Deep Deterministic Policy Gradient (MADDPG) is an ex-
tension of DDPG applied to multi-agent settings. To consider the full
environmental states and policies of all RL agents in the game scenario,
the algorithm takes into account joint observations and actions of all
agents when learning the actor and critic networks. When it comes

21
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Figure 3.1: Each agent has a decentralized actor network, which only
accesses its own local observations. Meanwhile, each agent has a cen-
tralized critic network that has access to observations and actions of
all agents. The critic network is trained to update both itself and the
actor. Based on [5].

to action execution, the actor network of each agent takes only local
observation into account. This framework of centralized training and
decentralized execution allows each agent learning an optimal policy
by a consistent gradient signal [5].

The joint observations of all agents is denoted by x = (o1, ..., oN), joint
actions is by a = (a1, ..., aN). They, together with rewards r, are stored
in a reply buffer D in the form of (x, a, r, x′). A random mini batch of S
samples (xj, aj, rj, x′j) is extracted from D, and the critic for each agent
is updated by minimizing the loss:

L(θi) =
1

S
Σj(y

j −Qµ
i (xj, aj1, ..., a

j
N))2 (3.1)

And the actor is updated by sampled policy gradient:

∇θiJ ≈
1

S
Σj∇θiµi(o

j
i )∇aiQ

µ
i (xj, aj1, ..., ai, ..., a

j
N)|ai=µi(oji ) (3.2)

Similarly to DDPG, the target networks are soft updated at every cer-
tain steps by θ′ ← τθ + (1− τ)θ′ with τ � 1.
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The algorithm MADDPG is properly suitable for scenarios where the
agents learn to collaborate in one-dimensional action space, mostly
with physical navigation. We would like to explore this algorithm
further with multidimensional action space, especially for scenarios
where the agents could communicate while executing physical actions.

3.1.2 Counterfactual Multi-Agent Policy Gradient

Counterfactual Multi-Agent Policy Gradient (COMA) is a multi-agent
actor-critic method which utilizes a single centralized critic to approx-
imate the Q-function and separate decentralized actors to optimize
policies for each agent [39].

In cooperative multi-agent problems, the cooperation complexity is in-
creasing with the number of agents. Thus, it would be impractical and
inefficient to have just one single optimal policy for the action approx-
imation for all agents. Instead, decentralized policies for each agent
are formulated in multi-agent problems. In COMA, a single central-
ized critic and separate actors are trained by joint actions and joint
observations. When it comes to execution, the actors generate actions
based on their own action observation histories, see Figure 3.2.

COMA is dedicated to multi-agent collaborative scenarios with a global
reward function for all the agents. However, the agents trained by
COMA learn discrete policies without explicit communication [39].

3.1.3 Emergent Language

In this thesis, we would like to study the language emergent from
training multi-agent collaboration. The emergent language is so-called
grounded compositional language.

Grounded compositional language denotes a simple language where
agents associate specific symbols with concrete objects and then as-
semble those symbols into meaningful concepts [41]. The language is
represented as abstract discrete symbols uttered by the agents with no
predefined meaning, but emerged and formed of concepts in the train-
ing, according to the environment and goals [40].

This is different from studies, such as search engine [42] and sentiment
analysis [43], which extract language patterns from large text dataset.
In contrast, the language emerged during reinforcement learning is
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Figure 3.2: The networks’ structure of algorithm COMA, and infor-
mation flow among the centralized critic and the decentralized actors.
In COMA, it is a centralized training of one single critic and separate
actors. Each actor is decentralized executing actions by taking local
action-observation histories. Based on [39].

internally only understood by agents and used for collaboration, in
achieving common goals.

Since the physical environment in this paper is similar to our scenar-
ios, we would like to refer to it and study how the language is emer-
gent from our multi-agent learning communication while performing
physical actions.

3.2 Actions and Rewards

3.2.1 Action Branching Architectures

It is usually difficult to explore problems with high dimensional ac-
tion spaces. Action Branching Architectures are dedicated to such
problems. For example, in an environment with an N -dimensional ac-
tions space and dn discrete sub-actions for each dimension n, a total of
ΠN
n=1dn possible actions have to be considered [44]. Properly designed

action branching architectures can efficiently and effectively explore
such large multidimensional action space [44].
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Figure 3.3: The network architecture for action branching for e.g.
a robot where the network takes in the state as input and shares
the lower layers to extract feature representations, then diverge into
branches for the relatively independent sub-actions including e.g.
communication utterances, actions for arms and actions for feet etc.
Based on [44].

The main idea of the architecture is a shared decision module, which
extracts the latent representation from the input observation and cre-
ates separate output branches for each action dimension. Figure 3.3
visualizes the architecture of an action branching network. The n ac-
tion dimensions represent n relatively independent sub-actions.

In Action Branching Architectures, theQ-values are calculated for each
action dimension. However, we would like one singleQ-value, output
by the critic network, to evaluate the multidimensional action.

3.2.2 Hybrid Reward Architecture

As shown in [45], it is vital to have an accurate optimal value func-
tion in reinforcement learning since it estimates the expected return as
a signal for the policy optimization. Once the optimal value function
is learned, an optimal policy can be derived by acting greedily with
respect to it. Furthermore, "two different value functions can result in
the same policy when an agent acts greedily with respect to them" ac-
cording to [45]. Hence, it would be an option to learn several simpler
value functions, if it is difficult or even impossible to learn a complex
value function. In such case, the global reward function can be accord-
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Figure 3.4: A single-head deep neural network approximating one sin-
gle Q-function with a global reward function (left), and a Q-network
with Hybrid Reward Architecture (right). The network has n heads
approximating n Q-functions. Each Q-function estimates a Q-value
with the corresponding decomposed reward function. Based on [45].

ingly decomposed into several different reward functions:

Rrev(s, a, s
′) =

n∑
k=1

Rk(s, a, s
′) (3.3)

where Rrev is a global reward function which is decomposed into n

reward functions. Each decomposed reward function is affected by a
subset of state variables, and has its own Q-value function. A deep Q-
network with shared lower layers and n heads is used to approximate
n Q-values conditioning on current state and action with different de-
composed reward functions in Figure 3.4.

QHRA(s, a; θ) :=
n∑
k=1

Qk(s, a; θ) (3.4)

The Q-network is then improved iteratively by optimizing loss func-
tion of

Li(θi) = Es,a,r,s′
[

n∑
k=1

(yk,i −Qk(s, a; θi))
2

]
, (3.5)

with
yk,i = Rk(s, a, s

′) + γmax
a′

Qk(s
′, a′; θi−1). (3.6)

Here i represents the ith iteration, θi stands for the weight ofQ-network
in the current iteration and θi−1 stands for the weight of a separate tar-
get network in the previous iteration.
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In Hybrid Reward Architecture, the n Q-values are output by the n
heads from one single Q-network. However, in order to have a consis-
tent gradient to improve a policy for each action dimension, we create
separate Q-networks to estimate Q-values for each action dimension
in this thesis work.

3.3 Curriculum Learning

Curriculum learning is a learning strategy that originates from the hu-
man learning process. In an education system, humans are trained by
introducing to concepts that are built from easy to difficult levels, from
concrete to more abstract levels and from simple structures to sophis-
ticated modules.

Machine learning borrows such concept from the human learning pro-
cess. Curriculum learning guides the machine training from small sub-
tasks or simple aspects of tasks to more difficult and complicated tasks.
It is expected to obtain an efficient and effective learning result [46].

Curriculum learning can be seen as a continuation method in the sense
that a simple aspect of a problem sheds light on the global picture and
complicated factors are added progressively to expose more details of
the whole picture. Finding a solution for a smoothed version of the
problem and then moving to less smoothed could guide the training
to solve the problem gradually [47].

Mathematically, Cλ(θ) is defined as the cost functions of the problem,
in which λ is the difficulty level and θ is the parameters. The initial
smoothed version C0 is usually easy to be optimized with θ reaching a
local minimum. The local minimum is then used as a basin area for the
next difficulty level. With λ increased, Cλ becomes less smooth while
searching further for the next local minimum based on the previous
basin area [48].

Curriculum learning can also be seen as a sequence of re-weighing a
dataset from comprised of simple examples to a full dataset of interest.
With the increase of difficulty level, slightly more complex examples
are added into the training dataset and used for re-weighing the dis-
tribution. Finally, the full training dataset is being used [48].
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Methods

4.1 Principal Method

The principal algorithm applied in this work is Deep Deterministic
Policy Gradient which makes use of actor-critic architecture and can
operate over continuous action space. As the game scenario is multi-
agent collaboration in 2D and 3D environments, deep deterministic
policy gradient is adapted to multi-agent settings, denoted as Multi
Agent Deep Deterministic Policy Gradient (MADDPG). The main dis-
tinction making it adequate for the multi-agent settings is that MAD-
DPG has N sets of actor-critic networks where N corresponds to the
number of agents in the scenario, to allow each agent to have its own
mechanism of policy optimization. The reason for each agent to pos-
sess its own actor-critic networks in the original design [5] is for the
adaption to both multi-agent collaboration and competition. Since
this thesis is focusing on multi-agent collaboration, several variants
of MADDPG that are suitable for the collaborative setting are tested.

4.1.1 The Actor-Critic Architecture

As mentioned above, the algorithm MADDPG has a set of actor-critic
networks for each agent in the game environment. To facilitate multi-
agent collaboration, the algorithm considers joint observations and
joint actions taken by all the agents in training the networks. The
policies are optimized by evaluating the quality of how all the agents
behave under the environmental states. Thereby in an environmen-
tal setting that requires agents to collaborate, an optimal collaborative

28
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policy will be formulated.

A deep neural network can be seen as a nonlinear function approxima-
tor. It is unstable in training as a value function to solve challenging
problems in DRL [3]. Using a target network is the solution to alle-
viate the instability as the soft and sparse updating of the target net-
work makes it lagged in time compared to the original network. Thus,
it breaks the correlation between the current and target Q-values. Al-
though the training speed is slowed down, the stability of learning
has been improved. In the algorithm of MADDPG, both the actor and
critic have their own target networks.

4.1.2 Experience Replay

Experience replay is a mechanism where a memory buffer is used for
experience collection during the exploration in the game environment,
and sample experiences are then randomly extracted from the mem-
ory buffer for training the model.

The experiences are generated sequentially as the agents interact with
the game environment in a temporal order. It is inevitable that the
samples collected into the memory buffer in a sequence are correlated.
Thus the network is easily overfitting on experiences of the sequence.
In return, the overfitted network fails to produce diverse experiences
for training afterward.

Experiences are randomly sampled in mini batches. This is not only
for efficiently using hardware and increasing learning speed, but also
breaks the correlation of the sequence in the memory buffer. The net-
works thereby are able to formulate policies that are more generalized
with i.i.d input samples.

To perform experience replay, the experiences stored in the memory
buffer are tuples of transitions, including observations, actions, re-
wards and next observations, that is et = (s, a, r, s’). As it is a multi-
agent game setting, s is the joint observations, which is a concatenation
of observations of n agents, s = [s0, s1, ..., sn]. The same applies to ac-
tions, next observations and rewards. The memory buffer has finite ca-
pacity, and it keeps track of the position inserting the latest experience.
When it is full, the memory buffer will replace the oldest experience
with the newest one.
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4.1.3 The Network Training

With the agents exploring in the game environment, transition experi-
ence at each time step is collected into the memory buffer. The train-
ing only happens when the experiences in the memory buffer exceed
a certain amount. When the training starts, each of the n agents’ actor
µi(si|θµi) and critic Qi(s, a|θQi) are updated at each time step while the
target actor µ′i(s′i|θµ

′
i) and the target critic Q′i(s’, a’|θQ′

i) are updated ev-
ery certain time steps.

Figure 4.1 illustrates how a set of actor-critic networks get updated.
The currentQ-valueQi(s, a|θQi) is estimated by the critic network with
input of joint current observations s and joint current actions a. The
target Q-value yi is calculated by the reward and the decayed next Q-
value Q′i(s’, a’|θQ′

i) approximated by the target critic. The inputs to the
target critic network are joint next observations s’ from the memory
buffer and joint next actions a’ estimated by the target actor networks:

a’ = [a′0, a
′
1, ..., a

′
n]

= [µ′0(s
′
0|θµ

′
0), µ′1(s

′
1|θµ

′
1), ..., µ′n(s′i|θµ

′
n)]

(4.1)

The target Q-value is:

yi = ri + γQ′i(s’, a’|θQ′
i) (4.2)

where ri is the reward of the ith agent, and γ is the decay rate for future
rewards.

Finally, the critic network is updated by minimizing the loss function:

Li(θ
Qi) =

1

S

∑
(yi −Qi(s, a|θQi))2 (4.3)

in which S is the training batch size.

The actor network for the ith agent is updated by maximizing the Q-
value by the critic network. The critic takes in joint current observa-
tions s from the memory buffer and joint current actions in which the
ith action is substituted by the latest action estimated by the actor. That
is:

[a0, a1, ai, ..., an] = [a0, a1, µi(si|θµi), ..., an] (4.4)

In the optimization, it is convenient to convert maximization to a min-
imization problem. Therefore, the loss function for updating the actor
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Figure 4.1: Actor and critic network updating for each agent in MAD-
DPG.

network is:

Li(θ
µi) = −Qi

(
s, [a0, a1, µi(si|θµi), ..., an]|θQi

)
(4.5)

The target actor and critic networks are updated every certain steps
in a soft way instead of copying completely from the latest networks:

θµ
′
i = τθµi + (1− τ)θµ

′
i

θQ
′
i = τθQi + (1− τ)θQ

′
i

(4.6)

where τ is usually very small, 0.01 in this work.

4.2 Applied Techniques

4.2.1 Action Branching

In multi-agent collaboration settings, it is essential to have communi-
cation actions alongside with physical actions in many scenarios. In
some cases, it could be with more action dimensions as in [44]. In the
game scenarios of this thesis work, the agent has two-dimensional ac-
tions, which represent physical movement and action chosen to com-
municate.

The final action comprises two relatively independent sub-actions. The
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actor network is then designed with shared layers that extract latent
representations from the observation and with output heads for phys-
ical movement and communication utterance respectively. The theory
behind the action branching architecture [44] indicates that it is pos-
sible to optimize each action dimension with relative independence.
The final action is eventually a concatenation of the two sub-actions.

4.2.2 Exploration Noise

Exploration and exploitation is a dilemma in reinforcement learning.
Exploitation is when the agent follows the current policy to take greedy
actions that bring the highest rewards. Exploration is taking risks to
try on other actions which might potentially bring better future re-
wards in the long run. Exploration is necessary for the agent search-
ing for an optimal policy, although it seems to be sub-optimal at the
present situation and gain less reward. In RL, the agent is usually ex-
ploring the environment more at the beginning of training. With the
policy optimized over time, the agent gradually decreases and stabi-
lizes the exploration to a low level, and eventually exploits more by
sticking to the current optimal policy.

A noise can be imposed upon actions to enable exploration in the game
environment. What kind of noise to be applied is determined by the
environment setting. An Ornstein-Uhlenbeck process is used in DDPG
in [3] to produce temporally correlated exploration which is believed
to be efficient for physical control problems with inertia. Gaussian
noise is adopted for physical movements in [40] for its sufficient explo-
ration handling. In this work, a standard Gaussian distribution noise
is chosen to impose on actions generated by the actor network for each
agent’s exploration.

µ′i(si) = µi(si|θµi) +N (4.7)

where µ′ is the exploration policy, and N is an exploration noise that
can be chosen depending on the environment setting. N is decreased
at each time step with a decay rate ε when the training gets started,
that is N ← εN .
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4.2.3 Activation Functions

Different activation functions are selected for the two sub-actions with
consideration of the distinct action spaces. The activation function
tanh is applied to physical movement as it is suitable for continuous
action spaces. The discrete communication utterance is using the acti-
vation function of Gumbel-Softmax as below with temperature τ = 1:

G(logp)k =
exp((logpk + ε)/τ)

ΣK
j=0exp((logpj + ε)/τ)

(4.8)

ε is sampled from the Gumbel distribution (0, 1).

ε = −log(−log(u)),where u ∼ Uniform(0, 1) (4.9)

4.3 Variant Methods

4.3.1 MADDPG with Decomposed Reward

Assuming a game scenario where the agents execute relatively inde-
pendent sub-actions, each sub-action can impact the environment and
be assigned a reward that is decomposed from the global reward. The
idea behind decomposed reward MADDPG is that a relatively inde-
pendent policy could be formulated for each sub-action. An attempt
of each agent consisting of n independent sets of actor-critic networks,
each corresponding to one action-dimension, is evaluated. It is ex-
pected that policies for action dimensions could be optimized by train-
ing the corresponding sets of actor-critic networks.

In this work, the game scenario Simple Reference is used with this vari-
ant of MADDPG. It will be discussed in detail in Section 5.2.2 how the
global reward is decomposed and how an optimal policy is formulated
for that action dimension.

4.3.2 Single Brain MADDPG

Another variant of MADDPG is inspired by [40] in which there is only
one set of actor-critic networks shared by all the agents. This implies
that all the agents share the same optimal policy. The assumption for
this method is that all agents have the exact same action space and ob-
servation space, and they share the same global reward as well. This
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method is especially beneficial for communication utterance in that the
grounded compositional language is emergent consistently among all
the agents in the game scenario. Therefore, all the agents speak the
same language, compared with standard MADDPG where each agent
might interpret the same landmark in different encoders. This is par-
ticularly essential in scenarios where more than two agents collaborate
as they need to talk and understand the same language that is broad-
cast in the environment.

4.4 Development Environment Settings

The OpenAI Multi-Agent Particle Environment [49] is used for cre-
ating the 2D game scenarios. A 3D scenario is implemented using
Unity3D game environment.

A Conda virtual environment is created for the project work and Py-
torch is the framework and library used to build models for training.



Chapter 5

Experiments

5.1 Scenario 1: Simple Speaker Listener

Experiments for the 2D scenarios are carried out in the Multi-Agent
Particle Environment [49] in OpenAI, in which the scenario Simple
Speaker Listener is reproduced and tested using the algorithm of MAD-
DPG [5].

The scenario is depicted in Section 1.3.1. In this scenario, the two
agents have different action and observation spaces. The observation
of Agent Speaker os is the color of the target landmark, denoted by a
3-channel vector d ∈ R3. The observation of Agent Listener ol is a vec-
tor of concatenation of its own velocity v ∈ R2, its distance to the three
landmarks p = [p1, p2, p3], pi ∈ R2, and communication c uttered by
Speaker at the previous time step. That is:

os = [d]

ol = [v, p, c]
(5.1)

The communication action c from Speaker is denoted by a one-hot en-
coding vector, [1, 0, 0] or [0, 1, 0] or [0, 0, 1], to denote the three land-
marks respectively.

The physical action u of Listener is a 5-channel vector with each chan-
nel representing one direction for movement (up, down, left, right or
non-movement). The observations and actions of Speaker and Listener
and their relationship are displayed in Figure 5.1.

The two agents share a common reward r, which is the negative Eu-
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Speaker

Listener

color of target landmark

[d]
communication action

c

[v, p, c]

physical movement

u

velocity, distance, communication

observation action

Simple Speaker and Listener

Figure 5.1: Agent Speaker observes the color of a target landmark d

and emits communication action c which will be received by Agent
Listener. A physical movement will be generated by Listener accord-
ingly.

clidean distance between Listener and its target landmark. The prob-
lem to solve in this scenario is to search for optimal policies for Speaker
and Listener in collaboration, to maximize the expected return, i.e.
max
π

R(π), where

R(π) = E
[ T∑
t=0

r(st, at)
]

(5.2)

During the training, Speaker learns to differentiate the three landmarks
and convey the target landmark to Listener. And Listener has to learn
the encoded communication emitted by Speaker and navigate to the
correct target.

The architecture of Speaker’s actor network is similar to that of Lis-
tener, each of which contains two fully-connected layers with 64 hid-
den units and uses the activation function relu. However, their out-
put layers are different in terms of the number of units and activation
functions. The activation function of Gumbel-Softmax is employed for
Speaker, and tanh for Listener. The critic networks are of similar struc-
ture to the actor networks, except that they output a scalar Q-value.
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5.2 Scenario 2: Simple Reference

Simple Speaker Listener is the scenario used with the algorithm MAD-
DPG in [5]. A more complex scenario, Simple Reference, which extends
Simple Speaker Listener is used in this work.

The problem to solve in this scenario was stated in Section 1.3.2. Figure
1.2 displays the game scenario and how the agents behave using op-
timal policies. In this scenario, the two agents are simultaneous both
speakers and listeners, which means that they both perform physical
as well as communication actions. The communication from an agent
at a time step is observed by the other agent at the next time step, as
illustrated in Figure 5.2.

The observation of each agent contains velocity v ∈ R2, distance to
the landmarks p = [p1, p2, p3], pi ∈ R2, color of the other agent’s target
d ∈ R3 and communication c from the other. The action of each agent
is comprised of two sub-actions, physical movement u and communi-
cation action c. That is:

oi = [v, p, d, c]

ai = [u, c]
(5.3)

shown in Figure 5.2.

The reward for each agent is average value of the negative Euclidean
distances from the agents to their target landmarks. Thereby, both the
physical and communication sub-actions of the agents are evaluated.
Suppose that r0 is the negative Euclidean distance from Agent 0 to its
target, and r1 is that from Agent 1 to its target. The final reward for
each agent is then:

r =
r0 + r1

2
(5.4)

r0 is used to assess physical movement u0 of Agent 0 and communi-
cation action c1 of Agent 1. The same applies to r1 which is used to
assess physical movement u1 of Agent 1 and communication action c0
of Agent 0. This is illustrated in Figure 5.3.

The architectures of actor-critic neural networks of the two agents in
this scenario are similar to that of the previous one, except that the
actor networks are branched with two heads outputting the physical
movement and communication sub-actions respectively.
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Agent 0

Agent 1

physical & communication action

[u, c]

[v, p, d, c] [u, c]

velocity, distance, color, communication

velocity, distance, color, communication

[v, p, d, c]

physical & communication action

Simple Reference

observation action

Figure 5.2: The two agents observe the target landmark for each other
and emit communication which will be received by each other in the
next time step.

Action of Agent 0
u0

c0

r0

r1
r = ( r0 + r1 ) / 2 Reward for Agent 0

Action of Agent 1
u1

c1

r1

r0
r = ( r0 + r1 ) / 2 Reward for Agent 1

Actions and Rewards

Figure 5.3: On the left side of the dotted line, it is agent’s action which
is a concatenation of physical movement u and communication action
c, while on the right side is how the reward is calculated and assigned
to assess the actions. The two agents share the same global reward by
taking the average of r0 and r1.
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5.2.1 Experiment on Curriculum Learning

Curriculum learning has been applied, attempting to solve the net-
work divergent problem encountered during the training. The train-
ing examples are organized in such an order that increased concepts
and complexity are introduced gradually.

One version of curriculum learning is to introduce the number of land-
marks in an incremental way. The first difficulty level in this curricu-
lum learning is with a fixed target landmark for both agents, say the
red landmark as the target. At the second level, another landmark
is added e.g. the green landmark, and the target is randomly picked
from the two landmarks. The last level is the original game setting
i.e. to randomize a target from the three landmarks. The purpose of
this curriculum learning setting is for the agents to learn from a sim-
ple scenario of fewer landmarks to a more complex scenario with all
landmarks.

Another version of curriculum learning is to train Agent 0 as a speaker
and Agent 1 as a listener at the first stage, and train at the next stage the
two agents as both speakers and listeners in the original game setting.

The final curriculum learning is designed to provide the agents with
predefined communication actions to the three landmarks, say [1, 0, 0]

to the red landmark, [0, 1, 0] to the green landmark and [0, 0, 1] to the
blue landmark. Therefore, the first phase for the agents is to learn
physical movement to navigate to the target correctly. Then one of the
agents is no longer provided with predefined communication actions
but with communication from the other agent. It is expected that it
would be easier for the other agent to learn to communicate correctly.
Lastly, we go back to original game setting for the two agents, learning
both physical movement and communication.

5.2.2 Experiment on Decomposed Reward

In order to provide clear signals to the two independent sub-actions, a
trial of decomposite reward for physical movement and communica-
tion is conducted.

It can be seen from Figure 5.3 that physical movement u0 of Agent 0

is evaluated by r0 and communication utterance c0 is by r1. The final
reward is then decomposed as a tuple of r0 and r1 i.e. [r0, r1] with each
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Critic 0
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Actor 1

Critic 1

Agent n

Actor n

Critic n
...
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Agent 0

Actor_c

Critic_c
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...

Decompose Reward

Actor_u Actor_c

Critic_c Critic_u

Actor_u Actor_c

Critic_c Critic_u

Actor_u

Decompose Reward Structure

Figure 5.4: Network structure of decompose reward comparing with
standard MADDPG.

element corresponding to an evaluation signal for physical movement
and communication respectively. Similarly, the final reward tuple to
Agent 1 is [r1, r0].

Two separate sets of actor-critic networks are created for physical move-
ment and communication in order to provide consistent and accurate
gradients to optimize the two sub-actions, see Figure 5.4. The design of
decomposing reward can be seen as two Simple Speaker Listener trained
in parallel. One is Agent 0 with communication c0 as speaker and Agent
1 with physical movement u1 as listener, and the other is Agent 1 with
c1 as speaker and Agent 0 with u0 as listener, as shown in Figure 5.5.

Although MADDPG with decomposed reward manages to converge
the networks, the variant might only be well fitted to Simple Reference
but not generalizable to other game scenarios. Hence, it is necessary
to conduct more experiments with a shared global reward.

5.2.3 Experiment on Single Brain

In the algorithm MADDPG, each agent has a set of actor-critic net-
works to possess its own mechanism of policy optimization. How-
ever, the two agents in Simple Reference are completely symmetric in
that they both have the exact same observation space, action space
and share the same global reward. Thereby the agents formulate sim-
ilar optimal policies.

Thus, it would be unnecessary for each agent to create its own brain
of actor-critic networks, but instead to train one single brain for all
agents. Additionally, the single brain MADDPG allows the agents to
communicate in the same "language", which means that they utter and
understand the landmarks in the same encoders.
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u0

c0

r0

r1

Action of Agent 1
u1

c1

r1

r0

Speaker

Listener

Listener

Speaker

Decomposite of Reward

Figure 5.5: Decomposition of reward for Simple Reference, variation of
Figure 5.3. The final reward is a tuple of r0 and r1, respectively assess-
ing the two agents’ physical movement and communication action.
The decomposition of reward can be seen as two Simple Speaker Lis-
tener trained in parallel.

5.2.4 Communication Metrics

The training of the model can be manually monitored on the commu-
nication action and the rendering of the physical movement, or a met-
ric can be created and monitored on plotted graphs. The chosen metric
for the communication action is that an agent should consistently in-
terpret landmarks with unique one-hot encoders.

The technique used to measure convergence of communication is to
create a communication mapping matrix that maps agents’ interpreta-
tions to the landmarks. It counts and sums up the one-hot encoders
that the agents interpret landmarks throughout the training, and plots
on graphs every 10 episodes. After normalizing the matrix, it should
look something like below if the training is converged:1 0 0

0 1 0

0 0 1

 or

1 0 0

0 0 1

0 1 0

 or

0 0 1

1 0 0

0 1 0

 etc.

where the one-hot encoders in the three rows represent the three differ-
ent landmarks. No matter how agents interpret the landmarks, the de-
terminant of the normalized communication mapping matrix is even-
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tually approaching +1 or −1 after convergence.

Another metric for communication is the consistency of agents inter-
preting each landmark. It can be measured by the percentage of agents
associating certain encoders to specific landmarks. It should approach
100% after convergence.

5.3 Scenario 3: 3D Game Scenario

The 3D game scenario is very similar to the 2D simple reference, but im-
plemented in the Unity3D environment. The observation space of the
agents is completely different from the 2D environment. The obser-
vation in 2D is a low dimensional feature vector defined in Section 5.2
oi = [v, p, d, c], while it is an image of a front camera view with a feature
vector for the 3D agents. The front camera view is an image of pixels
with a size of 128 ∗ 128 ∗ 3. Additionally, radar map is in the upper left
corner of the image. The radar map displays the relevant positions of
the three landmarks and the two agents in Figure 5.6. And the feature
vector contains the color of the target for the other agent and commu-
nication utterance from the other agent i.e. oi = [d, c].

The main distinction in implementation of the algorithm for 3D, from
the 2D scenario, is that the actor network should be able to process
high dimensional image input and extract feature representations for
further action decisions. Therefore, convolutional neural layers are
constructed on top of fully connected layers as they are specialized
in feature extraction and image recognition.
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Figure 5.6: The image observation of an agent in Unity 3D is the pixels
of the front camera view with a radar map, indicating the positions
of landmarks and agents. In this screen shot, the three landmarks are
rendered as red, green and blue balls, and agents are the small robots
navigating around.
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Results and Discussions

6.1 Answers to Research Questions

We have obtained the following answers to the research questions in
Section 1.2.

• How can multiple agents learn to collaborate with each other
during training in certain game scenarios?
Answer: The agents need to take into account the joint observa-
tions and joint actions of all agents to learn collaborative policies
during training. Since they need to improve and optimize their
policies by referring to the full observation of the environmental
state and policies of other agents.

• Can a language emerge from multi-agent training in certain game
scenarios?
Answer: Yes, grounded compositional language is emergent from
the agents when the training is convergent.

• Can a solution for a 2D game scenario be applied to a similar
scenario in 3D with a virtual camera sensor?
Answer: Unfortunately, the solution that works for the 2D game
scenario failed in 3D in this thesis presumably due to the time
and resource constraints.

44
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MADDPG

DDPG

MADDPG non-comm

Figure 6.1: Graph of communication convergence for Speaker in the
scenario Simple Speaker Listener. Training results by algorithm MAD-
DPG, MADDPG without communication and DDPG.

6.2 Scenario 1: Simple Speaker Listener

The convergence of this scenario is defined to be when Speaker is com-
municating correct target landmarks and Listener is reaching them. In
the experiments conducted, the agents are trained with the algorithms
MADDPG and DDPG. It is noted that MADDPG is tested in both com-
munication and non-communication scenarios when the agents are
trained with the algorithm.

We have plotted graphs of communication and reward for the two
agents in scenario Simple Speaker Listener, which are in Figure 6.1, Fig-
ure 6.2 and Figure 6.3. In these graphs, the blue curve is the result
trained by MADDPG, the red one is by MADDPG without communi-
cation and the green one is by DDPG. They are all trained by 10, 000

episodes.

The graph in Figure 6.1 is the metric for communication convergence
for Speaker, the determinant of normalized communication mapping
matrix as described in Section 5.2.4. This graph shows that only the
determinant for MADDPG eventually becomes−1, indicating the con-
vergence of Speaker trained by MADDPG.

The graph in Figure 6.2 is the metric of communication consistency
as also described in Section 5.2.4. The graph displays that MADDPG
reaches 100%. It indicates that Speaker trained by MADDPG can consis-
tently interpret a landmark in the same encoder, while Speaker trained
by DDPG is unable to communicate consistently.
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Figure 6.2: Graphs of communication consistency for Speaker in the
scenario Simple Speaker Listener. Training results by algorithm MAD-
DPG, MADDPG without communication and DDPG.

Figure 6.3: Graph of average reward for the two agents in the sce-
nario Simple Speaker Listener. Training results by algorithm MADDPG,
MADDPG without communication and DDPG.

The graph in Figure 6.3 is the average reward that the two agents ob-
tained at the end of each episode. It can be seen from this graph that
the reward gained by the agents trained by DDPG and non-communic-
ation is lower than agents trained by MADDPG.

Agents trained by DDPG take actions without evaluation of the full
observation on environmental states and policies of other agents. The
agents are unable to learn optimal policies to collaborate with each
other. Similar to agents trained without communication, learning is
not able to converge sufficiently as Listener does not have collabora-
tive communication information from Speaker to guide the navigation.
Figure 6.4 displays the game rendering under convergence and non-
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Figure 6.4: Convergence of Simple Speaker Listener on the left side with
Listener navigating to the correct landmark. Non-convergence on the
right side with Listener end up in lingering among the three landmarks.

convergence of Simple Speaker Listener.

6.3 Scenario 2: Simple Reference

6.3.1 Convergence of The Scenario

The convergence of scenario Simple Reference is defined as the agents
navigating correctly to their own target landmarks. Figure 1.2 in Sec-
tion 1.3 is the game rendering on how agents behave after convergence
of the scenario Simple Reference.

We have plotted graphs of communication and reward for the two
agents in scenario Simple Reference, which are in Figure 6.5, Figure 6.6
and Figure 6.7. In these graphs, the orange curve is the result trained
by standard MADDPG, the gray one is by single brain, the blue one is
by decomposed reward, the red one is MADDPG without communi-
cation and the green one is by DDPG. All of them are trained by 10, 000

episodes.

Similar to the metrics for scenario Simple Speaker Listener, the two graphs
in Figure 6.5 are the measurement of communication convergence for
the agents. The determinant for MADDPG, single brain and decom-
posed reward is approaching +1 or −1 at approximately 3 to 5 thou-
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MADDPG

Single brain

MADDPG non-comm

Decompose reward
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Figure 6.5: Graphs of communication convergence for the two agents
in the scenario Simple Reference. Training results by algorithm MAD-
DPG, MADDPG single brain, MADDPG decomposed reward, MAD-
DPG without communication and DDPG.

sand episodes, indicating the agents trained by these algorithms are
convergent on communication actions. In contrast, the agents trained
by DDPG fail to converge with the determinant to be around 0.

The six graphs in Figure 6.6 are the metric of communication consis-
tency, reaching 100% for MADDPG and its variant methods. It indi-
cates that the agents trained by these algorithms can communicate
consistently. The agents trained by DDPG lower than 100%, it illus-
trates that they can not communicate consistently of the landmarks.

The graph in Figure 6.7 is the average reward that the two agents ob-
tained at the end of each episode. The agents trained without com-
munication and the agents train by DDPG gain low rewards than that
by MADDPG and its variants methods. This can also been seen from
the game rendering that non-communication agents and DDPG agents
are wandering among landmarks without knowing which is the cor-
rect target.

We have observed in the experiments that a complete non-convergent
navigation is always accompanied with agents unable to differentiate
and communicate correct landmarks to each other. It is similar for par-
tial convergence that the agents can only navigate to those landmarks
that are correctly communicated by the others, see Figure 6.8. This
also illustrates that the agents need to collaborate in both physical and
communication actions to achieve the goals.

Finally, the grounded compositional language is emergent in the col-
laboration. The experiments conducted have shown that the agents
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Figure 6.6: Graphs of communication consistency for the two agents
in the scenario Simple Reference. Training results by algorithm MAD-
DPG, MADDPG single brain, MADDPG decomposed reward, MAD-
DPG without communication and DDPG.

Figure 6.7: Graph of average reward for the two agents in the scenario
Simple Reference. Training results by algorithm MADDPG, MADDPG
single brain, MADDPG decomposed reward, MADDPG without com-
munication and DDPG.
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Figure 6.8: Partial convergence on the left side with one agent navigat-
ing to correct landmark and the other lingering in between landmarks.
Non convergence on the right side with both agents end up in linger-
ing among three landmarks.

interpret the landmarks differently in each training. For instance, the
agent learns the red landmark as [1, 0, 0] in one training example, while
it can learn the red landmark as [0, 1, 0] or [0, 0, 1] in another training
example. How they interpret the landmarks depends on how the lan-
guage emerges from the training process.

6.3.2 Network Architecture

Table 6.1 displays the application of different network architectures to
different game scenarios.

Scenarios like Simple Speaker Listener with two agents sharing a global

MADDPG single brain decompose reward
Speaker Listener 3 7 7

Simple Reference 3 3 3

Table 6.1: Suitable network architectures for different game scenarios.

reward but possess different observation and action spaces can only
adopt standard MADDPG. Because the agents function in different
ways, they need to search for distinct optimal policies for their own
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roles in the game.

Scenarios like Simple Reference where two agents share a global reward,
the exact same action space and observation space can adopt standard
MADDPG. Those scenarios can also use one single brain by sharing
one single set of actor-critic networks to learn an optimal policy, or
decompose the reward to formulate optimal policies for the relatively
independent sub-actions.

The most efficient architecture for scenario convergence is the single
brain actor-critic networks since a fewer number of networks needs to
be trained. This greatly improves the efficiency to the convergence of
game scenarios that can be adapted to single brain networks. Table 6.2
is the time spent for training scenario Simple Reference with different
algorithms.

MADDPG single brain decompose reward
Simple Reference 5h35m 3h51m 6h18m

Table 6.2: Average time spent training with different algorithms in
10, 000 episodes.

6.3.3 Discussions

During the experimentation, it is found that the actor network is sat-
urated during the training. This is the reason why full convergence
could not be achieved in the early trainings. The pre-activation sum-
of-products are extremely large which leads to either +1.0 or −1.0 for
physical movement after activation by tanh. L2 regularization is ap-
plied to take control of the issue. In addition, the physical movement
action has been changed from a 5-channel to a 2-channel vector with
directions in x- and y-axis. The 2-channel physical movement is more
reasonable and efficient, since the output scope between−1.0 and +1.0

from the activation function tanh can directly indicate how much the
physical movement is to take place in horizontal and vertical direc-
tions.

Finally, the scenario Simple Reference manages to converge with algo-
rithm MADDPG as well as the variants of single brain and decom-
posed reward. It is unfortunate that curriculum learning does not
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manage to converge the networks. The agents, performing well at
a simple level, diverge afterward when the difficulty level increases.
The reason is not the global reward unable to provide a clear signal for
physical and communication sub-actions as previously thought, but
the network saturation as explained above.

6.4 Scenario 3: 3D Game Scenario

In this thesis work, the 3D scenario does not converge since the net-
work is saturated from the beginning of the training. The L2 regular-
ization that manages convergence in the 2D scenario does not resolve
the saturation issue in 3D. By referring to [3] which claims to obtain
competitive performances for scenarios with high dimensional raw
pixel inputs, weights and bias of the final layer in actor-critic networks
are initialized by a uniform distribution [−3 ∗ 10−4, 3 ∗ 10−4]. This is to
attempt to avoid network saturation in that the initial output of actor-
critic networks should be close to zero. The other layers are initialized
from uniform distributions [− 1√

f
, 1√

f
] where f is the fun-in of the layer,

and batch normalization is applied as described in [3]. However, the
3D scenario did not converge. Thus, more investigations need to be
done into the 3D environment.
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Conclusion and Future Work

7.1 Conclusion

The thesis work contributes to further understanding of multi-agent
collaboration in game environments. The experiments conducted prove
that the optimal collaborative policies need to be formulated by the
agents considering the full observation of environmental states and
policies of the other agents. It is evident that grounded compositional
language emerges from the training, and the emergent language in re-
turn improves the collaboration. It is unfortunate in the thesis that the
solution works in certain 2D game scenarios, but failed in a similar
scenario in a 3D setting presumably due to the time and resource con-
straints.

Comparing with the previous work, this thesis work extends MAD-
DPG to a more complex scenario where the agents need to collaborate
in multidimensional action spaces. Concisely, the agents perform si-
multaneously a physical movement and a communication utterance in
collaboration. Moreover, the actor network branched with two heads
for each action dimension manages to converge with an actor-critic
network model.

Some variations of MADDPG are explored for different game scenar-
ios. MADDPG with decomposed reward can be adopted to scenarios
with a complex global reward. Single brain MADDPG can be applied
if agents in a scenario are symmetric in observation and action space
and share the same global reward. Additionally, the agents trained
by single brain MADDPG speak the same language, which is essential

53
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for the scenarios where more than two agents need to collaboratively
communicate in achieving goals.

The issue of network saturation is consistently encountered during the
process of the thesis work. A possible explanation for this might be
that in order to learn optimal policies in continuous action space, the
neural networks have to be sufficiently complex to extract latent fea-
tures, estimate Q-values or optimize policies.

7.2 Future Work

A natural progress of further study on multi-agent collaboration would
be that more agents are trained to cooperate in certain game scenarios.
The agents might need to cooperate in parallel or hierarchically. They
might possess a more multidimensional action space. They even need
to speak and understand the same language if communication is nec-
essary between more than two agents. Hence, the algorithms and net-
works need to be modified and adapted with consideration of the new
situations. The above findings in this thesis work might contribute to
the future research.

In addition, it is still worth to further investigate the use of the de-
terministic policy gradient algorithm on multi-agent problems in 3D
game scenarios. Perhaps the most serious disadvantage of this algo-
rithm is the network saturation. Furthermore, the main concern of
3D game scenarios is the high dimensional pixel input. Further work
needs to be done accordingly on structure of the neural networks, e.g.
the convolutional layers in the actor and on hyperparameters tuning.
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