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Sammanfattning 
Prenumerationstjänster blir alltmer populära i dagens samhälle. En av nycklarna för att 
lyckas med en prenumerationsbaserad affärsmodell är att minimera kundbortfall (eng. 
churn), dvs. kunder som avslutar sin prenumeration inom en viss tidsperiod. I och med den 
ökande digitaliseringen, är det nu enklare att samla in data än någonsin tidigare. Samtidigt 
växer maskininlärning snabbt och blir alltmer lättillgängligt, vilket möjliggör nya infallsvinklar 
på problemlösning. Denna rapport kommer testa och utvärdera ett försök att förutsäga 
kundbortfall med hjälp av maskininlärning, baserat på kunddata från ett företag med en 
prenumerationsbaserad affärsmodell där prenumeranten får besöka live-event till en fast 
månadskostnad. De maskininlärningsmodeller som användes i testerna var Random Forests, 
Support Vector Machines, Logistic Regression, och Neural Networks som alla tränades med 
användardata från företaget. Modellerna gav ett slutligt träffsäkerhetsresultat i spannet 
mellan 73,7 % och 76,7 %. Därutöver tenderade modellerna att ge ett högre resultat för 
precision och täckning gällande att klassificera kunder som sagt upp sin prenumeration än 
för de som fortfarande var aktiva. Dessutom kunde det konstateras att de kundegenskaper 
som hade störst inverkan på klassifikationen var ”Använda Biljetter” och ”Längd på 
Prenumeration”. Slutligen kommer det i denna rapport diskuteras hur informationen 
angående vilka kunder som sannolikt kommer avsluta sin prenumeration kan användas ur 
ett mer affärsmässigt perspektiv.      
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A Machine Learning approach to churn
prediction in a subscription-based service

Clas Blank & Tomas Hermansson

Abstract—In today’s world subscription-based online services are becoming increasingly popular. One of the keys to success in a
subscription-based business model is to minimize churn, i.e. customer canceling their subscriptions. Due to the digitalization of the
world, data is more easy to collect than ever before. At the same time machine learning is growing and is made more available. That
opens up new possibilities to solve different problems with the use of machine learning. This paper will test and evaluate a machine
learning approach to churn prediction, based on the user data from a company with an online subscription service letting the user
attend live shows to a fixed price. To perform the tests different machine learning models were used, both individually and combined.
The models were Random Forests, Support Vector Machines, Logistic Regression and Neural Networks. In order to train them a data
set containing either active or churned users was provided. Eventually the models returned accuracy results ranging from 73.7 % to
76.7 % when classifying churners based on their activity data. Furthermore, the models turned out to have higher scores for precision
and recall for classifying the churners than the non-churners. In addition, the features that had the most impact on the model regarding
the classification were Tickets Used and Length of Subscription. Moreover, this paper will discuss how churn prediction can be used
from a business perspective.

Index Terms—machine learning, churn, subscription, random forest, SVM, neural network, logistic regression, gini impurity, features.
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1 INTRODUCTION

SUBSCRIPTION-based business models are becoming in-
creasingly popular. Nowadays it is not unusual for a

person to subscribe to both a music streaming service and
at least one, but sometimes two or three, movie streaming
services. Furthermore, it is possible to subscribe to anything
from weekly food deliveries to razor blades to the usage of
cars. The subscription society is growing.

For a company to grow a subscription-based business,
keeping a low churn rate, i.e. the number of customers that
cancel their subscriptions during a certain period of time, is
important. According to research, acquiring a new customer
is five to twenty-five times more expensive than retaining
an existing one [1]. That means, if a company can minimize
their churn rate, profits could increase as much as twenty-
five percent as a result of an increase of five percent in
customer retention [2].

Due to the digitalization data can be easily collected and
used in data driven models. This has opened up possibilities
to use machine learning in several areas, for instance for
marketing purposes. In this document a machine learning
approach to churn prediction in a subscription-based service
will be examined. Is it possible to discover patterns in the
users interactions, and to predict if there is a risk to churn?

Additionally, the report will cover an economic perspec-
tive to the issue as well. If it is possible to identify customers
who are potential churners, what can be done in order to
retain them to increase customer retention?

• C. Blank is with the Royal Institute of Technology, Stockholm, Sweden.
E-mail: clasb@kth.se

• T. Hermansson is with the Royal Institute of Technology, Stockholm,
Sweden. Email: therm@kth.se

1.1 Scientific question
How accurate can machine learning be used to rank cus-
tomers according to their probability to churn, based on
their activity in a subscription-based service?

1.2 Hypothesis
The authors hypothesis regarding the scientific question is
that the likelihood of churn should be reflected in user
behavior and user activity. How accurately a machine
learning model can predict churn should, hypothetically,
be dependent on the information available from the data-
collecting source. If the data received is adequately vast and
expressive, the results should hypothetically be better than
random guessing.

2 BACKGROUND

2.1 The company’s interests
Abundo is a company that offers a subscription service for
live events. The business idea is that the service offers tickets
to plays and concerts that are not sold by the producers
directly. The tickets can be booked by the members of
the service who pays a fixed monthly price. This way the
producers of the plays can fill up their saloons and get partly
paid for the tickets they could not sell the regular way, at the
same time as the users of the service can attend live events
to a relatively small cost. Abundo then splits their revenue
between themselves and the producers of the events. There
are currently two subscription types. One which offers the
subscriber to bring an additional person to every event
offered and one which only allows the subscriber to attend
the event herself.

Today Abundo has approximately 1500 active members
and about an equal number of members who have canceled
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their subscriptions. All these users’ interactions with the
website are logged with the help of a third-party software.
Today the company is not using the collected data as much
as they would like to, both due to lack of resources and
competence. Today some targeted marketing are performed
by Abundo but only manually. In other words, they have an
employee that manually screens through the collected data
and uses that information to make decisions. Due to obvious
reasons that is probably not the most efficient way to do it
and it should be possible to optimize this process.

The belief is that the collected activity data from the
users of Abundo can be used to predict whether they are
likely to churn or not in the future. This will be done
by implementing machine learning models that analyses
the users behavior on the site and makes a prediction on
whether the user will churn or not. From getting the in-
formation about which customer might churn, the company
hopes to be able to streamline their marketing, especially
the marketing targeting the potential churners. Additionally,
the information could be used to improve the product as a
whole.

2.2 Previous Work
There have been a few studies within the same area before.
In the preparation of this report three different studies
were evaluated. Churn prediction in subscription services:
An application of support vector machines while com-
paring two parameter-selection techniques [3], Analyzing
Customer Churn by using Azure Machine Learning [4],
Churn Analysis in a Music Streaming Service: Predicting
and understanding retention [5].

All three of the mentioned papers try to predict churn
with machine learning. Although the user bases the testing
was performed on were more extensive than what is the case
in this report, the papers contributed to the understanding
on what aspects is important to consider.

One key aspect of this project is the choice of machine
learning methods. In the previous work in the area several
methods were evaluated. The tested methods were Support
Vector Machines (SVM), Random Forests, Logistic Regres-
sion and Artificial Neural Networks. The different studies
showed various results, as Random Forest gave great results
in two of the papers, but in two of the papers the results
for SVM and Artificial Neural Networks were equal to the
results of the Random Forest approach [3], [5].

In the examined papers it was also concluded that the
most important feature for the potential churners were
length of subscription [3] and the grade of activity [5].

According to Barga and Berger [4] a multi-model ap-
proach to churn prediction, i.e. using several algorithms to
get the result, is a must.

3 METHOD
3.1 Theory
3.1.1 Churn rate
Churn rate is defined as the proportion of subscribers that,
during a fixed period of time, leaves a supplier, service or
product. If a company with a subscription business model is
supposed to grow, their growth has to be greater than their
churn rate [6].

Fig. 1. Illustration of SVM

3.1.2 Support Vector Machines
The SVM approach is a novel classification technique based
on neural network technology using statistical learning
theory. In a binary classification context, SVMs try to find
a linear optimal hyperplane so that the margin of sep-
aration between the positive and the negative examples
is maximized. This is equivalent to solving a quadratic
optimization problem in which only the support vectors,
i.e. the data points closest to the optimal hyperplane, play a
crucial role. In most real-life situations however, data is not
often linearly separable. In order to enhance the feasibility
of linear separation, one may transform the input space via a
non-linear mapping into a higher dimensional feature space
via a kernel function [3].

The concept of the method is to find the support vector
H so that the margin to the closest classified data points
is maximized, as shown in Fig. 1. A non-linear example is
illustrated in Fig. 2.

3.1.3 Random Forests
Random forests are a combination of tree predictors such
that each tree depends on the values of a random vector
sampled independently and with the same distribution for
all trees in the forest. The generalization error of a forest
of tree classifiers depends on the strength of the individual
trees in the forest and the correlation between them [7].

Breiman defines random forests as: A random forest is
a classifier consisting of a collection of treestructured classifiers
h(x,k ), k=1, ... where the k are independent identically distributed
random vectors and each tree casts a unit vote for the most popular
class at input x [7].

A simplified example of how Random Forest work can
be seen in Fig. 3.

3.1.4 Logistic Regression
Logistic Regression is originally a statistical model but can
also be applied to Machine Learning problems. The method
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Fig. 2. Illustration of the non-linear case

Fig. 3. Illustration of random forest

is used for classification problems, often in the binary case.
Logistic regression is similar to linear regression but with
the difference that, instead of resulting in a numerical value,
it gives a probability as an output. The probability is in-
terpreted as the probability that the input belongs to the
positive class. The formula for Logistic Regression is (1):

h✓(x) = �(✓Tx) (1)

Where h is P [y = 1|x] and the right side of the equation
is the the logistic function, also called the sigmoid function.
It is an s-shaped function that ranges from 0 to 1 (2).

�(z) =
1

1 + e

�z
(2)

To get the best fit for the data points, the loss function J
(3) should be minimized using its gradient (4) [8].

Fig. 4. A Neural Network
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3.1.5 Neural Network

A neural network, or artificial neural network, is a system
of algorithms that are set up to mimic a biological neural
network, like the one that exist in, for example, the human
brain. The network consists of a number of nodes that
receives and emits signals between each other

The purpose of a neural network is to train the net-work
to perform a specific task. Historically, neural networks
have been used for image and speech recognition. To train
the neural network a dataset with prepared labels for the
specific task are used so that the network can learn.

A basic neural network consists of layers as in Fig. 4. The
first layer is the input layer, where the input is received. The
input layer does not perform any calculations, it only passes
the input to the next layer which is the hidden layer. There
could be one or several hidden layers. It is in the hidden
layer the computations are done. The last layer is the output
layer and serves to give the output of the network [9].

3.1.6 Confusion Matrix

A matrix comparing a machine-learning models predicted
result with the actual result on a given test set. The matrix
shows the number of True Positives, False Positives, True
Negatives and False Negatives, as in Fig. 5.

3.1.7 Precision, Recall ,and F1-score

Precision, recall, and f1-score are all metrics used to evaluate
binary classification problems.

Precision is a classification metric that shows the propor-
tion of all the positive classifications that actually belonged
to the positive class, see (5).

Precision =
TruePositives

TruePositives+ FalsePositives

(5)
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Fig. 5. A Confusion Matrix

Fig. 6. Examples of ROC-curves

In contrast, recall shows the correctly classified fraction
of all objects in the specific class, and is calculated as (6).

Recall =
TruePositives

TruePositives+ FalseNegatives

(6)

F1-score is the weighted average between the precision
and the recall. The f1-score has a value ranging from 0 to 1
where 1 is optimal [10]. See (7) for the calculation of f1-score.

F1 = 2 ⇤ Precision ⇤Recall

Precision+Recall

(7)

3.1.8 Receiver Operating Characteristic Curve (ROC)

In diagnostic tests with dichotomous outcome, the conven-
tional approach of diagnostic test evaluation uses sensitivity
and specificity as measures of accuracy (Sensitivity - True
positive rate, specificity - true negative rate) compared to
some baseline standard. The ROC curves domain is a dia-
gram with the true positive rate(TPR) on the y-axis and the
false positive rate(FPR) on the x-axis [11]. Some examples
can be seen in Fig. 6.

3.1.9 Area Under Curve

Area Under Receiving Operating Characteristic
Curve(AUROCC) is a metric that represents a global
measure of separability between the distributions of scores
for positive and negative populations. It takes the measure
of the area under the curve and compares the result for all
possible thresholds, which offers a broader understanding
of how the model would perform over a range of different
real-life situations [11].

3.1.10 Dialogue Marketing

Dialogue marketing is a CRM strategy that serves to
strengthen the relationship between the company and the
customer by having a dialogue. The dialogue most often
come in some type of message, such as a letter, a phone call
or an email. The content of the dialogue and through which
channel it comes is dependent on the customer in questions
dignity. In online businesses email is the most common tool
to use due to its reach and cost effectiveness [12].

3.1.11 Gini Importance

A metric for the importance of each feature will be produced
to clarify which features are the most or least important.
Consequently, this will offer a bit of insight into the model,
which was specially requested by Abundo. Feature im-
portance will be derived from the sklearn method ”fea-
ture importance” which uses gini importance to calculate
these metrics [13].

Gini importance is a feature selection method based on
the random forest classifier. The random forest classifier
performs an implicit feature selection. This feature selection
can be interpreted as the Gini importance. The importance
is calculated by performing an optimal split at each node
in a classification tree. The optimal split is derived from the
Gini impurity. Gini impurity at node x is calculated as :

i(x) = 1� p

2
1 � p

2
0

With pk = nk
n where nk is the fraction of the samples

from class k = 0, 1 out of the total n samples on node.
The decrease �i results from splitting and sending the

samples to two sub-nodes xl and xr by a threshold tv on a
variable v defined as

�i(x) = i(x)� pli(xl)� pri(xr)

After an exhaustive search over all variables v available
at the node, and over all possible thresholds tv , the pair
v, tv leading to a maximal �i is determined. The decrease
in Gini impurity resulting from this optimal split and over
the binary tree T , �iv(x, T ) is recorded and accumulated
for all nodes x in all trees T in the forest, individually for all
variables v:

IG(v) =
X

T

X

r

�iv(x, T )

The quantity IG, which is the Gini importance, decides
how often a particular feature v was selected for a split,
and how large its overall discriminative value was for the
classification problem [14].
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3.2 Choice of method

From the research of machine learning models and the
previous work that has been done in the same area, i.e.
churn prediction with machine learning, algorithms to be
used in this project has been chosen. The methods that will
be used is Logistic Regression, Support Vector Machines,
Random Forest and Neural Networks. All these methods
have been scientifically proven to be useful on this type of
problem. Even though the dataset in this study generally is
smaller than the ones in the papers examined, our belief is
that the chosen models will generate the best results. The
models will first be tested and evaluated individually, and
the accuracy will be measured respectively. Then the models
will be tested combined together

3.3 Data

In order to implement the chosen machine learning methods
data is needed. The data that was used was exported from
Abundos user-tracking tool to a plain text file. The data
consisted of one part with information about the users,
such as user-id, sign-up date, transaction dates and amount,
and also the subscription type the user has. The other part
of the data was a plain text file, also exported from the
tracking-tool, which contained information about the users
interaction on Abundos website. A few examples of the
activities are login, loading a page, booking tickets and
payment completed. Every single activity also had a unique
id which made it possible to connect it to the text file of all
the users.

To create a relevant scope for this study, only events from
a certain time frame between 1/2/2017 and 31/1/2018 was
selected, separated by which month they took place. The
original files received consisted of more than four thousand
users and approximately 1.2 million activities.

A final data point is illustrated in appendix A. Note that
this is not an actual data point used in learning, but one
conceived by the authors.

3.4 Pre-processing of the data

3.4.1 Events

A data point of an event were structured with a set of
distinct properties. The most important property for events
is what category of event it relates to. The events were
divided into twenty different categories which included:

”Loaded a Page”, ”User Login”, ”Email Link Clicked”,
”Tickets Joined Waitlist”, ”Tickets Booked”, ”Ticket Can-
celed”, ”Tickets Standby Reserved”, ”User Logout”, ”Email
Opened”, ”Email Delivered”, ”Onboarding Started”, ”Tick-
ets Used”, ”Pause started”, ”Invited friend”, ”Viewed
event”, ”Subscription upgraded”, ”Subscription down-
graded”, ”Standby Ticket Accepted”, ”Standby Ticket De-
clined”, ”Active Booking Limit”

The events also contained a reference id to the customer
that the event regarded, which made it possible to link
the events to their respective customer. The events also
contained other meta information, however none of the
other information points were deemed relevant to the study,
and were thereby excluded.

3.4.2 Users

For each user data point there were a certain set of prop-
erties that seemed promising for the study. Properties that
were extracted for each user included the users distinct
id, transaction dates and amounts, notification preferences,
the account type (standard or plusone), and account sta-
tus. Other properties were deemed irrelevant to the study,
or could not be applied due to heterogeneity across the
database.

For building the model each user must be labeled as
either a churner or a non-churner. From the data collection
application used by Abundo, each user were tagged with
a property called ”account status” as one of the following
categories: ”Active”, ”Canceled”, ”Pending cancelation”,
”Pause Started”, ”None”. The only non-churners are the
ones who’s account status is currently active, consequently
the users that had the label ”Active” were tagged as non-
churners. All users which did not have account status
”Active” were tagged as churners.

3.4.3 Linking and structuring

When linking an event to a user the parameter distinct id
were used first. If no matches could be made, the email of
the event and the user were matched since occasionally, the
distinct id of an event were represented in an email format.
After linking, 56% of the events remained as the other 44%
could not be linked, or could not be categorized as one of
the twenty chosen categories.

For each user, category, and month the sum of the events
were counted. The activity period of every user was also
calculated with the dates of transactions within the time
frame of the study. With this data the average activity and
standard deviation of activities could be calculated for each
user, which were later used as parameters when fitting the
machine learning models.

The final step of pre-processing included the vector-
ization of data points. At this point in the process, the
parameters included average monthly activity per event
category, average monthly total activity, standard deviation
of monthly activity, account status, account type, and length
of activity period.

4 RESULTS

4.1 Single model results

The first test was done on all the models individually to get
an impression of how the models performed on their own.
As seen in table 1, the results for the different algorithms
range in a span of three percent from the one with the
highest accuracy, Random Forest Classifier, to the one with
the lowest, Neural Network Regressor. All the tests were ran
over ten iterations with the training and test-sets, for each
iteration, derived from Monte Carlo cross-validation on the
total data set. The training/test split-ratio used were 20%
test set, 80% training set, in line with the Pareto Principle.
Another ratio of 25% test and 75% training were also inves-
tigated, with similar results.
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TABLE 1
Single model accuracy

Fig. 7. Confusion matrix of the multi-model’s performance

4.2 Multi-model results

The performance of the multi-model test, when all the algo-
rithms were combined in order to classify the data points, is
shown in Fig. 7 as a confusion matrix.

In table 3, precision, recall and f1-score for the multi-
model test is illustrated. As the table shows, both the preci-
sion and recall were higher for the churner-class. The preci-
sion and recall were 10 and 14 percent higher respectively.
As a consequence, the f1-score for the churner-class is also
higher than the one for the non-churner-class.

TABLE 2
Accuracy, precision, recall and f1-score for the multi-model approach

Fig. 8. ROC curve over the multi-model test

Furthermore, the ROC curve for the multi-model test
was generated. The AUROCC was also calculated to 0.87.
The ROC curve and the AUROCC is presented in Fig. 8.

4.3 Impact of the features
The users interactions on the website influence the multi-
model test in different ways. Not all the different activities
were equally important for the final classification as churner
or not-churner. In table 3 the features are listed in falling
order, from the one with the most importance for the model,
to the one with the least.

5 DISCUSSION

5.1 Data and possible sources of error
As previously discussed in section 3.3 the user- and events
data was received from Abundo’s data collection tool. The
user data was fairly sparse from the point of view of usable
parameters for the study. The only parameters that could be
applied were transactions made, account type, and account
status.

Even though the data from the collection tool was useful,
especially the event data, there are a couple of drawbacks
that could have affected the results of the study. As earlier
mentioned the scope of the data was a period of a year from
1/2/2017 to 31/1/2018. Nevertheless, it was not possible to
fully exclude attributes that occurred after the period of the
scope. For instance, if a user chose to cancel the subscription
a month after the period of the scope’s end, the user will
still exist in the data set but it will be labeled as a churner.
Due to that, a user can have activity like an active user but
according to the database it is a churner. This might lead
to the problem that the model is trained in the wrong way,
hence it gets the perception that the specific user is a churner
when it should be a non-churner.

Moreover, another drawback of the data that can be
discussed is the number of data points. The data set used
consisted of 3374 users which could be considered relatively
few. In comparison, in the study of churn prediction in a
streaming service, presented in section 2.2, 1.4 million users
were used [5]. It is possible that a larger data set would have
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TABLE 3
The importance of the features

given a better result. Though, this study was limited by the
number of users that are or have been members of Abundos
subscription service. If the machine learning model tested in
this paper would be implemented by the company, it should
be re-trained if/when the user base grows.

5.2 Future Data Collection
On the topic of data collection, a few extra parameters could
be collected in the future to make the method more reliable.
As previously discussed, the events exported from the data
collection did not have a reliable date mark and could only,
practically, be identified within the time frame of a month.
With a certain date mark, a more exact time frame could be
derived, which could lead to the creation of more applicable
parameters, e.g. ”Time Elapsed since last Pause: 64.4 days”.

Furthermore, additional data of the users personal im-
pression of the application and of individual events could
be collected and used in the prediction model. For example
a user rating system for each event could be implemented
to gather information of the over all, and event-specific,
user satisfaction. Additionally, information regarding pos-
sible user complaints and functionality questions could be
collected, which could possibly contain information about
the user’s personal impression. In a previous study on churn
prediction in a subscription based application, ”Elapsed
time since last complaint” showed to be one of the most
important features according to their implementation [3].

An additional aspect that could be added in the future
data collection in order to improve the method is the cus-
tomers use of social media. Peoples social media is often
filled with information about what they do like and what
they do not like. Also, it is not unusual that a social media
account is used to sign up for all kinds of services, which
reveals even more information about the user. For future
tests it would be interesting to see if the information from
social media can improve the model.

5.3 Features
In the previous studies the most important features had
been activity in general [5] and length of subscription [3].
That corresponded fairly well to the results of our study,
which is presented in table 3 under section 4.2.

From table 3 a couple of observations can be made about
the importances of features. The most important features
were: ”Tickets Used” - How many average events the user
visited during the time period examined, as well as the
length of the active period. Regarding the ”Tickets Used”
parameter, one could hypothesize that a larger amount of
average tickets used would make the customer less likely to
churn and vice versa. Although, the feature importance tool
that was used does not declare the reason to why a feature
is important, only the bulk of the importance itself.

The other feature that had the most impact was Length
of active period, which corresponds to the study with the
Belgian newspaper [3]. A possible reason to why is that
the longer a user uses a product, the more likely it that
the user likes the product and keeps on using it. Although,
as mention in the previous paragraph, the list of feature
importances only say that the feature has an impact, not in
which direction.
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”Standard Deviation of Activity” was the third most
important feature. This feature is derived from the standard
deviation of average monthly total activity per user. The
reason for this could possibly be that a churner is very
active at the start of his/her subscription period, but as
his/hers interest dwindles, the average activity goes down
and. Consequently, this leads to the user churning.

Regarding emails sent from Abundo to the customers
there were three different email related features; ”Email
Delivered”, ”Email Opened”, and ”Email Link Clicked”.
Out of these three features, the most important for the model
was email delivered with 6.4% importance closely followed
by email opened on 5.4%, and lastly email link clicked with
2.5%. This could possibly tell Abundo something about their
customer retention strategy if investigated more thoroughly.

Furthermore, it can be observed that the features ”Sub-
scription upgraded” and ”Subscription downgraded” are
not very important for the model. The reason for this could
be that there were few event data points with these features
relative to the size of the total data set(213 and 76 total data
points for upgraded and downgraded respectively).

Two other important parameters for the model is
”Loaded a Page” - which corresponds to loading any page
on the website. This was by far the most frequent event in
the data set since it could be related to multiple different
website activities, and ”Average Monthly Activity” - The
average total activity of the user per month. One could
hypothesize that a non-churner would on average have less
average website activity than would a churner, and that
consequently the model would pick up on that.

The rest of the features were relatively evenly matched
on importance ranging from ”Standby Ticket Accepted” on
0.7% to ”Tickets Booked” on 6.9%.

5.4 Discussion concerning the results

5.4.1 Baseline comparison

To set the result of the study in a context, it was compared to
a baseline. The baseline was created using the majority class
statistical baseline on the test set [16]. The data set consisted
of a total of 3374 data points, whereof 1568 Non-Churners
and 1806 Churners, see Fig. 7. That gave us a baseline of 54
% with the majority class method.

The accuracy results, both for the single-model and the
multi-model, which can be seen in table 1 and 2 respectively,
where higher than the baseline. Due to that fact, it may
indicate that the problem of identifying possible churners
can be solved with machine learning.

5.4.2 Accuracy of the different model approaches

As can be seen in table 1 and table 2, the accuracies across
the different models are quite equable. A reason for this
could be that the classes are, as illustrated by the ROC curve
in Fig. 8, fairly well separated. Consequently this could lead
that some customers are fairly easy for all models to classify
and some others are not, homogeneously across the model
set.

As seen in table 1, the random forest classifier(RFC)
performed slightly better than the rest on the data set,
together with the multi model approach(that combined RFC

with neural network classifier and SVM). Consequently,
these models seems to be the most suitable.

However, some sources suggests that neural networks
will perform better over large data sets [17], which could
indicate that the optimal model could change as Abundo’s
customer base, and thus the data set, changes. Furthermore,
this could translate to the other models used, as perfor-
mance overall for models could change as the data set
changes.

5.4.3 Precision and recall
As seen in table 2 the precision and recall for the different
classes are quite similar. The scores for both precision and
recall were higher for the churner than the non-churner
class. A possible reason for that is the distribution of the
classes in the training set, which was slightly weighted
against the churners. The training set consisted of 46 % non-
churners and 54 % churners.

However, the statistics illustrated in the confusion matrix
is the result of one individual randomly sub-sampled test
and training set which produced a slightly more skewed
distribution towards churners. In that set the distribution
was 39 % non-churner and 61 % churner, thus a rather
significant difference compared to the total training set. To
avoid this problem with the test set a large number of tests
could have been performed to get an average distribution of
the classes which, in the long run, should reflect the training
set. In further research that would be preferable.

5.4.4 Area Under Receiving Operating Characteristic
Curve(AUROCC)
The AUROCC for the multi-model test gives an indication
how good the model is at distinguishing the two classes.
The area for the model was 0.87. The AUROCC value
ranges between 0.5 for random selection and 1 for per-
fect separation of classes. Relative to random selection our
model performed well, as it is closer to 1 than to 0.5 and it
strengthens the belief that the model is better than random
selection. However, there are still ambiguities among the
users, i.e. the behavior of a non-churner and a churner can
be similar, making some of them difficult to classify.

5.5 Business perspective
To get an understanding for what our machine learning
churn prediction model can do from a business perspective
a SWOT-analysis was produced, which can be seen in Fig.
9.

As the SWOT-analysis shows there are two possible
sides of the model, helpful and harmful. For instance, if the
company grows, the model needs to be maintained, which
could demand resources. Moreover, the amount of data that
was used when building the model was relatively small
compared to previous studies. A possible threat towards
the company is that the user base change their behavior
and, as consequence, the model begins to classify the users
indifferently. As a result, the marketing based on the model
can fail and work counterproductive.

Nonetheless, the SWOT-analysis shows that if the model
works properly it has some clearly identifiable strengths,
as well as opportunities. It automatizes a task that today
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Fig. 9. SWOT-analysis of our machine learning model

is done manually and to a lesser extent than what the
model potentially could do if it was to be implemented.
Additionally, opportunities to streamline marketing and
save resources appear. The desired outcome is to use the
information from the model to minimize churn and to
maximize resource effectiveness when preventing churn.

As earlier mentioned several studies conclude that ac-
quiring a new customer is five to twenty-five times more
expensive than retaining a current one [1]. The informa-
tion regarding which customers are likely to churn would
therefore be considered valuable to any business with a
subscription-based model.

As the result of this study and one of the previous
studies showed, user activity is often highly correlated to
churn [5]. In order to turn a plausible churner around, the
aim should therefore be to reengage them with the product.

One method to prevent the possible churners from can-
celing their accounts is Dialogue Marketing [12] in order
to improve CRM. In Abundos case, Dialogue Marketing
is easiest performed with emails to the customers likely
to churn. By knowing who might churn, the content of
the emails can be personalized towards the specific user.
Nevertheless, a problem with Dialogue Marketing is that
different users responds differently to personalized emails
depending on style, timing and taste. In order to measure
the effects of emails, several metrics can be used, see table 4.

Although Dialogue Marketing can be useful, one of
the key loyalty drivers are product quality [15]. In other
words, to keep the churn rate low, the product or service
the company offers has to be good. That is the fundament
of customer retention. Therefore, improving the product is
always important. There should be a number of ways to
improve the performance of the product with the informa-

TABLE 4
Metrics for Dialogue Marketing

tion about which customers might churn in the near future.
By analyzing those customers and put them into different
segments based on, for instance, what type of events they
like and have visited, Abundo could put more resources on
offering the demanded type of events.

5.5.1 Which customers should be targeted
Two possible churn prevention strategies will be discussed
in this section. The reactive strategy - spending resources on
customers that has a status of ”canceled” or ”pending can-
celation”, and the proactive strategy - spending resources
on customers which the model deems to have the highest
risk of churning [18].

With a reactive strategy, the company waits until the
customers contact the company to cancel their subscription.
The company offers some incentive for the customer to stay
subscribed. This strategy is simpler, because the company
does not have to identify who is at risk [19]. However,
the reactive strategy potentially brings some problematic
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situations where a customer that receives some incentive
to stay subscribed may spread the information that special
offers are offered to customers that call in to cancel their sub-
scription, thus causing a parasitical behavior that spreads
across the user base where customers that has no intention
of canceling calls in to cancel in order to receive the benefits
of a reactive churn prevention strategy. Consequently, this
could in some cases be very costly for the company.

With a proactive strategy, the company must identify
which customers are at risk of churning and spend recourses
according to that classification. The proactive strategy will
be the focus of this discussion.

The model built is capable of ranking customers in
a given input according to their individual likelihood of
churning. The question still stands as to which part of the
customer base to put resources into to prevent churn. At first
glance, it seems that the most natural division of customers
to give the most resources would be the top x%, as they are
the most likely to churn. However, state-of-the-art analysts
should be careful with assumptions like these and scrutinize
them carefully.

When analyzing the model results, the analysts should
compare and balance the costs of false positives - spending
churn-prevention resources on a customer that had no inten-
tion to leave - to the costs of false negatives - the absence of
spending resources on a churn case that could have been
prevented [19]. Additionally, the analysts must consider
the probability of actually retaining the targeted costumer
group as, even after given churn prevention resources, the
most probable churners might be to improbable to retain.
Instead, the focus should be put on customers who are likely
to churn and who are influenceable by customer retention
programs. Finding this portion of the likely churners could
be difficult, especially considering the current data received
from their data collection client.

Additionally, there is not a lot of research on customers
response to retention programs. However, Ascara suggested
the use of the ”uplift” -models. Ascara suggests consider-
ing a customer i with observed characteristics Xi(Data on
the customer, e.g. activity data, age, etc.). Let Ti represent
whether the customer is targeted by the proactive customer
retention program(PCRP), this is a dichotomous value that
takes 1 if the customer is targeted, and 0 otherwise. Ascara
then defines two metrics:

LIFTi = P [Yi|Xi, Ti = 0]� P [Yi|Xi, Ti = 1] (8)

RISKi = P [Yi|Xi, Ti = 0] (9)

P [Yi|Xi, Ti = 1] denotes the probability that the cus-
tomer will churn if targeted. Ascara suggests that a com-
pany should target the customers with the highest LIFT,
instead of the intuitive strategy of targeting the customers
with the highest RISK(The top customers according to the
model). However, LIFT is more difficult to estimate and
more diffuse of a metric as both situations cannot possibly
be observed simultaneously. How LIFT will be estimated for
Abundo’s customers is out of scope for this study, and is a
subject for further company-internal research. [20]

6 CONCLUSION
In this paper a machine learning approach to churn pre-
diction in a subscription-based service has been examined.
The study showed that the accuracy of the machine learning
model achieved results higher than the statistical baseline of
54 % for the data set used to train and test the model. The
data set consisted of the subscribers activity data during a
period of a year and the accuracy returned was 76.7 %. The
result indicates that churn prediction with machine learning
is possible, at least in the case of Abundo.

However, there are several improvements that can be
done in future research in the area, as brought up in the dis-
cussion section. The data could be more accurate regarding
dates and timestamps which should put more reliability to
the results. Furthermore, a larger data set with more data
point would also strengthen the credibility of the results.
Additionally, further emphasis could be put on finding
the optimal hyperparameters for the different models for
possibly more accurate results. These aspect should be taken
into account for further research.

Considering the business applications of churn predic-
tion there is potential and it is trivially understandable
that having the knowledge of which customers are likely
to churn is interesting information for any subscription-
based business. Nonetheless, which customers that should
be targeted and how, will probably demand additional
investigation and empirical company specific studies.
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APPENDIX A
EXAMPLE DATA POINT

”$distinct id”: ”45152335”, ”account status”: ”Canceled”,
”account type”: plusone, ”$transactions”: [[”$time”: ”2005-
11-20T07:52:59”, ”$amount”: 180], ”notificationPreferences”:
null, ”$email”: ”No Email”, ”Active Period”: ”Length”: 6,
”Months”: [”1, 2, 3, 4, 5, 6”]], ”Total Activity”: 145, ”Activity
Per Month”: 32, ”Average Monthly Activity”: 145.0, ”Stan-
dard Deviation”: 0, ”Average Monthly Loaded a Page”:
18.0, ”Total Loaded a Page”: 42, ”Average Monthly User
Login”: 0.0, ”Total User Login”: 0, ”Average Monthly Email
Link Clicked”: 5.0, ”Total Email Link Clicked”: 422, ”Av-
erage Monthly Tickets Joined Waitlist”: 0.0, ”Total Tickets
Joined Waitlist”: 6, ”Average Monthly Tickets Booked”: 1.0,
”Total Tickets Booked”: 1, ”Average Monthly Ticket Can-
celed”: 0.0, ”Total Ticket Canceled”: 0, ”Average Monthly
Tickets Standby Reserved”: 0.0, ”Total Tickets Standby Re-
served”: 0, ”Average Monthly User Logout”: 0.0, ”Total
User Logout”: 0, ”Average Monthly Email Opened”: 1.0,
”Total Email Opened”: 1, ”Average Monthly Email Deliv-
ered”: 2.0, ”Total Email Delivered”: 2, ”Average Monthly
Onboarding Started”: 0.0, ”Total Onboarding Started”: 0,
”Average Monthly Tickets Used”: 0.0, ”Total Tickets Used”:
0, ”Average Monthly Pause started”: 0.2, ”Total Pause
started”: 0, ”Average Monthly Invited friend”: 0.0, ”Total
Invited friend”: 4, ”Average Monthly Viewed event”: 0.0,
”Total Viewed event”: 0, ”Average Monthly Subscription
upgraded”: 0.0, ”Total Subscription upgraded”: 0, ”Average
Monthly Subscription downgraded”: 0.0, ”Total Subscrip-
tion downgraded”: 0, ”Average Monthly Standby Ticket
Accepted”: 0.0, ”Total Standby Ticket Accepted”: 0, ”Aver-
age Monthly Standby Ticket Declined”: 0.0, ”Total Standby
Ticket Declined”: 0, ”Average Monthly Active Booking
Limit”: 0.0, ”Total Active Booking Limit”: 0, ”Average
Monthly Subscription canceled”: 1.0, ”Total Subscription
canceled”: 1, ”Activity M0”: 3, ”Activity M1”: 0, ”Activity
M2”: 0, ”Activity M3”: 0, ”Activity M4”: 7, ”Activity M5”:
0, ”Activity M6”: 0, ”Activity M7”: 5, ”Activity M8”: 5,
”Activity M9”: 0, ”Activity M10”: 1, ”Activity M11”: 0]
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