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Abstract
There is a desire both from the patient and the society to have efficient tools for
differential diagnostics. Mathematical relationships between diseases and observable consequences are defined in the thesis. Specifically artificial neural networks
are considered in the modeling of the doctor’s methodology. To suggest further lab
tests or symptoms to look for the network is inverted by looking at a minimization problem where the objective function gradient can be analytically calculated.
Due to difficulties in obtaining real life medical data a program was constructed to
generate artificial patient data sets. These data sets will be used to establish proof
of concepts. Some data set quality measures are defined and used to model the
network accuracy and training time. It is then estimated that a problem with 4000
diagnoses and 20 000 observable consequences would require 200 000 patients to
obtain a classification accuracy of 99% with a training time of 50 hours depending
on the computational power. Overall the solution strategy seems promising but
studies on real life data is required for definitive answers.
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Förbättrad Differentialdiagnostik med Metoder
inom Maskininlärning och Regression
Sammanfattning
Det finns ett behov från både patienten och samhället att ha effektiva verktyg för differentialdiagnostik. Matematiska förhållanden mellan sjukdomar och observerbara konsekvenser definieras i uppsatsen. Specifikt så används artificiella neuronnät i modelleringen av läkarens metodik. För att föreslå ytterligare labprover
eller symptom att leta efter inverteras nätverket genom att studera ett minimeringsproblem där målfunktionens gradient kan beräknas analytiskt. På grund av
svårigheter i att erhålla verklig medicinsk data konstruerades ett program för att
generera artificiell patientdata. Denna patientdata kommer att användas för att
etablera bevis på koncept. Några mått på kvalitén av patientdata definieras och
används för att modellera nätverkets noggrannhet och träningstid. Det uppskattas
sedan att ett problem med 4000 diagnoser och 20 000 observerbara konsekvenser
skulle kräva 200 000 patienter för att uppnå en klassificeringsnoggrannhet på 99%
med en träningstid på 50 timmar beroende på beräkningskraften. I helhet verkar
lösningsstrategin lovande men studier på verklig data krävs för definitiva svar.
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1

Introduction

1.1

Background

In Sweden it is said that 10-20% of all serious patient damage in health care originates
from misdiagnosis and missed diagnosis [1]. Misdiagnosis is when the doctor diagnoses a
patient with the wrong medical condition also known as a false positive. Such an error
can lead to unnecessary and dangerous treatments of the patient. At least 1 in 20 adult
patients in the US is misdiagnosed and it’s estimated that in about half of these cases the
implications are potentially harmful [2]. Missed diagnosis on the other hand is the failure
to diagnose. It can be either due to rejecting the true diagnosis (false negative) or by not
identifying the diagnosis quickly enough. Both misdiagnosis and missed diagnosis can be
harmful and result in worsening of the condition until the actual diagnosis is found. It
also causes valuable time to be wasted and unnecessary cost for the society and suffering
for the patient. For instance, in the US, during 1986-2010 a total of 100 249 cases of
diagnostic errors is documented in the National Practitioner Data Bank averaging a cost
of $386 849 per claim [3].
The reasons why these errors occurs are multifactorial. There is a huge amount of different complex diseases. Some of them are rare and a lot of them share similar symptoms.
There’s a great amount of information to consider when the doctor performs differential
diagnostics1 (DDx) such as the patient’s medical history, current symptoms, measurements, lab results, x-ray images etc. All this requires the doctor to be very experienced
and objective. At the same time the lack of resources, time, useful expert systems and
relevant information forces the doctor to work fast and to some degree do guesswork.
The fear of committing said mistakes can also make an inexperienced doctor issue a large
amount of unnecessary lab tests which is both expensive for the society and inconvenient
for the patient.
Expert systems such as electronic DDx generators can also be useful for the individual
considering the rising demand for self care. It is not unusual today that patients search
for diagnoses and treatments online.
Currently there exists several DDx generators but their practical usefulness and efficiency has been questioned [4].
In summary, it is clear that improved tools for differential diagnostics is desired by
both patients and clinics.

1.2

Problem Formulation

A disease often causes at some point in time observable symptoms or other measurable
abnormalities for a patient. Observable symptoms can for instance be pain, coughing or
fever while other measurable abnormalities can be e.g. x-ray images, blood sugar levels
or blood pressure. In other words, we have the causal relationship
Disease → Obtainable abnormal patient data at some time.

(1)

The doctor essentially works the other way around. He gathers data about the patient
and other relevant information to try to estimate the most probable diagnosis for the
underlying disease. Relevant information to consider can be things such as location, time
1

Differential diagnostics: the process of differentiating between two or more conditions which share
similar signs or symptoms. This is often a rule based procedure in practice.
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of season or gender. Some diseases are location based like malaria while some diseases are
common during e.g. the winter season such as the influenza. The doctor thus performs
the following task
Patient data and other relevant information → Diagnosis.

(2)

The first major task is to obtain a mathematical model for Equations (1) and (2) and to
study them in detail. The second major task is to answer the following question. Given
the obtained mathematical models, how can one suggest lab tests or other measurements
to take in order to increase or decrease the likelihood of certain diagnoses? If we can
increase the likelihood sufficiently the patient can be diagnosed and conversely if we can
decrease the likelihood sufficiently the diagnosis can be ruled out.

1.3

Purpose of Thesis

The purpose of this thesis work is to introduce and suggest mathematical notation, terminology and fundamental relationships in the field of improved differential diagnostics
with methods in machine learning and regression. This means rule based DDx will not
be considered. Due to our choice of methods we are required to use some form of patient
data. Unfortunately real life medical patient data is not so easily obtainable and we will
therefore create artificial patient data sets to illustrate our ideas. This means that we will
not be able to give any definitive answers on the usefulness of our model but instead give
some ideas on how the modeling can be done when real life data is available.

2
2.1

Mathematical Modeling
General Modeling

We limit ourselves to a finite set of distinct diagnoses D = {d1 , d2 , . . . , dnd } and observable
or measurable quantities V = {v1 (t, d), v2 (t, d), . . . , vnv (t, d)}. We then say that we have
nd diagnoses and nv observables. A specific diagnosis di then corresponds to a subset
Vi ⊂ V of observables such that V1 ∪ V2 ∪ · · · ∪ Vnd = V. More specifically, for a diagnosis
only some observables are relevant.
Any observable vi (t, d) can be viewed as a stochastic variable which is a time and
diagnosis dependent vector valued function. We say that it is vector valued because a
symptom such as abdominal pain can be rather vague. The corresponding observable
should then contain information such as where in the abdomen the pain is located (e.g.
upper left side), for how long the pain has been present (e.g. 3 days) or perceived pain level
(e.g. minor pain or some value on a pain scale). In this example the observable vi (t, d)
is 3 dimensional consisting of location, duration and intensity. The observables are not
limited to be of the same size and they do not have to consist of the same dimensions.
E.g., in addition to the previous example another completely different observable can
have dimensions such as color, smell and texture. The randomness is due to the fact that
patients with identical diagnosis will usually have varying symptoms and measurement
values. For instance, different patients usually feel different levels of pain, some may not
even feel any pain at all, and it is unlikely they have the exact same blood pressure even
though they share the same diagnosis. The time dependency comes from the fact that
symptoms often develop and vary over time. The observables are assumed to depend
6

on the underlying diagnosis d due to the fact that different diseases can cause the same
symptoms but with varying intensity (e.g. minor versus major headache).
In practice the doctor will sample the observables at discrete points in time and then
all information about the patient is summarized into the vector s. The names sample
vector, symptom vector and patient information (vector) will be used interchangeable to
refer to s. Let us now view the doctor’s methodology as a mathematical machine M (s)
that maps the patient information s to an estimated probability distribution on all of the
diagnoses in D. In other words, the output of M (s) is a nd dimensional vector denoted
by dˆ with elements in [0, 1] that sums to unity. Formally we let
dˆ = p(s) + ,
(3)
where


dˆ1
 dˆ 
 2
ˆ
d =  . ,
 .. 
dˆn





P (d = d1 |s)
 P (d = d2 |s) 


p(s) = 
,
..


.

(4)

P (d = dnd |s)

d

where d is the diagnosis of the patient, P (d = di |s) is the probability that the patient has
diagnosis di given his patient information s and  is an error term2 . In words, dˆi is an
approximation of P (d = di |s).
We can now formulate Equation (2) compactly as
ˆ
M (s) = d,
(5)
The output of M (s) is thus well defined and the task is reduced to the modeling of
M (s) and s. The diagnosis d∗ that is finally suggested could for instance be defined as
d∗ = max dˆ to get the most probable one. One could also make the following definition
d∗ = max{γ1 dˆ1 , γ2 dˆ2 , . . . , γnd dˆnd } where γi is a measure of the severity of diagnosis di in
order to put some weight into potentially deadly diagnoses.
When we consider a particular disease there is a corresponding diagnosis di such that
the disease can be represented by a dˆ of all 0s except for a 1 as the ith element, i.e.
P (d = di |s) = 1 and e = 0. The resulting abnormalities can be summarized into s and
we can with a bit of hand waving formulate Equation (1) as the inversion of Equation
(5), i.e.,
ˆ = s.
M −1 (d)
(6)
This expression is quite unclear but once M (s) in Equation (5) has been explicitly defined it is easier to discuss what the inverse should be. However, in practice we usually
have more symptoms and measurements to consider than there are diagnoses to consider
meaning that nv > nd . Hence M (s) is a many to few mapping while the inverse is a few
to many mapping which generally leads to an infinite amount of solutions s to Equation
ˆ Although if we impose certain conditions on the solution we can obtain
(5) given d.
uniqueness. One way of doing this is to consider the following NLP3
minimize
s

|s − c|2

subject to |dˆ − M (s)|2 ≤ ,

(7)

The exact form of  is not of interest here but some constraints must be made in order for dˆ to be
viewed as a probability. To guarantee the element sum of dˆ to be 1 the element sum of  must be 0 and
be in a range such that they do not drive the elements in dˆ out of the interval [0, 1].
3
We use the abbreviation NLP to refer to Nonlinear Programming which is the field of mathematical
nonlinear optimization.
2
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where c is some reference you want s to stay close to and  is the tolerance. For instance,
c could be the known information about the patient and solving the NLP could then
tell us how a similar symptom vector s would look like to get the desired probability
ˆ
distribution d.

2.2

Structure of the Observables

To not overcomplicate the notation we will try to define s with the help of an example. We
have nv observables vi ∈ V and in this example we let them be 2 dimensional composed
of intensity and duration in the following way

 

intensity of observable vi
si
vi =
=
.
(8)
duration of observable vi
si+nv
This means that the patient vector s consists of 2nv elements. Imagine we ask patients
if they have a headache and also measure their blood sugar level on different occasions.
This means we have nv = 2 observables and we write s as
  

s1
intensity of headache
s2  intensity of blood sugar
 

s=
(9)
s3  =  duration of headache  .
s4
duration of blood sugar
Practically s1 can be the answer to the question ”How intense is the pain?”, s2 is the
actual measurement value of blood sugar (possibly averaged over multiple occasions), s3
answers ”For how long have you had a headache?” and finally s4 corresponds to how long
the patient have had abnormal levels of blood sugar. From this example and previous
discussion it seems like a good idea to model the elements of s as outcomes of stochastic
variables.
We need to keep in mind that in reality the observables depend on their underlying disease d. E.g. different diseases can give headache but their intensity may be different. We
assume there is a probability pi (dj ) that a patient has a nonzero observable vi given that
he has disease dj . Mathematically this means that P (vi 6= 0|d = dj ) = pi (dj ). Furthermore, given that the observable is nonzero the corresponding intensity and duration are
assumed to be normally distributed. We therefore model vi as the product of a Bernoulli
distribution and a normal distribution. The normal distribution occurs naturally in many
situations and also due to the central limit theorem the normality assumption is common
when the real distribution is unknown. Formally we model the stochastic variable vi as


Xi
vi (dj ) ∼ Zi ·
,
(10)
Xi+nv
where Zi ∼ Bern(pi (dj )) and Xi ∼ N (µi (dj ), σi2 (dj )). Furthermore the observables are
assumed to be independent.

2.3

The Artificial Data Sets

A program was written to generate the data sets that takes 3 inputs namely nd , nv and
the number of patients N . In this section just a brief summary of how the program works
will be given. For a complete and detailed description see Appendix A.1.
8

First the relationships between all observables, diagnoses and underlying statistics is
generated and summarized into a table, see Table 6 in Appendix A.1 for an example.
This will then be used to generate the data set, see Table 7 in Appendix A.1 for an
example. We let the observables be 2 dimensional all containing the dimensions intensity
and duration as in Equation (8) with elements in [0, 1]. It is not a loss of generality to
say that the elements lie in [0, 1] because of scaling as discussed in Section 3.2 however
this makes the numbers easier to work with. The program works in the following steps
1. Generate the prior probabilities P (d = di ) for i = 1, . . . , nd . These are the occurrence rates of the diagnoses.
2. Generate the activation probabilities pi (dj ) = P (vi 6= 0|d = dj ) for i = 1, . . . , nv and
j = 1, . . . , nd . These are the probabilities of active observables given the diagnosis
used in the Bernoulli distribution.
3. Generate the mean µi and standard deviation σi for the normal distribution Xi ∼
N (µi (dj ), σi2 (dj )) used to realize measurement si given that the corresponding observable is active. The parameters of the normal distribution are chosen such that
the realization si will lie within [0, 1] with high confidence.
4. Generate N patients. For each patient the following will be done. First the true
diagnosis will be chosen from the prior probabilities generated in step 1. Secondly,
determine the active observables by realizing the activation probabilities generated
in step 2 and ensure at least one observable is active. Finally, for the active observables use the normal distribution generated in step 3 to generate the values of si . If
si happens to be outside of [0, 1] it is adjusted to the limiting boundary.
After these steps the data set has been generated and is now ready to be used to train
M (s). In Section 3 we will discuss how an artificial neural network can be used to model
M (s) using the data sets.

2.4

Data Set Quality and Prediction Accuracy Modeling

In practice it is desired to be able to know in beforehand how many patients are required
to obtain a certain prediction accuracy. If the underlying pattern is simple the network
does not require as many patients to learn it. So first we have to come up with measures
that tell us the complexity of the classification problem. We will then in Section 4.2 with
least squares regression find a suitable model to predict the required amount of patients
for a given accuracy. We will now define, in an intuitive way, 4 simplified measures that
we hope reflect the difficulty of the learning problem, for more rigorous definitions see
Appendix A.2. The intuitive definitions are
1. Fraction of unique patients
number of unique patients
.
number of patients

(11)

number of unique patients
.
theoretical maximum number of unique patients

(12)

ξp =
2. Fraction of found patients
ξc =

9

3. Fraction of unique diagnoses
ξd =

number of unique diagnoses
.
number of diagnoses

(13)

4. Similarity measure of the diagnoses
ξs = degree of overlapping confidence intervals of the observables ∈ [0, 1].

(14)

The basic idea of the measures is as follows. We can use ξp to measure the information
density in the collected data in order to estimate how much more information we will get
if more patients are gathered. We can use ξc to estimate how much data we are missing.
A small ξc indicates that we are missing a lot of data and as a consequence some diagnoses
may be badly represented. A small ξp indicates that gathering more data from the same
population will not add a lot of new information. If ξp and ξc are small simultaneously it
may be the case that some diseases are very rare or that our population is skewed. For
instance if we are only collecting patients at a diabetics center and hoping to model brain
tumors we may have to also look elsewhere. Both ξp and ξc are measurements on the
collected data, ξd and ξs however, are measures on the underlying pattern. Notice that ξd
is a very simple measure only looking at which observables belongs to which diagnosis. It
does not take into consideration probabilities, intensity or duration. On the other hand
we have ξs which also measures the similarity between diagnoses but tries to account
for intensity and duration of the observables. If ξd is small the diagnoses share a lot of
observables and it becomes harder to tell which diagnosis the patient has. If ξs is large
the diagnoses have a lot of overlap and it may become difficult to know which diagnosis
measurements belongs to.

2.5

Evaluating the Accuracy of a Regression Model

When we try to find a suitable model to predict the accuracy of the network using the measures defined in Section 2.4 we will formulate multiple regression models. The regression
models will be used to perform function approximation unlike the mathematical machine
M (s) which performs a classification task. The function approximation will be done by
ordiniary least squares regression. In such a setting we have n observations of a response
y1 , y2 , . . . , yn and corresponding predicted values from the regression model f1 , f2 , . . . , fn .
The regression model is usually evaluated using the coefficient of determination R2 defined
as
n
n
X
X
SSres
2
2
, SSres =
(yi − fi ) , SStot =
(yi − ȳ)2 ,
(15)
R =1−
SStot
i=1
i=1
Pn
1
where ȳ = n i=1 yi is the mean of the observed response. Note that SSres is the error of
the fit and SStot can be viewed as the error of the fit if the model function was set to the
mean, i.e. fi = ȳ. In some sense fi = ȳ is the most simple model one can consider and
if the regression model performs worse than that it may not be of much use. Therefore
R2 can be viewed as a comparison to ȳ. If R2 = 0 then SSres = SStot then the model has
the same error as ȳ. If R2 > 0 then the regression model has higher accuracy than ȳ. If
R2 < 0 then the regression model has lower accuracy then ȳ, it can be shown that this
is not possible for an ordinary least squares fit if the intercept is included. The largest
possible value is R2 = 1 and it is obtained in the case of a perfect fit, i.e. fi = yi , in
10

which case overfitting has most likely occurred. If for instance the error from the model
fi is 1/4 of the size of the error from the model ȳ the coefficient of determination will be
R2 = 3/4. This means that R2 can be thought of as how much smaller the error of the
model is compared to the error of the model ȳ. In the previous example it would mean
that the model produces an error 75% smaller than the error from the model ȳ.

3

Artificial Neural Networks

3.1

Overview

In this section we will introduce artificial neural networks (ANN or just simply NN for
short) and study how they can be used to model M (s). It is a computing system that is
to some degree inspired by the biological neural network that makes up a brain. Mathematically speaking it can be viewed as a nonlinear parametric regression model. The basic
idea is that the elements of the input to the network is altered with weights and biases
and sent through summation nodes and transfer functions to finally reach the output. A
principle sketch can be seen in Figure 1. The weights and biases are then optimized iteratively to reduce the error on the data set, this step is called training. The programming
is done in Matlab with the help of the Neural Network ToolboxTM .

Figure 1: A principle sketch of a single layer feedforward artificial neural network

3.2

Data Preprocessing

It is often good practice to preprocess your data by scaling it before using it for learning.
This is to avoid the problem of some features with large numerical values and variance
having unproportionally large impact in the model. Scaling the features can also improve
the convergence of gradient descent methods [5].
Imagine we have observed values of an unscaled feature x and that we wish to scale
it to x̂. One technique of achieving this is to do the following: subtract the mean x̄ and
divide by the standard deviation σx for that feature to obtain x̂std . Another common
technique is to map the largest value of the feature xmax to 1 and the smallest xmin to
-1 and do linear interpolation on the points in between to obtain x̂minmax . Let g(x) be a
general scaling function and
x̂std = gstd (x) =

x − x̄
,
σx

x̂minmax = gminmax (x) =

1
(2x − (xmax + xmin )) .
xmax − xmin

11

(16)

Before training the same scaling method will be applied to all of the features separately
in the data set. It can also be a good idea to remove features that are constant over all
samples because they do not provide us with any new information and may slow down
the optimization. For instance, the patients may have been asked to give a perceived pain
level in their left hand. If all patients in the data set gives the same answer (e.g. no pain)
that feature becomes useless because you can not tell what happens if a change is made
in that feature by looking at the data set. It may become useful in the future when more
data is collected and if the network is retrained on this new data set and the feature is
not constant anymore it will not be removed this time.

3.3

From Input to Output

A general neural network can be divided into four parts: inputs, hidden layers, output
layers and outputs. These parts can be combined and used in an infinite number of ways
but the NNs we will consider will consist of one input, one hidden layer, one output
layer and one output. We will also limit the flow of information to only be forward also
known as feedforward networks. We will therefore consider what is known as single layer
feedforward artificial neural networks as represented in Figure 1. These restrictions may
sound very limiting at first but such a network is in practice still very powerful.
Let the input to the network be denoted by s. The first step is to apply the preprocessing element wise on the input to obtain ŝ = g(s). This vector is then sent to the so
called hidden layer consisting of nh summation nodes. What this means mathematically
is that ŝ which in our case is of length 2nv is transformed into sh of length nh in the
following way
sh = Wh ŝ + bh ,
(17)
where Wh is a weight matrix of size nh ×2nv and bh is a bias vector of length nh . Choosing
the right amount of nodes in the hidden layer is a complex but crucial task in its own and
will be discussed in more detail later in Section 3.7 and Section 4.1. A sometimes useful
rule of thumb for a starting point is to use a number between the input and output size
i.e. nd ≤ nh ≤ 2nv [6] but in practice it deeply depends e.g. the hidden layer transfer
function and the size of the training set. A hidden layer transfer function σh (·) is then
applied element wise to sh to obtain ah . Some examples of transfer functions are
2
− 1 = tanh(x),
1 + e−2x
1
σlogsig (x) =
,
1 + e−x
σpurelin (x) = x.
σtanh (x) =

(18)

Typically the transfer function is selected to be sigmoid which intuitively is seen as a ”S”shaped curve. Formally a sigmoid function is a bounded, differentiable and real function
with non-negative derivative globally. The purpose of the transfer function is generally
to introduce nonlinearity to the model so that it may describe nonlinear patterns. The
output from the hidden layer is formulated as ah = σh (sh ). This vector is then sent to
the output layer. The output layer has to have nd summation nodes because that is the
length of the desired output of the network. This means that ah is transformed into so
of length nd in the following way
so = Wo ah + bo ,
12

(19)

where Wo is a weight matrix of size nd × nh and bo is a bias vector of length nd . Finally
an output transfer function σo (·) is applied to so to obtain the output dˆ of the network.
The whole network can be summarized into
 


dˆ = σo Wo σh Wh g(s) + bh + bo .
(20)
We now see that the network can be viewed as a somewhat complicated nonlinear regression model of the form dˆ = f (s). The model parameters are the elements in Wh , bh , Wo
and bo . These add up to a total of nh (2nv + nd + 1) + nd parameters. For instance if
we have 7 observables and 5 diagnoses and apply the previously stated rule of thumb we
obtain about 125 regression parameters. Compare this to a linear regression model that
would contain 2nv + 1 = 15 parameters. Note that the difference becomes even larger
for bigger problems. Therefore there is a considerable risk of overfitting unless we take
precautionary actions.

3.4

Training the Network

Finding the optimal values for the model parameters is generally a rather complex high
dimensional NLP. In practice we often have to accept approximate local optimality. Initially the parameters are randomized and the error on the training set is calculated. The
gradient of the error with respect to the weights4 is calculated using a method called
backpropagation. That gradient is then used in an optimization algorithm called scaled
conjugate gradient5 that determines the locally optimal direction to adjust the weights
in. The weights are then adjusted in a step and a new direction is calculated. If the
step is sufficiently small the performance is improved in each step. When any out of a
set of conditions is met the algorithm stops. Some of the conditions are iteration limit,
time limit and if the performance on the validation set has not improved over multiple
iterations. The validation set will be explained in Section 3.5.
The error e on the training set can be defined in multiple ways. Let n be the number
of samples in the training set and let dˆij be the jth element in the output vector of the ith
sample and similarly for the corresponding target tij . Some common ways of measuring
the error are
n nd
1 1 XX
|dˆij − tij |,
eMAE =
n nd i=1 j=1
eMSE
eCE

n nd
1 1 XX
=
(dˆij − tij )2 ,
n nd i=1 j=1

(21)

n nd
1 1 XX
=
−tij ln dˆij .
n nd i=1 j=1

MAE is an abbreviation for mean absolute error, MSE stands for mean square error and
CE stands for cross entropy. MAE and MSE are commonly used when the network is
intended for function approximation. MSE has the advantage of being easily differentiable
and will punish outliers harder. MAE may sometimes be a more intuitive measure of the
error especially when you are only interested in the average behavior. Meanwhile CE
is commonly used in classification where the output is a probability distribution and is
4
5

When we say weights we also include biases.
Other optimization algorithms can also be used but we will focus on SCG.
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therefore suitable for our purpose. An advantage of CE compared to MSE is that the
gradient of MSE will vanish when the output gets close to the target and thus the learning
rate will be reduced6 .
Note that the target in our case only consist of one nonzero element with value 1 at
the index of the corresponding class the sample belongs to. Let d∗i be the true diagnosis
of sample i, then
n
n
1 1 X
1 1 Yˆ
ˆ
ln
eCE =
− ln did∗i = −
did∗ .
(22)
n nd i=1
n nd i=1 i
If indeed dˆi is a probability distribution then all elements will be in [0, 1] and eCE is
minimized if all dˆid∗i are equal to 1. This would mean that the network is 100% confident
in the correct diagnosis for all the patients. If however for any sample it would have
0% confidence in the correct diagnosis eCE would become infinity. Since there can not
be 100% confidence in all of the diagnoses at the same time it is enough to look at the
confidence for the correct diagnosis as seen in Equation (22).
An intuitive performance measure in classification problems is the classification accuracy γ defined as
correctly classified samples
.
(23)
γ=
total number of samples
The advantage of this measure is that it is easy to grasp while the disadvantage is that it
is not as useful when comparing different models as seen in Table 1. It is therefore recommended to use cross entropy when optimizing a classification network but the performance
of the final model can be described using γ to get a feel of the accuracy.
Table 1: A comparison between the classification accuracy γ and cross entropy eCE on
two different models on the same data set. Both models have 1 wrongly classified sample
which means they perform equally well in the sense of classification accuracy. However
model B is more confident in the correct classes and should reasonably get a better result
and thus the cross entropy measure is more suitable.
Model A
Model B
Target
Output
Target
Output
1 0 0
0.6 0.3 0.1
1 0 0
0.9 0.1 0
1 0 0
0.7 0.1 0.2
1 0 0
0.8 0.1 0.1
0 0 1
0.2 0.6 0.2
0 0 1
0.1 0.5 0.4
γ = 2/3
γ = 2/3
eCE ≈ 0.28
eCE ≈ 0.14

3.5

Avoiding Overfitting

When the number of model parameters in a regression model increases the error on the
training set decreases. This is because as we introduce more parameters the flexibility
of the function increases allowing it to follow the data points more closely. Consider for
instance a simple linear model. If we in this model introduce as many parameters as
observations we can solve for the parameters and obtain an exact fit. This will most
likely generalize badly because the function will follow the random errors of the data set
6

The adjustment of the weights are proportional to the gradient which means that if the gradient is
reduced the absolute value of the adjustment is reduced.
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and not the general pattern. If we however use too few parameters the model will have
bad accuracy. Overfitting in a neural network is often avoided by limiting the number
of hidden layer neurons and by introducing a validation set. Generally the data set is
randomly divided into the 3 following parts
1. Training set. This set typically contains 70% of the observations. The performance
is optimized over this set iteratively.
2. Validation set. This set typically contains 15% of the observations. An error is
calculated but not optimized over this set. If the error on the validation set has not
improved over 5 iterations the optimization stops. This is to avoid overfitting the
training set.
3. Test set. This set typically contains 15% of the observations. When the optimization
is complete the overall performance is calculated on unseen samples that is the test
set. This is to get a measure on how well the network will perform on new data. If
the error on the test set is considerably larger than the error on the training set it
is likely overfitting has occurred and the number of nodes in the hidden layer may
have to be reduced. It is recommended to retrain the network without the test set
afterwards to increase the precision of the network, therefore the reported test error
is likely an overestimate.

3.6

Initial Diagnosis and Further Testing

After the network has been trained it can be used to diagnose new patients. In practice
the doctor will gather information corresponding to the observables to create s and the
ˆ To reduce the risk of misdinetwork will output the estimated diagnosis probabilities d.
agnosis and missed diagnosis one should select further tests. One way of doing this is to
consider one diagnosis at a time and see what the corresponding s would be that minimizes or maximizes the confidence of that diagnosis. We also need to keep the already
known information in s fixed. If we want to increase the certainty dˆi (or equivalently
decrease the uncertainty 1 − dˆi ) we may write
minimize
s

1 − êi · M (s)

subject to si = αi for i ∈ I,
0 ≤ s ≤ 1,

(24)

where êi is a vector of all 0s except for a 1 at position i, it is used to bring out component dˆi
ˆ The condition si = αi is to lock in already known information. Since our dataset
from d.
always generates observables in [0, 1] we need to put a similar interval constraint on s
to avoid unreasonable solutions. To solve this NLP the objective function gradient will
either have to be calculated numerically or analytically. If we can supply the optimizer
with an analytical gradient we will get improved stability and convergence. Hence we
need to compute
∇s (1 − êi · M (s)) = −∇s dˆi .
(25)
After the optimization problem has been solved for all diagnoses (or relevant ones) we can
determine which observables to considered next. When the new measurements has been
obtained dˆ is calculated anew and unless max dˆ is sufficiently large further measurements
should be considered and the process restarts.
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3.7

Finding Optimal Network Properties

There is a lot of decisions to make when designing a neural network such as hidden and
output layer transfer functions, the number of neuron in the hidden layer, how to randomize weights initially, preprocessing function, error definition and training algorithm.
One way of determining the optimal choice of something, say hidden layer transfer function, is to keep all others things constant and calculate the averaged test performance
over multiple runs and see how it changes when the transfer function is changed. The
reason why an average is useful is because the weights are initially randomized and the
partitioning of the data set is randomized so the performance will fluctuate between runs
even if no design choice has changed. However, some of the design choices are dependent
on each other so if the optimal transfer function has been found for a specific set of design
choices it is not guaranteed it will be optimal if for instance the output transfer function
is changed. This makes the task of finding optimal network properties complex and time
consuming. Therefore only some incomplete tests which will not be shown in the report
were done in order to decide upon the majority of properties. A more detailed analysis
regarding the number of hidden layer nodes were done and will be shown in a later section
to illustrate the strategy and also because this is one of the most important parameters
in the network to optimize.

3.8

Our Neural Network

Our network uses the preprocessing function gminmax (x) as shown in Equation (16), the
transfer function tanh(x) in the hidden layer, cross entropy as error measure as shown
in Equation (22) and the softmax function as output transfer function. The softmax
function is not applied element wise but on an entire vector in the following way
 
e x1
 e x2 
1
 
(26)
σsoftmax (x) = x1
 . ,
x
x
e + e 2 + . . . + e n  .. 
exn
where x is a vector of length n. The softmax function ensures that the elements of the
output sums to 1 and that they are in [0, 1]. This is a standard output transfer function
for classification networks. For a visualization of a trained network with this structure
see Figure 10 in appendix A.5.
We will later calculate the gradient of the output w.r.t s by applying the chain rule
and it is therefore useful to write down the complete network in steps. Define the weight
matrices and bias vectors as
 h

 o

w1,1 wh1,2 . . . wh1,ns
w1,1 wo1,2 . . . wo1,nh
h
h
o
o
 wh

 wo

 2,1 w2,2 . . . w2,ns 
 2,1 w2,2 . . . w2,nh 
Wh = 
,
W
=
(27)


,
..
..
o




.
.
whnh ,1 whnh ,2 . . . whnh ,ns

wono ,1 wono ,2 . . . wono ,nh




bh1
 bh 
 2
bh =  ..  ,
 . 




bo1
 bo 
 2
bo =  ..  .
 . 

bhnh

bond
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(28)

We can then write Equations (16)-(20) respectively as
 


ŝ1
(2s1 − (s1,max + s1,min ))/(s1,max − s1,min )
 ŝ2 
 (2s2 − (s2,max + s2,min ))/(s2,max − s2,min ) 
 


ŝ =  ..  = gminmax (s) = 
,
..
 . 


.
(2snv − (snv ,max + snv ,min ))/(snv ,max − snv ,min )
ŝnv

 

wh1,1 ŝ1 + wh1,2 ŝ2 + . . . + wh1,nv ŝnv + bh1
sh1
 sh 
 wh ŝ1 + wh ŝ2 + . . . + wh ŝn + bh 
2
2,nv v
2,2
2,1

 2

sh =  ..  = Wh ŝ + bh = 
,
..

 . 

.
shn
whnh ,1 ŝ1 + whnh ,2 ŝ2 + . . . + whnh ,nv ŝnv + bhnh
 v


ah1
tanh sh1
 ah 
 tanh sh 
2 
 2

ah =  ..  = tanh sh = 
,
..
 . 


.
h
h
an
tanh snh


 h
wo1,1 ah1 + wo1,2 ah2 + . . . + wo1,nh ahnh + bo1
so1
 wo ah + wo ah + . . . + wo ah + bo 
 so 
2 
2,nh nh
2,2 2
2,1 1

 2
so =  ..  = Wo ah + bo = 
,
..


 . 
.
o
o
h
o
h
o
h
o
snd
wnd ,1 a1 + wnd ,2 a2 + . . . + wnd ,nh anh + bnd
 
 so 
dˆ1
e1
o
 dˆ 

es2 
1
2



dˆ =  .  = σsoftmax (so ) = so
o
son  ..  .
s
d
1
2
 .. 

e + e + ... + e
. 
o
s
e nd
dˆnd

(29)

We denote the Jacobian matrix of a vector x w.r.t s as Js (x). Then
o

o

esi
e si
:=
∇
,
o
s
o
o
h
es1 + es2 + . . . + esnd
o 
o
o
o
o
∇s (soi )esi h − esi ∇s (so1 )es1 + ∇s (so2 )es2 + . . . + ∇s (sond )esnd
=
,
h2


= ∇s (soi )dˆi − dˆi ∇s (so1 )dˆ1 + ∇s (so2 )dˆ2 + . . . + ∇s (sond )dˆnd ,

∇s dˆi = ∇s

ˆ ,
= dˆi (∇s soi − Js (so )T d)
T

= −dˆi Js (so )T dˆ1 . . . dˆi − 1 . . . dˆnd ,
Js (so ) = Wo J(ah ) ,
Js (ah ) = (1̄ − ah

(30)
ah )

Js (sh ) ,

(

d
tanh x = 1 − tanh2 x)
dx

Js (sh ) = Wh Js (ŝ) ,

2/(s1,max − s1,min )
0

0
2/(s2,max − s2,min )

Js (ŝ) = 
..
..

.
.
0
0
= diag(2

···
···
..
.

0
0
..
.





,

. . . 2/(sns ,max − sns ,min )

(smax − smin )) ,

where 1̄ is a column vector with all 1s, smax is a vector containing the components si,max
and analogously for smin . To simplify the expressions and the implementation we have
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introduced the element wise multiplication operator which is the Hadamard product for
evenly sized matrices. When the matrices have different sizes as in our case the operator
works like the operator ”.*” in Matlab or NumPy ”*” with broadcasting in Python. For
instance, a column vector times a matrix using this operator would result in multiplying
the vector element wise with every column in the matrix. The element wise division
operator is analogously defined.
Putting everything into one equation gives us
T
dˆ1
 .. 
 . 


ˆi − 1 Wo ((1̄ − ah
(∇s dˆi )T = −dˆi 
d


 .. 
 . 
dˆnd


The parentheses are necessary due to

4
4.1

ah )

Wh diag(2

(smax − smin ))) .

(31)

not being associative.

Results
Finding the Optimal Number of Nodes

In this section we will try to obtain a formula for the optimal number of nodes n̂h as a
function of the number of diagnoses nd and observables nv . In other words, we want to
find a suitable function f that can approximately describe n̂h as
n̂h ≈ f (nd , nv ).

(32)

To do this we generate multiple data sets by varying nd and nv and find the optimal nh
for each such set. The raw data of this study can be found in Appendix A.3. A summary
of this result can be seen in Table 2. A list of some of the tested models can be found
in Table 3. For simplicity and to avoid overfitting, a simple model with few parameters
is desired. Therefore the model we chose is f (nd , nv ) = b1 + b2 ln nv which has only two
parameters and only depends on one variable. Performing an ordinary least squares fit
of this function to the data in Table 2 yields parameter values b1 = −29.343 ≈ −29
and b2 = 16.26 ≈ 16. Note that the number of nodes nh must be an integer and we
will therefore have to apply a rounding function Round(x) which rounds x to the nearest
integer. From now on we will use the empirical formula
nh = Round(16 ln nv − 29),

(33)

which yields the coefficient of determination R2 = 0.9311. Observe that this coefficient of
determination is smaller than the one in Table 2 (0.9311 vs 0.9313) indicating just a minor
loss of precision when we round the two parameters b1 and b2 and apply the rounding
function Round(·).
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Table 2: Optimal number of nodes n̂h for different data sets with varying number of
diagnoses nd and observables nv based on the data in Appendix A.3.
nd
nv n̂h
10 16 15
20 32 20
25 32 33
25 50 36
30 100 47
100 250 59

Table 3: Some of the models that were tested to fit the data in Table 2 sorted in descending
accuracy. The optimal model with respect to our criteria is marked with green.
Model
R2
b1 + b2 nd + b3 nv + b4 nd nv 0.9619
b1 + b2 nd + b3 ln(nd nv )
0.9389
b1 + b2 ln nv + b3 nd nv
0.9358
b1 + b2 ln(nd + nv )
0.9325
b1 + b2 ln(nv )
0.9313
b1 + b2 nv + b3 ln(nd nv )
0.9288
√
0.9261
b1 + b2 nv + nd nv
b1 + b2 nv + b3 nd nv
0.8932
b1 + b2 nd + b3 nd nv
0.8346
b1 + b2 nd + b3 nv
0.7931
√
b1 + b2 nd + b3 nd nv
0.7805

4.2

Data Set Quality and Prediction Accuracy Modeling

To find models explaining how the measures defined in Section 2.4 impact training time τ ,
error eCE and accuracy γ data has been gathered and is displayed in Appendix A.4. The
first thing we can observe is that the fraction of unique diagnoses ξd is always equal to one
and we will therefore disregard this measure. The variables we can work with are then
nd , nv , N , ξp , ξc , ξs , τ , eCE and γ. To avoid overfitting and to improve generality we are
looking for models with no more than 2-4 regression coefficients denoted by c, b1 , b2 , b3 .
The general strategy we will use is to formulate several different models with a large
amount of features and then perform automatic stepwise regression to obtain smaller
models. The models are then compared using the coefficient of determination R2 . The
final model will then be displayed but the numerical values for the regression coefficients
is not of interest here.
We will start by considering the cross entropy eCE . We are interested in a model that
can be used before training so we can not let eCE depend on τ and γ. The model we
ended up with is
ln eCE = c + b1 ξc ln ξc + (b2 ξs + b3 ln ξs ) ln N,

R2 = 0.9539.

(34)

It makes sense that N is in this model because when gathering more patients the underlying pattern becomes more clear. It is also reasonable that some difficulty parameters
have an impact on the performance. An advantage of this model is that it is not directly
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dependent on how the dataset was generated. The dataset that has been generated by
our code can apparently be decently explained by ξc , ξs and N . This means that the
model may prove useful even for real life data where ξc , ξs and N are obtainable.
The only input parameters to the code generating the data sets are nd , nv and N and
it should therefore be possible to find a relationship between these variables and ξc and
ξs . Such a model can most likely not be extended to real life data but can be useful for
us when investigating how accuracy grows with N . Note that ξc , ξs and γ all are within
[0, 1] hence we will model these as sigmoid functions using σlogsig defined in Equation (18).
The final model we arrived at for ξc is
ξc = σlogsig (c + b1 ln nd + b2 ln nv + b3 ln N ) ,

R2 = 0.9799,

(35)

Next we consider ξs . This is a measure on the underlying learning problem and should
therefore not depend on N . Hence ξs is averaged over all observations where N is constant
when performing the fit. The amount of overlap should increase if nd is increased and
decreased if nv is increased so the quotient nd /nv may be of interest. The final model we
ended up with is


nd
, R2 = 0.9713.
(36)
ξs = σlogsig c + b1 ln
nv
We now consider the accuracy γ. Since we already have fitted the performance measure
eCE which is more reliable than γ we will consider a model that can be used for conversion.
Thus γ is allowed to depend on eCE . The model we ended up with is
γ = σlogsig (c + b1 ln (nd eCE )) ,

R2 = 0.9696.

(37)

Finally it would be of interest to model the training time to get a feel in before hand how
long the training will take. This measure should then only depend on data size properties.
The best of the models found is
ln τ = (c + b1 ln nd + b2 ln nv + b3 ln N ) ln N,

R2 = 0.9627.

(38)

A visualization of how these formulas work in conjunction can be seen in Figure 2. Some
sanity checks can be done such as the training time is increasing when the size of the
problem is increasing and the accuracy is a growing function of N . Also increasing the
number of observables decreases the difficulty of the learning problem. This is because
the diagnoses of the data set will be more dissimilar if the number of observables increases. This should also hold in real life situations. If you consider more symptoms and
measurements you should be able to more easily make distinctions between the relevant
diagnoses.
To estimate the behavior for larger problems a plot of the accuracy γ and training
time τ can be seen in Figure 3 for nd = 4000 and nv = 20000. To achieve the accuracy
γ = 0.9885 a total number of N = 200000 is required resulting in a training time τ of 50
hours. The good news is that the training only has to be done once and then the actual
calculations to obtain dˆ is trivial.
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Figure 2: A visualization of what happens when Equations (34)-(38) are combined
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Figure 3: A large scale problem with nd = 4000 and nv = 20000. To obtain the accuracy
γ = 0.9885 an estimated amount of N = 200000 patients is required resulting in a training
time τ of 50 hours. The functions are defined in Equations (34)-(38)

4.3

Visualization of Decision Boundaries

When a network has been trained we can create decision boundaries in the symptom
space to distinguish between diagnoses. To get a better understanding of how the decision
boundaries work we are going to study a small problem containing nd = 3 diagnoses and
nv = 4 observables. Every diagnosis will have 2-3 active observables. As before the
observables will contain intensity and duration. Therefore the feature space will be 8
dimensional. To be able to visualize the decision boundary we will with PCA reduce
the feature space down to a 2 dimensional space. PCA is an abbreviation for principal
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component analysis and is a linear transformation of the features. PCA creates as many
components as features in the initial feature space. Intuitively speaking the components
are ordered in such a way that the first principal component can explain most of the
variation in the data, the second component explains the second most and so on. In this
way if we want to reduce the feature dimension down to 2 we should keep the first and
second principal components to maximize the amount of variance that can be explained.
For the data set that we are going to consider the first and second principal components
explains 90.3% of the variance. The calculated decision boundaries can be seen in Figure
4 up to Figure 7 where the number of hidden layer nodes nh is varied. Since we are using
PCA most of the data points will lie along straight lines. In Figure 4 only one node is
used and the decision boundary becomes linear. As we increase the number of nodes
the decision boundary becomes more flexible as expected. With nh = 20 all data points
have been encapsulated as seen in Figure 6. With too many nodes the decision boundary
becomes less smooth as seen in Figure 7.
Let us now consider the trained network in Figure 6 with nh = 20 and let
ˆ 
d1
ˆ

d = dˆ2  = M (x1 , x2 ),
(39)
ˆ
d3
where x1 and x2 are the first and second principal components respectively. Imagine 4
new patients wants to be diagnosed. Some initial measurements are taken and 4 patients
vectors s1 , . . . , s4 are created. Note that these vectors are 8 dimensional. With PCA they
are reduced to 2 dimensional vectors x10 , . . . , x40 . How should an initial measurement x0
be adjusted to maximize confidence for each diagnosis separately? To answer this we look
at the following NLP
minimize 1 − ei · M (x1 , x2 )
x

subject to

− 1 ≤ x1 ≤ 1.1,
0 ≤ x2 ≤ 1.5.

(40)

The boundaries for x1 and x2 are the observed extremes of the data set when transforming
it with PCA. This problem will be solved for i = 1, 2, 3 using the interior point method
with x0 as the starting point. The analytical gradient calculated in Equation (25) is used.
This means that Equation (40) will be solved 12 times. The optimization algorithm stops
when the gradient is within a given tolerance. Either this happened after a few iterations
or immediately due to dˆi being approximately sigmoid with vanishing derivative for small
dˆi . This means that if we start in a position far away from the decision boundary of
diagnosis di the corresponding dˆi will be close to 0 and the gradient may therefore be 0
within machine precision immediately.
The solutions to Equation (40) can be seen in Figure 8 with initial points


x10 = 0.1 1.4 ,


x20 = 0.9 1 ,


(41)
x30 = −0.8 0.3 ,


x40 = 0 0.1 .
For the initial points x10 and x30 the gradient for diagnosis 2 were withing the tolerance
before the first step. This may indicate that diagnosis 2 can be disregarded or that further
measurements should be taken based on intuition instead.
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Figure 4: Decision boundary for a data set with nd = 3, nv = 4 and N = 5000 using a
trained neural network containing nh = 1 hidden layer node. Dimensionality reduction
from 8 features down to 2 using PCA

Figure 5: Decision boundary for a data set with nd = 3, nv = 4 and N = 5000 using a
trained neural network containing nh = 2 hidden layer nodes. Dimensionality reduction
from 8 features down to 2 using PCA
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Figure 6: Decision boundary for a data set with nd = 3, nv = 4 and N = 5000 using a
trained neural network containing nh = 20 hidden layer nodes. Dimensionality reduction
from 8 features down to 2 using PCA

Figure 7: Decision boundary for a data set with nd = 3, nv = 4 and N = 5000 using a
trained neural network containing nh = 300 hidden layer nodes. Dimensionality reduction
from 8 features down to 2 using PCA
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Figure 8: Solutions to Equation (40) using the trained network displayed in Figure 6 and
initial points as in Equation (41). The arrows indicate where the numerical solution is
located given the initial point. The color of the arrow indicates which diagnosis’ certainty
was maximized

5

Suggested Usage of the Tool

We will now summarize how the tool might be used in real life. A discussion about the
suitability of the tool can be found in Section 6. The first step is to collect patient data so
that it can be expressed in the form as seen in Table 7. The collected data will then define
the number of considered diagnoses nd and observables nv . The network model M (s) can
then be trained using the number of nodes nh similar to Equation (33) (it may have to
be adjusted to the current data). The hidden layer transfer function should be σtanh (·)
as defined in Equation (18) while the output transfer function should be σsoftmax (·) as
defined in Equation (26). The objective function should be cross entropy CE as defined
in Equation (22). The trained model should be evaluated using the classification accuracy
γ as defined in Equation (23). If the obtained accuracy on the test set is unsatisfactory
the methodology discussed in Section 4.2 may be considered in order to estimate how
many additional patients are required to achieve the desired accuracy or to analyze if
the population is too skewed. If the result is satisfactory the model can now be used
on new patients. Assume now that a new patient has arrived. The patient describes his
symptoms and the doctors potentially takes some initial measurements and summarizes
all relevant information into s. The estimated probability distribution is then obtained
by evaluating the network as dˆ = M (s). Denote the most relevant diagnosis by d∗
which may be calculated as d∗ = max dˆ or d∗ = max{γ1 dˆ1 , . . . , γnd dˆnd } where γi is the
severity of diagnosis di . If d∗ is above some threshold the patient may be diagnosed.
Otherwise further investigation must be conducted. To do this one should study Equation
(24) for i = 1, . . . , nd using the analytical gradient in Equation (31) to determine which
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measurements would increase or reduce the certainty in relevant diagnoses the most. If the
numerical solver is unable to find an optimal solution it is probably due to the objective
gradient being zero within machine precision. In that case it may be relevant to view the
current diagnosis as improbable. After the new measurements have been obtained a new
s is formed and the process restarts. This process is visualized in Figure 9.
Collect patient data
and create data set

Train network
on data set

Accurate
network?

no

Collect and add
additional patient
data to the data set

yes
Consider a
new patient

Observe relevant observables

Evaluate patient
using the network

Satisfactory
result?

no

Study a relevant minimization problem to
recommend new tests

yes
Diagnose and add patient to the data set
Figure 9: A flowchart displaying a summarized suggested usage of the tool
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6

Discussion

Artificial neural networks seems well suited for solving the learning problems produced by
our program and classifies unseen data with high accuracy given enough patients and a
good choice for the number of nodes in the hidden layer. Assuming our assumptions used
to generate the patient data sets reflects reality our solution strategy may be extended to
real life data. Something that should not be left out is the risk of erroneous symptoms. The
patient may be lying about the symptoms to obtain drugs and communication problems
may lead the doctor into writing down false symptoms. Other errors can occur such that
the doctor takes the wrong test without realizing so. We tried to replicate this by assigning
random observables to random patients and thus creating random noise. As long as the
error were random and not systematic the network seemed to be able to handle that.
Even though the artificial neural network classifies with high accuracy there is a considerable amount of randomness connected to the results and it can sometimes seem
unstable. See for instance the tables in Appendix A.3. Consider specifically Table 10 and
compare nh = 16 to nh = 17. We see that the cross entropy can vary considerably when
a small change is done in nh . The randomness in ANN comes from the random data
splitting and weight initialization. It may therefore be a reasonable idea to train multiple
networks and use boosting to obtain a more stable result. This should be investigated in
further studies.
One should also keep in mind that a machine learning model will only be as good as
the training data set. This means that the quality of the training data determines the
quality of the model commonly referred to as ”garbage in, garbage out”. It is therefore
important to gather data from multiple sources at different occasions and to be aware of
systematic errors.
Note that our program puts zeros on nonactive observables. This implies that we
know that the patient does not have that symptom and this might be more information
than what is available in real life. Just because the patient only says he has a headache
and a fever does not mean we know for certain that he does not have high blood pressure
for instance. Further studies should be done where a difference is made between 0 and
”not measured”.
The only way of knowing if this solution strategy really works is to test it on real life
clinical data. This is therefore the suggested next step of continued studies.
When using a tool like this in real life one has to be aware of the influence problem.
Especially if the tool is used for self care. For example if a person enters their symptoms
into the tool and gets a follow up question ”Do you also have a headache?” there is a risk
of influencing the user into over thinking. There is also a risk of neglecting rare diseases
since they will be underrepresented in the data set. A way of countering this can be to
divide the data set into rare and common diagnoses and to create and train two separate
networks. The result can then be two diagnoses, the most probable rare diagnosis and the
most probable common diagnosis. The first network can thus be viewed as a specialist
doctor while the second network as a family doctor.
Generally a tool like this should not be used blindly but as a help to not miss out
relevant diagnoses and to get some ideas on what measurements to consider next.
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A
A.1

Appendix
The Artificial Data Sets

In this section we go into detail of how the program used to generate the patient data
works. The steps are as follows
1. A frequency for every diagnosis also known as the prior probabilities i.e. P (d = di )
are generated. The value assigned to P (d = di ) is chosen randomly7 out of any
of the 3 discrete values j1 , j2 and j3 where j3 = 3j1 and j2 = 2j1 . In this way
max P (d = di ) = 3 min P (d = di ) which is an attempt to simulate the effects of rare
and common diseases. There is no specific reason why we chose to use exactly 3
discrete values in this way but we wanted to limit how rare a disease can be so that
it is not left out in the data set. Sometimes factors up to even a million can be seen
between the most common and rare diseases in practice.
2. For every diagnosis 2-6 observables8 will belong to the corresponding subset Vi . For
every observable in that subset their probability of being active pi (d) is taken from
the uniform distribution U (0, 1). To remove the risk of having unused observables
they will be chosen in the following way. Let n be the result from the integer
division n = nv \6 and let r be the remainder i.e. r = nv − 6n and let k = max(r, 2).
Because every diagnosis can have at most 6 belonging observables we have 6nd ≥ nv .
Together with an earlier assumption that nv > nd we now have 1 < nnvd ≤ 6. This
means that we can let the first n subsets Vi include 6 observables each such that
v1 , v2 , . . . , v6 ∈ V1 and v7 , v8 , . . . , v12 ∈ V2 up to Vn . If r > 0 the subset Vn+1 will
contain the last k observables vnd −k+1 , . . . , vnd . The remaining subsets (including
Vn+1 if r = 0) will contain 2-6 observables chosen randomly. The diagnosis indices
will later be shuffled so that this structure is not as apparent and the result will
therefore look more natural. For nv = 7 and nd = 5 the result may look like what
is seen in Table 4.
If it happens that a column sum is less than 1 they are immediately scaled so that
they sum to 1 as seen for pi (d2 ) and pi (d5 ). We do this scaling to avoid the risk of
having a diagnosis with only rare symptoms.
All in all this makes it possible for patients with the same disease to have varying
symptoms where some symptoms are more rare than others. It also simulates the
fact that diseases can share symptoms but the symptoms do not have to appear
with the same frequencies. A similar table for just one diagnosis using real life data
can be seen in Table 5.
3. For every observable connected to a diagnosis 4 random numbers are generated. The
first two are the mean of the intensity and mean of the duration taken from U (0, 1).
The second two are 99.7% confidence intervals represented by c generated in the
following way. Let µ ∈ [0, 1] be the mean assigned to either the intensity or the
duration then we define cmax = min(µ, 1 − µ). This means that µ ± c ∈ [0, 1] ∀ c ≤
cmax . The 99.7% confidence interval µ ± c is then generated by a realization c =
C where C ∼ U (0, cmax ). The percentage 99.7% is from the three-sigma rule of
7

When we say random in this section we specifically mean uniformly random.
The interval 2-6 is the default interval and will be used to generate the data sets unless stated
otherwise.
8
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thumb i.e. the probability that a realization from a normal distribution is within
3 standard deviations of the mean is approximately 99.7%. The corresponding
standard deviation σ is then defined as σ = c/3. At this point the program can
create Table 6.
4. The final step is to use the statistics calculated in the previous steps to produce
the patient data. For every patient the following occurs. The true diagnosis d∗ is
randomly selected using the probability distribution given by P (d = di ) generated
in step 1. The nonzero observables are randomly chosen using the probabilities
pi (d∗ ). If it would happen that the patient received none active observables the
pi (d∗ )s will be temporarily scaled so they sum to 1 and then an active observable
will chosen randomly by viewing them as a probability distribution instead and thus
exactly one will be picked. For the active observables their corresponding intensity
and duration is generated by a normal distribution with the previously calculated
mean and standard deviation. For instance if we use Table 6 and the current patient
has diagnosis d2 and nonzero observablev2 the intensity for that observable has the

0.2248 2
2
and
for
the
duration
N
0.451,
(
.
)
)
normal distribution N 0.7188, ( 0.2315
3
3
The final result for this patient could for instance be


0
0.7932


 
 0 
0


 0 
1

 
(42)
s=
 0  , d = 0 ,


0.4101
0


 0 
0
where d is the true diagnosis that will be used as a target when M (s) is trained.
Even a 99.7% confidence interval is not enough to ensure that the intensity and
duration will always be within [0, 1], therefore any generated value outside of this
interval is then adjusted to the limiting boundary.

Table 4: Example of activation probabilities for the observables over all diagnoses for
nv = 7 and nd = 5 without index shuffling. For instance, the probability that a person
with diagnose d3 has a nonzero observable v5 is 0.1626.
Observable pi (d1 ) pi (d2 ) pi (d3 ) pi (d4 ) pi (d5 )
v1
0.4929
0
0.1588 0.6457
0
v2
0.2217
0
0.3848 0.1037
0
v3
0.9393
0
0.7968 0.3775
0
v4
0.4823
0
0
0
0
v5
0.5400
0
0.1626 0.2629 0.0736
v6
0.2211 0.6146 0.1138
0
0
v7
0
0.3854 0.3558 0.3806 0.9264
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Table 5: Real life symptom frequencies for pneumonia [7].
Symptom
Frequency
Cough
79-91%
Fatigue
90%
Fever
71-75%
Shortness of breath 67-75%
Sputum
60-65%
Chest pain
39-49%

Table 6: An example of underlying statistics for diagnoses and their observables generated
by our program. For this data set we used the interval 2-3 observables per diagnosis. A
patient data set can then be generated using this table. The intensity and duration are
given in 99.7% confidence intervals.
Observable
d1
d2
d3
P (d = di )
0.4286
0.4286
0.1429

v1

p1 (di )
Intensity
Duration

0
0
0

0.6626
0.732 ± 0.026
0.4908 ± 0.0584

0.9157
0.403 ± 0.3829
0.6317 ± 0.2156

v2

p2 (di )
Intensity
Duration

0.0975
0.8142 ± 0.0059
0.739 ± 0.1774

0.3374
0.7188 ± 0.2315
0.451 ± 0.2248

0.4218
0.6399 ± 0.0124
0.6884 ± 0.0697

v3

p3 (di )
Intensity
Duration

0.9134
0.8906 ± 0.0303
0.7657 ± 0.1535

0
0
0

0
0
0

v4

p4 (di )
Intensity
Duration

0.6324
0.6609 ± 0.0157
0.2182 ± 0.0355

0
0
0

0.1419
0.2041 ± 0.0779
0.7292 ± 0.0691
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Table
s1
0
0.7317
0
0
0
0.7124
0.4461
0
0.7175
0.7214
0
0.7238
0
0.7315
0.5626
0.4336
0.1973
0.1542
0.7314
0
0.2819
0.7378
0.7260
0
0

A.2

7: Data
s2
0.7909
0.7329
0
0
0
0
0
0
0
0.7239
0
0
0
0.7891
0
0
0
0.6441
0
0
0
0
0.7535
0
0.8162

set containing 25
s3
s4
0
0
0
0
0.9068
0
0.8910 0.6570
0.8949 0.6589
0
0
0
0
0.8738 0.6578
0
0
0
0
0.9015 0.6661
0
0
0.8999
0
0
0
0
0
0
0.1861
0
0
0
0
0
0
0.8965 0.6494
0
0
0
0
0
0
0.8960 0.6655
0.8691
0

patients
s5
0
0.4603
0
0
0
0.5342
0.7035
0
0.5000
0.5035
0
0.4651
0
0.5024
0.6985
0.5849
0.6299
0.6936
0.4424
0
0.6612
0.5075
0.4927
0
0

generated using the statistics in Table 6
s6
s7
s8
True Diagnosis
0.4773
0
0
2
0.4447
0
0
2
0
0.7707
0
1
0
0.7641 0.2209
1
0
0.7536 0.2421
1
0
0
0
2
0
0
0
3
0
0.7515 0.2232
1
0
0
0
2
0.4755
0
0
2
0
0.7324 0.2212
1
0
0
0
2
0
0.7657
0
1
0.4773
0
0
2
0
0
0
3
0
0
0.7567
3
0
0
0
3
0.6885
0
0
3
0
0
0
2
0
0.6470 0.2191
1
0
0
0
3
0
0
0
2
0.5129
0
0
2
0
0.7589 0.2164
1
0.7091 0.7007
0
1

Data Set Quality and Prediction Accuracy Modeling

In this section we will define the measures defined in Section 2.4 more rigorously. We
have constructed Table 8 to help make sense of the definitions. The definitions reads as
follows.
1. Fraction of unique patients ξp . This is the number of unique patients divided by the
total number of patients N . Consider the problem shown in Table 8. Let the ith
patient have true diagnosis
d3 andobservables v1 and v4 active. Denote this patient

by the vector xi = 1 0 0 1 3 . The whole data set can then be represented by
a matrix X with row i being xi . Then we define
ξp =

number of unique rows in X
.
N

(43)

2. Fraction of found combinations ξc . Instead of dividing the number of unique rows in
X by the number of patients we divide it by the maximum number of unique rows X
may have as we observe more patients denoted by m for now. Let ki be the number
of elements in Vi , i.e. the number of observables connected to diagnosis i. If we then
consider diagnosis i we can create 2ki −1 unique patients having this diagnosis. This
is because every observable can either be active or not which gives us 2 possibilities
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for each observable and we have to subtract 1 because the program P
will not generate
d
patients with no active observables. Finally this means that m = ni=1
(2ki − 1). If
2
3
2
we for instance consider Table 8 we get m = (2 − 1) + (2 − 1) + (2 − 1) = 13.
Formally we define
ξc =

number of unique rows in X
.
m

(44)

3. Fraction of unique diagnoses ξd . The number of unique columns in Table 8 divided
by the amount of diagnoses. Mathematically we let
ξd =

number of unique subsets Vi
.
nd

(45)

4. Similarity measure of diagnoses ξs . The goal of this measure is to capture how much
the observables confidence intervals overlap. We will try to define this measure with
the help of an example. Specifically we will consider Table 6. For instance, the
duration of observable v4 in Table 6 has a very low probability of overlapping when
considering different diagnoses. This means that if we measure the duration of v4
to be e.g. 0.2 we can be fairly certain that the true diagnosis is d1 . On the other
hand, the intensity of v2 has more overlap and if we measure it to be e.g. 0.64 it
can with high probability belong to either d2 or d3 . The measure is then based on
the standard deviation of the mean of active observables. The higher the standard
deviation the more distant are the observables. To simplify calculations we will not
consider the 99.7% confidence intervals but only the mean. Let mean x be the mean
of the elements in x and std x be the standard deviation. With Table 6 in mind ξs
is calculated as

 


√
std 0.7320 0.4030
1 − 2 mean




 std 0.4908 0.6317


√
1 − 2 mean std 0.8142 0.7188 0.6399 

std 0.7390 0.4510 0.6884 
ξs = mean 
,





 0


√
std 0.6609 0.2041
1 − 2 mean
(46)
std 0.2182 0.7292


0.7651
0.8296

≈ mean 
 0 ,
0.4811
≈ 0.5189.
Notice that every row in Equation (46) corresponds to an observable. For an observable the easiest learning case is when it only belongs to one diagnosis, the
corresponding overlap value is then set to 0. The next easiest learning case is when
the observable belongs to two diagnoses but with expected value 0 for the first one
and expected
value
case the standard deviation is
√ 1 for the second one in which
√

std 0 1 = 1/ 2. If we then multiply with 2 and subtract this from 1 the next
best learning case will also get 0 in the vector in Equation (46). The more overlap
the closer the element will be to 1.
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Table 8: Small example of a diagnosis/observable pattern. The marker ”x” indicates that
the observable belongs to the diagnosis. For instance v3 ∈ V2 .
d1 d2 d3
v1 x
x
v2 x x
x
v3
v4
x x

A.3

Tables for Optimal Number of Nodes

The following tables have been generated to find a formula for the optimal number of
nodes n̂h as a function of the number of diagnoses nd and observables nv . Every table
corresponds to a single data set meaning a fixed choice of nd , nv and the number of patients
N . For every choice of the number of nodes nh the network is created and trained 10 times
to obtain a performance average. This is because when the network is created the weights
are initially randomized and the partitioning of the data set is random. The average of
multiple measurements is denoted by a bar such as for γ̄ and the standard deviation is
denoted by σ(·). The number of patients N is chosen large enough so that min γ > 0.9 for
stability reasons. We are not only interested in good accuracy but also in reliable results,
that is why we also calculate the standard deviation. We have marked the lowest error
and standard deviation with a green color and the second lowest with yellow. It is then
easier to see in what interval the optimal number of nodes lies within.
Table 9: Varying number of hidden layer nodes for a data set with nd = 10, nv = 16
and N = 1500. Average is calculated over 10 trials. Green color indicates best value and
yellow indicates next best.
nh
γ̄
min γ
ēCE
σ(eCE )
20 0.9826666667 0.9733333333 0.007088287518 0.001966358333
19 0.9768888889 0.9511111111 0.008059897256 0.003460746994
18 0.9746666667 0.9555555556 0.008765383462 0.004018541734
17 0.9804444444 0.9688888889 0.007371587795 0.002159536836
16 0.9826666667 0.9644444444 0.006366385674 0.002327053518
15 0.9728888889 0.9377777778 0.008537006491 0.004113947548
14 0.98
0.9733333333 0.007316095491 0.001919418099
13 0.9808888889 0.9644444444 0.007166740299 0.003442262552
12 0.9804444444 0.9644444444 0.006976267365 0.002297034649
11 0.9737777778 0.96
0.009003611991 0.003366698241
10 0.9751111111 0.96
0.007672185239 0.002723889559
9
0.9831111111 0.9733333333 0.007505891337 0.003967784459
8
0.9711111111 0.9466666667 0.0118473941
0.00513802969
7
0.9648888889 0.9288888889 0.01117835068 0.005645745142

33

Table 10: Varying number of hidden layer nodes for a data set with nd = 20, nv = 32
and N = 1500. Average is calculated over 10 trials. Green color indicates best value and
yellow indicates next best.
nh
γ̄
min γ
ēCE
σ(eCE )
37 0.9764444444 0.96
0.004563449281 0.002011042198
36 0.9702222222 0.96
0.005513622866 0.001429375461
35 0.9728888889 0.9555555556 0.004806511633 0.002044681587
34 0.9733333333 0.9511111111 0.004770914486 0.002041545623
33 0.9786666667 0.96
0.00392599798 0.001745324038
32 0.9768888889 0.96
0.004271875508 0.001962506418
31 0.9711111111 0.9555555556 0.004786830602 0.002112422383
30 0.9777777778 0.9377777778 0.004371037239 0.001775323731
29 0.9782222222 0.96
0.004172466057 0.00170474466
28 0.976
0.9555555556 0.003902779762 0.001556428471
27 0.9768888889 0.96
0.004383583545 0.001259172713
26 0.9764444444 0.9555555556 0.00483340519 0.00179422785
25 0.9773333333 0.9511111111 0.003935114101 0.001891605491
24 0.9768888889 0.9555555556 0.005298965657 0.001725682968
23 0.972
0.9555555556 0.004967826101 0.00128841575
22 0.9773333333 0.96
0.004429951088 0.001758771877
21 0.9693333333 0.9511111111 0.005467464307 0.001230132312
20 0.9782222222 0.9644444444 0.004112188699 0.001109513145
19 0.9675555556 0.9511111111 0.005686517741 0.001772830612
18 0.9724444444 0.9377777778 0.004997569975 0.00235905344
17 0.9808888889 0.9688888889 0.003665531695 0.001259480533
16 0.9617777778 0.9333333333 0.007416335305 0.002489289598
15 0.9702222222 0.9555555556 0.005379379099 0.001934634896
14 0.9813333333 0.9688888889 0.004020766153 0.001320735854
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Table 11: Varying number of hidden layer nodes for a data set with nd = 25, nv = 32
and N = 1500. Average is calculated over 10 trials. Green color indicates best value and
yellow indicates next best.
nh
γ̄
min γ
ēCE
σ(eCE )
41 0.9755555556 0.9377777778 0.003769091386 0.002359453649
40 0.9711111111 0.9511111111 0.004087490531 0.001155623821
39 0.9733333333 0.9555555556 0.004560507732 0.00124315971
38 0.976
0.96
0.004233956796 0.001479075118
37 0.9808888889 0.9688888889 0.00350333508 0.001340709869
36 0.98
0.9688888889 0.003138831276 0.001147915724
35 0.9813333333 0.9688888889 0.00383720733 0.001812140286
34 0.9746666667 0.9466666667 0.00413438926 0.001420013368
33 0.9804444444 0.9555555556 0.003351793169 0.001978291391
32 0.9688888889 0.9377777778 0.005211697115 0.002878780561
0.003311909067 0.001402724599
31 0.9817777778 0.96
30 0.9777777778 0.9644444444 0.004051657154 0.001121287918
29 0.9693333333 0.9511111111 0.004841454302 0.001354047592
28 0.9684444444 0.9511111111 0.004769954996 0.001675996028
27 0.9742222222 0.9644444444 0.00508373692 0.002083154926
26 0.9746666667 0.96
0.004604439568 0.001846862285
25 0.9684444444 0.9466666667 0.004329086148 0.001806011777
24 0.9737777778 0.9555555556 0.005170448433 0.001760221184
23 0.9782222222 0.96
0.003976720269 0.001285052177
22 0.9675555556 0.9511111111 0.005574909024 0.001547053161
21 0.9711111111 0.96
0.005218109879 0.001038251578
20 0.9697777778 0.9555555556 0.005087805867 0.00139431982
19 0.9768888889 0.9555555556 0.004395162687 0.001771404976
18 0.9768888889 0.96
0.004561432973 0.002011490956
17 0.9711111111 0.9555555556 0.004608665387 0.00179205124
16 0.9617777778 0.9288888889 0.007124941402 0.003932364514
15 0.9662222222 0.9466666667 0.005621434457 0.001564600241
14 0.9648888889 0.9377777778 0.005241803929 0.002732557573
13 0.9702222222 0.9511111111 0.005845119524 0.001675386707
12 0.9675555556 0.96
0.005579461024 0.001868634088

35

Table 12: Varying number of hidden layer nodes for a data set with nd = 25, nv = 50
and N = 1500. Average is calculated over 10 trials. Green color indicates best value and
yellow indicates next best.
nh
γ̄
min γ
ēCE
σ(eCE )
45 0.9697777778 0.9422222222 0.004768027457 0.001955301182
44 0.9675555556 0.9466666667 0.004460502331 0.001830568829
43 0.9688888889 0.96
0.004569293838 0.001404803862
42 0.9657777778 0.9422222222 0.004905164974 0.001380495535
41 0.9653333333 0.9377777778 0.004743758515 0.001690322186
40 0.968
0.9511111111 0.004356587463 0.001293955524
39 0.9693333333 0.9466666667 0.004663821497 0.00166417043
38 0.9693333333 0.9511111111 0.004462874908 0.001172390733
37 0.9786666667 0.9644444444 0.003209897816 0.0007320747592
36 0.9711111111 0.9511111111 0.004247452796 0.001336105916
35 0.9688888889 0.9466666667 0.00533957707 0.002509741394
34 0.9675555556 0.9511111111 0.0048199338
0.001165337146
33 0.9706666667 0.9555555556 0.00481690206 0.002350848241
32 0.9715555556 0.9555555556 0.004138881527 0.001199304756
31 0.9604444444 0.9466666667 0.005674508114 0.001157147862
30 0.9635555556 0.9333333333 0.005594504664 0.002595800555
29 0.9564444444 0.9333333333 0.005423469985 0.001197170775
28 0.9666666667 0.9422222222 0.004618099955 0.0009000382855
27 0.9724444444 0.96
0.004166470004 0.001227533837
10 0.9528888889 0.9066666667 0.008138604171 0.004476843374
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Table 13: Varying number of hidden layer nodes for a data set with nd = 30, nv = 100
and N = 1500. Average is calculated over 10 trials. Green color indicates best value and
yellow indicates next best.
nh
γ̄
min γ
ēCE
σ(eCE )
70 0.9813333333 0.9688888889 0.002722456217 0.001064135315
60 0.9853333333 0.9688888889 0.002396655074 0.0009753914243
54 0.9857777778 0.9733333333 0.002159267246 0.0005911809272
53 0.9848888889 0.9777777778 0.002111476133 0.0004989634766
52 0.9844444444 0.9688888889 0.002282349172 0.000690825446
51 0.9822222222 0.9733333333 0.00243912136 0.0004982043062
50 0.9831111111 0.9644444444 0.002434994265 0.0008886754597
49 0.9822222222 0.9644444444 0.002430764796 0.00102602818
48 0.9782222222 0.9644444444 0.002624497454 0.001114272638
47 0.9835555556 0.9733333333 0.002067800003 0.0007616735738
46 0.9835555556 0.9644444444 0.002005381233 0.0006163264811
45 0.9808888889 0.9644444444 0.002321984
0.0009475600731
44 0.9813333333 0.9644444444 0.002337835291 0.0009239450564
43 0.984
0.9733333333 0.002078156309 0.0009494206713
42 0.9848888889 0.9688888889 0.002217574803 0.0006659501913
41 0.9848888889 0.9733333333 0.002329638401 0.0007428615358
40 0.9822222222 0.9644444444 0.002611231355 0.001646388876
39 0.9786666667 0.9644444444 0.002934597144 0.001194727587
38 0.9853333333 0.9777777778 0.002316376655 0.001047090248
37 0.9755555556 0.9422222222 0.002684794739 0.00145051044
36 0.9835555556 0.96
0.002091008359 0.001005337115
35 0.9844444444 0.9777777778 0.002322082677 0.000524263399
34 0.9804444444 0.9644444444 0.002636177677 0.00102776341
33 0.9813333333 0.9688888889 0.00242258507 0.0008309317269
20 0.9831111111 0.9555555556 0.002400504568 0.00136245848
10 0.9826666667 0.9688888889 0.003241309661 0.001295318449
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Table 14: Varying number of hidden layer nodes for a data set with nd = 100, nv = 250
and N = 1500. Average is calculated over 10 trials. Green color indicates best value and
yellow indicates next best.
nh
γ̄
min γ
ēCE
σ(eCE )
140 0.9417777778 0.92
0.002806696131 0.0005907114884
130 0.9382222222 0.8977777778 0.002825528577 0.0007183563821
120 0.9475555556 0.9155555556 0.002510635288 0.001053344935
110 0.9408888889 0.9022222222 0.002511672999 0.0004592040361
100 0.9475555556 0.9333333333 0.002902063555 0.0007976163092
90 0.9435555556 0.92
0.002389505223 0.0005553319132
80 0.9422222222 0.9155555556 0.002740086446 0.0008462456588
70 0.9417777778 0.9155555556 0.002590712006 0.0006074922039
66 0.9524444444 0.9377777778 0.002398830477 0.0006570247652
64 0.9413333333 0.9155555556 0.002776956981 0.0007534140321
62 0.9515555556 0.9111111111 0.002288419943 0.0007262117566
60 0.9462222222 0.9111111111 0.002150293795 0.0005845243882
58 0.9502222222 0.9333333333 0.002232070262 0.0005365912213
56 0.9466666667 0.9066666667 0.002418973566 0.0006105143964
54 0.9466666667 0.92
0.002548468475 0.0005979285361
50 0.9453333333 0.9244444444 0.002546845938 0.000830846236
40 0.9551111111 0.9422222222 0.002297562049 0.0004448266548
30 0.9417777778 0.92
0.002608705783 0.0008350443313

A.4

Performance Data

The following tables have been obtained to study how one can predict the performance of
the classifier before training. Due to the large amount of data it has been separated into
two tables. Every row corresponds to a single data set with input parameters nd , nv and
N . The network is then created and trained 10 times to create an average of the variables
of interest. The training time in seconds is denoted by τ . The mean is denoted by a bar
such as τ̄ .
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Table 15: Part I/II. Different training problems with shown accuracy and difficulty measures. Each row corresponds to a single data set with input parameters nd , nv and N .
The averages τ̄ , ēCE and γ̄ are taken over 10 trials.
nd nv
N
ξp
ξc
ξd
ξs
τ̄
ēCE
γ̄
10 20 25
0.88
0.0615 1 0.4545 0.2091 0.2876 0.325
10 20 25
0.72
0.0508 1 0.5104 0.2292 0.1803 0.725
10 20 50
0.58
0.096 1 0.4089 0.2052 0.1062 0.8
10 20 50
0.52
0.0828 1 0.46
0.2267 0.0756 0.8625
10 20 200
0.4
0.2759 1 0.4541 0.2678 0.0207 0.9233
10 20 200
0.375 0.2863 1 0.4725 0.2483 0.0222 0.9433
10 20 1500 0.078 0.4535 1 0.407 0.5952 0.0056 0.9867
10 20 1500 0.1327 0.5155 1 0.5885 0.5246 0.0042 0.9924
10 20 5000 0.0486 0.6429 1 0.5911 1.198 0.0031 0.9925
10 20 5000 0.0314 0.5268 1 0.4347 0.7327 0.002 0.9963
10 20 7500 0.0305 0.7583 1 0.4986 1.339 0.002 0.9925
10 20 7500 0.0367 0.8333 1 0.5269 1.565 0.0047 0.9829
10 20 12000 0.0223 0.8725 1 0.4367 2.195 0.0026 0.9903
10 20 12000 0.0148 0.7437 1 0.5001 1.791 0.0009 0.9973
10 40 25
0.76
0.0411 1 0.1836 0.2138 0.1206 0.8
10 40 25
0.84
0.0493 1 0.148 0.2241 0.2885 0.525
10 40 100
0.65
0.1245 1 0.2325 0.2619 0.0289 0.94
10 40 100
0.56
0.1315 1 0.1342 0.2977 0.0046 0.9867
10 40 1000 0.187 0.4083 1 0.1884 0.4209 0.0021 0.994
10 40 1000 0.16
0.3653 1 0.2209 0.3887 0.0021 0.9953
10 40 3000 0.0853 0.5401 1 0.2278 0.5981 0.0031 0.9862
10 40 3000 0.0877 0.5549 1 0.2281 0.7095 0.0005 0.9987
15 20 50
0.7
0.0839 1 0.5848 0.2181 0.056 0.7875
15 20 50
0.68
0.0883 1 0.6536 0.2174 0.1143 0.6125
15 20 150
0.5
0.1765 1 0.5493 0.2905 0.044 0.8565
15 20 150
0.5
0.1948 1 0.652 0.2569 0.0381 0.8478
15 20 1000 0.221 0.3804 1 0.6563 0.4236 0.0083 0.9673
15 20 1000 0.185 0.4013 1 0.6023 0.4378 0.005 0.9813
15 20 2500 0.1116 0.4869 1 0.5926 0.8867 0.0032 0.9896
15 20 2500 0.0768 0.4987 1 0.5995 0.6783 0.0033 0.9877
20 70 40
0.9
0.0405 1 0.2407 0.2438 0.1416 0.45
20 70 40
0.825 0.0391 1 0.2017 0.2162 0.0958 0.6167
20 70 75
0.88
0.0702 1 0.2957 0.3826 0.0584 0.8364
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Table 16: Part II/II. Different training problems with shown accuracy and difficulty
measures. Each row corresponds to a single data set with input parameters nd , nv and
N . The averages τ̄ , ēCE and γ̄ are taken over 10 trials.
nd nv
N
ξp
ξc
ξd
ξs
τ̄
ēCE
γ̄
20 70 75
0.6933 0.0586 1 0.2957 0.2464 0.0569 0.7727
20 70 150
0.6533 0.1089 1 0.279 0.37
0.0207 0.9043
20 70 150
0.66
0.111 1 0.2562 0.3716 0.019 0.913
20 70 1100 0.2727 0.3348 1 0.2558 0.7314 0.0037 0.9824
20 70 1100 0.2927 0.3676 1 0.2608 0.718 0.0027 0.9861
20 70 5000 0.101 0.59
1 0.2177 2.483 0.0018 0.99
20 70 5000 0.104 0.5485 1 0.3288 2.84
0.0015 0.9931
20 70 10000 0.0488 0.604 1 0.2259 5.327 0.0003 0.9985
20 70 10000 0.0563 0.6547 1 0.25
4.798 0.001 0.9931
40 70 45
0.9111 0.0305 1 0.5185 0.2232 0.1157 0.2
40 70 45
0.9111 0.0295 1 0.5255 0.207 0.1043 0.3143
40 70 90
0.8889 0.056 1 0.5866 0.3174 0.0535 0.5643
40 70 90
0.8667 0.0556 1 0.5819 0.2845 0.0723 0.4786
40 70 160
0.6938 0.0913 1 0.52
0.46
0.0329 0.7333
40 70 160
0.675 0.0783 1 0.5833 0.4168 0.0305 0.7958
40 70 450
0.5422 0.1794 1 0.5278 0.6674 0.0192 0.8074
40 70 450
0.4844 0.1708 1 0.5181 0.6681 0.0103 0.9059
40 70 1000 0.377 0.2582 1 0.4608 1.217 0.0054 0.948
40 70 1000 0.404 0.2637 1 0.5714 0.954 0.0061 0.9347
40 70 4500 0.1413 0.4556 1 0.5255 4.286 0.0022 0.9776
40 70 4500 0.15
0.4906 1 0.564 4.221 0.0019 0.984
40 70 7800 0.1037 0.5466 1 0.5509 7.05
0.0012 0.9904
40 70 7800 0.1035 0.5882 1 0.5952 7.068 0.0016 0.9854
60 70 70
0.8857 0.0328 1 0.6166 0.2983 0.0556 0.4545
60 70 70
0.9143 0.037 1 0.5946 0.2102 0.0831 0.08182
60 70 180
0.7667 0.0804 1 0.6108 0.466 0.0431 0.5407
60 70 180
0.6611 0.0712 1 0.6285 0.4457 0.0406 0.563
60 70 800
0.4538 0.196 1 0.6314 1.192 0.0069 0.9075
60 70 800
0.4963 0.1828 1 0.6035 1.171 0.0074 0.9
60 70 1800 0.2972 0.2901 1 0.618 2.474 0.0044 0.9367
60 70 1800 0.3317 0.3142 1 0.6101 2.664 0.0044 0.9441
60 70 1000 0.436 0.2146 1 0.5972 1.51
0.0071 0.8947
60 70 10000 0.0976 0.5304 1 0.645 19.03 0.0013 0.9803

A.5

Example of a Trained Network
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Figure 10: Visualization of a neural network with nh = 2 hidden layer nodes trained on
a data set of N = 500 patients based on Table 6. This network has 100% accuracy i.e.
γ = 1 (eCE = 0.0028) on the test samples. The preprocessing function g(x) = gminmax (x).
Boxes with numerical values corresponds to weights and biases. To avoid clutter only the
biases are indicated by their mathematical name e.g. bh1 and not the weights. The symbol
Σ indicates a summation node
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