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Abstract
In NoC-based many-core processors, memory subsystem and synchronization mechanism are always the two important design aspects, since mining
parallelism and pursuing higher performance require not only optimized memory management but also efficient synchronization mechanism. Therefore, we
are motivated to research on efficient memory access and synchronization in
three topics, namely, efficient on-chip memory organization, fair shared memory access, and efficient many-core synchronization.
One major way of optimizing the memory performance is constructing a
suitable and efficient memory organization. A distributed memory organization is more suitable to NoC-based many-core processors, since it features
good scalability. We envision that it is essential to support Distributed Shared
Memory (DSM) because of the huge amount of legacy code and easy programming. Therefore, we first adopt the microcoded approach to address DSM issues, aiming for hardware performance but maintaining the flexibility of programs. Second, we further optimize the DSM performance by reducing the
virtual-to-physical address translation overhead. In addition to the generalpurpose memory organization such as DSM, there exists special-purpose memory organization to optimize the performance of application-specific memory
access. We choose Fast Fourier Transform (FFT) as the target application,
and propose a multi-bank data memory specialized for FFT computation.
In 3D NoC-based many-core processors, because processor cores and memories reside in different locations (center, corner, edge, etc.) of different layers, memory accesses behave differently due to their different communication distances. As the network size increases, the communication distance
difference of memory accesses becomes larger, resulting in unfair memory
access performance among different processor cores. This unfair memory access phenomenon may lead to high latencies of some memory accesses, thus
negatively affecting the overall system performance. Therefore, we are motivated to study on-chip memory and DRAM access fairness in 3D NoC-based
many-core processors through narrowing the round-trip latency difference of
memory accesses as well as reducing the maximum memory access latency.
Barrier synchronization is used to synchronize the execution of parallel
processor cores. Conventional barrier synchronization approaches such as
master-slave, all-to-all, tree-based, and butterfly are algorithm oriented. As
many processor cores are networked on a single chip, contended synchronization requests may cause large performance penalty. Motivated by this,
different from the algorithm-based approaches, we choose another direction
(i.e., exploiting efficient communication) to address the barrier synchronization problem. We propose cooperative communication as a means and combine it with the master-slave algorithm and the all-to-all algorithm to achieve
efficient many-core barrier synchronization. Besides, a multi-FPGA implementation case study of fast many-core barrier synchronization is conducted.
Keywords: Many-core, Network-on-Chip, Distributed Shared Memory,
Microcode, Virtual-to-physical Address Translation, Memory Access Fairness,
Barrier Synchronization, Cooperative Communication
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Sammanfattning
I 2D/3D NoC-baserade processorer med många kärnor är minnesundersystem och synkroniseringsmekanismen alltid de två viktiga designaspekterna,
eftersom datautvninningsparallellism och högre prestanda inte bara kräver
optimerad minneshantering utan också en effektiv synkroniseringsmekanism.
Vi är därför motiverade att undersöka effektiv minnesåtkomst och synkronisering inom tre områden, nämligen effektiv minnesorganisation på chip, rättvist
fördelad minnesåtkomst och effektiv synkronisering med många kärnor.
Ett viktigt sätt att optimera minnesprestandan är att bygga en lämplig
och effektiv minnesorganisation. En distribuerad minnesorganisation är mer
lämplig för NoC-baserade processorer med många kärnor, eftersom den har
god skalbarhet. Vi ser att det är viktigt att stödja Distributed Shared Memory (DSM), dels på grund av den enorma mängden legacy-kod, och dels
pga enkel programmering. Därför använder vi först det mikrokodade tillvägagångssättet för att ta itu med DSM-problemen, syftandes till hårdvarans
effektivitet men bibehållandes programmets flexibilitet. För det andra optimerar vi DSM-prestandan ytterligare genom att minska den virtuella till fysiska
adressöversättningen. Förutom den allmänna minnesorganisationen, finns det
särskilda minnesorganisationer för att optimera prestandan för applikationsspecifik minnesåtkomst. Vi väljer Fast Fourier Transform (FFT) som tillämpning och föreslår ett multibankat dataminne specialiserat på FFT-beräkning.
I 3D-NoC-baserade processorer med många kärnor beter sig minnesåtkomsten olika för varje kärna på grund av att de olika kärnornas kommunikationsavstånd är olika, eftersom processorkärnor och minnen ligger på olika platser (centrum, hörn, kant, etc.) av olika lager. När nätverksstorleken
ökar blir skillnaden i kommunikationsdistans för minnesåtkomst större, vilket
resulterar i olika (orättvisa) fördröjningar vid minnesåtkomst mellan olika
processorkärnor. Detta orättvisa minnesåtkomstfenomen kan leda till höga
latenser för vissa minnesåtkomst, vilket på så sätt negativt påverkar systemets totala prestanda. Därför är vi motiverade att studera on-chip-minnen
och rättvist fördelade åtkomst av DRAM i 3D-NoC-baserade processorer med
många kärnor genom att minska det sk round-trip tidsintervallet för minnesåtkomst så väl som att reducera den maximala minnesåtkomstfördröjningen.
Barriärsynkronisering används för att synkronisera exekveringen av parallella processorkärnor. Konventionella barriärsynkroniseringsmetoder som
master-slave, alla-till-alla, trädbaserade och butterfly är alla algoritmorienterade. Eftersom många processorkärnor är ihopkopplade på ett enda chip,
kan synkroniserade förfrågningar leda till stor prestationsförlust. Motiverad
av detta, till skillnad från de algoritmbaserade tillvägagångssätten, väljer vi
en annan riktning (dvs utnyttjar effektiv kommunikation) för att hantera
barriärsynkroniseringsproblemet. Vi föreslår kooperativ kommunikation och
kombinerar det med master-slave och alla-till-alla-algoritmen för att uppnå
effektiv fler-kärning barriärsynkronisering. Dessutom genomförs en fallstudie
av en multi-FPGA-implementering av snabb flerkärnig barriärsynkronisering.
Nyckelord: Många kärnor, Network-on-Chip, Distribuerat Delat Minne,
Mikrokod, Virtual-to-Physical Adress Translation, Minnesåtkomst Rättvisa,
Barriär Synkronisering, Samverkande Kommunikation
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Chapter 1

Introduction
1.1

Background

1.1.1

System-on-Chip Development Trends

The rapid development of integrated circuit technology enables the integration of
large amount of computing and memory resources on a single chip [1], resulting in
more powerful, larger capacity and more flexible System-on-Chip (SoC). Currently,
the development of SoC mainly exhibits the following four trends:
1.1.1.1

SoC architecture evolves from single core to multiple cores
and even many cores
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Figure 1.1: Trend of SoC development

Figure 1.1 shows the SoC development trend. Initially due to limited integrated
circuit technology and low process levels, the processor chip was designed by a fully
custom or semi-custom ASIC design approach, with a small single-chip area and
1
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fewer logic functions. The rapid increase of application demands requires higher
system performance. However, Factors such as global interconnect latency, power
consumption, and reliability make it increasingly difficult to achieve higher system
performance simply by improving the clock frequency. The development of integrated circuit design and manufacturing techniques enables the integration of a large
number of homogeneous or heterogeneous processor cores or dedicated computational logic on a single chip. Thus, the SoC development turns to integrate multiple
parallel processor cores to gain greater processing capability [2, 3]. Multiple processor cores execute programs in parallel with high instruction-level/thread-level
parallelism for greater performance gains [4]. In addition, the parallel execution of
multiple processor cores consumes lower power than the sequential execution of single processor core [5]. Therefore, the SoC development has entered the multi-core
and even many-core era1 .
1.1.1.2

The organization way of on-chip memory resources develops
from centralization to distribution

Figure 1.2: Trend of on-chip memory area

Memory plays an important role in SoC. Its organization and size are critical to
the performance, power consumption, and cost of SoC. As can be seen from Figure
1.2, due to the development of integrated circuit technology, the amount of memory
integrated on a single chip has significantly increased from 20% in 1999 to 90% in
2015. It will reach 94% in 2019, and keep growing in the future. Advances in chip
manufacturing process and in 3D integration technology have also enabled that
high-density, high-capacity memories (for example, Innovative Silicon’s Z-RAM [6],
1 The

definition of multi-core chip and many-core chip is not clear. Generally speaking, a chip
with a few cores to a dozen cores may be called a multi-core chip. When tens or hundreds of cores
are integrated on the chip, it may be called a many-core chip.
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Phase Change Memory [7, 8, 9], High Bandwidth Memory [10, 11]) can be integrated
into a single chip and achieve high bandwidth and low access latency.
With the increase of on-chip memory resources, the organization and management of these memory resources has become one of the important issues in SoC
design. Traditionally, memory resources are organized through a hierarchical and
centralized approach. Hierarchical organization can effectively hide communication
delays and greatly enhance system performance. However, the centralized organization of cache, on-chip SRAM, and off-chip memory lacks scalability [12]. The
demands of high bandwidth and low latency when accessing memories requires the
memories to be organized in parallel and support concurrent access. Kim et al.
[13] showed that, in deep sub-micron process, wire delay has a significant impact
on cache performance, and the access time for different cache lines becomes very
inconsistent. For a cache with the same size, organizing the cache into multiple
distributed small sub-caches can improve the cache performance. With the expansion of the system scale and the increase of on-chip resources, the centralized
memory organization has become the performance and power consumption bottleneck of SoC because of large access delay, serious memory competition and poor
scalability [12]. In contrast, distributed memory organization has the advantages
of better scalability, less access competition and balanced access latency. We are
convinced that, as the system size increases, more and more memory resources are
integrated and distributed on a single chip. Therefore, in many-core processors, it
is reasonable to organize shared cache or on-chip SRAM into a distributed structure. For example, Loh proposed a memory architecture using three-dimensional
stacking technology [14, 15]. Each processor node has its own independent memory
resources with large capacity. Besides, the physical distance between the processor
core and the memory is short and the memory bandwidth is high, so the entire
system obtains a large performance gain.
1.1.1.3

The interconnection of on-chip resources develops from bus to
Network-on-Chip (NoC)

As the process size shrinks, the cell delay (transistor’s switching time) decreases proportionally, whereas the global wire delay does not decrease proportionally with the
process size reduction [16, 17]. In deep submicron size, even when the chip is manufactured under the optimal process condition (semiconductor material with low
dielectric constant, pure copper material with low resistivity, optimized repeater,
etc.), it takes several or even a dozen clock cycles to transmit signals through global
wire over the whole chip [17]. Hence, the chip performance is more limited by communication delays. As the chip size is scaled up, the traditional global bus has
poor scalability in terms of bus bandwidth, clock frequency and power consumption [18, 19]. First, since only one device can occupy the bus at a time, the global
bus does not support concurrent communication. Second, the increase of the number of devices attached to the bus results in the increase of the capacitance and
resistance of the bus interface, which means that the bus frequency is difficult to
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increase as the chip size increases. Although the optimization methods such as
segmented bus, hierarchical bus, and advanced arbitration mechanism can improve
the bus performance, they cannot fundamentally overcome the inherent problem of
poor scalability of the bus.
Since a large number of processor cores and memories are distributed on the chip,
the concurrent execution of these on-chip resources requires a concurrent pipelined
communication mode rather than a serialized communication mode. From this perspective, as the system size increases, Network-on-Chip (NoC) [19, 20, 21, 22, 23]
gradually becomes a better solution to connecting resources on a single chip, due
to its good scalability, as shown in Figure 1.3. NoC-based many-core processors are
becoming the mainstream of current and even future processors. Both academia
and industry pay their attentions on NoC-based multi-/many-core processors. In
academia, K. Goossens et al. proposed a NoC-based multiprocessor architecture
for mixed-time-criticality applications [24]. M. Forsell et al. proposed A 2048threaded 16-core 7-FU chained VLIW chip multiprocessor [25], which adopts an
acyclic bandwidth-scaled multimesh topology [26]. In industry, many integrated circuit and computer manufacturers, such as AMD, Intel, Sun, ARM, IBM, NVIDIA,
etc., have turned their current or future product designs into NoC-based manycore processors [27, 28, 29, 30]. For example, in 2007, Intel researchers announced
that they had developed a many-core processor that connects 80 processor cores
through a 10×8 2D mesh NoC [31], and, in 2018, NVIDIA corporation announced
the world’s most advanced data center GPU (Tesla V100 [32]) containing 5,376
processing cores and achieving 7 TFLOPS double-precision performance.
1.1.1.4

Chip manufacturing technology evolves from 2D integration to
3D integration

As the process size is further reduced, compared to gate delay, wire delays account
for an increasing proportion of the overall delay. Although increasing the wire width
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Figure 1.4: TSV-based 3D integration technology [33]

and inserting the repeaters can reduce the wire delay, it is difficult to achieve good
results under 32nm or smaller process size, and inserting the repeaters increases
power consumption and area [1]. 3D integration [34, 35] is a new technology that
has the potential to solve the problems and challenges in the current IC design and
manufacturing field, especially the “memory wall” problem. 3D integration technology stacks multiple layers of planar devices and connects these layers through
through-silicon vias (TSV) [33], as shown in Figure 1.4. It can shorten the average wire length, increase the communication bandwidth, improve the integration
density, and reduce the power consumption. Currently, there are some different
3D integration technologies including wire bonding, micro-bump, contactless, and
TSV. TSV technology can provide maximum vertical interconnect density, so it has
the most development potential.
In summary, according to the aforementioned four development trends, SoC has
evolved from bus-based single-core or multi-core structures with a few processor
cores to many-core structures with a large number of processor cores based on
distributed shared memories and on-chip networks, which are referred as to NoCbased many-core processors in the thesis.

1.1.2

Many-core Processor Examples

This section lists typical representations of many-core processor researches with the
number of processors beyond 64 and highlights their memory and synchronization.
1.1.2.1

TILE

TILE is a many-core processor chip introduced by Tilera in 2007 [36], and its
structure is shown in Figure 1.5. The TILE chip contains 64 identical processing
nodes connected via an 8×8 on-chip network. Each node is a fully functional
processor with L1 and L2 cache. The cache capacity of the entire chip is 600KB. All
caches form an on-chip global shared memory space. Each node can access cache
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Figure 1.5: TILE many-core processor [36]

data of other nodes through the on-chip network and maintain cache coherence.
In addition, the TILE chip provides four DDR2 controllers that connect to offchip DDR2 memories and support up to 200Gbps memory bandwidth. The TILE
chip provides basic synchronization hardware and supports synchronization between
nodes through software-implemented synchronization primitives.
1.1.2.2

Cyclops64

Figure 1.6: Cyclops64 many-core processor [37, 38]

The goal of the IBM Cyclops64 project is to build a supercomputer with petaflops
(belonging to the Blue Gene series), at the heart of which is the development of
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the Cyclops64 many-core processor chip [37, 38]. As shown in Figure 1.6, the
Cyclops64 chip includes 80 processor cores. Each processor core is a 64-bit singleissue RISC processor with a small instruction set and moderate operating frequency
(500MHz), consisting of one floating point unit (FP), two thread units (TUs), and
two scratchpad memories (SPs). As a result, the Cyclops64 chip has a peak speed
of 80 GFLOPS. The Cyclops64 chip uses a 96×96 crossbar network to connect all
on-chip resources. In the memory design, the Cyclops64 chip has no data cache,
and the memory hierarchy contains three levels: scratchpad memory, shared memory, and off-chip memory. Each thread unit has a private 15KB scratchpad memory
only used by the thread unit itself. 80 15KB SRAM banks form a shared memory that is connected to the processor cores through an on-chip network and is
accessible to all thread units. Therefore, there is totally 2400KB on-chip memory
in the Cyclops64 chip. The Cyclops64 chip connects four off-chip memories with
four memory controllers, and supports up to 1GB external memory. The time for
the thread unit to read and write the scratchpad memory is 2 cycles and 1 cycle,
respectively. The time for the thread unit to read and write the shared memory
is 20 cycles and 10 cycles respectively in non-contention case. The time for the
thread unit to read and write the off-chip memory is 36 cycles and 18 cycles respectively in non-contention case. In the synchronization design, the Cyclops64 chip’s
instruction set provides atomic “read and modify” operations on the data. Besides,
it provides fast hardware support for barrier synchronization primitives.
1.1.2.3

PicoArray

Figure 1.7: PicoArray many-core processor [39, 40]

The PicoArray processor [39, 40] is a multi-instruction multi-data (MIMD)
many-core DSP chip developed by Picochip corporation. The structure is shown in
Figure 1.7. The PicoArray chip integrates 250-300 DSP cores, and the DSP cores
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are interconnected via picoBus. picoBus is a 32-bit wide 2D mesh network. Each
DSP core contains a three-way Very Large Instruction Word (VLIW) and adopts
a 16-bit Harvard architecture with separate instruction memory and data memory.
The instruction memory and data memory are private and are only used by their
host DSP core. Shared data are exchanged and synchronized among the DSP cores
through network communication.
1.1.2.4

GodsonT

Figure 1.8: GodsonT many-core processor [41, 42, 43]

The GodsonT chip [41, 42, 43] is a many-core processor designed by the Chinese Academy of Sciences, targeting tefaflops single-chip performance. As shown
in Figure 1.8, the GodsonT chip contains 25 nodes (24 computing nodes and 1 synchronization node) connected via a 5×5 2D mesh network. Each computing node
contains four processor cores, two L1 data caches, and one L1 instruction cache,
which are connected by a 7×7 crossbar. Each processor core consists of two thread
units (TUs), one floating point unit (FU), one synchronization unit (SU), and one
scratchpad memory (SPM). In its memory design, the GodsonT chip consists of
register file, SPM and L1 cache in each node, shared L2 cache between nodes, and
off-chip memory. The register file contains 32 fixed point registers and 32 floating
point registers. Both SPM and L1 data caches are 16KB. L2 cache contains 16
banks, each with a capacity of 128KB. The GodsonT chip connects four off-chip
DDR3 memories through four memory controllers. The data transfer bandwidth
between the register file and the SPM/L1 data cache in each node is 512GBps. The
data transfer bandwidth between SPM/L1 data cache and L2 cache is 128GBps.
The data transfer bandwidth between L2 cache and off-chip memory is 51.2GBps.
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In the synchronization design, the synchronization unit in each node works with
the central synchronization node to provide hardware support for synchronization,
which can efficiently support common synchronization operations such as barrier
synchronization and semaphore synchronization.
1.1.2.5

Sunway SW26010

Figure 1.9: Sunway SW26010 many-core processor [44, 45]

The Sunway SW26010 [44, 45] is a 260-core processor designed by the National
High Performance Integrated Circuit Design Center in Shanghai. It is a 64-bit
reduced instruction set computing (RISC) architecture. As shown in Figure 1.9,
the SW26010 has four clusters of 64 Compute-Processing Elements (CPEs), which
are arranged in an 8×8 array. Each CPE supports Single Instruction Multiple Data
(SIMD) instructions, and is capable of performing eight double-precision floatingpoint operations per cycle. Each cluster is accompanied by a general-purpose core
called Management Processing Element (MPE) that provides supervisory functions.
Each cluster has its own dedicated DDR3 SDRAM controller. The processor runs
at a clock speed of 1.45GHz. The CPE features a 64KB data memory and a 16KB
instruction memory, and all CPEs communicate via a network on a chip, instead
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of having a traditional cache hierarchy. The MPE contains a 32KB L1 instruction
cache, a 32KB L1 data cache, and a 256KB L2 cache. The SW26010 is used in
the Sunway TaihuLight supercomputer, which, as of March 2018, is the world’s
fastest supercomputer as ranked by the TOP500 project. The system uses 40,960
SW26010s to obtain 93.01 PFLOPS on the LINPACK benchmark.
1.1.2.6

NVIDIA Tesla V100

Figure 1.10: NVIDIA Tesla V100 GPU [32]

Currently, NVIDIA Tesla V100 [32] is the world’s most advanced data center
GPU ever built to accelerate AI, HPC, and graphics. As shown in Figure 1.10, it
consists of 80 streaming multiprocessors (SMs), and each SM features 64 CUDA
cores for a total of 5,376 processing cores, so it can achieve 7 TFLOPS doubleprecision performance. In addition, V100 also features 672 tensor cores (TCs),
a new type of core explicitly designed for machine learning operations, so it can
achieve 112 TFLOPS tensor performance. In its memory design, it hosts 16GB
HBM2 memory integrated with the cores through 3D integration technology, and
hence achieves 900GBps memory bandwidth.

1.2

Motivation

In many-core processors, memory subsystem and synchronization mechanism are
always the two important design aspects [46, 47]. Mining parallelism and pursuing
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higher performance in many-core processors requires not only optimized memory
management but also efficient synchronization mechanism. Therefore, in this thesis,
we are motivated to research on efficient memory access and synchronization in
NoC-based many-core processors in the following three aspects.

1.2.1

Efficient On-chip Memory Organization

One major way of optimizing the memory performance of a many-core processor
is constructing a suitable and efficient memory organization/hierarchy [46]. As the
SoC development trends exhibit in Section 1.1.1, many on-chip memory resources
are integrated on a single chip. It is a question to organize and manage so many
on-chip memory resources. This should be carefully addressed. From the aspect of
usage, on-chip memory resources are mainly categorized into two types: generalpurpose memories and special-purpose memories. General-purpose memories act
as a general shared data pool feeding various on-chip processing resources such
as processor cores, accelerators, peripherals, etc. Special-purpose memories are
devised to exploit application-specific memory access patterns efficiently.
1.2.1.1

General-purpose Memory Organization

In NoC-based many-core processors, especially for medium and large scale network
size, a distributed memory organization is more suitable to the many-core architecture and the general on-chip communication network, since the centralized memory
organization has already become the bottleneck of performance, power and cost [12].
In the distributed memory organization, memories are distributed in all processor
nodes, featuring good scalability and fair contention and delay of memory accesses.
One critical question of such distributed memory organization is whether the memory space is shared or not. Keeping memory only local and private is an elegant
architecture solution but ignores rather than solves the issues of legacy code and
programming convenience. To increase productivity and reliability and to reduce
risk, reusing proven legacy code is a must. A lot of legacy software require a shared
memory programming model. From the programmers’ point of view, the shared
memory programming model provides a single shared address space and transparent communication, since there is no need to worry about when to communicate,
where data exist and who receives or sends data, as required by explicit message
passing model. Consequently, we believe that it’s essential to support Distributed
Shared Memory (DSM) on NoC-based many-core processors.
Figure 1.11 shows a many-core processor example. The system is composed of
25 Processor-Memory (PM) nodes interconnected via a packet-switched network.
The network topology is a mesh, which is a most popular NoC topology today
[48]. Each PM node contains a processor core as the computing resource and a
local memory as the memory resource. The local memory consists of private L1
instruction and data caches and shared L2 cache/SRAMs. Memories are tightly
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Figure 1.11: A 2D NoC-based many-core processor example with 25 ProcessorMemory (PM) nodes, a 2D mesh network and distributed shared memories

integrated with processor cores. All L2 cache/SRAMs are shared and visible to all
PM nodes, constituting a single DSM space.
A NoC-based many-core processor integrates a number of resources and may
be used to support many use cases. Its design complexity results in long timeto-market and high cost. This motivates us to look for a flexible way to address
DSM issues in NoC-based many-core processors. As we know, performance and
flexibility are paradoxical. Dedicated hardware and software-only solutions are two
extremes. Dedicated hardware solutions can achieve high performance, but any
small change in functionality leads to redesign of the entire hardware module and
hence the solutions suffice only for limited static cases. Software-only solutions
require little hardware support and main functions are implemented in software.
They are flexible but may consume significant cycles, thus potentially limiting the
system performance. Microcode approach is a good alternative to overcome the
performance-flexibility dilemma. Its concept can be traced back to 1951 when it
was first introduced by Wilkes [49]. Its crucial feature offers a programmable and
flexible solution to accelerate a wide range of applications [50].
Along the aforementioned considerations, in the thesis, we first adopt the microcoded approach to address DSM issues in NoC-based many-core processors, aiming for hardware performance but maintaining the flexibility of programs [Section
2.1]. Second, we further optimize the DSM performance by reducing the Virtualto-Physical (V2P) address translation overhead [Section 2.2].
1.2.1.2

Special-purpose Memory Organization

In addition to the general-purpose memory organization such as DSM, there exists, especially in embedded systems, special-purpose memory organization that is
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devised to optimize the performance of application-specific memory access. Specialpurpose memories can be utilized when one is customizing the memory architecture
for an application. Indeed, analysis of many large applications shows that a significant number of the memory references in data-intensive applications are made
by a surprisingly small number of lines of code. Thus it is possible to customize
the memory subsystem by tuning the memories for these segments of code, with
the goal of improving the performance, and also for reducing the power dissipation
[46].
In the thesis, we choose Fast Fourier Transform (FFT) [51] as the target application to study efficient special-purpose memory organization. FFT is a fundamental
algorithm in the domain of Digital Signal Processing (DSP) and is widely used in
applications such as digital communication, sensor signal processing, and Synthetic
Aperture Radar (SAR) [52, 53]. It is always the most time-consuming part in these
applications [54]. We analyze FFT data access patterns and propose a Multi-Bank
Data Memory (MBDM) specialized for FFT computation [Section 2.3].

1.2.2

Fair Shared Memory Access

3D die stacking technology is an emerging solution for future high-performance
many-core chip design, because it increases the number of processor nodes and
can integrate large memories such as stacked DRAMs by stacking multiple layers.
Multiple layers are connected by TSVs (Through Silicon Vias) so as to reduce long
wire latency and improve memory bandwidth, which can mitigate the “Memory
Wall” problem [55, 56]. Processor nodes are connected by 3D Network-on-Chip
(NoC) [57] rather than bus, so hundreds or thousands of communications can go on
concurrently at any time. Such architecture is referred to as 3D NoC-based manycore processor shown in Figure 1.12, which is the commonly used architecture in
3D many-core system studies and has been illustrated in references [58, 59, 60, 61,
62, 63]. In the architecture, processor layers integrate processor cores as computing
resources and caches/SRAMs as on-chip memory resources. DRAM layers provide
processor layers with the last-level shared memory with large capacity and high
density. Usually, a processor node contains a processor core, L1 instruction/data
caches as private, and a L2 shared memory that can be implicitly addressed cache
or explicitly addressed SRAM. Shared memories distributed in all nodes constitute
the L2 on-chip memory resources, so the centralized memory organization and
hence the hotspot area are avoided. Besides, processor layers integrate one or more
DRAM interfaces connected with DRAM layers.
3D NoC-based many-core processors have attracted great attentions recently.
For instance, Kim et al. proposed a 3D multi-core processor with one 64-core
layer and one 256KB SRAM layer [58]. Fick et al. designed a low-power 64-core
processor, named Centip3De, which has two stacked dies with a layer of 64 ARM
Cortex-M3 cores and a cache layer [59, 60]. Furthermore, they extended Centip3De
to be a 7-layer 3D many-core system including 2 processor layers with 128 cores
in total, 2 cache layers, and 3 DRAM layers [61]. Wordeman et al. proposed a
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3D system with a memory layer and a processor-like logic layer [62]. Zhang et al.
proposed a 3D mesh NoC, which tightly mixes memories and processor cores to
improve the memory access performance [63]. All of these studies use 3D NoC as
the communication infrastructure, adopt TSVs to connect multiple layers, and pay
attention to memory design.
In such architecture shown in Figure 1.12, because processor cores and memories reside in different locations (center, corner, edge, etc.) of different layers,
the memories are asymmetric so as to be a kind of NUMA (Non Uniform Memory
Access)[64, 65] architecture and memory accesses behave differently due to their
different communication distances. For instance, the up left corner node in the top
layer accesses the shared memory in its neighboring node in 2 hops for a round-trip
memory read, but it takes 16 hops over the network if it reads a data in the shared
memory of the bottom right corner node in the bottom layer. The latency difference
results in unfair memory access and some memory accesses with very high latencies,
thus negatively affecting the system performance. The impact becomes worse when
the network size is scaled up, because the latency gap of different memory accesses
becomes bigger. Because memory accesses traverse and contend in the network, improving one memory access’s latency can worsen the latency of another. Therefore,
we are motivated to focus on memory access fairness in 3D NoC-based many-core
processors through balancing the latencies of memory accesses (i.e., narrowing the
latency difference of memory accesses) while ensuring a low maximum latency value
[Section 3.2].
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Similar with the on-chip shared memories, DRAM accesses also behave differently due to their different communication distances. For instance, as shown in
Figure 1.12, Node A and Node B access the DRAM through DRAM interface C.
Node B only takes 2 hops for a round-trip DRAM access to get a DRAM data back
because it is a neighbor of DRAM interface C. However, Node A has to take 8 hops
for its round-trip DRAM access since it is far away from DRAM interface C. If
the router is designed as a state-of-the-art Virtual Channel (VC) [66] router with
a 5-stage pipeline [67], the communication distance difference between Node A and
Node B makes Node A consume more (8-2)×5=30 cycles than Node B when Node
A gets a data from the DRAM. Hence, Node A and Node B have different memory
access performance. As the network size is scaled up and the number of processor
nodes increases, the communication distance difference of DRAM accesses becomes
larger and a large increased number of DRAM accesses worsen the network contention, so the latency gap of different DRAM accesses becomes larger, resulting in
unfair DRAM access performance among different nodes. This unfair DRAM access
phenomenon may lead to high latencies suffered from by some DRAM accesses that
become the performance bottleneck of the system and degrade the overall system
performance. Therefore, we are motivated to study on DRAM access fairness in 3D
NoC-based many-core processors, i.e., focus on narrowing the round-trip latency
difference of DRAM accesses and reducing the maximum latency [Section 3.3].

1.2.3

Efficient Many-core Synchronization

Parallelized applications running in NoC-based many-core processors require efficient support for synchronization. In synchronization designs, there are two basic
objects as described in [68]: “What we would like are synchronization mechanisms
(i) that have low latency in uncontested cases and (ii) that minimize serialization
in the case where contention is significant.” Barrier synchronization is a classic
problem, which has been extensively studied in the context of parallel machines
[68, 69]. It is commonly and widely used to synchronize the execution of parallel
processor nodes. If barrier synchronization is not carefully designed, it may require
thousands of cycles to be completed when hundreds of processor nodes are involved,
since its global nature may cause heavy serialization resulting in large performance
penalty. Careful design of barrier synchronization should be carried out to achieve
low latency communication and minimize overall completion time.
Barrier synchronization typically consists of two phases: barrier acquire and
barrier release. In the “barrier acquire” phase, all processor nodes gradually arrive
at a barrier and wait other processor nodes’ arrival. Once all processor nodes reach
the barrier (i.e., the barrier condition is satisfied), barrier synchronization turns to
the “barrier release” phase where all processor nodes are released. Conventional
barrier synchronization approaches are algorithm oriented. There are four main
classes of algorithms: master-slave [70], all-to-all [71], tree-based [70, 72], and butterfly [73]. Figure 1.13 illustrates the four algorithms and Table 1.1 summarizes
their principles, advantages and disadvantages.
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Figure 1.13: Conventional barrier synchronization algorithms

As many cores are networked on a single chip, a shift from computation-based
to communication-based design becomes mandatory, so the communication architecture plays a major role in the area, performance, and energy consumption of the
overall system [74]. Communication is on the critical path of system performance
and contended synchronization requests may cause large performance penalty. Motivated by this, different from the algorithm-based approaches, this thesis chooses
another direction (i.e., exploiting efficient communication) to address the barrier
synchronization problem. Though different, our approaches are orthogonal to the
conventional algorithm-based approaches. In conjunction with the master-slave
algorithm [Section 4.1] and the all-to-all algorithm [Section 4.2], our approaches
exploit the mesh regularity to achieve efficient many-core barrier synchronization.
Besides, a multi-FPGA implementation case study of fast many-core barrier synchronization is conducted [Section 4.3].

1.3

Research Objectives

Targeting NoC-based many-core processors, the thesis studies efficient memory access and synchronization, including three main objectives:
• Efficient On-chip Memory Organization
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Table 1.1: Summary of conventional barrier synchronization algorithms
Principles
Master-slave synchronization is a centralized algorithm. Master node contains a global barrier. All
slave nodes send “barrier acquire” requests to the master node. Each “barrier acquire” increments the barrier counter by one. When all slave nodes arrive at
the barrier (i.e., the barrier counter value equals the
barrier condition), the master node sends “barrier release” signals to all slave nodes so as to release them.
All-to-all synchronization is a distributed algorithm.
Different from master-slave synchronization, in all-toall algorithm, each node hosts a local barrier. In the
“barrier acquire” phase, each node sends a “barrier
acquire” request to all nodes, in order to increment
the local barrier counters by one in all nodes. Once a
node’s local barrier is reached by all nodes, this barrier
turns into the “barrier release” phase where this node
is released.
Tree-based synchronization is a hierarchical algorithm. All nodes are organized as a tree. The barrier resides in the root node. In the “barrier acquire”
phase, all children nodes send “barrier acquire” requests to their father node. After receiving all “barrier acquire” requests from its children, a father node
sends a “barrier acquire” request to its father node.
The rest can be done in the same manner. When the
root node receives all its children nodes’ “barrier acquire” requests, the barrier synchronization goes into
the “barrier release” phase. The “barrier release” procedure is the opposite of the “barrier acquire” procedure. “barrier release” signals sent out by the root
node propagates to all children nodes along the tree.
Butterfly synchronization is also a hierarchical algorithm. The synchronization procedure of N nodes requires dlog2N e steps. In each step, a pair of two nodes
are synchronized. In its implementation, each node
has a local barrier. The “barrier acquire” phase contains dlog2N e steps. In each step, two nodes in a pair
sends a “barrier acquire” request to each other. After
the last step is completed, the barrier synchronization
turns to the “barrier release” phase where each node
is released by its local barrier.

Advantages & Disadvantages
Master-slave synchronization is simple
and easy to implement. However, when
a number of “barrier acquire” requests
are sent to the master node and a number of “barrier release” signals are sent
out by the master node, heavy network
contention and latency occur around the
master node.
All-to-all synchronization gets rid of the
latency cost in the “barrier release”
phase, but increases the latency cost in
the “barrier acquire” phase. As the system size increases, the number of “barrier acquire” requests increases quadratically, resulting in heavy network contention and latency. So, it has poor scalability and only fits small-scale systems.
In tree-based synchronization, “barrier
acquire” requests are not forwarded to
the central node, thus avoiding the
hotspot area. Hence, tree-based synchronization has good scalability and is
suitable to large-scale systems. However, In 2D mesh NoCs, all nodes are
organized as a tree, which increases the
network non-contention latency determined by the communication distance,
because “barrier acquire” requests and
“barrier release” signals have to propagate through the entire tree.
Butterfly synchronization has better
performance and scalability than treebased synchronization. Because the synchronization occurs in pairs of nodes,
butterfly synchronization has its best
performance when the number of nodes
is 2n . For other size, virtual nodes are
added to keep the total number of nodes
being 2n , which degrades the synchronization effect.

One major way of optimizing the memory performance is to construct a suitable and efficient memory organization/hierarchy. The thesis studies the efficient on-chip memory organization of general-purpose memories and specialpurpose memories in Chapter 2.
• Fair Shared Memory Access
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Because processor cores and memories reside in different locations (center,
corner, edge, etc.), memory accesses behave differently due to their different
communication distances. In Chapter 3, the thesis focuses on on-chip memory
access fairness and DRAM access fairness through narrowing the round-trip
access latency difference as well as reducing the maximum access latency, thus
improving the overall system performance.
• Efficient Many-core Synchronization
The global nature of barrier synchronization may cause heavy serialization,
which requires thousands of cycles to synchronize hundreds of processor nodes
and results in large performance penalty. In Chapter 4, the thesis exploits
efficient communication to address the barrier synchronization problem, which
achieves low latency communication and minimize overall completion time.

1.4

Research Contributions

During the PhD study, 25 papers have been peer-reviewed and published.

1.4.1

Papers included in the thesis

The papers in this section contribute to the thesis and they are categorized into
three groups, namely, Efficient On-chip Memory Organization, Fair Shared Memory
Access, and Efficient Many-core Synchronization, which are dedicated to Chapter
2, 3, and 4, respectively. In the following, we summarize the enclosed papers and
highlight the author’s contributions. These papers are also listed in Bibliography.
Efficient On-chip Memory Organization
• Paper 1 [75]. X. Chen, Z. Lu, A. Jantsch, and S. Chen, “Supporting
distributed shared memory on multi-core network-on-chips using a dual microcoded controller,” in Proceedings of the Conference on Design, Automation
Test in Europe (DATE), 2010, pp. 39–44.
Supporting Distributed Shared Memory (DSM) is essential for NoC-based
multi-/many-core processors for the sake of reusing huge amount of legacy
code and easy programmability. This paper proposes a microcoded controller
as a hardware module in each node to connect the core, the local memory
and the network. The controller is programmable where the DSM functions
such as virtual-to-physical address translation, memory access and synchronization are realized using microcode. To enable concurrent processing of
memory requests from the local and remote cores, our controller features two
mini-processors, one dealing with requests from the local core and the other
from remote cores. Experimental results show that, when the system size
is scaled up, the delay overhead incurred by the controller may become less
significant when compared with the network delay. In this way, the delay
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efficiency of our DSM solution is close to hardware solutions on average but
still have all the flexibility of software solutions.
Author’s contributions: The author designed the microcoded controller, realized basic DSM functions, conducted synthesis and experiments, and wrote
the manuscript.
• Paper 2 [76]. X. Chen, Z. Lu, A. Jantsch, S. Chen, S. Chen, and H. Gu,
“Reducing virtual-to-physical address translation overhead in distributed shared
memory based multi-core network-on-chips according to data property,” Elsevier Journal of Computers & Electrical Engineering, vol. 39, no. 2, pp.
596–612, 2013.
DSM preferably uses virtual addressing in order to hide the physical locations of the memories. However, this incurs performance penalty due to the
Virtual-to-Physical (V2P) address translation overhead for all memory accesses. On the basis of Paper 1 [75], this paper proposes a hybrid DSM
with the static and dynamic partitioning techniques in order to improve the
system performance by reducing the total V2P address translation overhead
of the entire program execution. The philosophy of the hybrid DSM is to provide fast memory accesses for private data using physical addressing as well as
to maintain a global memory space for shared data using virtual addressing.
We have developed formulas to account for the performance gain with the
proposed techniques, and discussed their advantages, limitations and application scope. Application experiments show that the hybrid DSM demonstrates
significant performance advantages over the conventional DSM counterpart.
Author’s contributions: The author proposed the hybrid DSM, designed its
static and dynamic partitioning techniques, formulated its performance, discussed its advantages and limitations, conducted application experiments, and
wrote the manuscript.
• Paper 3 [77]. X. Chen, Y. Lei, Z. Lu, and S. Chen, “A variable-size FFT
hardware accelerator based on matrix transposition,” IEEE Transactions on
Very Large Scale Integration (VLSI) Systems, vol. 26, no. 10, pp. 1953–1966,
2018.
The paper proposes a variable-size Fast Fourier Transform (FFT) hardware
accelerator, which fully supports IEEE-754 single precision floating-point
standard and the FFT calculation with a wide size range from 2 to 220 points.
It first proposes a new parallel Cooley-Tukey FFT algorithm based on matrix transposition and then designs the FFT hardware accelerator by adopting several performance optimization techniques. Among them, a specialpurpose memory, named Multi-Bank Data Memory (MBDM), is proposed to
efficiently store the initial data, intermediate data, and results of FFT calculation. Further, block matrix transposition based on MBDM is proposed
to avoid column-wise matrix reads and writes, thus improving the utilization
of memory bandwidth. The FFT hardware accelerator is implemented and
comparative experiments has been conducted to show its performance.
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Author’s contributions: The author designed the FFT hardware accelerator,
its MBDM, and the block matrix transposition mechanism, conducted experiments, and wrote the manuscript.
Fair Shared Memory Access
• Paper 4 [78]. X. Chen, Z. Lu, Y. Li, A. Jantsch, X. Zhao, S. Chen, Y. Guo,
Z. Liu, J. Lu, J. Wan, S. Sun, S. Chen, and H. Chen, “Achieving memory
access equalization via round-trip routing latency prediction in 3D manycore NoCs,” in Proceedings of IEEE Computer Society Annual Symposium on
VLSI (ISVLSI), 2015, pp. 398–403.
In 3D NoC-based many-core processors, because processor cores and memories reside in different locations (center, corner, edge, etc.), memory accesses
behave differently due to their different communication distances, and the
performance (latency) gap of different memory accesses becomes larger as the
network size is scaled up. This phenomenon, called “memory access fairness”
problem, may lead to very high latencies suffered from by some memory accesses, thus degrading the system performance. To achieve high performance,
it is crucial to reduce the number of memory accesses with very high latencies. However, this should be done with care since shortening the latency of
one memory access can worsen the latency of another as a result of shared
network resources. Therefore, the goal should focus on narrowing the latency
difference of memory accesses. In the paper, we address the goal by proposing
to prioritize the memory access packets based on predicting the round-trip
routing latencies of memory accesses. Experiments with varied network sizes
and packet injection rates prove that our approach can achieve the goal of
memory access fairness and outperform the classic round-robin arbitration in
terms of maximum latency, average latency, and LSD2 .
Author’s contributions: The author described the “memory access fairness”
problem, proposed and formulated the prioritization scheme based on predicting the round-trip routing latencies of memory accesses, conducted synthesis
and experiments, and wrote the manuscript.
• Paper 5 [79]. X. Chen, Z. Lu, S. Liu, and S. Chen, “Round-trip DRAM
access fairness in 3D NoC-based many-core systems,” ACM Transactions on
Embedded Computing Systems, vol. 16, no. 5s, pp. 162:1–162:21, 2017.
Similar with Paper 4 [78], this paper also addresses the “memory access fairness” problem but pays attention to DRAM access performance. In 3D NoCbased many-core processors, DRAM accesses behave differently due to their
different communication distances and the latency gap of different DRAM
accesses becomes bigger as the network size increases, which leads to unfair
2 LSD:

Latency Standard Deviation measures the amount of variation or dispersion from the
average latency. A low standard deviation indicates that the latencies tend to be very close to the
mean. Therefore, LSD is suitable to evaluate the memory access fairness.
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DRAM access performance among different nodes. This phenomenon may
lead to high latencies for some DRAM accesses that become the performance
bottleneck of the system. The paper addresses the DRAM access fairness
problem in 3D NoC-based many-core systems by narrowing the latency difference of DRAM accesses as well as reducing the maximum latency. The
paper proposes to predict the network latency of round-trip DRAM accesses
and use the predicted round-trip DRAM access time as the basis to prioritize
the DRAM accesses in DRAM interfaces so that the DRAM accesses with
potential high latencies can be transferred as early and fast as possible, thus
achieving fair DRAM access. Experiments with synthetic and application
workloads validate that our approach can achieve fair DRAM access and outperform the traditional First-Come-First-Serve (FCFS) scheduling policy and
other scheduling policies in terms of maximum latency, LSD and speedup.
Author’s contributions: The author modeled and quantitatively analyzed the
“DRAM access fairness” problem, formulated the network latency prediction
of round-trip DRAM access, designed the fair DRAM access scheduling policy,
conducted synthesis and experiments, and wrote the manuscript.
Efficient Many-core Synchronization
• Paper 6 [80]. X. Chen, Z. Lu, A. Jantsch, S. Chen, and H. Liu, “Cooperative communication based barrier synchronization in on-chip mesh architectures,” IEICE Electronics Express, vol. 8, no. 22, pp. 1856–1862, 2011.
In NoC-based many-core processors, careful design of barrier synchronization
should be carried on to achieve low latency communication and to minimize
overall completion time. This paper proposes cooperative communication
as a means to enable efficient and scalable barrier synchronization in meshbased many-core architectures. Our approach is different from but orthogonal to conventional algorithm-based optimizations. It relies on collaborating
routers to provide efficient gather and multicast communication. In conjunction with the master-slave algorithm, it exploits the mesh regularity to
achieve efficiency. The gather and multicast functions have been implemented
in our router. Synthesis results suggest marginal area overhead. Synthetic
and benchmark experiments show that the proposal significantly reduces synchronization completion time and increases the speedup.
Author’s contributions: The author proposed the cooperative communication,
combined it with the master-slave synchronization algorithm, implemented
the gather and multicast functions, conducted synthesis and experiments,
and wrote the manuscript.
• Paper 7 [81]. X. Chen, Z. Lu, A. Jantsch, S. Chen, Y. Guo, and H. Liu,
“Cooperative communication for efficient and scalable all-to-all barrier synchronization on mesh-based many-core NoCs,” IEICE Electronics Express,
vol. 11, no. 18, pp. 1–10, 2014.
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In NoC-based many-core processors, communication is on the critical path of
system performance and contended synchronization requests may cause large
performance penalty. Similar with Paper 6 [80], the paper also addresses
the barrier synchronization problem from the angle of optimizing its communication performance and proposes cooperative communication as a means to
achieve efficient and scalable all-to-all barrier synchronization in mesh-based
many-core processors. With the cooperative communication, routers collaborate with one another to accomplish a fast barrier synchronization task. The
cooperative communication is implemented in our router at low cost. Through
comparative experiments, our approach evidently exhibits high efficiency and
good scalability.
Author’s contributions: The author proposed the cooperative communication,
combined it with the all-to-all synchronization algorithm, implemented the
cooperative communication functions, conducted synthesis and experiments,
and wrote the manuscript.
• Paper 8 [82]. X. Chen, S. Chen, Z. Lu, A. Jantsch, B. Xu, and H. Luo,
“Multi-FPGA implementation of a network-on-chip based many-core architecture with fast barrier synchronization mechanism,” in Proceedings of NorChip
Conference, 2010, pp. 1–4.
Based on Xilinx Virtex 5 FPGA chips, this paper carried out the multi-FPGA
implementation of efficient many-core synchronization. This paper proposes
a fast barrier synchronization mechanism. Its salient feature is that, once the
barrier condition is reached, the “barrier release” acknowledgment is routed
to all processor nodes in a broadcast way in order to save area by avoiding
storing source node information and to minimize completion time by eliminating serialization of barrier releasing. FPGA utilization and simulation
results show that our mechanism demonstrates both area and performance
advantages over the barrier synchronization counterpart with unicast barrier
releasing.
Author’s contributions: The author proposed the fast barrier mechanism, carried out its multi-FPGA implementation, conducted experiments, and wrote
the manuscript.

1.4.2

Papers not included in the thesis

These papers are in author list order firstly and in reverse chronological order
secondly.
• Paper 9. X. Chen, Z. Lu, Y. Lei, Y. Wang, and S. Chen, “Multi-bit transient fault control for NoC links using 2D fault coding method,” in Proceedings of the 10th IEEE/ACM International Symposium on Networks-on-Chip
(NOCS), 2016, pp. 1–8.
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• Paper 10. X. Chen, Z. Lu, A. Jantsch, S. Chen, Y. Guo, S. Chen, and
H. Chen, “Performance analysis of homogeneous on-chip large-scale parallel
computing architectures for data-parallel applications,” Journal of Electrical
and Computer Engineering, vol. 2015, Article ID 902591, 20 pages, 2015.
• Paper 11. X. Chen, Z. Lu, A. Jantsch, S. Chen, Y. Guo, S. Chen, H. Chen,
and M. Liao, “Command-triggered microcode execution for distributed shared
memory based multi-core network-on-chips,” Journal of Software, vol. 10,
no. 2, pp. 142–161, 2015.
• Paper 12. X. Chen, Z. Lu, and A. Jantsch, “Hybrid distributed shared
memory space in multi-core processors,” Journal of Software, vol. 6, no. 12,
pp. 2369–2378, 2011.
• Paper 13. X. Chen and S. Chen, “DSBS: Distributed and scalable barrier
synchronization in many-core network-on-chips,” in Proceedings of the 10th
IEEE International Conference on Trust, Security and Privacy in Computing
and Communications (TrustCom), 2011, pp. 1030–1037.
• Paper 14. X. Chen, Z. Lu, A. Jantsch, and S. Chen, “Run-time partitioning of hybrid distributed shared memory on multi-core network-on-chips,”
in Proceedings of the 3rd International Symposium on Parallel Architectures,
Algorithms and Programming (PAAP), 2010, pp. 39–46.
• Paper 15. X. Chen, Z. Lu, A. Jantsch, S. Chen, J. Lu, and H. Wu, “Supporting efficient synchronization in multi-core NoCs using dynamic buffer
allocation technique,” in Proceedings of IEEE Computer Society Annual Symposium on VLSI (ISVLSI), 2010, pp. 462–463.
• Paper 16. X. Chen, Z. Lu, A. Jantsch, and S. Chen, “Handling shared variable synchronization in multi-core network-on-chips with distributed memory,” in Proceedings of the 23rd IEEE International SOC Conference (SOCC),
2010, pp. 467–472.
• Paper 17. X. Chen, Z. Lu, A. Jantsch, and S. Chen, “Speedup analysis
of data-parallel applications on multi-core NoCs,” in Proceedings of the 8th
IEEE International Conference on ASIC (ASICON), 2009, pp. 105–108.
• Paper 18. Z. Wang, X. Chen, Z. Lu. and Y. Guo, “Cache access fairness
in 3D mesh-based NUCA,” IEEE Access, vol. 6, pp. 42984–42996, 2018.
• Paper 19. Z. Wang, X. Chen, J. Zhang, and Y. Guo, “VP-router: On
balancing the traffic load in on-chip networks,” IEICE Electronics Express,
vol. 15, no. 22, pp. 1-12, 2018.
• Paper 20. Z. Wang, X. Chen, C. Li, and Y. Guo, “Fairness-oriented
and location-aware NUCA for many-core SoC,” in Proceedings of the 11th
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IEEE/ACM International Symposium on Networks-on-Chip (NOCS), 2017,
pp. 1–8.
• Paper 21. Z. Wang, X. Chen, C. Li, and Y. Guo, “Fairness-oriented switch
allocation for networks-on-chip,” in Proceedings of the 30th IEEE International System-on-Chip Conference (SOCC), 2017, pp. 304–309.
• Paper 22. Y. Wang, X. Chen, D. Wang, and S. Liu, “Dynamic per-warp
reconvergence stack for efficient control flow handling in GPUs,” in Proceedings of IEEE Computer Society Annual Symposium on VLSI (ISVLSI), 2016,
pp. 176–181.
• Paper 23. A. Jantsch, X. Chen, A. Naeem, Y. Zhang, S. Penolazzi, and
Z. Lu, Memory Architecture and Management in an NoC Platform. New
York, NY: Springer, 2012, pp. 3–31.
• Paper 24. Y. Wang, S. Chen, K. Zhang, J. Wan, X. Chen, H. Chen, and
H. Wang, “Instruction shuffle: Achieving MIMD-like performance on SIMD
architectures,” IEEE Computer Architecture Letters, vol. 11, no. 2, pp. 37–40,
2012.
• Paper 25. Y. Wang, D. Wang, S. Chen, Z. Liu, S. Chen, X. Chen, and
X. Zhou, “Iteration interleaving-based SIMD lane partition,” ACM Transactions on Architecture and Code Optimization, vol. 12, no. 4, 2015.

1.5

Thesis Organization

This thesis is organized in five chapters as follows:
• Chapter 1 introduces the background, motivation, research objectives, and
research contributions.
• Chapter 2 summarizes our research results on the efficient on-chip memory
organization of general-purpose memories and special-purpose memories.
• Chapter 3 describes our work on fair on-chip memory and DRAM access in
3D NoC-based many-core processors.
• Chapter 4 addresses the barrier synchronization problem by exploiting efficient cooperative communication.
• Chapter 5 concludes the thesis and plans the future work.

Chapter 2

Efficient On-chip Memory
Organization
This chapter summarizes our researches on efficient on-chip memory organization.
Section 1.2.1 details the motivation. Our researches contain three parts: microcoded
distributed shared memory [Paper 1], hybrid distributed shared memory [Paper 2],
and multi-bank data memory for FFT computation [Paper 3].

2.1
2.1.1

Microcoded Distributed Shared Memory
Target Architecture: Distributed Shared Memory Based
Many-core Network-on-Chip

Figure 2.1 (a) shows an example of our DSM based many-core NoC architecture.
The system is composed of 16 Processor-Memory (PM) nodes interconnected via a

Figure 2.1: DSM based many-core NoC: (a) a 16-node mesh many-core NoC, and
(b) Processor-Memory (PM) node
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packet-switched network. The network topology is a mesh, which is a most popular
NoC topology today [48]. As shown in Figure 2.1 (b), each PM node contains a
processor core (e.g., LEON3 processor [83]) and a local memory. Our proposal is
the hardware module, named Dual Microcoded Controller (DMC), connecting the
processor, the local memory and the network, and serving requests from the local
processor and the remote processors via the network concurrently.
As can be observed, memories are distributed in each node and tightly integrated
with processor cores. All local memories can logically form a single global memory
address space. However, we do not treat all memories as shared. As illustrated in
Figure 2.1 (b), the local memory is partitioned into two parts: private and shared.
Two addressing schemes are introduced: physical addressing and logic (virtual)
addressing. The private memory can only be accessed by the local processor and
it’s physical. All of shared memories are visible to all nodes and organized as
a Distributed Shared Memory (DSM) and they are virtual. The philosophy of
this design is to speed up frequent private access as well as to maintain a single
virtual space. For shared memory access, there requires a virtual-to-physical (V2P)
address translation. Such translation incurs overhead but makes DSM organization
transparent to application, thus facilitating programming.

2.1.2

Dual Microcoded Controller

In this section, we detail the architecture of the Dual Microcoded Controller, how
it operates and its hardware cost.
2.1.2.1

Architectural Design

As shown in Figure 2.2, the DMC, which connects to the CPU core, the Local
Memory, and the network, mainly contains six parts, namely, Core Interface Control Unit (CICU), Network Interface Control Unit (NICU), Control Store, Miniprocessor A, Mini-processor B, and Synchronization Supporter. As their names
suggest, the CICU provides a hardware interface to the local core, and the NICU
offers a hardware interface to the network. The two mini-processors are the central
processing engine. Microprogram is initially stored in the Local Memory, and will
be dynamically uploaded into the Control Store on demand during the program
execution. The Synchronization Supporter coordinates the two mini-processors to
avoid simultaneous accesses to the same memory address and guarantees atomic
read-and-modify operations. Both the Local Memory and the Control Store are
dual ported: port A and B, which connect to the mini-processor A and B, respectively. The functions of each module are detailed as follows:
Core Interface Control Unit
The CICU connects the core, the mini-processor A, the Control Store and the
Local Memory. Its main functions are: (I) it receives local requests in form of
command from the local core and triggers the operation of the mini-processor A
accordingly; (II) it uploads the microcode from the Local Memory to the Control
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Figure 2.2: Structure of the Dual Microcoded Controller

Store through port A; (III) it receives results from the mini-processor A; (IV) it
accesses the private memory directly using physical addressing if the memory access
is private; (V) it sends results back to the local core.
Network Interface Control Unit
The NICU connects the network, the mini-processor B, the Control Store and
the Local Memory. Its main functions are: (I) it receives remote requests in form
of command from the network and triggers the operation of the mini-processor B
accordingly; (II) it also can upload the microcode from the Local Memory to the
Control Store through port B; (III) it sends remote requests from the mini-processor
A or B to remote destination nodes in format of message via the network; (IV) it
receives the remote results in format of message from remote destination nodes via
the network and forwards them to the mini-processor A or B.
Mini-processor A
The mini-processor A connects the CICU, the register file A, the Synchronization Supporter, the Control Store, and the Local Memory. Its operation is triggered
by a command from the local core. It executes microcode from the Control Store
through port A, uses register file A for temporary data storage, and accesses the
Local Memory through port A.
Mini-processor B
The mini-processor B connects the NICU, the register file B, the Synchronization
Supporter, the Control Store, and the Local Memory. Its operation is triggered by
a command from remote cores via the network. It executes microcode from the
Control Store through port B, uses register file B for temporary data storage and
accesses the Local Memory through port B.
The two min-processors features a five-stage pipeline and four function units:
Load/Store Unit (LSU), Adder Unit (AU), Condition Unit (CU) and Message Pass-
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ing Unit (MPU), to provide operations of memory access, addition, conditional
branch and message-passing. Microinstructions are designed to trigger the execution of the function units. The microinstructions are organized horizontally [84].
Synchronization Supporter
The Synchronization Supporter, which connects the mini-processor A and B is a
hardware module to support atomic read-and-modify operation. This is necessary
when two synchronization requests try to access the same lock at the same time.
Control Store
The Control Store, which connects the CICU, the NICU, the mini-processor A
and B and the Local Memory, is a local storage for microcode, like an instruction
cache. It dynamically uploads microcode from the Local Memory. It feeds microcode to the mini-processor A through port A, and the mini-processor B through
port B. This uploading and feeding are controlled by the CICU for commands from
the local core and the NICU for commands from remote cores via the network.
In summary, the DMC features (i) dual interfaces and dual processors, (ii)
cooperation of the interface units and the mini-processors, (iii) dual-port shared
Control Store and Local Memory, (iv) hardware support for mutex synchronization
and (v) dynamic uploading microcode into the Control Store.

2.1.2.2

Operation Mechanism

i
i+1
i+2

Figure 2.3: Operation mechanism of the Dual Microcoded Controller
The execution of the mini-processors is triggered by requests (in form of command) from the local and remote cores. This is called command-triggered microcode
execution. As shown in Figure 2.3, a command is related to a certain function, which
is implemented by a microcode. A microcode is a sequence of microinstructions with
an end microoperation at the end. A microprogram is a set of microcodes. Figure 2.4 shows how the DMC works (Microprogram is initially stored in the Local
Memory). This procedure is iterated over the entire execution of the system.
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Figure 2.4: Work flow of the Dual Microcoded Controller

2.1.2.3

Hardware Implementation

The DMC design is synthesized by Synopsys Design Compiler in Chartered 0.13µm
technology and the Control Store is generated by Artisan Memory Compiler. The
Control Store is composed of four 1024×32-bit Dual Port SRAMs. The synthesis
results are listed in Table 2.1. As we can see, the DMC can run up to 455 MHz
consuming 51K gates if optimized for speed.
Table 2.1: Synthesis results of the Dual Microcoded Controller
Frequency
Area (Logic)
Area (Control Store)

Optimized for area
Optimized for speed
444 MHz (2.25 ns)
455 MHz (2.2 ns)
44k NAND gates
51k NAND gates
300k NAND gates
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Realizing DSM Functions

Using microcode, we implement basic DSM functions: V2P address translation,
shared memory access, and synchronization.
2.1.3.1

Virtual-to-Physical (V2P) Address Translation

To maintain a DSM environment, each time the request (in form of command)
from the local core or a remote core comes, the V2P address translation is always
performed at first to obtain the physical address. And then, the target microcode
related to this command will be executed. Figure 2.5 a) shows this procedure.
In the figure, the microinstructions above the dash line is used to translate the
logic address into the physical address. Conventional page lookup table [68] is used
to implement the V2P address translation. The translation takes 11 cycles. The
remainder microinstructions distinguish whether the target microcode is local or
remote. If local, the execution jumps where the target microcode is; if remote, a
message-passing mechanism is started up to request the execution in the remote
destination node.
2.1.3.2

Shared Memory Access

Shared memory access is implemented by microcode. We categorize it into two
types: (1) local shared access; (2) remote shared access. Because shared memory
access uses logical addressing, it implies a V2P translation overhead. Here, we
use bursty read and write as an example. Figure 2.5 b) shows the microcode for
memory read and write of a burstiness of n words.
Table 2.2 summarizes the shared memory access performance. We use read
transaction to illustrate the performance of the two types of memory access. If the
address is local, the DMC performs local access. Otherwise, the DMC starts remote
access. For a remote read transaction (Trss and Trsb , α=1), its delay consists of
seven parts: (1) V2P translation latency: Tv2p = 13 cycles (Tf +11), (2) latency
of distinguishing whether the read is local or remote: Td =2 cycles, (3) latency
of launching a remote request message to the remote destination node: Tm =2
cycles, (4) communication latency: Tcom = Tcsd (from source to destination) + Tcds
(from destination to source), including network delivery latency for the request and
waiting time for being processed by the mini-processor B of the destination DMC,
(5) latency of filling the pipeline at the beginning of microcode execution: Tf =2
cycles, (6) latency of branching where the memory read microcode is: Tb =2 cycles,
and (7) latency of executing the memory read microcode: 3 cycles for single read
and 1+2*(nb +1)+1 cycles for burst read of nb words. (1), (2) and (3) are in the
mini-processor A of the source DMC, while (5), (6) and (7) are in the mini-processor
B of the destination DMC. To facilitate discussions in section 2.1.4, we merge (2),
(3), (5), (6) and (7) into one part, calling it TMemAcc_without_v2p , which is the time
for executing the memory access microcode excluding the V2P translation time.
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Figure 2.5: DSM microcode examples: a) microcode including V2P address translation, b) microcode for memory access, and c) microcode for synchronization
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Table 2.2: Time calculation of memory access and synchronization

V2P Translation: Tv2p = Tf + 11

in the mini-processor A

Local Shared

in the mini-processor B

α = 1, memory read
α = 0, memory write

Remote Shared

Single
MemAcc

Tlss=Tv2p+Td+Tb+3

Burst
MemAcc

Tlsb=Tv2p+Td+Tb+1+2*(nb+1)+1 Trsb=Tv2p+Td+Tm+Tf+Tb+1+2*(nb+1)+1+Tcsd+α*Tcds

Sync.

2.1.3.3

Tsync_l =Tv2p+Td+Tb+8*nl

Trss =Tv2p+Td+Tm+Tf+Tb+3+Tcsd+α*Tcds

Tsync_r=Tv2p+Td+Tm+(Tf+Tb+8)*nl+Tcsd+Tcds

Synchronization

The Synchronization Supporter provides underlying hardware support for synchronization. It works with a pair of special microoperations (ll and sc) to guarantee
atomic operations. Based on them, various synchronization primitives can be built.
We implement a synchronization primitive: test-and-set(), as shown in Figure 2.5
c). If an acquire of lock fails, the related command will be placed to the tail of the
command queue in the CICU/NICU to wait for the next execution. This avoids
incurring extra network traffic and won’t block other commands for a long time.
Table 2.2 lists the synchronization performance. Synchronization is categorized
into two types: (1) local shared; (2) remote shared. For acquiring a remote lock,
its delay (Tsync_r ) consists of seven parts (similar with shared memory access): (1)
Tv2p , (2) Td , (3) Tm , (4) Tcom = Tcsd + Tcds , (5) Tf , (6) Tb , (7) latency of executing
test-and-set(), 8 cycles. (5), (6) and (7) are multiplied by the acquire times, nl . We
also merge (2), (3), (5), (6) and (7) into one part, calling it TSync_without_v2p , which
is the time for executing test-and-set() excluding the V2P translation time.
To further analyze the DMC performance, we choose synchronization as an example to illustrate its execution procedure in Figure 2.6. Assume that the lock is
on node #k. As we can see, the mini-processor A and B in node #k concurrently
deal with lock acquire commands from the local node and the remote node, respectively. The mini-processor A acquires the lock previously, so the mini-processor B
fails. The command re-enters into the command queue in the NICU in node #k.
Since there are no other commands in the queue, the mini-processor B is activated
again by this command to acquire the lock again. This procedure continues until the mini-processor A in node #k accepts the release command to release the
lock. Then, the acquire of the lock by node #l succeeds and the success message
is returned to node #l.

2.1.4

Experiments and Results

We performed experiments to evaluate the DMC in terms of execution overhead in
a many-core NoC platform, applying both synthetic and application workloads.
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Figure 2.6: Examples of synchronization transactions

2.1.4.1

Experimental Platform

We constructed a DSM based many-core NoC experimental platform as shown in
Figure 2.1. The many-core NoC has a mesh topology and its size is configurable.
The network performs dimension-order XY routing, provides best-effort service
and also guarantees in-order packet delivery. Moving one hop in the network takes
one cycle. In all experiments, commands’ corresponding microcodes have already
uploaded into the Control Store.
2.1.4.2

Simulation Results with Synthetic Workloads

Two synthetic workloads (uniform and hotspot) are applied.
Shared Memory Access
Since reads are usually more critical than writes, we use read transactions. For
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Figure 2.7: Average read transaction latency under uniform and hotspot traffic

a read with nb words, one request is sent from the source to read nb words from
the destination. For uniform traffic, a node sends read requests to all other nodes
one by one. Initially all nodes send requests at the same time. A new request will
not be launched until the previous transaction is completed. For hotspot traffic,
a corner node (0, 0) is selected as the hot spot node. All other nodes send read
requests to the hotspot node. Simulation stops after all reads are completed.
Figure 2.7 illustrates the effect of transaction size. It plots the average read
transaction latency for uniform and hotspot traffic versus burst length in a 8×8
mesh many-core NoC. The burst length varies from 1, 2, 4, 6 to 8 words. For
the same transaction size, the overhead of TMemAcc_without_v2p is the same. For
the single reads, the DMC overhead TDMC (TDMC = Tv2p + TMemAcc_without_v2p )
equals to 24 cycles (13 + 11). Under uniform traffic, the communication latency
Tcom is 24.52 cycles, so the total time Ttotal (= Tcom + TDMC ) is 48.52 cycles
(24 + 24.52). In this case, the DMC overhead is significant. However, under
hotspot traffic, the network delivery time significantly increases because of increased
contention in the network and waiting to be processed by the mini-processor B in
the destination DMC. In this case, the DMC overhead is little. With the increase
of the transaction size, TMemAcc_without_v2p and Tcom increase, resulting in the
increase of Ttotal . For all hotspot traffic, Tcom dominates Ttotal . To compare the
per-word latency (Ttotal /nb ), we draw two lines, one for uniform and the other for
hotspot traffic. We can observe that, while increasing transaction size increases
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Figure 2.8: Burst read latency under uniform and hotspot traffic

Ttotal , the per-word latency is decreasing for both uniform and hotspot traffic.
Figure 2.8 illustrates the effect of network size. It plots burst read latency under
uniform and hotspot traffic. With respect to the same transaction size (nb = 8),
the DMC overhead (TDMC ) of a remote read is a constant, 41 cycles (Tv2p =13,
TMemAcc_without_v2p =28) for different system sizes, while TDMC of a local read
for the single core is 37 cycles (Tv2p =13, TMemAcc_without_v2p =24) since there is
no microcode execution in the destination node. As the network size increases,
Ttotal increases because the average communication distance increases. For uniform
traffic, the increase of Ttotal is rather linear, and for hotspot traffic, the increase
goes nearly exponentially. This is due to balanced workload in uniform traffic in
contrast to centralized contention in hotspot traffic. We also plot the average perword latency (Ttotal /nb ) for the two traffic types. The per-word latency for both
traffics increases with the network size but much smoother. This suggests it is still
advantageous to use larger transaction size, especially for larger size networks.
Synchronization
To experiment on synchronization latency, we use our microcoded test-and-set()
primitive, which performs polling at the destination. For uniform traffic, all nodes
start to acquire locks at the same time. After the acknowledgement (successful
acquire) returns, each node sequentially acquires a lock in the next node following
a predefined order. For hotspot traffic, all nodes try to acquire locks in the same
node (0, 0). Simulation stops after all locks are acquired. Since locks in the same
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Figure 2.9: Synchronization latency under uniform and hotspot traffic

node acquired by different nodes can be the same or different, we distinguish the
same lock and different locks for both uniform and hotspot traffic, resulting in 4
scenarios: (1) uniform, different locks, (2) hotspot, different locks, (3) uniform,
same lock, and (4) hotspot, same lock.
Figure 2.9 illustrates the effect of network size. It plots the synchronization
latency for different network sizes under the four scenarios classified into Type A
for different locks and Type B for the same lock. Note that, due to the huge latency
for the hotspot cases, we use the Log10 scale for the Y-axis. The DMC overhead
(TDMC ) is a constant, 29 cycles (Tv2p =13, TSync_without_v2p =16) for different system sizes, while TDMC for the single core is 25 cycles (Tv2p =13, TSync_without_v2p =
12) since there is no microcode execution in the destination node. We can observe
that: (1) as the network size is scaled up, the DMC overhead is gradually diluted;
(2) as expected, the synchronization latency acquiring the same lock (Type B) creates more contention and thus more blocking time for all cases than acquiring the
different locks (Type A).
2.1.4.3

Simulation Results with Application Workloads

Besides using synthetic workloads, two applications (matrix multiplication and 2D
radix-2 FFT) are mapped manually over the LEON3 processors [83] to evaluate
the DMC performance. The matrix multiplication calculates the product of two
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Figure 2.10: Speedup of matrix multiplication and 2D FFT

matrices, A[64, 1] and B[1, 64], resulting in a C[64, 64] matrice and does not involve
synchronization. We consider both integer and floating point matrix multiplication.
The data of the 2D radix-2 FFT are equally partitioned into n rows storing on n
nodes respectively. The 2D FFT application performs 1D FFT of all rows firstly
and then does 1D FFT of all columns. There is a synchronization point between
the FFT-on-rows and the following FFT-on-columns.
Figure 2.10 shows the performance speedup of the matrix multiplication and the
2D radix-2 FFT. From this figure, we can see that the many-core NoC achieves fairly
good speedups. When the system size increases, the speedup (Ωm = T1core /Tmcore ,
where T1core is the single core execution time as the baseline, Tmcore the execution
time of m core(s).) goes up from 1 to 36.494 for the integer matrix multiplication,
from 1 to 52.054 for the floating point matrix multiplication, and from 1 to 48.776
for the 2D radix-2 FFT. To make the comparison fair, we calculate the per-node
speedup by Ωm /m. As the system size increases, the per-node speedup decreases
from 1 to 0.57 for the integer matrix multiplication, from 1 to 0.813 for the floating
point matrix multiplication, and from 1 to 0.76 for the 2D radix-2 FFT. This means
that, as the system size increases, the speedup acceleration is slowing down. This
is due to that the communication latency goes up nonlinearly with the system size,
limiting the performance. We can also see that the speedup for the floating point
matrix multiplication is higher than that for the integer matrix multiplication.
This is as expected, because, when the computation time increases, the portion of
communication delay becomes less significant, thus achieving higher speedup.
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Hybrid Distributed Shared Memory
Problem Description

The key technique of DSM is to maintain an address mapping table of translating
virtual addresses into physical addresses, hence implicitly accessing remote shared
data and providing software programmers with a transparent and global shared
memory space. The V2P address translation table (V2P table) fully reveals how
the DSM space is organized. However, the V2P address translation costs time,
which is the inherent overhead of DSM. Every memory access contains a V2P address translation, increasing the system’s processing time and hence limiting the
performance. We observe that different data in parallel applications have different
properties (private or shared) and it’s unnecessary to introduce V2P address translations for private data accesses. According to the data property, we can obtain
two observations:
(1) During the entire execution of parallel applications, some data processed by the
local processor core are shared and accessed by other remote processor cores,
while other data are private and only used by the local processor core.
(2) Some data are private and only accessed by the local processor core in a certain
phase of the entire execution of parallel applications. However, they may change
to be shared and accessible to other remote processor cores in another phase of
the entire program execution.

Figure 2.11: Parallelization of 2D FFT
Take 2D FFT as an example. Figure 2.11 illustrates the parallelization of 2D
FFT on multiple processor nodes. The 2D FFT application performs 1D FFT of
all rows firstly and then does 1D FFT of all columns. There is a synchronization
point between the FFT-on-rows and the following FFT-on-columns. Each node
computes data in a row in step 1 and then data in a column in step 2. Parameters
(e.g., loop variable, address offset) in each processor node’s program are only used
by that processor node, so they are private during the entire program execution.
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As shown in Figure 2.11, data of row n are located in the local memory of Node
n. For the original data of each row, they are private in step 1 because they are
only used by the local processor node. However, after step 1, they are updated and
become shared in step 2 since they have to be accessible to other remote processor
nodes. For instance, X01 is the 2nd element in row 1, located in the local memory
of Node 0. It’s accessed by Node 0 (its local processor node) in step 1. After step
1, X01 is updated as X0 01 that is accessed by Node 1 (a remote processor node).
The conventional DSM [68] organizes all memories as shared ones, regardless of
whether the processed data are only used by its local processor node or not. That
is, each memory access in the conventional DSM system includes a translation of
virtual address to physical address, even if the accessed object is just local. If we
get rid of the address translation overhead when the processor core handles the
data which only belong to it (i.e., the data are private), the system’s performance
is expected to improve.

2.2.2

Hybrid DSM Based Many-core NoC

Figure 2.1 (a) shows an example of our many-core NoC with hybrid DSM. As can
be observed, memories are distributed in each node and tightly integrated with
processor cores. All local memories can logically form a single global memory address space. However, we do not treat all memories as shared. As illustrated in
Figure 2.1 (b), the local memory is partitioned into two parts: private and shared.
Two addressing schemes are introduced: physical addressing and logical (virtual)
addressing. The private memory can only be accessed by the local processor core
and it is physical. All of shared memories are visible to all PM nodes and organized as a DSM addressing space and they are virtual. For shared memory access,
there requires a V2P address translation. Such translation incurs overhead. The
philosophy of our hybrid DSM is to support fast and physical memory accesses for
private data as well as to maintain a global and single virtual memory space for
shared data.
On the basis of Section 2.1, we extend the function of the Dual Microcoded
Controller (DMC) to organize and manage the hybrid DSM space. It can concurrently respond to memory access requests from the local processor core and
remote processor cores via the on-chip network (see details in Section 2.2.3.1). It
also provides synchronization support. It avoids simultaneous memory accesses to
the same memory location and guarantees atomic read-and-modify operations on
synchronization variables.

2.2.3

Hybrid DSM Organization

We illustrate the organization and address mapping of hybrid DSM in Figure 2.12.
As can be seen, a PM node may use both physical and logical addresses for memory
access operations. Physical addresses are mapped to the local private memory
region, and logical addresses can be mapped to both local shared and remote shared
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Figure 2.12: Hybrid DSM organization

memory regions. For #k Node, its hybrid DSM space is composed of two parts.
The first one is its private memory that is physical addressing, so the logic address
is equal to the physical address in the private memory. The second part maps all
shared memories. The mapping order of these shared memories is managed by
the V2P table. Different PM nodes may have different hybrid DSM spaces. For
instance, in the hybrid DSM space of #k Node, its local shared memory region is
mapped logically as shared memory i + 1 following shared memory i in #l Node.
2.2.3.1

Concurrent Memory Addressing

The DMC is used to support the hybrid DSM. For each PM node, it maintains
one V2P table and three registers: Local PM Node No., Base Address and
Boundary Address (see Figure 2.13).
• The V2P table reveals how the hybrid DSM space is organized. The V2P
table is configured at the beginning of the program execution. It records the
destination node No. and the physical address offset of a logic memory access.
• Local PM Node No. denotes the number of the local PM node.
• Base Address denotes the basic physical address of a logic memory access.
It is added by the physical address offset obtained from the V2P table to com-
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Figure 2.13: Concurrent memory addressing flow of the hybrid DSM

pute the absolute physical address of a logic memory access. Base Address
is configured at the beginning of the program execution.
• Boundary Address denotes the address of boundary of the private region
and the shared region in the local memory. Initially, Boundary Address is
equal to Base Address. It can be configured at runtime to support dynamic
re-organization of the hybrid DSM space.
Figure 2.13 shows the concurrent memory addressing flow of each PM node.
As shown in the figure, each PM node can handle two memory access requests
concurrently from the local PM node and from a remote PM node via the onchip network. In the beginning, the local PM node starts a memory access in
its hybrid DSM space. The memory address is logic. The local PM node firstly
distinguishes whether the address is private or shared. If private, the requested
memory access hits the private memory. In the private memory, the logic address
is equal to the physical address, so the address is forwarded directly to Port A of
the Local Memory. If the memory access is “write”, the data are stored into the
Local Memory in the next clock cycle. If the memory access is “read”, the data are
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loaded out of the Local Memory in the next clock cycle. The physical addressing
is very fast. In contrast, if the memory address is shared, the requested memory
access hits the shared part of the hybrid DSM space. The memory address first
goes into the V2P table. The V2P table is responsible for translating the logic
address into two pieces of useful information: Destination Node No. and Physical
Address Offset 1 . Destination Node No. is used to obtain which PM node’s shared
memory is hit by the requested memory address. Once the PM node with the
target shared memory is found, Physical Address Offset helps position the target
memory location. Physical Address Offset plus Base Address in the target PM
node equals the physical address in the target PM node. After Destination Node
No. and Physical Address Offset are obtained from the V2P table, we distinguish
whether the requested memory address is local or remote by comparing Destination
Node No. with Local Node No.. If local, Physical Address Offset is added by
Base Address in the local PM node to get the physical address. The physical
address is forwarded to Port A of the Local Memory to accomplish the requested
memory access. If the requested memory access is remote, Physical Address Offset
is routed to the destination PM node via the on-chip network. Once the destination
PM node receives a remote memory access request, it adds the Physical Address
Offset by the Base Address in it to get the physical address. The physical address
is forwarded to Port B of the Local Memory. If the requested memory access is
“write”, the data are stored into the Local Memory. If the requested memory access
is “read”, the data are loaded from the Local Memory and sent back to the source
PM node.
2.2.3.2

Partitioning of Hybrid DSM

We categorize the partitioning of the hybrid DSM space into two types: static
partitioning and dynamic partitioning.
• Within static partitioning, the organization of hybrid DSM is fixed as Section
2.2.3 describes when the system is designed. It eliminates the V2P address
translation overhead of those data that are always private during the program
execution. Fixing the hybrid DSM facilitates hardware design and software
development.
• To further exploit the performance of the hybrid DSM system, the dynamic
partitioning is proposed. Within the dynamic partitioning, the private region
and the shared region of the hybrid DSM can be dynamically adjusted at
runtime. It can not only eliminate the V2P address translation overhead of
private data but also remove the V2P address translation overhead of those
data with changeable data property when they become private during the
program execution. Though it induces extra overhead of changing the hybrid
1 Physical Address Offset is the offset to Base Address. It can be positive or negative, so the
physical address can be less than, equal to, or greater than Base Address.
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DSM dynamically, the system’s performance can be improved when the overhead of re-organizing the hybrid DSM is less than the V2P address translation
overhead of the data with changeable data property. In the following section,
the dynamic partitioning is presented in detail.

2.2.4

Dynamic Partitioning

The dynamic partitioning is achieved during runtime by the application C/C++
program. Specifically, the programmer inserts the following single line to dynamically configure the Boundary Address between the private and shared region.
void Update_BADDR(unsigned int Value );
2.2.4.1

Idea Description

Figure 2.14 shows an example of the dynamic partitioning of the hybrid DSM space.
Assume that there are two PM nodes in a 1×2 network. The hybrid DSM space
of PM Node 0 contains its private memory region, its shared memory region and
the shared memory region of PM Node 1, while the hybrid DSM space of PM Node
1 is equal to its Local Memory plus the shared memory region of PM Node 0. In
the beginning (see Figure 2.14 (a)), datum ‘X’ is in the private region of the Local
Memory in PM Node 1, while datum ‘Y’ and ‘Z’ are in the shared region of the
Local Memory in PM Node 1. Therefore, ‘X’ is invisible to PM Node 0, while ‘Y’
and ‘Z’ are accessible to PM Node 0. Assume that the Boundary Address in PM
Node 1 is re-configured to a larger value during the program execution (i.e., the
private memory part is enlarged) such that ‘Y’ becomes private. In this situation
(see Figure 2.14 (b)), PM Node 0 cannot access ‘Y’.
The procedure illustrated by Figure 2.14 can be used to improve the system
performance. For instance, PM Node 0 acts as a producer, while PM Node 1 acts

Figure 2.14: Runtime partitioning of the hybrid DSM
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as a consumer. PM Node 0 produces several data that will be consumed by PM
Node 1. In the beginning, the property of these data are shared, and PM Node
0 firstly stores them into the shared region of the Local Memory of PM Node 1.
After that, these data are only used by PM Node 1, it’s unnecessary for PM Node
1 to access them in logic (virtual) addressing scheme. By changing the boundary
address, we can make them be private. The V2P address translation overhead is
averted so that the system performance is improved. Section 2.2.4.2 moves further
to detail a producer-consumer mode.
Another way of removing V2P address translation overhead is to move data
from the shared memory into the private memory when their property changes from
“shared” to “private”. However, it introduces overhead of data movement. If the
moved data are huge and the latency cannot be hidden, the system’s performance
may be negatively affected. Our dynamic partitioning technique overcomes this
problem as it does not need to change data’s actual storage locations.
2.2.4.2

Producer-Consumer Mode

With concurrent memory addressing (see Section 2.2.3.1), the dynamic partitioning provides the software programmer with a convenient producer-consumer mode.
The producer-consumer mode features low-latency and tightly-coupled data transmission between two PM nodes. Concurrent memory addressing allows that one
PM node produces data and meanwhile another PM node consumes the data that
have been produced. During data transmission, the property of transmitted data
may be changed. The dynamic partitioning dynamically adjusts the DSM according
to the changed data property and hence reduce the total V2P address translation
overhead so as to improve the performance of data transmission.
Figure 2.15 illustrates the producer-consumer mode. Assume that there are two
PM nodes in a 2×1 network and m data blocks transferred from PM Node 0 to PM
Node 1. The hybrid DSM space of PM Node 0 or 1 contains its private memory
region, its shared memory region and the shared memory region of PM Node 1 or
0. PM Node 0 produces m data blocks one by one, while PM Node 1 consumes the
m data blocks one by one once the data are ready.
In Figure 2.15, the m data blocks are located in the Local Memory of PM Node
1. As shown in Figure 2.15 (a), all data blocks are with the property of “shared”
since all data blocks have not been produced by PM Node 0 yet. The Boundary
Address indicates that B1 , ..., Bm are in the shared memory region of PM Node
1 and accessible to PM Node 0. In the beginning, PM Node 0 produces B1 . The
values of B1 are written into the shared memory region of PM Node 1. After PM
Node 0 finishes producing B1 , there is a synchronization point that informs PM
Node 1 of the readiness of B1 . Once B1 are ready (see Figure 2.15 (b)), PM Node 1
re-configures its Boundary Address to make B1 be “private”. After the runtime
boundary address configuration, the hybrid DSM spaces of PM Node 0 and PM
Node 1 are both changed. PM Node 0 only can access B2 , ..., Bm rather than B1 ,
and PM Node 1 can access B1 with physical addressing and hence eliminate the
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Figure 2.15: Producer-consumer mode of the hybrid DSM

V2P address translation overhead. The DMC (see Figure 2.1) allows concurrent
memory references from both the local PM node and the remote PM node via the
on-chip network. As shown in Figure 2.15 (b), while PM Node 0 produces B2 , PM
Node 1 is consuming B1 . The rest can be done in the same manner. Therefore,
while PM Node 0 produces Bi , PM Node 1 is consuming Bi-1 (i = 2,...,m). At last,
PM Node 1 is consuming Bm , as shown in Figure 2.15 (c). At this time, all data
blocks become “private” and the entire Local Memory of PM Node 1 is private and
invisible to PM Node 0. The hybrid DSM space of PM Node 0 only contains its
Local Memory.
In Figure 2.15, assume that the total transferred data size is fixed. Larger block
size and hence smaller block number result in less overhead of dynamic boundary
address configuration but less concurrency. Less overhead of dynamic boundary
address configuration leads to positive performance, less concurrency negative performance. Therefore, there is a tradeoff to determine an optimized block size and
boundary address configuration times.
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Memory Consistency Issue

Since the boundary address configuration is flexible to the software programmer,
re-organizing the hybrid DSM space dynamically during the program execution
brings the memory consistency issue. For instance, in Figure 2.14, changing the
boundary address must be after PM Node 0 accomplishes storing ‘Y’. This can
be guaranteed by inducing a synchronization point before PM Node 1 starts rewriting the Boundary Address register. Our many-core NoC provides underlying
hardware support for synchronization to solve this memory consistency issue. When
Update_BADDR() is executed, it triggers the many-core NoC architecture to perform
three main actions to accomplish updating the Boundary Address register:
(1) Its host PM node handshakes with other PM nodes to announce that the shared
region in the host PM node is going to be changed.
(2) After receiving acknowledgements of other PM nodes, it updates the Boundary Address register.
(3) Finally, it informs other PM nodes of the accomplishment of adjusting the
hybrid DSM space in the host PM node.

2.2.5

Experiments and Results

In this section, we perform experiments to evaluate the hybrid DSM with its static
and dynamic partitioning in terms of execution overhead in our DSM based manycore NoC platform, applying three applications. In the experiments, we first define
“Speedup” in Formula (2.1) and “Performance Improvement” in Formula (2.2).
Speedupm =

T1node
Tmnode

(2.1)

Cyclesconventional DSM − Cycleshybrid DSM
Cyclesconventional DSM
(2.2)
Speeduphybrid DSM − Speedupconventional DSM
=
Speeduphybrid DSM

Performance Improvement =

In Formula (2.1), T1node is the execution time of a single PM node in the conventional DSM as the baseline, while Tmnode is the execution time of m PM node(s).
2.2.5.1

Experimental Platform

We constructed a cycle-accurate many-core NoC experimental platform at the RTL
level as shown in Figure 2.1. Except the DMC realized in Verilog, all other modules
are implemented in VHDL. We detail the main modules as follows:
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• The LEON3 processor [83] is used as the processor core in each PM node. The
LEON3 core is a synthesizable VHDL model of a 32-bit processor compliant
with the SPARC V8 architecture. It implements an advanced 7-stage pipeline
with separate instruction and data cache buses (Harvard architecture).
• The DMC manages the hybrid DSM space, supporting both static partitioning
and dynamic partitioning. The V2P table and Local PM Node No., Base
Address and Boundary Address are implemented in the DMC. The DMC
is connected to the LEON3’s AHB bus, the Network Interface (NI) and the
Local Memory.
• The Network Interface (NI) allows all PM nodes to communicate over the
on-chip network. It is connected to the DMC.
• The Local Memory (LM) is managed by the DMC. It is partitioned into two
parts: private and shared, and adopts two addressing schemes : physical
addressing and logic (virtual) addressing. All LMs form a hybrid DSM space
that consists of the private region and all shared regions.
• An instance of the Nostrum NoC [85] is used as the on-chip network. It
is a packet-switched 2D mesh network with configurable size. It employs
deflection routing to minimize the buffering cost in the router. Transmitting
a packet in one hop takes one cycle. Upon contention, packets with a lower
priority indicated by a hop count are deflected to a non-minimal path.
Based on the platform, the application programs are written in C++, running
on the LEON3 processors.
2.2.5.2

Application 1: Matrix Multiplication

In this section, we use matrix multiplication to evaluate the performance advantage
of the hybrid DSM with static partitioning with respect to the conventional DSM.

Figure 2.16: Memory allocation and partitioning of matrix multiplication: (a) memory allocation, (b) conventional DSM, and (c) hybrid DSM with static partitioning
Matrix multiplication calculates the product of two matrix, A[64, 1] and B[1, 64],
resulting in a C[64, 64] matrix. We consider both integer matrix and floating point
matrix to reflect the impact of computation/communication ratio on performance
improvement. As shown in Figure 2.16 (a), matrix A is decomposed into p equal
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Figure 2.17: Speedup and performance improvement of
cation

integer matrix multipli-

row sub-matrices which are stored in p PM nodes respectively, while matrix B is
decomposed into p equal column sub-matrices which are stored in p PM nodes
respectively. The result matrix C is composed of p equal row sub-matrices which
are respectively stored in p PM nodes after multiplication. Figure 2.16 (b) shows
the conventional DSM and all data of matrix A, C and B are shared. Figure 2.16
(c) shows the hybrid DSM. The data of matrix A and C are private and the data
of matrix B are shared. Because the sub-matrices of matrix A and C are only
accessed by their own host PM node and matrix B are accessed by all PM nodes.
It’s unnecessary to re-organize the hybrid DSM dynamically and the hybrid DSM
space is fixed when the application is running. In this experiment, the system size
increases by a factor of 2 from 1, 2, 4, 8, 16, 32 to 64.
Figure 2.17 shows speedups of integer matrix multiplication in both the conventional DSM and the hybrid DSM. When the system size increases, the speedup is
from 1 to 1.983, 3.938, 7.408, 10.402, 19.926 and 36.494 for the conventional DSM
and from 1.516 to 2.826, 5.593, 10.403, 13.993, 25.799 and 45.633 for the hybrid
DSM. In comparison with the conventional DSM, the hybrid DSM obtains 34.05%,
29.82%, 29.59%, 28.79%, 25.66%, 22.77% and 20.03% performance improvement.
Figure 2.18 shows speedups floating-point matrix multiplication. As the system size
is scaled up, the speedup is from 1 to 1.998, 3.985, 7.902, 13.753, 27.214 and 52.054
for the conventional DSM and from 1.083 to 2.097, 4.181, 8.281, 14.345, 28.340 and
54.042 for the hybrid DSM. In comparison with the conventional DSM, the hybrid
DSM obtains 7.71%, 4.74%, 4.69%, 4.58%, 4.13%, 3.97% and 3.68% performance
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Figure 2.18: Speedup and performance improvement of floating-point matrix multiplication

improvement with increase of the system size. From Figure 2.17 and Figure 2.18,
we can see that
• The value of performance improvement is decreasing as the system size is
scaled up, since the communication delay becomes larger.
• The relative speedup for the floating point multiplication is higher than that
for the integer computation. This is as expected, because, when increasing
the computation time, the portion of communication delay becomes less significant, thus achieving higher speedup.
• The improvement for the floating point multiplication is lower because the
floating point has a larger percentage of time spent on computation, thus
reducing the communication time in memory accesses achieves less enhancement.
• The single PM node case achieves the highest performance improvement because all data accesses are locally shared for the conventional DSM and private
for the hybrid DSM.
2.2.5.3

Application 2: 2D FFT

2D FFT is applied to demonstrate performance improvement induced by the hybrid
DSM with dynamic partitioning in comparison with the conventional DSM.
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Figure 2.19: Memory allocation and partitioning of 2D FFT: (a) memory allocation,
(b) conventional DSM, and (c) hybrid DSM with dynamic partitioning

We implement a 2D radix-2 FFT. As shown in Figure 2.19 (a), the FFT data
are equally partitioned into n rows, which are stored in n PM nodes, respectively.
According to the 2D FFT algorithm, the application first performs FFT on rows
(Step 1). After all nodes finish row FFT (synchronization point), it starts FFT
on columns (Step 2). We experiment on the two DSMs. One is the conventional
DSM, as shown in Figure 2.19 (b), for which all FFT data are shared. The other
is the hybrid DSM, as illustrated in Figure 2.19 (c). The data used for row FFT
calculations at step 1 are located locally in each PM node. After step 1, they are
updated and their new value are to be used for column FFT calculations at step
2. We can dynamically re-configure the boundary address when the program is
running, such that, the data are private at step 1 but become shared at step 2.

Figure 2.20: Speedup and performance improvement of 2D FFT
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Figure 2.20 shows speedups of the FFT application in both the conventional
DSM and the hybrid DSM with dynamic partitioning. As we can see, when the
system size increases, the speedup with the conventional DSM goes up from 1 to
1.905, 3.681, 7.124, 13.726, 26.153 and 48.776 and the speedup with the hybrid DSM
is from 1.525 to 2.269, 4.356, 8.373, 16.091, 30.279 and 55.070. The performance
improvement is 34.42%, 16.04%, 15.48%, 14.92%, 14.70%, 13.63% and 11.44%.
From Figure 2.20, we can see that
• Using the dynamic partitioning in the hybrid DSM, fast physical addressing
is performed in Step 1 of 2D FFT and the entire V2P address translation
overhead is reduced so that the system performance improves.
• As the system size is scaled up, larger communication delay leads to the
decrease of performance improvement.
• The single PM node case achieves the highest performance improvement because all data accesses are locally shared for the conventional DSM and private
for the hybrid DSM, and there is no synchronization overhead.
2.2.5.4

Application 3: H.264/AVC Encoding

As a general and realistic application, H.264/AVC encoding is mapped to validate
the producer-consumer mode and to demonstrate the performance advantage of the
hybrid DSM with dynamic partitioning over the conventional DSM.

Figure 2.21: Macroblock-level parallelism of H.264/AVC encoding using wavefront
algorithm
As the international video standard, H.264/AVC [86] addresses high coding
efficiency and good picture quality. In this case study, we parallelize the H.264/AVC
encoding algorithm by exploiting its data-level parallelism where a macroblock is
treated as the base grain (See Figure 2.21). To encode the current macroblock of
the current frame, the Motion Vectors of the neighbors to the left, above-left, above
and above-right are required to predict the Search Center in the reference frame.
Therefore, encoding a frame in parallel is in a wavy way. To parallelize encoding
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Figure 2.22: Speedup and performance improvement of H.264/AVC encoding

a frame, the rows of the frame are assigned to PM nodes in a round-robin fashion.
With this static scheduling policy, to encode a macroblock, only the availability of
its above-right neighbor needs to be checked (synchronized). For instance, PM node
0 encodes the macroblocks in row 1. PM node 1 cannot encode the macroblocks
in row 2 until the corresponding macroblocks in row 1 have been computed by
PM node 0. After finishing the computation in row 1, PM node 0 continues to
encode the macroblocks in row 4 according to the round-robin scheduling policy.
In our experiment, the frame size is 1024×768, the macroblock size is 16×16, and
the block size is 4×4. We run the H.264/AVC encoding application in both the
conventional DSM and the hybrid DSM. For the conventional DSM, all block data
are shared and memory accesses on them incur V2P address translation overhead.
For the hybrid DSM, as shown in Figure 2.21, all encoded block data are shared
and the block data, which have not been computed by their host PM node yet,
are private. The producer-consumer mode described in Section 2.2.4.2 is adopted.
The host PM node accesses them with fast physical addressing. After the host PM
node accomplishes computation on them, it re-configures the boundary address to
make them be shared so that other PM node can access them. Compared with
aforementioned matrix multiplication and 2D FFT, H.264/AVC encoding has more
boundary address adjustments.
Figure 2.22 shows speedups and the performance improvement of H.264/AVC
encoding. As the system size is scaled up, the speedup with the conventional DSM
goes up from 1 to 1.924, 3.733, 7.148, 13.021, 19.636 and 25.119, the speedup with
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the hybrid DSM is from 1.610 to 2.351, 4.543, 8.599, 15.363, 22.257 and 26.795,
and we can obtain 37.89%, 18.17%, 17.81%, 16.87%, 15.24%, 11.77% and 6.26%
performance improvement. From Figure 2.22, we can observe that
• When encoding the current frame, all PM nodes act as both a producer and
a consumer. As shown in Figure 2.21, PM node 0 acts as a producer who
encodes the macroblocks in row 1. PM node 1 acts as a consumer who uses
the macroblocks in row 1. Meanwhile PM node 1 also acts as a producer
who encodes the macroblocks in row 2 which are used by PM node 0 when it
encodes the macroblocks in row 3. This procedure fits the producer-consumer
mode described in Section 2.2.4.2. Using the producer-consumer mode, we
can reduce and hide the system’s total V2P address translation overhead by
fast physical addressing and concurrent memory addressing respectively.
• As the system size is scaled up, larger communication delay slows down the
speedups and leads to the decrease of performance improvement. This is because synchronization overhead (it’s mainly waiting time) and network communication delay become more significant.
• The single PM node case achieves the highest performance improvement because all data accesses are locally shared for the conventional DSM and private
for the hybrid DSM, and there is no synchronization overhead.

2.3
2.3.1

Multi-Bank Data Memory for FFT Computation
Problem Description

Fast Fourier Transform (FFT) [51] is a fundamental algorithm in the domain of
Digital Signal Processing (DSP) and is widely used in applications such as digital
communication, sensor signal processing, and Synthetic Aperture Radar (SAR)
[52, 53]. It is always the most time-consuming part in these applications [54].
Moreover, FFT size varies very much in different applications. For example, the
FFT size is smaller than the magnitude of thousands (K) in digital communication
or wireless communication applications, but the FFT size reaches the magnitude
of millions (M ) in SAR application. Therefore, it is basically required to support
high-performance variable-size FFT in DSP domain.
FFT performance varies dramatically for various implementation methods in
different platforms. In general, general-purpose CPU platforms have poor FFT
performance, because the 2n strides of FFT algorithm interact badly with setassociative cache, set-associative address translation mechanism, and multi-bank
memory subsystem. Many researchers pay their attentions on FFT optimization
on GPU [87, 88] and FPGA [89, 90, 91]. However, the computational efficiency2
2 The computational efficiency of an application on a hardware platform is the measured running performance of the application divided by the theoretical peak performance of the hardware.
It indicates how much the computational resources are utilized and whether their computational
abilities are drawn out.
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(a) The access order for the classic Cooley-Tukey FFT algorithm
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(b) The access order of the proposed parallel Cooley-Tukey FFT algorithm
based on matrix transposition
a complex value in initial data matrix
MT: the operation of matrix transposition
a complex result after the calculation of column FFT
the read access order of memory
a complex result after the calculation of row FFT
the write access order of memory
a complex result after the calculation of compensated twiddle factor

Figure 2.23: Data access order of (a) the classic Cooley-Tukey FFT algorithm and
(b) the proposed parallel Cooley-Tukey FFT algorithm based on matrix transposition

of FFT on these platforms is still not high, due to their low utilization of computational units [87]. An alternative way is to accelerate FFT by ASIC hardware so
as to achieve high computation performance and energy efficiency. For instance,
HWAFFT is a FFT hardware accelerator in the commercial TI TMS320VC55X
DSP chips [92]. Reference [87] shows that, compared with flexible cores such as
FPGA, GPU, and CPU, an ASIC FFT hardware accelerator can achieve much
higher performance improvement and improve the energy efficiency by one to two
orders of magnitude.
The Cooley-Tukey algorithm, named after J.W. Cooley and John Tukey, is the
most commonly used fast FFT algorithm [93]. As shown in Figure 2.23 (a), the
data access pattern of the Cooley-Tukey FFT algorithm is composed of 2 rowwise matrix reads, 1 column-wise matrix read, 1 row-wise matrix write, and 2
column-wise matrix writes. This data access pattern is called AR/CMA (Alternate
Row-wise/Column-wise Matrix Access) [94], which significantly affects the memory
bandwidth utilization, due to the row-buffer structure and the burst-oriented access
mode of DDR memory. The bandwidth utilization of DDR3 for row-vector access is
theoretically 14 times more than that for the column-vector access [54]. Low memory bandwidth utilization on column-vector access degrades the FFT performance.
Therefore, it is very important to optimize the FFT data access pattern and maximize the memory bandwidth utilization. Window Memory Layout Scheme without
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transpose (WMLS) on FPGA platform for AR/CMA applications is presented in
[94] and [54] to balance the bandwidth utilization of row-wise and column-wise matrix accesses. However, it designs a special DDR controller on FPGA, so it is not
suitable to the general and commercial DDR controller. In [95], a transpose-free
variable-size FFT hardware accelerator on DSP chip is proposed, which uses the
random access feature of on-chip SRAM memory to avoid column-wise matrix accesses on DDR and improve the DDR bandwidth utilization. However, the capacity
of its on-chip SRAM is limited and only stores a half of the FFT data at most, so
the intermediate results of the first half of the FFT data has to be written back to
the DDR in order to load the remaining half of the FFT data. This doubles the
times and the data amount of DDR access in the whole FFT computation process
and hence at most 50% DDR bandwidth utilization is achieved.
In this section, an improved Cooley-Tukey FFT algorithm based on matrix
transposition is proposed to avoid the column-wise matrix access at the algorithm
level, and a multi-bank data memory supporting block matrix transposition in the
FFT hardware accelerator is proposed to avoid the column-wise matrix access at
the hardware design level, which is suitable to the general architecture without the
capacity limitation of SRAM in a DSP chip.

2.3.2
2.3.2.1

FFT Algorithm Based on Matrix Transposition
Classic Cooley-Tukey FFT Algorithm [93]

The Cooley-Tukey algorithm is the most common method to decompose a large
one-dimension FFT into multiple batches of smaller FFTs that can be calculated
in parallel. Let N = N1 × N2 be the size of a large FFT, and N1 and N2 be the
power-of-2 values. The classic Cooley-Tukey algorithm is defined by Formula (2.3).
X[k1 N2 + k2 ] =
NX
1 −1

[e−j

n1 =0

2πn1 k2
N

(

NX
2 −1

x[n2 N1 + n1 ]e−j

2πn2 k2
N2

)]e−j

2πn1 k1
N1

(2.3)

n2 =0

where 0 ≤ k1 < N1 and 0 ≤ k2 < N2 .
As shown in Figure 2.23 (a), the classic Cooley-Tukey algorithm mainly consists
of three steps:
Step 1. Calculation of column-FFTs: N1 N2 -point column-FFTs are calculated
by Formula (2.4).
NX
2 −1
2πn2 k2
(2.4)
S1 =
x[n2 N1 + n1 ]e−j N2
n2 =0

Step 2. Calculation of compensated twiddle factors: The result of Step 1 is multiplied by e−j

2πn1 k2
N

, as Formula (2.5) shows.
S2 = S1 × e−j

2πn1 k2
N

(2.5)
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Step 3. Calculation of row-FFTs: N2 N1 -point row-FFTs are calculated by Formula (2.6) to obtain the final result.
X[k1 N2 + k2 ] =

NX
1 −1

S2 × e−j

2πn1 k1
N1

(2.6)

n1 =0

Calculation

Write

Parallel execution of column-FFTs and
compensated twiddle factors by N FFT-PEs

Read

Algorithm: Parallel Cooley-Tukey FFT algorithm based on Matrix Transposition
Input:
A[N-1:0] or A[N1-1:0][N2-1:0] refers to the input initial data array.
WN[N-1:0] refers to the twiddle factor array.
Each element of A or WN is an IEEE-754 single-precision complex number. N
refers to the FFT size and satisfies N=2n. The one-dimensional input array can
be represented as a two-dimensional array with N1 rows and N2 columns, i.e.
N1=2n1, N2=2n2 , and N=N1*N2.
Output:
B[N-1:0] refers to the result data array.
Middle Matrix
Tc[N2-1:0][N1-1:0] and Tr[N1-1:0][N2-1:0] refer to the intermediate data
TFFT-PE[Nm-1:0] refers to the Multi-Bank Data Memory (MBDM) in the FFT
accelerator, where Nm refers to the FFT size directly calculated by one FFT-PE.
Parameter:
t1=|Nm/N1|, t2=|Nm/N2|;
1: Tc[i][j] = A[j][i] (0≤i<N2, 0≤j<N1); //Column MT (1)
//Column FFT
2: for (i=0; i<N/Nm; i++) do
3:
for (j=0; j<t2; j++) do
4:
TFFT-PE[N2*j+k] = Tc[N2*(j+i*t2)][k]; (0≤k<N2)
5:
end for (j=0; j<t2; j++) do
6:
FFT(TFFT-PE, N2, t2); //Step1: t2 N2-point FFTs in one FFT-PE
7:
for (j=0; j<t2; j++) do //Step2: compensated twiddle factor
8:
TFFT-PE[N2*j+k] = TFFT-PE[N2*j+k]*WN[N2*(j+i*t2)];
9:
end for (j=0; j<t2; j++) do
10:
for (j=0; j<t2; j++) do
11:
Tc[N2*(j+i*t2)][k] = TFFT-PE[N2*j+k]; (0≤k<N2)
12:
end for (j=0; j<t2; j++) do
13: end for (i=0; i<N/Nm; i++) do
14: Tr[i][j] = Tc[j][i] (0≤i<N1, 0≤j<N2); //Row MT (2)
15: for (i=0; i<N/Nm; i++) do
//Row FFT
16:
for (j=0; j<t1; j++) do
17:
TFFT-PE[N1*j+k] = Tr[N1*(j+i*t1)][k]; (0≤k<N1)
18:
end for (j=0; j<t1; j++) do
Calcu
19: lation FFT(TFFT-PE, N1, t1); //Step3: t1 N1-point FFTs in one FFT-PE
20:
for (j=0; j<t1; j++) do
21:
Tr[N1*(j+i*t1)][k] = TFFT-PE[N1*j+k]; (0≤k<N1)
22:
end for (j=0; j<t1; j++) do
23: end for (i=0; i<N/Nm; i++) do
24: B[i][j] = Tr[j][i] (0≤i<N2, 0≤j<N1); //Result MT (3)
Write

Parallel execution of
row-FFTs by N FFT-PEs

Read

Figure 2.24: Parallel Cooley-Tukey FFT algorithm based on matrix transposition

2.3. MULTI-BANK DATA MEMORY FOR FFT COMPUTATION
2.3.2.2

57

Parallel Cooley-Tukey FFT Algorithm Based on Matrix
Transposition

In order to overcome the issues about AR/CMA access pattern, a parallel CooleyTukey FFT algorithm based on matrix transposition is proposed, which reuses the
memory array to avoid column-wise matrix access. Figure 2.24 details the parallel
Cooley-Tukey FFT algorithm based on matrix transposition and Figure 2.23 (b)
describes its data access pattern. As shown in Figure 2.23 (b) and Figure 2.24,
there are three Matrix Transposition (MT) operations:
• Column MT(1) before column-FFTs (Line 1 in Figure 2.24);
• Row MT(2) between column-FFTs and row-FFTs (Line 14 in Figure 2.24);
• Result MT(3) after row-FFTs (Line 24 in Figure 2.24).
These three MT operations are executed to reorganize the initial data and the
results. Thus, the initial matrix and the result matrix of column-FFTs (Line 6 in
Figure 2.24) and row-FFTs (Line 19 in Figure 2.24) can be accessed only by rowwise matrix reads and writes so as to improve the utilization of memory bandwidth.
In order to support the matrix transposition and improve the memory bandwidth
utilization, a Multi-Bank Data Memory (MBDM) is designed. Its structure and
how the matrix transposition works on it will be detailed in Section 2.3.4 and
2.3.5. Column-FFTs and row-FFTs are calculated through FFT (TF F T −P E , Ni , ti )
function. FFT (TF F T −P E , Ni , ti ) is executed on one FFT-PE3 , Ni ≤ Nm and Nm
is the maximum FFT size directly calculated by one FFT-PE.

2.3.3

FFT Hardware Accelerator

According to the proposed parallel Cooley-Tukey FFT algorithm based on matrix
transposition, a variable-size FFT hardware accelerator supporting FFT computation from small size (2 ∼ 210 points) to large size (210 ∼ 220 points) is designed
and implemented. Figure 2.25 (a) shows the overall structure of the FFT hardware
accelerator. Basically, after getting FFT computation commands from processor
cores through the AXI slave command interface, it firstly reads the initial data
from the main memory such as DDR through the AXI master data interface, secondly performs the FFT calculation, and finally writes the results into the main
memory such as DDR through the AXI master data interface. The FFT hardware
accelerator is composed of five parts:
• Asynchronous command FIFO with AXI slave interface
It gets and stores the FFT computation commands from processor cores. The
commands configure the FFT size, the memory location of the initial data,
the memory location of the results, etc. It pops out the first FFT computation
command to the FFT controller, if the FFT controller is idle.
3 FFT-PE:

a FFT Processing Element described in Section 2.3.3 to calculate ti Ni -point FFTs.
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Figure 2.25: Structure of the FFT hardware accelerator

• Asynchronous data FIFO with AXI master interface
When a FFT is being calculated, this FIFO serves as a read channel to get the
initial data and a write channel to store the results. The command FIFO and
the data FIFO are asynchronous to isolate the system clock domain and the
FFT hardware accelerator’s clock domain. Thus, the clock frequency of the
FFT hardware accelerator is not limited by the system frequency and it can
be configured to balance the performance and power in different applications.
• FFT controller
If the asynchronous command FIFO is not empty, the FFT controller gets a
FFT computation command from it. According to the configuration parameters such as the FFT size and the memory locations of the initial data and the
results in the command, the FFT controller starts up the FFT computation.
In the process of FFT computation, the FFT controller generates a series of
operations that are categorized into three types: “DMA-read”, “DMA-write”
and “FFT-calculation”. The FFT controller controls the DMA controller to
read the initial data from the main memory or write the results into the main
memory by sending the “DMA-read” operation or the “DMA-write” operation, respectively. The “FFT-calculation” operation is forwarded to the FFT
computation array to do the FFT computation.
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• Direct Memory Access (DMA) controller
The DMA controller allows the FFT hardware accelerator to access the main
memory such as DDR, independent of the processor cores. It is responsible for
moving data among the main memory and the internal memory in the FFT
computation array through the AXI master data interface. It translates its
received “DMA-read” or “DMA-write” operations into a series of AXI read
or write transactions. Once configured by a “DMA-read” or “DMA-write”
operation, the DMA controller can only act on a contiguous memory block,
i.e., it does not support the “gather-scatter” function. Within a contiguous
memory block, sequential access, stride access, and burst access are supported.
Therefore, the initial FFT data should be contiguously stored with a 2n stride
length in DDR or on-chip SRAM, so should the FFT results.
• FFT computation array
The FFT computation array is composed of multiple FFT-PE modules and
a compensated twiddle factor generation module based on COordinate Rotation DIgital Computer (CORDIC) algorithm [96].
– CORDIC-based compensated twiddle factor generator
This module dynamically generates the compensated twiddle factors by
using a fully pipelined CORDIC module instead of Read-Only Memory
(ROM) in order to support large size FFT with less hardware.
– FFT-PE
A FFT-PE independently computes a small size (from 2 to 210 points)
FFT. Multiple FFT-PEs can cooperate together to calculate a large size
(from 210 to 220 points) FFT. As shown in Figure 2.25 (c), each FFT-PE
contains a FFT computation controller, M butterfly units, a Multi-Bank
Data Memory (MBDM), and a twiddle factor ROM. As shown in Figure
2.25 (d), each butterfly unit is fully pipelined and supports complex multiplication. A butterfly unit is composed of 4 single-precision floatingpoint multipliers and 6 single-precision floating-point adders complying
with IEEE-754 single-precision floating-point standard.
In the FFT hardware accelerator, a multi-bank data memory supporting block
matrix transposition is proposed to avoid the column-wise matrix access.

2.3.4

Multi-Bank Data Memory

As shown in Figure 2.25 (c), in each FFT-PE, a Multi-Bank Data Memory, named
MBDM, is proposed to store the initial data, intermediate data, and results.
• It adopts a “Ping-Pong” structure composed of two memory bank groups to
overlap the time of the data movement between the main memory such as
DDR and the FFT accelerator and the time of FFT computation.
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• There are M butterfly units, and each butterfly unit needs to read a pair of
complex number before its computation and write a pair of complex number after its computation. A complex number contains a real part and an
imaginary part, and both are 32-bit single-precision floating-point numbers.
Therefore, the memory capacity is 128M bits.
• In order to fully exploit the pipeline parallelism of M butterfly units, there
should have enough memory ports to read initial data and write results. For a
butterfly unit, a butterfly operation is done in one cycle and multiple butterfly
operations are pipelined, so 2 reads and 2 writes are required at the same cycle.
For M butterfly units, 2M reads and 2M writes are preformed concurrently.
Therefore, in the design, each memory bank group is composed of 2M 64-bit
SRAMs with two ports (SRAMi-[0], ... SRAMi-[2M − 1], where i=0 or 1
represents the group id, as shown in Figure 2.25 (c)). The scheduling scheme
below requires that the two ports both support not only memory read but
also memory write.
• The depth of each SRAM is
supported by one FFT-PE.

Nm
2M ,

where Nm is the largest FFT size directly

• Figure 2.26 shows how the data are organized in each group. Low addresses
are interleaved so that consecutive addresses are mapped to different SRAMs
in order to avoid the bank conflict of reading the initial data and writing the
results by M butterfly units.
i
i
i

M

M

M
M

Nm M
Nm M

M

Nm

Figure 2.26: Data organization in each group of MBDM

• FFT is a certain in-place algorithm, i.e., the places of the initial data and
the results are the same for each butterfly computation. For the ith stage of
FFT, the stride of complex number calculated in a butterfly unit is 2i−1 (
m
1 ≤ i ≤ logN
2 ). In order to avoid the port conflict of reading the initial data
from the MBDM and writing the results to the MBDM and hence speed up
the memory access time, a scheduling scheme is presented as follows:
Case 1: in the ith stage of FFT (2i−1 ≤ M ), each pair of complex number
(Xr , Xi ) and (Yr , Yi ) is stored in different SRAMs. For each cycle, at most
one complex number is read from any SRAM and one complex number is
written into this SRAM. Therefore, one read/write port of SRAM serves read
operations and the other read/write ports serves write operations. The comth
plex numbers j and j + 2i−1 are calculated in the |j%M | butterfly unit.
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Figure 2.27: Space-time graph of Case 2 in MBDM scheduling, where NOP refers
to no operation at this cycle.

Case 2: in the ith stage of FFT (M < 2i−1 ≤ Nm ), each pair of complex
number (Xr , Xi ) and (Yr , Yi ) is stored in the same SRAM. For each cycle,
the two read/write ports of SRAM are used to read a pair of complex number (Xr , Xi ) and (Yr , Yi ) simultaneously or write a pair of complex number
(Xr , Xi ) and (Yr , Yi ) simultaneously. Further, for the pipelined computation of the tth butterfly unit (0 ≤ t < M ), two SRAMs (SRAMi_[t] and
SRAMi_[t+M ]) are used to provide the initial data and receive the results.
Therefore, memory reads and memory writes can be alternately performed
to improve the memory bandwidth utilization. Figure 2.27 illustrates the
space-time graph of Case 2 in the MBDM scheduling. In Startup phase and
P ipeline phase, multiple pairs of complex number are read from SRAMi_[t]
and SRAMi_[t+M ] alternately and feeds the tth butterfly unit. In P ipeline
phase and F lush phase, the results of the tth butterfly unit are written into
SRAMi_[t] and SRAMi_[t+M ].
The basic consideration of the six design points above is to speed up the FFT
computation as fast as possible at the cost of larger area, because it is noted that
larger memories can be integrated on a single chip under deep nanometer process
(e.g., 45nm). Although the area of a SRAM with two read/write ports is about
1.5x ∼ 2x area of a single-port SRAM (e.g., a 256×64 SRAM with two read/write
ports in TSMCr 45nm process has the area of 42,243 µm2 , which is 1.66x area of
a single-port 256×64 SRAM with the area of 25,433 µm2 ), the FFT computation
performance can be doubled in Case 1 and be quadrupled in Case 2, because the
butterfly operations can not be pipelined with single-port SRAMs.

2.3.5

Block Matrix Transposition Using MBDM

As the proposed parallel Cooley-Tukey FFT algorithm shows in Figure 2.24, there
are data dependence between three matrix transpositions (MT1, MT2, and MT3)
and two batches of FFT (column-FFTs and row-FFTs), so these operations are
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executed in serial. In the process of the three matrix transpositions, the MultiBank Data Memory (MBDM) is idle. Considering this phenomenon, we propose
the block matrix transposition using the MBDM. The block matrix transposition
contains three steps:
1. A N1 ×N2 matrix is partitioned into BR × BC matrix blocks (R × C), where
BR = NR1 and BC = NC2 . As described in Section 2.3.4, the MBDM consists
of two groups and each group is composed of N B = 2 × L × M SRAMs
m
(N
2M × 64 bits) with two read/write ports. Therefore,
j the size ofk a matrix
√

block is defined as (R × C) × 64 bits, where R = C = log2 L×Nm .

2. All matrix blocks are transposed firstly. Each matrix block transposition
only requires one row-wise memory read and one column-wise memory write.
Figure 2.28 shows how a matrix block is transposed on the MBDM. A rowwise matrix read operation is performed to read each row of the matrix block
from the MBDM and a column-wise matrix write operation is used to write
each row data into their column addresses so as to accomplish a matrix block
transposition. Since the addresses of the 2 × L × M SRAMs are interleaved,
the starting addresses of the adjacent rows hit different SRAMs and hence
the elements in a row are distributed in different SRAMs. Therefore, no
R

C
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(b) Data organization of matrix block in the MBDM

Figure 2.28: Transposition process of a matrix block on the MBDM
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Figure 2.29: Transposition process of a N1 × N2 matrix containing BR × BC
matrix blocks

bank conflicts occur. For any element (e[i][j], 0 ≤ i < R and 0 ≤ j < C)
in a matrix block, the number of SRAMs (N um_Bank) and the address of
SRAM (Addr_Bank) storing this element are calculated by Formula (2.7).

N um_Bank = ((i%NB) + j)%N
 B
(2.7)
Addr_Bank = NCB × NiB + NjB
3. Then, each matrix block is viewed as an element of the N1 ×N2 matrix, and the
N1 × N2 matrix is transposed by only changing the row and column addresses
of matrix blocks without memory reads and writes. Figure 2.29 shows how
a N1 × N2 matrix containing BR × BC matrix blocks is transposed. a[i][j]
(0 ≤ i < N1 and 0 ≤ j < N2 ) represents an element in the N1 × N2 matrix,
its matrix block is B[N BR][N BC] (N BR = bi/Rc and N BC = bj/Cc), and
its row position and column position in B[N BR][N BC] are N ER = i%R and
N EC = j%C, respectively. We can only change the row and column addresses
of the matrix blocks to accomplish the matrix transposition according to
Formula (2.8).
Addr_M T =Addr_S + N1 × (C × N BC + N EC)+
R × N BR + N ER

(2.8)

Here, Addr_M T is the address of a[i][j] after matrix transposition and Addr_S
is the starting address of the result matrix.
For the matrix transposition of a matrix block, R read bursts are required to
load the matrix block from the MBDM and the length of each read burst is 8 × C
bytes. After all read bursts are completed, C write bursts are required to store the
matrix block into the MBDM and the length of each write burst is 8 × R bytes.
Although the read bursts and the write bursts of a matrix block must be executed

64

CHAPTER 2. EFFICIENT ON-CHIP MEMORY ORGANIZATION

serially, we can overlap the read bursts and write bursts of different matrix blocks
so as to reduce the memory access time, as shown in Figure 2.30.
Unit
DMA Write

B[0][0]

B[0][1]

B[BC-1][BR-2] B[BC-1][BR-1]

DMA Read

B[0][1]

B[0][2]

B[BC-1][BR-1]

B[0][0]

Cycle

Figure 2.30: Space-time graph of multiple matrix block transpositions

2.3.6
2.3.6.1

Experiments and Results
Experimental Setup

The FFT hardware accelerator has been implemented and integrated into our FTM8 chip, which is an eight-core version of our FT-MATRIX chip [97]. FT-MATRIX
is a high-performance coordination-aware vector-SIMD architecture for signal processing. Figure 2.31 shows the overall architecture of the FT-M8 chip highlighting
the FFT hardware accelerator. FT-M8 chip contains eight FT-MATRIX cores and
integrates different on-chip peripherals. A High-speed Data Network (HDN) supporting the AXI4 protocol with 128-bit data width is designed to connect eight

32-bit

128-bit

AXI Master
Data Interface

128-bit

64-bit

128-bit

AXI Slave
Command Interface
32-bit
Accomplishment
Interrupt

128-bit

128-bit

…

Figure 2.31: Architecture of FT-M8 chip integrating the FFT hardware accelerator
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FT-MATRIX cores, a DDR3 controller, an on-chip Shared Memory (SM), a Lowspeed Data Network (LDN), the FFT hardware accelerator and some high-speed
peripherals such as PCIE, SGMII, and RapidIO (not drawn in Figure 2.31). The
LDN supporting the AHB protocol with 32-bit data width is designed to connect
low-speed memories such as SRAM and FLASH and other low-speed peripherals
such as SPI, IIC, UART, etc (not drawn in the figure). The HDN and the LDN are
bridged by an AXI2AHB bridge module. The FFT hardware accelerator is connected with the HDN and hence can access the SM or the DDR3 memory through
the DDR3 controller. TABLE 2.3 summarizes the FFT implementation results.
Table 2.3: Summary of FFT implementation
Number of FFT-PE
Number of butterfly units in each FFT-PE
Largest FFT size directly calculated by one FFT-PE
Pipeline stages of each butterfly unit

L=2
M =2
Nm = 1024
BP = 10

In the FT-M8 chip, the FFT hardware accelerator works through the following
stages:
• Stage 1: A FT-MATRIX core initializes the FFT data in DDR3, and applies
a temporary data storage space in SM for matrix transposition (as shown
in Figure 2.23 (b)) and a result data storage space. In order to reduce the
required storage space, for large size FFT calculation, the result data storage
space and the initial data storage space can be reused as the temporary data
storage space for column-FFTs and row-FFTs, respectively.
• Stage 2: The FT-MATRIX core sends configuration parameters such as FFT
size, initial data address, temporary data address, and result data address to
the FFT hardware accelerator, informs the FFT controller of starting up the
FFT execution, and then can do other jobs until the FFT results are returned.
• Stage 3: The FFT hardware accelerator individually calculates a batch of
small size FFTs or a large size Cooley-Tukey FFT based on matrix transposition. In the whole process of FFT calculation, the FFT hardware accelerator
itself accesses the data from the initial data storage space or the intermediate
data storage space, and writes the results to the result data storage space.
• Stage 4: After the results are written into DDR3, an accomplishment interrupt
that indicates the FFT calculation is finished and the FFT results are ready
is generated by the FFT hardware accelerator to the FT-MATRIX core. The
FT-MATRIX core reads out the FFT results in its interrupt service routine.
Based on the FT-M8 chip, the functionality of the proposed FFT hardware
accelerator was verified by Cadencer ncverilog simulation.
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2.3.6.2

Performance Evaluation

Two software-only solutions and two hardware-dedicated solutions are chosen as the
counterparts in the experiments. The two software-only solutions are FFTW-3.3DDL64 running on Intel Xeon X5675 (3.07GHz) and Intel Core i7 920 (2.67GHz).
FFTW-3.3-DDL64 is the fastest FFT library for Intel processors [98]. The two
hardware-dedicated solutions are the FFT hardware accelerator (HWAFFT) on TI
TMS320C5505 DSP chip [92], and the transpose-free FFT hardware accelerator
[95]. TABLE 2.4 compares the performance between our proposal and the four
counterparts. For the two software-only solutions, we run FFTW-3.3-DDL64 on
Intel Xeon X5675 and Intel Core i7 920 to get the results. For HWAFFT, the results
of small size FFTs are cited from [92] and the results of large size FFTs are obtained
by our actual test on TI TMS320C5505 DSP chip. For the transpose-free FFT
hardware accelerator, the results of 64/256/1024/64K/1M-point FFTs are cited
from [95] and we contacted its authors to get the remaining data. For comparison,
all absolute execution time are counted as clock cycles according to their working
frequency and the numerical values in the parentheses are the speedups achieved
by our proposal. From TABLE 2.4, we can have that:
• Compared with FFTW-3.3-DDL64 on Intel Xeon X5675 and Intel Core i7 720,
due to our specialized structure accelerating the FFT computation, our proposal can achieve 7x∼8x speedups for small size FFTs and 4x∼18x speedups
for large size FFTs, although their clock frequency is about 3 times higher
than ours. In our solution, a small size FFT can be calculated directly in
a FFT-PE, but a large size FFT is partitioned into a batch of small size
column-FFTs and row-FFTs and three matrix transposition operations are
required, so the performance of large size FFT is less than that of small size
FFT and hence the speedups (4.51x∼5.14x) for 4K/16K-point FFTs are less
than those (7x∼8x) for small size FFTs. Because the L2 cache of Intel CPU is
256KB storing the entire data of 32K-point FFT, as the FFT size is beyond
32K points, the data have to be stored in L3 cache or external memory, degrading the FFT performance. Therefore, when the FFT size increases from
64K to 1M , the speedups increase rapidly from 6.16x/6.90x to around 18x.
• Compared with HWAFFT, our hardware-dedicated solution can achieve about
5x∼7x speedups for the FFT size more than 256. For 16K/64K-point FFTs,
we can achieve 18.89x and 8.38x speedups respectively, because the data transfer cannot be hidden in HWAFFT for small amount of FFT data.
• Compared with the transpose-free FFT hardware accelerator, we can achieve
at most 1.64x performance improvement. For the FFT size less than 64K
points, the entire FFT data of the transpose-free FFT hardware accelerator
are stored in the on-chip shared memory rather than DDR but our FFT data
reside in DDR, so we achieves similar performance for small size FFTs and
only about 0.88x speedups for 4K/16K/64K-points FFTs.

Our
Software-only Counterparts
proposal
FFTW on Xeon X5675
FFTW on Core i7 920
Clock Frequency
1GHz
3.07GHz
2.67GHz
FFT Size
Time (ns)
2
5
6
=4
Cycles
2
15.35 (7.68x)
16.02 (8.01x)
FFT Size
Time (ns)
9
22
27
Small
= 16
Cycles
9
67.54 (7.50x)
72.09 (8.01x)
size
FFT Size
Time (ns)
52
121
149
FFT
= 64
Cycles
52
371.47 (7.14x)
397.83 (7.65x)
FFT Size
Time (ns)
277
642
788
= 256
Cycles
277
1970.94 (7.12x)
2103.96 (7.60x)
FFT Size
Time (ns)
1380
3158
3792
= 1024
Cycles
1380
9695.06 (7.03x)
10124.64 (7.34x)
FFT Size
Time (µs)
21.6
31.7
39.1
= 4K
Cycles
21600
97319 (4.51x)
104397 (4.83x)
FFT Size
Time (µs)
76.9
114.1
148
Large
= 16K
Cycles
76900
350287 (4.56x)
395160 (5.14x)
size
FFT Size
Time (µs)
306.3
614.5
791
FFT
= 64K
cycles
306300
1886515 (6.16x)
2111970 (6.90x)
FFT Size
Time (µs)
1285.4
4349.3
5431.3
= 256K
Cycles
1285400
13352351 (10.39x)
14501571 (11.28x)
FFT Size
Time (µs)
5407.5
31074.2
37714.7
= 1M
Cycles
5407500
95397794 (17.64x)
100698249 (18.62x)
¬ ref[92] does not support the FFT size less than 8 points.

Hardware-dedicated Counterparts
ref[92]¬
ref[95]
100MHz
500MHz
–
4
–
2 (1.00x)
1700
20
170 (18.89x)
10 (1.11x)
4360
141
436 (8.38x)
70.5 (1.37x)
16680
577
1668 (6.02x)
288.5 (1.04x)
73150
2808
7315 (5.30x)
1404 (1.02x)
1351.1
38.2
135110 (6.26x)
19100 (0.88x)
5114.2
136.5
511420 (6.65x)
68250 (0.89x)
18884.1
532.7
1888410 (6.17x)
266350 (0.87x)
81084.1
3636.8
8108410 (6.31x)
1818400 (1.41x)
370225.7
17790
37022570 (6.85x)
8895000 (1.64x)
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Table 2.4: FFT performance comparison with two software-only solutions and two hardware-dedicated solutions
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Since our solution is hardware-dedicated, we further compare the hardware cost
among our FFT hardware accelerator, HWAFFT, and the transpose-free FFT hardware accelerator. For comparison, we adopt the method proposed in [99] to evaluate
the normalized area (Anormalized ) and the normalized energy (Enormalized ). We revise the method proposed in [99] as Formula (2.9) and (2.10), where M is the
number of data streams indicating the number of FFTs can be calculated concurrently and N is the FFT size.
Area × 103
(P rocess/45nm)2 × M × log N

(2.9)

P ower × ExecutionT ime × 103
(V oltage/0.9V )2 × M × N × log N

(2.10)

Anormalized =

Enormalized =

TABLE 2.5 summarizes the the normalized area and the normalized energy
among our FFT hardware accelerator, HWAFFT, and the transpose-free FFT hardware accelerator when N is 1024 points. Because our FFT hardware accelerator has
two FFT-PEs, its M is 2. From TABLE 2.5, we can see that our solution has a little bigger normalized area than [95] but achieves the smallest normalized energy of
6.15, because the process shrink leads to lower voltage and higher clock frequency
results in faster execution, both contributing to the reduction of the normalized
energy.
Table 2.5: Comparison of FFT hardware cost when N = 1024
Ours
ref[92]¬
ref[95]
Process (nm)
45
90
65
Voltage (V )
0.9
1.3
1
Stream Number
2
2
2
Area (mm2 )
2.4
–
4.6
Power (mW )
91.3
38.56
172.38
Execution Time (µs)
1.38
73.15
2.81
Normalized Area
120
–
110.24
Normalized Energy
6.15
66.01
19.14
¬ ref[92] does not provide the area information.

2.4

Related Work

Few previous researches used the microcoded approach to address the DSM issues
in multiprocessor systems. The Alewife machine [100] from MIT addresses the
problem of providing a single addressing space with integrated message passing
mechanism. This is a dedicated hardware solution, and does not support virtual
memory. Similar to our programmable controller, both the Stanford FLASH [101]
and the Wisconsin Typhoon [102] use a programmable co-processor (the MAGIC
in the FLASH, the NP in the Typhoon) to support flexible cache coherence policy
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and communication protocol. However, both machines were developed not for onchip network based multi-core systems. The MAGIC only hosts one programmable
coprocessor handling requests from the processor, the network and the I/O. The
NP also uses one programmable coprocessor to deal with requests from the network
and the CPU. If two or more requests come concurrently, only one can compete
to be handled while the others have to be delayed, resulting in contention delay.
Our DMC hosts two mini-processors to enable two concurrent processing of requests
from the processor and the network, eliminating this overhead. Introducing another
processor is non-trivial because we also need to address the synchronization due to
possible simultaneous access requests to the same region in the local memory. Furthermore, the MAGIC and the NP organize memory banks to form a cache-coherent
shared memory. Memory accesses are handled by the programmable coprocessor to
hit the right memory banks in local or remote nodes. However, this causes larger
processing time, compared with dedicated hardware solutions. It also forces the
local processor to spend more time even on the data only used by itself. In our
memory organization, the memory is partitioned into a private part and a shared
part. The private memory accesses are fast since they bypass the miniprocessors
so as to improve the performance. The SMTp [103] exploits SMT in conjunction
with a standard integrated memory controller to enable a coherence protocol thread
used to support DSM multiprocessors. The protocol programmability is offered by
a system thread context rather than an extra programmable coprocessor. It utilizes
the main processor’s resources, while our DMC is a synergistic processing module
to alleviate the burden of the main processor.
Regarding memory organization and partitioning, prior research work mainly
considers partitioning algorithm [104, 105, 106, 107, 108] and methodology [109,
110, 111, 112, 113] in terms of two aspects: performance and power/area efficiency.
In [114], Strobel et al. explored low power memory allocation and mapping for areaconstrained systems-on-chips. They proposed a mathematical model to optimize
on-chip memory configurations for minimal power. In [112], Xue et al. explored a
proactive resource partitioning scheme for parallel applications simultaneously exercising the same MPSoC system. His work combines memory partitioning and processor partitioning and reveals that both are very important to obtain best system
performance. In [107], Srinivasan et al. presented a genetic algorithm based search
mechanism to determine a system’s configuration on energy-efficient memory and
bus. Both Xue and Srinivasan addressed memory partitioning in combination with
other factors, e.g., processors and buses. In [110], Mai et al. proposed a functionbased memory partitioning method. Based on pre-analysis of application programs,
his method partitions memories according to data access frequency. Different from
Strobel’s, Xue’s, Srinivasan’s and Mai’s work, we consider memory organization
and partitioning according to data property of real applications running on multicore NoCs. In [108], Macii et al. presented an approach, called address clustering,
for increasing the locality of a given memory access profile, and thus improving the
efficiency of partitioning and the performance of system. We improve the system
performance by partitioning the DSM space into two parts: private and shared, for
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the sake of speeding up frequent physical accesses as well as maintaining a global
virtual space. In [106], Ozturk et al. also considered private memory and shared
memory and addressed problems of multi-level on-chip memory hierarchy design in
the context of embedded chip multiprocessors by a proposed Integer Linear Programing (ILP) solution. He only uses private memory as the first-level memory in
his memory hierarchy design and does not take DSM into account. In [113], Suh et
al. presented a general partitioning scheme that can be applied to set-associative
caches. His method collects the cache miss characteristics of processes/threads at
runtime so that partition sizes are varied dynamically to reduce the total number of
misses. We also adopt the runtime adjustment policy, but we address partitioning
the DSM space dynamically according to the data property when the system is running, for the sake of eliminating the V2P address translation overhead of accessing
private data. In [115], Qiu et al. also considered optimizing the V2P address translation in a DSM based multiprocessor system. However, the basic idea of his work
is to move the address translation closer to memory so that the TLBs (Translation
Lookaside Buffers: supporting translation from virtual address to physical address)
do not have consistency problems and can scale well with both the memory size and
the number of processors. We address reducing the total V2P address translation
overhead of the system by ensuring physical accesses on private data.

2.5

Summary

With the rapid development of integrated circuit technology, a number of on-chip
memory resources are integrated on a single chip. On-chip memory resources are
mainly categorized into two types: general-purpose memories and special-purpose
memories. General-purpose memories act as a general shared data pool feeding various on-chip processing resources such as processor cores, accelerators, peripherals,
etc. Special-purpose memories are devised to exploit application-specific memory
access patterns efficiently. In a many-core processor, one major way of optimizing
its memory performance is to construct a suitable and efficient memory organization. The chapter have studied the efficient memory organization of general-purpose
memories and special-purpose memories.
• Aiming at the general-purpose memory organization, Section 2.1 envisions
that it’s essential to support DSM in NoC-based many-core processors because a lot of legacy software require a shared memory programming model
that provides a single shared address space and transparent communication.
Therefore, a microcoded controller is proposed as a central hardware engine
for managing DSM in NoC-based many-core processors. The controller is programmable and the support for DSM functions is implemented in microcode.
The operation of the controller is triggered by requests from local and remote
cores. In particular, it features two mini-processors in order to be able to serve
requests from local and remote requests at the same time. Besides its architecture, we detail its operation mechanism and give examples. Our experiments
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on uniform and hotspot workloads suggest that the overhead of the controller
may become insignificant as the system size increases and the communication
delay becomes dominating the system performance. Our experiments on application workloads show that our NoC-based many-core processors (with the
controller in each node) achieves good performance speedup with the increase
of the system size. Moreover, the synthesis results show the controller runs
up to 455 MHz and consumes 51k gates in a 130 nm technology. Therefore,
we can conclude that the DMC is a viable approach providing an integrated,
modular and flexible solution for addressing the DSM issues in NoC-based
many-core processors.
• Based on the work of Section 2.1, Section 2.2 has introduced the hybrid DSM
with the static and dynamic partitioning techniques in order to improve the
system performance by reducing the total V2P address translation overhead
of the entire program execution. The philosophy of our hybrid DSM is to provide fast memory accesses for private data using physical addressing as well
as to maintain a global memory space for shared data using virtual addressing. The static partitioning eliminates the V2P address translation overhead
of those data that are always private during the program execution. The dynamic partitioning supports changing the hybrid DSM as parallel programs
are running. Although the dynamic partitioning incurs time overhead of reconfiguring the boundary address, it eliminates the V2P address translation
overhead for private data accesses and thus can improve the system performance. In the experiments with three applications (matrix multiplication, 2D
FFT, and H.264/AVC encoding), compared with the conventional DSM, our
techniques show the performance improvement up to 37.89%.
• In Section 2.3, we turn to propose a special-purpose memory organization,
named MultiBank Data Memory (MBDM), tailored for FFT application.
We first analyze the data access patterns of FFT and propose an optimized
Cooley-Tukey FFT algorithm based on matrix transposition. Based on this
algorithm, a FFT hardware accelerator supporting FFT computation with
a wide size range from small size (2 ∼ 210 points) to large size (210 ∼ 220
points) is designed. The MBDM is included in the FFT hardware accelerator. Its structure is detailed and the block matrix transposition on it is
described, in order to improve the FFT computational efficiency. Comparative experiments show that, with the special MBDM structure and its block
matrix transposition, the FFT hardware accelerator achieves at most 18.89x
speedups in comparison to two software-only solutions and two hardwarededicated solutions.

Chapter 3

Fair Shared Memory Access
This chapter summarizes our researches on fair shared memory access in 3D NoCbased many-core processors. Section 1.2.2 details the motivation. Our researches
contains two parts: on-chip memory access fairness [Paper 4] and round-trip DRAM
access fairness [Paper 5].

3.1

Problem Description

As shown in Figure 1.12, because processor cores and memories reside in different
locations (center, corner, edge, etc.) of different layers in 3D NoC-based many-core
processors, memory accesses behave differently due to their different communication
distances. For instance, the up left corner node in the top layer accesses the shared
memory in its neighboring node in 2 hops for a round-trip memory read, but it
takes 16 hops over the network if it reads a data in the shared memory of the
bottom right corner node in the bottom layer. The latency difference results in
unfair memory access and some memory accesses with very high latencies, thus
negatively affecting the system performance.
Similar with the on-chip memories, DRAM accesses also behave differently due
to their different communication distances. For instance, in Figure 1.12, Node A and
B access the DRAM via DRAM interface C. Node B only takes 2 hops for a roundtrip DRAM access to get a DRAM data back because it is a neighbor of DRAM
interface C. However, Node A has to take 8 hops for its round-trip DRAM access
since it is far away from DRAM interface C. Hence, Node A and B have different
DRAM access performance. As the network size increases, a large increased number
of DRAM accesses worsen the network contention, so the latency gap of different
DRAM accesses becomes larger. This unfair DRAM access phenomenon leads to
high-latency DRAM accesses, becoming the performance bottleneck of the system.
Therefore, we are motivated to study on shared memory access fairness in 3D
NoC-based many-core processors through narrowing the round-trip latency difference of memory accesses as well as reducing the maximum latency.
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3.2
3.2.1

On-chip Memory Access Fairness
Basic Idea

An entire memory access is a round-trip one containing two parts: memory request
(read or write) in the forward trip and memory response (read data or write acknowledgment) in the return trip, so the performance of a memory access includes
that of the two parts. We envision that, to achieve the goal of memory access
fairness, it is better to consider the total routing latency of the round trip of a
memory access as the base to prioritize the memory accesses when they contend in
the routers (i.e., the memory access with longer round-trip routing latency gains
the link successfully and goes first), because the round-trip routing latency represents the full performance of a memory access and the two parts should not be
considered separately.
X
Y

Z

Figure 3.1: A short motivation example: two memory accesses traverse and contend.
Let us take Figure 3.1 as an example. Figure 3.1 shows a 4×4×3 3D mesh NoC,
which is packet-switched, performs deterministic DOR1 X-Y-Z routing and takes
one cycle for one hop. In the figure, Node A starts a memory access to the shared
memory in Node B, which contains two parts: the memory request from Node A
1 and the memory response from Node B to Node A (the
to Node B (the red line O)
2
blue line O).
Meanwhile, a memory access is started from Node C to the shared
memory in Node D, which contains two parts: the memory request from Node D
3 and the memory response from Node C to Node D (the
to Node C (the red line O)
4
1 and O
3 contend at router R for the
blue line O).
Assume that memory request O
3 occupies the link successfully, therefore
downstream link and memory request O
1 has to wait one cycle in router R due to its failure. Finally,
memory request O
memory access (A-B) takes 6 cycles2 for its forward trip and 5 cycles for its return
1 Dimension-Ordered

Routing
calculation simplicity, only the time elapsed in the network rather than in the node is
considered in the example.
2 For
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trip, thus 11 cycles in total, while memory access (C-D) takes 6 cycles for its round
trip. The average latency of the two memory accesses is 8.5 cycles, and both the
two memory accesses deviate from the average latency by 2.5 cycles. Actually, when
at router R, memory access (A-B) has taken 1 cycles and memory access (C-D) has
used 2 cycles. Although the elapsed time of memory access (A-B) is less than that
of memory access (C-D), the former’s total time is bigger than the latter’s. If the
total time (round-trip routing latency) is used as the base for arbitration, memory
1 obtains the link of router R successfully. Therefore, memory access (Arequest O
B) takes 10 cycles, while memory access (C-D) takes 7 cycles with 1-cycle waiting
time at router R. Although the average latency is still 8.5 cycles, the deviation of
both memory accesses from the average latency becomes smaller to be 1.5 cycle.
Thus, the difference of the two memory accesses is narrowed and the memory access
fairness is achieved. Figure 3.1 is an intrinsic case describing our motivation and
idea. As we know, when a memory access is being routed in the network, the past
routing time is known but the future routing time is unknown, so the round-trip
latency (equaling the past routing time plus the future routing time) is needed to
be predicted. The next section describes our router design supporting round-trip
routing latency prediction of memory accesses in detail.

3.2.2

Router Design Supporting Fair Memory Access

The communication infrastructure in our target architecture is a packet-switched
3D mesh network with deterministic DOR X-Y-Z routing, thus preventing cyclic
dependencies and avoiding network deadlock. Memory access fairness is supported
in routers during the transmission of memory access packets in the network.
Figure 3.2 a) shows the microarchitecture of our router, which is a state-of-theart packet-switched credit-based Virtual Channel (VC) [66] router. It is enhanced
by supporting round-trip routing latency prediction implemented in the Switch
Allocator (SA) module. Two virtual channels (VC1 for memory request packets
and VC2 for memory response packets) are used to break deadlocks induced by the
dependency of memory requests and memory responses. The router is designed as
a typical microarchitecture with 5 logical stage pipeline [67], as shown in Figure
3.2 b). A packet (its type can be “memory request” or “memory response”), upon
arriving at an input port, is first written into the input buffer according to its input
VC in the Buffer Write (BW) pipeline stage. In the next stage, the routing logic
performs Route Computation (RC) to determine the output port for the packet.
The packet then arbitrates for a VC corresponding to its output port in the VC
Allocation (VA) stage. Upon successful allocation of a VC, the packet proceeds to
the Switch Allocation (SA) stage where it arbitrates for the switch input and output
ports. On winning the output port, the packet is then read from the input buffer
and proceeds to the Switch Traversal (ST) stage, where it traverses the crossbar to
be sent over the physical link finally. To accelerate the packet transmission speed
over the router, a mechanism called “Pipeline bypassing” [67] is adopted. The BW,
RC, VA and SA stages are combined and performed in the first stage which is
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Figure 3.2: Router structure supporting memory access fairness: a) a packetswitched credit-based virtual channel router supporting round-trip routing latency
prediction; b) pipeline stages in baseline and pipeline bypassing

named the “setup stage” where the crossbar is set up for packet traversal in the
next cycle while simultaneously allocating a free VC corresponding to the desired
output port. Therefore, moving one hop takes 1 clock cycle in our NoC. If there
is a port conflict in the switch allocation between the packets in the two VCs, the
packet with the higher priority is prioritized over the other. To support memory
access fairness, we use the round-trip routing latencies of memory accesses as the
prioritization base, since considering the forward trip and the return trip of an
memory as a whole is more reasonable. The packet with longer round-trip routing
latency has higher priority to go through the router. When the packet is traversing
in the network, how much time will be taken in its future routing path is not known
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exactly but can be estimated. The next describes how to predict the round-trip
routing latency of a memory access.

3.2.3

Predicting Round-trip Routing Latency

A round-trip memory access contains two parts: memory request (read or write)
in the forward trip and memory response (read data or write acknowledgment) in
the return trip, so its appearance is a memory request packet in the first “memory
request” phase of its transmission and a memory response packet in the second
“memory response” phase of its transmission. The round-trip routing latency (notated as L) of a memory access can calculated by Formula (3.1).
L = (DLp + W Lp ) + (DLf + W Lf )

(3.1)

The part in the first parentheses is the time that a memory access has consumed during its past transmission, which contains DLp and W Lp representing the
distance latency3 and the waiting latency4 in the past transmission respectively.
The part in the second parentheses is the time of the remaining transmission of a
memory access, which includes DLf and W Lf representing the distance latency
and the waiting latency in the future transmission respectively. Because our network adopts the deterministic DOR X-Y-Z routing strategy, DLf is deterministic.
Therefore, Formula (3.1) is refined as:
L = DLt + W Lp + W Lf

(3.2)

where DLt is the total round-trip distance latency that is equal to DLp plus DLf .
To predict the round-trip routing latency, we need to calculate DLt , W Lp , and
W Lf .
(i) Calculating DLt
DLt is known in the deterministic routing network and can be calculated by
Formula (3.3) according to the coordinates of the source and the destination.
DLt = 2 · (|Xsrc − Xdst | + |Ysrc − Ydst | + |Zsrc − Zdst |)

(3.3)

where Xsrc ,Ysrc , and Zsrc are the X, Y, and Z coordinates of the source, and Xdst ,
Ydst , and Zdst are the X, Y, and Z coordinates of the destination. They can be
extracted from the packet (see Figure 3.3).
(ii) Obtaining W Lp
W Lp is obtained from the “waiting latency (WL)” field in the packet. Figure
3.3 illustrates the packet format. When a memory access starts, “WL” is initialized
as zero in its memory request packet. The initial value of “WL” in its memory
3 Distance latency is the transmission time of a packet without any contention, which is determined by the hop count and the clock cycles per hop. It is also called non-contention latency.
4 Waiting latency is the time consumed by a packet when it has to wait in the buffer due to
its failure of winning the arbitration. It is also called contention latency.
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Valid srcX srcY dstX dstY dstZ

dstZ

WT
(Waiting Latency)

VC
id

Type

Payload

1

READ

Read Address

1

WRITE Write Address + Write Data

2

RDATA

Read Data

2

WACK

Write Acknowledgement

Figure 3.3: Packet format of memory access

response packet is equal to the “WL” value of its memory request packet at the
time when it reaches the destination shared memory. “WL” is incremented by 1
per clock cycle when the memory request packet or the memory response packet is
blocked in the buffer due to the arbitration failure.
(iii) Estimating W Lf
W Lf represents the possible waiting latency of a memory access in its future
transmission. To estimate W Lf , we propose to use the number of the occupied
items of the related input buffers in the downstream routers along the remaining
routing path of a memory access. For instance, when a packet (notated as A)
is going to its 1st downstream router (notated as R) through the inport whose
input buffer has 2 packets (the first and the second are notated as B1 and B2
respectively), it will have to wait 1 hop (1 cycle in our design) for the departure of
packet B2 until it passes through router R, since packet B1 leaves router R at the
same time when packet A enters router R. Therefore, the future waiting time of
packet A in its 1st downstream router R is considered to be 2. W Lf is estimated
to be the sum of the count of the occupied items of the related input buffers in
all downstream routers along the remaining routing path. Two steps are used to
estimate W Lf as follows:
1. The list (notated as R) of the downstream routers in the remaining routing
path is obtained according to the packet’s source and destination coordinates.
2. W Lf is calculated by Formula (3.4).
W Lf =

X

F W L (R)

(3.4)

R∈R

where F W L(R) is the function of calculating the future waiting latency in the
downstream router R and shown in Formula (3.5).

F W L(R) =

ηR − δR , when ηR > δR
0,
when ηR 6 δR

(3.5)

3.2. ON-CHIP MEMORY ACCESS FAIRNESS

79

where δR is the hop count from the current router to the downstream router R and
ηR is the number of the occupied items of the related input buffer in the downstream
router R.
The two-step prediction method above considers the potential waiting latency
due to the Head-of-Line (HoL) blocking induced by the packets that have existed
in the input buffers in the remaining routing path. It does not predict the possible
waiting latency due to the resource contention with other packets because the arrival time of other packets is undetermined and contention is hard to be described
properly and estimated accurately.

3.2.4
3.2.4.1

Experiments and Results
Experimental Setup

We implemented a cycle-accurate homogenous many-core NoC simulator in Verilog,
as shown in Figure 3.1. The simulator models the processor cores, the shared memories and the NoC. The NoC has a 3D mesh topology and its size is configurable.
The router is designed as described in Section 3.2.2. To evaluate the performance of
our proposal, uniform synthetic traffic patterns are considered. The random traffic
represents the most generic case, where each processor core sends in-order memory
accesses to the shared memories distributed in all nodes with a uniform probability.
The target memories are selected randomly. In experiments, each processor core
begins to generate 10,000 memory requests (read or write) to randomly selected
destination shared memories when an experiment starts, and an experiment finishes after all processor cores receive their related 10,000 memory responses (read
data or write acknowledgment). All of the experiments are performed with a variety of network sizes and packet injection rates. For performance comparison, we
take the classic widely used round-robin arbitration as the counterpart and evaluate
maximum latency (M L) and latency standard deviation (LSD) that are defined
by Formula (3.6) and (3.7) respectively:
M L = max({L1 , L2 , · · · , LN })
v
!
u
N
N
u1 X
1 X
2
t
(Li − AL)
AL =
Li
LSD =
N i=1
N i=1

(3.6)

(3.7)

where N is the total number of memory accesses and Li is the round-trip routing
latency of the memory access with the id of i.
3.2.4.2

Performance Evaluation

Figure 3.4 and 3.5 respectively plot maximum latency and latency standard deviation under different network sizes and packet injection rates. The percentages in
the figures indicate the performance improvement of our approach in comparison
to the round-robin arbitration. From these figures, we can see that:
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Figure 3.4: Comparison of maximum latency between round-robin arbitration and
our approach under varied network sizes and packet injection rates
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Figure 3.5: Comparison of latency standard deviation between round-robin arbitration and our approach under varied network sizes and packet injection rates
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• Compared with the classic round-robin arbitration, our approach can have
lower maximum latency and latency standard deviation, thus making the
latencies of memory accesses more balanced and achieving the goal of memory
access fairness.
• As the network size is scaled up and the packet injection rates increases,
our approach can basically gain more performance improvement in terms of
maximum latency and latency standard deviation, meaning that, under largescale network size with a large number of memory accesses, the classic roundrobin arbitration has large latency gap of different memory accesses and our
approach can balance the latencies of memory accesses well. For instance,
under the network size of 8×8×4 and the packet injection rate of 1.0, in
comparison to the round-robin arbitration, the maximum latency and the
latency standard deviation are improved by 80% and 45% respectively, which
are the maximum performance improvement we obtain in the experiments.

Figure 3.6: Comparison of memory access latency dispersion between round-robin
arbitration and our approach under varied packet injection rates in 4×4×4 network
To further evaluate the memory access fairness, we collect the number of memory
accesses with different round-trip routing latencies. Figure 3.6 exhibits the latency
dispersion of memory accesses. From the figure, we can see that:
• Our approach reduces the number of memory accesses with high latencies in
comparison to the classic round-robin arbitration.
• Because the total number of memory accesses are the same in both our approach and the classic round-robin arbitration, our approach increases the
number of memory accesses with low latencies.
Therefore, our approach makes the latency dispersion curve be narrower and higher
so that the memory access fairness is achieved.
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3.3
3.3.1

Round-trip DRAM Access Fairness
Preliminaries
tRCD

RP

CL

Figure 3.7: DRAM structure
Figure 3.7 illustrates a typical 3D structure of DRAM. The memory array of
DRAM is divided into several banks (typically 4 or 8 banks). Each bank is a 2D
memory array consisting of rows and columns and can be accessed independently.
Basic commands to access DRAM are activation (ACT), read/write (RD/WR),
and precharge (PRE). DRAM access typically takes three steps.
• Firstly, as the arrow denoted with ‘(A)’ shows in Figure 3.7, an ACT command
is issued with a bank address (BA), a row address (RA), and a set of control
signals including RAS (row access strobe), so as to select the target bank
and row. The selected row (typically, 2KB data) is fetched to the row buffer
related to the selected bank. It takes a latency of tRCD to complete an ACT
command.
• Secondly, as the arrow denoted with ‘(B)’ shows in Figure 3.7, a RD/WR
command is issued with a bank address (BA), a column address (CA), and
a set of control signals including CAS (column access strobe). The RD/WR
command is executed on the active row buffer to access (read or write) the
desired data. After either read latency called column access strobe (CAS)
latency (CL) or write latency (W L), the desired data are loaded from or
stored into DRAM.
• Thirdly, as the arrow denoted with ‘(C)’ shows in Figure 3.7, a PRE command
is executed to deactivate the active row buffer. It incurs a latency of tRP to
move data in the row buffer to its corresponding bank of the row buffer.
Another row from the same bank can be activated only after the previously
open row is precharged.
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Table 3.1: DRAM timing parameters [116]
Parameter
CL
WL
tRCD
tCCD
tRP
tW R
N bk

Description
CAS latency
write latency
RAS to CAS delay
CAS to CAS delay
Row Precharge time
Write Recovery time
Number of Banks

400MHz
3 cycles
2 cycles
3 cycles
2 cycles
3 cycles
3 cycles

DDR II SDRAM
533MHz
667MHz
4 cycles
4 cycles
3 cycles
3 cycles
4 cycles
4 cycles
2 cycles
2 cycles
4 cycles
4 cycles
4 cycles
5 cycles
8

800MHz
6 cycles
5 cycles
6 cycles
2 cycles
6 cycles
6 cycles

Table 3.1 shows the main DRAM timing parameters used in our study, which
is from [116]. If the clock rate in DDR II SDRAM is faster, the more clock cycles
are required to complete DRAM operations. For example, DDR II SDRAM with
the clock frequency of 800MHz spends 6 clock cycles activating a bank.

3.3.2

Latency Modeling and Fairness Analysis of Round-trip
DRAM Access

The factors leading to DRAM access latency gap are discussed by modeling the
latency of a round-trip DRAM access. Then, DRAM access fairness is analyzed in
detail through experiments so as to guide the design in Section 3.3.4.
3.3.2.1

Round-trip Latency Model

In 3D NoC-based many-core processors, DRAM accesses are originated from Last
Level Cache (LLC). In Figure 1.12, if L2 cache is enabled, it is the LLC. Otherwise,
L1 instruction/data caches are the LLCs. When a DRAM access is sent by the
LLC to the DRAM, it first traverses through the network to a DRAM interface.
After scheduled in the DRAM interface, it is forwarded to the DRAM. Finally,
the response is returned to the LLC via the DRAM interface and the network.
Therefore, an entire DRAM access contains two parts: a DRAM request in the
forward trip from the LLC to the DRAM and a DRAM response in the return trip
from the DRAM to the LLC. The round-trip latency (notated as Ttotal ) of a DRAM
access can be calculated by Formula (3.8).
Ttotal = TN oC + TDRAM = (Treq + Tres ) + TDRAM

(3.8)

where TN oC is the network latency and TDRAM is the handling time in the DRAM
interface and the DRAM. TN oC consists of two parts: Treq is the network latency
in the forward trip and Tres is the network latency in the return trip.
In a wormhole routing network, the distance (non-contention) latency of a packet
contains two parts [117]: the transmission delay of the head flit and the latency of
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the successive transmission of the subsequent flits, as shown in Formula (3.9). Γ1P
is the latency of a packet traversing in the network. hi,j is the hop count from node
i to node j. tc is the time when a flit goes through a router without contention. L
is the packet length. b is the link bandwidth.
 
L
(3.9)
Γ1P = hi,j · tc +
b
To consider the network contention, tw is defined to represent the waiting (contention) latency of the head flit of a packet in a router. Hence, Formula (3.9) is
refined as Formula (3.10):
 
L
(3.10)
Γ1P = hi,j · (tc + tw ) +
b
Therefore, we can get:



Lreq
Treq = hi,j · (tc + twreq ) +
b


Lres
Tres = hj,i · (tc + twres ) +
b

(3.11)

(3.12)

where twreq is the waiting latency of a DRAM request, twres is the waiting latency
of a DRAM response, Lreq is the packet length of a DRAM request, and Lres
is the packet length of a DRAM response. Deterministic DOR X-Y-Z routing is
performed, so hi,j = hj,i .
In Formula (3.8), TDRAM is mainly composed of two parts [118]: Tstall and
Texecution , as shown in Formula (3.13). Tstall is the stall time due to the DRAM
bandwidth limitation. That is to say, when multiple DRAM accesses are scheduled
in the DRAM interface, some DRAM accesses with low priority have to wait until
the DRAM accesses with high priority are served by the DRAM. Texecution is the
intrinsic latency of the DRAM itself, when the DRAM responds to a DRAM access.
TDRAM = Tstall + Texecution

(3.13)

By introducing Formula (3.11), (3.12) and (3.13), Formula (3.8) is refined as
Formula (3.14):
Ttotal =hi,j · (2 · tc + twreq + twres )+

 

Lres
Lreq
+
+ Tstall + Texecution
b
b

(3.14)

For a concrete network, tc , Lreq , and Lres are constant. According to DRAM
operations and parameters [116], the deviation range of Texecution is relatively small.
In 3D NoC-based many-core processors, the network size is large, a large number
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of DRAM accesses are generated, and hence the network contention is worsened, so
the deviation ranges of hi,j and tw become large to be the main factors of enlarging
the TN oC gap and hence the Ttotal gap of different DRAM accesses. Therefore,
in Section 3.3.4, we address adjusting Tstall in the DRAM interface according to
TN oC , in order to reduce the gap of Ttotal of different DRAM accesses.
In the next, we perform experiments to further discuss the DRAM access fairness
in 3D NoC-based many-core processors.
3.3.2.2

Experimental Setup

Based on the cycle-accurate FT-MATRIX simulator mentioned in [97], we developed a 3D NoC-based many-core simulator according to the architecture shown in
Figure 1.12. The simulator models processor nodes, DRAM interfaces, a 3D mesh
NoC, and a DRAM. The NoC has a 3D mesh topology and its size is configurable.
In the experiments, the main NoC parameters in Table 3.2 and the DRAM timing
parameters under 800MHz in Table 3.1 are used.
Table 3.2: 3D NoC parameters
Parameter
Network topology
Network size
DRAM interface
Router
VC count
VC buffer depth
Routing policy
Packet size

Description
3D mesh
4×4×3, 6×6×3
Diamond placement in the third processor layer [119]
Virtual Channel [66], credit-based, wormhole, Pipeline bypassing [67]
2. One for DRAM request, the other for DRAM response
4 flits
Deterministic DOR X-Y-Z routing
DRAM request: 2 flits; DRAM response: 8 flits

The simulator contains three layers of processor nodes. As the main central
memory to feed all processor nodes, the DRAM becomes the hot area of data
access. Therefore, the simulator adopts two main techniques to alleviate the data
contention.
1. The third processor layer contains multiple DRAM interfaces connected to
the DRAM in order to provide concurrent DRAM access support, and the
DRAM interfaces are placed in a diamond shape shown in Figure 3.8 so as to
alleviate the network contention around them [120][119].
2. Low address interleaving technique, by which consecutive addresses are mapped
to different DRAM interfaces, is employed [119], so the consecutive address
accesses of a processor node do not target the same DRAM interface and
hence further mitigate the network contention near the DRAM interfaces
since processor nodes usually read or write a consecutive memory range.
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Figure 3.8: Diamond placement of DRAM interfaces in the third processor layer

Synthetic experiments are performed to analyze the DRAM access fairness.
Because low address interleaving technique is adopted, a processor node usually
accesses the DRAM through the DRAM interfaces in turn when it reads or writes a
consecutive memory range [119]. Therefore, uniform traffic pattern is considered in
the experiments to represent the most generic cases when workloads run in the 3D
NoC-based many-core processor with the low address interleaving technique. For
random traffic pattern, each processor node sends DRAM accesses to the DRAM
interfaces with a uniform probability. The target DRAM interfaces are selected
sequentially. An experiment is in the warmup phase where each processor node
generates 10,000 DRAM accesses in order to make the network stable. Then, the
experiment goes into the measurement phase where each processor node goes on
generating 10,000 DRAM accesses. The round-trip latencies of the DRAM accesses
generated in the measurement phase are measured. Finally, the experiment enters the drain phase. The drain phase is finished until the round-trip latencies
of all DRAM accesses generated in the measurement phase are measured. In the
experiments, network size and packet injection rate are varied.
3.3.2.3

Performance Metrics

Maximum latency (M L) and latency standard deviation (LSD) (defined by Formula (3.15) and (3.16)) are as the performance metrics to analyze the DRAM access
fairness. Both units are clock cycle.
M L = max({Ttotal1 , Ttotal2 , · · · , TtotalN })
v
u
N
u1 X
2
LSD = t
(Ttotali − AL)
N i=1

N
1 X
AL =
Ttotali
N i=1

(3.15)

!
(3.16)
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where N is the total number of DRAM accesses and Ttotali is the round-trip latency
of the DRAM access with the id of i.
3.3.2.4

Analysis
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Figure 3.9: Analysis of DRAM access fairness: (a) maximum latency (M L) and
(b) latency standard deviation (LSD) in 4×4×3 and 6×6×3 networks
Figure 3.9 shows the experimental results in terms of M L and LSD of roundtrip DRAM accesses under 4×4×3 and 6×6×3 networks. In Figure 3.9 (a), the
percentages are the ratio of the network latency (TN oC ) in the total round-trip
latency (Ttotal ). From the figure, we can observe that:
1. Under the same network size, as the packet injection rate increases, both of
M L and LSD increase, before the DRAM interfaces are overloaded (packet injection rates < 2.5%). This is because more DRAM accesses are concurrently
routed to the DRAM through the DRAM interfaces. Because the number of
DRAM interfaces are limited (e.g., there are 8 DRAM interfaces in 4×4×3
network and 12 DRAM interfaces in 6×6×3 network), the DRAM interfaces
are overloaded fastly, and M L and LSD increase quickly to be their saturation values (For instance, in 6×6×3 network, around 1400 for M L and 110
for LSD). Therefore, the increase of the packet injection rate enlarges the
round-trip latency gap of DRAM accesses and results in some DRAM accesses
with large latencies, thus worsening the DRAM access fairness performance.
2. When the network size is scaled up, M L and LSD also increase due to the
same reason that more DRAM accesses are generated. Because larger network
brings longer communication distance and more concurrent DRAM accesses,
M L and LSD in 6×6×3 network are bigger than that in 4×4×3 network.
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Therefore, in a larger network, the DRAM access fairness problem becomes
serious because the existence of DRAM accesses with high latencies can degrade the overall system performance.
3. In Figure 3.9 (a), the increase of M L illustrates that the DRAM accesses
with high latencies are generated. The DRAM access performance of a processor node is limited by its generated DRAM accesses with high latencies.
Therefore, in Figure 3.9 (b), the increase of LSD illustrates that the gap of
the time in that some nodes accomplish their DRAM accesses becomes larger
and makes the performance of processor nodes are more different.
4. The percentages in Figure 3.9 (a) show that, as the network size and the
packet injection rate increase, the network latency dominates the round-trip
DRAM access latency5 and becomes the main factor causing the increased
maximum latency and the enlarged gap of round-trip DRAM latencies. It
gives us a guide that the network latency should be paid more attentions
to in DRAM access scheduling. For a DRAM access, its network latency
contains two parts (the latency in the forward routing trip and the latency in
the return routing trip) that need to be considered as a whole.

3.3.3

Network Latency Prediction of Round-trip DRAM Access

To achieve fair DRAM access so as to improve the overall system performance, we
propose to perform fair DRAM access scheduling based on the network latency prediction of round-trip DRAM accesses in DRAM interfaces. The round-trip DRAM
access latency (Ttotal ) containing the network latency (TN oC ) is used as the basis
for DRAM access arbitration in DRAM interfaces (see Section 3.3.4 for detail).
The network latency of a round-trip DRAM access is equal to the time of its
DRAM request routing from source to destination in the forward trip plus the time
of the corresponding DRAM response routing back to source from destination in the
return trip. When DRAM accesses are scheduled in DRAM interfaces, the network
latencies in their return trips are not known exactly but can be estimated. The
next describes how to predict the network latency of a round-trip DRAM access.
According to the models in Section 3.3.2.1, the network latency of a round-trip
DRAM access (TN oC ) is calculated by Formula (3.17):


TN oC = hi,j · (2 · tc + twreq

Lreq
+ twres ) +
b





Lres
+
b


(3.17)

(I) tc , Lreq , Lres , and b
For a given 3D network, tc , Lreq , Lres , and b are constant.
(II) Calculating hi,j
5 Because the buffer depth is limited in DRAM interfaces, most of DRAM requests are buffered
and wait in the network. Therefore, their waiting time is included in the network latency.
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Figure 3.10: Head flit of DRAM access

hi,j can be calculated according to different routing algorithms. Routing algorithms are generally divided into three classes: deterministic, oblivious and adaptive
[121].
• For deterministic routing, the path from source to destination is deterministic, so that hi,j can be calculated according to the hop count function as
described in Formula (3.18). For different source and destination coordinates,
H(Xi , Yi , Zi , Xj , Yj , Zj ) outputs its corresponding path length in the unit of
hop count.
hi,j = H(Xi , Yi , Zi , Xj , Yj , Zj )
(3.18)
where Xi , Yi , and Zi are the coordinates of the source, and Xj , Yj , and Zj
are the coordinates of the destination.
• For oblivious and adaptive routing, packets traverse different paths from
source to destination, so hi,j is different for different transfers. To calculate hi,j , a “hop count (HC)” field is added in packet. When a packet is sent
from its source, “HC” is initialized as zero and is incremented by 1 each time
the packet goes through a router. When the packet reaches its destination, its
“HC” value is just hi,j of this transfer between the source and the destination.
In our following design and analysis, deterministic DOR X-Y-Z routing is adopted,
which is a commonly adopted routing algorithm due to its simplicity and deadlock
freedom. Therefore, Formula (3.18) has its concrete form as described in Formula
(3.19). The coordinates can be extracted from the head flit (see Figure 3.10).
hi,j = |Xi − Xj | + |Yi − Yj | + |Zi − Zj |

(3.19)

(III) Obtaining twreq
twreq is the waiting latency of a DRAM request, which can be known when the
DRAM request is routed to the DRAM interface. In our 3D network, the head flit
contains the “waiting latency (WL)” field to store the waiting latency of a DRAM
request, as shown in Figure 3.10. When a DRAM access starts, “WL” is initialized
as zero in its DRAM request packet. “WL” is incremented by one per clock cycle
when the DRAM request packet is blocked in the VC buffer due to the arbitration
failure.
(IV) Estimating twres
twres represents the possible waiting latency of a DRAM response in its future
transmission. To estimate twres , we propose to use the number of the occupied
items of the related input buffers in the downstream routers along the routing path
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Figure 3.11: Two examples of estimating twres : (a) the 1st downstream router R1
has 2 buffered flits, and (b) the 2nd downstream router R2 has 3 buffered flits

of a DRAM response. Figure 3.11 illustrates two examples to explain the proposal,
which contains a DRAM interface, its 1st downstream router (notated as R1) and
its 2nd downstream router (notated as R2).
• In Figure 3.11 (a), at Cycle t, the head flit of a DRAM response (notated as
A) is going to router R1 through the inport whose input buffer has already
had 2 flits (the first and the second are notated as B1 and B2 respectively).
Flit A will have to wait 1 hop (1 clock cycle in our design) for the departure
of flit B2 until it passes through router R1, because flit B1 leaves router R1
at the same time when flit A enters router R1 at Cycle t + 1. Therefore, the
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future waiting time of flit A in its 1st downstream router R1 is considered to
be 1 (= 2 - 1), and the total time of flit A goes from the DRAM interface to
router R2 is 3.
• Figure 3.11 (b) shows another example that the input buffer of the 2nd downstream router R2 has already had 3 flits at Cycle t. At Cycle t+1, when flit
A enters router R1, flit C1 leaves router R2. At Cycle t+2, when flit A enters
router R2, flit C2 leaves router R2. Flit A will have to wait 1 hop for the
departure of flit C3 until it passes through router R2. Therefore, the future
waiting time of flit A in its 1st downstream router R1 is considered to be 0 (=
1 - 1), its future waiting time in its 2nd downstream router R2 is considered
to be 1 (= 3 - 2), and the total time of flit A goes from the DRAM interface
to its 3rd downstream router (not drawn in the figure) is 4.
twres is estimated to be the sum of the occupied item count of the related input
buffers in all downstream routers along the remaining routing path. Two steps are
used to estimate twres as follows:
1. The list (notated as R) of the downstream routers in the remaining routing
path is obtained according to the packet’s source and destination coordinates.
2. twres is calculated by Formula (3.20).
twres =

X

F W L (R)

(3.20)

R∈R

where F W L(R) is the function of calculating the future waiting latency of the head
flit in the downstream router R and shown in Formula (3.21).

ηR − δR , when ηR > δR
F W L(R) =
(3.21)
0, when ηR 6 δR
where δR is the hop count from the current router to the downstream router R and
ηR is the number of the occupied items of the related input buffer in the downstream
router R.
The two-step prediction method above considers the potential waiting latency
due to the Head-of-Line (HoL) blocking induced by the flits that have existed in the
input buffers in the remaining routing path. It does not predict the possible waiting
latency caused by the resource contention with other flits, because the arrival time
of other flits is undetermined and contention is hard to be described properly and
estimated accurately.
The two-step prediction method is generic and can be simplified in its concrete
implementation. From Formula (3.21), we can see that the flit will not wait in
the downstream router R if the number of flits in the related input buffer in the
downstream router R is less than or equal to the hop count between the current
router and the downstream router R. Therefore, the first step can be simplified
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Figure 3.12: (a) Pseudocode of estimating twres : (b) DRAM interface D only
collects the buffer depth information of its neighboring processor nodes in the circle
(The nodes in other layers are not drawn)

to get the nearest 3 downstream routers in the remaining routing path, because
the depth of the input buffer in our router is 4. For instance, as shown in Figure
3.12, DRAM interface D only collects the buffer depth information of its neighboring processor nodes P0 - P9 in the circle (The nodes in other layers are not
drawn). The hop counts between DRAM interface D and P0 - P9 are less than
4. Figure 3.12 shows the pseudocode of estimating twres in a DRAM interface.
According to the X, Y, and Z coordinates of the DRAM interface and the destination of the packet, DownstreamRouterExist() judges whether the downstream
router exists, while GetDownstreamRouter() gets the downstream router. In its
hardware implementation, DownstreamRouterExist() and GetDownstreamRouter()
are simply implemented by connecting the credit signals6 (notated as ϕR ) of the
downstream routers to the DRAM interface. ϕR is used to compute ηR (= 4 - ϕR ),
so no additional wires are required.

3.3.4
3.3.4.1

DRAM Interface Supporting Fair DRAM Scheduling
DRAM Interface Design

Figure 3.13 shows the structure of DRAM interface with Ttotal -based fair DRAM
scheduling. The DRAM interface is connected with a router and a DRAM as
shown in the figure. Its Receiver takes DRAM access requests from the router.
The requests are stored in the request buffer. The source X/Y/Z coordinates, the
target X/Y/Z coordinates, and the waiting latency are extracted from each request’s
6 Credits

keep track of the number of buffers available at the next hop [121].
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head flit. Then, the network latency predictor is responsible for calculating each
request’s Ttotal , according to Formula (3.8) and step (I) - (IV) in Section 3.3.3.
To achieve the goal of fair DRAM access, Ttotal is used as the basis to decide
the arbitration for DRAM accesses. The DRAM access experiencing the highest
Ttotal is expedited when multiple DRAM accesses contend. In concrete design, as
shown in Figure 3.13, the fair scheduler adopts a two-step scheduling policy:
1. “Bank Interleaving”. Firstly, the requests are categorized according to their
target bank. The fair scheduler checks the FSM (Finite State Machine) status
of the bank targeted by each request. If a request’s target bank is being
accessed, it is labeled as ‘low’ priority. Otherwise, it has ‘high’ priority. This
step is to improve the DRAM access performance itself by avoiding bank
conflict. Continuously accessing one bank with different row addresses is
called bank conflict, which requires a lot of clock cycles, since a bank activated
by the former request should get idle and then active for the latter request
again.
2. “Ttotal -based prioritization”. Secondly, after step 1, if there are one or more
requests with ‘high’ priority, their Ttotal is the basis to prioritize them. The
request with ‘high’ priority and the largest Ttotal is selected. If all requests
have ‘low’ priority, all requests are prioritized according their Ttotal . The
request with the largest Ttotal is selected.
After a request is selected from the request buffer, the fair scheduler generates
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corresponding DRAM commands for row activation, column access for read or write,
precharge, etc. The generated DRAM commands are usually stored in the command
buffer and issued to PHY (physical layer interface) at their scheduled cycles. PHY
is typically a “hard” physical module containing internal PLL and high-speed IO,
in order to avoid timing closure problems and provide a high-quality high-speed
signal interface to DRAM [122].
3.3.4.2

Fair DRAM Scheduling Example

Figure 3.14 shows an example of how the proposed Ttotal -based fair scheduling works
and compares it with the traditional FCFS scheduling policy and the scheduling
policies proposed by reference [123] and [124]. Reference [123] only considers the
history latency of a DRAM access, which equals the network latency from the
source processor node to the target DRAM Interface plus the waiting latency in
the target DRAM interface, to do the arbitration, while reference [124] considers
the future latency of a DRAM access and its mechanism uses the network congestion information on the return trip of a DRAM access to do the arbitration. The
traditional FCFS policy does not support “Bank Interleaving”, but [123], [124], and
our work all use “Bank Interleaving” as the basic scheduling technique to improve
the DRAM efficiency.
In the examples, we assume that there are 4 DRAM access requests with the
burst length of 8 in the request buffer as shown in Figure 3.13. The request name,
for instance, “Bank0Row0_B_?”, means that the request is issued by processor
node B (see Figure 1.12) and targets DRAM bank 0’s row 0. Processor node
B issues “Bank0Row0_B_1” targeting DRAM bank 0’s row 0 at cycle 1 and
“Bank1Row0_B_2” targeting DRAM bank 1’s row 0 at cycle 3. Processor node A
issues “Bank0Row1_A_1” and “Bank0Row2_A_2” at cycle 2 and 4 respectively,
and both will access DRAM bank 0 but different rows. After traversing through
the network, “Bank0Row0_B_1”, “Bank0Row1_A_1”, “Bank1Row0_B_2”, and
“Bank0Row2_A_2” successively arrive at the DRAM interface at cycle 5, 6, 7, and
8 respectively. The circled number in front of the request names indicates the order
of their arrivals. The DRAM interface is assumed to be busy serving other requests
before cycle 8, so it begins to handle these four DRAM access requests at cycle 8.
In Figure 3.14, T1 and T2 respectively represent the distance latency and the
waiting latency in the forward trip, while T3 and T4 respectively represent the
distance latency and the waiting latency in the return trip. T1 + T2 = Treq , T3
+ T4 = Tres (Treq and Tres are defined in Formula (3.8)). As shown in Figure
1.12, since processor node A is 4 hops away from the DRAM interface, T1 and
T3 of “Bank0Row1_A_1” and “¯Bank0Row2_A_2” are 4 (1 hop is assumed to
take 1 clock cycle). T1 and T3 of “¬Bank0Row0_B_1” and “®Bank1Row0_B_2”
are 1, because their source processor node B is only 1 hop away from the DRAM
interface. We assume that the traffic around processor node B is busy and paths
around processor node A are idle, so, in the examples, we assume that T2 and T4 of
“¬Bank0Row0_B_1” and “®Bank1Row0_B_2” are 3 and 1 respectively, and T2
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and T4 of “Bank0Row1_A_1” and “¯Bank0Row2_A_2” are both 0. Without
the loss of generality, we assume that tRCD , tRP , and CL of DRAM are all 4 clock
cycles, so Texecution of DRAM is 12 clock cycles (= tRCD + tRP + CL).
Figure 3.14 (a) illustrates the FCFS scheduling result. The FCFS scheduling
policy selects one of the requests according to their arrival order and then generates their DRAM commands. Because “¬Bank0Row0_B_1” firstly comes, so it is
served firstly. After 12 cycles, its 8 data are returned. Because “Bank0Row1_A_1”
and “¬Bank0Row0_B_1” access the same bank but different rows, bank conflict
happens and the opened row 0 should be precharged before row 1 is activated.
Therefore, “Bank0Row1_A_1” has to wait for being served until the 8 data of
“¬Bank0Row 0_B_1” are returned. Because both “®Bank1Row0_B_2”, “¯Bank
0Row2_A_2” have different bank target with its previous request, their operations
are also executed sequentially. Therefore, after the four requests are handled by
the DRAM interface and returned to their source nodes, “¬Bank0Row0_B_1”,
“®Bank1Row0_B_2”, “Bank0Row1_A_1”, and “¯Bank0Row2 _A_2” respectively take 21, 34, 43, and 56 for their round trips. The final scheduling sequence is
¬ →  → ® → ¯. According to Formula (3.15) and (3.16), the maximum latency
(M L) is 56 and the latency standard deviation (LSD) is 12.78.
Figure 3.14 (b) illustrates the DRAM scheduling result of reference [123]. Reference [123] uses the history latency (notated as Thistory here, and Thistory = T1 +
T2 + Tstall ) to prioritize DRAM access requests. At cycle 8 when the DRAM
interface begins to handle the four requests, Thistory of “¬Bank0Row0_B_1”,
“Bank0Row1_A_1”, “®Bank1Row0_B_2”, and “¯Bank0Row2_A_2” are 7, 6,
5, and 4 clock cycles, respectively. Therefore, “¬Bank0Row0_B_1” obtains the
DRAM service successfully and the other three requests have to wait. Because
reference [123] adopts “Bank Interleaving”, after the target row of “¬Bank0Row
0_B_1” is activated, i.e., its activation command (see “¬ACT” in Figure 3.14
(b)) is executed, “®Bank1Row0_B_2” is selected out of the request buffer to access the DRAM at cycle 12, although Thistory of “®Bank1Row0_B_2” is not the
largest but will not cause the bank conflict. Because “Bank0Row1_A_1” and
“¯Bank0Row2_A_2” access the same bank with “¬Bank0Row0_B _1”, they have
to be served sequentially after “¬Bank0Row0_B_1” reads out its data. Therefore,
the final scheduling sequence is ¬ → ® →  → ¯. Because the DRAM efficiency
is improved by “Bank Interleaving”, M L is reduced to be 44 and LSD is reduced
to be 9.23.
Figure 3.14 (c) illustrates the DRAM scheduling result of reference [124]. Reference [124] do the arbitration according to the future latency (notated as Tf uture
here, and Tf uture = T3 + T4 ). When the DRAM interface prioritize the four requests
at cycle 8, Tf uture of “¬Bank0Row0_B_1”, “Bank0Row1_A_1”, “®Bank1Row0
_B_2”, and “¯Bank0Row2_A_2” are 2, 4, 2, and 4 clock cycles, respectively. Although “Bank0Row1_A_1” and “¯Bank0Row2_A_2” have the same Tf uture ,
“Bank0Row1_A_1” is served firstly because it is sent out early by processor
node A. “Bank Interleaving” makes “®Bank1Row0_B_2” to access the DRAM at
cycle 12. Due to bank conflict, after the row buffer hit by “Bank0Row1_A_1” is
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deactivated, i.e., its PRE command (see “PRE” in Figure 3.14 (c)) is executed,
“¬Bank0Row0_B_1” and “¯Bank0Row2_A_2” can be served. Because Tf uture
(=4) of “¯Bank0Row2_A_2” is bigger than Tf uture (=2) of “¬Bank0Row0_B_1”,
“¯Bank0Row2_A_2” accesses the DRAM at cycle 20, earlier than “¬Bank0Row0_
B_1” served at cycle 32. Finally, the scheduling sequence is  → ® → ¯ → ¬.
Compared with reference [123], M L increases to be 45, and LSD keeps unchanged,
i.e., is still 9.23.
Figure 3.14 (d) illustrates the proposed Ttotal -based fair DRAM scheduling result (here, Ttotal = T1 + T2 + Tstall + Texecution + T3 + T4 ). To achieve the purpose
of fair DRAM scheduling and improve the DRAM access performance, the Ttotal based fair DRAM scheduling adopts “Bank Interleaving” and “Ttotal -based prioritization”. Therefore, when prioritizing the four requests in the request buffer at cycle
8, in the first step, the four requests are labeled as ‘high’ priority since their target
bank 0 and 1 are both idle. In the second step, Ttotal of “¬Bank0Row0_B_1”,
“Bank0Row1_A_1”, “®Bank1Row0_B_2”, and “¯Bank0Row2_A_2” are 21,
22, 19, and 20 clock cycles, respectively, so “Bank0Row1_A_1” is firstly selected out to access the DRAM. After the target row of “Bank0Row1_A_1” is
activated (see “ACT” in Figure 3.14 (d)), the Ttotal -fair DRAM scheduling policy goes to perform its 2nd round scheduling at cycle 12. In the first step, since
bank 0’s row 1 is activated, “¬Bank0Row0_B_1” and “¯Bank0Row2_A_2” is
labeled as ‘low’ priority while “®Bank1Row0_B_2” is labeled as ‘high’ priority.
Therefore, in the second step, “®Bank1Row0_B_2” is selected out to access the
DRAM, although its Ttotal is not the largest but will not cause the bank conflict.
In the first step of the 3rd round scheduling, because bank 0’s row 1 is opened but
“¬Bank0Row0_B_1” targets bank 0’s row 0 and “¯Bank0Row2_A_2” targets
bank 0’s row 2, both of them are labeled as ‘low’ priority. So, in the second step,
“¬Bank0Row0_B_1” with the larger Ttotal is selected out and its DRAM commands will not sent to DRAM until Bank0Row1_A_1”’s target row (i.e., bank 0’s
row 1) is precharged (deactivated). In the final round scheduling, the DRAM commands of “¯Bank0Row2_A_2” are sent to the DRAM after “¬Bank0Row0_B_1”
is finished. Hence, the scheduling sequence is  → ® → ¬ → ¯, M L is 44, and
LSD is 8.90.
Compared with the FCFS policy and the scheduling policies proposed by reference [123] and [124], our proposal has the minimal M L and LSD. It can narrow
the latency difference of DRAM accesses and keep the minimal maximum latency,
thus achieving fairer DRAM scheduling.

3.3.5

Performance Evaluation

Both synthetic and application experiments are carried out to evaluate the performance of our method. The simulation platform is introduced in Section 3.3.2.2.
For performance comparison, the traditional FCFS policy and the two scheduling
policies proposed by reference [123] and [124] are taken as the counterparts.
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3.3.5.1

Synthetic Workloads

The synthetic experimental setup is introduced in Section 3.3.2.2. Figure 3.15 plots
the maximum latency (M L) under different network sizes and packet injection rates.
The percentages above bars represent the performance improvement of our proposal
over the counterparts. We can observe that:
• Compared with FCFS, [124] and [123] can reduce M L to some extent. Because our proposal considers the history latency and the future latency of a
round-trip DRAM access as a whole, it reduces M L further. The overall sys-
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tem performance is limited by M L. Our proposal has the lowest M L, which
can be regarded as that it can avoid DRAM accesses with high latencies as
much as possible, so as to finally improve the overall system performance.
• When the DRAM interfaces are overloaded (packet injection rate > 3.5% in
4×4×2 network, packet injection rate > 2.5% in 4×4×3 network, and packet
injection rate > 1.5% in 6×6×3 network), because the increased number
of concurrent DRAM accesses worsen the network contention, FCFS easily
results in DRAM accesses with high latencies. [124] and [123] can alleviate
the phenomenon that there are lots of DRAM accesses with high latencies.
Compared with them, our method takes the forward trip latency and the
return trip latency as a whole when scheduling the DRAM accesses, so as
to make the scheduling fairer than FCFS, [124] and [123], thus having the
smallest M L. Compared with FCFS, our proposal reduces M L by around
11%; compared with [124] and [123], M L is reduced by around 4%.
• When packet injection rate < 3.5% in 4×4×2 network, packet injection rate
< 2.5% in 4×4×3 network and < 1.5% in 6×6×3 network, DRAM interfaces
are not overloaded and DRAM accesses can be scheduled timely. Therefore,
DRAM accesses with large latencies are not generated, and FCFS, [124], [123],
and ours achieve the similar M L.
• As the network size increases, the network becomes overloaded at smaller
packet injection rate. Our solution outperforms FCFS, [124] and [123] in the
overloaded network with high-latency DRAM accesses, thus being suitable to
larger networks.
Figure 3.16 plots the latency standard deviation (LSD) under different network
sizes and packet injection rates. We can observe that:
• Compared with FCFS, [124] and [123], our method has the lowest LSD.
Because the latencies are more close to the mean, our method makes the
latencies of DRAM accesses more balanced, thus achieving the goal of fair
DRAM access.
• When the DRAM interfaces are not overloaded, the DRAM accesses can
be scheduled timely, and no DRAM accesses with high latencies come out.
Therefore, FCFS, [124], [123], and ours have low and similar LSD.
• When the DRAM interfaces are overloaded, [124] and [123] can reduce the
number of DRAM accesses with high latencies to some extent, so they have
better LSD than FCFS. Compared with [124] and [123], our method reduces
LSD further, showing that our method schedules the DRAM accesses more
fairly. In the experiments, compared with FCFS, our proposal reduces LSD
by around 5%; compared with [124] and [123], LSD is reduced by around 2%.
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• The scaling up of the network size leads to a lot of DRAM accesses and some
with high latencies, so the network is easy to saturate and our proposal better
plays its advantage.
3.3.5.2
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Two applications (Block Matching Algorithm in Motion Estimation (BMA-ME),
and 2D radix-2 FFT) are used to further evaluate the performance of our proposal.
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Figure 3.17: Application experiments: (a) execution time of each processor node
when BMA-ME runs in 4×4×2 network; (b) speedups of BMA-ME and 2D FFT
in 4×4×2, 4×4×3, and 6×6×3 networks.

In H.264/AVC standard [86], BMA-ME aims at looking for the best matching
block with the best motion vector in a reference frame. To parallelize BMA-ME,
we uniformly assign candidate reference blocks into each processor node so that
each processor node almost has the same workload. 2D FFT performs 1D FFT
of all rows firstly and then does 1D FFT of all columns. In the experiments, we
uniformly assign row-FFTs and column-FFTs into each processor node.
Figure 3.17 (a) shows the execution time of each processor node when BMA-ME
runs in 4×4×2 network (The DRAM interfaces are placed in a diamond shape as
shown in Figure 3.8, so there are 24 processor nodes). Although some nodes’
execution time of our method is bigger than that of FCFS (e.g., Node(3,2,2),
Node(2,2,2)), our method reduces the maximum execution time and narrows the
gap of each node’s execution time so that the entire BMA-ME performance is improved by 8.3% in comparison to FCFS.
Figure 3.17 (b) and Figure 3.17 (c) respectively show the speedups of BMA-ME
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Table 3.3: Comparison of hardware cost among FCFS, ref[124], ref[123], and ours
FCFS
ref[124]
ref[123]
Ours
Maximum Frequency (M Hz) : Actual Working Frequency (M Hz)
Interface
1255 : 400
1109 : 400
1168 : 400
1021 : 400
Area (µm2 )
Interface
2257819.75 (0.42%)
2264318.05 (0.13%)
2263212.84 (0.18%)
2267352.63
-PHY
1937561.63
1937561.63
1937561.63
1937561.63
-Logic
320258.12 (2.98%)
326756.42 (0.93%)
325651.21 (1.27%)
329791.00
Power Consumption (mW )
Interface
197.03 (0.52%)
197.67 (0.19%)
197.53 (0.27%)
198.06
-PHY
164.83
164.83
164.83
164.83
-Logic
32.20 (3.20%)
32.84 (1.17%)
32.70 (1.61%)
33.23

and 2D FFT in 4×4×2 (24 processor nodes), 4×4×3 (40 processor nodes), and
6×6×3 (96 processor nodes) networks. The execution time of FCFS in 4×4×2 network is normalized as 1 and as the speedup baseline. In comparison to FCFS, as
the network size increases, our method improves the BMA-ME speedup by 8.3%,
7.9%, and 7.4%, and the 2D FFT speedup by 6.5%, 6.2%, and 5.9%, respectively.
Compared with [124] and [123], the improvement of the DMA-ME speedup is 4.3%2.9%, while the improvement of the 2D FFT speedup is 3.2%-2%. Because larger
network size leads to longer synchronization time among more processor nodes, the
speedup improvement decreases. Since 2D FFT is computation-intensive, computation takes a larger proportion in the execution time than memory access. Therefore,
the speedup improvement of 2D FFT is less than that of BMA-ME.
3.3.5.3

Hardware Cost

Based on the silicon-proven DDR II Interface IP [122] from Synopsys company,
we implemented the scheduling policies of FCFS, [124], [123], and our proposal.
The DDR clock frequency is 800MHz and the DDR data width is 32-bit. In the
design, the inner data width between the DRAM interface and the network and
in the DRAM Interface is 128-bit. For comparison, FCFS, [124], [123], and our
proposal use the request/data/command buffers with the same width and depth.
The DRAM Interface was synthesized by Synopsys Design Compiler under TSMC
28nm process. As a part of the DRAM Interface, the PHY module is a “hard” macro
block simply included in synthesis. Table 3.3 summarizes the synthesis results in
terms of frequency, area, and power consumption. The percentages in parentheses
are the cost percentages increased by our method. We can see that:
• All policies can work beyond 1GHz. Our proposal has the smallest maximum
frequency (1021MHz), because it is more complex than FCFS, [124], and
[123]. However, 400MHz is enough for the DRAM Interface in actual work to
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meet the DDR bandwidth requirement7 .
• Compared with FCFS, [124], and [123], our proposal increases the area of the
Logic part (buffers and scheduler) of the DRAM Interface by 2.98%, 0.93%,
and 1.27%. However, since the PHY area dominates the DRAM Interface, the
whole area of the DRAM Interface is only increased by very small percentage
(0.42%, 0.13%, and 0.18%).
• Power consumption results have the same trend with the area. The total
power consumption of the DRAM Interface is only increased by less than
0.6%.

3.4

Related Work

For memory access fairness, prior work first studied it in the context of computer
systems [125], then some literatures turned their eyes to the chip and studied the
fairness of memory access to off-chip SDRAM, because the off-chip SDRAM has
high capacity and serves a large number of memory accesses so that it is a hotspot
(high congestion) region with possible heavy contention and the latencies of memory
accesses may be so different. Usually, the fairness of memory access to the off-chip
SDRAM is studied in two aspects: balancing the SDRAM access performance in
on-chip routers [126][127][128] or the memory interface to the off-chip SDRAM
[129][124][130][131]. For the first aspect, memory requests are scheduled during
their transmission in on-chip networks in order to avoid large congestion near the
SDRAM interface so that the memory access latency would be more balanced. For
example, in [126] and [127], Jang and Pan presented a memory-aware NoC router
that performs switch arbitration considering the memory access latency of packets
contending for the same output port. The router performs fair memory access
scheduling. In [128], Pimpalkhute et al. proposed a holistic solution for scheduling
on-chip cache packets and off-chip SDRAM packets in the network to optimize
the overall system performance. They balance the latency performance between
on-chip packets and off-chip SDRAM packets. For the second aspect, In [129],
targeting chip multiprocessors, Mutlu et al. presented a memory access scheduling
mechanism in the SDRAM interface, which uses the stall time of memory access
requests in the SDRAM interface as the arbitration base in order to balance the ratio
of memory access latency between shared and alone cases among cores. However,
they did not take the impact of network on latency into account. According to
NoC-based multicores, some literatures utilized the on-chip network information to
perform fair scheduling of the memory requests in the SDRAM interface so as to
achieve the memory access fairness. For instance, in [124] and [130], Daneshtalab
et al. proposed to prioritize requests in SDRAM memory interfaces according to
the congestion information such that requests from less-congested regions prioritize
7 The DDR data rate is 32-bit × 800MHz × 2 = 51200 Mbps. The actual working frequency
of the DRAM Interface is 51200 Mbps / 128-bit = 400MHz.
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over the other requests. The definition and the concrete implementation of their
congestion information are different. Kees Goossens’s research group proposed
a reconfigurable real-time SDRAM Controller coupling any existing TDM NoC
[132, 133, 134], which is specialized for mixed time-criticality systems and aims at
power reduction rather than fairness performance. In [131], Zhang et al. proposed a
fair memory access scheduling mechanism via service curves theory to improve the
memory bandwidth and fairness. In [123], Sharifi et al. balanced the latencies of
memory accesses issued by an application in an execution phase. They prioritized
memory response messages such that, in a given period of time, messages of an
application that experience higher latencies than the average message latency of
that application are expedited. However, they divided a whole DRAM access into
two parts (memory request in the forward trip and memory response in the return
trip) and treated them separately. Their scheduling scheme only prioritizes the
memory response messages and balances the return trip latencies. Different from
them, we focus on DRAM access fairness in 3D NoC-based many-core processors
and our approach considers the forward trip latency and the return trip latency
of a DRAM access as a whole and the round-trip DRAM access latency is used to
prioritize DRAM accesses so as to achieve fair DRAM access, since considering the
entire round trip of a DRAM access is more reasonable. Besides, we systematically
analyze the DRAM access fairness by modeling and experiments in detail.

3.5

Summary

In 3D NoC-based many-core processors, because processor cores and memories
reside in different locations (center, corner, edge, etc.) of different layers, as the
network size is scaled up and the number of memory accesses increases largely,
the performance (latency) gap of different memory accesses becomes bigger. Some
memory accesses with very high latencies exist, thus negatively affecting the overall
system performance. This chapter has studied on-chip memory and DRAM access
fairness in 3D NoC-based many-core processors through narrowing the round-trip
latency difference of memory accesses as well as reducing the maximum memory
access latency.
• Section 3.2 has achieved the goal of on-chip memory access fairness by proposing to prioritize the memory access packets through predicting their roundtrip routing latencies. The communication distance and the number of the
occupied items in the input buffers in the remaining routing path are used to
predict the future possible waiting time of a memory access on-the-fly, which
is part of the round-trip routing latency. The predicted round-trip routing
latency is used as the base to arbitrate the memory access packets so that the
memory access with potential high latency can be transferred as early and fast
as possible, thus equalizing the memory access latencies as much as possible.
Experiments with varied network sizes and packet injection rates prove that
our approach can achieve the goal of memory access fairness and outperform
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the classic round-robin arbitration in terms of maximum latency and Latency
Standard Deviation (LSD). In the experiments, the maximum improvement
of the maximum latency and the LSD are 80% and 45% respectively.
• A 3D NoC-based many-core processor usually contain DRAM layers that provide processor layers with the last-level shared memory with large capacity
and high density. Since DRAM accesses of different processor nodes behave
differently due to their different communication distances, Section 3.3 has
studied the DRAM access fairness problem. Firstly, the latency of a roundtrip DRAM access is modeled and the factors causing DRAM access latency
difference are discussed in detail. Secondly, the DRAM access fairness is further quantitatively analyzed through experiments. Thirdly, we propose to predict the network latency of round-trip DRAM accesses and use the predicted
round-trip DRAM access time as the basis to prioritize the DRAM accesses
in DRAM interfaces so that the DRAM accesses with potential high latencies
can be transferred as early and fast as possible, thus achieving fair DRAM
access. Experiments with synthetic and application workloads validate that
our approach can achieve fair DRAM access and outperform the traditional
First-Come-First-Serve (FCFS) scheduling policy and the scheduling policies
proposed by reference [123] and [124] in terms of maximum latency, LSD, and
application speedup. In the experiments, the maximum improvement of the
maximum latency, LSD, and application speedup are 12.8%, 6.57%, and 8.3%
respectively. Besides, our proposal brings very small extra hardware overhead
(<0.6%) in comparison to the three counterparts.

Chapter 4

Efficient Many-core
Synchronization
This chapter summarizes our researches on efficient many-core synchronization.
Section 1.2.3 details the motivation. Our researches contains three parts: cooperative communication based master-slave synchronization [Paper 6], cooperative
communication based all-to-all synchronization [Paper 7], and multi-FPGA implementation of fast many-core synchronization [Paper 8].

4.1
4.1.1

Cooperative Communication Based Master-Slave
Synchronization
Problem Description

While NoC provides scalable bandwidth, it increases the communication distance
between communicating nodes. As a consequence, communication latency is negatively impacted due to longer path and possibly more contention. This brings
a performance challenge for parallelized programs, which rely on efficient barrier
synchronization to achieve high performance. Conventional approaches such as
master-slave [70], all-to-all [71], tree-based [70, 72], and butterfly [73] for addressing
the barrier synchronization problem have been algorithm oriented. In NoC-based
many-core processors, communication is on the critical path of system performance
and contended synchronization requests may cause large performance penalty.
Motivated by this, different from the algorithm-based approaches, this thesis
chooses another direction (i.e., exploiting efficient communication) to address the
barrier synchronization problem. Barrier synchronization typically involves two
kinds of collective communication [135, 136, 137], namely, gather for barrier acquire and multicast for barrier release. Gather communication is intuitively realized through individual unicasts from multiple sources to the destination. Multicast
techniques can be roughly classified into tree-based [138] and path-based [139] ap107
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proaches. Both approaches use a multi-destination header to indicate a multicast
packet’s multiple destinations. In this section, we propose the cooperative gather
and multicast communication as a means to achieve efficient and scalable barrier
synchronization. It is cooperative since all participating routers collaborate with
each other to accomplish a barrier synchronization task. With the cooperative
gather communication, multiple barrier acquire packets for the same barrier can be
merged into a single barrier acquire packet when they pass through a router. With
the cooperative multicast communication, barrier release packets are replicated at
intermediate nodes depending on the incoming ports that barrier acquire packets
went through before. Therefore, the multi-destination header is not required and
wiring cost is saved. Though different, our approach is orthogonal to the algorithmbased approaches. We combine it with the master-slave barrier synchronization
algorithm to show its effectiveness.

4.1.2

Mesh-based Many-core NoC

We consider a regular mesh architecture for our many-core system. Figure 4.1
(a) shows a 3×3 example. Each processing core, P, is connected to a router, R.
Routers are interconnected with bidirectional links. Due to its regularity, simplicity
and modularity, this mesh architecture has been a popular topological option for
NoC designs. The mesh network we used is packet-switched, performs dimensionorder XY routing, provides best-effort service and also guarantees in-order packet
delivery. Besides, moving one hop in the network takes one cycle. On the mesh,
we shall explore the cooperative communication with the master-slave barrier synchronization algorithm.

4.1.3

Cooperative Gather and Multicast

The idea of cooperative barrier gathering is to merge multiple barrier acquire packets from slave nodes into one barrier acquire packet at intermediate routers when
they traverse in the network. We exemplify this packet merging action. Figure 4.2
(a) shows a 4×4 mesh, on which node (2,2) is the master node and all others are
slave nodes, targeting the same barrier. At cycle t, all nodes send a barrier acquire
request encapsulated by a barrier acquire packet to the master node, as shown in
the left picture of Figure 4.2 (a). At cycle t+1, an intermediate node may receive
multiple barrier acquire packets. As they target the same barrier, these packets are
merged into a single packet. For instance, the barrier acquire packets from nodes
(1,3), (2,4) and (3,3) reach node (2,3) (see the left picture of Figure 4.2 (a)), and are
then merged into one packet (see the right picture of Figure 4.2 (a)). Such merging
action not only avoids serialization of packet transmission over shared links but also
reduces workload.
The idea of cooperative barrier multicasting is to replicate and distribute barrier
release packets to all nodes as fast as possible as well as to eliminate wiring cost of
multi-destination headers in conventional multicast techniques. At barrier acquire
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Figure 4.1: A 3×3 mesh NoC with routers enhanced by master-slave cooperative
communicators

stage of barrier synchronization, when barrier acquire packets pass through a router,
their incoming ports are recorded. Such incoming port information in all routers
constructs the multicast path for mutlicasting barrier release packets. At barrier
release stage, barrier release packets are routed and replicated deponing on the
recorded incoming port information. Hence, the multi-destination header is not
required and wiring recourses are saved. In our design, we use a set of Port Status
Registers (PRSs) (See Figure 4.1 (d)) to record barrier acquire packets’ incoming
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Figure 4.2: A cooperative gather and multicast example: (a) barrier acquire packet
merging and (b) barrier release packet multicasting

ports. For instance, when a barrier acquire packet aims for #1 barrier and goes into
a router via the east inport, the ‘E’ field of #1 PRS is set. Figure 4.2 (b) shows an
example of the multicasting action on the 4×4 mesh. For instance, the ‘L’ and ‘S’
fields of #0 PRS in router (3,2) were set. Therefore, when a barrier release packet
for #0 barrier comes from router (2,2) to router (3,2), it’s duplicated to generate
two copies. One is sent to the local node via the local outport and the other is sent
to router (4,2) via the south outport.

4.1.4

Cooperative Communicator

To realize the cooperative gather and multicast, the router is enhanced with a
Cooperative Communicator (CC), illustrated in Figure 4.1 (b). The CC consists of
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six functional units: five Acquire Mergers (AMs) (see Figure 4.1 (c)) for merging
barrier acquire packets and a Release Multicaster (RM) (see Figure 4.1 (d)) for
spreading barrier release packets.
For each outport, there is an AM. As shown in Figure 4.1 (c), the AM is responsible for checking incoming barrier acquire packets and those barrier acquire
packets that has been stored in the output buffer and merging the barrier acquire
packets that aim for the same barrier counter into one barrier acquire packet. Its
function contains three steps.
(1) The Classifier groups incoming barrier acquire packets into several groups according to their barrier IDs. As the router has 5 inports, up to 5 incoming
barrier acquire packets may target the same barrier. Incoming barrier acquire
packets are classified into up to 5 groups, since they may aim for 5 different
barriers, one group for one barrier.
(2) A Merger merges a group of barrier acquire packets into one barrier acquire
packet. It extracts all values in “ReqNum” field 1 of these packets, adds them
together, and puts the sum into the “ReqNum” field of the merged barrier
acquire packet.
(3) If in the output buffer there is a stored barrier acquire packet that has the
same barrier ID with the merged barrier acquire packet from the Merger, the
Buffer Maintainer adds the “ReqNum” of the merged barrier acquire packet
into that of the stored barrier acquire packet; if not, the Buffer Maintainer
puts the merged barrier acquire packet into the tail of the output buffer.
As depicted in Figure 4.1 (d), the RM is responsible for establishing the multicast path at barrier acquire stage and replicating and distributing barrier release
packets at barrier release stage.
• At barrier acquire stage, when a barrier acquire packet with barrier id comes
from port p (p ∈ {L, E, S, W, N }), the corresponding p field in the #id PRS is
set. After barrier acquiring, all PRSs in routers provide enough information
to construct the path for multicasting barrier release packets.
• At barrier release stage, when a barrier release packet is coming, to avoid
redundant packet duplication, the RM replicates and distributes the barrier
release packet depending on the recorded incoming port information in PRSs.
The Buffer Maintainer takes charge of putting the generated barrier release
packets into their corresponding output buffers. Meanwhile, the corresponding records are removed out of PRSs. There are 5 copiers, one for replicating
the barrier release packets from each port.
1 The

barrier acquire packet has a “ReqNum” field that denotes how many barrier acquire
requests are included in this packet. Initially, when a barrier acquire packet is issued by a node,
its “ReqNum” is equal to 1. This field is updated upon merging.
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Hardware Implementation

The CC design is synthesized by Synopsys Design Compiler under TSMC 65nm
process. It consumes 10.98k NAND gates (10 PRSs) and runs at 2.44 GHz (0.41
ns).

4.1.6
4.1.6.1

Experiments and Results
Experimental Setup

The purpose of experiments is to investigate the performance gain of our proposal
(master-slave algorithm with cooperative communication, denoted by MS+CC) in
both efficiency and scalability. Our approach is compared with the four algorithmbased mechanisms with unicast communication, namely, master-slave algorithm
with unicast (MS+Un), all-to-all algorithm with unicast (A2A+Un), tree-based
algorithm with unicast (Tree+Un), and butterfly algorithm with unicast (Butterfly+Un).
We constructed a RTL-level mesh-based many-core simulation platform as described in Section 4.1.2. The LEON3 processor [83] is used in each processor node.
Synthetic experiments and application benchmark are performed on the platform
with a variety of mesh (M × N ) sizes up to 256 nodes (M = N = 16). All nodes
participate in the barrier synchronization and the master node is a network center
(dM/2e, dN/2e), where dxe is the ceiling function. With the synthetic experiments,
we look into the completion time of barrier synchronization. With the application
benchmark, we look into the speedup with respect to the number of cores.
4.1.6.2

Synthetic Experiments

The network size is scaled up from 1×2 (2) to 16×16 (256), and all nodes participate
in the barrier synchronization. Node i sends a barrier acquire request after Di cycles
delay2 when an experiment starts, and an experiment finishes when the release
reaches all nodes. The completion time is measured from the starting till then.
Figure 4.3 plots the completion time of barrier synchronization versus the network
size. We can see that:
• For all network sizes, our approach (MS+CC) achieves minimal completion
time. Due to specialized gather and multicast communication, there is no
contention incurred in the network. As a consequence, the completion time
can be theoretically determined as (bM/2c + bN/2c + 2)×2+max{Di −Dj },
which matches the simulation results.
• As the network size increases, the completion time of MS+CC increases very
slowly, while that of A2A+Un and MS+Un increases quickly due to the serialization of barrier acquiring and releasing. A2A+Un shows better performance
2 In the experiments, we set a maximal delay: M axD. For node i, its delay D is a random
i
integer between 0 and M axD.
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Figure 4.3: Synthetic experiment results of master-slave barrier synchronization:
completion time versus network size

than MS+Un and Tree+Un for networks of small sizes, but it does not scale
well due to the quadratically increased number of packets (M N )2 .
• The completion time of Tree+Un increases slowly due to its alleviated network
contention. However, from 8 cores upward, Tree+Un is 3 to 4 times worse
than MS+CC respectively due to the increased non-contentional delay, since
the barrier synchronization event has to move up and down the entire logical
tree.
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Figure 4.4: Application experiment results of master-slave barrier synchronization:
speedup results of 1024-point 1D FFT

• Among algorithm-based schemes with unicast, Butterfly+Un shows the best
performance and scalability. Still, our MS+CC is outstanding. In the experiments, our MS+CC reduces the completion time of Butterfly+Un by 36% on
average.
4.1.6.3

Application Benchmark

A real application, namely, 1024-point 1D FFT, is mapped onto the meshes. Its
computational tasks are uniformly mapped onto all nodes. Depending on the mesh
size (M × N ), each node assumes J/M N tasks, where J is the total number of
tasks. J is 1024 and there are 9 (= log2 1024 − 1) times of barrier synchronization.
We investigate the application speedups with respect to the number of cores from
1 up to 256.
Figure 4.4 shows the speedup (Ωm )3 results, which exhibit the same performance trend as Figure 4.3 and clearly show the performance gain with MS+CC.
For instance, the MS+CC pushes the FFT speedup with 256 cores to 214.8. Note
that, due to overwhelming contention, A2A+Un’s speedup for 16×16 decreases.
For 16×16 case, compared with A2A+Un, MS+Un, Tree+Un, and Butterfly+Un,
the respective performance improvement is 67.99%, 30.38%, 15.22%, and 5.93% in
the total completion time. Since the application case has computation tasks besides synchronization tasks, the improvement is less than that from the synthetic
experiments.
3Ω
m = T1node /Tmnode , where T1node is the single node execution time as the baseline and
Tmnode is the execution time of m node(s).
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Cooperative Communication Based All-to-All
Synchronization
Problem Description

The all-to-all barrier synchronization algorithm takes a distributed solution. It assumes that each node keeps a local copy of the global barrier counter. Each barrier
acquire request is broadcasted to all nodes to increment their own local barrier counters. Each node is released locally when all nodes reach the local barrier. Although
this eliminates the barrier release overhead, but an increased number of broadcasted barrier acquire requests incur larger barrier acquire overhead. Therefore,
the all-to-all algorithm is only suitable to small-scale systems and its performance
becomes worse in large-scale systems whereas a large number of cores are involved.
This section also addresses the performance optimization of barrier synchronization in NoC-based many-core processors from the angle of exploiting its efficient
communication. We propose the cooperative communication, which is orthogonal
to the all-to-all barrier synchronization algorithm, in order to achieve efficient and
scalable all-to-all barrier synchronization in NoC-based many-core processors. It is
called “cooperative” since all routers collaborate with one another to accomplish a
fast all-to-all barrier synchronization task. The proposed cooperative communication is a kind of collective communication [140], which efficiently implements the
gather communication for barrier acquire requests. With the proposed cooperative
communication, multiple barrier acquire packets can be merged into a single barrier
acquire packet in a router if they aim for the same barrier and arrive at the router
simultaneously, thus resulting in significant reduction of network workload, which
shrinks the completion time.

4.2.2

Mesh-based Many-core NoC

Due to its regularity, simplicity and modularity, the mesh network has been a popular topological option for NoC designs. We consider a regular mesh architecture
for our mesh-based many-core platform. Figure 4.5 (a) shows a 3×3 example.
Each processing core, P, is connected to a router, R. Routers are interconnected
with bidirectional links. The mesh network we used is packet-switched, performs
dimension-order XY routing, provides best-effort service and also guarantees inorder packet delivery. Besides, moving one hop in the network takes one cycle.

4.2.3

Cooperative Communication

The idea of cooperative communication is to transfer barrier acquire packets to all
nodes as fast as possible by (1) distributing barrier acquire packets to all nodes
firstly along the east and west directions and secondly along the south and north
directions as well as (2) merging multiple barrier acquire packets that aim for the
same barrier into a single barrier acquire packet.
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Figure 4.5: A 3×3 mesh NoC with routers enhanced by all-to-all cooperative communicators

We exemplify this cooperative action. Figure 4.6 shows a 3×3 mesh where all
nodes aim for the same barrier. At cycle t (see Figure 4.6 (a)), all nodes send a
barrier acquire request encapsulated by a barrier acquire packet to other nodes.
At this time, the local barrier counter of each node is set to be ‘1’ by itself. At
cycle t+1 (see Figure 4.6 (b)), an intermediate node may receive multiple barrier
acquire packets. It firstly replicates and distributes them into different outports
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A barrier acquire packet with 2 barrier acquire requests that are
originally from node B and F.

Figure 4.6: A cooperative all-to-all barrier communication example

depending on their incoming ports. Then, for those barrier acquire packets to
the same outport, if they target the same barrier, they are merged into a single
barrier acquire packet. For instance, at cycle t, the three barrier acquire packets
(marked with “A,1”, “C,1” and “E,1”) from node A, C and E go into the west,
east and south port of router B, respectively. At cycle t+1, router B receives
these three packets. According to our replication algorithm in Section 4.2.4, in
router B, packet “A,1” is replicated to generate three packets: one is forwarded
to node B to increment the local barrier counter and the other two are forwarded
to the east and south outports respectively. Packet “C,1” is also replicated to
generate three packets: one to increment the counter in node B and the other
two to the west and south outports. Packet “E,1” only generates one packet to
increment node B’s barrier counter. Thus, as shown in Figure 4.6 (b), the local
barrier counter in node B is updated as 4. Since packet “A,1” and “C,1” both have
a copy to the south outport, the two copies are merged into one packet (marked
with “AC,2”) containing 2 barrier acquire requests. Further on, at cycle t+2, more
packets are merged and node E is first released since all barrier requests reach node
E’s local barrier. Then, node B, D, F and H are released at cycle t+3. At last, the
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barrier synchronization is completed after node A, C, G and I are released at cycle
t+4 (not drawn in the figure). In total, this process takes 5 cycles, transmitting
56(=24+18+10+4) packets. If unicast transmission is employed instead, it takes 16
cycles transmitting 144 packets (calculated in the experiment). Such cooperative
action not only avoids the serialization of packet transmission over shared links but
also reduces the workload.

4.2.4

Cooperative Communicator

To realize the cooperative communication, the router is enhanced with a Cooperative
Communicator (CC). As shown in Figure 4.5 (c), the CC consists of six functional
units: an Acquire Replicator (AR) and five Acquire Mergers (AMs).
As depicted in Figure 4.5 (c), the AR is responsible for replicating and distributing incoming barrier acquire packets to different outports. There are 5 copiers, one
for each inport. To avoid redundant packet replication, the AR replicates a barrier
acquire packet depending on the incoming direction of the barrier acquire packet.
To facilitate the explanation, we use notations: a(id, rn, in) represents a barrier
acquire packet with a barrier id, rn count of barrier acquire requests, and its incoming port in , which can be L (Local), N (North), S (South), E (East), and
W (West); notation r(id, rn, in, out) represents a replicated barrier acquire packet
with barrier id and rn count of barrier acquire requests from inport in to outport
out. The acquire replicating algorithm acts according to the following formulas.
Formula (4.1)-(4.5) correspond to the 5 copiers in Figure 4.5 (c) respectively. Depending on the incoming port, the algorithm replicates the barrier acquire packet
to different ports. Take Formula (4.1) as an example. When a router receives a
barrier acquire packet from the local port, it shall replicate four barrier acquire
packets to four directions: E, S, W and N , one for each.

r(idL , rnL , L, E)



r(idL , rnL , L, S)
a(idL , rnL , L) ⇒
(4.1)
r(id

L , rnL , L, W )


r(idL , rnL , L, N )

r(idE , rnE , E, L)



r(idE , rnE , E, S)
a(idE , rnE , E) ⇒
(4.2)
r(id

E , rnE , E, W )


r(idE , rnE , E, N )

r(idW , rnW , W, L)



r(idW , rnW , W, E)
a(idW , rnW , W ) ⇒
(4.3)

r(idW , rnW , W, S)


r(idW , rnW , W, N )

r(idS , rnS , S, L)
a(idS , rnS , S) ⇒
(4.4)
r(idS , rnS , S, N )
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a(idN , rnN , N ) ⇒

r(idN , rnN , N, L)
r(idN , rnN , N, S)
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(4.5)

For each outport, there is an AM. As shown in Figure 4.5 (c), the AM is responsible for checking replicated barrier acquire packets from the AR and those barrier
acquire packets that has been stored in the output buffer and then merging the
barrier acquire packets aiming for the same barrier counter into one barrier acquire
packet. Take the AM at the local outport as an example. Its function contains
three steps.
(1) The Classifier groups barrier acquire packets from the AR into several groups
according to their barrier id. As there are 4 inputs, up to 4 barrier acquire
packets may target the same barrier. Incoming barrier acquire packets may be
classified into up to 4 groups, since they may aim for 4 different barriers, one
group for one barrier.
(2) A Merger merges a group of barrier acquire packets into one barrier acquire
packet. It extracts all values in “ReqNum” field 4 of these packets, adds them
together, and puts the sum into the “ReqNum” field of the merged barrier
acquire packet.
(3) If in the output buffer there is a stored barrier acquire packet that has the
same barrier id with the merged barrier acquire packet from the Merger, the
Buffer Maintainer adds the “ReqNum” of the merged barrier acquire packet
into that of the stored barrier acquire packet; if not, the Buffer Maintainer
puts the merged barrier acquire packet into the tail of the output buffer.
To facilitate the explanation, notation m(id, rn, out) represents a merged barrier
acquire packet with barrier id and rn count of barrier acquire requests to outport
out. The acquire merging algorithm for the AM at local outport is sketched as the
following formulas. Formula (4.6)-(4.9) correspond to group 1-4 in Figure 4.5 (c)
respectively. Take Formula (4.7) as an example. Barrier acquire packets, which
have different id with the barrier acquire packet from the east inport to the local
outport and have the same id with the barrier acquire packet from the south inport
to the local outport, are merged into one barrier acquire packet , which is then
forwarded to the local outport of the router. The sum of their rn forms the rn in
the merged packet.

r(idE , rnE , E, L) 


X
r(idS , rnS , S, L)  i∈{E,S,W,N }
−−−−−−−−−→ m(idE ,
rni , L)
(4.6)
idi =idE
r(idW , rnW , W, L)



r(idN , rnN , N, L)
4 The

barrier acquire packet has a “ReqNum” field that denotes how many barrier acquire
requests are included in this packet. Initially, when a barrier acquire packet is issued by a node,
its “ReqNum” is equal to 1. This field is updated upon merging.
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r(idS , rnS , S, L) 
 i∈{S,W,N }
X
r(idW , rnW , W, L) −−−−−−−−−−−→ m(idS ,
rni , L)

 idi 6=idE ,idi =idS
r(idN , rnN , N, L)
)
X
r(idW , rnW , W, L) i∈{W,N },idi 6=idE
−−−−−−−−−−−→ m(idW ,
rni , L)
idi 6=idS ,idi =idW
r(idN , rnN , N, L)

(4.7)

(4.8)

idN 6=idE

r(idN , rnN , N ) −−−−−−−−−−−−→ m(idN , rnN , L)

(4.9)

idN 6=idS ,idN 6=idW
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Hardware Implementation
Total: 84 bits

Packet
Format

Barrier Acquire
Packet

Type

Source
Node ID

Destination
Node ID

Valid

Payload

3 bits

8 bits

8 bits

1 bit

64 bits

3 bits

8 bits

8 bits

1 bit

10 bits

16 bits

Valid

Barrier id

Barrier Condition

BACQ

16 bits

22 bits

Barrier ReqNum

Total used bits: 46 bits

Figure 4.7: Packet format of barrier acquire
Figure 4.7 gives the barrier acquire format. As it shows, the number of the used
bits of the barrier acquire packet is 46, while the number of the total bits of the
general packet is 84.
The CC design is synthesized in Synopsys Design Compiler under TSMC 65nm
process. Table 4.1 lists the logic synthesis results excluding the wire cost. For
comparison, the router synthesis result is also given in the table. Since the barrier
acquire packet only has 46 used bits and the CC is pure combinational logic, the
CC only consumes 4.67k NAND gates and can run at 1.79 GHz (0.56 ns). The
original router (Crossbar and Output Buffers) runs at 1.61 GHz (0.62 ns). When
integrated into our router, since the CC is in parallel with the Crossbar, it does not
degrade the router’s frequency.
Table 4.1: Synthesis results of the router with the CC
CC
Crossbar
Output Buffers
Note: The area of

Area
13444.32µm2 (4.67k NAND gates)
36288.22µm2 (12.60k NAND gates)
40670.59µm2 (13.12k NAND gates)
a NAND gate is 2.88 µm2 .

Frequency
1.79 GHz (0.56 ns)
1.61 GHz (0.62 ns)
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Experiments and Results
Experimental Setup

The purpose of experiments is to investigate the performance gain of our proposal
(all-to-all algorithm with cooperative communication, denoted by A2A+CC) in
both efficiency and scalability. We compare our approach with the four algorithmbased mechanisms with unicast communication , namely, all-to-all algorithm with
unicast (A2A+Un), master-slave algorithm with unicast (MS+Un), tree-based algorithm with unicast (Tree+Un), and butterfly algorithm with unicast (Butterfly+Un). We constructed a RTL-level mesh-based many-core simulation platform
as described in Section 4.2.2. Synthetic experiments and application benchmarks
are performed on the platform with a variety of mesh (M × N ) sizes up to 256
nodes (M = N = 16).
4.2.6.2

Synthetic Experiments

Case 1: The network size is varied and there is no other background
traffic.
In this set of experiments, we discuss the pure performance of barrier synchronization in NoC-based many-core processors. All nodes participate in the barrier
synchronization and there is no other background traffic. Node i sends a barrier
acquire request after Di cycles delay5 when an experiment starts, and an experiment finishes when the barrier release reaches all nodes. The completion time is
measured from the starting till then. Figure 4.8 plots the completion time versus
the network size. In the figure, M axD = 0 means that all nodes send barrier acquire requests at the same time. This setting is helpful to probe into the intrinsic
performance of different barrier synchronization algorithms. From Figure 4.8, we
can see that:
• For all network sizes, our approach (A2A+CC) achieves minimal completion
time. Due to specialized cooperative communication, there is no contention
in the network. Consequently, the completion time can be theoretically determined as M + N + max{Di − Dj }, which matches the simulation results.
• A2A+Un shows better performance than MS+Un, Tree+Un, and Butterfly+Un for networks of small sizes, but it does not scale well due to quadratically increased number of packets (M N )2 . With the help of our cooperative
communication, the all-to-all algorithm (see A2A+CC) becomes efficient and
scalable and its completion time increases very slowly as the network size is
scaled up.
• The completion time of Tree+Un also increases slowly due to its alleviated
network contention. However, from 8 cores upward, Tree+Un is 3 to 5 times
5 In the experiments, we set a maximal delay: M axD. For node i, its delay D is a random
i
integer between 0 and M axD.
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Figure 4.8: Synthetic experiment results of all-to-all barrier synchronization: completion time versus network size

worse than A2A+CC due to the increased non-contentional delay since the
barrier synchronization event has to move up and down the entire logical tree.
• Among algorithm-based schemes, Butterfly+Un shows the best performance
and scalability. Still, our A2A+CC is outstanding. For the experiments, our
A2A+CC reduces the completion time of Butterfly+Un by 47% on average.
Case 2: The network size is fixed and there exists other background
traffic.
In this set of experiments, we discuss the performance of barrier synchronization
when there are other packets traversing in the on-chip network. We consider three
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Figure 4.9: Synthetic experiment results of all-to-all barrier synchronization: completion time versus packet injection rate of non-barrier-synchronization packets

network sizes: 4×4, 8×8 and 16×16. When an experiment starts, all nodes generate
non-barrier-synchronization packets periodically to destination nodes, which are
selected randomly. When the network load becomes stable6 , all nodes send barrier
acquire requests and an experiment finishes when the barrier release reaches all
6 In the experiments, the network load is considered to be stable after the warmup phase when
each node has generated 1000 packets.
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nodes. The completion time is measured from the starting till then. Figure 4.9 plots
the completion time versus the packet injection rate of non-barrier-synchronization
packets under the network size of 4×4, 8×8 and 16×16, respectively. We can see
that:
• When the network load is not heavy, e.g., in Figure 4.9 (Network Size: 8×8),
the packet injection rate of non-barrier-synchronization packets is from 0.0
to 0.4, the influence of other network traffic on the performance of barrier
synchronization is trivial, because the network is able to deliver all generated
packets timely. The performance of A2A+CC is better than that of the four
algorithm-based approaches when the packet injection rate is from 0.0 to 0.4.
• As the network is overloaded, e.g., in Figure 4.9 (Network Size: 8×8), the
packet injection rate of non-barrier-synchronization packets is 0.5 and 0.9,
a number of packets are blocked in the network, resulting in heavy network
contention. Under these circumstances, A2A+CC still has the fewest cycles.
However, which solution is better becomes insignificant, since the huge network delay dominates.

4.2.6.3

Application Benchmarks

Two real applications, namely, 1024-point 1D FFT and 256-element Vector Normalization (VN), are realized. Computational tasks are uniformly mapped onto all
nodes. Depending on the mesh size (M ×N ), each node assumes J/M N tasks, where
J is the total number of tasks. For the FFT, J is 1024 there are 9 (=log2 1024 − 1)
times of barrier synchronization. For the VN, J is 256 and there are 2 times of
barrier synchronization. We investigate the application speedups with respect to
the number of cores from 1 up to 256.
Figure 4.10 (a) and Figure 4.10 (b) show the speedup (Ωm )7 results, which
exhibit the same performance trend as Figure 4.8 and clearly show the performance gain with A2A+CC. Note that, due to overwhelming contention, A2A+Un’s
speedup for 16×16 decreases. For the 16×16 case, compared with A2A+Un,
MS+Un, Tree+Un, and Butterfly+Un, the respective performance improvement
for the FFT is 68.13%, 30.67%, 15.58%, and 6.33%, and for the VN is 12.21%,
5.54%, 3.21%, and 2.92%. As expected, the speedup improvement for FFT is
higher than that for VN. The reason is that the barrier synchronization related
communication task of FFT takes a larger portion of time, and thus the optimization in communication enhances the overall performance more significantly. Since
the FFT and the VN have computation tasks besides synchronization tasks, the
improvement is less than that from synthetic experiments.
7Ω
m = T1node /Tmnode , where T1node is the single node execution time as the baseline and
Tmnode is the execution time of m node(s).
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(a)

(b)

Figure 4.10: Application experiment results of all-to-all barrier synchronization:
(a) speedup results of 1024-point 1D FFT and (b) Vector Normalization

4.3

Multi-FPGA Implementation of Fast Many-core
Synchronization

This section conducts a multi-FPGA implementation case study of fast barrier
synchronization in NoC-based many-core processors. A fast barrier synchronization
mechanism is adopted. Its salient feature is that, once the barrier condition is
reached, the “barrier release” acknowledgment is routed to all processor nodes in
a broadcast way in order to save area by avoiding storing source node information
and to minimize completion time by eliminating serialization of barrier releasing.

4.3.1

Fast Barrier Synchronization Mechanism

Figure 4.11 a) shows an example of our NoC based many-core architecture. The
system consists of 16 Processor-Memory (PM) nodes interconnected via a packetswitched network. As shown in Figure 4.11 b), each PM node contains a processor,
a local memory, a Network Interface (NI) and a proposed Fast Barrier Synchronizer
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Figure 4.11: A 4×4 mesh NoC enhanced by fast barrier synchronizers: a) A 16-node
NoC architecture, b) Processor-Memory node

(FBS). All local memories can logically form a single global memory address space.
The FBS is connected to the processor and the NI and responsible for maintaining
a fast barrier synchronization mechanism. The FBS contains N barrier counters
with 10 bits each. These barrier counters are globally addressed and visible to
all PM nodes. Each barrier counter can support at most 1024 (=210 ) paralleled
processes or threads. The FBS could respond to synchronization requests from the
local processor and remote processors via the on-chip network concurrently.
In barrier synchronization, every synchronized PM node sends a “barrier acquire” request where the barrier counter is in order to increment the barrier counter
and then waits for all synchronized PM nodes’ arrival at that barrier. If only one
request from either the local PM node or the remote PM node comes, the barrier
counter is incremented by 1. If both the local and the remote request comes, the
barrier counter is incremented by 2. Once the last synchronized PM node arrives
at the barrier, a “barrier release” acknowledgment is sent back to let free all synchronized PM node. Since barriers can be used more than once in a PM node, in
order to avoid that a PM node enters the barrier for a second time before previous
PM nodes have left the barrier for the first time, a two phases mechanism is used,
as shown in Figure 4.12 a) and b):
• Arrival Phase: Every PM node enters this phase and does not leave it until
all PM nodes have arrived at the same phase,
• Departure Phase: When every PM node finishes the Arrival Phase, a “barrier
release” acknowledgment is given.
Figure 4.12 a) shows the state transition of the barrier synchronization counterpart with unicast barrier releasing. It mainly has two shortcomings:
(i) All synchronized PM nodes’ numbers need to be stored. This leads to larger
area cost especially when the number of total synchronized PM nodes is increasing.
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Figure 4.12: Fast barrier synchronization mechanism: a) state transition of the
barrier synchronization counterpart with unicast barrier releasing, and b) state
transition of our fast barrier synchronization with broadcast barrier releasing

(ii) In Departure Phase, “barrier release” acknowledgements are serialized and
there is an acknowledgment for each synchronized source PM node. The
serialization of acknowledgments results in bad performance.
Hence, in order to overcome the two shortcomings, we propose the barrier mechanism shown in Figure 4.12 b). It adopts a broadcast way to let free all synchronized
PM node once the barrier condition is reached. Our barrier mechanism has two
advantages:
(i) Since the source synchronized PM nodes’ No. information are not stored, the
area cost is low.
(ii) There is only a broadcast ”barrier release” acknowledgement, so the serialization of barrier releasing is avoided. Although the PM nodes that don’t attend
the barrier synchronization could also receive the broadcast ”barrier release”
acknowledgement, they just only receive one unused message and discard it,
causing 1 clock cycle delay.

4.3.2

Multi-FPGA Implementation

Modern high-performance Field Programmable Gate Arrays (FPGAs) have larger
capability. For instance, Altera Stratix V E offers high logic density with over
one million Logic Elements (LEs) [141], and Xilinx Virtex 5 provides up to 330,000
logic cells [142]. Although they can support developing large systems, the capability
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Figure 4.13: Multi-FPGA emulation platform

of single FPGA is not sufficient for larger systems integrated with hundreds of, even
thousands of cores. Hence, it’s obliged to combine multiple FPGAs in order to
support a multi-core, even many-core architecture. Therefore, to evaluate our fast
barrier synchronization mechanism, we built up a multi-FPGA emulation platform
as shown in Figure 4.13. It contains a mother PCB board and three Dual-FPGA
PCB boards. Each Dual-FPGA PCB board hosts two Xilinx Virtex 5 and can be
used individually to offer a dual-FPGA emulation platform. The three Dual-FPGA
PCB boards could also be connected on the mother PCB board to form a larger
multi-FPGA emulation platform, offering six FPGA chips. We implemented a NoC
based many-core architecture with configurable size on it.
Figure 4.14 shows the register and LUT utilization comparison under the network size from 2×2 (4) to 18×18 (324). In order to compare the barrier synchronization counterpart with unicast barrier releasing, we assume that the barrier counter
number (N) is 1 and the buffer depth is 400 in the barrier synchronization counterpart. The barrier counter number (N) varies from 1, 4, 16 to 64. Our fast barrier
synchronization mechanism does not need to save source node information, while
the barrier synchronization counterpart has to host a buffer saving source node
information. Moreover, the buffer depth in the barrier synchronization counterpart
limits the maximal number of the synchronized PM nodes. Hence, as shown in the
figure, when the barrier counter number (N) equals 1, the NoC based many-core
architecture with our fast barrier synchronization mechanism consumes less FPGA
utilization on both registers and LUTs than that with the barrier synchronization
counterpart. The advantage becomes obvious with the increase of the network size.
For instance, for N=1, when the network is 2×2 (4), the two NoC based many-
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Figure 4.14: Comparison of register and LUT utilization between our fast barrier
synchronization with broadcast barrier releasing and the barrier synchronization
counterpart with unicast barrier releasing

core architectures both take very small FPGA resources, approximately equaling
0%. When the network size is scaled up to 18×18 (324), the NoC based many-core
architecture with the barrier synchronization counterpart consumes 422% register
utilization and 590% LUT utilization and requires 6 Xilinx Virtex 5 FPGAs, while
the NoC based many-core architecture with our fast barrier synchronization only
consumes 252% register utilization and 180% LUT utilization and only needs 3
Xilinx Virtex 5 FPGAs. With the same FPGAs, our solution can support a larger
scale NoC than the barrier synchronization counterpart.
Figure 4.14 also illustrates the FPGA utilization of the NoC based many-core
architecture with our fast barrier synchronization mechanism under different barrier
counter number (N). We can see that, as the barrier counter number (N) increases
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and the network size is scaled up, the FPGA utilization increases from approximate
0% to 313% for registers and from approximate 0% to 335% for LUTs, and the
required FPGA number is from 1 to 4.

4.4

Related Work

Synchronization attracted a large body of research in multiprocessor systems [143].
Barrier synchronization is commonly and widely used to synchronize the execution
of parallel processor nodes. The most straightforward algorithms are the centralized
barriers. In a centralized barrier, every processor increments a global counter and
then waits for all the processors to arrive at the barrier. To avoid serialization at
the barrier counter, a tournament barrier uses a binary trees [72]. Every processor
starts at a separate leaf. At every node, one of the child processors moves up
the tree after all the child processors have arrived. The barrier completion event
is propagated down the tree. Compared with it, our barrier synchronization uses
a packet-switched 2D mesh network as its propagation topology and the barrier
completion event is propagated over the entire on-chip network and dynamically
happens in all routers.
As a single chip is being able to integrate many cores, barrier synchronization
becomes a critical concern in single-chip systems due to its impact on application
performance. To speed up barrier synchronization in MPSoCs, Monchiero et al.
proposed a centralized hardware approach [144] based on the master-slave algorithm. However, since all synchronization requests issued by all nodes flow through
the network into the central synchronization handling module, contention latency
induced by heavy traffic near the module brings negative performance and hence
this proposal performs well only for less than 10 cores. In [145], Marongiu et al.
discussed the use of a run-time lightweight barrier synchronization in non-cache
coherent MPSoCs. However, they fell short of exploiting efficient communication,
harvesting only limited scalability. In [146], Sampson et al. presented a mechanism for barrier synchronization on CMPs. This mechanism starves threads and
thus forces their execution to stop by forcing the invalidation of selected I-cache
lines. Threads are let free when all have entered the barrier. Targeting many-core
CMPs, based on G-line technology [147], Abellan deployed a dedicated network
to allow for fast and efficient signaling of barrier arrival and departure [148, 149].
Although a dedicated network can achieve a better barrier synchronization performance, extra links and routing and arbitration logics are required, since the links
and routers in the original on-chip network are not fully utilized. We study scalable
synchronization support in NoC-based many-core processors by exploiting the efficient barrier communication. Since “barrier acquire” and “barrier release” packets
can be merged when they pass the router, the number of barrier synchronization
related packets are reduced and the network traffic becomes well distributed and
uniform, resulting in less network communication delay. Therefore, our solution
can support larger system size (e.g., 256 cores).
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Summary

The global nature of barrier synchronization may cause heavy serialization, which
requires thousands of cycles to synchronize hundreds of processor nodes and results
in large performance penalty. Conventional barrier synchronization approaches
such as master-slave, all-to-all, tree-based, and butterfly are algorithm oriented. Onchip network in NoC-based many-core processors brings not only challenge but also
opportunity to realize efficient and scalable synchronization for parallel programs
running on different processor cores. Therefore, different from the algorithm-based
approaches, this chapter chosen another direction (i.e., exploiting efficient communication) to address the barrier synchronization problem, which achieves low
latency communication and to minimize overall completion time.
• Section 4.1 has proposed cooperative communication as a means to enable
efficient and scalable barrier synchronization in NoC-based many-core processors. The proposal is orthogonal to the master-slave algorithm. It relies
on collaborating routers to provide efficient gather and multicast communication. In conjunction with the master-slave algorithm, it exploits the mesh
regularity to achieve the efficiency. The gather and multicast functions have
been implemented in the router. Synthesis results suggest marginal area overhead. Comparative experiments show that the proposal significantly reduces
the synchronization completion time and increases the application speedups.
• Section 4.2 has continued to combine cooperative communication with the
all-to-all algorithm. With the cooperative communication, routers collaborate with one another to accomplish a fast all-to-all barrier synchronization
task in NoC-based many-core processors. The cooperative communication is
implemented in the router at low cost. Synthetic and benchmark experiments
prove that, with the proposed cooperative communication, the all-to-all algorithm is pushed from the worst to the best solution in NoC-based many-core
processors.
• Section 4.3 has proposed a fast many-core barrier synchronization policy
whose salient feature is that, once the barrier condition is reached, the “barrier release” acknowledgment is routed to all processor nodes in a broadcast
way in order to save area by avoiding storing source node information and
to minimize completion time by eliminating serialization of barrier releasing.
Further, its multi-FPGA implementation case study is conducted. FPGA utilization and simulation results show that our mechanism demonstrates both
area and performance advantages over the barrier synchronization counterpart with unicast barrier releasing.

Chapter 5

Concluding Remark
This chapter summarizes the thesis and outlines future directions.

5.1

Subject Summary

While NoC-based many-core processors bring powerful computing capability, their
architectural design also faces new challenges. How to provide effective memory
management and efficient synchronization mechanism to fully exploit the parallelism performance of NoC-based many-core processors has become an important
aspect. Considering that 1) legacy codes and easy programming require DSM support to reduce the development risk caused by high design complexity, 2) unfair
memory access delays among different processor nodes deteriorate the overall system performance, and 3) contended synchronization requests in on-chip network
may cause large performance penalty, this thesis has studied on efficient memory
access and synchronization in NoC-based many-core processors by paying attention
to three topics: efficient on-chip memory organization, fair shared memory access,
and efficient many-core synchronization.
• Efficient on-chip memory organization
The distributed memory organization is more suitable to NoC-based manycore processors than the centralized memory organization, because it features
good scalability and fair contention and delay of memory accesses. To increase
productivity and reliability and to reduce risk, reusing proven legacy code is a
must. A lot of legacy software require a shared memory programming model
that provides a single shared address space and transparent communication.
As a result, it’s essential to support DSM in NoC-based many-core processors.
Supporting DSM is challenging, because, on one hand, it must be an efficient
solution like hardware; on the other hand, it must be a flexible solution like
software so that updates are easy and customization is possible and cheap. Besides a sensitive treatment on performance and flexibility, the solution should
133
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be scalable, particularly for tens and hundreds of cores, which are technologically possible. Therefore, we have adopted the microcoded approach as
an integrated, modular and flexible solution for addressing the DSM issues
in NoC-based many-core processors [Section 2.1, Paper 1]. Further more, we
have introduced the hybrid DSM with the static and dynamic partitioning
techniques in order to improve the system performance by reducing the total
V2P address translation overhead of the entire program execution [Section
2.2, Paper 2]. In addition, special-purpose memory organization can be customized for an application, with the goal of improving the performance. We
have analyzed the data access patterns of FFT and proposed a special MultiBank Data Memory (MBDM) supporting block matrix transposition, in order
to improve the FFT computational efficiency [Section 2.3, Paper 3].

• Fair shared memory access
In 3D NoC-based many-core processors, multiple layers are connected by
TSVs so as to reduce long wire latency and improve memory bandwidth,
which can mitigate the “Memory Wall” problem. However, as the network size
increases, memory accesses behave differently due to their different communication distances and the latency gap of different memory accesses becomes
bigger, which leads to unfair memory access performance among different processor nodes. This phenomenon may lead to high latencies for some memory
accesses that become the performance bottleneck of the system and degrade
the overall system performance. Therefore, we have studied fair on-chip memory access [Section 3.2, Paper 4] and fair DRAM access [Section 3.3, Paper 5]
in 3D NoC-based many-core processors through narrowing the round-trip latency difference of memory accesses as well as reducing the maximum memory
access latency, finally improving the overall system performance.
• Efficient many-core synchronization
Barrier synchronization should be carefully design, especially in NoC-based
many-core processors where tens or hundreds of processors are involved, in
order to achieve low latency communication and minimal overall completion
time, because its global nature may cause heavy serialization resulting in large
performance penalty. Conventional barrier synchronization approaches such
as master-slave, all-to-all, tree-based, and butterfly are algorithm oriented.
Simply running the algorithms on NoC-based many-core processors may cause
large performance penalty, because communication is on the critical path of
system performance and a large number of synchronization requests contend.
Howerver, on-chip network in many-core processors brings not only challenge
but also opportunity to realize efficient and scalable synchronization for parallel programs running on different processor nodes. Hence, different from
the algorithm-based approaches, we choose another direction (i.e., exploiting
efficient communication) to address the barrier synchronization problem. We
have proposed cooperative communication as a means and combine it with the
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master-slave algorithm [Section 4.1, Paper 6] and the all-to-all algorithm [Section 4.2, Paper 7] so as to achieve efficient many-core barrier synchronization.
Besides, a multi-FPGA implementation case study of fast many-core barrier
synchronization is conducted [Section 4.3, Paper 8].

5.2

Future Directions

Based on the current work progress of this thesis, we will continue to carry out
researches on the three topics (efficient on-chip memory organization, fair shared
memory access, and efficient many-core synchronization) in NoC-based many-core
processors in the following aspects:
• Advanced DSM functions support
We will realize advanced DSM functions such as cache coherency and memory
consistency via microprogramming the controller. Multiple cache protocols
will be implemented through microcodes. The DMC will take over the processing of the cache from the processor core, and adopt different cache policies
for different application requirements without changing the hardware structure.
• DSM performance optimization
Based on the hybrid DSM work, in the future, we will exploit the temporal and
spatial property of application workloads in combination with our techniques
to further enhance the system performance. Another direction is to extend
our work to investigate power savings besides performance. As our hybrid
DSM techniques eliminate the V2P address translation overhead of accessing
private data, we expect the reduction of power and energy consumption for
memory accesses.
• Special memory support for large-size 3D FFT computation
We plan to design and implement 3D FFT computation in the FFT hardware
accelerator so as to support even larger FFT sizes (> 220 points), meeting the
increasing application requirements. Special memory organization and access
patterns tailored for 3D FFT computation will be designed.
• On-chip memory/DRAM access fairness
we will optimize our method by predicting the possible waiting latency induced by the resource contention with other flits. Another direction is to link
and optimize our approach on other regular and irregular 3D NoC topologies
or heterogeneous 3D many-core processors.
• Cooperative communication based many-core barrier synchronization
As a method, cooperative communication alleviates the competition among
barrier synchronization packets and realizes the fast transmission of barrier
synchronization packets in on-chip network, so as to enhance the performance

136

CHAPTER 5. CONCLUDING REMARK
of many-core barrier synchronization. Therefore, we plan to link this cooperative communication method with other algorithms such as tree-based algorithm and butterfly algorithm. Another direction is to look into the power
savings, as our scheme greatly decreases the amount and distance of barrier
communication.
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