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Abstract

Website hosts want interested visitors who engage in the activities that
are the purpose of a website. This is usually achieved by designing the
website to be simple to navigate and aesthetically pleasing. As the de-
sign is done before the visits, it would be an exciting addition if the
website could identify the visitors who become disinterested during
their visits, and then offer personalized motivation for the visitor to
engage in the website.

This study aims to identify whether a visitor is about to leave a
website, by using machine learning models to predict their exits. The
purpose of that is to offer personalized motivation in real time for vis-
itors to continue their visits. That is however outside the scope of this
study. This research investigates how well machine learning models
can predict website exits from session data.

The algorithms chosen for the prediction are an Artificial Neural
Network (ANN) and a Support Vector Machine (SVM). These are trained
on session data. An important part of the research is to extract suitable
features from the session data to enhance the prediction. The models
are cross-validated and it is found that the models show success in pre-
dicting exits, and that it is possible to predict exits with a performance
of at least 0.70 Area Under the Curve (AUC).
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Sammanfattning

Webbplatsvärdar vill gärna ha intresserade besökare som engagerar
sig i aktiviteterna som är syftet med en webbplats. Det åstadkoms van-
ligtvis genom att designa webbplatser som är lätta att navigera på och
estetiskt tilltalande. Då design görs innan besöken vore det ett spän-
nande tillägg om webbplatsen kunde identifiera besökare som blir oin-
tresserade under sina besök, och erbjuda dem personlig motivation för
att engagera sig i webbplatsen.

Den här studien försöker identifiera huruvida en besökare är på
väg att lämna en webbplats, genom att använda maskininlärningsmo-
deller för att förutse deras avbrott i besöken. Syftet med det är att i re-
altid erbjuda dem personlig motivation att fortsätta deras besök. Men
just det är utanför den här studiens omfång. Den här studien under-
söker hur väl maskininlärningsmodeller, baserat på sessionsdata, kan
förutse avbrotten i webbplatsbesök.

De valda algoritmerna för prediktion är ett Artificiellt Neuralt Nät-
verk (ANN) och en Stödvektorsmaskin (SVM). Dessa tränas på ses-
sionsdata. Det en viktig del av studien att utvinna egenskaper ur ses-
sionsdata för att förbättra prediktionen. Modellerna korsvalideras och
resultaten visar att modellerna till viss del kan förutse avbrott. Det är
möjligt att förutse avbrott på åtminstone nivån 0,70 AUC (area under
kurvan).
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Chapter 1

Introduction

This chapter introduces the thesis. Section 1.1 presents the background
and context of the chosen problem for study. Section 1.2 describes the
problem including the scope of the study. In 1.3 the problem is sum-
marized in a single question. Lastly the outline of the rest of the thesis
is described in 1.4.

1.1 Problem Background

The purposes for website visits are for the visitors to carry out tasks.
They can for example be learning something, making a purchase or
sending information. Naturally, visitors want the navigation on the
website to be as simple and efficient as possible. This interest is shared
by the website host as the website is created for the completion of the
above-mentioned tasks. A portion of the visitors at a website will get
disinterested or confused and leave the website before any tasks have
been completed. The hosts may counter that by designing the website
well, but as a complement to design this study will be concerned with
identifying users who are about to leave, so that the website can react
by offering the right visitors more reason to be interested in the web-
site.

An “Exit Intent” is what a visitor has when he/she is about to leave
a website, and the event that a visitor leaves is denoted by an “Exit”
[10]. The aim of this study is to identify users with exit intents by train-
ing machine learning models to predict exits. That is, it is assumed
that predicted exits are equivalent to identified exit intents. This is a
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2 CHAPTER 1. INTRODUCTION

fairly trivial assumption, but it will mean that if the machine learn-
ing models falsely predict exits it will lead the website to believe it
has identified exit intents where the visitor has no intention to leave.
Moreover, the study will attempt to perform the predictions on data
called “session data”. A session is the series of actions and events that
the user experiences while visiting a website [11].

There are several steps needed to create a setup where a website
can use exit prediction and react to exits by offering the visitor some-
thing. Firstly, session data must be gathered at the website. Then the
machine learning model needs to be trained on this data. When that is
completed the idea of this project is to keep the trained model server
side. The clients will continuously track the session data of visitors
while they are navigating the website. The client can then request that
the server based on the gathered session data classifies whether there
is a risk for an exit or not. In the case that there is a risk, the client will
be responsible for reacting in a way that can keep the visitor’s interest
in completing the task at the website. This thesis study will only be
concerned with creating the machine learning model, the other steps
for this setup will not be addressed. The study is done in cooperation
with the company Red Pine. Red Pine has already gathered session
data from several companies’ websites. That data will be used for this
study.

1.2 Problem Statement

The problem has been delimited to finding out how well machine
learning models can make exit predictions based on session data. It is
expected that machine learning algorithms are suited for this because
they are well known for their ability to extract statistical patterns from
data [8]. The session data has previously been gathered by Red Pine,
and the problem will only be tried on that data, which is a limitation
of the study.

Yet another aspect of this project is what machine learning tech-
niques are used. Recently deep learning has become a very popular
kind of Machine Learning [9]. The advantage of deep learning is its
high performance in solving problems and that it needs less assistance
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in understanding what features in the data are useful in solving a prob-
lem. Its downsides are that it requires a lot of data as well as high
performance CPUs for calculating its model. This study has been de-
limited to using techniques in machine learning that do not use deep
learning.

Not using deep learning indicates that feature engineering and se-
lection will be important to make the models extract information from
the data. Therefore, it is of great interest to see what features, either
from the raw data or engineered, will help the machine learning model
the most.

Although machine learning algorithms in general have a high po-
tential of extracting statistical patterns, different algorithms have dif-
ferent strengths and weaknesses. Therefore, the algorithms tried must
be carefully chosen to maximize the machine learning models’ chances
to succeed in their task. Furthermore, it is necessary to try several al-
gorithms as that would lead to a more careful investigation of the po-
tential of the data.

1.3 Research Question

To understand the research question, definitions from other parts of
this report are needed, see sections 2.1 and 3.1. A session is defined as
a sequence of viewed webpages at a website by the same user, which
ends when the visitor leaves the website. This study defines a “web-
site exit” to occur when: “30 minutes have passed since the last page
view in the session”. With those definitions the research question is
formulated.

How well can machine learning models predict website exits from
session data?

1.4 Outline

The rest of this thesis consists of five chapters. Chapter 2 will intro-
duce the reader to some theory of the field. First, the web analytics
will be brought up and then the chapter moves on to machine learn-
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ing theory and related work. Chapter 3, methods, starts by describing
how exits and sessions are handled in the implementation. A descrip-
tion then follows on how the data was prepared and structured for
analysis. Lastly, it is described how the analysis was done and how
the models were implemented. Chapter 4 contains results and starts
by describing general measurement of the data and then presents the
performance of the constructed models. Chapter 5, Discussion, com-
ments on the found potential of the data, then moves on to discussing
how well the machine learning models helped in answering the prob-
lem. The discussion is continued with a section on how these results
help the overall project of identifying exits in real time and reacting to
them. Lastly comments are given to the ethical aspects of this project.
Chapter 6 conclusion contains a summary of the discussion in a way
that clearly addresses the research question from section 1.3.



Chapter 2

Background

This chapter provides the background theory for the thesis. In 2.1 the
concepts and technical terms of website analysis are explained. Section
2.2 introduces machine learning, including training and evaluating,
preparing data and lastly the algorithms Artificial Neural Networks
(ANNs) and Support Vector Machines (SVMs). Section 2.3 describes
how the performance of machine learning models for classification can
be measured and especially what measures tackle the problem of im-
balanced data sets. 2.4 describes previous work that is related to the
study in this thesis.

2.1 Website Interaction and Analytics

The field of web analytics is full of technical terms, which have vary-
ing use and definitions. For a good understanding and clear discus-
sion of user behavior at websites it is necessary to give definitions to
the technical terms. Here follows definitions and explanations of tech-
nical terms in web analytics.

“Webpage” is a hypertext document connected to the world wide
web [26]. It may have other resources such as pictures connected to it.
A “website” is a collection of different webpages that are linked [26].
The webpages at a website also usually share the same domain and
webserver.

A “visit” at a website is a sequence of viewed webpages at a web-
site by the same user [1]. It ends when the user leaves the website, that

5



6 CHAPTER 2. BACKGROUND

is when the user does not view any webpage at the website anymore.
The technical term “session” will for this thesis be used interchange-
ably with the word visit. Neither will there be any differences made
between the term “user” and the term “visitor”.

“Page view” is a term for what occurs every time that a user ac-
cesses a webpage [1]. The page view count of a webpage includes ev-
ery time any user views the page. Even if the same user views a page
several times during a visit, all the times the page is viewed counts as
a page view.

Two important measures of visitors leaving a website are exit rate
and bounce rate. A “bounce” is when a visitor only views one web-
page during the visit to the website and then leaves [10]. That is the
viewed webpage became the only viewed webpage in the session.
Bounces are measured through the “Bounce Rate” at a certain page.
Bounce rate for page A is the percentage of the times that page A is the
first page in the visitor’s session at the website and the visitor leaves
without visiting other pages. The quota can be described as:

BounceRate(pageA) =
Sessions with only page A

Sessions that begin with page A

An “Exit” occurs at a webpage whenever a visitor leaves the web-
site from that webpage [10]. That is when the webpage becomes the
last in a session it has an exit. For example, if a visitor arrives at page
A and then proceeds to page B and then leaves the website, no exit oc-
curred at page A, but one exit occurred at page B. Exits are measured
through the metric of “Exit Rate” at a certain webpage. Exit rate for
page A is the percentage of all the times page A occurred in the vis-
itor’s session and the visitor left the website from page A. The quota
can be described as:

ExitRate(pageA) =
Sessions with page A last

T imes page A are in the Sessions

2.2 Machine Learning Methods

This section introduces some theory on machine learning for perform-
ing binary classification on session data. Firstly, a very brief introduc-
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tion to machine learning will be given. Then training and evaluating
models are explained. After this it is described how data is prepared
in practice to make it usable to algorithms. Lastly, the algorithms Arti-
ficial Neural Networks (ANNs) and Support Vector Machines (SVMs)
are described. The reason for choosing these specific algorithms is that
these have shown success in binary classification, which is accounted
for in the section for related work.

2.2.1 Machine Learning Basics

Machine Learning is a field concerned with how computers can be
taught to recognize patterns [8]. Machine Learning is usually applied
when there is a set of data that describes the problem of interest, and
there is no mathematical model to exactly describe the pattern or ex-
actly solve the problem. Instead, a Machine Learning model is trained,
which extracts the pattern from the data. New instances of data are an-
alyzed using this model. A common methodology is to split the orig-
inal available data into a training set and a testing set. The training
set is used to train the Machine Learning model and the testing set is
used to evaluate its performance on data that has not been biased by
being included in the model. A common problem in machine learn-
ing is that the model may be trained to fit the training set very well or
even perfectly even thought that does not describe the general pattern.
This phenomenon is called overfitting, and it leads to excellent perfor-
mance in training, but poor performance with other data applied. [12].

Most Machine Learning problems can be categorized as supervised
or unsupervised [8]. In supervised learning the input data is used to
predict or estimate some unseen output data. In unsupervised learn-
ing there is no unseen output, but the interest is rather using the struc-
ture and relationship between different data points..

The sought variables in Machine Learning can either be numerical
or categorical classes [8]. Problems where the sought variable is nu-
merical are called regression problems. Problems where the sought
variable is categorical are called classification problems. When the to-
tal category space contains two classes, the problem is called “binary
classification”. There are many different algorithms in Machine Learn-
ing for training models for binary classification.
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2.2.2 Machine Learning Training and Evaluation

Several machine learning algorithms have parameters, which the data
scientist can choose to give the algorithm some wanted trait or be-
havior. However, it is often unknown what parameters lead to the
optimal behavior and performance for a specific situation. Search-
ing for the optimal parameters is called hyper-parameter optimization
[16]. There are no special algorithms to find the optimal parameter-set.
The most common strategies are manual- and grid-search or random-
search. Manual- and grid-search consists of choosing a set of possible
values for each parameter and then trying all the possible combina-
tions of parameter values. The combination with the best performance
is kept for the model. This approach is very computationally demand-
ing. Random-search is the strategy where each combination of pa-
rameters is created by independently drawing random values for each
parameter, thus creating combinations. The random draw can be re-
peated as many times as wanted. Naturally, the combination with the
best performance is kept and used for training the model. Random-
search is much less computationally demanding than grid-search and
has more advantages such as being a simple concept and well adapted
for parallelism. The perhaps most important characteristic of random-
search was empirically proved by Bergstra and Bengio [16] , and that
characteristic is that its performance is expected to be just as good as
grid-search’s.

As described in section 2.2.1 a common way of evaluating the per-
formance of machine learning models is to split the data into a training
set and a testing test. That way of evaluating does however come with
the risk that the evaluation becomes biased towards what data sam-
ples by chance ended up in the test data set. All models need plenty of
data to train, so this is usually a difficult problem to solve by assign-
ing a large percentage of the data to the test set. A better solution is
the method of k-fold Cross-Validation [8]. The method’s first step is
to divide the entire data set into k number of partitions or folds with
approximately the same number of samples in each fold. The next step
is to train the machine learning model on k − 1 of the folds and evalu-
ating on the last fold. The training and evaluating is repeated k times
so that all folds have been used as the evaluation data set. The upside
of this evaluation method is that it returns k evaluations of k number
of very similar models. Calculating the worst and mean scores of the
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evaluations provide more scores for the entire data set and model than
using a single test data set does. Commonly used values for k are 5 and
10.

2.2.3 Feature Engineering, Selection and Normaliza-
tion

All machine learning trains on data, and it usually needs a representa-
tion of the data that helps the learning [9]. Neither is it always obvious
from reading raw data what features in it are relevant and which are
redundant [3]. Performance may therefore be enhanced by extracting
subsets of the features and constructing new features by using the raw
data in a different form. That is what feature engineering and selection
is used for.

The authors of “Feature Engineering for Machine Learning” [5] de-
fine feature engineering as “the act of extracting features from raw
data and transforming them into formats that are suitable for the ma-
chine learning model”. It is done to enhance the predictive power of
machine learning models [3]. Feature engineering helps the model to
extract otherwise hidden information in data. The hidden information
may be made available to the model by constructing new features by
recalculating or combining existing features. Even previously irrele-
vant features may become a productive feature through their combi-
nation. When constructing new features, it is relevant to use domain
knowledge about what is expected to yield information. An exam-
ple of using domain knowledge, is the decision to use the feature of
gender or not. In a setting where there is a high bias for gender, that
feature may offer great predictive powers, whereas where there is low
bias it can be irrelevant. In the case that engineered features turn out
to be irrelevant, they may be filtered out by feature selection.

It is often the case that a data model contains variables that are ir-
relevant to the prediction, and excluding them helps machine learning
algorithms to find the relevant information in the data. Excluding ir-
relevant variables is called feature selection [8]. This can also be seen
as including only the optimal features. Another positive effect is that
the subset-model will have lower dimensionality than the original one
[3]. Ranking features based on a score and including only the fea-
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tures with the best scores is also known as filter-based feature selection
[13]. An alternative approach to filter-based feature selection that also
achieves lower dimensionality is to derive a smaller set of variables
that together explain almost all information in the original set [8]. An
example of this is Principle Component Analysis (PCA).

Fisher’s score is a filter-based feature selection method [13]. The
idea of Fisher’s score is to find a data space where the distances be-
tween data points in the same classes are as small as possible and the
distances between data points in different classes are as large as pos-
sible. More specifically it makes use of the class-specific mean and
standard deviation of a feature in relation to the same feature’s overall
mean and standard deviation. That means that the score for one fea-
ture is calculated independently to the other features in the same data
set. The higher score, the more information the feature is considered
to contain about the class. As a result, Fisher’s score weakness is that
it cannot identify features that are redundant because they are highly
correlated to one another. Another weakness of Fisher’s score is that
if a combination of features has high information value, but low in-
formation value on their own, Fisher’s score will recommend filtering
them out.

Chi-squared analysis is also a method for filter-based feature se-
lection [21]. The core idea of the test is based on a null-hypothesis
[24]. The null hypothesis is that the feature’s values are completely
random and has no dependence towards the class/label of the sam-
ple it belongs to. The chi-squared distribution serves as the example
for what randomly distributed samples would look like. If the differ-
ence between the actual samples distribution and the chi-squared one
is to large, the null hypothesis is rejected and the feature can be con-
cluded to be dependent on the class. That conclusions means that the
feature contains information about the class. The bigger the difference
between the random chi-squared distribution and the actual values of
the feature, the more information the feature is considered to contain.
Chi-squared analysis is another example of a test were each feature is
tested towards the class-label independently of the other features.

It is sometimes necessary to normalize numerical features of data
before training a model based on them [19]. If one feature is mea-
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sured in the thousands and another in decimal numbers it may be
hard for algorithms to understand what indicates the most difference
between the samples. This is especially a problem for algorithms that
use distance measures to separate data samples, like for example Sup-
port Vector Machines. Neural networks also need normalized input
data. A solution to this problem is to normalize the features, which
puts each feature on a standardized scale. There are different formu-
lae for normalization, some examples are Min-Max [19], Z-score [19]
and Log-normalization [21, 2].

2.2.4 Artificial Neural Networks

Artificial Neural Networks (ANNs or NNs) are models of computa-
tion inspired by animal brains, and are frequently used in Machine
Learning [25]. They can be trained with both supervised and unsu-
pervised methods. The supervised networks can be trained for both
numerical output to solve regression problems and discrete output to
solve classification problems. The simplest discrete output is binary
classification, which is when there are only two possible outputs val-
ues, which represent one class each. ANNs consist of artificial neurons
which are connected to one another in a layered network. Each node
in a layer is connected to every node in the next layer. ANNs contain
three kinds of layers: input, hidden/intermediate and output. The in-
put layer receives the values of the input features. There may be one or
several hidden/intermediate layers in a model. They consist of neu-
rons which analyze the data and extract patterns. The output layer
also consists of neurons and its responsibility is to output and present
the values that are the results of the networks computations.
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Figure 2.1: Neural network with input layer, two hidden layers and output
layer [25]

The simplest and most used model of an Artificial Neuron is im-
plemented as a weighted sum [25]. The computations of the neu-
ron are carried out as follows. The neurons inputs {x1, x2, . . . , xn}
are each multiplied with a weight for the respective input parameter
wi ∈ {w1, . . . , wn} and summed up. The sum is compared to or altered
with is an activation threshold or bias, θ. The bias used as a threshold
would be compared to the sum, and the output of the neuron depen-
dent on whether the sum or threshold was the larger of the two. The
sum added/subtracted with the bias can also be the return value. The
weights and threshold/bias to use in the computations are products of
the training the model.

Figure 2.2: Artificial neuron and its components with input, weights, thresh-
old and output [25]

There are four main ANN architectures [25] concerning how the
neurons are disposed and interconnected. The architectures also de-
cide how the layers are composed. The four main architectures are:
single-layer feedforward network, multilayer feedforward network,
recurrent network and mesh network. Single-layer feedforward net-
works are one input layer and one output layer with the only neurons
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in the network. That is the n input samples are processed once and
returned as m outputs. Multilayer feedforward networks are the same
as single-layer feedforward networks with the addition that they con-
tain at least one hidden layer. Recurrent networks have the special
trait that they allow the output to be used as feedback input to the
next computation of the network. The mesh networks have a spatial
arrangement of neurons that allow the input signals to be read by all
neurons in the network.

Out of the several different algorithms for training ANNs, one of
the more popular, simple and effective is the “backpropagation algo-
rithm” [17]. The backpropagation algorithm is used for supervised
learning and has two training stages [25]. The NN weights are initi-
ated by small random values. In the first stage, the training samples
are fed forward through the network so that the output from the initial
network is produced. During the second stage, the output is compared
to the desired output. The deviations between the desired outputs
and the actual outputs are calculated. The knowledge about the errors
is used to propagate backwards through the network and change the
weights and thresholds so that the network outputs become more like
the desired one. The forward and backward stages are repeatedly ap-
plied until the errors of the actual outputs to the desired outputs are
acceptably small.

Multilayer perceptron (MLPs) is a Neural Network with several
layers. It belongs to the Multi-layer feedforwards architecture and it
uses supervised training [25]. Training MLPs has previously been ap-
plied to solve many different problems in several fields, so MLPs are
known to have among the most versatile range of applications. They
are used with supervised training and a multiple layer feedforward
architecture. That is, they have at least two hidden layers. The pur-
pose of the hidden layers is to extract information from the training
data and represent the learned knowledge in the form of the artifi-
cial neurons’ weights and thresholds. Said training is done with the
backpropagation algorithm. MLPs that are concerned with classifying
the input data will have discrete output. As for all ANNs, the sim-
plest of discrete output is binary, which corresponds to binary classi-
fication. It may separate data points and from the separation classify
data points to different classes. A single perceptron that implements
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weighted sum performs a linear separation of two sets of data points.
This may be done several times in a layer and the summarized by the
next perceptron layer in the network. The summary of several linear
separations from a more advanced model that a single perceptron can-
not represent.

Here follows a description of how a single perceptron can be trained.
It follows the process described for the Backpropagation algorithm
[17]. The perceptron-function is treated as a weighted sum. The train-
ing is to find the weights for the sum and the threshold. The idea
is to start with randomly set weights and thresholds and then for each
training sample compare the actual output to the expected output given
by the label. When the weights and threshold correspond to the ex-
pected output, within some error margin, the weights are not changed.
However, if they are not as expected they are changed according to the
following formulae [25]:

w̄current = w̄previous + (d(k) − y) ∗ x̄(k)
θcurrent = θprevious + (d(k) − y) ∗ (−1)

Where:

• w̄ is the weight-vector of the perceptron to train

• x̄(k) is the kth training input-vector

• θ is the threshold to train

• d(k) is the wanted output for the kth training sample

• y is the actual output of the perceptron

Since we train with some data all variables on the right side of the
above equations are given. These are the equations that are iteratively
applied until the error falls within a wanted error margin.

2.2.5 Support Vector Machines

Support Vector Machines (SVMs) are primarily constructed for binary
classification, although they can do multiclass separation as well [8].
The idea of SVMs is that a classification problem with N number of in-
put features can be solved by finding a hyperplane of dimensionN−1.
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The hyperplane separates the N-dimensional space in two parts where
the data points in the same subspace also belong to the same class.

The equation for the separating hyperplane will have several so-
lutions [8]. For the sake of simplicity consider a linear SVM where
N = 2, then the hyperplane is a line. The line can be moved sideways
between its two closest points to separate and even be tilted in new
angles and still separate training data points of the two classes into
their own spaces. A poorly chosen hyperplane out of the alternatives
may make the performance on test data suffer, although the training
performance is the same. The corresponding problem will be found
in higher dimensions and non-linear settings as well. To get a good
model, a good hyperplane must be found. One such hyperplane is the
maximum margin hyperplane. The maximum margin hyperplane is
the hyperplane with the maximum distance to the data points closest
to the hyperplane, thus a hyperplane with the maximal possible mar-
gin.

The data points on the margin to the hyperplane are called “Sup-
port Vectors” since they support the placement of the hyperplane [8].
The maximal margin hyperplane is only dependent on the support
vectors for its positioning. If the training set is changed by adding
or removing data points, it will not affect the classifier unless the set
of support vectors are altered. However, it is not satisfactory that the
classifier can be fundamentally changed by adding just one training
sample. Moreover, the scenario that there is no perfectly separating
hyperplane needs a solution. A solution for both problems is to in-
troduce a soft margin. The soft margin introduces an error tolerance
of the model which allows some of the training data points to be on
the wrong side of the margin, or even the wrong side of the hyper-
plane. The constraint added is that the total errors may sum up to a
certain constant but no more. What the constant should be set to is yet
a parameter that can be tuned when training the model. Data points
within the margin will also be considered as support vectors.
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Figure 2.3: A linear hyperplane imperfectly separating two classes of data
points, with margins shown

A linear separating hyperplane will follow the equation:

0 = β0 + β1X1 + β2X2 + ...+ βNXn

where βi ∈ {β1, ..., βN} are the parameters to find by training. The
corresponding classification function can be written as:

f(x) = β0 + β1x1 + β2x2 + ...+ βNxn

Here xi are the features of the sample to classify. The class of a new
data point is determined by whether f(x) has a value above or below
zero. The linear classification function of the SVM utilizes the inner
products of the observations. Therefore, the classification function can
be rewritten as:

f(x) = β0 +
N∑
i=1

αiK(x, xi)

where αi is the parameters found by the training, and K(x, xi) is
the inner product between observations:

K(xi, x
′
i) =

p∑
j=1

xix
′
i
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In the linear classifier the inner product is called the Kernel-function,
or Kernel for short. The Kernel of a classifier quantifies the similarity of
two observations. To be able to separate classes that have non-linear
boundaries the hyperplane must be described by a non-linear equa-
tion. If the non-linear equation is polynomial, the classifier function
will use a polynomial Kernel, where d is the degree:

K(xi, x
′
i) = (1 +

p∑
j=1

xix
′
i)
d

Figure 2.4: A non-linear SVM, perfectly separating two classes

2.2.6 Azure Machine Learning Studio

The tool that was used for constructing the machine learning models
of this study was Microsoft Azure Machine Learning Studio [23]. A
brief description of the tool is given here. The tool contains already
implemented machine learning algorithms, but with the ability for the
user to choose parameters and train on imported data. The tool lets
the user build experiments by combining modules in a flow to reach
the wanted functionality [21].

The modules functionality ranges from quite simple to advanced.
The modules for handling data can for example select columns from a
table or split a dataset by its rows into two different sets, there are also
modules for performing feature selection and normalizing features.
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Naturally there is a range of different algorithms to choose from in
the tool’s library. The imported algorithms have parameters which the
user may select manually. There are also modules for hyper-parameter
tuning, which can be done for all thinkable ranges of parameter val-
ues or for chosen intervals of training. Furthermore, there are several
choices for which metric the training should be done to optimize. One
noteworthy feature is that for Neural Networks there is a script lan-
guage for constructing their architecture [22]. There is naturally mod-
ules for evaluating performance. These can be done in different ways,
like cross-validation and evaluating a trained model on a test dataset.
However, regardless of the evaluation technique, the results are pre-
sented in several different metrics.

2.3 Classification Performance Metrics

To evaluate machine learning models, it is necessary to measure their
performance. Since the problem evaluated in this thesis requires bi-
nary classification, performance measures for that will be in focus.
Which performance measure is of interest depends on both the algo-
rithm and the context of its application. Therefore, several different
measures are described in this section.

2.3.1 Basic Metrics

Performance measuring in machine learning has some basic principles
that the measures are based on. The first is a common way of categoriz-
ing the single samples according to the Confusion Matrix [Chawla2010]:

Predicted Negative Predicted Positive
Actual Negative True Negative (TN) False Positive (FP)
Actual Positive False Negative (FN) True Positive (TP)

Table 2.1: The confusion matrix

With the sample labels introduced in the confusion matrix we can
define the metric of accuracy [Chawla2010]:

Accuracy =
TP + TN

TP + TN + FP + FN
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The simplest measure of error is derived from accuracy. It is called
error rate. James et al. [8] gives an equivalent definition to error rate
that is equivalent to the following::

ErrorRate = 1− Accuracy =
FP + FN

TP + TN + FP + FN

2.3.2 The Imbalanced Data Problem

Nitesh V. Chawla (2010) gives a thorough overview of the problems
that may arise with imbalanced data. Suppose that a binary classifica-
tion is the goal and in the sample data 98% of the samples belong to the
majority class. In this setting Accuracy will be an insufficient measure
to train a good classifier, since a naïve classifier that assigns all sam-
ples to the majority class will get a 98% accuracy. Since all samples
are assigned to the majority class, which for the sake of the example
is assumed to be the negative class the classification will lead to 98%
true negatives and 2% false negatives.

The minority class that is only 2% of the samples may however
be the class of interest. If what we are classifying is skin cancer from
pictures of moles, which is used to indicate to Medical Doctors which
patients need further examination. Then 2% are moles which have
skin cancer and the false negatives will lead to 2% of the patients to
be diagnosed as healthy although they are sick. In that case, it should
be prioritized to decrease the false negatives, even if it would increase
the false positives since it gives the Medical Doctors a better idea of
who to examine further. Therefore, other measures of performance are
needed.

2.3.3 Further Metrics

“Precision” and “recall” are two useful performance metrics. Precision
is a measure of how many of the samples classified as positive are truly
positive. Recall is the rate of positive samples which are identified. Ac-
cording to Chawla [Chawla2010] a good goal for imbalanced classifi-
cation is to increase the recall without hurting the precision. Moreover,
this is a difficult assignment as a natural side effect of increasing the
true positives is that one gets an increased rate of false positives as
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well. The formulae for precision and recall in relation to the confusion
matrix are as follow:

Recall =
TP

TP + FN
Precision =

TP

TP + FP

To examine if the classifier is good at identifying both classes in a
binary classification the measures “sensitivity” and “specificity” may
be used [8]. Sensitivity is the rate of positive samples that are correctly
identified. Specificity is the rate of the negative samples which are
correctly identified. That is these measures are the same, but as one
assigns the phrasing “positive” to one class one also assigns it class-
specific accuracy to be called sensitivity. The formulae for calculating
sensitivity and specificity can be written in relation to the confusion
matrix as follows:

Sensitivity =
TP

TP + FN
Specificity =

TN

TN + FP

“Receiver Operating Characteristic” (ROC) and the “Area Under
the ROC-Curve” (AUC) are increasingly popular metrics of errors in
the machine learning community [Chawla2010]. ROC is a plotted
curve based on two values, which allows the measurement of perfor-
mance in relation to True Positive Rate (TPR) and False Positive Rate
(FPR). These measures are calculated as follows:

TPR =
TP

TP + FN
FPR =

FP

TN + FP

These both range from 0% to 100% and the optimal outcome is to
have 100% TPR and 0% FPR. Note that TPR equals sensitivity and that
FPR equals one minus specificity. As they are plotted FPR is the value
on the x-axis and TPR the value on the y-axis. This means that the
optimal ROC-curve hits the top left corner. As the Area Under the
Curve (AUC) becomes larger the closer the curve is to the optimum,
this value can be used as a measure of the general “goodness” of the
curve. The curve can only be fully plotted for classifiers who yield
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some probability or score that measures to what degree a sample be-
longs to a class [7]. The reason is that it is possible to shift the re-
quirement one sets on the score which will change the TPR/FPR. An
example of such a classifier is Naïve Bayes. For other classifiers that
only yield a classification, it is not possible to plot an entire curve, since
they only yield one point in the graph. Such classifiers are called dis-
crete classifiers and an example is decision trees. An example of a ROC
plot from Mathwork’s website is shown below:

Figure 2.5: A plot of the ROC-measurements from a TreeBagger-model that
was produced by Mathworks [20]

2.4 Related Work

Predicting exits has previously been studied by Kassak, Kompan and
Bielikova [18]. The study focused on predicting the session end of stu-
dents in an e-learning system. The objective was to identify students
who are about to leave to be able to react to it and keep them around
to learn more, which the authors hope could lead to a better comple-
tion rate of courses for e-students. The e-learning system is used and
developed at the faculty that the authors are affiliated with, and the
study’s data was provided by that system. The system is adapted to
provide both session data and data from the students’ progress within
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the system, and is thereby a suitable context for the problem. The data
mainly consisted of: student information, learning objects informa-
tion, interaction details and more. In total the authors used 88 fea-
tures/attributes. The method consisted of taking in the students’ be-
havior as a stream of data and binary classifying “Exit Intent” or “No
Exit Intent”. This means that they continuously try to classify whether
the actions of the e-student will lead to an exit. Their underlying clas-
sifier is binary and based on polynomial regression and stochastic gra-
dient descent. The two classes of such a problem are likely to be im-
balanced in the data. To address the imbalanced class problem, the
algorithm was implemented with weights to penalize wrong classifi-
cation of the minority class more, and thereby balancing the classes
significance. The achieved result was predicting exits in up to four
learning explanations/questions/exercises for 93% of the sessions.

Predicting exits is one way to personalize the user interaction on
the web. Another way to personalize the user interaction with the
web is to use recommendation systems. Recommendation systems are
a well-researched area with several recent publications. One study on
the field is that by Elkahky, Song and He [6]. The study constructed
a recommendation system using a Deep Learning approach. Accord-
ing to Elkahky, Song and He there are two kinds of recommendation
systems: Collaborative and Content-based. Collaborative recommen-
dation systems recommend items that similar users to the target user
like. Content-based recommendation systems look at the features of
the items already used by the user and try to find new items that share
similar features. Recommendation systems in general work with clus-
tering and finding adjacency between data points rather than classify-
ing them. Recommendation problems are from a Human-Computer
Interaction perspective a related issue to identifying exits. However,
from a Machine Learning point of view, they are not closely related.
To understand the machine learning problem of predicting exits, the
relevant research is regarding binary classification.

Jeatrakul and Wong [17] studied the performance of five differ-
ent Neural Networks (NNs) for binary classification. Their motiva-
tion is that among the most successful algorithms for classification are
Support Vector Machines (SVMs), Decision Trees and NNs. There-
fore, they wanted to investigate the performance of different NNs.
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The types that the study compared were Back Propagation Neural
Networks (BPNN), Radial Basis Function Neural Networks (RBFNN),
General Regression Neural Network (GRNN), Probabilistic Neural Net-
work (PNN) and Complementary Neural Network (CMTNN). All the
algorithms in the study were tested on three different datasets. None
of the sets were more imbalanced than 1:2. The algorithms were trained
and evaluated ten times on each set. The best average accuracies were
gotten with the BPNN with accuracies per dataset 76%/70%/90% and
the CMTNN with accuracies per dataset 76%/70%/93%. The study
conclusion was that the overall best performance was produced by
CMTNN and that BPNN had good performance results in all test cases.
BPNN is a popular and robust NN that can be applied in several prob-
lem domains.

As suggested by James et al. [8] and Jeatrakul and Wong [17], the
authors Hayati et al. [14] also support that SVMs are well suited for
binary classification. In the study “Web Spambot Detection Based on
Web Navigation Behaviors” they use an SVM model and web naviga-
tion data from the visitors of a website to classify whether the visitors
are human users or web spambots. The studies data was collected
using a tracker that stored: IP addresses, Usernames, Session Details
and Requested Webpages of the incoming users. The study suggests
storing the data in “Action Sets”. An action set contains a set of web-
page requests and the goal that was to be achieved. The purpose is to
make it easier to discriminate between human and web spambot be-
havior and to make it more general to fit different kinds of websites.
Another way to describe it is that the data was stored in entities of
sessions. The balance between human and spambot records were 1:2.
With the gathered data they trained an SVM model to binary classify
“human” or “web spambot”. The results were measured in accuracy
and in Matthew Correlation Coefficient (MCC). The average accuracy
from five test runs was 95.55% and the average MCC was 0.780. In
conclusion the, study showed that the binary classification “human”
or “web spambot” in session data could be successfully classified us-
ing an SVM.

The reviewed studies have shown that the problem of identifying
user behavior in session data can be successfully treated as a binary
classification. Furthermore, NNs and SVMs are successful models in
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binary classification. The studies have in common that the data classes
are not more imbalanced than 1:2. Imam et al. [15] dealt with the per-
formance of the SVM on imbalanced data sets, because imbalanced
data can make SVMs suffer in performance. They constructed a vari-
ant of the SVM which they called the z-SVM. The z comes from that
they have inserted another constant in the formula for the SVM cal-
culations which makes the boundary hyper-plane become more adja-
cent to the majority class, which makes the space for minority samples
larger. The z-SVM was tested on five datasets which ranged from ex-
tremely imbalanced, a dataset where 0.77% belonged to the minority
class, to moderately imbalanced where 14.29% belonged to the minor-
ity class. The results showed that both normal SVMs and the z-SVM
improved its measured sensitivity the more balanced the dataset was.
The SVM ranged from a sensitivity of 0.00% to 86.67% and the z-SVM
ranged from a sensitivity of 62.67% to 96.67%.

Another related work was a previous one done at Red Pine, which
was concerned with optimizing the algorithm that suggests website
content to show website visitors [4]. The study used data about re-
quests for content, session and visitor, and was also concerned with in-
vestigating how the algorithm would perform using session data only
in comparison to using all data available. The dataset was organized to
represent previous requests and their outcome. About 92000 data sam-
ples were used, and 500 of them were positive. All data was collected
at the same website. The study was implemented in Azure Machine
Learning Studio. The study tried several different machine learning
algorithms to find the optimal one. The algorithms were aided by fea-
ture selection and parameter tuning. Their performance was evalu-
ated based on AUC. The conclusions were that the most well perform-
ing algorithms were boosted decision tree, decision forest, logistic re-
gression and averaged perceptron. Furthermore, it was found that the
suggestions were just as good when they were based on session data
only.
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Methods

This chapter describes how the experiment to predict exits was set up.
Firstly, a couple of technical ad-hoc definitions made for the exper-
iment are explained. Next a description of the experiments data is
provided. Further into the chapter, the tools and setup of the machine
learning models for prediction are accounted for. Lastly the construc-
tion of the evaluation data sets to which the models were compared
are described.

3.1 Exits and Sessions

A technical definition of “exit” is needed so that it can be measured.
As seen in section 2.1, an exit occurs when a visitor leaves a website.
In 3.2 there is an account for the used data, and it will be evident that
there was no explicit data trace from when a visitor leaves. Instead
the available raw data of page views and their time stamps are used
for identifying exits. This study defines an “exit” to occur when: “30
minutes have passed since the last page view in the session”. The def-
inition is shared by Google [11], with the exception that Google also
considers other events. The only events used in this study are the page
views, and that delimitation is used to provide the machine learning
models with data that is simpler to learn from.

There is a need for a technical definition of session/visit. Section
2.1 defined a session as a sequence of viewed webpages at a website by
the same user, which ends when the visitor leaves the website. That
definition along with the above technical definition of exits gives a

25
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technical definition of session/visit. That is a session is a sequence
of viewed webpages at a website by the same user, which ends when
an exit occurs. The raw data used has however saved definition in a
structure by another definition. That definition is that a session/visit
is a sequence of pageviews that can be identified by the same cookie in
the client web browser. For distinction, this definition of a session will
be referred to as a “RedPine-session” (rp-session). As cookies can be
kept for months, an rp-session may have several exits occurring within
its sequence.

3.2 Data

The following section describes the data used in the experiments of the
study. 3.2.1 goes through how the raw data was gathered by Red Pine
and what features from it was used. In the subsection of 3.2.2 there
is an account for the features which was calculated from the raw data
and used in the data model. Section 3.2.3 describes the feature selec-
tion that was done upon the data model, and what final data model
was finally used.

3.2.1 Raw Data

The raw data was collected through browser scripts deployed with
Red Pine’s products. It collected session data from its users through
that script. One of the clients was chosen as the website from which
data was used in this study. Therefore, all the data in the study origi-
nates from the same company’s website. The gathered data was saved
into Red Pine’s relational SQL database in the form of tables that rep-
resent different properties of the rp-session. The raw data provided
the following information about each rp-session:

• URL of the page views

• Time stamp of the page views

• User browser

• User device

• Country
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3.2.2 Data Model Construction and Feature Engineer-
ing

Feature engineering was described in section 2.2.3, and from that de-
scription it is known that machine learning algorithms are helped by
data being presented to it through a feature engineering representa-
tion. This section accounts for the features that have been created for
this thesis, and how they were stored in the data model. A summary
list of them is provided by the end of section 3.2.2. The data model was
saved as an SQL-table were each row was a sample and an rp-session
and each column was a feature of the rp-sessions.

The data model contains rp-sessions and their features. Each rp-
session in the raw data had one page view picked out at random. That
page view was used as representation of the latest page view in the
rp-session, which provided the data model with rp-sessions in differ-
ent stages. The first step after that was to extract the seven page views
that occurred the most recently to the randomly selected one. Each of
these were represented by the URL of the page that was viewed. These
URLs are called LastXView in the data model, and X stands for what
page view in the order it was, 1 was the most recent.

The first and most fundamental feature to be engineered was “Time
to Page View”, which was measured in seconds. It was calculated for
each of the eight page views represented for each rp-session. The fea-
ture shows the time between that page view and the next page view,
that is later occurring page view. If there were no next page view in
the session, the feature was set to the value null. The calculation was
based on the time stamps in the raw data. This feature was represented
for each page view and called LastXTime in the data model. The vari-
able X stands for what corresponding LastXView it belongs to.

The label and binary class “Exit” was engineered based on Last1Time.
The value is true for an rp-session if the latest pageview is null or if the
time to page view for the latest page view is greater than 1800 seconds.
In all other cases the value “Exit” is false. This corresponds to the tech-
nical definition of exit as given in 3.1. Last1Time was then excluded
from the data model since it contains the answer to the classification
question, but it not the label to find. Exit contains the information
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about Last1Time that should be used in the data model.

The features Browser, Device and Country were copied from the
raw data directly into the data model for each rp-session.

It is noteworthy that although this description of the construction
of the data model is linear, the process of constructing it was itera-
tive. For example, the machine learning models were constructed for
the first time with the data in the data model that is described above.
In other words, it was run without some of the features that were in-
cluded in the final model. However, as noted in section 2.2.3, machine
learning models are often helped by engineering features based on
field knowledge and what might offer information on the sought clas-
sification. Therefore, further features were constructed and these are
described below. It was observed in the iterative process that the ad-
dition of the following features improved the performance of the ma-
chine learning models. Note that although only up to eight page views
are represented by Last1View and Last1Time, the following features
were engineered based on all URLs and timestamps that occurred be-
fore Last1View.

Five features were engineered by counting occurrences in the page
view log for the entire rp-session before the page view to classify. The
first was “Exit Count”, which was calculated by counting how many
times exits had previously occurred in that rp-session. The second
“Previous Page View Count” counted the total amount of previous
page views in the rp-session. Further there was “Last Page View Oc-
curs Count” which counted the number of times that the last page
view occurred in the same rp-session, including as the last page view.
There was the feature “Unique Page View Count” which counted the
number of unique page views in the rp-session. Lastly the feature
“Page Views Since Exit” were calculated as the number of page views
since the last exit in the rp-session.

The feature “Average Page Views per Visit” was the average num-
ber of page views per session within the rp-session. It was calculated
by dividing Previous Page View Count by Exit Count plus one. The
plus one was added as the rp-session always contains one more ses-
sion than exits.
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The features “Average View Time” looked at all previous page views
that did not lead to exits and calculated their average Time to Page
View. Thereby, this feature represents the average time the visitor
spends on a web page on average.

Furthermore, the feature “Original Page View” was added. It rep-
resented the very first page view in the rp-session as an URL but with-
out its time to page view value.

The following list describes the available features after the feature
engineering:



30 CHAPTER 3. METHODS

Nr Feature Type Comment
1 Exit Binary Sample’s class
2 Last1View Categorical URL
3 Last2View Categorical URL
4 Last2Time Numerical int, seconds
5 Last3View Categorical URL
6 Last3Time Numerical int, seconds
7 Last4View Categorical URL
8 Last4Time Numerical int, seconds
9 Last5View Categorical URL

10 Last5Time Numerical int, seconds
11 Last6View Categorical URL
12 Last6Time Numerical int, seconds
13 Last7View Categorical URL
14 Last7Time Numerical int, seconds
15 Last8View Categorical URL
16 Last8Time Numerical int, seconds
17 Exit Count Numerical int
18 Previous Page View Count Numerical int
19 Average View Time Numerical int
20 Last Page View Occurs Numerical int
21 Original Page View Categorical URL
22 Unique Page View Count Numerical int
23 Page Views Since Exit Numerical int
24 Average Page Views per Visit Numerical int
25 Browser Categorical -
26 Device Categorical -
27 Country Categorical -

Table 3.1: All available features and their traits

3.2.3 Feature Selection

The literature study in 2.2.3 showed that apart from presenting data
through feature engineering it is also meaningful to use feature selec-
tion to remove irrelevant features from the data model and reduce the
dimensionality. Therefore, an experiment was constructed in Azure
Machine Learning Studio to select a subset of the data model contain-
ing the features which has a proven information value. This section
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describes the construction of that experiment and consequently what
data set was used to train the machine learning models.

The experiment imported the data model described in section 3.2.2,
which contained about 68000 samples of rp-sessions. The data was
then pseudo-randomly split into a training data set and a testing data
set, each set was assigned 50% of the data. The seed used for the
pseudo-random split was the same that was later used for splitting
into training and testing sets for training the machine learning mod-
els. The feature selection analysis was done on the training data set
only. The reason was that if the features were selected based on the
test set as well, that could be seen as test information used in a train-
ing stage. This ensured that no information about the test set leaked
into the training procedure. The test data set from the split was not
used in this experiment.

The categorical features and numerical features of the training data
set were analyzed separately. Both were however analyzed by filter-
based feature selection. The categorical features were analyzed by Chi-
Squared analysis and the numerical features were analyzed by Fisher’s
score, these choices were supported by Microsoft’s recommendations
[21]. Both techniques are described in section 2.2.3. Both filter-based
feature selections indicate more information in the feature the higher
its score is. Therefore, the results were presented ordered with the
highest score first. The six lowest performing numerical features and
the six lowest performing categorical features were removed in the
data model that was output from this module and input into the ma-
chine learning models.

The construction of the feature selection is described in a linear
way, but like with the feature engineering this was not a linear pro-
cess but an iterative one. The machine learning models were during
the construction run both with only the selected features and with all
features. It was observed that the performances of the models were
better after feature selection than before. There is no accounting for
these kinds of iterative observations in this report. However, this ob-
servation was used as a support for using the constructed feature se-
lection.
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After feature selection the data model was revised to use the fol-
lowing features:

Nr Feature Type Comment
1 Exit Binary Sample’s class
2 Last1View Categorical URL
3 Last2View Categorical URL
4 Last3View Categorical URL
5 Last4View Categorical URL
6 Last5View Categorical URL
7 Last5Time Numerical int, seconds
8 Last7Time Numerical int, seconds
9 Exit Count Numerical int

10 Previous Page View Count Numerical int
11 Average View Time Numerical int
12 Last Page View Occurs Numerical int
13 Original Page View Categorical URL
14 Unique Page View Count Numerical int
15 Page Views Since Exit Numerical int
16 Average Page Views per Visit Numerical int

Table 3.2: The features used by the data model

3.3 Machine Learning Models

This section describes how machine learning models were constructed
and used to analyze the data of the study. The chosen algorithms
are ANN and SVM. Section 3.3.1 describes how the ANN was im-
plemented and section 3.3.2 describes the implementation of the SVM
model.

3.3.1 ANN Implementation

Artificial neural network (ANN) was chosen as one of the algorithms
to binary classify exit or no exit. The reason was that the algorithm
had shown previous success in binary classification [17]. The model
was built in the tool Microsoft Azure Machine Learning Studio, which
was introduced in section 2.2.6.
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To train and verify the model, about 68000 samples were imported
from the data model described in 3.2.3. The data was pseudo-randomly
split into a training data set and a testing data set. The seed for the
pseudo-random split was the same as in the feature selection, so that
no testing data leaked into the training process. The split assigned 50%
of the data to the training data set and 50% to the testing data set.

It was noted in section 2.2.3 that neural networks in general need
normalized numerical features to perform optimally. Therefore, both
the training and the testing data set were normalized using the log-
normal function.

A neural network for supervised binary classification was trained
on the training data set. The architecture of the network was config-
ured to be five hidden layers with 200 artificial neurons in each layer.
In section 3.2.2 it was noted that the development of data features
was an iterative process where it was observed that adding features
increased the performance of the data model. The same approach was
used to choose the size of the neural network, so the used architecture
was chosen by the observation of how well it worked in comparison to
alternative architectures. Each neuron in one layer received input from
all the neurons in the previous layer in a feed-forward architecture. In
other words, the used network was a Multi-Layer Perceptron (MLP),
an architecture that was studied in section 2.2.4. The network’s param-
eters were tuned by hyper-parameter optimization, which was done in
combination with the training. The hyper-parameter optimization was
done through the random-search strategy and tried 20 random com-
binations of parameters. The random-search strategy was explained
in section 2.2.2. Finally, the model was trained to optimize its perfor-
mance measured in AUC.

The trained model was evaluated using the test data set. It was
used to classify the entire test data set, and evaluation metrics were
calculated based on its success in doing so. Moreover, it was seperatley
evaluated using 10-fold cross-validation using the test data set, see sec-
tion 2.2.2 for an explanation on cross-validation. The cross-validation
involved retraining the model and then used the parameters found by
the hyper-parameter optimization performed on the training data set.
The 10-fold partition was done pseudo-randomly to ensure that the
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partition would be repeatable in the SVM implementation.

3.3.2 SVM implementation

The second algorithm chosen to classify exit or no exit was Support
Vector Machine (SVM). The related work in section 2.4 showed that
SVMs are well suited for binary classification and that it can work well
with session data [14]. The SVM model was constructed with the same
tool as the ANN, namely Microsoft Azure Machine Learning Studio.

The same data set of about 68000 rp-sessions that was used for
the ANN implementation was imported. Furthermore, it used the
same pseudo-random split to 50% training data and 50% testing data.
Thereby, ensuring that no information in the test data set leaks to the
training process through the feature selection experiment. The nor-
malization of the data was different however as the SVM model used
the normalization built into the SVM module in the tool [21].

The SVM was trained on the training data set to optimize the model’s
performance measured in AUC. The training was done in combination
with hyper-parameter optimization. The hyper-parameter optimiza-
tion was run with the random-search strategy, which was introduced
in section 2.2.3. The random-search tried 20 random combinations of
parameters.

The SVM model that resulted from training and hyper-parameter
optimization was evaluated on the test data set. It classified all the
samples in the test data set and the results were translated into met-
rics shown in chapter 4. Moreover, a separate evaluation was done
through 10-fold cross-validation, which was introduced in section 2.2.2.
The cross-validation involved retraining the model, but with the pa-
rameters that were found through the previous hyper-parameter search.
The partition into ten folds was done pseudo-randomly with the same
random seed that was used for the ANN cross-validation. Thereby the
same folds were produced and the validation was comparable even on
a fold by fold level.
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3.4 Model Evaluation

This section describes how the constructed machine learning models
were evaluated. The results of the evaluation are presented in chapter
4. What metrics were chosen as a focus is described and motivated in
section 3.4.1. Section 3.4.2 describes the attempts that were made at
comparing the machine learning model to heuristics.

3.4.1 Choice of Metrics

It is important that the chosen metric for evaluating the constructed
models can fairly represent the performance of both models, and put it
in relation to what the models are constructed to achieve. In section 1.3
the research question of the study was formulated as “How well can
machine learning models predict website exits from session data?”.
The formulation “how well” was in practice answered by measuring
what AUC the models can perform. That is also why the models in
3.3.1 and 3.3.2 have been trained to optimize their performance mea-
sured in AUC. The literature study of metrics in section 2.3 showed
that it is possible to plot a ROC-curve to show a binary classification
model’s relationship between true positive rate (TPR) and false posi-
tive rate (FPR). The area under that curve, AUC, measures the model’s
general ability to perform a high TPR while keeping the FPR as low as
possible. That is, the ability to perform a good trade-off regardless of
if the priority is a high TPR or a low FPR. That makes AUC a measure
that gives general information of how the models would perform in
different scenarios. AUC is therefore a suitable measurement for this
study.

The study of related work in section 2.4 showed that it is a rather
common approach to measure and optimize the accuracy of models.
It would not suit this problem to use accuracy, because accuracy does
not take the balance into account, and does therefore not optimize the
trade-off in different scenarios.

As stated, the models were optimized according to AUC because it
means optimizing the models ability to find true positives while keep-
ing the rate of false positives as low as possible. It is likely that the
most applications of this model are done in the interest of identifying
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the positives to a large extent. It is the identified exit intents that re-
quire action and therefore have the potential to change the outcome
of business cases. Classifying true negatives correctly helps to avoid
unnecessary reactions to false exit intents, it is a recommendation of
when no to act to prevent exits. That helps the effectiveness of the
model and thereby its credibility.

Recall and precision are good metrics for specific business scenar-
ios. Different scenarios will need different balances between recall and
precision. There is a trade-off between recall and precision that may be
of interest. However, optimizing AUC leads to improved trade-offs,
regardless of what requirements for the balance are chosen, because
TPR is the same as recall. Recall and precision are therefore important
metrics to consider for the study, and will be presented in chapter 4.
However, for the specific research question AUC is a better metric and
is therefore the main metric considered for this study.

3.4.2 Heuristic for Comparison

As a part of the study, heuristics to classify exits were developed. Their
purpose was to create a benchmark to compare the machine learning
models to. The general idea behind the heuristics was to guess the exit
label based on the value of one or a couple of features that had shown
high information-content. However, most heuristics were found to
have very similar performances, and therefore only one of them is ac-
counted for here as an example.

The idea of the presented heuristic was to find out how many page
views a sessions progress on average before an exit occurs, and then
always classify or guess exit on sessions that progress that far. The
heuristic was written and tested in SQL and the dataset described in
section 3.2.2 was used.

The first query requested all rp-sessions where the exit-label was
true, and then calculated the average number of page views that those
rp-sessions had progressed between that exit and the previous exit in
the rp-session. If there were no previous exits in the rp-session, the
used value was the number of page views since the beginning of the
rp-session.
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The second query requested all the rp-sessions that had the number
of page views since the previous exit equal to the average calculated
in the first query. The query also considered the rp-sessions that had
no previous exits and the same number of previous page views as the
average calculated in the first query. All of these rp-sessions were as-
sumed to be classified as exits. The result was compared to how many
of the requested rp-sessions that actually led to exits.



Chapter 4

Results

This chapter presents the measured results of this thesis study. 4.1
presents measurements of the data that are independent of what model
analyzes it. Section 4.2 presents the performance of the constructed
ANN and SVM models. In 4.3 the results of the heuristic are presented
as a comparison to the machine learning models. This chapter focuses
on presenting data, the interpretation of it will be presented in chapter
5.

4.1 Analysis of the Data

Balance of the data

Each sample of the data represents one rp-session, which was ex-
plained in section 3.1. Each positive sample is an rp-session where the
last page view led to an exit. The following table shows the number of
samples, how many of them were positive and what balance the data
thereby has.

Measured Value
Number of samples 68590

Number of positive samples 21654

Percentage positive samples 31.6%

Table 4.1: Overview of the data content and balance

38
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Results of the feature selection

The carrying out of the feature selection was described in section
3.3.2. The following table describes the Chi-Squared analysis performed
to score the categorical features of the data model described in 3.2.3.
They are presented with the best score first.

Feature Chi Squared Score
Last1View 6680

Original Page View 3940

Last2View 2190

Last3View 1220

Last4View 1030

Last5View 873

Last6View 777

Last7View 696

Last8View 607

Device 179

Browser 130

Country 37.0

Table 4.2: Categorical features and their Chi Squared Score

The following table accounts for the analysis of the numerical fea-
tures and their relevance towards the exit label according to Fisher’s
Score.
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Feature Fisher’s Score
Average Page Views per Visit 0.027

Page Views Since Exits 0.016

Unique Page View Count 0.009

Previous Page View Count 0.009

Average View Time 0.003

Last5Time 0.002

Last Page View Occurs 0.002

Last7Time 0

Last6Time 0

Last2Time 0

Last8Time 0

Last4Time 0

Last3Time 0

Exit Count 0

Table 4.3: Numerical features and their Fisher’s Score

4.2 Results of the Machine Learning Models

This section presents the measured performance of the ANN and SVM
models. The construction of the models was described in 3.3.3 and
3.3.4 respectively. Firstly, the cross-validation measurements are pre-
sented and then the metrics from the Evaluate Model module, which
measured the models in relation to the whole test data set at once.

Cross-validation results

The following table presents the results from two cross-validations,
one for each model. Note that the folds are the same as the partition of
folds was pseudo-random and the evaluation of both models used the
same random-seed.
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Fold number Fold Size ANN AUC SVM AUC
1 3430 0.694 0.654
2 3430 0.710 0.668
3 3429 0.691 0.696
4 3430 0.685 0.674
5 3430 0.724 0.707
6 3429 0.698 0.673
7 3429 0.730 0.691
8 3429 0.668 0.693
9 3430 0.689 0.688

10 3429 0.729 0.754
Mean - 0.709 0.690

Standard Deviation - 0.021 0.027

Table 4.4: Cross-validation results for the ANN and the SVM, and their
AUC score for each fold

These cross-validations on 10 folds were made to account for a
general and representative picture of the models’ performances. For
the ANN the worst AUC was 0.6676, the mean AUC was 0.7018 and
the standard deviation was 0.0209. For the SVM the worst AUC was
0.6541, the mean AUC was 0.6898 and the standard deviation was
0.0274.

Model evaluation, entire test data set

This study heavily relies upon AUC as a performance measure, and
they are derived from ROC-curves. Therefore, it is of interest to look
at a couple of examples of those curves. Such examples are shown in
figure 4.1 and 4.2. These are the results of running the trained models
on the entire test data set at once, that is about 34000 samples.
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Figure 4.1: ROC-curve for the ANN model’s performance on the entire test
data set

Figure 4.2: ROC-curve for the SVM model’s performance on the entire test
data set

The evaluation on the entire test data set can be measured in sev-
eral metrics. Table 4.5 presents several metrics for those results. The
threshold probability of classifying samples as positive was 50%. With
those premises the following results were achieved for the ANN and
SVM respectively.
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Metric ANN Value SVM Value
Accuracy 0.765 0.790
Recall 0.339 0.136
Precision 0.487 0.755
AUC 0.701 0.694

Table 4.5: Further metrics that measure the ANN and SVM models’ perfor-
mances

As stated in section 2.3 it is possible to change the requirement for
how sure a classifier must be to set a positive classification on a sam-
ple. Changing that requirement creates a trade-off between recall and
precision, where it is possible to choose different balances between the
two. The following graphs show the possible balances between recall
and precision for the ANN and SVM models’. The numbers are based
on evaluation on the entire test data set.

Figure 4.3: The ANN model’s recall-precision graph
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Figure 4.4: SVM model’s recall-precision graph

4.3 Heuristic’s Results and Analysis

As stated in section 3.4.2, several heuristics for classifying exits were
created. Their purpose was to be compared to the machine learning
models as baselines. However, the heuristics had very similar perfor-
mances and only one of the heuristics is accounted for as an example.
The results of that heuristic and an analysis of it is presented in this
section.

Heuristic’s results

The table below shows the results of each step of the heuristic. For
a more detailed description on how these metrics were calculated, see
section 3.4.2. Three was the average number of page views between
the exits in an rp-session, and therefore the heuristic is to classify all
sessions that are on their third page view as sessions with exits about
to happen.
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Measured Value
Mean number of page views before exit 3

Sessions with 3 page views 6620

Sessions with 3 page views and exit 1763

Percentage positive samples in heuristic 26.6%

Table 4.6: Performance of the heuristic

The results of table 4.6 can be translated into the following confu-
sion matrix values:

Quadrant Number of samples
True Positive 1763

False Positive 4857

False Negative 0

True Negative 0

Table 4.7: Confusion matrix of the heuristic

The confusion matrix in table 4.7 can be used to calculate perfor-
mance metrics for the heuristic. They are accounted for in table 4.8.
Note that AUC is missing because it requires that the samples can be
classified differently based on a threshold probability of them being
positive or negative. As no such threshold probability is used in the
heuristic, neither ROC nor AUC can be measured for it.

Metric Number of samples
Accuracy 26.6%

Recall 100%

Precision 26.6%

Table 4.8: Confusion matrix of the heuristic

Heuristic’s analysis

The heuristic’s performance is, as stated in section 3.4.2, represen-
tative for what performance was produced overall from all heuristics.
When comparing the heuristics performance in table 4.8 to the ma-
chine learning models’ performances in table 4.5 it can be concluded
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that the heuristics performance is not close to the machine learning
models’ performances. As AUC could not be measured for the heuris-
tic, consider accuracy as a metric of general performance. The 26.6%
accuracy of the heuristic is nowhere close to the 76.5% and 79.0% ac-
curacies for the machine learning models. Furthermore, the precision
is in both cases lower for the heuristic than for the machine learning
models. Comparing table 4.6 to table 4.1 shows that the heuristic does
not change the balance of the classes in the data significantly. Using
the heuristic is even worse than guessing positive at all samples in the
entire data set regardless of their progress. Therefore, it is concluded
that the heuristic would not be a good baseline to compare the machine
learning models to. The heuristic will not be used for the remainder of
the report. Instead the machine learning models will be compared to
random guessing as a baseline.
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Discussion

The discussion chapter presents the author’s interpretations of the study’s
results. In 5.1 the overall technical quality of the results is reviewed
and the research question is answered. In 5.2 the potential practical
use of the results is commented. Section 5.3 raises what potential fu-
ture issues for research have been discovered during the thesis study.
The ethical aspects of the project are accounted for in section 5.4.

5.1 Main Findings

The study described throughout this report has used Red Pine’s raw
data, engineered features out of it and constructed machine learning
models to predict website exits. The objective stated in chapter 1 was
to investigate how well machine learning models can predict exits
based on session data. Several references of work related to binary
classification and website visitors’ behaviour were accounted for in
section 2.4 Related Work. From those reports, it is clear that ANNs
and SVMs are algorithms with good potential for binary classification.
Therefore, these were the algorithms chosen to attempt the predic-
tions. Since these algorithms previously have shown their potential
for binary classification, a focus has been feature extraction to ensure
that the algorithms have good conditions to perform well. To reach a
good performance, both an algorithm and the data must have the po-
tential to be part of the model that can predict exits.

As explained in section 3.4.1 the research question formulation “how
well” is in practice answered by what AUC the models can perform.

47



48 CHAPTER 5. DISCUSSION

The reason is discussed in section 3.4.1, but in short it is that AUC rep-
resents both the capability of performing true positives and at what
cost of false positives that is done. The representation is relevant re-
gardless of what the priority in the balance of the two is. For specific
cases it may be more relevant to look at the recall and precision of the
model in those cases. A more careful discussion about such situations
is given in section 5.2.

The models’ cross-validated performances measured in AUC can
be seen in table 4.4. The validation was done to get a measure for
the models’ general performances. As the ANN had higher mean and
lower standard deviation than the SVM, it indicates that the ANN was
better at extracting information from the data model than the SVM.
It was clear in section 4.3 that the heuristics created for comparison
to the machine learning models had too poor performance to be use-
ful. Therefore, the models will only be compared to random guess-
ing in this discussion. The ANN’s AUC was 0.701 for the entire data
set, 0.702 for the mean in the cross-validation and 0.6676 as the worst
score in the cross-validation. These are not close to the optimum value
of 1. However, neither are they close to the mediocre medium of 0.5
which according to Fawcett [7] would be expected if the classifications
were only done by random guessing. These evaluations show that
this study has constructed machine learning models that have proved
some success in classifying exits based on session data. This leads to
the conclusion that these machine learning models can classify exits
based on session data with a performance of 0.70 AUC.

Figure 4.1 and 4.2 show examples of ROC-curves measuring the
models. An important characteristic of these curves is that the data
points are distributed over the entire scale, because that implies that
there are many examples to support the position of the curve over the
entire scale. There are fairly many data points over the whole scale
of both the ANN and SVM models, but more so for the ANN model.
Although this is only an example and the cross-validation folds’ ROC-
curves must not look the same way, this supports that the measure-
ments of the models are sound. The number of data points is consid-
ered to be satisfactory as well.

As commented already in section 1.2, the decision not to use deep
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learning is expected to make feature engineering and feature selection
very important for the performance of the machine learning models.
Though only the linear construction of the final models is described
fully, it was noted in section 3.2.2 and 3.2.3 that the models’ perfor-
mances improved when feature engineering and feature selection was
introduced. It is already concluded that the models did reach a signif-
icant performance and how well it performed. The feature selection
results in table 4.2 and 4.3 show that the feature engineering played an
important role. That can be said as the difference between how much
information different features contributed with varies greatly. These
features were the result of trying several ideas with little thought on
what would work the best. The best numerical feature was “Average
Page Views per Visit”. As explained in section 3.2.2 it was engineered
by dividing “Previous Page View Count” by “Exit Count” plus one.
Neither of the components were among the best numerical features
and exit count was even the worst one. That proves that although the
features may contain relevant information it is crucial that they are en-
gineered into a form that helps extract that information.

Another interesting trait of the numerical features is that the most
successful ones in some way count the URLs that represent the page
views. The first feature which is based on time stamps and time to
page view does not appear in the ranking until the fifth place. On fur-
ther examination of the numerical features in table 4.3, it is observed
that time to page view in its pure form was not a very important fea-
ture. Neither was the significance of time to page view helped by being
more recent as Last5Time and Last7Time were more significant than
Last2Time. For the categorical features it was the other way around.
LastXView with low X is awarded a high Chi-Squared Score in table
4.2. The LastXView features are even ranked in the order they occur.
Original Page View was also an important page view. A hypothesis
to why that might be is that it indicates where the visitor found the
website. Visitors who for example start at pages that are linked to in
social media might be more likely to leave later in the rp-session.

Table 4.5 contain metrics which indicate the models’ overall qual-
ity with less certainty than AUC, but it is still of interest to consider
them. The accuracies of the models on the entire test data set were
76.5% for the ANN and 79% for the SVM. In section 2.4 Related Work
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there was an account for the previous studies. The first was by Kassak
[18] which also regarded exit prediction and the second study was by
Hayati et al [14] which distinguished between human website visits
and web spambot visits. The Kassak study has the same aim as this
thesis study, but is not entirely comparable to this study as it used the
student’s progression data as well as session data to perform classifica-
tion. The Hayati study only used session data, but classified whether
it was produced by humans or web spambots, and is therefore not en-
tirely comparable to this study either. However, it is still interesting to
do so to get an idea of the results relation to previous work. The study
by Kassak handled the imbalanced data by penalizing misclassifica-
tion of the minority class more and achieved an accuracy of 93%. In
the beginning of this study it was expected that the imbalance of the
data would be a concern. But as 31.6% belong to the minority class,
see table 4.1, it has not been a major problem to address. This study’s
accuracy is poorer than Kassak’s accuracy. The Web Spambot study
had a data balance that corresponds to the one in this study but did
also perform a better accuracy of 95.5%.

The differences between this study’s performance and that of the
related work could partly be explained by that this thesis study trained
its models to optimize AUC and not accuracy. Another explanation
could be that they are not entirely comparable as described above.
However, it is also possible that the models in this study need more
optimization and could achieve better performance. An example of
how that could be done is trying to engineer new features. It was seen
above that engineering exit count and previous page view count into
one feature made the best feature out of one mediocre and one bad
feature. To represent this uncertainty of the study, a new formulation
of the conclusion is used. The conclusion is that the machine learning
models of this study show that website exits can be predicted from
session data with an AUC of at least 0.70.

5.2 Practical Use of the Results

As concluded in section 5.1, the models of this study have been able
to extract information about exits from the used session data. In sec-
tion 1.1 the purpose of this study was stated. The purpose is to create a
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model which can be kept server side to answer website clients whether
their visitors have exit intents or not. Therefore, it is not only interest-
ing to see if the models can extract information about exit intents, but
also if they can do so with a satisfactory level of certainty. For this
purpose, it is relevant to see the recall and precision of the models,
their formulae can be found in section 2.3. These metrics are however
important because of their practical meaning to this problem setting.
Recall is the answer to the question “Of all the exit intents that will
occur on the website, what degree are discovered by the model?”. Pre-
cision is the answer to the question “Of all the exit intents the model
has claimed to identify, what percentage are actual exit intents?”. In
other words, precision discloses how diluted the true positives are in
the set of samples which have been classified as positive.

The recall-precision graphs shown in figure 4.3 and 4.4 show what
the possible balances between recall and precision are for the respec-
tive models. As with the ROC-curve more certain results are achieved
for the areas of the curve with a dense set of data points. The ANN
model shows the potential of identifying 30% of all exits intents, but
that the correctly identified exit intents will be just over 50% of what
is returned as identified exit intents. The SVM has a different looking
recall-precision trade-off. It has the potential of identifying just over
10% of all exit intents but would on the other hand return them in a
set where the true positives could constitute 80% of the identified exit
intents. If these rates of success are sufficient would depend of the area
of use and what the reaction to exit intents is going to be.

Consider a scenario where the model is to be used at pages where
the visitor is administrating some service provided by the website
host. The response to exit intents would be to offer support by phone
or email. A low precision may not be problematic as visitors who are
not about to leave may appreciate an offer of support as well. In those
cases, a high recall would be more important to keep the visitor satis-
faction high.

However, in another scenario where the visitor is a potential cus-
tomer at a web shop and the reaction is to offer a discount it may be
very costly with a low precision. A low precision would mean that a
lot of customers who are not about to leave are offered a discount al-
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though they would have purchased products anyway. In the web shop
scenario, the recall is needed for the revenue of the shop to be affected,
which makes it more important that the trade-off is carefully tweaked
but also efficient. Overall it is expected that the AUC and therefore
the trade-off of these models could be further improved. The focus of
this study has been to experiment with the data and used features to
extract information rather than optimizing the models. Therefore, it
is likely that further studies could be done to optimize models with
better performance and use them in production.

5.3 Future work

There is plenty of more work that can be done in the area of predict-
ing exits outside the scope of this study. The most obvious is to study
how to react to identified exit intents, which was planned even before
this study started. Before that step, it might help to optimize the mod-
els further and even try if other algorithms than SVM and ANN have
a potential of performing better. As observed in 5.1 this is strength-
ened by the comparison to related work. Deep neural networks are of
course good candidates for future studies as deep learning has been
excluded from this study. The now completed study could also be
widened by trying the model at data from other websites than the one
used in this study.

Other areas of interesting future work would be to challenge the
assumptions and try other definitions than the ones done in this study.
For example, this study has been concerned with classifying rp-sessions
and that requires a database which saves the history of the rp-session
connected to the same cookie. If the classification was done upon ob-
jects of sessions as defined by Google [11] it would not be necessary to
access the visitors’ previous session data to perform predictions. Fur-
thermore, each session would be treated the same way regardless of
whether it was the visitor’s first visit or there were several before that.
It would be interesting to see how that affects the performance. Yet an-
other study that would also be of interest to deploy the models from
this study and gather what exit intents are identified. The gathered
data could be statistically analysed to see exactly what exits the model
is able to identify. Could it be that its performance comes from iden-
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tifying pages with a high exit rate and frequently guessing exit when
the visitors are at that page?

5.4 Ethical Aspects

The main ethical aspects considered for this project are those regarding
the used data and the end-users’ personal integrity. The use of data
about people’s behavior should always be done with care. This has
been a subject of wide debate simultaneously to this project, as both
the Facebook data leak to Cambridge Analytica and the GDPR laws
have been on the news frequently. The work in this thesis also tracks
users based on the data traces that they leave on websites, but the way
it is done is very mild even compared to moderate cases as legal use
of facebook or google data. Therefore, it is the view of the author that
the results may help personal integrity in the big data business. The
data used is session data which is quite anonymous. URLs and times-
tamps are not enough to track the data back to a specific user. The use
of rp-sessions does however require cookies, which means that web-
sites using this model will need cookie consent from the users. Cook-
ies are very standard on websites in the contemporary time. The raw
data used is therefore only parts of what is usually already gathered
at websites. There are of course ethical aspects beyond the data. But
those aspects are heavily dependent on how identified exit intents are
reacted to. Until the results are applied for reactions there is not likely
any effects of the study’s results towards ecological, social or econom-
ical sustainability.



Chapter 6

Conclusion

This study has been concerned with investigating an ANN-model’s
and an SVM-model’s potential for predicting website exits in session
data. Specifically, the research question stated in section 1.3 was: “How
well can machine learning models predict website exits from session
data?”. The study has answered the research question by construct-
ing machine learning models, extracting features from session data,
training the models on the prepared data and measuring the models’
performances in AUC. The conclusion was that the models can predict
website exits and perform an AUC of at least 0.70. The main argument
for this finding is that the trained ANN model in cross-validation had
a mean AUC score of 0.70. This is significantly higher than what can
be expected if the prediction is done by random guessing. Therefore,
the model is considered successful. Furthermore, the study has found
that the ANN model trained performed better in predicting exits than
the trained SVM. The most useful features were in analysis found to
be connected to the page views’ URLs.
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