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Abstract
Even with the recent advances of deep learning pushing the field of medical image
analysis further than ever before, progress is still slow due to limited availability of
annotated data. There are multiple reasons for this, but perhaps the most prominent
one is the amount of time manual annotation of medical images takes. In this project
a semi-automated algorithm is proposed, approaching the segmentation problem in
a slice by slice manner utilising the prediction of a previous slice as a prior for the
next. This both allows the algorithm to segment entirely new cases and gives the user
the ability to correct faulty slices, propagating the correction throughout. Results on
par with current state of the art is achieved within the domain of the training data.
In addition to this, cases outside of the training domain can also be segmented with
some accuracy, paving the way for further improvement. The strategy for training the
network to utilise auxiliary input lies in the heavy online data augmentation, forcing
the network to rely on the provided prior.

Sammanfattning
Trots att framstegen inom djupinlärning banar vägen för medicinsk bildanalys
snabbare än någonsin så finns det ett stort problem, mängden annoterad bilddata.
Det har bland annat att göra med att medicinsk bilddata tar väldigt lång tid att
annotera manuellt. I detta projektet har en semi-automatisk algoritm utvecklats
som tar sig an 3D-segmentering från ett 2D-perspektiv. En bildvolym segmenteras
genom att en initialiseringbild annoteras manuellt och används som hjälp för att
annotera närliggande bilder i volymen. Detta upprepas sedan för resterande bilder
men istället för att manuellt annotera används föregående segmentering av närverket
som hjälp. Detta tillåter att algoritmen både kan generalisera till helt nya fall som ej
är representerade av träningsdatan, och gör även att felaktigt segmenterade bilder
kan korrigeras i efterhand. Korrigeringar kommer då att propageras genom volymen
genom att varje segmentering används som hjälp för nästkommande bild. Resultaten
är i nivå med motsvarande helautomatiska algoritmer inom träningsdomänen. Den
största fördelen gentemot dessa är möjligheten att segmentera helt nya fall. Metoden
som används för att träna nätverket att förlita sig på hjälpbilder bygger på kraftig
bilddistortion av bilden som ska segmenteras. Detta tvingar nätverket att ta vara på
informationen i segmenteringen av föregående bild.

Abbreviations
CT - Computed Tomography
MRI - Magnetic Resonance Imaging
US - Ultrasound
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1. Introduction
Segmentation of certain structures in the human body have always been of great interest in
medicine. Traditionally, segmentation has been done manually by drawing a boundary, separating
foreground (object of interest) and background. The quality of the manual segmentation is heavily
dependent on the skill of the physician, quality of the image and time spent. All of these factors
are usually hard to come by, radiologists require years of training, high quality images mean high
radiation dose (CT) or long acquisition times (MR) and time is in general a sparse resource in
hospitals.
Convolutional networks have in recent years proven to be very effective for many tasks related to
image analysis. For tasks such as classification [1] and segmentation [2] they show impressive
performance in terms of accuracy and speed.
Great advances have been made in the field of automated segmentation, mainly due to the
deep learning revolution that started in 2013. Fully convolutional networks (see State of the Art
appendix Section A.3) can provide highly accurate segmentation maps of objects given enough
training data. The keyword here being ’enough’ training data, deep learning models are highly
data dependent with a strong correlation between amount of training data and level of accuracy.
This is less of a problem when working with natural images where huge databases of millions of
images such as ImageNet [1] are publicly available. In the field of medical imaging this is not
the case. While a large amount of medical image data exists it is very hard to come by due to
patient safety regulations and even if it is possible to anonymise the data might not be labelled in
a meaningful way for the purpose of training a deep learning model. This can make it hard to
gather enough data to represent a certain task clearly enough for a network to generalise well
[3].
To overcome this, various semi-automated and interactive approaches have been attempted. In
the area of semi-automation the most common approach is to provide the algorithm with an
example of the task that the algorithm can utilise as a prior. In the field of video segmentation this
is usually done by manually segmenting the first frame of a video sequence, isolating the object
of interest. This ground truth frame can then be used as a guide for subsequent frames by for
example comparing a proposed segmentation or by fine tuning a trained algorithm to a specific
case [4, 5, 6, 7]. With quite a low amount of manual effort, these one- and k-shot algorithms
perform very well within the tasks that they have been trained for, but more importantly they
can generalise to unseen objects very well. Mainly due to the manual prior providing a lot of
information regarding spatial location, size, shape etc [5].
Interactive approaches rely on the user to manually correct a proposed segmentation by showing
the network where it has incorrectly segmented part of an image as fore- or background. This
can for example be done by drawing ”scribbles” that represent either fore- or background. In
an approach by Wang et al. [8] scribbles are incorporated at the testing stage by fine tuning a
trained automatic model based on the scribble data. More in-depth detail about the current state
of interactive and semi-supervised methods can be found in Section A.4.2 and Section A.4.1 in
the State of the Art appendix.
In this project, the approach to semi-automated segmentation is based on the close resemblance
between two adjacent slices in a volume. This is exploited through spatial propagation where the
prediction of one slice is propagated as extra input for the segmentation of the next, similar to
Khoreva et al. [5]. The models proposed here are trained to be applicable to a wide variety of
segmentation cases. To achieve this, high generalisability of the models is the primary goal, while
also retaining good performance within the training scope. For the approach to be successful a
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user should also be able to affect the segmentation results by going back and manually altering
incorrect slices. The correction should then be used by the network in a repeated segmentation
pass, propagating the corrections to nearby slices.
Aim and contributions
The aim of this project was to create and evaluate a segmentation algorithm that performs semiautomated volumetric 3D segmentation by segmenting a volume slice by slice in a propagated 2D
fashion.
The following points are contributed to the field by this project:
• Evaluation of how varying amounts of pre-processing affects the usage of auxiliary input.
• A highly adaptable and generic model for medical image segmentation of multiple structures.
• Evaluation of how a propagation based semi-automated algorithm adapts to cases outside
of the training scope.
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2. Method
The approach for volumetric segmentation in this project is in theory simple. The process is
guided by the user initially providing a starting point in the form of a manual segmentation. This
segmentation is then propagated throughout the volume. Corrections of the segmented volume
can then be applied by manually correcting a certain 2D slice and re-initialise the propagation
from that point. The initialisation segmentation also provides the network with information about
which object is of interest, allowing one network to be trained for binary segmentation of multiple
different organs.

2.1. Spatial Propagation
Spatial or mask propagation is the main focus of this project, the idea being that a 3D volume
X = { x0 , x1 , ..., xt , ..., x N }, where xt is a 2D slice along one axis and N is the total number of
slices in the volume along that axis, is segmented in a slice by slice fashion. The predicted mask
of slice xt−1 can be used as a prior when segmenting slice xt . Providing information about shape
and size as well as location of the object of interest. Examples of slice similarity can be seen in
Figure 1.

Figure 1: Example of similarity between slices, slice xt−1 in red, slice xt in white, slice xt+1 in
blue and the overlap shown in purple.
The algorithm is initiated through semi-automation where the first slice (usually chosen in the
middle of the volume) is segmented by hand, creating a ground truth segmentation. From
this initial slice xt , the manually segmented mask is then propagated to slices xt−1 and xt+1
by concatenating the manually segmented slice to the image slices, see Figure 2. The two
slices, xt−1 andxt+1 can now be segmented automatically with the mask of slice xt as guidance.
This process then continues throughout the volume until the whole object of interest has been
segmented.
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Figure 2: Spatial propagation, prior given as the ground truth of the previous slice. The current
image slice and previous ground truth are concatenated as different ”colour” channels.
This approach is very similar to what Khoreva et al. [5] use for video segmentation, with the
main difference being the initialisation point of the algorithm and the data used for training.
Khoreva et al. approach the problem by clever augmentation of static images to generate artificial
previous frames. In contrast this project utilises the volumetric data for previous and upcoming
slices and further augments these to provide more variety in the data. However the main idea of
’guided instance segmentation’ described by Khovreva et al. remains the same. This guidance is
used both as a way to improve the segmentation accuracy on types of organs that the network
has been trained on, but also as a way to help the network generalise to a new, previously unseen
organ. The generalisation to different organs assumes that a lot of organs behave similarly in how
they change 2D-shape when moving along a specific axis in a 3D volume. By providing the first
slice of an organ, it is possible to infer the approximate size and location of the organ for the
current and nearby slices.

2.2. Capturing User Input
The proposed algorithm works in a semi-automated one- or k-shot fashion, meaning that the
segmentation of a volume is initialised by a manual segmentation of a slice that shows the
network the object of interest. From the initialisation point the network performs automated
segmentation.In between the results are inspected manually to find slices that are incorrect. These
are then corrected by hand and the algorithm is reinitialised with the corrected slice as a starting
point, attempting to propagate the manual correction forward through the coming slices. Since
this interaction is not part of the actual network inference pass, making the network utilise the
user provided information is not trivial. The approach used is to force the network to utilise
the provided initial slice by heavily augmenting the image slices in terms of shape, rotation and
intensity, further described in Section 2.3. Rather than being able to segment the image directly
the network should learn to rely on the concatenated prior.
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2.3. Implementation Details
2.3.1. Data Pre-Processing
The data used comes from the Visceral3 [9] database, where 20 whole body CT scans of patients
were chosen with dense labels for liver, spleen, left kidney, left lung and pancreas. The intensity
values of the CT scans was normalised by clipping the intensity range to ±1024 and then
divided by 500 (empirically chosen). As a way to provide natural non-linear deformation the
“previous masks” were sampled randomly at a distance of ±2 from the current slice, which is
far away enough to provide the network with non-linear deformation compared to the current
slice but close enough to avoid overlap with nearby structures that otherwise might be labelled
incorrectly.

2.3.2. Data Augmentation
The online data augmentation applied during training is unusually heavy, consisting of large
amounts of affine scaling ±20% and rotation ±180◦ as well as flipping left/right and up/down.
To improve the robustness to intensity variation, random contrast and brightness augmentation is
applied as well. The high amount of image augmentation is to reduce the networks’ dependence
on image intensity and to prevent the network from making decisions that divert too much from
the given prior. Instead, the network is pushed towards relying on the information provided in
the additional image channel containing the prediction of the previous slice. This way the network
is able to include and propagate changes provided by a user without being explicitly trained
with a “user in the loop” providing changes to the data online. To improve the robustness to bad
predictions from the network, the previous slices are further augmented with affine rotation and
scaling. Various combinations of rotation in the ranges ± { 1, 5, 10 }◦ and scaling ± { 1, 5, 10 } %
are tested to evaluate how this affects robustness and reliance on auxiliary input. The results are
presented in Section 3.1. No affine translation is included due to the affine transformation being
applied from the centre of the image rather than the centre of mass of the concatenated mask.
Due to this, some translation is inherently applied when rotating the mask, overall this approach
gave better results than rotating, scaling and translating the mask around a pivot point at the
centre of mass.

2.3.3. Network Architectures
The first of the two proposed architectures is the traditional U-Net, originally proposed by
Ronnerberger et al. [2] consisting of an encoding and a decoding path. In the encoding path,
each layer consists of two “blocks” of a 3x3 convolution, followed by a batch normalisation layer
[10], followed by a rectifying linear unit. The two convolutional blocks are then followed by a
max pooling layer, reducing the spatial size of the feature maps. The decoding path is identical
to the encoder, with the one difference of swapping the max pooling layer for a transposed
convolutional layer (up-sampling convolution) that up-samples the encoded feature maps such
that the final size of the segmentation is the same as the size of the input image. The encoding
and decoding layers are connected by skip connections to retain high resolution features that
provide information about spatial localisation. Finally, at the end of the decoding path a 1x1
convolution is applied to reduce the number of features maps to two.
The second architecture shares the same principal idea of having an encoding and a decoding
path and is very similar to FusionNet, proposed by Quan et al. [11]. The architecture used in this
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project differ in that it uses strided convolution rather than max pooling for reducing spatial size
similar to what is proposed in [12]. The reasoning behind strided convolution is to retain more
localisation and spatial information than a normal pooling operation. Pooling operations enhance
a networks’ ability to be localisation invariant, a sought after attribute for classification. In the
case of segmenting a specific organ at a specific location in the body, the network should learn to
pay attention to the locality of different objects [12]. The residual connections are added to avoid
problems with vanishing gradients as the network becomes deeper when strided convolutions
are used [13].
The input of both networks differ from the original implementations in that the input layer
consists of both the input image slice and the segmentation prediction of the previous slice. The
two features are concatenated together as separate “colour” channels.
Variants of both the U-net and the Residual network were trained at layer depths ranging from
two to five, to see how the complexity of the networks affect the reliance on auxiliary user
provided corrections. The network weights are initialised with Xavier initialisation [14] and biases
are zero initialised. Both architectures are implemented using Tensorflow [15].
Since the method is network agnostic, any type of architecture could be used; the two architectures
in this project were used for their relative shallowness and ease of training with limited resources,
while still providing competitive results.

2.3.4. Network Training
The networks are trained with randomly shuffled 2D slices from the 20 image volumes. Each 2D
image is concatenated with a previous or subsequent slice taken from the manual annotations,
providing each sample with a strong prior that is incorporated in the encoding part of the
network. The network prediction and ground truth are compared using a standard softmax cross
entropy function. Online augmentation provides the network with an extremely large number of
training samples, providing the networks with a good amount of variation in the data promoting
robustness. The networks are trained using the Adam optimiser [16] with an initial learning rate
of 0.0001 and standard values for first and second moment decay. The learning rate is multiplied
by 0.1 at empirically chosen epochs of 10, 20 and 25 to stabilise the training. The networks are
trained for a total of 30 epochs. For robustness and correctness of results, all training and testing
is done in a five fold cross validation setup.

2.3.5. Evaluating Results
While the proposed method is thought to be used in an interactive manner with a user providing
corrections this is less optimal for evaluation purposes. Mainly, manual corrections introduces
bias to the evaluation and would also be very tedious work. Instead a reproducible approach
is used where slices are picked at a fixed step length from the middle of the volume, moving
towards the edges. The step length is chosen as a percentage of the total object volume such that
a smaller organ will result in a smaller step length. This way fair comparisons between different
configurations can be made in an automated fashion while still showing the effect of correction
propagation.
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3. Results
In this section the results of various experiments are provided. The models were tested both
within the scope of the training data and also on previously unseen cases. To promote robustness
and reproducability of the results, no qualitative testing with an actual user was done. While this
puts the algorithm at a disadvantage due to bad choice of slices for correction it still produces
meaningful results.
The following results are compared to two different baselines, the first one being a standard
U-Net, trained specifically for each of the organ classes. The second is a basic propagation
implementation but with modest online image augmentation consisting of ±10◦ rotation and
±10% scaling of the input image and ground truth. No additional augmentation was applied to
the concatenated prior.
The results are compared using the Sørensen-Dice coefficient [17] which is a measurement of
similarity between two different samples, in this case the ground truth and prediction of the
network. Further details can be found in Section A.5. All results shown in the following tables
are the mean and standard deviation of five fold cross-validation for each experiment and the
Dice coefficients are calculated with any manual corrected slices included in the calculation.
Table 1: Mean and standard deviation of the Dice coefficient for the two baseline implementations
used for comparison of results. First column show individually trained fully automated
U-Net architectures. The second column represents a basic propagation approach without
added image and mask augmentation.
Organ
Left Kidney
Left Lung
Liver
Pancreas
Spleen

U-Net

Basic Propagation

0.858 ± 0.147
0.975 ± 0.011
0.935 ± 0.016
0.389 ± 0.262
0.888 ± 0.064

0.876 ± 0.061
0.943 ± 0.068
0.901 ± 0.022
0.602 ± 0.142
0.893 ± 0.055

3.1. Ablation Study
To evaluate how it is possible to affect the network’s ability to incorporate a provided prior,
various network parameters were tested in an ablation study. The starting point for all of the
experiments was a U-Net architecture of depth four with heavy image augmentation according to
Section 2.3. All results shown in this section are based on a one-shot pass with the ground truth
segmentation of the middle slice of each organ provided as initial input.
Rotation Variations of rotations are tested to see how this impacts both the one-shot segmentations
as well as the ability to further influence the segmentation results by correcting slices. Rotation is
tested in the following ranges 1, 5, 10◦ for the concatenated mask.
Scaling Different amounts of scaling are evaluated on the same premise as rotation, to see how
it impacts the networks ability to incorporate user guidance. Scaling is tested in the ranges
{1, 5, 10}%, with both positive (growing) and negative (shrinking) scaling being applied to the
concatenated mask.
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Network Depth The depth of the network is evaluated based on the idea that a shallower network
would have a harder time extracting relevant features from an image and therefore would be
forced to rely more on the propagated slice. Increasing the dependence on the propagated slice
would improve the networks’ ability to incorporate user changes to the finished segmentation.
Network Architecture Two different networks are tested in this project, one being the standard
U-Net and the other being a residual architecture with strided convolutions for downsampling.
The first experiment evaluates the impact of augmentation of the concatenated mask. Quantitative
results are shown in Table 2 and qualitative examples in Figure 3.
Table 2: Mean and standard deviation of the Dice coefficient for combinations of rotation and
scaling of the concatenated mask, top segmentation accuracy for each organ in bold font.
Organ
Left Kidney
Left Lung
Liver
Pancreas
Spleen

Rot: 1◦
Sc: 1%

Rot: 1◦
Sc: 10%

Rot: 5◦
Sc: 5%

Rot: 10◦
Sc: 1%

Rot: 10◦
Sc: 10%

0.865 ± 0.068
0.964 ± 0.030
0.855 ± 0.060
0.605 ± 0.126
0.914 ± 0.050

0.899 ± 0.080
0.951 ± 0.055
0.883 ± 0.064
0.614 ± 0.144
0.916 ± 0.053

0.878 ± 0.139
0.949 ± 0.065
0.887 ± 0.050
0.603 ± 0.143
0.885 ± 0.082

0.874 ± 0.119
0.950 ± 0.053
0.906 ± 0.041
0.607 ± 0.120
0.897 ± 0.057

0.870 ± 0.162
0.923 ± 0.103
0.878 ± 0.056
0.574 ± 0.169
0.825 ± 0.156
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Figure 3: Qualitative results of the best performing configuration for various organs, ground truth
in blue, prediction in red and overlap in purple. Step length is set to 10% of total organ
length along the axial axis.
The second experiment evaluated impact of varying the network depth, comparing shallow and
deeper architectures. The results are shown in Table 3.
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Table 3: Mean and standard deviation of the Dice coefficient for varying network depth. Augmentation of the concatenated mask is set to ±1◦ rotation and ±10% scaling.
Organ
Left Kidney
Left Lung
Liver
Pancreas
Spleen

Depth 2

Depth 3

Depth 4

Depth 5

0.885 ± 0.119
0.925 ± 0.081
0.859 ± 0.064
0.586 ± 0.115
0.908 ± 0.071

0.887 ± 0.130
0.968 ± 0.030
0.881 ± 0.048
0.614 ± 0.127
0.889 ± 0.087

0.899 ± 0.080
0.951 ± 0.055
0.883 ± 0.064
0.614 ± 0.144
0.916 ± 0.053

0.889 ± 0.104
0.964 ± 0.031
0.888 ± 0.048
0.618 ± 0.127
0.917 ± 0.044

The final experiment compared a residual variant of the standard U-Net implementation. The
architecture of the residual network is described in Section 2.3.
Table 4: Comparison between the best performing U-Net configuration and a residual architecture. Values shown are the mean and standard deviation of the Dice coefficient. The
augmentation of the concatenated mask is set to ±1◦ rotation and ±10% scaling.
Organ
Left Kidney
Left Lung
Liver
Pancreas
Spleen

U-Net

Residual &
Strided Conv

0.899 ± 0.080
0.951 ± 0.055
0.883 ± 0.064
0.614 ± 0.144
0.916 ± 0.053

0.835 ± 0.246
0.951 ± 0.052
0.757 ± 0.266
0.547 ± 0.208
0.826 ± 0.252

3.2. Multiple Corrections
For the multiple correction case, an increasing number of slices were manually corrected (replaced by ground truth masks) to evaluate how the model behaves when more and more prior
information was provided. The augmentation of the concatenated mask is set to ±1◦ rotation and
±10% scaling and the network depth is set to four.
The impact of network depth was also evaluated for the multi-correction case, results are shown
in Figure 5.
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Figure 4: Multiple corrections of various organs for the best performing network of the initial
one-shot segmentation. Correction step length is set to 10% of total organ size along the
axial axis to be relatively equally spaced.

Figure 5: Multiple corrections of the liver with varying network depth. Augmentation of concatenated mask set to ±1◦ rotation and ±10% scaling.

3.3. Generalisation to New Cases
The ability to generalise to a completely new case is very hard or impossible for a fully automated
network, since it has only learnt to recognise the targets shown during training. It is possible
to generalise to new examples of the same case, but not to entirely new cases. However, with
semi-automated models this is possible. In Table 5 results for previously unseen organs are shown,
comparing the best performing configuration from Section 3.1 to both the basic implementation
of the propagation network and to a implementation with only the added image augmentation.
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Qualitative results of the best configuration are shown in Figure 6.
Table 5: Mean and standard deviation of the Dice coefficient for previously unseen organs, not
represented by the training data.
Organ

Basic
Propagation

Propagation
+ Image Aug

Propagation +
Image & Mask Aug

Aorta
Left Adrenal Gland
Left Psoas Major Muscle
Right Kidney
Urinary bladder

0.113 ± 0.079
0.373 ± 0.164
0.668 ± 0.142
0.673 ± 0.118
0.815 ± 0.067

0.349 ± 0.178
0.379 ± 0.177
0.687 ± 0.103
0.810 ± 0.075
0.785 ± 0.068

0.377 ± 0.262
0.484 ± 0.165
0.769 ± 0.104
0.881 ± 0.103
0.798 ± 0.096

Figure 6: Qualitative results of the best performing configuration for various organs, ground truth
in blue, prediction in red and overlap in purple. Step length is set to 10% of total organ
length along the axial axis.

Page 20

4. Discussion
4.1. Impact of Mask Augmentation
Comparing the results of the best augmentation configuration of Table 2, with baseline results in
Table 1 the Dice coefficient scores of the proposed configuration are comparable to the standard
implementations that are trained separately to each class. Worth noting is that the proposed
configuration performs better for the spleen, kidney and pancreas where there is a large variation
in shape and where the intensity might be sub-par. This makes sense because these are cases
that naturally would confuse a network due to lack of variation and amount of training data.
Thus, it would be harder for the network to build a good representation of the task from the
image data alone. Instead the provided prior is used to a greater degree. Perhaps less expected
but still understandable is that the separately trained networks perform for organs such as liver
and lung that have consistent shape and intensity between different patients. In these cases the
concatenated mask acts as noise by propagating error into the segmentation, pushing the network
in a faulty direction. From Table 2 we can also see that the U-Net architecture used favours a
large variation in scaling and a small variation of rotation. This could be explained by the way
most organs change in shape when moving from slice to slice. In most cases there is a change in
size of the object, at first growing until it reaches a peak circumference and then shrinking. By
applying additional scaling to the concatenated mask the network can be trained to transform
the concatenated mask accordingly. Likewise, there is usually very little rotational change to
the shape of an organ between slices which could explain why a small rotational variation is
favourable. Comparing column two and three of Table 5 the added scaling and rotation of the
concatenated mask increase the performance across all cases. This is in line with the results
reported by Khoreva et al. [5] which points toward and increased variation in the masks being
propagated improves the robustness of the networks.

4.2. Network Design
The results shown in Table 4 compare the two architectures at the augmentation configuration
that gave the best results for the U-Net architecture. The residual network performs worse at
that configuration and also worse than the baseline. If this is due to the residual setup actually
performing worse of due to requiring different hyper parameters is hard to conclude. However, it
is at least possible to see that the choice of network architecture does impact the results in some
way. More evaluation with greater variation in network architecture would be required for further
discussion.
In Table 3 the best configuration from Table 2 is tested at varying network depths. Looking at
the Dice coefficients the shallower networks obviously perform on a sub-par level. Increasing
the depth could actually prove to be a problem due to the risk of vanishing gradients, making it
impossible to update the weights of some of the earlier layers [11]. This could on the other hand
be counteracted by the use of residual connections [13]; whether this is the case or not has not
been evaluated in this project.
The impact of various network depths for the multiple correction case is shown in Figure 5. Network depths ranging from two to five were evaluated. The shallower network show consistently
worse segmentation accuracy, even as the number of corrections is increased, proposing that a
deeper architecture is favoured. This is interesting as it would be expected that a shallow network
would rely more on the provided prior due to being unable to extract enough information out
of the image alone because of the shallow depth [18]. If the case had been that the shallow
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networks performed better with an increasing amount of annotated prior data, it could have been
a useful architecture for practical use where the segmentations are expected to be corrected. This
is however not the case.

4.3. Propagation of Mutliple Corrections
In Figure 4 the Dice coefficient for various organs with an increasing number of corrected
(replaced with ground truth) slices are shown. As is expected the results improved with more
and more corrections. As described in the last paragraph of Section 2.3 the evaluation method for
multiple corrections was not as optimal as it could be. In an actual use case scenario it would be
preferable to propagate both backwards and forwards from each correction and then rather than
strictly overwriting the old segmentation with the new one, do a comparison and keep the best.
However, even without doing that Figure 4 still shows that the closer the prior is to the current
slice, the less error will have time to accumulate. These results are in line with what was reported
by Khoreva et al.

4.4. Generalisation to New Cases
The fact that it is at all possible to generalise to entirely new cases is the most interesting and
promising result of this project. In Table 5 and Figure 6 both quantitative and qualitative results
show, while not perfect, that it is very possible to teach a network to segment a specific organ
from a provided prior. This shows that it is possible to teach a network to distinguish between
different organs even though every organ is mapped to the same binary segmentation problem.
The network performed better on organs with shapes and intensity similar to what is represented
by the training data. The results of all of the organs except for the aorta is comparable to the
results on the Visceral3 [9] leaderboard1 . Even in problematic cases such as the aorta and adrenal
gland, the network manages to stay on target without straying too much to nearby organs, see
Figure 6. However, it also failed to a large degree to segment the object of interest, possibly
because the intensity contrast was too low to be able to ’anchor’ the provided prior to a structure
in the image. In Table 5 it is possible to see that both added image and mask augmentation
affected the generalisability. Possibly, the image augmentation causes the network to be more
reliant on the concatenated mask during training. In inference this is helpful since the prior
holds a lot of information about the unseen organ. The mask augmentation should help with
robustness to new shapes and resilience to error propagation by training the network with a large
variation of mask shapes.

4.5. Future Work
One problem with the current approach is the case where structures suddenly change from
one slice to another in terms of shape and size. Examples of this would be when a connected
structure splits into multiple smaller structures because the 3D volume has a ’spiky’ shape. From
a 2D point of view this will be represented by multiple disconnected areas that are very loosely
correlated to the previous slice. One possible approach to handle this is to incorporate different
views of a volume and combine the results in a 2.5D fashion. This would, however, require that a
initial segmentation is provided in multiple views, increasing the workload of the user.

1 http://visceral.eu:8080/register/Leaderboard.xhtml
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One potential problem with the current setup is the way that the extra mask is provided to the
network. Since the mask is concatenated as an extra channel before being input to the network, it
is hard to know how and if that information is being represented in a meaningful way after the
first convolutional operation. A first step to evaluate this would be to produce saliency maps that
show the network attention at different depth levels and compare them to the provided prior. If
this were to show that network does not utilise the information at the lower levels it could be an
idea to concatenate the mask prior at different spatial scales similar to what is done in MIMO-net
[19]. Here the original image is resized to fit the spatial resolution of each network level and
then concatenated onto the feature maps. The same approach could be used for the mask prior,
ensuring that the spatial shape and location is provided at every level, possibly counteracting the
spatial invariance of convolutional operations.
Another interesting path would be to train the model in a meta-learning fashion, i.e. use the
training to find a good initialisation point for multiple segmentation classes, possibly resulting
in finding a initialisation point that favours the mask transformation capability of the network
rather than class specific segmentation.
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5. Conclusion
This project has shown that it is possible to train a network to perform 3D segmentation by transforming an initial, manually provided 2D segmentation. The volumetric segmentation problem
was approached from a guided instance segmentation point of view where an organ is ”tracked”
slice by slice throughout the volume. The proposed method achieved scores comparable to state of
the art within the scope of the training data. In addition, the method is also applicable to entirely
unseen organs, achieving respectable accuracy with the help of a few manual corrections.
For the possibility of guiding the segmentation process both image and mask augmentation as well
as network architecture was evaluated. The results showed that the variation of scaling is especially
important for the network to learn how to transform the provided mask as it is propagated.
The impact of heavy image augmentation is especially important for the generalisability to new
organs as this forces the network to rely more on the user guidance.
Approaching the 3D segmentation problem from a guided instance segmentation point of view
seems to be a promising path and further work should focus on the possibility to incorporate
other axes of the volume during training as well as the ability to generalise from one axis to
another.
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A. State of the Art
This state of the art provides a background on the field of medical image segmentation and deep
learning. In addition it also provides a summary of the current top performing methods and
techniques used for interactive and semi-supervised deep learning for image segmentation across
various fields. The aim is to provide context and background for the thesis project.

A.1. Semantic Segmentation
Semantic segmentation is a technique used across a wide variety of fields such as medicine, image
and video analysis, automated vehicle control and much more. While the area of application or
use cases differs between different fields, the main goal of segmentation is usually to extract one
or multiple objects in an image, marking a clear boundary between the foreground (object of
interest) and the background. While this in many cases is a very straightforward process for a
human, especially when working with natural images, it is a much more difficult task to create
an automated system capable of performing the same segmentation task at the same or higher
level of accuracy [20].
Medical images from imaging techniques such as computed tomography (CT), magnetic resonance
imaging (MRI) and ultrasound (US) can contain a lot of noise and artefacts making it hard to
distinguish individual structures [20]. Due to segmentation in medical imaging being a difficult
task, designing a system for segmentation either needs to be heavily specialised for a certain task,
for example segmenting a certain brain structure in MRI images, or alternatively the system can
be interactive, allowing the user to override the segmentation decision made by the system and
manually refine the segmentation. An interactive design does however limit the main benefit of a
fully automated system, which is segmentation speed. While it is still not possible to outperform
a trained professional in segmentation accuracy, segmentation speed is very different , with fully
automated systems segmenting 3D volumes in seconds or minutes [21] compared to hours for
manual segmentation [22].

A.2. Manual, Interactive and Automated Segmentation
Segmentation techniques can be divided into two main groups, manual and automated, with
”interactive” techniques acting as an in-between compromise. Manual segmentation is selfexplanatory, the outline of a object is traced by hand until a border that separates the object from
the background is created. A fully automated system works in a similar way but does not need
any supervision or interaction from a human and can segment an image or a volume at a much
quicker pace.
The main problem with current top performing fully automated segmentation methods is that they
are based on supervised deep learning. Supervised deep learning networks require large amounts
of labelled (manually segmented) data for training, something that is not readily available in the
health care domain. Without huge amounts of labelled training data it is very hard to reach good
enough accuracy with a fully automated model [23]. One way to bypass this data requirement is
an interactive approach.
The interactive design combines both approaches by using various automated methods to provide
an initial segmentation which can then be altered by the user to achieve sufficient accuracy.
There are many different approaches to this with some examples being watershed transform
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[24], level-set [25], graph cuts [26], and the today most promising approach, deep learning based
methods such as [8].

A.3. Deep Learning
As mentioned in the previous section, the current top performing segmentation algorithms are all
deep learning based approaches. What separates these from algorithms such as level-set or graph
cuts is that they are data driven machine learning models. This means that they attempt to learn
a certain concept or task by being exposed to large amounts of annotated examples, supervising
the model in learning the task at hand [27]. The best performing methods are all based on fully
convolutional networks [23], a few especially important networks are mentioned in the following
section.

A.3.1. Common Network Architectures
In the case of semantic image segmentation a few network architectures have been especially
useful as building blocks for fully automated segmentation algorithms. Examples are AlexNet
[28], VGG-16 [29] seen in Figure 7, GoogLeNet [30] and ResNet [13]. Common in all of these
networks is that they utilise kernel convolution for extracting features from images that represent
the most important information for a specific task. Also common for all of these networks is that
they utilise one or more dense classification layers at the head of the network to create pixel-wise
classification of back- and foreground.

Figure 7: VGG-16 architecture reprint from [23] licensed under CC by 4.0.
The current state of the art approach in image segmentation is to use a fully convolutional network
(FCN) [31] architecture consisting only of convolutional and pooling layers. A further extension
of this type of network is to use an encoding and decoding structure. The encoder performs the
feature extraction and the decoder up-samples the encoded features, creating a segmentation
mask [23]. Two common fully convolutional encoding-decoding network architectures are SegNet
[32] and DeconvNet [33] which both are VGG-16 network derivatives. The fully connected
classification layers have been replaced by a decoding path, consisting of de-convolutional
(upsampling) layers [23].

A.3.2. Uses in Medical Imaging
In the field of medical imaging FCNs have also seen a lot of success when used for segmentation.
The main network architecture used is the U-Net [2] architecture which can be seen in Figure 8.
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The main difference being that the architecture is one level shallower and thus differs slightly from
the original VGG-16 network [29] from which SegNet [32] and DeconvNet [33] are derived.

Figure 8: U-Net architecture reprint from Ronnerberger et al. [2].
A common theme among networks created in the medical imaging community is the smaller and
more compact size (such as U-Net [2]) compared to the computer vision community (such as
DeepLab [34]). One explanation for this could be the lack of annotated data available for medical
image segmentation which makes it hard to train very deep structures. A common workaround
for this (however quite uncommon in medical imaging) is transfer learning, a technique where
trained weights from one network is transferred to another one. The assumption is that at a
low feature abstraction level, a lot of tasks are very similar and thus the weights trained on one
task should also be applicable to another. This approach is evaluated in [35] with the conclusion
that if the amount of data available for training is low, a transfer learning approach is often
favourable over training from scratch. The other common approach for handling small data sets
is to apply data augmentation. Images and the corresponding ground truth can be modified
through rotations, translations etc. to create ”new” examples of the same image, creating a much
larger data set. This has been shown to be very effective by [2] that trained the original U-Net
structure on as little as 30 original images, extending the amount through augmentation.

A.4. Semi-Automated and Interactive Methods in Deep Learning
The main idea behind all interactive segmentation algorithms is to find a balance between
automation and human interaction to achieve optimal segmentation speed while retaining a high
enough accuracy. In other words, user intervention should be kept to a minimum.
Due to the added information from a user, a semi-automated or interactive algorithm should also
have less difficulties generalising to unseen examples i.e. tasks or problems not present during
the training phase. To further ease the generalisation, an interactive model could be trained
according to a concept called ”meta-learning” where the initial weights of the model are placed
in an optimal way according to a broad set of tasks, rather than specialising to one or a few [36].
Specialisation of the model can then be provided by fine tuning together with user interaction
[8].
A distinction is made between interactive and semi-automated algorithms. The interactive
algorithms rely on user interaction during the training stage, usually through a weakly annotated
data set (e.g. box or scribble annotations as labels) or during testing. When applied during testing
the interaction is usually to correct faulty areas. Semi-automated algorithms rely on the user to
provide a initial input to the algorithm at the start of inference as a reference point. This reference
can then be used to fine tune and guide the algorithm [4, 37, 38].
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A.4.1. Semi-Automated Methods
One- and k-Shot Learning
Within the scope of semantic segmentation, most semi-automated methods are in the form of oneand k-shot algorithms. With one- and k-shot learning, the goal is to learn a task utilising as little
information as possible, usually with the aim of requiring only one or a few examples. In the case
of semantic segmentation the single example can be a ground truth segmentation mask of the
first frame which is used to fine tune a pre-trained network to a specific segmentation class [4].
A lot of contribution to the field comes from the computer vision and video segmentation
communities. One- and k-shot learning is used to consistently segment an object throughout
a video sequence where parameters such as distance to camera, occlusion, multiple objects etc.
might change as the sequences progress. In these cases a model is usually first trained on a static
image segmentation data set, then further trained on a video sequence data set and finally the
classifier is used in a one shot context by providing a specific target for which the model is once
again fine-tuned [4]. The final fine-tuning step allows the models to be applied to a wide variety
of segmentation tasks. The DAVIS dataset [39] which contains several different classes and actions
is a common benchmark for video segmentation.
A similar approach could be viable for medical image segmentation under the assumption that
a medical imaging volume can be generalised to a video sequence if the image slices are thin
enough. One potential problem would be that in for example a volume of a brain, a lot of
structures ”suddenly” appear in the volume as you move along an axis. This is similar to how an
object in a video sequence might move closer to the camera or become obscured by an interfering
object. This is something that has proven problematic to solve in the video context and would
most likely also be a problem in medical imaging [40].
Recent research have proposed complementary training approaches based in meta-learning such
as [38, 37] for more efficiently training one-shot models. This will be described in more detail in
the next section.
Meta Learning
As mentioned in the previous section, the semi-automated one- and k-shot algorithms are trained
in such a fashion that they are supposed to be able to easily adapt to new, previously unseen
data. This requires the trained models to be very good at generalising the learnt knowledge
to a new concept [4]. One way to improve this adaptability is through ”meta-learning”. Meta
learning is the topic of ”learning to learn” or how a deep neural network can best learn a new
concept as quickly as possible, the main goal being to mimic the way that humans can generalise
one concept to another without having to study massive amounts of examples for each new
concept [41, 36, 42]. Recent studies [41, 36], have proposed general algorithms for this purpose
where a model is trained on a wide variety of tasks in an attempt to find an optimal initialisation
point for the networks weights, rather than starting from a ”good” random initialisation. This
initialisation point is found by computing gradients of ”meta-batches” containing examples from
multiple tasks. These are then summarised and yet another gradient is computed from the
batched gradients, creating a ”meta-gradient”. This meta-gradient is then in turn used to update
the network parameters in such a way that it improves the overall performance of the network.
From this initialisation point, the network is then fine-tuned towards one of the tasks in the
same way that one- and k-shot learning works and can then be applied to previously unseen
examples of that task type [36, 41]. This would in theory create a very good starting point for a
semi-automated algorithm since these types of algorithms are always provided with a strong prior
in form of the initial frame or slice along with the corresponding ground truth segmentation.
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In medical imaging this has recently been applied by G Maicas et. al [42] in a study where
they attempt to train a classifier for breast cancer screening. The classifier is trained in a via the
Model-Agnostic Meta-Learning (MAML) [41] algorithm, where they have modified the sampling
pattern to utilise a student-teacher pattern [43]. In this pattern the training tasks are chosen to
gradually become harder and harder as the training progresses. Being similar to how radiologists
are trained, it allows the algorithms to find the general structures of the task first, before learning
more task-specific attributes [43]. The MAML algorithm attempts to find a optimal initialisation
point based on a pool of different tasks, these task are chosen by the teacher-student approach to
find the samples that will impact the learning of the model the most. The use of this training
pattern resulted in an increase in accuracy score by about 0.5 points compared to the previously
best performing model, DenseNet trained in a multi-task fashion [42].
Some version of meta learning should also be viable for training a general segmentation algorithm
for medical images. Obviously the problems that exist with overfitting and low accuracy in video
segmentation would be further exaggerated with medical imaging due to the strict requirements
of correctness. Therefore these algorithms would probably best exist in a semi-automated or
interactive environment.
Mask Propagation
While mask propagation in itself is not necessarily a semi-automated method, it is a very good area
of application for such a setting since the idea of propagation lends itself very naturally to having
a given initialisation point. The general idea is that the segmented mask of a previous frame of a
sequence is concatenated as an additional channel to the next frame of a sequence, providing
the network with additional context. This has been shown to improve temporal consistency and
robustness between frames, providing smooth semantic segmentations throughout a sequence.
These types of algorithms see a lot of use in video segmentation challenges such as the Davis
Challenge [39].
One successful mask propagation approach, the MaskTrack algorithm, is proposed by Khoreva
et al. [5]. Rather than training the network on video sequences where the segmentation of
the previous frame is used as extra context, Khoreva et al. utilise static images and create a
segmentation of a ”previous” frame by altering the ground truth segmentation of the static image.
They do this by applying linear and non-linear transforms, modifying the ground truth mask, so
that it can approximately be considered the mask of a ”previous” frame. The network is then
trained to refine the modified mask to match the actual ground truth, creating what they call a
”mask refinement” network [5].

Figure 9: General idea of the MaskTrack algorithm. Input frame t and input mask t-1 are fed to
the network to generate segmentation mask of frame t, reprint with permission from
Khoreva et al. [5]
The approach of mask propagation can be applied to volumetric medical data in a similar fashion

Page 29

by viewing the volume along one axis as a sequence of 2D images. This has been shown by
Zheng et al. in two articles [44, 45] proposing spatial propagation networks for heart volume
segmentation. The approaches proposed by [44] build upon the very common U-Net architecture
by [2], with the addition of an additional encoding branch that encodes information from both
the previous image slice as well as the segmented mask. This encoded data is incorporated into
the main network at the deepest feature level and is then together with the current image slice
de-convolved to create the segmentation mask of the current slice [44]. The segmentation of the
initial slice in the volume is handled by a separate network, with a design almost identical to
U-Net.
The approach relies on the assumption that nearby slices in a 3D volume maintain a lot of
coherence to one another. This coherence can be exploited by using the segmentation of the
previous slice as a rough estimate for where the object of interest is located in the current slice.
[45]. In addition to providing information on how an individual slice should be segmented, the
spatial propagation also helps the network to maintain 3D-consistency throughout the volume,
something that 2D-algorithms usually have a lot of trouble with [44].
While the methods proposed by Zheng et al. describes a fully automated pipeline (including
a separate network for initial slice segmentation), the idea of spatial propagation of a previous
segmentation mask could be used in a semi-automated pipeline as well. A manual ground truth
segmentation of one or more slices could be initialised by the user to ensure that the network has
a good amount of accurate prior information. From each of these initialisation points the network
could then be designed to propagate the segmentation to the remaining slices of the volume. This
would be similar to the mask refinement network proposed by Khoreva et al. [5].
The goal of both Khoreva et al. [5] and Zheng et al. [44, 45]’s approaches are quite similar in that
they want to extract a global context from single frames or slices. The method proposed by [5]
has the advantage of being able to utilise the vast amounts of static image training data available.
A similar approach should be possible for medical imaging as well, by creating the ”previous”
slice rather than using the actual data when providing context, the datasets could be extended to
provide much more training data.
A further extension from Khoreva et al. is proposed in [46] where in addition to utilising previous
frames for context input, future frames are generated as artificial ground truths providing the
network with huge amounts of training examples from very small datasets (30 ∼ 120 training
images). The artificial ground truths are generated through a concept described as ”lucid
dreaming of data” where a single frame is modified multiple times using illumination changes,
simulated camera motion and displacement of the target object using image in-painting. In total
about 2500 images were generated from each single frame, creating large amounts of high quality,
in-domain training data [46]. Comparing to the MaskTrack [5] algorithm also created by Khoreva
et al. the addition of ”lucid dreaming” increased the MIoU result by 10 percentage points while
using considerably less data ∼ 100 images compared to ∼ 11000 images for MaskTrack [46].

A.4.2. Interactive Methods
Scribble Interaction
Scribble interaction relies on the user to provide ”scribbles” i.e. markers defining if part of
an image should be segmented as back- or foreground (in the case of semantic segmentation),
example can be seen in Figure 10. This approach has been attempted by multiple algorithms,
incorporating scribble interaction either during the training stage [47] or during the testing stage
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[48, 8]. Where the interaction is incorporated is determined by what the algorithms attempt to
accomplish.

Figure 10: Example of bounding box and scribble annotation, reprint from Wang et al. [8] c 2018
IEEE.
Interaction during the training or testing phase assume two different starting approaches. Interaction during the training phase starts from a setting where no fully annotated training data is
available and is trained in a ”weakly supervised” manner, where a user provides some notion of
what is back- and foreground. The notations are then usually converted into full segmentations
through for example superpixel generation [47]. This approach has the obvious problem of
training on ground truth labels that are not guaranteed to be correct since they are generated and
updated by the networks during the training phase.
The testing interaction on the other hand relies on a model that is pre-trained (could be through
weak or full supervision) and then applies further model interaction during the testing stage,
allowing the model to adapt the network weights during the testing stage to specialise to the
task at hand [48, 8]. Another approach is proposed by [49] where two networks are trained, a
”base” network for initial segmentation and an ”interactive” network for improving the original
segmentation. The base network is trained as a normal fully supervised network for semantic
segmentation. The interactive network, rather than re-segmenting every time new information is
provided, is trained to modify the original segmentation by interpreting user interaction, base
segmentation and the image. To create a training environment where the network is exposed to
scribble input without having actual human users provide this during training, a robot user is
responsible for providing human-like scribbles that the algorithm can train on [49].
Bounding Box Interaction
This approach is very similar to the scribble based one, with the advantage of providing concise
boundaries of where the object of interest is located. In the scribble approach, the scribble is
often placed inside the object and therefore lack any information about the object boundaries.
The disadvantage of the bounding box is that it requires more user interaction (can be hard to
distinguish exact boundaries). Also, a bounding box approach is not possible in a test setting
since they can not provide exact enough annotations for fine corrections [48]. An example of
bounding boxes being used as weak supervision is the DeepCut algorithm [50], where a network
is trained on weak annotations consisting of bounding boxes. Within the bounding box the
network attempts to separate fore- and background based on optimising anTf energy formulation
similar to [51]. During testing the user needs to provide a bounding box as well since the methods
is restricted to finding local optima [50].
Pre-Segmentation Interaction
A third approach that is also very similar to the previous two methods. Rather than just providing
the network with the general bounded area, as is done with a bounding box, a rough hand
drawn segmentation is provided as a prior. This is obviously much closer to the actual region of
interest and provides the model with more information regarding the object shape and size. Both
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pre-segmentation and bounding boxes were used in [50] with pre-segmentations showing clear
improvements over bounding boxes at the cost of annotation speed.
Polygon Estimation
A method proposed by Castrejon et al. [52] and refined in [53] where a combination of convolutional (CNN) and recurrent networks (RNN) is used to estimate polygon vertices around an
object. The CNN is used to encode image features and estimate the placement of the first polygon
vertex. From this first vertex, consequent ones can be estimated using an RNN. At each time
step the RNN is fed a feature representation of the object to segment as well as the output from
the previous time step of the RNN architecture. The resulting polygon can very naturally be
extended to accept interactive input from a user by simply dragging a vertex to a more correct
position. The new user chosen vertex placement is then fed into the RNN loop at the next time
step, replacing the automatic estimation [52].

A.5. Performance Evaluation
A.5.1. Accuracy Evaluation
Evaluating the performance of a segmentation algorithm is usually done by computing the
accuracy between the algorithms prediction with the provided ground truth. There are a lot of
different metrics available The most common one in computer vision is the mean intersection
over union (MIoU) also called Jaccard index [23]. This metric calculates the ratio between the
intersection and the union of the two segmentation masks (prediction and ground truth). In the
medical imaging community a similar measure called the Sørensen-Dice coefficient [17] is the
most common metric, the main difference from the MIoU is that the intersection is accounted
for twice in the denominator. In addition to the Dice coefficient the Hausdorff distance is also a
common metric that measures how far two subsets are from one another. This distance is defined
as the maximum distance from a set A to a set B and vice-versa [54]. While it is possible to
compare a score defined by the Dice coefficient and a score defined by the MIoU by converting
one to the other, there might not be a very strong case for comparing results between medical
and natural image segmentation due to the difference in image type and data set size.
To further improve the validity of a accuracy estimation, methods such as cross-validation and
bootstrapping can be applied to the data sets used in training. Validation of a model is done
by splitting a training set into training and validation parts where the validation part is is only
used to validate the model at a specific state of the training procedure. Cross-validation applies
this in a manner where training and validation sets are rotated creating different combinations
of data, once the data has been rotated in either an exhaustive (all possible data variations) or a
non-exhaustive manner, an average accuracy estimation can be calculated [55].

A.5.2. Speed Evaluation
Another interesting metric when training networks is the training time and inference (testing) time.
When working with interactive or semi-supervised models the inference pass of a model needs
to be very fast to provide a rapid response from the system when a user provides corrections.
If the model is going to be fine tuned during inference the training time is of high importance
as well since the training loop of models often entail a lot of calculations that can be very time
consuming [8]. If fine tuning is not the case, the training time is of less importance but can still
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be interesting for comparison between researchers. Evaluating the time of an inference pass is
simply done by calculating the time it takes for a model to provide a prediction from the moment
the input is provided.
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