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Abstract This master thesis is the study of multi-task learning to train a neural network to segment medical images and predict anatomical landmarks. The paper shows
the results from experiments using medical landmarks in order to attempt to help the
network learn the important organ structures quicker. The results found in this study
are inconclusive and rather than showing the efficiency of the multi-task framework
for learning, they tell a story of the importance of choosing the tasks and dataset
wisely. The study also reflects and depicts the general difficulties and pitfalls of
performing a project of this type.
Sammanfattning Det här masterexamensarbetet är en undersökning av multi-task
learning för att träna ett artificiellt neuronnätverk att lära sig medicinsk bildsegmentering. Rapporten visar resultatet från experiment med medicinska landmärken för att i
teorin hjälpa nätverket att snabbare lära sig viktiga organstrukturer. Resultatet är inte
avgörande och visar snarare vikten i att välja extrauppgifter med omsorg. Studien
visar även potentiella svårigheter och generella fällor med den här typen av problem.

Notations and nomenclature
Mathematical Notations
f
ft
X
xi,j
Y
Yt
L
lt
lt

Neural network output represented as a function
Task related neural network output, represented as a function
A collection of input data points (ex: an image)
A single data point (ex: pixel)
A collection of ground truths (ex: masks and landmarks)
A collection of task specific ground truths (ex: a mask) for task t
Main loss function
Individual, task specific loss function for task t
Task specific loss factor for task t

Abbreviations
AI
ANN
CNN
CT
CTce
FCN
ILSVRC
IoU
MLP
MR
RMSE

Artificial Intelligence
Artificial Neural network
Convolutional Neural Network
Computed Tomography
CT, contrast enhanced
Fully-Convolutional Network
ImageNet Large Scale Visual Recognition Challenge
Intersect Over Union
Multi-layered Perceptron
Magnetic Resonance
Root-Mean-Square Error
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Organ Segmentation Using Deep Multi-task Learning with Anatomical Landmarks

1. Introduction
Segmentation is the process of extracting some specific subset from a larger set. In general
image analysis the subset could be the pixels representing any every day object, for example,
a chair, a street sign or a pedestrian [1, 2]. In medical imaging the subset most commonly
sought are organs (both soft and bone tissue) [3–5] or pathological anatomies [6]. The results
of the segmentation algorithm (segments or masks) can then be useful in a large number of
applications. In natural image processing a popular topic is segmenting road and street scenery
for autonomous vehicles [7, 8] (see CamVid1 ). In medicine the use cases are currently focused
more on decision support rather than producing autonomous AI doctors. One area where such
decision support could be introduced is diagnostics, where the segmentation of an organ enables
measuring volume of said organ with little to no trouble. This can then be used to indicate
swelling or shrinkage which can both be integral indicators for diagnostics. For instance, in
Alzheimer’s disease there is a correlation between the brain volume and the presence of the
disease [9]. With the help of 3D printing, organs can be printed for tailor made implants [10] and
also allow surgeons to physically familiarize themselves with the internal anatomy of a patient
long before making an incision.
Although the areas of application and use cases requiring segmentation are many, it is not widely
used and is seen as more of a luxury. This is because the process behind achieving a segmentation
of acceptable quality is long and tedious and is therefore costly, especially when the segmentation
is performed manually. [4] To segment an organ the process can take anywhere between half
an hour and several hours for trained professionals. One approach to make the process quicker
is to utilize fully automatic segmentation algorithms. These algorithms, in essence, are quick
because they require no human interaction and therefor can run full time without the need to
stop and ask for directions or corrections. The problem with these algorithms is that they so far
have either been too slow, inaccurate or a combination of both. This is apparent in the MRBrainS
challenge leader board. [11] Another thing that stands out in the leader board is the number of
entries using deep learning methods among the top performing algorithms.
Since the breakthrough of deep learning in image classification in 2012 with the success of the
artificial neural network (ANN) named AlexNet [12] the field has exploded. Three Years later, in
2015 a google-lead team managed to outperform human capabilities in the classification portion
of the ImageNet Large Scale Visual Recognition Challenge (ILSVRC2 )) [13]. The underlying
success of the networks was attributed to the emergence of convolutional neural networks (CNNs).
These network layers learn convolution filter parameters instead of weight matrix parameters
and can therefore capture the spatial relationship of images that is otherwise lost when using a
multi-layered perceptron (MLP) style network.
The excitement brought by deep learning quickly spilled over into essentially every image analysis
or image analysis adjacent field, and the field of segmentation is no exception. There have been
multiple attempts at replicating the success of the classification networks to the segmentation
field. However, a problem with the CNNs used for classifications is that they at one point or
another need to be flattened and processed by a standard MLP and during this process all the
pixels are squeezed into a vector and all the local neighborhoods are lost. At the time, this
limited the segmentation networks to patch-based applications [14–16], which lead to increased
run times and the loss of global context. With this limitation in mind, the fully convolutional
network (FCN) [17] was developed to preserve the global and local pixel context. The FCN works
as a encoder-decoder network that firstly encodes the data in some compressed representation
and subsequently decodes the encoded representation and presents the reults as an image. A
1 CamVid:
2 ILSVRC:

http://mi.eng.cam.ac.uk/research/projects/VideoRec/CamVid/
http://image-net.org/challenges/LSVRC/
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successor to the first FCN network is the U-Net [18], which was designed for the medical task of
segmenting cells for a biomedical imaging challenge. This network employs more upsampling
layers and skip connections which allows the network to retain high level features while still
retaining the benefits of downsampling the images and learning low level features.
Multi-task Learning had its first major breakthrough in 2014 [19, 20] when a research group
trained a network to detect facial landmarks. This is no new feat, but the group also taught the
same network to learn to classify the subjects by gender, whether or not the subject is wearing
glasses, is smiling but also to classify the subject’s head pose. These different objectives are
referred to as tasks. The main task in this case is the landmark problem whilst the classification
tasks are referred to as the auxiliary tasks. An important detail to note here is that each of the
auxiliary tasks have a correlation to the location of the landmarks. If the subject is smiling it
is more likely that the landmarks of the mouth are further apart than they would have been
if the subject had a neutral facial expression. Similarly, the head pose of the subject will affect
the overall shape and angles of the features. By learning these additional tasks the authors
therefore force the network to look closer at the faces of the subjects, and clue the network where
to look and what to look for. The authors report that the method improves the results of the
landmark placement whilst also learning the classification problem with increased accuracy and
robustness.
In medicine there are not many cases of applied multi-task learning for segmentation or other
tasks. Since medicine is an advanced field that requires years of training, the annotations must be
performed by experts. In combination with the fact that the data required is usually sensitive
patient data, this has lead to a scarcity of data in the medical community. This leads us to the
main downside of multi-task learning; each task usually requires additional truth label(s), be it
masks, images or scalars, which means more work for whomever is annotating the data.
The contribution of this study is the thorough examination of multi-task learning methods for
medical image segmentation with a U-Net and medical landmarks.
More specifically, this study aims to use multi-task learning to improve the performance of a
segmentation network, in hopes that the auxiliary tasks provide more information to the network
than previous attempts.
Ethical disclaimer: The data used in this study is from a public dataset named Visceral3. The
dataset has been fully anonymized and has been approved by a medical ethics committee at the
hospital form where the data was collected. [21]
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2. Method
2.1. Data
The dataset used for this study is the Visceral Anatomy3 dataset3 . Visceral Anatomy3 contains
regular CT, contrast enhanced (CTce) and MR images from 20 patients each. The regular CT
images are whole body scans, whilst the CTce images are constrained to the thorax-abdomen
region. In this study the MRI volumes were immediately excluded, simply in order to narrow the
scope of the project. A total of 20 organs have been segmented, of which 14 appear in every CT
volume. Later, the CTce volumes were excluded as well to deconstruct the problem further. For
this reason the study was primarily narrowed to the organs that have been segmented in every
patient in order to have continuity in the datasets used for training. In addition to the organs,
the dataset also includes a large number of landmarks for each patient. Again, there are some
consistency issues with this part of the dataset as well, so some trimming of the landmarks is
necessary and corrections need to be made where the landmarks have been erroneously assigned.
Each volume used for training is divided into axial slices which are then grouped patient wise.
The landmarks and organs of interest were then selected. Since the dataset in majority consists of
bone tissue landmarks and soft tissue organs, there is little overlap between the two categories.
The dataset does however include segments and the renal pelvis landmarks for both left and right
kidney. As this was found to be a problem area for the kidney segmentation algorithms, these are
used for the experiments. Each patient is then divided into a test and training subgroup, where
the split is approximately 80-20, training-test.
The intensity values in the dataset are in the range { 2048, 2048} and deep learning algorithms
perform best on normalized data. As such, the intensity is clamped to { 1024, 1024} and then
divided by 500. This leaves the pixel intensity value approximately xi,j 2 [ 2, 2], which was
found to be sufficient for learning.
Before being augmented, the input images are reshaped to 256 x 256. This helps speed up both
the training and the pre-processing procedures while alleviating constraints otherwise caused by
limited video memory. Every data point is then subjected to the following augmentation in order,
but with varying parameters:
1. Rotation
2. Scaling
3. Translation

2.2. Pre-processing and Augmentation
For rotation, scaling and translation parameters are sampled from a zero-centered uniform
probability distribution function, where the interval is specified by the user. All three are
applied with an affine transform in order to speed up the augmentation process, together with
nearest neighbor interpolation. Note that the convolution operation is translationally invariant so
translation is by default set to zero in most experiments. The level of augmentation is deliberately
kept simple as it is not the effect of augmentation that is examined in this project.

3 http://www.visceral.eu/closed-benchmarks/anatomy3/
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Figure 1: Maximum projection of landmark representation, projected onto the coronal plane.

2.3. Landmark Pre-processing
One issue with the FCN is that the output of the network has to be an image. The landmarks are
supplied as floating point coordinates in .fcsv files, and as such they are generally incompatible
with the FCN. Instead of branching the U-Net after the encoder layers and thus only benefiting
from the multi-task learning in the encoder layer, the landmarks are encoded as Gaussian blurs in
the image space. Once the floating point coordinates are extracted, a 3D Gaussian filter is applied
to each one of the landmarks separately. The variance used to generate the Gaussian was scaled
with the pixel and slice spacings, in order to be symmetric in the patient space. Finally all the
landmarks are gathered in a main volume. This is to ensure that the landmark blurs do not stack
when they overlap in crowded areas, but also to ensure that the landmark maxima are consistent
for each landmark. See fig. 1 for illustration.

2.4. Network Settings
The network selected for this study was coined the U-net because of the U-like shape of the
illustration of the network graph in its original paper [18] (this U-like shape can also be seen in
fig. 2). The network consists of five different scale levels through which the input images are
propagated. For each subsample (MaxPool2d) the number of filters per convolution is doubled,
which for the original U-Net settings means 64 filters at the finest scale level and 1024 at the
coarsest. It also means that the size of the images is reduced to a quarter of their original shape.
As the input image size is 256 x 256, this means that the images are 16 x 16 at the coarsest level.
For each supersampling (UpConv2d) the number of filters is halved and the respective scale from
the encoder is concatenated with the result of the supersampling through skip connections. This
basic network structure was used for generating a baseline performance.

2.5. Multi-task Learning Implementations
For the multi-task implementation the U-Net was modified such that each task has its own tail
(see fig. 3). The idea here is to isolate the tails to their own specific task, and allow each task
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64
Input
Conv2d
MaxPool2d
UpConv2d

64
128

128
256
512

Output
->
->

256

Concat
Flow of Information

512
1024

Figure 2: Illustration of the standard U-net network. Each block initially consists of two 3x3
2D convolutional layers (Conv2d) and is followed by either down- or upsampling
through max pooling (MaxPool2D) or transpose convolution (UpConv2d). The number
of filters is doubled for each downsampling and halved for each upsampling operation.
Output filter is a 1x1 kernel with the same number of filters as the number of masks
generated plus an additional channel for the background. The feature maps from the
final convolution of each block in the downsampling path are concatenated to the
corresponding feature maps of the upsampling path (Concat arrows). The number
below each block represents the number of filters used in each convolutional layer of
the of the corresponding block.
more potential to adapt to its own specific weight. The outputs of each tail is then connected to
its own weight function, which is then passed to the training algorithm. The two types training
algorithms investigated were joint and alternate training.

2.5.1. Joint Training
Joint training means all tasks are trained at the same time, with the same batches. This is
performed by calculating the sum of the losses of the different task outputs and minimizing the
sum as in [19, 20, 22–24]. This loss function is expressed in its general form in eq. (1)
L ( f ( X ), Y ) =

T

Â l t l t ( f ( X ), Y t )

(1)

t =0

where L represents the total loss function, l the task specific loss functions, f the network
expressed as a function, Y = {Y 0 , Y 1 , ...Y T } represents the ground truth for each pixel in the
image X, for each task t and l represents a task specific weight. Note that this introduces a
problem of prioritizing loss functions. In the situation where there is a main task and auxiliary
tasks, it can be imperative to the results that the main task is the most influential task. If the
different tasks’ loss functions are of different order of magnitudes it can be difficult for the
network to detect and prioritize the errors from the losses of low magnitude. In order to nudge
the network to focus on the more important losses a scalar lt for each task specific loss is
implemented. Greater lt makes the loss for task t more dominant and smaller lt makes the loss
less dominant.
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64
Input
Conv2d
MaxPool2d
UpConv2d

128

128
256

->
->

256
512

Output

64
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512
1024

Figure 3: Illustration of the modified U-net, used for multi-task training. Follows the same
structure as fig. 2, with the addition of a flexible multi-tail for multi-task output. This
model can in theory be extended to use as many tails as necessary.
2.5.2. Alternate Training
In contrast to joint training, alternate training optimizes each loss function separately. This can be
performed in two different ways, where either the network is trained on each loss function, one at
a time with the same batch, or the network is optimized with a different loss function each time a
new batch has been propagated through the network. Because of implementation restrictions
imposed by the choice of framework, the former was ruled out and the latter was implemented.
A downside to this is that there is no guarantee that all loss functions are exposed to all data
points, although, the probability that a task is not exposed to a substantial portion of the dataset
is estimated to be negligible.

2.6. Evaluation
During training the segmentation task is evaluated with a pixel-wise cross entropy loss. This
works fine and results in a relatively stable and simple task to minimize. However, it is not
sufficient when measuring the success of the algorithm. The images are dominated by background
values which are relatively simple for the algorithm to classify correctly. The loss function is
also computed slice for slice, which favors smaller organs as the slices with smaller organs
contain more background. Therefore, in order to reliably and accurately asses the success
rate of the algorithm the IoU (eq. (2)) for each organ is computed separately on the test sets,
volumetrically. This means that, instead of measuring the success of the algorithm one slice at
a time and averaging that score on the number of slices the specific organs appear in, an IoU
score is calculated for the entire volume of the specific organs for a total score. The mathematical
formulation for IoU is as follows:
IoU =

f seg ( X ) \ Y seg
f seg ( X ) [ Y seg

(2)

where f seg is the output of the network and Y seg is the ground truth.
When evaluating the landmark task, where the output is continuous, the same RMSE function
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(eq. (3)) is used both for training and for evaluation.
v
u N 1
u1
RMSE = t
( f lm ( X )
N nÂ
=0

Y lm )2

(3)

Note that the RMSE in this case is not the error in distance from one landmark to the true landmark’s position, but rather the point-wise RMSE between the Gaussian map of the landmarks and
the network’s estimated Gaussian landmark map. It is therefore not a true accuracy measurement
but can still be used to evaluate the network’s ability to approximate the landmark Gaussian
map.

2.7. Baseline Experiment Settings
In order to fairly evaluate the methodology and results achieved from the multi-task training
pipeline, the first period of the project was focused on pushing the baseline network as far
as possible without any unconventional methods. The baseline was trained with the original
U-Net structure (seen in fig. 2) with training parameters from table table 1 and layer details seen
in table 2. These values were chosen empirically after careful evaluation of multiple training
scenarios.
Table 1: General baseline training parameters
Optimizer
Adam
Batch normalization Yes
Initial Learning rate 1e 4
Learning rate decay Factor 0.1 at 10 epochs
Augmentation
[ 10, 10] rotation
[0.9, 1.1] factor scaling
[0, 0] translation

Table 2: Baseline network structure details. Complement to fig. 2. norgans represents the number
of organs being segmented (number of classes) which in this case was set to 2. Each
encoder layer is followed by a 2x2 max pooling layer and each decoder layer is followed
by a 2x2 transposed convolution operation.
Encoder:
1st
2 x 64 3x3 kernels
2nd 2 x 128 3x3 kernels
3rd 2 x 256 3x3 kernels
4th
2 x 512 3x3 kernels
Decoder:
1st
2 x 1024 3x3 kernels
2nd 2 x 512 3x3 kernels
3rd 2 x 256 3x3 kernels
4th
2 x 128 3x3 kernels
Output:
1st
2 x 64 3x3 kernels
nd
2
1 x (norgans + 1) 1x1 kernels
The results of this network structure can be seen in section 3.1.
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Table 3: Multi-task output structure specifics. A more detailed representation of the multi-task
output layers seen in fig. 3.
Output:
Segmentation
Landmarks
st
1
2 x 64 3x3 kernels
2 x 64 3x3 kernels
2nd 1 x (norgans + 1) x 1x1 kernel 1 x 1 x 1x1 kernel

2.8. Multi-task Experiment Settings
For consistency between methods, parameters of the multi-task network were chosen to be as
close as possible to the baseline network. Therefore, the network for the multi-task network is
simply an extension of that used for the baseline network and as previously mentioned the only
major change is the addition of multiple output layers. As such, table 3 only denotes the output
layer. All encoder and decoder layers can be assumed to be identical to the baseline network.
For additional continuity and comparability, these settings were used for both of the multi-task
approaches, together with the parameters from table 1. The joint training approach was performed
with multiple values of llandmarks 2 {1, 3, 5, 10} while lsegmentation = 1 to investigate the influence
of the magnitude of the auxiliary task’s loss on the performance of the main task’s learning. For
this experiment the learning rate clipping is prevented until the 20th epoch instead of the 10th
because the main task’s learning was found to be much slower for the higher values of llandmarks .
A lower clipping epoch lead to the networks not reaching a minimum before the clipping which
ultimately lead to the learning process exiting before the networks were allowed to converge.
Because of this change a new baseline was trained with the same learning rate clipping scheme
in order to be able to control for the influence of that parameter.
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3. Results
3.1. Baseline
The learning plots for 5-fold cross-validation is shown in fig. 4 and the final results are shown
in table 4. These experiments display how the baseline network learns, without the influence of
multi-task learning. It is to these results that the main experiments are compared. The results are
generated with settings specified in table 1 and table 2 from section 2.7.

0.8

Test IoU

0.6

0.4
fold 1
fold 2
fold 3
fold 4
fold 5
mean

0.2

0

0

10

20

30

40

50

Epoch
Figure 4: Training progress for 5 fold baseline set up, evaluated on the test set. This setting
was trained solely on the segmentation task. This figure showcases how the network
typically adapts to its dataset and is meant to provide information of the general trend
of the learning procedure. Please note that there is a significant outlier in the 5th fold.
Table 4: Baseline final IoU after 50 epochs of training.
Fold #
Kidney R Kidney L
1
0.8106
0.8513
2
0.8119
0.8281
3
0.8266
0.7763
4
0.7827
0.8193
5
0.6792
0.5424
mean
0.7822
0.7635

3.2. Multi-task Joint Training - General Training
In this subsection the results of the joint training experiments are displayed. Figure 5a, 5b contain
the learning curves for the multi-task joint training experiments and the final results can be
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observed in table 5. The settings used to generate these results can be found in section 2.8.
0.40
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0.4
fold 1
fold 2
fold 3
fold 4
fold 5
mean

0.2

0

0

10

20

30

40

50

0.25
0.20
0.15
0.10
0.05
0.00

Epoch

0

10

20

30

40

50

Epoch

(a) IoU

(b) RMSE

Figure 5: Training progress for 5-fold joint training setting. Both the IoU and RMSE are generated
with the same networks. All plots show how the network generalizes to the test data
throughout the training procedure.
Table 5: Final performance of the joint training experiment set-up.
Fold # Kidney R IoU Kidney L IoU Landmarks RMSE
1
0.8226
0.8358
0.0160
2
0.8093
0.7954
0.0180
3
0.8114
0.7561
0.0173
4
0.7690
0.8082
0.0162
5
0.6422
0.5996
0.0159
mean
0.7709
0.7590
0.0167

3.3. Multi-task Alternate
In this subsection the results from alternate training experiments are displayed. Learning curves
are found in fig. 6a, fig. 6b and final results in table 6.
Table 6: Final performance of the 5 fold cross-validation alternate training experiment set-up.
Fold # Kidney R IoU Kidney L IoU Landmarks RMSE
1
0.8291
0.8550
0.0159
2
0.7568
0.8261
0.0189
3
0.8284
0.7824
0.0179
4
0.7812
0.8288
0.0157
5
0.6867
0.5388
0.0164
mean
0.7764
0.7662
0.0169

3.4. Comparative Results
In this subsection the mean learning curves (fig. 7) and final results are compared for the different
sections (table 7).
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Figure 6: Training progress for 5 fold cross-validation alternate training set-up. This result was
obtained with the alternate setting.
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Figure 7: Average training progress of 5-fold cross-validation for all different experiment set ups.
Table 7: Table summarizing the mean results of each experiment.
Experiment means Kidney R IoU Kidney L IoU
Baseline
0.7822
0.7635
Joint
0.7709
0.7590
Alternate
0.7764
0.7662
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3.5. Multi-task Joint Learning - llandmarks experiments
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In this section, the results of experiments investigating the influence of alternating values of
llandmarks are presented (fig. 8, table 8). The specific settings for these experiments can be seen in
more detail in section 2.8.
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Figure 8: Training progress for joint training set up varying different llandmarks when
lsegmentation = 1 is fixed.
Table 8: Table presenting the influence of the llandmarks parameter when lsegmentation is fixed.
llandmarks Kidney avg. IoU Landmarks avg. RMSE
1
0.7779
0.0162
3
0.7748
0.0163
5
0.7610
0.0169
10
0.7540
0.0171

3.6. Output Examples
In this section samples of network outputs are displayed (fig. 9), all of which are generated with
networks detailed in section 2.7.
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(a) CT Slice

(b) Mask

(c) CT Slice

(d) Mask

(e) Landmark

(f) CT Slice

(g) Mask

(h) Landmark

Figure 9: Excerpts from the network outputs. All examples are taken from the networks that
generated the results from section 3.5. True labels are green, network estimates are red
and the overlap is in yellow. (a)-(b) are generated from baseline network at around 25
epochs, (c)-(e) are generated from joint training, (f)-(h) from alternate training. Note that
all pixel values have been normalized to the interval [0, 1], this is why the background
might stand out as slightly red.. More examples can be found in appendix B.

4. Discussion and Analysis
4.1. Dataset
As stated in section 1 multi-task learning requires correlation between the different tasks. Although there definitely is correlation between some of the landmarks and the organs, the information encoded in the landmarks is too sparse and loosely connected to the main task. When this
happens, the auxiliary task contributes more noise to the learning process than useful experience.
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As such, the landmarks provided in this dataset are deemed not informational enough to contribute positively to the main learning experience. Even when the experiments are deconstructed
to the smallest dimension, both kidneys and accompanying renal pelvis landmarks, the algorithms
fail to improve the accuracy of the main task even though the auxiliary task’s learning process has
converged. It is important to note that the renal pelvis is a troublesome area for the segmentation
algorithm, but it still does not improve the algorithms success rate. In mimicking the approach
of [19, 20] the information provided by the auxiliary tasks should help the network focus its
attention on an area of the images that may prove to be useful for the main task. In this case this
seems to not have helped.
The 3D encoding of the landmarks may have oversimplified the task of finding the landmarks
and may not have properly presented the information conveyed by the landmarks. In addition, a
major problem with this approach is also that the network is a 2D network trying to learn 3D
landmarks. As such, this type of task might be more suitable for a 3D CNN. That being said, the
network still learns the problem with reasonable accuracy, however with questionable consistency
(see fig. 9).
Another aspect that leads to the landmarks providing more noise than useful information is that
the landmark image representation consists of too many zero-value pixels that are not part of
a landmark (essentially background pixels). This is because although there are a large number
of landmarks in the dataset, few of them contain relevant information focused on, or nearby,
the masks of the main task. Therefore the project had to be limited to the kidneys alone, which
in turn in turn made the landmark labels zero-value pixel heavy. In combating this issue one
could widen the Gaussian blurs by increasing the variance parameters used when generating the
landmark maps. However, there is a trade-off problem with this approach, where if the landmarks
are too small, the number of zero-valued pixels increases and the network finds a local minima in
assigning the value 0 to all pixels. In the contrary case, where the Gaussian bells are too wide,
more of the information conveyed by the landmark is lost and overlapping landmarks are more
likely to interfere with each other. In short, the landmark task introduces an additional hyper
parameter that influences the complexity of the task, but also the information and experience
gain from the task.
It should also be noted for anyone attempting to recreate this work that some of the landmarks are
misplaced and there are erroneously assigned coordinates that are far outside of the boundaries
of the image space. Most importantly: There are also large inconsistencies with the way the renal
pelvis is segmented. In some cases it is labeled part of the kidney and in others not. This can be
observed in fig. 9.

4.2. Results
Baseline: One of the features of fig. 4 that distinguishes the baseline from the multi-taskimplementations is that the baseline always seems to converge fairly quickly. The working theory
that explains this is that the single segmentation task is much simpler than the combined tasks
which leads to the algorithm finding a minima quickly, compared to the multi-task scenarios. It is
noteworthy that the baseline is relatively stable and very rarely randomly drops in performance.
However, most noteworthy of all is that the baseline manages to find acceptable performance
even without the landmarks.
Joint training: When comparing the learning curve of the joint training multi-task training fig. 5a
to that of the baseline we can see that the learning is much more tumultuous up until when
the learning rate is cut. We also see some random catastrophic drops in performance before
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the learning rate is cut. These can be seen as momentary lapses of judgment and are normally
amended within an epoch and the accuracy commonly returns to its previous state, or better.
This showcases one of the problems with this approach, the different tasks have a large issue with
learning stability. This behavior is also reflected in the landmark learning plot (fig. 5b) and it is
also apparent in fig. 7, where the mean of each method are compared in the same plot.
llandmarks Influence: In fig. 8 we observe the influence that the landmark task’s loss has on the
network’s ability to learn the segmentation task. This is a good method for illustrating one of the
problems with the joint training method: the weighting of the different losses. We see that as we
increase the magnitude of the landmark loss, the network struggles more and more to find the
minima for the segmentation task. However, as seen from table 8, as we increase llandmarks , there
is no clear indication that the network performs better on the landmark task. We also see the
effect this has on the stability of the learning scenario. Finding the optimal value of the weights is
a hyper parameter optimization problem in itself.
Alternate training: Lastly, in fig. 6 we can see that with this method teaches the network to learn
both tasks similarly to the joint approach. But what also stands out is that the method is less
volatile but also slightly slower to converge than the joint training approach. It makes sense that
the method learns slower since it is exposed to half the number of data points than the joint
counter-part. What can be seen in this method, as well as the joint method, is that the network
seems to converge to similar performance as the baseline towards the epoch where the learning
rate is clipped.
In conclusion: After the learning rate clipping, all three learning algorithms converge to similar
performance levels, with the baseline generally performing slightly better than the other two
modalities. This can be seen in table 4, table 5 and table 6, where the performance of the networks
do not vary much from each other. Therefore, when choosing between the two methods for
multi-task learning the trade-off to consider is whether or not training speed is important. As the
alternate learning scheme seems to have a number of benefits over the joint approach since it is
more stable and has fewer hyper parameters (specifically lt ), the results from this study indicate
that this is the better choice when learning speed is not important.

4.3. Future Work
For future attempts it would be interesting to look at other tasks, but first and foremost the
experiments should be attempted with higher quality datasets. Other multi-task training schemes
may be interesting to have a look at as well. For example, the cascading structure from [25], or a
method where the network has to predict the actual coordinate of the landmarks.
In future attempts it would be interesting to see if the landmarks as inputs to the network would
improve the performance of the network. This could help evaluate whether or not the landmarks
actually provide useful information. This could also be a good first step when evaluating if
multi-task learning could be successful. However, as it requires more data for the network to
function the author still maintains that the multi-task approach would be more beneficial if
properly implemented as it would only require the extra data for training, and not for inference.
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5. Conclusion
The conclusions drawn in this study are limited. We can see that the baseline training process
in fig. 4 is more stable and quicker to converge than the respective multi-task counterparts.
However, the lacking quality of the dataset has lead to the results not disproving the multi-task
methodology, but rather showing that the combination of the auxiliary task, main task and the
choice of dataset only provides noise to the learning process rather than useful information. The
results in this thesis indicate that a alternating learning scheme seems to have more benefits when
compared to a joint learning scheme, if multi-task learning is to be considered.
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A. State of the Art Analysis
A.1. Segmentation
A.1.1. Semantic Segmentation in General
Image segmentation can be described as the act of separating the contents of an image into
subcategories, or semantic labels. Common use cases include several visual recognition tasks,
such as: scene labeling [1], road highlighting [2] and organ detection in medical imaging [3–5].
The segmentation pipeline traditionally consists of an image where some detection task is required.
The segmentation algorithm then creates a mask where the image is represented in its class labels.
In a foreground-background problem the produced mask would be a binary mask where the
foreground pixels are assigned the value 1 and the background pixels are assigned the value 0.
In general, the segmentation algorithms can be divided into three different subgroups:
Manual segmentation: In manual segmentation the user oversees the entire segmentation process
and manually assigns a label to pixels. Because of the dimensionality of image data in modern
hospitals, this is only seldom practically feasible.
Semi-automatic segmentation: Today most segmentation algorithms used are computer aided
or guided where level-set [6], watershed [7] or graph-cut [8] are some examples of algorithms
commonly used. Although the process today is quicker than ever, it can still require hours of
tedious manual labor [4] for trained professionals to label every pixel correctly.
Automatic segmentation: In contrast to manual segmentation and semi-automatic, automatic
segmentation should not require any user interaction throughout the segmentation process.
From the moment that the image for segmentation has been supplied, to the moment that the
segmented mask is retrieved, user interaction should not be required at all. Disconnecting the
user from the process will hopefully lead to reduced segmentation run times, less influence from
human factor, more objective results and most importantly, more accurate results. The automatic
segmentation methods of today are faster, by a substantial amount, but not yet as accurate as
manual segmentation [3–5]. In an MRI brain segmentation challenge, MRBrainS, only 3 out of the
18 contestants have run times above 1 hour, while the majority of the contestants maintain run
times below 5 minutes [9]. The main focus of this state of the art review will be on automatic
segmentation algorithms.

A.2. Metrics and Evaluation
A.2.1. Similarity Measures
In order to determine the performance of a segmentation algorithm, it is not enough to look at
pixel accuracy (fraction of correctly classified pixels). Although it is a fair measure of performance
to some extent, it does not encode the importance of certain classes over others. For example,
given an image which consists of 90% background and 10% foreground, a model that learns to
represent the image as entirely background will have an accuracy score of 90%. Given that most
images are dominantly background, the shortcomings of this method become apparent.
Instead a common metric that is used in the segmentation research field is intersection over union
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(IoU) (also referred to as Jaccard index) or Dice score. IoU measures dissimilarity between two sets,
which are represented as masks in the case of segmentation. Suppose we have two masks of a
foreground object: the true labels, A, and for example a predicted segmentation, B . The IoU is
then given by (4). [10]
A\B
IoU =
(4)
A[B
The proposed IoU measurement provides a more reliable measurement of the accuracy of a
segmentation as it encodes true positive and false negative predictions.
For multi-class segmentation it is important to compute each metric for each organ alone rather
than computing the metrics for the body as a whole. The different sizes of each organ can skew
the metrics if the result of a small and a large organ is concatenated.

A.2.2. Distance Measures
Another measure of how well a segmentation matches a truth label is computing the maximum
distance between the boundaries of two sets. An example of such a method is the Hausdorff
Distance (HD). Note that the Hausdorff distance is sensitive to outliers, and as such the modified
95th percentile of the Hausdorff distance can be computed for a more consistent measure. [9]

A.2.3. Cross-validation
Cross-validation divides the dataset into a fixed number of different subsets of equal size. For
each subset of the dataset, a model is trained with all subsets but one and is later evaluated on
the remaining one. This ensures that the performance of a model is not influenced by chance, for
example by a lucky combination of testing and training data.
K-fold cross validation specifies that the dataset is divided into K equal sized subsets where each
subset is omitted from the training set once to be used as that iteration’s validation set.
Since K-fold cross validation effectively reduces the number of datapoints available for training it
effectively increases the bias of the predictor. Therefore, when the model is trained on the entire
dataset the results may be better than previously estimated with the validation set. Another
cross validation method that counters this is the leave-p-out cross validation. In this method p
observations are left out every training iteration and used for validation. Usually this means
training many more classifiers because less data is omitted from the training partition.
A study on cross-validation techniques from 1995 [11] finds that although K-fold cross validation
is inferior to leave-p-out, K-fold is still superior due to shorter run times, especially when the
different folds are divided with stratification. Stratification is balancing the different folds such
that they are all representations of the whole dataset. In medicine it is not acceptable to have data
from the same data in the test fold and the training folds. However, since patients in most case
have similar structure and anatomy the folds will be stratified if they are divided such that there
is no overlap of patients in the different folds.
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A.3. Deep Neural Networks
A.3.1. History
In 2012 AlexNet [12] outperformed all other contestants of the image classification challenge
ILSVRC4 by a significant margin. This led to a flood of image recognition researchers to the
computer science field of machine learning. In 2014 VGG was released and it managed to
outperform AlexNet’s error of 16.4% with an error of 7.3%. Furthermore, in 2015 Google released
their ResNet [13] which managed to outperform human performance (5%) on the dataset with
their error of 3.5%.

A.3.2. General Methodology
Instead of formulating complex mathematical models and formulas to solve difficult problems,
machine learning methods rely on the data to convey what patterns are inherent in the data.
Artificial Neural Networks (ANNs) belong to a school of machine learning algorithms that are
essentially heuristic mappings, disguised as artificial intelligence. Given the function f ⇤ , the
network aims to, from the provided data x, y, find the weights q that best approximate the
function f ⇤ s.t. y = f ⇤ ( x ) ⇡ f ( x; w). The difference between the target function and the network
function is then calculated with a loss function L( f ( x; w), y). The loss function can be tailor made
for any problem. For a continuous function it is common to use the MSE as a loss function and
for non-continuous classification tasks the cross entropy function is most common (more on this
in appendix A.7).
To find the minima of the loss function the error is back propagated through the network and the
gradient for the error is calculated. This gradient shows the network in which direction to move
the weights in order to find the optimal solution. Unfortunately the learning scenario is usually
not that simple and only finding the gradient direction in which the loss will become smaller is
not enough to guarantee a well behaving network. Therefore, a method called Stochastic Gradient
Descent (SGD) is employed which is used to iteratively update the weights of the network whilst
calculating the new gradients. This process is repeated until the network converges. [14]

A.4. Data
A.4.1. Machine Learning and Data
The cornerstone of every machine learning project is the dataset. Good or bad results will nearly
always circle back to the data. In the medical industry good data is scarce. As mentioned in
appendix A.1 it can take up to several hours for experts to annotate medical image data. This,
combined with scarcity of available expertise and the strict laws regarding patient information
has lead to a shortage of quality data in the field. Data augmentation has therefore become crucial
for neural network performance. [3–5, 15].

4 http://image-net.org/challenges/LSVRC/
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A.4.2. Augmentation
Data augmentation is the practice of altering the data slightly in order to artificially generate new
data samples. Imagine two images of an apple that are identical except that one of the apples has
been rotated 10 degrees clockwise. A human can see through the rotation and determine that the
two images are in fact both apples and more so, the same apple. This is more problematic for a
neural network. The neural network might see the first apple and learn that it is indeed an apple,
but when shown the rotated apple it can still fail. Therefore, by showing the network a normal
apple and the same apple but rotated the machine hopefully learns to identify the rotated apple
when presented an image of an apple that is at an angle.
There are a large number of augmentations that can be applied to the data, however the goal of
the augmentation is to find a transformation that matches cases the algorithm may encounter in
the real world. Therefore, it is important to choose the augmentation depending on the area of
application. For medical imaging, there is a large variability between patients. Within reason, a
computer scientist can take much freedom with augmentations. Some popular examples include
rotation, skew, scaling, intensity variation and the addition of Gaussian noise.

A.5. Network Structures
The success neural networks had in image classification quickly spilled over into other image
recognition fields, and the segmentation field is no exception. Traditional segmentation approaches are completely phased out of the research field and for every year the number of papers
on neural network approaches seem to increase with no bound.
For example, in the segmentation challenges Pascal VOC5 and Cityscapes6 the top leader board
entries are all machine learning and more specifically deep learning based. One common theme
that also stands out is that the best entries are essentially different iterations of fully convolutional
networks [16]. For example, the top entries from CityScapes leader board with complementing
research papers [17–20] are all fully convolutional.

A.5.1. Fully Convolutional Network Structure
The fully convolutional neural network (FCN) structures used for segmentation can usually be
broken down into two major pieces. Much like an autoencoder it consists of an encoder and a decoder
and the structure much resembles a bowtie. The FCN was originally proposed for segmentation
in [16]. The authors were the first to propose a network where there were no dense layers,
instead the entire network is convolutional from beginning to end. The idea behind the project
was to attempt to transfer the success that convolutional neural networks (CNNs) have had in
classification tasks [12, 21, 22] to segmentation. This is done by copying the network structures
from the traditional CNNs but stripping the final fully-connected layers and replacing them with
deconvolutions (or transposed convolutions) to upsample the filtered representations of the input
data (see fig. 10). With this method it is possible to retrieve an output the same size as the input,
which is desired in segmentation.
In the FCN paper the method is described to have several benefits over previously proposed
methods. For example, the common patchwise method implemented in [23–25], where the image
5 http://host.robots.ox.ac.uk/pascal/VOC//
6 https://www.cityscapes-dataset.com/
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Figure 10: Comparison between a standard convolutional network for classification and a fully
convolutional network from [16]. Note that the above network shows a fully connected
end whilst the bottom network shows a fully convolutional end. (Reprint from c 2016
IEEE)
is processed patchwise and segmented in pieces, is described as less efficient than the fully
convolutional method. The fully convolutional solution also does not require pre-processing for
region proposals. Another key factor in the success of FCNs that many papers reference is that
the Convolutional Neural Network (CNN) structure allows the network to learn global structures
in the image, unlike the patch-wise implementations which lose global context when the input is
cropped.

A.5.2. Commonly Used FCN Structures
DeconvNet [26] is a VGG-16 [21] derivative that, like FCN, encodes its data with the VGG-16 but
differs from FCN because it decodes with a mirrored VGG-16 structure. Thus, the main difference
between this network structure and the one employed in the original FCN is that the decoder
includes many more layers. Instead of decoding the encoded image in a single layer the decoder
now consists of just as many layers and filters as the encoder.
Similar to DeconvNet, another segmentation network that has spawned from the original FCN
is called SegNet [27]. Identical to the approach of the authors of FCN, this approach copies the
structure of VGG-16 [21] and adds a decoder comprising of deconvolutional layers. This time, the
encoder portion of the network is identical to the structure of VGG-16, and is mirrored for the
decoder. The authors of this paper introduce skip connections between the encoder and decoder
layers of the same dimensions. This is done simply by concatenating the respective layers of the
decoder and the encoder. The gain with this method is that details from the fine scale images are
preserved and propagated to the output.
U-Net was specifically designed for a biomedical segmentation challenge (ISBI7 ). The network, just
like previously discussed networks, has an encoder-decoder-type structure (see fig. 2), with skip
7 http://brainiac2.mit.edu/isbi_challenge/
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connections between the layers with same output/input dimensions. The most similar network
structure being SegNet, where the main difference is that SegNet implements an additional
downsampling and upsampling layer. The authors of SegNet also explain that another difference
between U-net and SegNet is that SegNet maintains a lower memory footprint because it stores
the maxpool indices, unlike U-net which stores the entire feature map before subsampling.
Although U-net is widely used in the medical field [3–5,28–30] there is very little mention or usage
of the network outside of the field. Therefore, it is difficult to compare the network and other
similar network structures. The authors of the U-net paper also perform heavy data augmentation,
which could be the main contribution to their success. However, since the network does not differ
very much from other fully convolutional networks reviewed in this paper; and due to its wide
use in the medical field, this network is the most convenient for segmentation experiments in the
medical field.

A.5.3. Trends in Natural vs Medical Images
In natural image segmentation large datasets of a great variety of different tasks and scenes are
readily available. This has allowed the field to experiment more with network structures, whilst
the medical field repeats experiments on the same (or similar) U-net structure. An example of this
is DeeLabv3 [17], in which the authors investigate a ResNet structure with atrous pyramid pooling.
The pyramid pooling network also appears in a different paper from the same challenge [18] with
similar results.
In the natural field, pretrained classification models are often used as initializations for the
network weights [16, 17, 23]. This idea has been explored in medical image processing [31] and
has shown promising results, but the results would probably be better if the networks were
pre-trained on medical images instead of natural images, of which there is a lack of.

A.6. Multi-task Learning
A.6.1. Introduction to Multi-task Learning
The traditional idea of multi-task learning is to teach a network multiple tasks and have the
network excel at all tasks. A research group from Hong Kong University [32, 33] showed a
different approach to the problem where a main task is established and all other tasks become
auxiliary tasks. Instead of seeking generalization for all tasks, the group made their network
focus on a main task and use the auxiliary tasks for amplification of the main task. In this manner
they could coax the network into a desired behavior.
T

arg min Â
w

arg min
wm ,w a

N

Â (L( f (xit ; w), yit ) + regularization)

N

N

Â Lm ( f (xi ; wm ), yim ) + Â Â la La ( f (xi ; wa ), yia )

i =1

(5)

t =1 i =1

i =1 a 2 A

!

(6)

Instead of the optimization problem in (5), [32, 33] formulate it as in (6) where the network
function is represented by f (...), the main and auxiliary tasks with m and a respectively and the
loss function with L. x, y represent data points and ground truth and N is the number of data
points. In the case of the group, the main task was facial landmark detection while the auxiliary
tasks were a series of classification tasks for classes that had some correlation with the main task
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(for example to infer whether the subject of the image was smiling, wearing glasses or tilting their
head).
It is important to note that different tasks have different complexities, meaning that some are
much easier to solve than others. If all tasks are trained synchronously, the easiest tasks will
likely overfit if the convergence of the most difficult task is used for early stopping. The authors
of [32, 33] proposed solving this by implementing task-wise early stopping, which involves stopping
training on an auxiliary task when the task specific validation error diverges from moving median
of the task training error. The network is modeled after a CNN with a fully connected end that is
coupled to multiple loss functions.

A.6.2. Multi-task Learning Approaches
The main downside of multi-task learning is that it requires more annotations for each data point,
which makes the data acquisition even more time consuming and costly. Another problem arises
when trying to implement classification for semantic segmentation. Since the field is dominated
by FCNs, there is no fully connected end to connect the classifiers to. An idea to overcome this
problem is to branch the end of the encoder portion of a FCN, connect the branch to a fully
connected end and calculate a loss from the fully connected end to add to the decoder end’s loss.
This was performed by [34] with only one auxiliary task and a very limited dataset. One problem
that arises when using the branched fully connected end is that only the encoder is affected by
the auxiliary task.
Jifeng et al. [35] show a different approach to multi-task learning where they cascade the output
from previous task to the tasks in following layers. They train a network to, in sequence, find
bounding boxes from image data, use the bounding boxes and image data to segment the
image and lastly combine image data and segmentation to perform instance aware segmentation.
Although this application requires segmentation masks, bounding boxes and instance segments,
the method is interesting to say the least, as the group reports very good results compared to
what they call state of the art. That being said, their idea of state of the art seems a bit outdated.
Li et al. [36] propose a multi-task approach to saliency mapping. In this case the group uses
semantic segmentation as an auxiliary task rather than the main task, as in previous examples.
In contrast to [32, 33] the auxiliary tasks (segmentation and saliency mapping) used are not
as obviously correlated in this case. That being said, the most important take away from this
approach is that they employ a fully convolutional network and two tasks that take advantage
of the entire network and not only the encoder portion. The group does this by mimicking
the method from [33] but adapt it to the FCN and their specific tasks. The group show that
they obtain marginally improved results from multi-task training in all categories but since they
present no standard deviation to their results it is unclear whether the results are conclusive or
not.
Up until now we have only discussed multi-task learning in the scenario where all auxiliary
losses are weighted with a single factor l (6). Kendall et al. [37] argue that a problem with
multi-task learning is weighing the multi-task losses. They argue that to properly model the
problem and ensure that the main task has the most influential loss, one has to assert that the
optimal solution is the minimization of the main task. Additionally, for every auxiliary task,
an additional hyper-parameter is introduced. Consequently, the problem becomes increasingly
difficult the more auxiliary tasks are introduced. The authors introduce a weighting scheme that
can infer the loss weights from the data itself. This revolves around maximizing the Gaussian
likelihood and homoscedastic uncertainty (see paper or appendix A.7 for mathematical formulation
and more information). The authors present much improved results compared to equal weights
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(l1 = l2 = ... = l A ) and manually tuned weights and competitive results with state of the art by
comparison to CityScapes leader board.
Note that the group uses a network with three separate decoder pipes for the multi-task losses,
meaning that they do not reuse the same decoder for each task.
Moving on, Bischke et al. [38] present their approach to implementing multi-task learning by
including an artificially constructed auxiliary task. The group calculates a distance map from
all the segmentation masks, and trains the network to also create a distance map from the input
image, as well as a segmentation map. The group uses the uncertainty weighted loss proposed
by [37] and apply it to a SegNet (see A.5) model with a single decoder pipe, rather than multiple.
This means that the team simply exchange output portions of the network for different loss
functions, similar to how [32, 33] attach different loss functions to the fully connected output of
their network.
The group claim that their model achieves 8.3% better mean IoU than the state of the art on
the same dataset. A key detail that the group forget to mention is that state of the art results
they use for comparison, was achieved with a strange combination of a FCN [39] and multi
layered perceptron. So the comparison is not fair and does not represent the current state of
the art as much as it represents the best results on an underused dataset. That being said, their
implementation of the uncertainty weighted loss and the network structure make the paper more
than worth mention.

A.7. Loss Functions
A.7.1. Cross Entropy Loss
In regular classification problems the cross entropy loss is a function that describes the probability
that the predicted class is the target class. Its mathematical formulation for multiclass problems
can be seen in eq. (7)
M

Â yc,i log( f c (xi ; w))

L( f c ( xi ; w), yc,i ) =

(7)

c =1

where f c ( xi ) representes the class network output for datapoint xi (the target probability p(c| xi )),
yi is the ground truth and M is the number of classes.
For semantic segmentation this method is extended to each pixel and the total loss for an image
is usually the sum or average cross entropy loss of all pixels in an image.
A problem with the cross entropy loss is that it only takes into account all true positives and does
very little to actively punish false positives, or reward true negatives.

A.7.2. Dice Loss
The Dice loss is a very useful tool for punishing false positive as well as rewarding true positives
and negatives. The Dice loss formula (8) very much resembles the Dice score (4).

L( f c ( xi ; w), yc,i ) =

2

M

f c ( xi ; w)yc,i
N 1
c=1 Âi =0 f c ( xi ; w ) + yc,i

Â
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Note that for the loss to be differentiable, f c ( xi ; w) is the raw softmax output of the network
for class c. In contrast, the Dice score is calculated with the predicted class of a pixel, often the
argmax of the networks output. While Dice score normally approaches 1 for perfect prediction
the Dice loss does not necessarily need to be exactly 1 for the network to produce a perfect
segmentation, since f c ( xi ; w) can be correct even though the output is not 1 because of the nature
of the argmax function.

A.7.3. Median Frequency Balancing
The authors of SegNet [27] use crossentropy loss but with a small twist. In the training section
the authors describe that they use a weighted loss function that forces the network to prioritize
smaller objects, simply by dividing the loss derived from a class with the median frequency of said
class over the training set. This method is called median frequency balancing as described in [40].
In theory this should lead to the network focusing more on the smaller, more difficult objects in
the image and therefor better learn the problem. However it also introduces the constraint that
the batches used for training need to be balanced or the loss will depend nearly solely on the
presence of small and rare objects.

A.7.4. Multi-task Losses
As mentioned in appendix A.6, a problem in multi-task learning is weighting the different losses.
How does one properly weigh the losses of each specific task such that the learning outcome
becomes the best? If one task loss is disproportionally high to the importance of the task, the
network might either overfit to the task or not learn the task well enough for its provided
knowledge to be influential to the global learning process.
In the case where there is a main task, the main task loss can be left unaltered and the auxiliary
tasks can be weighted to tune the learning process. This is implemented by [32, 33]. Although
reducing the importance of the loss weighting problem as all auxiliary losses are weighted equally,
this solution may not work when the losses are from different types of task and tuning the weight
remains a problem.
As mentioned in appendix A.6, uncertainty weighted multi-task loss aims to remove the problem
of manually optimizing the losses of different tasks in the multi-task problem. The uncertainty
weighted loss is derived from the maximum likelihood of each loss, with the parameter s as a
noise parameter (uncertainty). The loss is then expressed as the factor of each separate loss and s
is then added to the optimizer to minimize the negative likelihood together with the loss. What
we are left with can be observed in (9)

L( f c ( xi ; w), yc,i , s1 , ..., sT )) =

T

1

Â Ct s2 Lt ( f c (xi ; w), yc,i ) + log st

t =1

(9)

t

where Ct represents a variable that varies for different types of loss functions. For example, for a
regression loss Ct = 2 and for classification Ct = 1.
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A. Appendix B - Additional Data

(a) CT Slice

(b) Mask

(c) CT Slice

(d) Mask

(e) CT Slice

(f) Mask

Figure 11: Excerpts from the baseline configuration. All samples taken from around 25 epochs.
All pixel values have been centered to [0-1], which is why the pixel background has a
slightly red hue.
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(a) CT Slice

(b) Mask

(c) Landmark

(d) CT Slice

(e) Mask

(f) Landmark

(g) CT Slice

(h) Mask

(i) Landmark

Figure 12: Excerpts from the joint training configuration. All samples taken from around 25
epochs. All pixel values have been centered to [0-1], which is why the pixel background
has a slightly red hue.
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(a) CT Slice

(b) Mask

(c) Landmark

(d) CT Slice

(e) Mask

(f) Landmark

(g) CT Slice

(h) Mask

(i) Landmark

Figure 13
Figure 14: Excerpts from the alternate training configuration. All samples taken from around 25
epochs. All pixel values have been centered to [0-1], which is why the pixel background
has a slightly red hue.
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