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Abstract
Malignant melanoma is the deadliest form of skin cancer. If correctly
diagnosed in time, the expected five-year survival rate can increase up
to 97 %. Therefore, exploring various methods for early detection can
contribute with tools which can be used to improve detection of disease
and finally to make sure that help is given in time.
The purpose of this work was to investigate the performance and behavior of diﬀerent convolutional neural network (CNN) architectures and
to explore whether presegmenting clinical images would improve the prediction results on a binary classifier system.
For the purposes of this paper, the two selected CNNs were Inception
v3 and DenseNet201. The networks were pretrained on ImageNet and
transfer learning techniques such as feature extraction and fine-tuning
were used to extract the features of the training set. Batch size was
varied and five-fold cross-validation was applied during training to find the
optimal number of epochs for training. Evaluation was done on the ISIC
test set, the PH2 dataset and a combined set of images from Karolinska
University Hospital and FirstDerm, where the latter was also cropped to
evaluate presegmentation.
The achieved results for the ISIC test set were AUCs of 0.66 for Inception v3 and 0.71 for DenseNet201. For the PH2 test set, the AUCs were
0.82 and 0.73. The results for the Karolinska and FirstDerm set were 0.49
and 0.42. Presegmenting the latter test set resulted in AUCs of 0.58 and
0.51.
In conclusion, quality of images could have a big impact on the classification performance. Batch size seems to aﬀect the performance and
could thus be an important hyperparameter to tune. Ultimately, the Inception v3 architecture seems to be less aﬀected by diﬀerent variability
why selecting this architecture for a real-world clinical image application
could be more suitable. However, the networks performed much worse
than state of the art results in previous papers and the conclusions are
based on rather inconclusive results. Therefore more research has to be
done to verify the conclusions.
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Sammanfattning
Malignt melanom är den dödligaste formen av hudcancer. Om en korrekt diagnos sätts tillräckligt tidigt kan den femåriga överlevnadsgraden
uppgå till 97 %. Detta gör att forskningen efter metoder för tidigarelagd upptäckt kan bidra med verktyg som i sin tur kan användas till att
upptäcka sjukdom och slutligen bidra till att hjälp sätts in i tid.
Målet med detta arbete var att undersöka prestanda och beteende för
olika faltningsbara neurala nätverk (CNN) och att undersöka ifall försegmentering av kliniska bilder kunde förbättra resultaten i ett binärt klassificeringssystem.
De utvalda faltningsbara neurala nätverksarkitekturerna var Inception v3 och DenseNet201. Näatverken var förträanade på ImageNet och
"Transfer-learning"-metoder som feature extraction och fine-tuning användes för att extrahera features från träningsuppsättningen. Batch size
varierades och fem-talig korsvalidering användes för att hitta det optimala antalet träningsepoker. Utvärderingen gjordes med bilder i testset
från ISIC, PH2 och Karolinska och FirstDerm. Bilderna i den senare
datamängden beskärdes för att utvärdera försegmenteringen av kliniska
bilder.
De uppnådda resultaten för ISIC testmängden var AUC-värden på 0.66
för Inception v3 och 0.71 för DenseNet201. För PH2 låg AUC-värdena på
0.82 respektive 0.73. Resultaten för testmängden med bilder frön Karolinska och FirstDerm var 0.40 och 0.42. Försegmenteringen av den sistnämnda testmängden gav AUC-värden på 0.58 och 0.51.
Sammanfattningsvis kan bildkvalitet ha en stor inverkan på ett nätverks
klassificeringsprestanda. Batch size verkar också påverka resultaten och
kan därför vara en viktig hyperparameter att stämma. Slutligen verkar
Inception v3 vara mindre känslig för olika typer av variabiltet vilket gör
valet av denna arkitektur mer lämplig ifall en riktig applikation ska byggas
för detektion av exempelvis kliniska bilder. Det som bör understrykas i
detta arbete är att resultaten var mycket sämre än det som bäst uppvisats
i föregående rapporter och att slutasatserna är baserade på relativt ickeövertygande värden. Därför efterkrävs mer forskning för att styrka slutsatserna.
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1

Introduction

For the past several decades, malignant melanoma has increasingly become a severe problem of global health [1]. Caused by damaged or mutated melanocytes,
cells whose task is to produce melanin for skin pigmentation, cutaneous melanoma is the deadliest form of skin cancer [2]. The increase of incidence has mainly
been among white population with origin in Europe, where one of the greatest
risk factors includes exposure to sunlight [1], [3]. In the United States alone,
malignant melanoma accounts for 1 % of all 5 million yearly arising skin cancers,
which leads to over 9300 deaths [4], [5]. The incidence of the disease nation-wide
has continuously been rising for the past 30 years [6]. Turning to the British
Islands, approximately 15400 people get annually diagnosed, making cutaneous
melanoma the 5th most common cancer in the UK [7]. The disease has the
country’s highest mortality rate, leading to another over 2000 deaths a year [8].
Early detection can increase the five- and ten-year survival rate by up to 97
% and 95 %, which is why exploring diﬀerent methods of detection becomes vital
[9]. The most common primary appearance of suspicion occurs among patients,
however during examination by a specialist, the diagnostic accuracy without
any aids only reaches 60 % [10]. To improve this number, dermatoscopy was
introduced which has allowed practitioners with right and suﬃcient training to
elevate the accuracy up to 75 % - 84 %. Furthermore, eﬀorts have been made
to standardize diagnostics by introducing various methods like the ABCD rule
and the 7-point checklist, but physicians still ignore these and rather relate
to their own experience [4]. Besides the disease incidence increase, another
aspect of concern is that the population is getting older, the availability of
practitioners (including dermatologists) decreases and more of the health care
is being redistributed to home settings [11], [12]. In the case of skin cancer, one
approach has been for the patients to take images of themselves, however the
quality of these have been limited for the clinicians to make a proper evaluation.
Therefore, in recent years the development of machine learning algorithms and
software has taken place to give patients the possibility of checking themselves
and to provide standardized quantitative tools for physicians to assist them in
making better and faster assessments [13], [14].
There have been several publications and developments of clinical decision
support systems which use classical machine learning techniques like K-NN and
decision trees with various achievements [14]. However, in recent years convolutional neural networks (CNNs) have, together with the use of transfer learning,
surpassed their performance with improvement in classification performance.
More specifically, CNNs have shown to be of promising technological use
where they can be suitable to solve tasks in many various cases and categories.
Other examples of classification of skin lesions and malignancies are progression
of diabetic retinopathy and analytics of CT brain images for early classification
of Alzheimer’s disease [15], [16], [17]. From provided data, which in this case
are images, CNNs are able to obtain the required information and knowledge
to adapt to each specific application. CNNs are driven by large amounts of
annotated sets of data, can hierarchically learn diﬀerent features and thus can
presently be characterized as the state of the art solution to categorize images
[18].
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1.1

Purpose

The purpose of the project included primarily to investigate the performance of
diﬀerent convolutional neural network(CNN) architectures and secondarily, to
explore the impact of presegmenting clinical images before making predictions
on a binary classifier system.

2

2

Methods

The following section describes which materials and tools were used, which convolutional neural networks were selected and how the experiment setup looked
like.

2.1
2.1.1

Materials and Tools
Datasets

The images used to train, validate and test the CNNs were obtained from diﬀerent sources, including open source databases, clinics and companies. Since the
training process requires a fairly huge number of pictures, the supplied amount
of training images in the 2017 ISIC Classification task was found most suitable
for this step. In the testing stage several datasets were selected to test the
system. The test sets where not used to train the CNNs and where thus used
to evaluate the performance of the networks. To make the results of this study
comparable with earlier publications, the supplied separate test set was used
from the same ISIC challenge, however to prove the level of external validity,
meaning to show how well the system performs on a diﬀerent database, the
testing was also done with images from PH2, Karolinska University Hospital
and FirstDerm. The PH2 database has been created from dermoscopic images
to benchmark research. The images where acquired at Hospital Pedro Hispano,
Matosinhos, Portugal. The data acquired from the Karolinska University Hospital where cell phone images, taken by physicians. The images are a contribution
from Jan Lapins, MD. The FirstDerm dataset are cell phone images, shot by patients themselves. The images have been uploaded to the FirstDerm database.
The FirstDerm test set of images is a contribution from Alexander Börve, CEO
of iDoc24 AB (FirstDerm).
All images used have been verified with at least one of the methods mentioned in appendix, section 2, as well as with histopathologic analysis.
Table 1 presents each dataset with corresponding melanoma and benign
amount. The original 2017 ISIC dataset contains roughly 2000 images.
Table 1: Summary of used datasets
Dataset
2017 ISIC Challenge train set
2017 ISIC Challenge test set
PH2
Karolinska
FirstDerm

2.2

Melanoma
374
117
40
53
25

Benign
1626
483
40
19
25

Total
2000
600
80
72
50

Convolutional Neural Networks (CNNs)

The CNNs selected for this project were GoogLeNet Inception v3 and DenseNet201. GoogLeNet Inception v3 has a similar structure as GoogLeNet Inception v1 (see appendix, section 5.4). The network consists out of inception
3

modules as well, however with the diﬀerence of the 5x5 covolution blocks in the
modules being replaced by two consecutive 3x3 convolutions [19]. DenseNet201
consists of four Dense blocks with transition layers between each block (for dense
block, see appendix, section 5.7). Each dense block has a diﬀerent number of
1x1 and 3x3 convolutions following each other [20]. The transition layers are
used to change the sizes of feature maps.
There are several reasons for the network choices, which originates from their
structure diﬀerences and outstanding accuracy performances (see appendix, sections 5.2 - 5.7). One of the objectives with this work was to compare how different architectures perform in classification of diseases, the choice of networks
with distinct diﬀerences would make the results representative for their respective structures. Further motive for this selection included the minor availability
of previous CNN comparison studies and ease of implementation in Keras.

2.3

Transfer learning

To train the chosen CNNs, requires large amounts of data. Typical performance
evaluations are made after training on the ImageNet dataset which contains
more than 14 million annotated images (a few of state of the art results are
presented in appendix, section 5.2) [21], [22]. However in this case, the available
training set only contained 576 (extracted from the 2017 ISIC Challenge images, see section 2.1.1), which would make training from scratch rather diﬃcult
without overfitting. Therefore, in this project, transfer learning techniques were
applied to meet the challenges given by the lack of data.
The general idea of transfer learning is to utilize neural networks which have
already been trained on some big dataset (i.e. ImageNet used in this case) and
adjust them, using data suitable for the targeted application. Depending on
which method is selected, these enable the possibility to achieve better results
even if the availability of training images is low, given that general filters are
already available in the primary layers and thus optimization from scratch is
not necessary [23]. The techniques used in this project were feature extraction
and fine-tuning, as described in the following subsections.
2.3.1

Feature extraction

In feature extraction, we want to exploit the fact that general filters for lowlevel feature extraction are already available from pretraining on a big database.
Therefore, after importing the network with weights from training on i.e. ImageNet, all top-most layers were substituted, and a further additional classification layer was added (see figure 1 which exemplifies the top-most layers, which
are marked as "bottleneck" layers). Since no weights for these were left, the topmost layers could therefore be used purely as a fixed feature extractor. Thus,
much less data is required for the learning process due to a notably smaller
number of layers which need to be trained [24].
2.3.2

Fine-tuning

A second possible approach to adapt the network weights is to fine-tune. The
diﬀerence compared to feature extraction is that all the layers are kept after importing pretrained weights and that training with backpropagation is continued

4

Figure 1: Modified reproduction of GoogLeNet Inception v3. C. Szegedy, et al.,
Dec 2015.

throughout more layers, however with a reduced learning rate. The purpose of
lowering the learning rate is to make smaller weight adjustments, rather than
entirely changing them as in the case with the fixed feature extractor, mentioned in section 2.3.1 (see appendix, section 4.4.1 for update rules and the
role of learning rate). The possibility of fine-tuning the whole network is available, however this comes with the risk of overfitting problems if the dataset is
small. Therefore, training can be done to only a selected part of the layers in
the network. Furthermore, as earlier mentioned, the primary layers are usually
responsive to basic features, i.e. edges and circles, while the higher layers in
a CNN become increasingly more specific, which motivates the choice of only
fine-tuning the latter part of a network.
If only a small dataset is available for the targeted application, as was the
situation in this project, fine-tuning is not suitable to be used as a stand-alone
transfer learning method, again due to the risk of overfitting. Instead, the
technique was used to see if there could be improvements by fine-tuning the
networks after feature extraction. Thus, in this case, the technique was applied
after obtaining more application specific weights in the top-most layers.

2.4
2.4.1

Experiment setup
Data augmentation

The limited amount of training images in this scenario did indeed put limitations on the achievable accuracies where the overfitting concerns became highly
relevant. As mentioned in appendix, section 4.5, there are several alternatives to
tackle the problem where one of them is to select datasets with a large number
of images. Since only a limited amount of images were available (specifically
2000 samples), given in the 2017 ISIC challenge, data augmentation became important to produce more material to work with. The essence of this method is to
create more data from the already available dataset by diﬀerent manipulations
such as i.e. rotation, shift, flip and zoom [25].
Data augmentation was used to extend the ISIC challenge dataset before the
training (see appendix, section 4.4). Table 2 presents each type of manipulation
applied. The values are given as ranges in accordance with the Keras 2.0 ImageDataGenerator class API [26]. All arguments correspond to the control of
a randomized task. The rotation parameter turns the image by a randomized
integer, up to ± a set maximum degree. The width and height shifts, shift the
image in the corresponding direction up to the specified fraction of the total
5

images size. E.g. if the image is 100 px wide and a shift is 0.1, then the image
will get a horizontal shift by 10 px. The shear intensity parameter defines how
much counter-clockwise an image will be sheared in degrees. The zoom defines
how much the image will be rescaled where the argument specifies the maximum
fraction of the image size. The horizontal and vertical flips mirror the image
in the corresponding direction. The flips are controlled by a boolean argument
which either enables or disables the features. The rescale adapts the RGB color
interval of the images to span between 0 and 1, rather than between 0 and 255.
Table 2: Input arguments to control aggression of data augmentation
Manipulation type
Rotation
Width shift
Height shift
Shear intensity
Zoom
Horizontal flip
Vertical flip
Rescale (RGB color interval)

2.4.2

Setting
40
0.1
0.1
25
0.2
True
True
1./255

Training

The training phase relates to the optimization process of adapting the weights
in each network to achieve a better performance on the desired dataset, which
in this case was the set of melanoma and benign images. As stated before
in section 2.4.1, there was an insuﬃcient amount of data to train the chosen
networks from scratch, which was also the reason to use the transfer learning
approaches for the training process. The subsequent subsections describe how
the training dataset was prepared and how transfer learning was implemented
in the context of beginning the optimization process, as well as the selection of
hyperparameters and other necessary variables.
2.4.2.1

Dataset subdivision

Five-fold cross-validation was used to train the networks. Thus, the supplied
ISIC training set was split five times into a training and validation subset as an
80:20 ratio. The validation subset was varied, meaning that first the primary 20
% of the images were chosen for validation, then the next 20 %, etc. Selecting
this ratio of division is a general rule of thumb, which follows the principle of
factor sparsity, commonly known as the Pareto principle. After each split, the
malign images in the training subsets were oversampled to include 4 samples
of each file. During the training of the networks, augmentation followed after
each split, but only on the training subset. The final training was done on the
whole ISIC training dataset, yet again with the malign category oversampled
four times.
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2.4.2.2

Preprocessing

There were two main concerns which had to be managed before the start of the
fitting process, both of which were directly related to the model selections.
Since the RGB channel coeﬃcients of the images spanned from 0-255, the
values would have been, given typical learning rates, excessive for the models to
process, which is why the values of the third dimension had to be rescaled by
a factor of 1/255 [27]. Thus, the RGB span used to train the network ranged
from 0 to 1.
Relating to the network design choices and the 8 Gb graphics RAM restraints, but mainly because the imported weights from pretraining on ImageNet
used specific image input sizes, the images were resized to the same originally
described inputs according to [19] and [20], which can be seen in table 3.
Table 3: CNNs and image input sizes
CNN
Inception v3
DenseNet

2.4.2.3

Input width (px)
299
224

Input height (px)
299
224

Building the models

The selected CNNs were imported with the Keras framework without including
the top layers, with weights from ImageNet. The final top layers were manually
added. Both CNNs had the top layer composition of primarily batch normalization, followed by two fully-connected layers with ReLU activation and dropout
of 0.5 after each. Sigmoid activation was used for the binary output layer.
2.4.2.4

Freezing layers

Both the feature extraction and fine-tuning require a selection of which layers
are to be trained. As mentioned before (see section 2.3.2), it is possible to omit
the choice of what is going to be trained and train the whole network, however
with the risk of overfitting. Thus, for the transfer learning, all layers were freezed
before the start of the exchanged top. During the fine-tuning, the layers in each
selected CNN were freezed up to a certain layer, while the rest of the layers to
the top were trainable. Generally, the selected threshold for when layers would
be trainable was at the higher part of the networks. The motivation for this
choice was due to, again, the low availability of data. For the Inception-v3 the
the layers were freezed up to the 279th layer, and correspondingly up to the
674th layer for DenseNet201.
2.4.2.5

Setting hyperparameters

Table 4 summarizes the hyperparameters used for each architecture type, chosen
after running the cross-validation- These include the varied batch size, and the
number of epochs the training was done on the full ISIC training set. A seed
was set arbitrarily to 9, to control the process of randomization of generators,
but is excluded from the table due to diﬀerent impact depending on utilized
7

hardware. In table 4, the batch size defines how many samples are propagated
through-out the network at each iteration. The "LR-FE" and "LR-FT" show
the selected learning rate at feature extraction (FE) and fine-tuning (FT). The
"Epoch"-parameter shows the selected number of epochs the training continued,
again both for feature extraction (Epochs FE) and fine-tuning (Epochs FT).
Table 4: Variable and static hyperparameters for network training
Network Batch Optimizer LR - FE Epochs LR -FT Epochs
size
FE
FT
32
Adam
1e-4
30
1e-5
45
Iv3
64
Adam
1e-4
62
1e-5
70
128
Adam
1e-4
70
1e-5
75
DN201

2.4.2.6

32
64
128

Adam
Adam
Adam

1e-4
1e-4
1e-4

22
36
25

1e-5
1e-5
1e-5

96
66
57

Validation

The validation was used as part of the five-fold cross-validation. The validation
subset of each 20 % split was used during training of each split to determine after
how many epochs, the trained parameters would yield the highest validation
accuracy. After training each network five times, an average epoch number
could be obtained, which was used during training on the whole ISIC dataset.
2.4.3
2.4.3.1

Experiments
Testing with diﬀerent datasets

To obtain information about the external validity of the system, the primary
test after the training phase was done with 600 ISIC test images. However,
the main two datasets used to benchmark the system were 80 dermoscopic
images from the PH2 database and a combined set of 88 clinical images (38
from Karolinska University Hospital and 50 from FirstDerm), which had no
relation to the ISIC challenge data. The selected test sets were equally split
into benign and melanoma samples to avoid the problem of class imbalance
bias.
2.4.3.2

Evaluation of cropped clinical imges

One of the project objectives was to evaluate the performance of the trained
networks on clinical images and test whether segmentation could potentially
contribute to any improvements. Therefore, the images in the combined dataset
of Karolinska and FirstDerm were cropped to only contain the region of interest
(ROI) or, depending on the available resolution, to a minimum size of 299 ⇥ 299
px. The cropping was done manually with a bounding box. The reason for the
minimum size selection was to avoid getting below the required image resolution for the Inception v3 network, and at the same time satisfy the input for
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(a) Before crop

(b) After crop

Figure 2: A malignant melanoma sample, original and cropped version

DenseNet201. Figure 2 shows an example of an original image and its cropped
correspondence.
After having the images cropped, both of the mentioned network architectures with weights from training with diﬀerent batch sizes were tested. The
obtained results were compared to the outcomes of the original clinical image
testing.
2.4.4

Computer specifications

To run the deep learning training process, specific hardware was used to decrease
the computational times. The following list presents the units used which directly adhere to the training times:
• MSI GeForce GTX 1080 Gaming X 8GB GPU
• Intel Core i7 7700 3.6GHz CPU
• Ballistix Sport LT 16GB Kit Read 2666MHz RAM
• Thermaltake Smart Pro ATX, EPS 850 W 80PLUS PSU
• Samsung 850 EVO Series 500GB SSD
2.4.5

Software

There are several ways available to construct and train neural networks, as well
as to use them for predictions. For the specific purposes of this project, Keras
was selected as the main programming framework. The Keras deep learning
library is a high-level API written for python, with possibilities to run on top of
low level libraries such as TensorFlow and Theano. The underlying deep learning
library in this case was TensorFlow. The main reasons to select Keras include
user friendliness and fast construction of overall code, support for convolutional
neural networks (as is used in this work) and CPU/GPU running support [28].
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3

Results

The following section presents the results obtained from the experiments, in
this case from the testing of the network architectures and the observation
of performance diﬀerences after cropping the clinical images. The results are
represented as ROC-curves with their corresponding AUC-metric.

3.1

Inception v3

Table 5 contains the results as AUCs from both the feature extraction and
fine-tuning, acquired by changing the batch size and datasets. FE and FT
denote feature extraction and fine-tuning respectively. Figure 3 represents the
corresponding ROC-curves from which the AUC values are computed.
Table 5: Inception v3 AUCs from feature extraction and fine-tuning ROCs
Datasets and AUCs
Batch size

ISIC
FE

PH2
FE

KSFD
FE

ISIC
FT

PH2
FT

KSFD
FT

32
64
128

0.63
0.65
0.64

0.71
0.81
0.77

0.49
0.48
0.49

0.65
0.65
0.66

0.78
0.82
0.80

0.49
0.48
0.49

3.2

DenseNet201

Table 6 contains the results as AUCs from both the feature extraction and
fine-tuning, acquired by changing the batch size and datasets. FE and FT
denotes feature extraction and fine-tuning respectively. Figure 4 represents the
corresponding ROC-curves from which the AUC values are computed.
Table 6: DenseNet201 AUCs from feature extraction and fine-tuning ROCs
Datasets and AUCs
Batch size

ISIC
FE

PH2
FE

KSFD
FE

ISIC
FT

PH2
FT

KSFD
FT

32
64
128

0.70
0.69
0.66

0.72
0.73
0.73

0.38
0.38
0.42

0.71
0.70
0.68

0.60
0.69
0.62

0.39
0.36
0.35

3.3

Cropped images

Table 7 represents the AUCs, computed from the ROC results (see figure 5 for
the cropped clinical images, which were sent into both of the earlier mentioned
trained CNNs (see section 2.2). The results are shown in relation to used batch
size for training the networks, together with the selected architecture. The
10

(a) ISIC test images

(b) dermatoscopic images

(c) clinical images

(d) ISIC test images

(e) dermatoscopic images

(f) clinical images

Figure 3: The ROC-curves represent performance evaluations of Inception v3 using test sets from the (a and d) ISIC Challenge test set, (b and e) PH2 Database
and the (c and f) Karolinska University Hospital and FirstDerm (KSFD). The
colors mark the results with respect to the used training batch size where blue,
red and green denote batch sizes of 32, 64 and 128.
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(a) ISIC test images

(d) ISIC test images

(b) dermatoscopic images

(e) dermatoscopic images

(c) clinical images

(f) clinical images

Figure 4: The ROC-curves represent performance evaluations of DenseNet201
using test sets from the (a and d) ISIC Challenge test set, (b and e) PH2
Database and the (c and f) Karolinska University Hospital and FirstDerm
(KSFD). The colors mark the results with respect to the used training batch
size where blue, red and green denote batch sizes of 32, 64 and 128.
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values in parenthesis are the relative changes, compared to the results without
cropping, given in the KSFD columns of the tables in sections 3.1 and 3.2. FE
and FT denote feature extraction and fine-tuning respectively.
Table 7: AUC results from cropped clinical images sent into the networks with
parameters from feature extraction and fine-tuning
Architecture and AUC
Batch
size

Inception v3
FE

DenseNet201
FE

Inception v3
FT

DenseNet201
FT

32
64
128

0.58 (+18,4 %)
0.57 (+18,8 %)
0.58 (+18,4 %)

0.51 (+34,2 %)
0.51 (+34,2 %)
0.49 (+16,7 %)

0.55 (+14,3 %)
0.56 (+14,6 %)
0.57 (+16,3 %)

0.48 (+23,1 %)
0.51 (+41,7 %)
0.50 (+42,9 %)

(a) Inception v3, FE (Iv3)

(b) DenseNet201, FE (DN201)

(c) Inception v3, FT (Iv3)

(d) DenseNet201, FT (DN201)

Figure 5: ROCs from testing the binary classifiers of Inception v3 and
DenseNet201 with cropped clinical images after feature extraction and finetuning. The dashed lines represent the results of the original images, while the
solid lines represent the results of the corresponding cropped images.
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4

Discussion

To follow the structure of the methods and the presentation of results, the
discussion is divided into parts, representing the tasks of the project and a
comparison to previous studies. The discussion thus includes commentary on
the results in relation to the network diﬀerences and the impact of cropping the
images before classification.

4.1

Comparing the networks also on diﬀerent datasets

The results in section 3.1 and 3.2 are presented with relation to the batch size
the networks were trained with and which test datasets were used to evaluate
network performance. One can observe that the three sets used yielded diﬀerent
outcomes. The evaluations made with the ISIC subset for testing were done just
to get some further idea of how the training had proceeded and to obtain a value
for comparison with previous work on the ISIC challenge, more than actually
accepting it as a completely representative result. The reason for this has to do
with small amount of the training dataset used and that the test set initially
came from the same database: the ISIC archive. By using a test set with
data coming from the same origin, the classification testing of other images is
omitted, which could cause a potential bias in the network towards showing
better performance on the same type of images. Therefore, the results from
testing on the PH2 and KSFD datasets exemplify how the trained networks
could perform externally since these image collections do not come from the
same source. The solution to avoid missing out features to train on and to
decrease bias towards a specific set of images could have been to collect more
data, i.e. from the same source, assemble bigger sets of combined sources or
perhaps to use 10-fold cross-validation instead of 5-fold [29].
Considering the results of PH2 (dermoscopic images), the Inception v3 architecture performed better than DenseNet201 considering only after feature
extraction, while the following fine-tuning resulted in an increased AUC for the
Inception v3, but a decrease for DenseNet201. The maximum achieved AUC
for Inception v3 was 0.82 and 0.73 for DenseNet201. Considering that the best
performance in this case is achieved by the inception architecture, it seems the
network is less sensitive to other similar types of image data.
Regarding the tests on the KSFD dataset (clinical images) the results were
better in favor of Inception v3. However, considering that all the AUCs were
relatively close to 0.5 for Inception v3, and even worse for DenseNet201, this
can be assumed to be related to the networks not having suﬃcient training
data to extract the right features, thus overfitting during the learning process.
Another reason could also have to do with the diﬀerence in imaging devices,
used to obtain the images. Except for the file compression and pixel resolution,
every camera has both linear and non-linear intrinsic parameters. These include
i.e. pixels not being ideally squared, diﬀerent focal lengths and lens distortion.
All of these factors could have an eﬀect on the information in the image and
thus, impact on the final results. Nevertheless, Inception did perform better,
probably due to the structure of the module which allows for, as mentioned in
appendix, section 5.4, feature extraction at diﬀerent scales.
The second thing that should be noted is the diﬀerent results depending on
the batch size used for training. One contributing factor to these results is that
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both of the network architectures contain batch normalization blocks to ensure
contribution from as many neurons as possible and depends on the selected
batch and its size [30]. In the case of this work, it seems there is an indication
of that training with an average batch size of 64, shows better results than
training on batch sizes of 32 and 128. The reason for why the smaller batch size
of 32 could be worse, may be related to higher stochasticity in the optimization.
In this case, the gradient which is applied during search for a local minimum,
would have a bigger tendency to jump between diﬀerent local minima, thus not
reaching optimal minimum. In the case of why the bigger batch size, in this
case 128, would give worse results, could be related to less stochasticity in the
optimization, showing to be the opposite of the smaller batch size case. In this
scenario the gradient is more likely to converge to the closest local minimum,
while missing out the basins of potentially better local minima nearby. A better
minimum would yield lower losses and thus, higher AUCs.
Another factor, which could aﬀect the results, is that batch size determines
how often the weights in the network are updated. The weights are updated
based on the calculated gradient of the supplied batch, which as mentioned in
appendix, section 4.4.1. is a function. If the batch is bigger, the longer it will
take to compute the gradient. Thus, a bigger batch size which requires more
time to complete the same number of computations, could aﬀect the results if
for instance there is a limit in the number of training epochs.
However, the results given in this study are not conclusive and would require
more research.

4.2

Results and previous work

Regarding the ISIC test and the major dermoscopic AUC the results of 0.71 and
0.82, these can be compared to the results of previous papers submitted to the
ISIC community, ie. [31], [32] and [15]. All of which have used transfer learning
and fine-tuning.
In [31], the authors achieved an AUC of 0.77 for feature extraction and 0.78
for fine-tuning. The diﬀerence in the result probably adheres to the experiment
setup. In their case, a diﬀerent top-layer structure was used for the Inception
V3 model with the application of an adapting learning rate for both the sole
feature extraction and fine-tuning. The contribution from the adaptive learning
rate may have a strong impact since it directly aﬀects the learning process in
the way of becoming more subtile to feature extraction when the learning rate
is reduced.
Another, even higher AUC test result of 0.896 was achieved in [32]. The
significant diﬀerence to 0.71 can be explained by the distinctions in preprocessing, use of additional data, altered architecture and ensembling. The authors
used an inception v3-based multi-scale network together with even more data
samples which they also produced in two diﬀerent scales. A significant training data increase potentially decreases overfitting which can explain the better
achieved results. The ensembling, where in this case 10 diﬀerently trained models were combined by geometric averaging, is also another foundation that has
been proven to improve outcomes in binary classification problems [33].
In study [15], published in Science, the authors achieved a dermoscopic AUC
of 0.91, compared the 0.82 of this work. The diﬀerences which could explain
the variance include the use of a significantly bigger training database, as well
15

as a more aggressive augmentation and also applied adaptive learning rate.
Though, a notable comparison diﬀerence is that the AUC of 0.91 was achieved
by removing blurry test images, while this project did not. According to [34],
even moderate blur has strong impact on the classification, which would infer
that the actual testing variance between 0.82 and 0.91 could in practice be
smaller.

4.3

Impact of cropping

Regarding the evaluation on the KSFD test sets, the results of both networks
showed that training them in various ways (both using feature extraction and
fine-tuning) has not produced any improvements in classification. However, Inception v3 seems to perform slightly better. The result is not significant but
could be explained by the clinical images having a bigger scale variability, which
Inception v3 is better at comprehending due to its module structure. Furthermore, when cropping is applied, DenseNet201 performs significantly better than
without cropping (an increase from 17.7 % up to 34.2 % after feature extraction and from 23.1 % up to 42.9 %) which could support the discussion of it
being less capable of handling diﬀerent object sizes. The diﬀerence in increase
between applied cropping is bigger for DenseNet201 compared to Inception v3,
yet again the absolute result is not good. Instead of improving from good to
better, this case rather shows an improvement from bad to less bad, considering
that we end up in a system which is equally good as guessing.

4.4

Observation of network specialization

The following observations are based on very limited data and poor performance
of both networks. Therefore the following content should not be interpreted as
conclusions.
Nevertheless, DenseNet201 seems to perform better than Inception v3 for
the ISIC test set. One reason for this result could be related to DenseNet201
becoming narrower and more specialized of what is to be classified, compared
to Inception being more prone to errors due to small variations. Another observation which could support the explanation of the network becoming more
narrowed are the results of fine-tuning. Inception v3 shows slightly improved
results for both the ISIC and PH2 test sets, while DenseNet201 only shows small
improvement for the ISIC test set. Again, here the ISIC and PH2 both contain
dermoscopic images, but being diﬀerent in how the contents look like.
Both networks, however perform better on the PH2 test set before finetuning. An explanation for this could be related to this test set consisting of
better data. In other words that the images are less variable, have areas of
interest which are more sharply defined and better lighting conditions.
The insights oﬀered in this report are thus the behavior of two diﬀerent
networks in relation to each other: the impact of applying fine-tuning after
feature extraction, possible classification performance and parameter eﬃciency
and lastly, which influence segmentation could have on diﬀerent networks when
applied before images are sent for prediction.
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4.5

Project limitations

Primarily, it should be pointed out that the trained networks performed significantly worse than the state of the art evaluations presented in various previous
papers. Secondly, the additional data which was used to evaluate the networks
did not contain many samples which is a contributing factor to inconclusive
results. All of the used samples however, have been supplied with ground truth,
which have been verified according to section 2.1.1. Thirdly, many of the results
were close to 0.5. Even if results are around 0.65, the AUCs are still low which
makes conclusions drawn based on these values unreliable.
Other things which should be mentioned are that several more tests with
diﬀerent combinations of experiment setup were not made due to limitations of
time. Partly, because of the insuﬃcient amount of knowledge about CNNs which
had to be acquired in the beginning of the project, but also because of diﬃculties
with system setup, availability of datasets to i.e. achieve state of the art results
in terms of better AUCs and the long training times required with the available
hardware. In this project, training was only done with dermoscopic images from
one dataset. The focus of this work has been on binary classification only. No
training from scratch has been done due to insuﬃcient amount of data.
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5

Conclusions

A few conclusions could be observed from this work:
• Quality of images could be vital for the performance of classification.

An image which is less blurry has features which are more clearly defined,
which in turn makes it easier for the network to make a better prediction.
Another example includes better lighting conditions and images which are
classified not being too significantly diﬀerent from the training set.

• Batch size may induce changes to the classification and is an important
hyperparameter to tune.
As earlier mentioned in section 4.1, both network architectures include
batch normalization. Here, it seems that that the optimization gradients
are aﬀected by selection of the batch size, which in turn determines which
local minimum is found.
• Diﬀerent network architecture could have impact on the generalizability
of the networks. In this study, we observe that Inception-v3 is less sensitive than DenseNet201 to diﬀerent variability, while the latter network
performed better on data very similar to the training set. Thus, for an
in-vivo melanoma detection application, where the supplied images could,
in practice be very diﬀerent, Inception-v3 seems to be a better choice.
However, emphasis should be put on that the conclusions are based on rather
inconclusive results and require thus more experiments to be made to obtain
more data.
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1

Introduction

In the following background chapter, the main concepts of concern to the report
are summarized, that also includes which the State of the art implementations
are used in research today and which latest solutions are out in the market. The
contents include what melanoma is and diﬀerent approaches in clinical classification, the basics of neural networks, convolutional neural networks (CNNs)
and how to measure system performance.

2

Melanoma and Clinical Classification

Arising from melanocytes in the skin and having a disposition for metastasis, malignant melanoma is the deadliest form of cutaneous cancer [1], [2]. The
pathophysiology behind the disease development involves a multistage mutation
process. Each melanocyte is responsible for the activity of supplying melanin
to keratinocytes (main cell type of the epidermis). The melanin possesses antioxidant properties and, in the case of UVR exposure, it can neutralize the
free radicals caused by the radiation. Unfortunately, the same type of radiation
damages and begins the transformation of melanocytes, which at the same time
are intended for UVR protection [3].
Until 2014, the incidence rate of melanoma has steadily increased worldwide
with 132,000 falling ill every year [4], [5]. According to [4], the number of cases
is going to increase, with a doubling every 10 to 20 years. The disease is mainly
aﬀecting people with white skin color, thus populations with North European
and North American descent are at highest risk [1], [3]. Furthermore, malignant
melanoma has been observed to mostly occur among younger to middle-aged individuals, while in comparison other tumors exhibit themselves in older persons
[3].
If the disease can be diagnosed at an early stage, the expected five year
survival rate can be up to 97 %, versus that of the latest stages where the
probability goes down to below 20 % [4], [6].

2.1

ABCDE

Following the ABCDE criteria is a clinical method used by both practitioners
and patients to distinguish a possible malignancy [1]. Each letter represents a
specific feature, which can be seen in table 1. The letters and their corresponding
meanings are easy to remember, as well as apply, and the method has become
widely spread over the last 20 years (as of 2007) [3]. Initially, the scheme
only considered the first four features, ABCD, however after observing that the
lesions of melanoma patients were changing in diﬀerent ways over time, the
letter E was added [3].

2.2

Dermatoscopy

To better visualize the surface and the subcortical structures of the skin, dermoscopy can be used. Dermoscopy is a clinical diagnostic technique that allows
to non-invasively observe diﬀerent pigmented regions. During the procedure, the
lesion of interest is usually covered with mineral oil, alcohol or water, followed
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Table 1: Declaration of ABCDE criteria
Letter
A
B
C
D
E

Feature
Asymmetry
Border
Color
Diameter
Evolving

Suspicious if
Asymmetric
Poorly defined or irregular
Two colors or more, white areas
> 6 mm
Changes in size, shape, surface over time

by observation using a lens or more commonly, a dermatoscope. The observing
devices can have a magnification of six to even the order of 100, however the
commonly used dermatoscope magnifies by an order of ten. The lesion applied
fluids eliminate reflections among several other features, making the structures
of interest easier to see [7]. Figure 1 shows an example from a dermoscopic
examination.

Figure 1: Example of malignant melanoma. With courtesy of dept. of medical
imaging, Karolinska University Hospital.

2.3

Histopathologic analysis

After observing a skin lesion with diﬀerent non-invasive methods, a dermatologist can take a biopsy of the skin lesion and send it for microscopic analysis. An
example of such analysis is presented in figure 2. Generally, if tissue is removed
from the patient, i.e. after an excision, common practice is to submit it to the
lab and get a histopathologic interpretation [8].

2.4

Other methods

There are several other methods available for determining melanoma. Among
them are Menzies Scoring Method and the Glasgow 7-point checklist.
To further simplify dermoscopic examinations, Menzies scoring method was
introduced as another type of pattern analysis. The idea is to look for a symmet26

Figure 2: Histopathologic image of spreading superficial melanoma. Histochemical coloring (Melan A) elucidates the melanoma cells which become red-colored.
With courtesy of dermatopathologist Ismini Vassilaki.

ric pattern in the examined lesion and check for the presence of several colors.
If symmetry cannot be observed, at the same time as more than color is present,
then the lesion should be considered as a melanoma if at least one of the other
9 positive features (i.e. blue-vite veil, pseudopods, radial streaming) is fulfilled
[9].
The 7-point checklist (7PCL) is another example of pattern analysis. The
list contains criteria which are considered as more important and those which
are less significant. Conclusions can be drawn by counting the accumulated
points when examining a lesion. If any feature of bigger importance is noted,
or if the total score exceeds three points, an urgent referral to specialist should
be generated. Table 2 shows the criteria with their corresponding weights [10].
Table 2: 7PCL features with corresponding weights.
Major features (2 points)
Change in size of lesion
Irregular pigmentation
Irregular border

Minor features (1 point)
Inflammation
Itch or altered sensation
Oozing/crusting of lesion
Larger lesions (diameter > 7mm)
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3

Evaluation Metrics

There are several metrics available to determine the performance of various
methods in diﬀerent fields. In medicine, interest is focused on determining
whether a specific approach is exact and how it performs given diﬀerent cases.
The metrics used here to evaluate diﬀerent neural network structures are sensitivity and specificity and accuracy.

3.1

Sensitivity and specificity

Sensitivity and specificity are two common metrics that can be find in various
applications of medicine, which require a numeric representation of how well
they actually perform. By applying them to the output given by the neural
networks, a relative can be obtained and thus the application can be compared
to other methods within the medical field.
Sensitivity describes the frequency of positive results that have been correctly
classified, while specificity is the corresponding metric for negative results. The
metrics can be defined with measurement results of prediction versus the ground
truth (see table 3).
Table 3: Possible predictions relative to ground truth
PREDICTION
GROUND TRUTH
True
False

Positive

Negative

True Positive
False Positive

True Negative
False Negative

Thus, sensitivity and specificity can be computed according to eq. 1 and eq.
2 [11]:

3.2

Sensitivity =

T rue P ositive
T rue P ositive + F alse N egative

(1)

Specif icity =

T rue N egative
T rue N egative + F alse P ositive

(2)

Accuracy and top-X classification error

Accuracy in this case is a measure of how many cases have been correctly classified in relation to the total number of cases. In diﬀerent papers the performance
of neural networks is evaluated according to how accurate the predictions have
been relative to the ground truth. Two typical metrics presented are the top-1
and top-5 classification errors which define whether the correct prediction is
within the top-X threshold. The latter accuracy metric can also be applied to
evaluation of human performance [12].

3.3

ROC and AUC

Intuitively accuracy is a relatively simple measure to understand, especially
when it comes to binary classifiers. The measure is based on whether the predicted class is right or wrong in relation to the ground truth. However, the
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(a)

(b)

Figure 3: (a) ROC-curve of testing a trained binary classifier with AUC of 0.85.
(b) Representation of the best theoretical result. The green point at position
(0, 1) marks a sensitivity and specificity of 1.0. The false positive rate(FPR)
and true positive rate(TPR) are defined according to the main axis titles.

output of the classifier is usually a probability, rather than just ones or zeros,
thus requiring a threshold to know which prediction belong to which class [13].
A common decision boundary is to select 0.5, but if the output from an arbitrary classifier varies between 0.6 to 0.8, then the latter threshold will lead to all
predictions belonging to the same class. To find a suitable decision boundary
for each case, a Receiver operation characteristic (ROC) curve can be plotted
(see figure 3a), which is done by varying the threshold between zero and one
[14]. The plot is showed as a relation between the false positive rate (FPR)
and the true positive rate (TPR). The TPR is defined as sensitivity and FPR
as 1 specif icity [15], [16]. Figure 3b is an example of, in this case, the best
theoretical result.
To evaluate the performance of a classifier, an index for accuracy can be
used which is based on calculating the area under the ROC-curve (AUC) [16].
The advantage of the AUC accuracy measure is that it considers a whole range
of thresholds, instead of just having a snapshot decision at i.e. 0.5. The theoretically best-trained classifier would give an AUC of 1.0, while a value of 0.5
would mean that the classification is entirely random.
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4

Neural Networks

Found in the following contents are some general concepts of neural networks.
Primarily, the basic idea of the neuron is described, followed by brief summaries
of what constitutes the function of neural networks.

4.1

Basic idea of a neuron

As described in section 4.3, neural networks consist of "neurons" which are
entities that can take several inputs, apply a linear function consisting of weights
and bias, followed by providing a single output. The value of the output will
depend on an activation function. To visualize the basic structure described,
figure 4 shows three inputs, x1 , x2 , x3 into the neuron, with weights w1 , w2 , w3 ,
a bias b and an activation function f . The output is described as yout .

Figure 4: Idea of a neuron with inputs, weights, activation function and output

To generalize the example, we can assume an input vector with n-dimensions,
x = (x1 , x2 , ..., xn )T and w = (w1 , w2 , ..., wn ) being a vector of weights. Thus,
we can describe a neuron as
yout = f (w · x + b)

(3)

Commonly, the inputs above are seen as separate input neurons and are
called the input layer. The input layer can be directly connected to an artificial
neuron that gives an output from the neural network. These neurons are termed
as the output layer. Figures 5a and 5b show single-layer networks with single
and multiple outputs.

4.2

Activation functions

Activation functions, sometimes referred to as the transfer functions of neurons,
are essential for the learning ability of the neural network. When the signals
with their weights are summed, together with the bias, the direct output would
be linear. By introducing the activation function, we can decide whether the
signal of interest should be passed on or not, depending on some threshold, or.
i.e. if the output signal should be lower. Thus, the activation functions add a
non-linearity to the network and is the reason why learning complex relations
between the inputs and the output becomes possible [17].
The function can be compared to the firing of a real neuron. If the total sum
of incoming action potentials forces the reaching of a specific voltage threshold,
the neuron will depolarize and thus fire [18].

30

(a) Single output

(b) Multiple outputs

Figure 5: Single-layer neural network.

A few examples of activation functions include the sigmoid function, tanh
and the ReLU (Rectified Linear Unit).

4.3

Deep neural networks and deep learning

Even though the activation function adds non-linearity to the single-layer neural
network, there is still linear separation present when classification is done. This
can be circumvented by introducing sets of neurons in-between the input and
output layer [19]. Each of these sets are called hidden layers. Figure 6 presents
a network with two hidden layers and multiple output.

Figure 6: Deep neural network with two hidden-layers and multiple output.

4.4

Learning process

As mentioned in section 4.1 and as can be seen in eq. 3, each neuron has a set
of weights and a bias. When several layers are connected into a deep network,
the number of these parameters increase, since the quantity of neurons becomes
31

larger. During the learning process the goal is to optimize the parameters to
increase the performance of the network. In this case, the meaning of performance relates to how much error the output has. If we define the ground truth
(or desired output) as y and ŷ as the predicted output, the diﬀerence gives us
an error and is often referred to as the loss, J. If the loss is big, the network
is inaccurate and thus is badly performing. There are several metrics available
to measure the loss, a.k.a. loss functions. Examples of these are mean squared
error (MSE) and cross-entropy, here denoted as JM SE and JCE respectively,
n

JM SE =
n

JCE =

1X
(yˆi
n i

1X
(yi log(yˆi ) + (1
n i

yi ) 2

yi )log(1

(4)

yˆi ))

(5)

where n is the number of samples [17], [20].
4.4.1

Gradient descent

Getting back to the learning or training process, the aim is more specifically to
minimize the total loss. One common method used to accomplish this task is
Gradient descent. By iteratively applying partial derivatives to the loss function
at every location during the training process, the steepest moving direction can
be found. This process can be compared to a person being at the highest
location on a mountain, seeking the lowest point in the valley. With each step,
one can feel which direction is the steepest, make the move and repeat the same
procedure, eventually reaching the lowest point [21]. In the case of applying
this idea to the loss function, we can update the parameters at each step, in
accordance with eq. 6 and eq. 7,
wi+1 = wi

↵rw J

(6)

bi+1 = bi

↵rb J

(7)

where ↵ is the step length, a.k.a. the learning rate [22]. In practice however,
more sophisticated techniques are used, like i.e. stochastic gradient descent and
algorithmic modifications of it, including Adagrad and Adam [22].
4.4.2

Backpropagation

Having the update rules, we search for an eﬃcient way to apply these for networks with large number of neurons. Computing one total derivative is rather
cumbersome and takes a long time, especially considering the large sets of parameters which need to be refreshed at every iteration for every neuron. Therefore, a technique called Backpropagation is used [23]. Here, the idea is that the
network can be assembled as a computational graph where the update rules are
defined from the partial derivatives at each neuron. Thus, rather than computing complicated derivatives at each iteration, we update all weights and biases
by calculating local gradients with severely simplified expressions [24].
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4.5

Overfitting and regularization

A common issue that can occur during the training stage in deep learning is
that the parameters adapt closer to data noise, rather than to the function of
interest [17]. The issue is called overfitting and can be reduced by either choosing
larger data amounts, reducing the network size or by applying regularization.
The latter concept is implemented to penalize complicated models. Typical
approaches include L2-regularization or Dropout [25].
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5

Convolutional Neural Networks

Convolutional (CNN) and traditional neural networks are similar to the biggest
extent in the sense that both have the same type of optimization process during
the learning phase. Input is still rolled into neurons, which perform an operation
followed by providing an output. The key diﬀerence, however, is that CNNs
are more commonly used for image pattern recognition problems, where the
architecture has been modified to better suit tasks in imaging [26]. Among
several advantages, this modification has enabled severe reduction of parameters
necessary to describe a model, which has made training easier with large image
data amounts [27].

5.1

CNN Architecture

CNNs have, in comparison to regular neural networks, neurons with a threedimensional structure. The dimensionality is determined by how the input
looks like with regard to height, width and depth. Thus, if i.e. the input is
an image of 32 by 32 pixels, with three RGB color channels, the dimensionality
of a neuron will be 32 ⇥ 32 ⇥ 3. N.b. that depth in this case does not refer to
the stacked number of layers.
There are three types of layers that constitute CNNs: convolutional layers,
pooling layers (i.e. max-pooling) and fully-connected layers (FC layers). Each
convolutional layer, which is the essence of CNNs, is in turn connected to an
n ⇥ n region, that is used to slide over the input image and perform feature
extraction. The size of the region is called the local receptive field, thus being
a hyperparameter of the respective convolutional layer [28]. The same idea is
applied to other layer types (i.e. pooling layers).
A CNN in its elementary form can be created by sequentially stacking these
layers with diﬀerent configurations after each other[26]. Figure 7 shows LeNet
as an example of a basic network.

Figure 7: Representation of LeNet. c 1998 IEEE.
The CNN is composed of convolutional and max-pooling (subsampling) layers in the beginning. The last layers are fully-connected which resemble a traditional neural network.

5.2

ImageNet and ISIC Challenges

ImageNet Large Scale Visual Recognition Challenge (ILSVRC) is a competition that has been yearly organized since 2010 to evaluate how well diﬀerent
algorithms perform to classify images and detect objects [29]. The challenge is
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based on the ImageNet library which contains several million labelled images
where the goal is to classify them [30]. ILSVRC enables researchers to follow
the development in computer vision, compare achievements and latest solutions
and to make contributions to the field.
The challenge has produced several winners over the years, where network
performance has become better each time, as is presented in figure 8. The
biggest breakthrough, however, came in 2012, when the CNN AlexNet achieved
a classification error of 16.4 %, significantly outperforming the previous nonCNN result of 25.8 % [29].

Figure 8: ILSVRC classification error performance 2010 - 2017. 2012 shows
significant drop from winner of the previous year. The drop between 2011 and
2012 also marks a generation shift to the use of CNNs
The International Skin Imaging Collaboration (ISIC) founded the biggest
field-specific challenge back in 2016, after acquiring a dataset of more than
13,000 images from diﬀerent devices and clinics world-wide [31]. Hoping to
support the progress in automated melanoma diagnosis, the goal of the challenge is to provide a standardized benchmark of the development of dermoscopic
image analysis in three categories: lesion segmentation, classification and feature detection. The latest 2017 ISIC challenge has shown sensitivity results in
melanoma classification of up to 95 % [32]. Currently, the ISIC dataset holds
more than 20,000 images.

5.3

Preceding work and achievements in melanoma classification

The following is a brief mentioning of diﬀerent achievements that have been
made within the field of melanoma classification with deep learning. Diﬀerent
authors have exploited diﬀerent CNN architectures to achieve their results, some
of which are covered in sections 5.4 through 5.8.
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In [33], the authors apply one of several transfer-learning techniques on a
pretrained GoogLeNet Inception v3 CNN, using 129450 images which represent 2032 skin disorders. In particular, the network was fine-tuned having 757
training classes, with two inference classes to denote whether a lesion is malignant or benign. During the validation phase and with the use of nine-fold
cross-validation, the network achieved a three-class accuracy of approximately
72.1 %, outperforming two dermatologists who managed to classify the diseases
in the data subset with results of 65.56 % and 65.0 % respectively. A final
validation with biopsy-verified clinical and dermoscopic image showed that the
network outperformed the joint average of the participating 21 dermatologists
in terms of both sensitivity and specificity. The AUC, which is the performance
measure of the CNN to be used as comparison to the two latter measures, never
went down below 91 % [33].
Similarly to the previous case, [34] describes how fine-tuning was used to
adapt an Imagenet pretrained ResNet model to classify melanoma. The dataset
used was the one provided by the 2017 ISIC classification challenge, together
with 1600 additional images acquired from the ISIC archive. Three classification
approaches were evaluated by the authors: multi-class (melanoma, seborrheic
keratosis and other nevi), binary (melanoma vs. others), binary (seborrheic
keratosis vs. others). The reported results held average AUC of 90.6 % in the
case of multi-class classification and correspondingly 91.3 % for the binary task.
An ensemble score was also presented with an average AUC of 91.5 % [34].
An earlier evaluation made in [35], used a ResNet-50 model, with weights
from pretraining on Imagenet. Here, transfer-learning was used by replacing the
last three layers of the CNN with exactly the same layer types, which were then
trained. The dataset used contained 27963 images, acquired from DermNet.
The images represented 24 classes, used to train the network into classifying
malignancies from nevi. Although the reported test accuracy only achieved
61.7 %, the paper emphasize that false positives were the most common model
error, which reflects in the high melanoma sensitivity of 96 % [35].

5.4

GoogLeNet (Inception V1)

GoogLeNet won the 2014 ILSVRC challenge by achieving a top-5 classification
error of 6.67 %. Furthermore, the network managed to outperform the best
result of the previous year by cutting the error by a relative 40 % and thus
oﬀering a significant leap in development [36]. The network is a CNN with 22
layers, but diﬀers in comparison to previous architectures by partly leaving the
general sequential approach. In figure 9, we can observe that several elements
are now stacked in parallel, between the lower and upper parts of the network.
These "groups" of units are call Inception modules and is the main structural contribution of the network. In basic CNNs, the traditional operations as
summarized in section 7.1, are usually performed after another. The Inception
architecture, however, enables the application of diﬀerent layers simultaneously,
making feature extraction at diﬀerent scales possible within the same module
(see figure 10 for a magnification of the network-in-network unit). More particularly, features from fine details can be obtained with the use of the smaller
filters, at the same time as the 5 ⇥ 5 convolution provides a larger receptive field
and thus covers the information extraction about a larger context [28].
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Figure 9: Modified reproduction of GoogLeNet from 2015 IEEE Conference on
Computer Vision and Pattern Recognition, June 2015. The boxes represent
diﬀerent layer types: convolutional layers (blue), pooling layers (red), concatination/normalization layers (green) and softmax layers (yellow). c 2015 IEEE.

Figure 10: Reproduction of GoogLeNet Inception module from 2015 IEEE Conference on Computer Vision and Pattern Recognition, June 2015. The boxes
represent diﬀerent layer types: convolutional layers (blue/yellow), pooling layer
(red) and concatination layers (green). c 2015 IEEE.
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Regarding the auxiliary classifiers which are depicted as two outgoing branches in figure 9, they were added with the consideration of how to eﬃciently
backpropagate gradients through all layers. The network is deep, but by connecting these branches to intermediate layers, the authors manage to increase
the gradient signals at backpropagation and further avoid overfitting by providing supplementary regularization. GoogLeNet uses ReLU activation at all
convolutions and dropout throughout the network [36].
Several versions of GoogLeNet have been released, titled Inception VX,
where X denotes the version number.

5.5

ResNet

Another leap forward was presented by the entry of Microsoft Research, winning
the Imagenet classification challenge back in 2015. The CNN, called ResNet,
is an ensemble of residual neural networks with a 152 layer architecture, which
managed to achieve a top-5 classification error of 3.57 % [37]. The research team
emphasizes that training deeper networks has become a diﬃcult task. If more
layers are just stacked onto each other, problems of degradation appear, seen
when the networks start to converge during the training, as well as vanishing
gradients. By increasing network depth, saturation of accuracy occurs, which
results in an increased training error [37].
The solution proposed is to introduce a framework of residual learning. Instead of the traditional use of convolutional layers in CNNs, the idea is to
introduce residual building blocks (see figure 11). To describe the block, let
x be the input which is fed through the layers which will give F (x). This is
followed by addition of the identity x, which gives
H(x) ⌘ F (x) + x

(8)

F (x) = H(x)

(9)

In previous CNNs H(x) and F (x) are equal to one another, while in the
case of the residual block architechture, eq. 8 is rearranged to become
x

thus representing a diﬀerence. According to [37], the identity connection
which makes the residual computation possible, does not require addition of
supplementary parameters, nor does the complexity of computation increase
upon implementation. The outlined advantages of this structure include ease
of optimization during the training phase and making further layer stacking (as
residual blocks) possible to achieve increased accuracies. Additionally, the identity mapping connection allows direct signal propagation from block to block,
both backwards and forwards, which also, among other things, contributes to
the gradient flow [38].

Figure 11: Modified reproduction of a residual building block according to He,
K, et al, Microsoft Research, 2015.
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5.6

Inception V4

GoogLeNet Inception V4 is a network that combines the aspects and structures
of both Inception V3 and ResNet, to jointly create a residual Inception network. The architecture has been shown to substantially accelerate the process
of training of Inception networks, as well as for some networks slightly improve
the performance, in comparison to Inception networks without residual connections [39]. Further description and discussion is beyond the scope of this text,
however, attention to this architecture type should not be omitted.

5.7

DenseNet

As mentioned in section 5.5, the increased depth of CNNs brings along diﬃculties such as vanishing gradients, meaning that they practically disappear by
the time of reaching the first layers during backpropagation. ResNets, as earlier
mentioned, introduced short-cut identity mapping connections which allows for
direct flow of information, contributing to preservation of gradients movement
throughout the whole network. Compared to the residual arrangement, however, the authors of [40] propose to connect all layers to each other, to even
further maximize the information flow. In paticular, the idea is that each layer
receives input from feature maps of all previous layers, followed by propagating
its own feature map output to the entire set of consecutive layers. An important
aspect that is underlined with regard to DenseNets, is that the input features
from the diﬀerent layers are combined by concatenation, rather than by addition as in ResNets, before being passed on. The choice is motivated by addition
being a source of flow inhibition.
An interesting consequence of the dense connection architecture is the decreased number of parameters. Since feature maps can be reused by layers being
densely connected, the taught models can be simplified, features do not need to
be relearned several times throughout the network, which eventually contributes
to the reduction of training diﬃculties. The direct connections generally allow
DenseNets to have relatively narrow layers compared to previous CNNs which
can be as small as i.e. k = 12 filters. This means that only a few featuremaps and layers become significant to the whole network, while the rest remain
idle. The variable k is an important hyper-parameter that is referred to as the
"growth rate", which decides how many feature maps should be in each layer
and thus, how much the contribution should be to the entire network.
Regarding the actual DenseNet implementation two details should be highlighted: the composite function and dense pooling.
The composite function describes the set of operations that the signal passes
in-between the layers in the manner of traditional architectures. The sequence
of computation includes batch normalization, rectified linear activation (ReLU)
and a 3 ⇥ 3 convolution.
If the size of the feature maps changes, concatenation of features will become
unfeasible. An imperative part of CNNs is to down-sample and vary featuremap sizes, which is why DenseNets are divided into consecutively linked dense
blocks (see figure 12 and 13 for schematics). The dense blocks are connected
by intermediate layers (transition layers), which perform operations such as
convolution and pooling.
Ultimately, further advantages of dense networks include easier gradient
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Figure 12: Modified reproduction of a dense block according to Huang, G,
et al, 2018. Each colored box represents a layer with corresponding feature
maps, which are connected to all subsequent layers. The Composite represents
a function containing batch normalization, pooling and 3 ⇥ 3 convolution. The
dense block has 4 layers and a growth rate of 4.

Figure 13: Modified reproduction of a DenseNet according to Huang, G, et al,
2018. The net has three dense blocks and two transition layers. The transition
layers change the feature-map dimensions.

propagation, which falls in line with the increased information flow and additional regularization, contributing to the reduction of overfitting.

5.8

SENet

The best performing entry in the 2017 ILSVRC classification task was SENet,
which managed to achieve a top-5 classification error of 2.251 %, beating the
winning entry of the previous year by a relative of approximately 25 %. Generally, SENet is an umbrella term for a neural network that incorporates new
architectural units called "Squeeze-and-Excitation" (SE) blocks. By explicitly
model network interdependencies of extracted features from convolutions, the
authors’ goal is to make computational power improvements. The proposed
mechanism involves feature recalibration, which enables the network to filter
out features of more importance, while suppressing those of less use. All of this
is done from the information that is learned by the neural network [41].
SENet is not a single network, but rather several implementations where
parts of other state of the art CNNs have been replaced with SE blocks. Examples of these are SE-Inception, SE-ResNet and SE-Inception-Resnet. The
highest performing SENet, submitted to the Imagenet challenge, was a modified version of ResNeXt (development of ResNet and Inception with blocks of
several parallel-placed identical branches), which, combined with a multiscale
and multistep strategy managed to obtain, as above mentioned, 2.251 % top-5
classification error [41], [42].
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