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Abstract

The aim of this thesis is to present and validate a boundary condition
formulation for CFD problems that includes a friction parameter. In
the first part of the thesis the incompressible Navier-Stokes system of
equations and the friction boundary conditions are presented. Then
the Finite Element methodology that is used to discretize the prob-
lem is given, with particular emphasis to the a-posteriori error esti-
mate, the adaptive algorithm and the numerical tripping included in
the flow. Moreover, since FEniCS-HPC is the software on which this
thesis leans on, its framework is explained, together with its power-
ful parallelization strategy. Then the weak formulation of the Navier
Stokes system of equation coupled with friction boundary conditions
is presented, together with an initial theoretical derivation of the fric-
tion coefficient optimal values. Furthermore, in the last chapter, the
preliminary results of a validation study for the lift coefficient of the
NACA0012 airfoil benchmark model are included and commented in
detail. Even if there still are some aspects to be elucidated, we believe
that our preliminary results are very promising and that they open
a new pathway for simulation development in aerodynamics-related
models.
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Sammanfattning

Målet med denna avhandling är att presentera och validera ett rand-
villkor för CFD problem som inkluderar en friktionsparameter. I den
första delen av avhandlingen presenterar vi det inkompressibla Navier-
Stokes system av ekvationer och dess randvillkor för friktion. Sedan
använder vi oss av Finita Elementmetoden som används för att dis-
kretisera problemet som är presenterat, med en särskild betoning på
a posteriori feluppskattningen, den adaptiva algoritmen och den nu-
meriska trippingen som fanns med i flödet. Eftersom denna avhand-
ling helt lutar sig mot FEniCS-HPC mjukvara, förklaras dess ramverk,
tillsammans med dess kraftfulla parallelliseringsstrategi. Därefter pre-
senterar vi den svaga formuleringen av Navier-Stokes system av ekva-
tioner kopplad till friktionsgränserna, tillsammans med en initiell te-
oretisk härledning av friktionskoefficientens optimala värden. Vidare,
i det sista kapitlet, presenteras de preliminära resultaten av en valide-
ringsstudie av lyftkoefficienten för modellen som använts vid bench-
marking av NACA0012:s bärytan, som är kommenterad i detalj. Även
om det fortfarande finns aspekter som bör belysas tror vi att vårt pre-
liminära resultat är väldigt lovande och att det öppnar en ny väg för
simuleringsutveckling i aerodynamikrelaterade modeller.
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Chapter 1

Introduction

This thesis is the study of a specific formulation of friction boundary
condition for the cG(1)cG(1) finite element method in CFD (Computa-
tion Fluid Dynamics) simulations. The thesis mainly aims to present
FEniCS-HPC’s Direct FEM Simulations (DFS), to show how their for-
mulation evolves when coupled together with friction boundary con-
ditions and to present a validation case based on the NACA0012 wing
model, in order to show how well this specific model is able to re-
produce real turbulent phenomena. The introduction of a free friction
parameter in the boundary conditions leads to a necessary need of tun-
ing: different friction values correspond to different characteristics in
the solution.

Figure 1.1: DLR F11 wing in a wind tunnel from [1].

1



2 CHAPTER 1. INTRODUCTION

Figure 1.2: Lift coefficient values with respect to the angle of attach of the wing α for
the DLR F11 wing model from [1].

This makes it possible to introduce quantitative modifications in
the turbulent solution (e.g. position and strength of turbulent fea-
tures), which are often related to the Reynolds number of the phenom-
ena.

This project has been developed with collaboration and support of
the FEniCS-HPC research team, of which my supervisor, Johan Jans-
son, is one of the leaders. We’ve lived until now with the convic-
tion that direct simulations were not possible for complex models be-
cause of their excessively high computational cost, but the FEniCS-
HPC team overtook this massive barrier, and one of this thesis’ goals
is to present how.
In Chapter 2 we present the theoretical background related to Com-

putational Fluid Dynamics (CFD) and High Performance Computing
(HPC). In Chapter 3 we present the model of incompressible Navier
Stokes and the friction boundary conditions that are the focus of this
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work. In Chapter 4 we present the methodology used to discretized
the Navier-Stokes system of equation, with particular focus on the a-
posteriori error estimate and the mesh adaptive algorithm. In Chapter
5 we present the framework of FEniCS-HPC, the software on which
we implemented the methodology. In Chapter 6 we show how to in-
clude friction boundary conditions in our formulation and how to im-
plement them on FEniCS-HPC. Finally in Chapter 7 we apply friction
boundary conditions on the benchmark model of NACA1200 airfoil,
we analyze and comment our results and we throw our conclusions.

1.1 Motivations

Before going deeper into which are the most common methods for
CFD simulations and their limits, I would like to briefly present to the
reader which are the main motivations behind this kind of research.
For Reynolds numbers Re of the order of 1e5 < Re < 1e7, experi-
ments show that there is a consistent correlation between the lift-to-
drag ratio L/D and the Reynolds number itself. This can be observed
in the experimental data published in the 2nd AIAA CFD High Lift
Prediction Workshop, hosted in San Diego in 2014, which includes rel-
evant experimental wind tunnel measurements for a DLR F11 wing
model (see Figure 1.1) for two different Reynolds numbers (Re =1.35
million and Re =15.1 million). Figure 1.2 shows these measurements
and illustrates the different behaviour of the lift coefficient CL with
respect to the change in the Reynolds number. When the latter de-
creases, the positive trend of CL dwindles noticeably when the angle
of attack α > 10, and the CL maximum value that refers to the point of
stall drops off. Furthermore the critical angle of stall occurs earlier (at a
lower α) for the smaller Reynolds number. This is of main importance,
and it is extremely hard to numerically reproduce this kind of depen-
dency. One of the aims of this thesis is to fully simulate and replicate
the nature of this relationship between lift and Reynolds number, in
order to formulate and validate a wall model which can predict it.

Simulations of air flow also play a fundamental role in design of
object in contact with the ground. One of the most critical examples
is racing cars shaping, which is clearly driven by aerodynamic effi-
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ciency. There are many factors that make simulations on racing car
so difficult, and these include a high number of small clearances, the
proximity of the bottom of the car with the ground, the exposure of
wheels and many others. The exposed wheels are one of the parts
that are surrounded by the most unsteady airflow, and they represent
a very challenging issue. The study presented by McManus, James,
and Xin Zhang [13] about air flow around an isolated wheel in contact
with the ground shows good results, but the authors are still not able
to reproduce all the turbulent trailing vortexes that are proposed on
the basis of theoretical considerations.

On the base of these speculations, we sincerely hope that friction
boundary conditions will enable engineers to manipulate and shape
turbulent separation in order to obtain more realistic results, making
the simulation tuning easier and more effective.



Chapter 2

Background

2.1 CFD and HPC

Nowadays many engineering applications involve fluids and their in-
teraction with other fluids or solid structures. When an engineer finds
him or herself designing a new product, e.g. a turbine or an aircraft
component, being able to virtually test it without creating a physical
prototype can be useful in many ways. For example, numerically sim-
ulating a racing car or a specific airfoil in a wind tunnel requires less
product development efforts and technical risks than actually testing
it in a suitable physical facility. Computational Fluid Dynamics (CFD)
is the tool that allows us to do these kind of simulations, making use of
suitable numerical methods to solve different kinds of models in a fast,
cheap, and safe way. CFD simulations can be convenient to use when
no accurate prediction of the model equations is available or when a
parameter study of the analytic solution is required but expensive in
terms of time and money. In fact it is possible to easily run simulations
for the same model, changing the values of the structural parameters
and see which solution is the most accurate. CFD is used in many dif-
ferent fields such as aerodynamics, biology, oceanography and many
others.

During the years, the creation of different softwares succeeded in
helping engineers to run CFD simulations in an easier way. Further-
more, since most of CFD engineering applications work on meshes of
the order of thousands, if not millions of nodes, CFD softwares of-
ten make use of High Performance Computing (HPC) architectures,

5
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Figure 2.1: Nasa Technology Development Roadmap from [19]

which allow to use bigger meshes and considerably decrease the run-
ning time. Moor’s Law, formulated in the 70’s by Gordon Moore, co-
founder of Intel, states that the number of transistors in a dense in-
tegrated circuit should double about every two years [14]. This pre-
diction has been reliable until now and the CFD community has great
expectations about the future of CFD applications.

Unfortunately, CFD softwares are still subject to several problems,
which are limiting their applicability. The "CFD Vision 2030 Study"
by NASA, written in 2014 by Slotnick J., Khodadoust A. at al. [19],
presents the long range, strategic planning required by NASA’s Revo-
lutionary Computational Aerosciences (RCA) program in the area of
computational fluid dynamics, including future software and hard-
ware requirements for High Performance Computing (see Figure 2.1)
[19]. Turbulence models, such as Reynolds-averaged Navier–Stokes
equations (RANS) and Large Eddy Simulations (LES), became the main
methods of choice in every engineering application, thanks to their
sufficiently high fidelity results. Although the broad use of these ap-
proximated models led to a stagnation in the field: all new advance-
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ments are mostly due to the use of larger meshes, more complex ge-
ometries, and more numerous runs. But the strengthening of compu-
tational power in HPC enables simulations of higher resolution, and
in order for this to work efficiently, fast and reliable mesh generations
are required. Adaptivity is a good solution to obtain efficient mesh
generation, but it has not spread enough due to software complexities
and difficulties coming from complex geometries and mediocre error
estimations [19].
Moreover, HPC is on the cusp of a paradigm shift: the current trend in
supercomputer architectures is inclined towards parallelism and het-
erogeneous architectures, but this might change in the next few years
[19]. It is hard to predict which exact direction this change will take,
but the fact that this may lead to a rethinking of the current CFD algo-
rithms and softwares is reasonably certain, and it will necessarily need
a higher level of automatism to be able to hide the increasing complex-
ity to the users [19]. In conclusion, there still are many open problems
in the field and many different solutions to be explored.

The FEniCS project was born in 2003 from the collaboration be-
tween University of Chicago and Chalmers University of Technology.
It is a powerful open-source platform for automated solutions of Par-
tial Differential Equations (PDE), based on the mathematical structure
of the Finite Element Method (FEM). FEniCS-HPC is a branch of the
FEniCS Project that focuses on parallelization and scalability on HPC
architectures. Unicorn, their Unified Continuum solver, allows direct
simulations by Finite Element Methods (DFS). FEniCS-HPC is the tool
that allows to implement the methodology presented in Chapter 4, and
its inner most parallelization strategies are presented in this thesis in
Chapter 5.

2.2 Reynolds Number

It is the dimensionless Reynolds number that characterizes the regime
of a fluid flow and helps us to predict its behaviour. The Reynolds
number is defined as

Re =
uL

ν
(2.1)

where u is the velocity of the fluid, L is the characteristic length scale,
and ν the kinematic viscosity of the fluid. In 2.1, the numerator u · L
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represents the inertial forces acting on the fluid (in fact the higher the
fluid velocity is, the more momentum the fluid has), while the denomi-
nator ν represents the viscous forces, such as friction, which are oppos-
ing to the inertial forces. Therefore, depending of which kind of forces
are prevailing we obtain different kind of flows, with more or less tur-
bulent or laminar features. When the Reynolds number is low, approx-
imately around value 1, we refer to the regime of the fluid as creep-
ing flow, in which there are only unseparated patterns and the inertial
forces are dominant. Then, when the Reynolds number increases, the
flow develops into laminar flow, transitional flow, and then finally to
turbulent flow. With the increase of the Reynolds number recircula-
tion zones start appearing together with vortices, until they become so
dominant that the instability of the flow gets to the turbulence level, in
which inertial forces totally overcome [7].

For the majority of engineering applications in the field of fluid dy-
namics, an approximation of the turbulent model that neglects turbu-
lent features in the smallest scales is sufficient and leads to satisfying
results. Many turbulent models have been proposed in the years, and
the most popular are the Reynolds-averaged Navier–Stokes equations
(RANS) and Large Eddy Simulations (LES). The first one is based on
the idea that quantities are not computed on one time instant anymore,
but are averaged on a sufficiently small time interval. In fact point val-
ues are too expensive to be computed and they are not predictable at
any tolerance threshold, while averaged values are less expensive and
can be predicted up to a certain tolerance. LES models instead, which
are less rough then RANS models, directly simulate only the biggest
turbulent features, while filtering out on the ones in finer scales. Al-
though, when the Reynolds number increases to a order of 106 or more,
these approximated models are no longer sufficient because of the tur-
bulent features that propagates also to smaller scales [7].
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Figure 2.2: Example of creeping flow past a circle on the left, example of laminar flow
past the NACA 64A015 airfoil on the right, both from [21].

Figure 2.3: Example of turbulence separation past a sphere on the left, past the
NACA 64A015 airfoil on the right, both from [21].

Figure 2.4: Example of turbulent water jet on the left, generation of turbulence by a
grid of the right, both from [21].



Chapter 3

Model

3.1 Incompressible Navier-Stokes

Navier-Stokes equations (NSE), formulated by Claude-Louis Navier
and George Gabriel Stokes (Figure 3.1) in the first half of the 19th cen-
tury, are a system of partial differential equations that describes the
behaviour of different kind of fluid flows, such as incompressible and
compressible flows, laminar and turbulent flows [16]. They are widely
used in many engineering fields, such as simulation, optimization and
design of airfoils, aircrafts and ships, chemical reactors, turbines and
others. The Navier-Stokes equations have now been studied for two
hundreds years, but there still are many open questions about their
solution’s existence and uniqueness [16]. In fact, the existence and
uniqueness of the so called strong solution (which leads to a zero resid-

Figure 3.1: Claude-Louis Navier from [23] on the left, George Gabriel Stokes from
[24] on the right.

10



CHAPTER 3. MODEL 11

ual in every point of the domain) is considered one of the most critical
unresolved mathematical issues and it is one of the 6 Millennium Prob-
lems of the Clay Mathematical Institute of Boston [16].

The Navier-Stokes equations get a different formulation depending
on which kind of fluid they are modelling, making use of different
assumptions about the fluid and flow characteristics, such as velocity,
density, viscosity and others. The model on which this thesis focuses
on is the one describing incompressible flow, which is characterized
by a zero divergence of the velocity (condition that enforces the fluid
density to be constant in the whole domain). The formulation can be
stated as follows: given a fluid with constant kinematic viscosity ν > 0

in a closed domain Ω ⊂ R3 with boundary Γ, and a time interval I =

(0, T ), find (u, p) that satisfy the following system of equations
∂u
∂t

+ (u · ∇)u−∇ · σ = f, (x, t) ∈ Ω× I
∇ · u = 0, (x, t) ∈ Ω× I
u(c, 0) = u0(x), x ∈ Ω

(3.1)

where u = u(x, t) and p = p(x, t) are velocity and pressure of the fluid,
u0(x) are the initial conditions, f(x, t) is the external force [9]. The
stress tensor σ is defined as

σ = −pI + 2ν · ε

with
ε(u) =

1

2
(∇u+∇uT )

being the strain rate tensor. The first equation of the system 3.1 is the
so called momentum equation. Its first part ∂u/∂t + (u · ∇)u represents
the acceleration of the fluid particle (its rate of change of velocity) and
it is called convective component. The second part ∇ · σ = −∇p + ν∆u

represents the total force that is applied on the fluid particle, coming
from viscous shear force and isotropic pressure. The whole equation
is directly derived from Newton’s second law which states that the
acceleration is proportional to the force:

F =
∆(mv)

∆t

with F force, m mass, v velocity, t time. The second equation of 3.1 is
the so called continuity equation and it represents the incompressibility
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Figure 3.2: Schematic drawing depicting the boundary layer over a flat plate from
[27]

condition of the fluid we are considering [10].

The system of equations 3.1 can be coupled with boundary condi-
tions of various kind (Dirichlet, Newman, Robin), and it the next sec-
tion we are going to show the friction boundary condition formulation
that is studied in this thesis.

3.2 Boundary Conditions

The classic theory of fluids introduces the concept of boundary layer,
which is the region of the domain near to the boundaries where the
velocity of the fluid decreases because of the friction between the fluid
and the boundary material (see Figure 3.2). The boundary layer in-
cludes the fluid near the boundaries that has a velocity between 0 (on
the actual boundary) and 99% of the velocity at laminar regime. When
students follow a Fluid Dynamics course, they have been taught that
lift and drag are directly caused by the boundary layer and its effects.
This means that to obtain lift and drag values it is necessary to solve
Navier Stokes equations in every point of the boundary layer, which is
the main reason why it is so difficult to do direct numerical simulations
of them. However the "New Theory of Flight" by Johan Hoffman, Jo-
han Jansson and Claes Johnson [9] presents a whole new point of view
about this. The authors believe and prove that when the Reynolds
number is high enough it can be approximated to the value of ∞ (in
the sense that above a certain value of Re, the flow will behave inde-
pendently from it), and this leads to a zero boundary layer. In other
words, having Re = ∞ leads to an approximation of the skin friction
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Figure 3.3: FEniCS-HPC instantaneous isosurface rendering at the final time of the
Q-criterion with value Q= 100 for JSM aircraft model at α = 18.59 from [12].

to zero (free slip boundary condition), which means that the dissipa-
tive effect of the boundary layer disappears. In [5] the authors also
claim that, when Re is high enough, quantities such as lift and drag do
not depend on the boundary layer anymore (and not on the Reynolds
Number either). Therefore it is possible to compute them solving the
Navier-Stokes system applying Slip boundary conditions, without any
simplification (that get introduced by models such as RANS and LES)
and without the need to resolve very costly boundary layers.

These slip boundary conditions have been applied by the FEniCS-
HPC team for solving numerous verification examples, which showed
how well this combination works. For example in [12], the authors
show their optimal results for the benchmark problem from the 3rd
AIAA CFD High Lift Prediction Workshop, held in Denver in 2017,
and compute the flow past a JAXA Standard Model (JSM) aircraft model
(see Figure 3.3). They simulate the Navier-Stokes equations without
including an explicit turbulence or boundary layer model, and they
are so able to directly incorporate the effects of turbulence and bound-
ary layer in the final outputs.

The general wall model that includes friction effects on the bound-
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aries is {
u · n+ αnTσn = 0

u · τk + β−1nTστk = 0, k = 1, 2
(3.2)

with (x, t) ∈ Γ × I , n = n(x) outward unit normal vector, τk = τk(x)

orthogonal unit tangent vectors of the boundary of the solid Ω. α is
the penetration parameter and β is the friction parameter. Referring to
what previously said, (α, β)→ (0,∞) corresponds to a penalty imposi-
tion of a no slip boundary condition, while (α, β)→ (0, 0) corresponds
to a penalty imposition of slip boundary condition.
Slip boundary conditions:{

u · n = 0

nTστk = 0, k = 1, 2
(3.3)

The aim of this thesis is to incorporate the effects of friction in the
boundary condition formulation. In other words, we will test the case
with α = 0 and β 6= 0 which is{

u · n = 0

u · τk + β−1nTστk = 0, k = 1, 2
(3.4)

This formulation permits to simulate Reynolds dependent phenomena
when Re is still very high.

In the last boundary conditions formulation β is a free parameter,
and this lead to a question that needs to be answered: which value
should the friction coefficient β take? We will answer this question
when we get deeper into the friction weak formulation in Chapter 6.



Chapter 4

Methodology

We want to show how the chosen methodology is versatile and can be
applied to different kind of systems and boundary conditions. There-
fore we choose to show time and space discretizations of the Navier
Stokes system of equations for incompressible flow stated below. The
equations directly come from the (3.1) formulation coupled together
with Dirichlet conditions on the boundaries and stress tensor written
in explicit form. The system that we will be studying in the next chap-
ters is exactly the same but with friction boundary conditions instead
of the Dirichlet ones.

ut + (u · ∇)u+∇p− 2ν∇ · ε(u) = f, (x, t) ∈ Ω× I
∇ · u = 0, (x, t) ∈ Ω× I
u = w, (x, t) ∈ Γ× I
u(x, 0) = u0(x), x ∈ Ω

(4.1)

In (4.1) u = u(x, t) represents the velocity vector, p = p(x, t) is the
pressure and all the other quantities are the same as in the previous
chapter.
The methodology used to solve this problem is called Direct FEM Sim-
ulations (DFS) and it is founded on a finite element approximation
of weak solutions of the Navier-Stokes equations (NSE) satisfying the
NSE variational form [12]. The reliability of finite element methods is
based on the fact that the approximated FEM solution is proven to be
converging towards a weak solution of NSE as the mesh is refined [8].
As previously stated, DFS does not make use of any turbulence model
(such as LES and RANS methods), and the resolution of the solution
is directly set by the mesh size [12]. The more the mesh is refined, the

15
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Figure 4.1: Left: Mesh slice for the Naca0012 model. Right: 3D regular tetrahedral
element from [26].

more accurate and detailed the solution will be.
In order to obtain a good quality solution in turbulent flow areas of
the domain, the DNS method makes use of an adaptive procedure.
The latter refines the mesh in the portions of the domain where the
solution is not sufficiently accurate. In other words, new nodes are
added in the areas where the present mesh is not fine enough to cap-
ture the desired turbulence features. This is done through a-posteriori
estimation of error of accuratly chosen target functionals, usually drag
or lift, depending on the final purpose of the specific simulation.
All the main tools of the method are now presented and explained.
The main reference of this chapter is [10] if not otherwise stated.

4.1 cG(1)cG(1) Discretization

The method is referred as cG(1)cG(1) and it makes use of a low order
finite element discretization on unstructured tetrahedral meshes (see
Figure 4.1). An idea of how the 3 dimensional tetrahedral mesh looks
like is given by Figure 4.1. cG(1)cG(1) is based on both time and space
discretizations, therefore trial and test functions must be defined on
both of them. Trial functions are defined as continuous and piecewise
linear function on both time and space, while test functions are defined
in the same way in space but not in time, where they are continuous
and piecewise constant.

We first define the finite element space W ⊂ H1(Ω) consisting
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of continuous piecewise linear functions on the tetrahedral mesh =,
which has variable mesh size h(x). Ww ⊂ W is the space of func-
tions v ∈ W such that they also satisfy the the Dirichlet boundary
condition v|Γ = w imposed in our system (3.1). Moreover, for time dis-
cretization, I = (0, T ) is split into subintervals In = (tn−1, tn) of length
kn = tn − tn−1, with 0 = t0 < t1 < ... < tN = T .

In cG(1)cG(1) we look for an approximation of the NSE solution
Û = (U, P ), where U = U(x, t) and P = P (x, t) are continuous and
piecewise linear in both space (in x for each t) and time (in t for each
x). In other words, we seek U ∈ Vw where Vw = Ww ×Ww ×Ww and
for P ∈ W .

We now have to derive (4.1) in variational form. To do so we take
the first two equations of (4.1) and we apply the inner product with
the test function v. In this way we reach the following formulation:
find u ∈ V and p ∈ W such that

{
(ut, v) + ((u · ∇)u, v)− (∇ · σ, v) = (f, v), (x, t) ∈ Ω× I
(∇ · u, q) = 0, (x, t) ∈ Ω× I

(4.2)

∀v ∈ Vw and q ∈ W . We can now substitute the finite element approx-
imation of the solution Û = (U, P ) and add the Crank-Nicolson time
discretization with time step kn. We finally obtain the following finite
element formulation: for n = 1, ..., N find (Un, P n) ≡ (U(tn), P (tn)),
with Un ∈ Vw and P n ∈ W such that


((Un − Un−1)k−1

n , v) + (U
n · ∇Un

, v) + (2νε(U
n
), ε(v))+

−(P n,∇ · v) + (∇ · Un
, v) = (f, v)

(∇ · Un, q) = 0

(4.3)

for test functions v ∈ Vw and q ∈ W . The inner product between two
functions u and v in the spaces we are considering is defined as

(u, v) =

∫
Ω

u · vdx

where Ω is the domain.
A stabilizing term is also introduced on the left side of the first equa-
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tion of (4.3), which is defined as

SDn
δ (U

n
, P n; v, q) ≡ (δ(U

n·∇Un
+∇P n−f), U

n·∇v+∇q)+(δ∇·Un
,∇·v)

(4.4)
with stabilization parameter

δ = kh

where k is a positive constant of values 1/|Un−1|. The presented stabi-
lization term is "residual based", which means that its definition makes
use of the residual. In fact it is derived from the following form

(R(u), v) + (δR(u), R(v)) = 0

where the first term is the initial weak formulation of the problem,
and the second term represents the actual stabilization parameter. The
fact that the stabilization parameter in (4.4) does not include the time
derivative of the solution in the residual is derived from the fact that
test functions are piecewise constant in time, as stated at the beginning
of the method, and so their derivative is zero. In conclusion, the final
discretized system becomes:

((Un − Un−1)k−1
n , v) + (U

n · ∇Un
, v) + (2νε(U

n
), ε(v))+

−(P n,∇ · v) + (∇ · Un
, v) + SDn

δ (U
n
, P n; v, q) = (f, v)

(∇ · Un, q) = 0

(4.5)

For cases of turbulent flow the method adopts a time step size of

kn ∼ min
x∈Ω

(
hn
|Un−1|

)

which it has been shown to lead to more accurate results.

4.2 A-posteriori error estimate

The adaptivity goal is to create a threshold condition for the global er-
ror discretization measured on a quantity of interest. In fact, the adap-
tive algorithm of the method is based on a posteriori error estimate of
the error of chosen target functionals of the problem (e.g. drag, lift,
fluxes, mean values etc.). This is done by determining which is the
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contribution of each cell of the mesh to the global error, and by refin-
ing the mesh in those cells that give the largest contribution. In the
first part of this section we present how the error estimate is derived
from the strong formulation of the problem, and how this leads to a
bound of the global error estimate. Moreover, in the second part of
this section we present the so called do-nothing error indicator derived
from the weak formulation of the problem, which leads to a sharper
definition. this section mainly refers to [11] and [12].

Suppose we have a weak solution û of NSE, Û its finite element ap-
proximation and φ̂ the solution of the associated dual problem. Given
the target functional M(û) = ((û, ψ)), where ((·, ·)) refers to the space-
time inner product and ψ is the weight function, then the a-posteriori
error estimate for the functional M is defined as

|M(û)−M(Û)| ≤
∑
K∈=n

ξK (4.6)

where the error ξK is defined as

ξK ≡
N∑
n=1

[

∫
In

∑
K∈=i

|R1(Û)K | · ω1dt+

∫
In

∑
K∈=i

|R2(Û)K | · ω2dt+

+

∫
In

|SDn
δ (Û ;φ)K |dt] (4.7)

with
Û = (U, P )

R1(Û) = Ut + (U · ∇)U +∇P − 2ν∇ · ε(u)− f

R2(Û) = ∇ · U

In (4.7), K is the index of the considered element in the mesh =n, and
the third term includes the the stabilization over the element K. It is
straightforward to notice that the error approximation has two differ-
ent contributions: one coming from the finite element discretization,
and the second one coming from the stabilization term. In (4.7) the
stability weights are given by

ωi = CihK |∇φ̂i|K i = 1, 2
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where hk is the diameter of the elementK ∈ = and Ci are interpolation
constants. The operand | · | is defined as

|w|K = (||w1||K , ||w2||K , ||w3||K)

with ||w||K = (w,w)
1/2
K .

In conclusion, (4.6) gives us an upper bound for the global error es-
timate of the discretized problem. Now a new error estimate is pre-
sented, which leads to a sharper estimate.

We now give a fresh look at the error estimate, as presented in [11].
In the article, the authors show how to reach a sharper upper bound
for the error estimate of a general linear stationary boundary value
problem. These results can also be applied to our NSE system. In fact
considered a general linear stationary boundary value problem, we
can write its weak formulation of the residual in the following way

r(u,w) ≡ a(u,w)− L(w) = 0, ∀v test function

where a(u,w) and L(w) are respectively the bilinear and linear parts of
the weak formulation, u is the solution and w is the test function. In
our case where the weak formulation is stated in (4.2), these two terms
are respectively:

a(u,w) =

(
(ut, v) + ((u · ∇)u, v)− (∇ · σ, v)

(∇ · u, q)

)

L(v) =

(
(f, v)

0

)
Moreover, for u solution of the weak problem, U its FEM approxi-

mation of the solution, e = u−U the pertaining error and M(·) = (·, ψ)

the goal functional, it can be proved that the following chain of equal-
ities on the error estimate holds:

M(u)−M(U) = M(e) = (e, ψ) = a(e, φ) = −r(U, φ) (4.8)

where a(·, ·) is the bilinear form of the original problem and φ is the
solution of the associated dual problem. Therefore (4.8) leads to the
following error representation

|M(u)−M(U)| = |r(U, φ)| = |
∑
K∈=

rK(U, φ)| (4.9)
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where rK is the error indicator of the K-th cell of the mesh. In [11] it is
referred as the do-nothing error indicator and can be referred as

eK = rK(U, φ) (4.10)

Unfortunately, most of the time φ is not available, therefore we can
use its FEM approximation φh in the following way

|M(u)−M(U)| ≈
∑
K∈=

eKh ≡ |
∑
K∈=

r(U, φh)| (4.11)

If the original and dual problem are solved using the same mesh it is
possible to lose reliability of the global error estimates, which goes to
zero due to the Galerkin orthogonality property. Although, in [11] the
authors show two different solutions to face this problem: the first one
is based on the subtraction of the projection of the dual solution on the
finite element space, and the second one exploits the computation of
the dual solution on a different FE space.

With the last result (4.11) we can now understand how the adaptive
refinement of the mesh is done. At every iteration of the algorithm
a series of computations is done. First the Navier-Stokes system of
equations is solved, then the same is done with the linearized dual
problem, in order to obtain U and φ. At this point it is possible to
compute the do-nothing local error estimate as shown in (4.11). If the
tolerance threshold on the global error estimate is not fulfilled, then
the elements with the highest local error estimate are marked and the
mesh is refined on them. A formal statement of the adaptive steps is
shown in the next section.

4.3 Adaptive Algorithm

The adaptive algorithm for the mesh refinement is formulated as fol-
lows. Beginning from iteration i = 0:

1. Taken in consideration the mesh =i, solve the prime and dual
problem. Find the solution (U, P ) and the dual solution (Φ,Θ)

2. Compute εK ∀K ∈ =K . If
∑

K∈=i
εK < TOL then stop, if not:

3. Mark 5% of the elements with the highest errors εK

4. Generate the new mesh =i+1 refining the marked elements
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Figure 4.2: Lift and drag forces on a airfoil model from [22].

4.4 Numerical Tripping

In [12] the authors show that numerical simulations with a numeri-
cal tripping term in the inflows and the boundary conditions behave
in a more stable and reliable way. This is due to the fact that if sim-
ulations are set with a reasonable small perturbation, the latter only
slightly perturb the solution without dominating it, and it acts as a
seed for the growth of perturbations and unstable features (for exam-
ple stall, that we want to capture in the NACA0012 example in the last
chapter). For example, in [12] the authors set down the simulation of
the air flow around a JSM aircraft model, and show that choosing the
white noise force term as 5% of the maximum gradient pressure leads
to this balanced effect. Therefore, in order to obtain more realistic and
trustworthy simulations, a numerical tripping of the same size as in
[12] has been included in the validation simulations that we present in
the last chapter.

4.5 Adaptive computation of the force on a
bluff body

This section aims to describe how to numerically compute a force on a
general bluff body and it mainly refers to [6]. Taken into consideration
the problem (2.1), it is possible to compute the force on a bluff body in
a channel, subject to a time-dependent turbulent flow in the following
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way:

N(σ(u, p)) ≡ 1

|I|

∫
I

∫
Γ0

3∑
i,j=1

σij(u, p)njφidsdt (4.12)

where (u,p) are the solutions to (4.1), Γ0 is the surface of the bluff body
which is in contact with the fluid around it, I is the considered time
interval, φ is the unit vector pointing at the same direction as the force
that we want to compute. For example if we want to compute drag on
a bluff body, φ will be the same direction of the fluid flow, while if we
want to compute lift φ will be its perpendicular vector (see Figure 4.2).
Since only the finite element approximations of u and p are available,
we need to formulate an approximation of N(σ) in terms of U and P,
the numerical solutions. To do so we first define a new function, Φ,
which takes the same values of φ on Γ0 and zero on other parts of the
domain. In this way we can take the first equation in (4.1) and multiply
it by Φ, and integrating by parts we obtain the following

N(σ(u, p)) =
1

|I|

∫
I

(ut+u·∇u−f,Φ)−(p,∇·Φ)+(2νε(u), ε(Φ))+(∇·u,Θ)dt

(4.13)
where the term with∇ · u has been added to the equation.
Now it is finally possible to substitute the FEM formulation of the
problem (4.5), which also includes the stabilizing term.

Nh(σ(Uh, Ph)) =
1

|I|

∫
I

(Ut + U · ∇U − f,Φ)− (Ph,∇ · Φ)+

+(2νε(U), ε(Φ)) + SDn
δ (U, P ; Φ,Θ) + (∇ · U,Θ)dt (4.14)

In this way we obtain the FEM approximation of the force we want to
compute. In (4.14) Φ and Θ are finite element functions, and the time
derivative is computed as Ut = (Un − Un−1)/kn.



Chapter 5

FEniCS-HPC

Implementing the finite element methodology we presented in the
previous chapter can be very challenging, and even more complex if
implemented on a HPC architecture and combined with the adaptive
mesh refinement. The problem can be solved making use of already-
existing platforms such FEniCS-HPC [2] FEniCS-HPC is an open-source
problem-solving environment that allows automated solution of par-
tial differential equations (PDE) making use of FEM and HPC con-
cepts. The aim of this chapter is to present the software framework
in all its components and to analyze the fully distributed mesh ap-
proach that is at the base of the parallelization strategy of FEniCS-
HPC. FEniCS-HPC is part of the FEniCS Project, initiated in 2003 as a
research collaboration between the University of Chicago and Chalmers
University of Technology. This chapter mainly refers to "FEniCS-HPC:
Automated predictive high-performance finite element computing with
applications in aerodynamics." by Hoffman, J., Jansson, J., Jansson, N.
[4] if not otherwise stated.

5.1 FEniCS-HPC framework

The software framework of FEniCS-HPC is structured into several com-
ponents, each of them with clear different defined responsibilities and
dependencies. Figure 5.1 shows how the various components depend
on each other, while the duties of each singular component are pre-
sented in the following list [4].

• FIAT (FInite element Automated Tabulator): generation of finite

24
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Figure 5.1: FEniCS-HPC dependency of components from [4]

element spaces, basis functions on the reference cell, numerical
integration

• UFL (Unified Form Language): specific domain language for the
declaration of finite element discretizations of variational forms,
which makes use of a familiar notation close to the classic math-
ematical one [20].

• FFC (FEniCS Form Compiler): Combined with the variational
formulation in UFL and basis functions from FIAT, FFC allows
the automated evaluation of weak forms on one cell. This leads
to the creating of the local stiffness matrices AK .

• DOLFIN-HPC: Automated high performance assembly of local
stiffness matrices, creation of the global linear discrete system,
mesh refinement on a distributed mesh =Ω.

• Unicorn (Unified Continuum modeling): adaptive continuum
mechanics solver

In other words, the framework of FEniCS-HPC mainly focuses on the
automation of the most critical parts of the DFS adaptive algorithm,
such as the translation of the weak form of the PDE problem into the
FE system of algebraic equations using code generation, and automatic
control of the error in a given functional or quantity, which is required
to be lower than a certain threshold, done through the computation of
the a posteriori error estimate. The framework has also been proved to
lead to optimal strong scaling results when applied to turbulent flow
on parallel architectures, as shown in [4].

So what actually happens when we want to solve a PDE problem
using FEniCS-HPC? The first thing to do is to write down the problem
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Figure 5.2: Example of 3D mesh partitioning among different cores from [3].

in weak form in a UFL form file, carefully mapping spaces and func-
tions. This file is later compiled in a C++ source code in order to create
the local elements with FFC. At this point DOLFIN-HPC gets called
to define the mesh, the global elements which are assembled from the
local ones and to write a "higher-level" solver in C++, Unicorn, which
combines all the previous abstractions and solves the final linear sys-
tem. We will see examples of UFL code in the next chapter, where the
problem presented in Section 2.3 is implemented.

5.2 Parallelization Strategy

This section aims to present how the computations of the adaptive al-
gorithm are distributed on different processing elements (PE) in or-
der to obtain good parallel scalability and performance, and it mainly
refers to "Unicorn: Parallel adaptive finite element simulation of tur-
bulent flow and fluid–structure interaction for deforming domains and
complex geometry" by Hoffman, J., Jansson, J. et al. [10].

Fist of all, the initial data of the mesh are represented through a de-
pendency graph, which includes all the information about the mesh el-
ements, their position and neighbours. The dependency graph is split
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into smaller and equivalently wide subgraphs, and successively each
of them is assigned to a singular PE. This is done in order to obtain a
balanced division of duties among all the processing units. Everything
from preprocessing to assembly of the linear systems and postprocess-
ing is performed in parallel. The key aspect that makes FEniCS-HPC
parallelization so effective is that none of the PE is aware of the set-
ting of the whole problem. In other words each PE only works on the
part of the mesh that has been assigned to it, without knowing what
is happening in the elements around it. Although, some elements of
the mesh are in common between PEs that are working on parts of
the mesh that are next to each other. These nodes are treated as ghost
elements, which means that only one of the PEs that are sharing the
element at hand can update its value. Figure 5.2 shows an example
of a 3 dimensional mesh, partitioned among four different processing
units. The split of the dependency graph is usually done after each
mesh refinement iteration.

5.2.1 Assembly

In assembling the local and global stiffness matrices, the procedure is
classic. Each PE computes the local stiffness matrices, one for each el-
ement of the part of the mesh the PE is working on. These are then
summed up to the global stiffness matrix of the singular PE. Further-
more, since the global stiffness matrix is usually very large and sparse,
only the non-zero elements are stored, in a way in which it becomes
easier to update the entries of the matrix.

5.2.2 Solution of the Discrete System

The FE discretization 4.5 leads to the creation of a non linear system
of equations, one for each time step, that has as variables the value of
the solution functions (in our case velocity and pressure of the fluid)
on the nodes of the elements. The system at each time step is solved
by iterating between the first and second equation of the system with
a Picard method or a quasi-Newton method (none of them requires
the computation of the Jacobian matrix of the system, which would
be very expensive in this case). In this way, at every iteration step a
different linear system of equation is created, and solved by simple
Krylov solvers coupled with a preconditioner, which has the function



28 CHAPTER 5. FENICS-HPC

Figure 5.3: Example of 1D, 2D and 3D longest-edge mesh partitioning of tetrahedral
element from [3].

Figure 5.4: Framework of PLUM algorithm from [17].

of transforming the system into a form that is more suitable for numer-
ical solving methods. The usual choice is BiCGSTAB (BiConjugate Cra-
dient STABilized method) with a block- Jacobi preconditioner, where
each block is solved with ILU(0).

5.2.3 Mesh Refinement

At every iteration, some elements, those that do not fulfill the thresh-
old error condition, get marked for refinement. This is done with a
parallelized version of the longest edge bisection method, shown in
Figure 5.3. The algorithm can be split into two main phases: local re-
finement and global propagation. In the local refinement phase, all the
marked elements are bisected, leading to the creation of some "hang-
ing" nodes. The second phase propagates the bisections into the adja-
cent elements. The algorithm iterates between first and second phase
until all PEs are free of hanging nodes, or in other words until all the



CHAPTER 5. FENICS-HPC 29

PEs are idling at the same time.

5.2.4 Dynamic Load Balancing

After mesh refinement, it is very likely to happen that some PEs, whose
elements were subjected to refinement, have more elements to work on
then others. To solve this problem, DOLFIN is also equipped of a dy-
namic load balancer which exploits a version of the PLUM algorithm
(Parallel Load Balancing for Adaptive Unstructured Meshes) for opti-
mized scaling on thousands of PEs. This means that after every adap-
tive iteration the mesh load gets scratched and completely remapped.
We are not going to show the details of this procedure, but Figure 5.4
shows the main step of the PLUM framework.



Chapter 6

Friction Boundary Conditions

The aim of this section is to show the weak form of the incompressible
Navier Stokes equations (3.1) when coupled with friction boundary
conditions shown in (3.4), and to argue for an automated method of
choosing β. We use the same procedure we used to obtain (4.5), but
we use friction boundary conditions instead of Dirichlet.

6.1 Weak Formulation

In the cG(1)cG(1) method we seek for an approximation of the NSE so-
lution Û = (U, P ), where U and P both are continuous piecewise linear
functions in space and time. The first step, as we did in section (4.1),
is to write the NS system of equation in weak form. This has already
been done, so we can take the weak formulation of the problem from
(4.2) {

(ut, v) + ((u · ∇)u, v)− (∇ · σ, v) = (f, v), (x, t) ∈ Ω× I
(∇ · u, q) = 0, (x, t) ∈ Ω× I

The inner product between two functions x and y in W (space of con-
tinuous piecewise linear functions in space and time) is defined as

(x, y)Ω =

∫
Ω

xydΩ

so we can rewrite the previous system of equations in integral form in
the following way

30
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{∫
Ω
utvdx+

∫
Ω

(u · ∇)uvdx−
∫

Ω
∇ · σvdx =

∫
Ω
fvdx,∫

Ω
∇ · uvdx = 0,

(6.1)

At this point we need to add the information coming from the
boundary condition to (6.1). This is done passing through one last step
which requires the use of Gauss Theorem. Gauss Theorem states that
outward flux of a tensor field through a closed surface is equal to the
volume integral of the divergence over the region inside the surface.
We can rewrite the third term of (6.1) in the following way∫

Ω

∇ · σvdx = −
∫

Ω

∇(v)σdx+

∫
∂Ω

vσ · nds

where Γ is the boundary of the domain Ω. In conclusion, equation
(6.1) can be reformulated as

{∫
Ω
utvdx+

∫
Ω

(u · ∇)uvdx+
∫

Ω
∇(v)σdx−

∫
∂Ω
vσ · nds =

∫
Ω
fvdx,∫

Ω
∇ · uvdx = 0,

(6.2)
It is now on the surface integral that we will substitute our bound-

ary conditions.

6.1.1 Boundary Conditions

The boundary conditions with the penetration parameter α and fric-
tion parameter β described in (3.3) can be rewritten in a easier form
as:

(u, n) + αnTσn = 0 (6.3)

(u, τk) + β−1nTστk = 0 (6.4)

From the weak formulation of the problem described in (6.2) we now
isolate only the part involving the boundaries, which is∫

∂Ω

vσ · nds (6.5)

Since (n, τ1, τ2) is an orthonormal basis, we can decompose the vec-
tor σn into its normal and tangents components (with respect to the
surface ∂Ω)
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σn = (σn, n)n+ (σn, τ1)τ1 + (σn, τ2)τ2 (6.6)

Substituting 6.6 into 6.5 we obtain∫
∂Ω

((σn, n)n, v) + ((σn, τ1)τ1, v) + ((σn, τ2)τ2, v)ds = (6.7)

(and including the boundary conditions 6.3 and 6.4)

=

∫
∂Ω

(−α−1(u, n)n, v)ds+

∫
∂Ω

−β((u, τ1)τ1, v)− β((u, τ2)τ2, v) = (6.8)

As we widely discussed in Section 3.2, the boundary conditions
that we are interested in are the ones with penetration parameter α
zero. This leads to (u, n) = 0 and consequently the first integral is zero
and can be omitted. Therefore we can continue elaborating 6.8 as

=
∑
k

∫
∂Ω

−β((u, τk)τk, v) = β

∫
∂Ω

(−u+ (u, n)n, v)ds

In the last equality, we use the same decomposition as 6.6, but ap-
plied to the solution u. In conclusion, the final variational form of in-
compressible Navier Stokes system of equations, coupled with friction
boundary conditions can be written in the following way:


∫

Ω
utvdx+

∫
Ω

(u · ∇)uvdx+
∫

Ω
∇(v)σdx− β

∫
∂Ω

(−u+ (u, n)n, v)ds =

=
∫

Ω
fvdx,∫

Ω
∇ · uqdx = 0,

(6.9)
The final formulation also includes the stabilizing term presented

in 4.4.

6.2 Friction coefficient

The last open question that still need to be addressed is which value
and which kind of dependencies give to the friction coefficient. To do
so we take into consideration the stabilizing term (4.4) and in particu-
lar the following part
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(δu · ∇u, u · ∇v)Ω

where δ has been previously defined as h/|u|. If we apply integration
by parts to this term we obtain a boundary term of

δu2 δu

δs
(6.10)

where s is the vector normal to the boundary surface ∂Ω.
If we now look back at the friction weak formulation 6.9, we can notice
that also the friction component plays its role with a boundary integral
that is proportional to βu. We can now consider the part coming from
the stabilizing term and the one coming from the friction boundary
conditions together as

±δu2∂u

∂s
+ βu = 0

Substituting δ = h/|u| and canceling u that appears in both terms, we
can in conclusion state that

∂u

∂s
∼ β

h
(6.11)

This final relationship represents the balance between different kinds
of terms in the boundary integrals and it is fundamental to understand
the importance of the values we give to β. The term ∂u/∂s represents
the flow retardation on the boundary. When β = 0 no friction is ap-
plied to the boundaries, no boundary retardation is observed because
consequently ∂u/∂s = 0 and slip BC are obtained. Instead, if we chose
to give β a constant value C, ∂u/∂s would increase at every adaptive
iteration. In fact if we choose for example β = 1 we obtain

∂u

∂s
∼ 1

h

In this case, when the adaptive algorithm refines the mesh and h(x) de-
creases, the fluid retardation increases to extremely high values, lead-
ing to no-slip boundary conditions.

What we want to achieve with our friction BC is exactly in the mid-
dle between these two extreme cases, slip and no-slip. This is the rea-
son why we believe choosing β proportional to h(x) could be a good
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balanced choice. If we choose

β = Ch(x)

where C is a positive constant, the term ∂u/∂s, which represents the
amount of flow retardation on the boundary, remains constant of value
C at every adaptive iteration.

In conclusion, we believe that β = C ∗ h is a good balanced choice
from where to start our validation process. We will test the sensitivity
of C in the last chapter of the thesis.

6.3 UFL formulation

How to implement the system of equation 6.9 in UFL language, in
order to use all the tools described in the "Methodology" chapter? The
UFL implementation of the problem in weak form in presented here,
including all spaces’ and functions’ careful definitions.

V = VectorElement ( "CG" , " te t rahedron " , 1 )
Q = Fini teElement ( "CG" , " te t rahedron " , 1 )
Z = Fini teElement ( "DG" , " te t rahedron " , 0 )

p = C o e f f i c i e n t (Q)
u = C o e f f i c i e n t (V)
v = TestFunct ion (V)
z = TestFunct ion (Z)
u0 = C o e f f i c i e n t (V)
p0 = C o e f f i c i e n t (Q)
h = C o e f f i c i e n t (Z)
c1 = C o e f f i c i e n t (Z)
nu = C o e f f i c i e n t (Q)
beta = C o e f f i c i e n t (Q)

um = 0 . 5 ∗ ( u + u0 )
R = [ grad ( p ) + grad (um)∗um, div (um) ]
R_v = [ grad ( v )∗um, div ( v ) ]
R_q = [ grad ( q ) , 0 ]

d = c1 ∗ h ∗ ∗ ( 2 . / 2 . )
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LS_u = d∗ (sum ( [ inner (R[ i i ] , R_v [ i i ] ) f o r i i in range ( 0 , 2 ) ] ) )
LS_p = d∗ (sum ( [ inner (R[ i i ] , R_q [ i i ] ) f o r i i in range ( 0 , 2 ) ] ) )

rs_m = ( nu∗ inner ( grad ( u ) , grad ( v ) ) + inner ( grad ( p ) + \\
+ grad ( u)∗u − f , v ) ) ∗dx
r s _ c = ( inner ( div ( u ) , q ) ) ∗dx

rmp_m = r e p l a c e ( rs_m , { u : um } )
rmp_c = r e p l a c e ( rs_c , { u : um } )

r_m = ( inner ( u − u0 , v)/k )∗dx + rmp_m + \\
+ beta ∗ inner ( u−inner ( u , n )∗n , v )∗ds + LS_u∗dx

r_c = (2∗k∗ inner ( grad ( p − p0 ) , grad ( q ) ) ) ∗ dx + \\
+ rmp_c + LS_p∗dx

First of all, in this formulation u and p are the finite element ap-
proximations of the solution. The discrete finite element spaces, V and
Q, are the family of standard scalar Lagrange finite elements (which
means continuous piecewise polynomial functions, as described in Sec-
tion 4.1) and the elements shape is tetrahedral. The Z space instead is
the family of scalar discontinuous Lagrange finite elements ( which
means discontinuous piecewise polynomial functions) and it is used
to define test functions in time. Everything that is defined as "Coeffi-
cient" will be provided by the user at a later stage, while "TestFunction"
functions represent arbitrary basis functions.

In the code r_m represents the residual of the momentum equation,
while r_c the residual of the continuity equation of the NS system. The
coefficient nu represents the viscosity of the fluid, and since it is zero to
impose infinite Re as explained in section 3.2, the part multiplying nu
in the momentum equation has no influence. The reader can observe
that the term including the friction parameter β is written exactly how
we formulated it in (6.9). The LS terms represent the stabilizing terms
defined in (4.4). In the UFL document also contains the formulation of
the adjoint problem, but we do not discuss it here.



Chapter 7

Validation

The aim of this chapter is to show how the friction coefficient influ-
ences the final solution of the incompressible Navier-Stokes model.
The chosen validation case is NACA0012 and we compare our CFD re-
sults against its experimental data, in the effort to establish the model’s
ability to reproduce real physics. In other words, the aim is to under-
stand how accurately the simulations are able to reproduce real phe-
nomena and which are the limits of the friction model. Comparing
results from both slip and friction boundary conditions, what is ex-
pected is a general change in the position and strength of turbulence
features, and more in detail a change in the critical angle of stall, simi-
lar to the one shown is Figure 1.2.

All simulations in this chapter are tested on Beskow, which is the
main massively parallel multiprocessor supercomputer of the PDC
Center for High Performance Computing at KTH. Beskow is a Cray
XC40 system which bases its architecture on Intel Haswell and Broad-
well processors, making use of Cray Aries interconnect technology
[18].

7.1 NACA0012

NACA airfoils are specific airfoils developed by the NACA National
Advisory Committee for Aeronautics. They were developed and tested
for the first time at the end of the 20’s, and the complete catalog of 78
airfoils appeared in the NACA’s annual report for 1933 (see Figure
7.1) [15]. The aim of the catalog was to give engineers the possibility

36
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Figure 7.1: Family of Naca airfoils from [23]

to choose the appropriate airfoil for their studies in an easier and more
effective way. The shape of the airfoils is determined by the four digits
that follow the word "NACA": the first digit indicates the maximum
camber (asymmetry between the two acting surfaces of an airfoil), the
second one refers to the position of the maximum camber point, and
the last two refer to the maximum thickness of the airfoil, expressed
as percentage of the chord. Figure 7.2 shows all the characteristics of a
general NACA airfoil.
The final aim of these simulations is to show that this choice of friction
boundary conditions leads to reproducible Reynolds-dependent phe-
nomenon, stall in this case. Generally, when the angle of attack of an
airfoil increases, the airfoil reaches a point in which the lift coefficient
starts decreasing, and this is called a stall. There obviously is a specific
critical angle beyond which the stall phenomena starts appearing, but
it is very difficult to precisely predict its value for big aircrafts. Often
this is still done with actual measurements, flying the aircraft until the
stall angle is detected from the on board sensors. Therefore, being able
to predict this kind of phenomenon using cheaper and more precise
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procedures would lead to a safer and more environmental friendly use
of aircrafts in both civil and military applications.

Figure 7.2: Characteristics of a NACA airfoil: α: inclination angle; c: chord; 1: Zero
lift line; 2: Leading edge; 3: Nose circle; 4: Max. thickness; 5: Camber; 6: Upper
surface; 7: Trailing edge; 8: Camber mean-line; 9: Lower surface [25]

7.1.1 Specifying the simulations

The NACA0012 wing is positioned in a box domain, in which air/fluid
is flowing in from the front side, free to overflow from the opposite
one, and subject to slip boundary conditions on the other surrounding
4 sides of the box. In this case the fluid around the wing is supposed
to has zero viscosity.

The simulations have been settled with friction parameter β = 0.8∗
h(x), where h(x) represents the diameter of the element on which we
are applying the boundary conditions. Also the numerical tripping
discussed in Section 3.4 is included in the model, around the wing.
The module of this tripping is equivalent to 5% of the maximum gra-
dient pressure (computed on the non-tripped model), same quantity
that the authors of "Time-Resolved Adaptive Direct FEM Simulation
of High-Lift Aircraft Configurations" [12] found to be optimal for the
JAXA Standard Model (JSM) aircraft model. The initial mesh for the
adaptive algorithm has 592401 cells (119563 nodes, Figure 7.3), and
the mesh is iteratively refined with 10% of the cells in every iteration.
Usually after 10 adaptive iterations the final mesh is of the order of 7M
elements.
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Figure 7.3: Initial mesh of the NACA0012 validation case.

Final results are compared to data coming from "Effects of Inde-
pendent Variation of Mach and Reynolds Numbers on the Low-Speed
Aerodynamic Characteristic of the NACA0012 Airfoil Section" by Cha-
rles L. Ladson. The paper presents a comprehensive data base of the
low-speed aerodynamic characteristics of the NACA0012 airfoil sec-
tion, for different Reynolds and Mach numbers. We widely talked
about the Reynolds number in the second chapter, while it is the first
time we mention the Mach number M . M is a non-dimensional num-
ber defined as the ratio between the velocity of the object in motion in
the fluid and the speed of sound in the considered fluid. It also per-
mits to establish the effects of compressibility of the fluid. Therefore,
M < 0.3 for instance means that the characteristic of the model are
approximated to subsonic (all velocities of the problem are lower than
the speed of sound) and incompressible (constant density of the fluid),
which is exactly what we want.

The Ladson cases that we take into consideration are the following:

• Ladson 1: M = 0.15, Re = 2.00× 106

• Ladson 2: M = 0.15, Re = 3.94× 106

• Ladson 3: M = 0.15, Re = 5.97× 106

• Ladson 4: M = 0.15, Re = 8.86× 106

• Ladson 5: M = 0.15, Re = 11.90× 106
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Figure 7.4: Lift coefficient for all 6 Ladson cases.

• Ladson 6: M = 0.15, Re = 18.90× 106

The simulations are set for a time interval of 10 or 15 seconds (depend-
ing on how near we get to the angle of stall), and all the values for
CL and CD are averaged values along this time interval from the 5th
second on.

7.1.2 Results

Figure 7.4 shows CL values for all six Ladson cases and points out the
different behaviours for different Re. Ladson 1 and 2, which have the
lowest Re, are the ones that most differ from the other cases. Their
angle of stall is around 15◦ − 16◦, while for the other Ladson cases it
is closer to 17◦ − 18◦. In addiction, the lift coefficient increases slower
until the angle of stall, value at which the maximum CL is noticeably
lower than the other cases.

Figure 7.5 finally shows simulation results for friction BCs with
β = 0.8 ∗ h(x) and for slip BCs. These results are compared with
Ladson 3, from which we extract all the experimental quantities to
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Figure 7.5: Lift coefficient against inclination angle of the wing. Slip and friction
boundary conditions compared with Ladson 3.

compute the errors. The slip simulation is able to reproduce the stall
critical angle and the steepness of CL curve of Ladson 3 rather accu-
rately. Instead, another different behaviour of the CL curve is pro-
duced when including the small friction retardation in the flow on the
aircraft boundary . This leads to the expected results: the angle of stall
is shifted earlier and the maximum values of CL is lower. Our aim is to
reproduce different Re behaviours as shown in Figure 1.2 and looking
at our results we can state that the simulation results strongly agree
with our initial assumptions. The CL values that are shown in Fig-
ure 7.5 are time-averaged values over 10 or 15 seconds time intervals.
Figures 7.10, 7.11 and 7.12 show how CL changes over time at every
inclination angle

α = 10, 12.25, 16.18, 17.35, 18.65

From Figures 7.10, 7.11 and 7.12 it is clear that drag and lift coeffi-
cients tend to convergence. This is more evident when α is far from the
critical angle of stall (cases with α = 10, 12.25), while when α ≥ 16 the
turbulence features become dominant and the values of CL and CD be-
come more oscillating. Therefore a longer time interval of 15s instead
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of 10s was chosen for the second half of the simulations, in search for
the CL steady state. The transition from pre-stall to post-stall is also
noticeable in Figure 7.11, where, at α = 16.18, CL converges to its ex-
pected value from below, while at α = 17.35, the convergence comes
from above.

α CD CL relexperr CD relexperr CL max grad(P) (no trip)
10.00 0.017 1.044 0.643 0.034 2.7
12.25 0.021 1.231 0.671 0.048 3.3
16.18 0.038 1.492 0.749 0.062 5.9
17.35 0.044 1.495 0.596 0.099 6.4
18.65 0.073 1.437 no data 0.430 6.1

Table 7.1: Simulation results for α inclination angle.

The precise resulting values of drag and lift coefficients are shown
in Table 7.1. The relative experimental error shown as "relexperr" is
defined as

relexperr =
computed quantity − experimental quantity

experimental quantity

where the computed quantities are the time-averaged lift and drag
coefficients, and the experimental quantities are the verification data
from Ladson 3. The relative expected error, which is the one referring
to the 10th refining iteration, increases with the inclination angle, due
to the fact that with a higher α the turbulent features of the flow be-
come more fluctuating and unpredictable. Moreover if we look at the
error values at previous iterations, it is possible to observe a remark-
able decreasing behaviour. This happens for every inclination angle
and it is a clear effect of the power of the adaptive algorithm, which
increases the quality of solution on the elements of the domain where
the error is simply too high. The relative expected error for the lift co-
efficient is of the order of ≈ 5% in pre-stall and it increases especially
after stall. By contrast, the error in the drag coefficient is definitely and
our results can not be considered reliable. If we take for example the
results for α = 10, the relative expected error for the drag coefficient
decreases of 6.8% in the last two adaptive iterations we are analyzing,
while it decreases only of 0.008% for the lift coefficient. This made us
conclude that we might need more adaptive iterations in order to draw
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Figure 7.6: Lift coefficient against inclination angle - Study of stall source.

substantial conclusion for CD.

One of our hypothesis was that numerical stall is caused by the 5%

numerical tripping. Therefore we run simulations for β = 0 with the
5% tripping and for β = 0.8 ∗ h(x) without tripping, in order to under-
stand which is of the two features that is causing the stall phenomena.
These results are shown in Figure 7.6. It seems like it is possible to re-
produce stall for both cases, which does not agree with our initial as-
sumption. We believe that one of the reasons why this happens might
be the fact that for β = 0.8 ∗h(x) and null numerical tripping the mesh
refinement is forced to stop earlier then in the other simulations, due
to the not-convergence of the Krylov solver. In conclusion, we believe
that the coarser mesh of the last completed iteration acts as numeri-
cal noise, leading to stall also in the case without numerical tripping.
Moreover we also notice that the difference between CL values of two
consecutive adaptive iterations is larger for β = 0.8 ∗ h and trip = 0.
We believe that this can be a proof of what previously said: we might
need more adaptive iterations to obtain robust results for β = 0.8 ∗ h
and trip = 0. This is well shown in Fig. 7.7 where we can see that the
value of CL is subject to wider changes in the case with β = 0.8 ∗h and
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Figure 7.7: |CL(i + 1) − CL(i)| and |CD(i + 1) − CD(i)| at every i-th adaptive
iteration, for α = 16.18, β = 0.8 ∗ h and trip = 5%.

Figure 7.8: Study of β friction parameter without numerical tripping.
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Figure 7.9: When beta decreases, CL remains inside the relative error interval of the
case with trip = 5 % , beta = 0.8*h. The relative error for α = 16.18 is 6,2 %, and
for α = 17.35 is 11 %, as specified in Table 7.1.
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= 0.

Another issue to elucidate is how the value of β influences the re-
duction of CL. For this purpose we explored different β values for
α = 16.18 in Figure 7.8 and 7.9. In conclusion, having β = 0.4 or 0.2
does not influence much our final solution. In fact the obtained CL val-
ues stay inside the 6.2% error range shown in Table 7.1. This is clearly
shown in Figure 7.9, where the vertical lines represent the error width
at every inclination angle. These last simulations are run with a time
interval of 20 seconds in order to allow a better approximation of coef-
ficients and errors. The averaging of the lift and drag coefficient starts
from t = 10s, which gives slightly better error results than starting to
average them at t = 5s.

7.1.3 Conclusions

In this thesis we show numerical results from Navier-Stokes equa-
tions coupled with friction boundary conditions. We believe our pre-
liminary results are very satisfying, and they open a new pathway
for simulation development in aerodynamics-related models. Even
though results for drag and lift have very different reliability, we seem
to be able to reproduce the Reynolds number dependency accurately
enough. We believe friction boundary conditions could be applied to
a very wide set of models, including aircrafts, cargo boats profiles, rac-
ing cars, and they could lead to very precise results. There still are a
few open questions that need to be addressed in order to be completely
confident about strengths and weaknesses of friction boundary condi-
tions, but we believe that this thesis settles down the first pillars of this
validation process.
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Figure 7.10: CD and CL simulation values for α = 10, 12.25 over time.
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Figure 7.11: CD and CL simulation values for α = 16.18, 17.35 over time.
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Figure 7.12: CD and CL simulation values for α = 18.65 over time.
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Figure 7.13: Paraview visualization of velocity results using the line integral convo-
lution (LIC) vector field visualization technique, which produces streaking patterns
that follow vector field tangents. Upper: α = 10. Lower: α = 16.18.

Figure 7.14: First row: Adaptive mesh refinement for α = 10. Second row: Adaptive
mesh refinement for α = 18.65.
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Iteration 1 2 3 4 5 ...
α = 10 0.200 0.146 0.082 0.075 0.065 ...
α = 12.25 0.486 0.151 0.097 0.082 0.073 ...
α = 16.18 1.053 0.165 0.108 0.119 0.134 ...
α = 17.35 1.244 0.167 0.123 0.149 0.177 ...
α = 18.65 0.432 0.317 0.334 0.300 0.249 ...
α = 17.35 (T=15s) 0.460 0.241 0.274 0.262 0.242 ...
α = 18.65 (T=15s) 0.434 0.323 0.351 0.333 0.311 ...

... 6 7 8 9 10

... 0.059 0.057 0.043 0.037 0.035

... 0.070 0.066 0.061 0.052 0.050

... 0.159 0.185 0.117 0.090 0.066

... 0.214 0.159 0.193 0.124 0.110

... 0.247 0.254 0.280 0.313 0.327

... 0.255 0.260 0.254 0.270

... 0.285 0.298 0.313 0.325

Table 7.2: CL Relative experimental error for β = 0.8*h and trip = 5% in every
adaptive iteration.

CL relexperr β = 0 , trip =5 % β = 0.8 ∗ h , trip =0
α = 10.00 0.047
α = 12.25 0.047 0.06
α = 16.18 0.048 0.056
α = 17.35 0.054 0.093
α = 18.65 0.352 0.287

Table 7.3: Relative expected error for every inclination angle, cases with β = 0 or
trip=0, last adaptive iteration.



Chapter 8

Future Work

In the presented methodology the adaptive algorithm is key. Therefore
we think it is necessary to study the influence that the quality of the
initial mesh has on the final solution. What happens if we start from a
coarser or finer mesh? Is the convergence of CL and CD reached faster?
How does the relative error behave in these cases?
Moreover, the two cases with β = 0, trip = 5% and β = 0.8 ∗h, trip = 0

are extremely important to understand what is causing the phenom-
ena of stall. We definitely need to run more adaptive iterations in order
to be able to draw more robust conclusions about this particular mat-
ter.
Furthermore in this thesis we decided to use a Reynolds-dependent
friction coefficient of value β = 0.8 ∗ h for our main preliminary sim-
ulations. We explained the main motivation behind this choice in Sec-
tion 6.2 "Friction Coefficient", but we believe it is possible to explore
more this theoretical result.
In addition, we also need more validations studies in order to com-
plete the study of friction boundary conditions. The future plan on this
includes validation cases such as rotating and still wheels attached to
the ground, a full aircraft and a F1 racing car.

These are questions that still need to be answered and that will be
addressed in the continuation of this work.
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