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Abstract
The current data center architectures based on blade servers and electronic packet switches face several problems, e.g., limited resource utilization,
high power consumption and cost, when handling the rapidly growing of data
traffic. Optical networks offering ultra-high capacity and requiring low energy
consumption are considered as a good option to address these problems. This
thesis presents new data center architectures based on optical interconnects
and transmissions, and evaluates performance by extensive simulations.
The first main contribution of the thesis is to introduce a passive optical
top-of-rack interconnect (POTORI) architecture. The data plane of POTORI
mainly consists of passive components to interconnect the servers within the
rack. Using the passive components makes it possible to significantly reduce
power consumption while achieving high reliability in a cost-efficient way. In
addition, the POTORI’s control plane is based on a centralized controller,
which is responsible for coordinating the communications among the servers
in the rack. A cycle-based medium access control (MAC) protocol and a dynamic bandwidth allocation (DBA) algorithm are designed for the POTORI
to efficiently manage the exchange of control messages and the data transmission inside the rack. Simulation results show that under realistic DC traffic
scenarios, the POTORI with the proposed DBA algorithm is able to achieve
an average packet delay below 10 µs with the use of fast tunable optical
transceivers.
The second main contribution of the thesis is to investigate rack-scale
disaggregated data center (DDC) architecture for improving resource utilization. In contrast to the traditional DC with blade servers that integrate
various types of resources (e.g., central processing unit (CPU), memory) in a
chassis, the rack-scale DDC contains fully decoupled resources held on different blades, referred to as resource blades. The resource blades are required
to be interconnected within the rack by an ultra-high bandwidth optical interconnect through the optical interfaces (OIs). A resource allocation (RA)
algorithm is proposed to efficiently schedule the resources in the DDC for
virtual machine requests. Results show that with sufficient bandwidth on
the OIs, the rack-scale DDC with the proposed RA algorithm can achieve
20% higher resource utilization and make 30% more revenue comparing to
the traditional DC.
Keywords: Optical communications, data center interconnects, MAC
protocol, dynamic bandwidth allocation, resource allocation, resource disaggregation..
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Sammanfattning
De nuvarande datacenter-arkitekturerna, baserade på bladservrar och elektroniska paketswitchar, står inför flera problem när de ska hantera den snabbt
växande datatrafiken (t.ex. begränsat resursutnyttjande, hög energiförbrukning och hög kostnad). Fiberoptisk teknik som erbjuder ultrahög kapacitet
och låg energiförbrukning per bit, anses vara ett bra alternativ för att lösa dessa problem. Denna avhandling presenterar nya datacenter-arkitekturer
baserade på fiberoptisk förbindelseteknik och överföring, och utvärderar prestandan genom omfattande simuleringar.
I den första delen av avhandlingen presenteras en arkitektur som bygger
på passiv optisk förbindelseteknik för server-rack (POTORI). Dataplanet för
POTORI består huvudsakligen av passiva komponenter för att koppla ihop
servrarna i ett rack. Genom att använda passiva komponenter kan man effektivt minska strömförbrukningen samtidigt som man uppnår hög tillförlitlighet
på ett kostnadseffektivt sätt. Dessutom baseras POTORIs kontrollplan på en
centraliserad rack-styrning, som samordnar kommunikationen mellan servrarna i varje rack. Ett MAC-protokoll för cykel-baserad mediaåtkomst och en
DBA-algoritm för dynamisk bandbreddsallokering, har designats för effektivt
utbyte av kontrollmeddelanden och överföring av data. Simuleringsresultat
visar att POTORI med den föreslagna DBA-algoritmen, under realistiska
trafikscenarier för datacenter, kan uppnå en genomsnittlig paketfördröjning
under 10 µs genom användning av snabbavstämda optiska transceivrar.
I den andra delen av avhandlingen presenteras en arkitektur för disaggregerade datacenter (DDC) för att förbättra resursutnyttjandet inom varje
rack. I kontrast till den traditionella bladservern, som integrerar olika typer
av resurser tillsammans i ett serverchassi (t.ex. CPU, minne och lagring),
bygger DDC på att separata resurser hålls på olika resursblad. Resursbladen sammankopplas sedan i racket genom optiska interconnects med ultrahög bandbredd via de optiska gränssnitten (OI). En resursallokeringsalgoritm
(RA-algoritm) föreslås för att styra resursutnyttjandet i DDC vid utförandet
av virtuella maskin-förfrågningar. Resultaten visar att med tillräcklig bandbredd på OI kan DDC med den föreslagna RA-algoritmen uppnå 20% högre
resursutnyttjande och 30% mer intäkter jämfört med konventionell DC-teknik
baserat på bladservrar.
Keywords: Optisk kommunikation, datacenter, interconnects, MAC protokoll, dynamisk bandbreddsallokering, resursallokering, resursdisaggregering..
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Chapter 1

Introduction
The overall data center (DC) traffic has been dramatically increasing since the last
decade, due the continuously growing popularity of modern Internet applications,
such as cloud computing, video streaming, social networking, etc. Fig. 1.1 shows
Cisco statistics forecasting that DC traffic will keep increasing at a compound
annual growth rate (CAGR) of 25% up to 2021, reaching 20.6 zettabyte per year
[1]. It is also expected that by 2021 the majority, i.e. 71%, of the total DC traffic
will stay within the DCs [1].
The rapidly increasing intra-DC traffic makes it important to upgrade the current data center network (DCN) infrastructures. For example, Facebook has upgraded their servers and switches to support 10 Gb/s transmission data rate [2].
Dell proposed DCN design for 40G and 100G Ethernet [3]. However, developing
large (in terms of the number of ports) electronic packet switch (EPS) operating at
high data rates is challenging, due to the power consumption and bottleneck of I/O
bandwidth of the chip [4]. For a large-scale DCs, there would be a high volume of
the EPSs deployed in DCN to scale out a huge number of servers. This leads to a
serious energy consumption problem [5]. It has been reported in [6] that the EPS in
DCN accounts for 30% of the total energy consumption of the IT devices (including
servers, storages, switches, etc.) in the DCs. One important reason of such high
energy consumption of DCN is that there is a great number of power demanding
electrical-to-optical (E/O) and optical-to-electrical (O/E) conversions deployed in
DCN. Currently, optical fibers are used in DCNs only for the data transmission
between the servers and switches. Small form-factor pluggable transceivers (SFP)
are deployed on both server and switches for the E/O and O/E conversions, since
EPSs are switching and processing data in the electronic domain.
In this regard, optical interconnects are considered to be a promising solution
to solve the power consumption problem of the DCNs. Comparing to the EPS,
optical interconnects are able to support high transmission rates and switching
capacity in a cost- and energy-efficient way. By replacing the EPS with the optical
interconnects, the overall cost and power consumption of the DCN will decrease
1
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Figure 1.1: Global Data Center IP Traffic Growth [1]

dramatically, due the reduction of E/O and O/E conversions [7].
On the other hand, the modern data centers suffer from limited resource utilization. It is reported that Google’s production clusters have an average resource
utilization between 20%-40% [8], and in the Alibaba’s data center, the majority of
the servers, i.e., more than 70%, have a central processing unit (CPU) and memory
utilization less than 50% [9]. The DC operators have to install more servers in order
to handle the increasing work load. As a consequence, the overall cost consumption
for scaling up the data center will be huge if the overall resource utilization of DC
remains the same.
In order to solve this issue, first the reason that causes the limited resource
utilization must be investigated. In the modern data center, thousands of blade
servers are connected together in the network. Traditional blade server contains
different resources (i.e., CPU, memory, storage). These resources are integrated
together on the server’s bus and the amount of each resource is fixed. However, the
applications or services running on the servers are diverse and will require different
amount of resources. The mismatch between the diversity of resource requirement
of these applications and the fixed amount of resources integrated in the physical
blade servers may lead to ‘resource stranding’ [10], which is one of the major reasons
that limit the resource utilization of modern DC. Resource stranding means that
the running applications in a server have used up one type of resource while there is
still left-over amount of the other type of resources. For example, a CPU-intensive
task like video processing may consume all the CPU resources in a server, and no
more tasks can be deployed and run even though there are still unused memory
resource.
The concept of ‘disaggregated data center’ (DDC) is proposed in recent year to
address the limited resource utilization issue. In the DDC, there is no more physical
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‘boxes’ integrating different types of resources like the way of the traditional blade
server. Instead, same type of resources will be held together as a ‘unit’, i.e., resource
blade, resource cluster, and these different types of resource units are interconnected
together. In this way, there is a potential to increase the resource utilization, since
different types of resources are decoupled from each other, and one type of resource
will not be ‘stranded’ by other types [11].
It should be noted that some of the communications between resources, especially CPU-memory communications, have a very strict requirement in terms of the
latency and bandwidth, e.g., nanosecond-scale of latency and several hundreds of
Gb/s bandwidth. Failing to meet these requirements will lead to a serious performance degradation of the running applications [12], which is not desirable. Modern
electronic switches cannot achieve such low latency and high bandwidth, and only
optical transmission and switching technology have the potential to meet the requirements.

1.1

Problem Statement

So far, most of the proposed optical data center architectures target at the core
and aggregation tier of DCN, and there are not too many works focusing on the
optical architecture for the access tier. Therefore, it is essential to design efficient
optical interconnect architectures for the access tier of DCN. Optical architectures
have the advantages in terms of the cost and reliability comparing to the EPS, due
to the less number of power-hungry components used. The numerical results on the
cost and reliability will further address these advantages. Moreover, network performance (i.e., packet delay, packet drop ratio) of the optical interconnects should
be evaluated. The network performance should be competitive with EPS, otherwise
it will be hard to convince DC operators to deploy the solution at the expense of
increasing packet delay or packet drop ratio.
Regarding the disaggregated data center, even though there are already a few
research proposing resource disaggregated architecture, they have not taken into
account the limited transmission capacity of the current optical transmission technology. It is important to investigate whether the capacity provided by the stateof-the-art optical transmission is sufficient or not to achieve a good performance
(e.g., higher resource utilization and revenue) if they are used in DDC. Moreover,
DDC requires a proper resource allocation scheme for the application (e.g., Virtual
Machines VM) deployment.

1.2

Contribution of the Thesis

This thesis presents the architectures of optical interconnect for the future DC. The
first half of the thesis presents POTORI: a passive optical top-of-rack interconnect
that is designed for the access tier of the DCNs. The data plane of POTORI is
mainly based on passive optical components to interconnect servers in a rack. On

4
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the other hand, to avoid traffic conflict, POTORI requires a proper control protocol
to efficiently coordinate the data transmission inside the rack. The second half of
the thesis presents rack-scale DDC. The proposed architecture consists of different
type of resource blades interconnected by the optical interconnects. In addition, a
resource allocation algorithm is required for the VM deployment
The contribution of the thesis is shown in the following subchapters.

1.2.1

Passive Optical Top-of-Rack Interconnect

In POTORI, the passive nature of the interconnect components brings the obvious
advantages in terms of the cost, power consumption and reliability performance.
Paper I of this thesis presents the data plane design of POTORI and provides
a cost and reliability analysis. The results show that POTORI is able to achieve
intra-rack connection availability higher than 99.995% in a cost-efficient way. Paper II and III of the thesis present a novel control plane tailored for POTORI.
The control plane of POTORI is based on a rack controller, which manages the
communications inside a rack. Each server exchanges control messages with the
rack controller through a dedicated control link. A media access control (MAC)
protocol for POTORI defines the procedure of the control message exchange and
data transmission in the rack. Moreover, the rack controller is running the proposed dynamic bandwidth allocation (DBA) algorithm determining the resource
(i.e., wavelength and time) allocation used by the servers.

1.2.2

Rack-Scale Disaggregated Data Center

The data plane of the proposed DDC architecture contains the resource blades
holding a single type of resource, and different type of resource blades are interconnected together in the rack. Paper IV and Paper V evaluates the impact
of the limited transmission capacity of the the resource blades’ OIs on the performance of DDC. It is shown that the DDC can always outperform the modern
DC in terms of the VM request blocking probability (∼10 times lower) and higher
resource utilization (∼20% higher) and revenue (∼30% higher), if there is sufficient
transmission capacity of the OI. However, the state-of-the-art optical transmission
technology might only be able to provide limited bandwidth capacity, which can
reduce the benefits of DDC or even perform worse than traditional DC. In addition,
a resource allocation algorithm for the VM deployment in DDC is proposed. It is
able to distribute the VM requests on all the resource blades, and make the resource
utilization of each resource blade more even, while the average resource utilization
of the overall rack is still better than the traditional DC.

1.3

Research Methodology

We apply a quantitative method in our research project. First, we propose the data
plane of the passive optical interconnects (POIs) architectures. Numerical results of
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cost and availability are calculated by applying the cost and reliability model to the
different components of the POIs. Then, we design the control plane (including a
media access control (MAC) protocol and a dynamic bandwidth allocation (DBA)
algorithm) for the proposed POI. Regarding the DDC, the data plane based on
resource blades and optical interconnect, and the resource allocation algorithm
as the control plane are proposed. In this thesis, the performances (i.e., average
packet delay, packet drop ratio, resource utilization) of the proposed architectures
are evaluated by a customized event-driven simulator.
In this thesis, the main advantage of using simulations is that simulations allow
us to investigate the performance of any network setup (e.g., number of servers in
a rack resource allocation algorithm used for VM deployment, etc.). Before the
simulation starts, an initial event lists ordered by timestamp is initialized. The
simulator process the every event in the list in the timestamp order, starting for
the first one. Each event will trigger zero, one or multiple events. New events are
added in the event list according to the timestamps. The simulation end when all
the events are processed.
In the simulation of POTORI, the initial event list consists of the packet of
all the servers with different timestamps. During the simulation, if a packet is
dropped due to the full buffer, or a packet is transmitted to the destination, then
no more event will be triggered. Otherwise, new events, such as store the packet
in the buffer, report buffer length, packet transmission, etc., will be added in the
simulation. During the simulation, the key statistics of the network state (e.g.,
number of dropped packets, packet queuing time, etc.) will be collected and used
for the calculation of system performance.
In the simulation of DDC, the initial event lists consists of all the VM request
arrivals with the timestamp, as well as the requested resources. During the simulation, if a VM request is blocked, or a VM is finished running, no more new event
will be registered. On the other hand new events will be added if a VM request
is deployed. During the simulation, the key statistics of the network state (e.g.,
resource usage of every resource blade, number of blocked VM requests, etc.) are
collected for and used for the calculation of system performance.

1.4

Sustainability Aspects

As academic researchers, we should contribute to a sustainable world. We consider
three major types of the sustainability in our research: environmental, economic,
and societal sustainability.

Environmental Sustainability
The increasing energy consumed by DCs is becoming a more and more challenging
issue. A non-neglected proportion (about 4% to 12% [5]) of total power is consumed
by DCN. By replacing the electronic packet ToR switches with the proposed POI,
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the total power consumption of the DCN can be reduced significantly. Moreover, by
increasing the resource utilization using DDC, the DC operators can be convinced
to install less computing and storage resources, which will help reduce the overall
power consumption.

Economic Sustainability
As mentioned in the previous subchapters, DC operators are considering optical
architectures for the aggregation and core tier of DCN. The work presented in this
thesis proposed is the POI for the access tier of DCN, which can be integrated to
the existing optical architectures. Optical interconnects are considered more cost
efficient compared to the modern electronic packet switches [7]. Also, adapting
DDC architecture will help DC to install less computing and storage resources, so
the overall cost of scaling up DC can be reduced.

Societal Sustainability
Normally, the ordinary users will not own private DCs. However, by saving the
bills on the cost and power consumption, DC operators can offer services with
lower price, which makes all kinds of applications running in DCs more affordable
by common users.

1.5

Organization of the Thesis

The thesis is organized as follows:
• Chapter 2 presents the state-of-the-art literature review on the optical network in the data centers. Different works on the tradition data center network
as well as disaggregated data center based on optical interconnects are presented.
• Chapter 3 introduces POTORI, including its data plane and control plane.
Different passive optical interconnect (POI) architectures that can be used as
POTORI’s data plane are presented and evaluated. Specifically, the cost and
reliability models as well as the corresponding numerical results of these POIs
are presented. The control plane of POTORI includes the proposed MAC
protocol and DBA algorithm. In the simulation results, the performance in
terms of the average packet delay and packet drop ratio is compared with the
EPS. Moreover, the impact of different network configuration of POTORI on
the average packet delay is presented.
• Chapter 4 presents the work of rack-scale disaggregated data center. The data
plane based on ultra-high bandwidth optical interconnect, and the resource
allocation algorithm as the control plane of the rack-scale DDC are presented.
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Specifically, the impact of limited transmission capacity of the resource blade’s
optical interface are evaluated.
• Chapter 5 concludes the thesis and highlights the possible future work.
• Finally, there is a brief summary of the papers included in the thesis along
with the candidate’s contributions to each paper.

Chapter 2

Background and Literature Review
To reduce the power and cost consumption and increase the resource utilization of
DCs, many new DCN architectures based on optical networks are proposed in recent
years. This chapter gives a brief literature review of these new DC architectures.
The first subchapter summarizes DCN architectures based on blade servers and
optical interconnects. The second subchapter focuses on the resource disaggregated
DC architectures.

2.1

Optical Data Center Network Architecture

This subchapter includes an introduction to the modern data center network, and
a brief summary of the research on the optical data center networks architectures.

2.1.1

Introduction to Modern Data Center Network

Fig. 2.1 displays an example of modern data center network. It consists of different
ties, usually including access (edge) tier, aggregation tier, and core tier. At the
bottom access tier, servers are grouped in the unit of rack, and they are connected
to the electronic ToR switches. The ToR switches are further connected to the
electronic switch or routers at higher tier. In the modern DCN, the optics is mainly
used in transmission, i.e., optical fibers are used for the connection between servers
and switches. Since electronic switch and router can only process the data packets
in electronic domain, SFPs or SFP+s are required at every server and each port of
switches to provide electrical-optical and optical-electrical conversion.
One of the major issues of the modern EPS-based DCN is the high power consumption. Back in 2012, the overall DCN had a bandwidth requirement of 1 PB/s
(1 PB/s = 1015 B/s), and the total power consumption of the DCN was 5 million
W[13]. On the other hand, it is predicted that in the year of 2020, the bandwidth
requirement of DCN is 400 PB/s, and the power consumption of the DCN is 20 million W [14]. The bandwidth requirement increases 400 times while the affordable
9

10

CHAPTER 2. BACKGROUND AND LITERATURE REVIEW

Figure 2.1: Modern Data Center Network
power consumption increases only 4 times. This means that it is very important to
scale up the current DCN in an energy-efficient way.
Reducing the number of EPS switches and routers and replacing them with
the optical switches and interconnects is one of the promising solution to solve
the issue. In the modern DCN, the electronic switches and routers contribute a
significant amount (about 30%) of the total energy consumed by the IT devices
[14]. Optical devices is more energy-efficient comparing to the electronic EPS.
Many passive optical components, such as coupler and isolator, do not consume
electrical power to support ultra-high bandwidth traffic. Moreover, by replacing
the EPS with optical switches and interconnects, fewer E/O and O/E conversion
are required, which can further reduce the power consumption.

2.1.2

Related Work

In recent years, different optical interconnect architectures for the DCNs have been
proposed in the literature. These architectures can be categorized as hybrid and
all-optical (Fig. 2.2). In the hybrid architectures, both the EPS and optical interconnect are used. Particularly, the EPS is used to transmit short-lived traffic flows
(e.g., mice flows) and optical circuit switch (OCS) is used to transmit long-lived
and bandwidth-consuming traffic flows (e.g., elephant flows). In the all-optical architectures, optical switches are deployed in DCN to replace the EPS at the core
and aggregation tier of DCN.
c-through[15] and Helios[16] are two examples of the hybrid architecture. Cthrough is a hybrid electrical-optical data center network. In the c-through architecture, each EPS ToR switch connects both to and EPS aggregation/core switch
and an optical circuit switch. There is a traffic monitor system in c-through to
measure the bandwidth requirements of the servers and ToR switches. Based on
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Figure 2.2: Optical Data Center Network Architectures (a) hybrid (b) all-optical

the traffic demands, the monitor system schedules and configures the routes either
in electronic (i.e., through aggregation/core EPS) or in optical (i.e., through OCS).
Helios is another hybrid DCN architecture. Similar to c-through, each ToR switch
in Helios are connected to EPS of higher tier or an OCS. The difference between
c-through and Helios is that, in c-through, only colorless optical transceiver (e.g.,
10G SFP+) is used for the links between EPS and OCS, while in Helios, colorless
optical transceiver is used only between EPS, and WDM optical transceivers are
used for connecting OCS. The WDM transceiver is able to utilize more wavelengths
and hence provides more flexibility in the bandwidth allocation. The hybrid architectures require the prediction or the classification of the data traffic to distinguish
small and large flows so that the OCS can be properly configured, which might be
challenging for DC operators.
Many all-optical DCN architectures have also been proposed as well in these
years. In [17], a flat data center network architecture with fast flow control is
proposed. In this architecture, every ToR switch is connected to an intra-cluster
optical switch and an inter-cluster optical switch. A flow control mechanism is
used for schedule and route all the traffic. The flow control mechanism is based on
the packet header processing at each electronic ToR switch. In [18], the authors
proposed optical pyramid data center network architecture (OPMDC), a three-tier
optical DCN architecture. Each tier of OPMDC is a set of reconfigurable optical
add-drop multiplexers (ROADM). These ROADMs are connected in ring topology,
and the lower tier ROADM rings are connected to the upper tier ROADM. Each
ToR switch is connected to a single ROADM at the bottom tier. Space division
multiplexing (SDM) is also considered in many all-optical DCN architectures for
improving capacity. In [19], four SDM-based architectures are proposed. The
authors show that the proposed architectures are suitable to apply in different DCs
with various of size and work load. In [20], An optical data center architecture based
on multidimensional switching nodes connected in ring topology is proposed. These
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switching nodes are capable of switching in space, wavelength and time domains.
The ring topology is able to reduce the number of physical links, which simplifies
the cabling management.
It should be noted that all these aforementioned architectures use optical switches
at the aggregation/core tires only. At the access tier, they rely on the conventional
ToR EPS to interconnect the serves in the same rack.

2.2

Resource Disaggregation in Data Center

This subchapter first introduces the resource in the modern computer and data
center. Then some academic research papers on the resource disaggregation data
center are summarized.

2.2.1

Resource in Modern Computer and Data Center

Modern computer consists of different type of resources, such as computing, storage, communication. CPU, or processor containing multiple CPU cores is the key
component for the computing resource. Storage resource includes primary storage
(also known as memory) and secondary storage (also known as hard disk drive or
solid-state drive). Finally, network interface card is used for the communication
and transmitting the data to other computers or switches. It should be noted that
in this thesis, ‘storage’ represents the secondary storage, i.e., HDD and SSD.
The CPU performs arithmetic and logical operations on data fetched from the
storage. Modern CPU has a much higher clock rate than any type of storage
system. In order to feed data to CPU as fast as possible, different levels of memory
are adopted. Fig. 2.3 shows the levels in a typical memory hierarchy in modern
computer. The registers and L1-L3 caches are integrated in the CPU chipset. As
it can be seen in Fig. 2.3, the father away from the CPU, the slower and larger the
memory becomes.
In addition, all the resources are integrated together in the physical server chassis, as it is shown in the Fig. 2.4. The resources are interconnected together on the
motherboard, and communicate with other using dedicated communication channels and protocols, such as Peripheral Component Interconnect Express (PCIe),

Figure 2.3: Memory hierarchy for modern computer [21]
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Figure 2.4: Resources in Modern Computer [10]

Double Data Rate (DDR), SerialAT Attachment (SATA), Direct Media Interface
(DMI) [10].
Typically, the communications between these resources are fixed inside the
server chassis. The current network technologies cannot support the latency and
bandwidth requirements of the most communications between the resources (More
details at Chapter 4.1.2). However, the storage has been decoupled from the
computing-related resources (Fig. 2.5) in the DC in recent decade, due to the
reason that storage-related communications only requires tens of GB/s bandwidth
and hundreds of µs that can be achieved by various network technologies (e.g.,
InfiniBand). This type of architecture allows DC operator to manage the storage
more flexibly and efficiently. For example, with this architecture, DC operator
can freely upgrade HDD to SSD or do the data backups without interfering the
computing resources [21].
It should be noted that even if the storage is decoupled from other resources
in many modern DCs, the CPU and memory are still integrated together (i.e., the
computing node in Fig. 2.5) in the physical box. This means that the issue of
resource stranding is still not solved and thus the resource utilization of DC is still
limited. Moreover, the replacement cycle (i.e., replace the old version hardware with
the new generation hardware) of resource components are strictly bounded to the
whole a server [10]. This means that DC operators do not simply open the server
box and upgrade one or few type of resources. Instead, it is more common to replace
the whole server. On the other hand, each resource has their own replacement cycle.
For example, CPU has an average replacement cycle of 3-4 years, while memory has
an average replacement cycle of 6 years [21]. As a consequence, the adoption of new
generation resource component is postponed, since all the resources are replaced
(upgraded) together at the same time.

2.2.2

Related Work

To solve the aforementioned resource stranding problem, the resource disaggregated
DC solutions are proposed in many research literatures, thanks to the concept of
decoupled resources in these architectures.
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Figure 2.5: Storage decoupled from computing resources in DC

In [22], the authors propose the disaggregated data center architecture based
on optical switches. In addition, the authors present an integer linear programming (ILP) formulation for the VM request resource allocation. The dRedBox
architecture is presented in [23]. It consists of both EPS and OCS connecting to
the ‘resource brick’, i.e., CPU brick, memory brick. In addition, the resource allocation algorithms and strategies are proposed for the VM requests and network
function services deployment. Moreover, the researchers from industry also propose
the resource disaggregated architecture. The authors in [24] evaluate a rack-scale
‘composable’ architecture for the big data computing. Similar to other disaggregated DC architecture, this composable architecture also contains resource blades
in a rack. A simple prototype based on Peripheral Component Interconnect Express
(PCIe) switch is demonstrated in this paper.
The authors in [25] present an FPGA-based switch and interface card (SICs)
that can be applied in disaggregated data center. The proposed SICs can be plugged
into different resource blade directly, and it supports optical packet switching, optical circuit switching and time division multiplexing for different kinds of traffic
demands. [26] demonstrates ‘WaveLight’, which is a silicon-photonics I/O device
than can be used as transceiver module on the resource unit. The advantage of
WaveLight is that it allows optical transmitting and receiving functions to be designed directly into the complementary metal oxide semiconductor (CMOS) process,
which means the whole module can be small and easy enough to be integrated on
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any resource unit.
The obvious benefit of disaggregated DC is the increasing overall resource utilization in DC, as it is shown in these aforementioned works. In addition, the
authors in [27] develop mathematical models and conduct multiple simulations,
proving that the disaggregated DC can achieve higher resource utilization and lower
request blocking probability under various of distributions of input workload, compared to traditional DC. Moreover, [28] proposes and develop mixed integer linear
programming (MILP) model for the optimization of VM allocation and power consumption in disaggregated DC. The result shows that disaggregated DC has a
potential to gain a remarkable amount of power saving (e.g., about 42%).
One common thing among all of these disaggregated DC solutions is that optical transmission and optical switches are considered to support the communications between different type of resources. As it is mentioned in the previous
chapter, CPU-memory communication has an ultra-high bandwidth and ultra-low
latency requirements. Even though there are works (e.g., [29] [30]) that propose
and demonstrate optical switches for disaggregated DC, it is still challenging for
the state-of-the-art optical transmission technologies to achieve required bandwidth
and latency. Failing to achieve the requirement may reduce the benefits of resource
disaggregation, which is not well-addressed in the current works on disaggregated
DC.

Chapter 3

Passive Optical Top-of-Rack
Interconnect (POTORI)
In the previous chapter, we see that in recent years, different optical interconnect
architectures (e.g., hybrid, all-optical) for the DCNs have been proposed in the literature. However, most of the proposed architectures mainly target the aggregation
and core tier of the DCNs, whereas the access tier always relies on electronic topof-rack (ToR) switches, i.e., one or multiple conventional EPSs are used to connect
all the servers in one rack. Depending on the types of running applications on the
servers (e.g. MapReduce), there might be a strong locality of traffic pattern in a
rack in DCN [31]. This means that the access tier carries a large amount of overall
data center traffic. The electronic ToR switches contribute the major part of cost
and energy consumption [32].
This chapter presents POTORI: a passive optical top-of-rack interconnect that
is designed for the access tier of the DCNs. The data plane of POTORI is mainly
based on passive optical components to interconnect servers in a rack. On the
other hand, to avoid traffic conflict, POTORI requires a proper control protocol to
efficiently coordinate the data transmission inside the rack.

3.1

Reliable and Cost Efficient Data Plane of POTORI

Modern data center operators are upgrading their network devices (e.g. switches,
routers) to higher data rates (e.g., 10 Gb/s) in order to serve the fast increasing
traffic volume within the data center network [2], while in the future even higher
data rate, i.e., 200 Gb/s and 400 Gb/s, are expected to be used [49]. As a result, the cost and energy consumption will increase dramatically in order to scale
data center network to such high transmission capacity. On the other hand, the
higher transmission rate, the greater volume of data center traffic will be affected
in case of a network failure. A fault-tolerant data center infrastructure, including
electrical power supply for servers and network devices as well as storage system
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and distribution facilities, should be able to achieve high availability (e.g., 99.995%
[33]). Consequently, connection availability in data center networks (DCNs) should
be higher than the required availability level of the total DC infrastructure, since
the DCN is only a part of the overall service chain offered by the DC infrastructure. Different topologies (e.g., fat-tree[34], Quartz[35]) are proposed to improve
the resiliency by providing redundancy in the aggregation and core tiers of DCN.
However, the access tier is usually unprotected due to the high cost of introducing
redundant ToR switches for every rack in data center.
Meanwhile, optical interconnect is a promising solution to solve the scalability problem brought by the conventional EPS DCN. Particularly, passive optical
interconnect (POI) is able to support ultra-high capacity in reliable, energy- and
cost-efficient way due to the passive feature of the applied optical components (e.g.,
couplers, arrayed wavelength gratings (AWGs)). Many works have been done to
shown the advantage of the POI in terms of cost and energy consumption [7] [32],
but the reliability performance of the POI is first addressed in the frame of this
thesis.
This subchapter presents and analyzes different reliable and cost-efficient POI
based schemes that can be used as POTORI’s data plane. Moreover, one of the
scheme can further enhance the reliability performance by introducing extra redundant components. The reliability and cost models of these schemes are described
and the numerical results in terms of the cost and connection unavailability are
shown and compared with the conventional EPS.

3.1.1

Passive Optical Interconnects

Paper I presents three POIs, see Fig. 3.1, that can be used as the data plane of
POTORI. In these three POI schemes, each server in a rack is equipped with an
optical network interface (ONI), which consists of a wavelength tunable transceiver.
It allows one server to transmit and receive data on different wavelengths in a given
spectrum range (e.g., C-band). The following paragraphs briefly introduce these
three POI schemes.

Scheme I: AWG based POI
The POI shown in Fig 2.1 (a) uses an (N +K )×(N +K ) arrayed waveguide grating
(AWG) as the switching fabric where each wavelength tunable transmitter (WTT)
and receiver (RX) in ONI is connected to a pair of input and output ports of
the AWG, respectively. Here N is the maximum supported number of servers for
a rack and K is the number of uplink ports that can be connected to the other
racks or the switches in aggregation/core tier. This scheme is inspired by the
POI proposed in [18]. In this scheme, N +K wavelengths are required to support
intra-rack communications between any pair of servers within the rack and interrack communications between servers and uplink ports. Fig 2.2 gives a proper
wavelength plan for Scheme I based on the cyclic property of the AWG. The grey
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Figure 3.1: (a) Scheme I: (N +K )×(N +K ) AWG based POI, (b) Scheme II:
(N +1)×(N +1) coupler based POI and (c) Scheme III: N ×4 coupler based POI
(WTT: Wavelength Tunable Transmitter, AWG: Arrayed Waveguide Grating, ONI:
Optical Network Interface, RX: Receiver, WTF: Wavelength Tunable Filter, WSS:
Wavelength Selective Switch). © 2015 IEEE (Paper I)
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Figure 3.2: Wavelength plan for AWG based POI. © 2015 IEEE (Paper I)

fields in Fig 2.2 indicate that no wavelength is needed, since there is no traffic
passing through the POI destined to the same source server (i.e. fields in the
diagonal) or between K uplink ports (i.e. fields in the right bottom corner) or
between different ports connecting to the outside of the rack.

Scheme II: (N +1)×(N +1) coupler based POI
Fig 2.1 (b) shows Scheme II. In this POI, an (N +1)×(N +1) coupler interconnects
N servers in a rack. Similar to Scheme I, each ONI on server is connected to
one pair of the input and output ports of the coupler. One input and output
port of the coupler is reserved to connect to a wavelength selective switch (WSS).
Unlike AWG-based Scheme (i.e., Scheme I) which requires a fixed predetermined
wavelength plan, Scheme II has higher flexibility in wavelength allocation due the
broadcast nature of the coupler. The WTT in ONI is able to transmit data traffic
on any available wavelength. The data will be broadcast to all the output ports of
the coupler. A wavelength tunable filter (WTF) in ONI is used to select the specific
wavelength assigned to the communication and filter out the rest of signals. The
WSS will also select the wavelengths assigned to the inter-rack communication and
block the wavelengths for the intra-rack communication.

Scheme III: N ×4 coupler based POI
Scheme III is shown in Fig 2.1 (c). It enhances the reliability of POI which is
proposed in [7]. In this scheme, the ONI on server is connected to only one side of
the coupler. The ports on another side of the coupler are connected to a WSS. All
the traffic sent by servers is received first by the WSS, which loops back the wavelengths assigned to the intra-rack communication to the coupler, and forwards the
wavelength assigned to the inter-rack communication through the rest of interfaces.
Similar to the Scheme II, a WTF is needed in the ONI to select the signal destined
to the corresponding server. In this scheme, WSS is the key component since all
the traffic will pass it and it is responsible to separate intra- and inter-rack data
traffic based on the wavelength assignment. WSS is an active component which
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Figure 3.3: Reliability block diagrams. © 2015 IEEE (Paper I)

has lower availability than the passive component (i.e., coupler). A backup WSS is
introduced to further improve the reliability performance of this POI.

3.1.2

Reliability and Cost Model

In this subchapter, we focus on the analysis of intra-rack communication. The same
methodology can be applied to inter-rack communication or aggregation/core tier.
Fig. 3.3 shows the reliability block diagrams (RBDs) of the intra-rack communication for the EPS and the three POIs described in the previous chapter. RBD
illustrates the availability model of a system or connection. Series configuration
represent the system (or connection) which is available only and only if all the
connected blocks are available. On the other hand, in parallel configuration at
least one branch of connected blocks need to be available. Here, each block of
RBD represents different active or passive component for the intra-rack communication. We compare the connection availability of Scheme I, Scheme II, and Scheme
III (with and without protection) with connection availability of the regular EPS
based scheme. Connection availability of a scheme is defined as the probability
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Table 3.1: MTBF and cost of the network elements [14].
Components
10GE Electronic Switch
10Gbps Grey Transceiver
10Gbps Tunable Transceiver
WSS
AWG
Coupler
Isolator
Circulator
Wavelength Tunable Filter

MTBF1
150 000 h
600 000 h
500 000 h
300 000 h
4 000 000 h
6 000 000 h
12 000 000 h
12 000 000 h
4 000 000 h

Cost
3 CU2 (port)
0.5CU
1.3CU
8.3CU
0.1 CU(port)
0.02 CU(port)
0.3CU
0.7 CU
0.3 CU

1. Mean Time Between Failures
2. CU is the cost unit. 1 CU = 150 USD.
that the connection between two transceivers within a rack is not failed. In Fig.
3.3 (a) - (d), the overall availability of intra-rack communication can be derived by
calculating the product of the availabilities of each individual component (block).
In Fig. 3.3 (e) some redundant components are connected in parallel, so the overall
connection availability is improved compared to the unprotected schemes. More
details about the reliability models are given in Paper I.
The total cost of POI is calculated as the sum of the cost of all the network
components inside a rack. First, the cost of a single ONI is the sum of the cost
of the components that the ONI is built of (e.g., WTT, RX, WTF.). Then, the
total cost of ONIs in N servers inside a rack can be calculated as the cost of single
ONI multiplied by N. Finally, the cost of a POI can be obtained by adding the cost
of the remaining components (e.g., coupler, AWG, WSS, etc.) to the total cost of
ONIs. More details on the cost model can be found in Paper I.

3.1.3

Performance Evaluation

With the reliability model and cost model presented in the previous subchapter, we
can evaluate performance of the proposed POIs in terms of connection unavailability
and cost. We consider a rack with 48 servers, and the transmission data rate of
10 Gb/s. We compare POI based schemes to the EPS scheme. The results are
shown in Fig. 3.4. Table 3.1 shows the mean time between failures (MTBF) and
cost of each network component in the POIs and EPS. Note that in the y axis of
Fig. 3.4, the unavailability of a system is defined as the probability that system
fails at an arbitrary time instant, and it can be defined as 1 - A, where A is the
availability of the system. The calculation of the unavailability values is based on
MTBF of components and mean time to repair (MTTR). The MTTR is dependent
on the data center operator’s maintenance policy. In Fig 3.4, we consider two type
of MTTR (4h in (a) and 24h in (b)) representing fast and slow reparation time
based on different policies.
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Figure 3.4: Unavailability v.s. total cost of three POIs for different MTTR values.
© 2015 IEEE (Paper I)
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Ideally, the data center operator would prefer a scheme with low cost and low
unavailability of the connection. It can be seen that all of the proposed POIs show
a great advantage compared to the EPS. Specifically, Scheme I and Scheme II are
the best, i.e. they have the lowest cost and also obtain much lower unavailability
compared to the other schemes. On the other hand, the unprotected Scheme III
shows the higher cost due to the extra circulator in each ONI, and it has the similar
connection unavailability as the EPS. However, the protected Scheme III with a
redundant WSS further improves the availability to the similar level as obtained by
Scheme I and Scheme II, at the expense of a slightly increased cost. More detailed
analysis and comparison of the performance can be found in Paper I.

3.2

Centralized Control Plane of POTORI

As mentioned in the previous subchapter, the coupler-based passive POIs have more
flexibility in the wavelength allocation for managing the communication inside a
rack comparing to the AWG-based POI. Thus, in this subchapter, we focus on the
control plane for the couple-based POIs. Note that a similar control plane approach
can be applied to AWG-based POI as well.
With wavelength tunable transceiver deployed in ONI, the data transmission in
POTORI is done in the optical domain. Specifically, the transmitter of the source
server and receiver of the destination server need to be tuned to the same wavelength so that a successful data transmission can be achieved. Moreover, concurrent
communications inside the rack must be carried on different wavelength in order to
avoid collision in the coupler. As a consequence, a proper control plane design is
needed for managing the intra-rack and inter-rack communication in both spectrum
and time domains.
This subchapter gives an overview of the control plane of POTORI. Our proposed POTORI’s control plane relies on a centralized control entity namely rack
controller. The rack controller is in charge of running resource allocation algorithm
and communicating with servers by exchanging control messages. The tailored
MAC protocol and dynamic bandwidth allocation (DBA) algorithms are shown in
the following subchapters. Finally, the performance of proposed control schemes in
terms of the average packet delay and packet drop ratio are illustrated and analyzed.

3.2.1

Overview of the control plane

The centralized control plane of POTORI is referred as a rack controller, which is
shown in Fig 3.5. The rack controller and servers’ ONIs are connected via dedicated
control links. In order to coordinate the communications of servers, the rack controller needs to first collect relevant information (e.g. buffer size, destination server
of data transmission, etc.) from each ONI. The POTORI’s MAC protocol defines
the format of control messages and exchanging procedures for the rack controller
and servers. After receiving the servers’ information and doing the regular switch
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table lookup (i.e., map the source and destination server to the input port and
output port of coupler), the rack controller runs a DBA algorithm, determining the
wavelength and timeslot assigned for different data transmissions for all the servers
in a rack. Finally, these decisions will be sent back to all the servers, and the servers
transmit/receive data on the specified wavelengths and timeslots.
The control plane of POTORI can be easily integrated into the overall control
architecture of the whole data center. The rack controller can be connected to a
higher layer DC controller. Specifically, the rack controller can be equipped with a
configurable switch table (e.g., an OpenFlow [37] switch table) and a configurable
resource allocation module (see Fig. 3.5), so that the flow rules and employed
DBA algorithm can be dynamically updated by the DC controller. In this thesis,
we consider a simpler case of rack controller which only performs simple Layer 2
function and runs a fixed DBA algorithm, and we leave the configurable modules
for the future work.

3.2.2

Medium Access Control Protocol

Due the the broadcast nature of the coupler, a proper MAC protocol is required for
POTORI in order to efficiently manage the communications without any collision
inside the rack. Several MAC protocols have been proposed for different network
scenarios, but as it is shown in the following subchapter, the work done in the
frame of this thesis is the first that can be directly applied to POTORI. In this
regard, we proposed a novel centralized cycle-based MAC protocol that is tailored
for POTORI.

Related Work
Depending on whether a central controller is involved or not, the existing MAC
protocols can be categorized as distributed and centralized. In the distributed MAC
protocol, each node in the network makes its own decision on the resources about the
data transmission based on the control information collected from other nodes. One
example is the carrier sense multiple access with collision detection (CSMA/CD)
[38], which is the standard MAC protocol of the old version of the Ethernet (with 10
Mb/s, 100 Mb/s), but cannot support the Ethernet with a higher data rate (e.g., 10
Gb/s). Another interesting example is the high-efficient distributed access (HEAD)
protocol proposed in POXN [39]. In the HEAD protocol, the control information is
broadcast from one server to all the other servers in a rack. As the author stated,
the collision of transmitting control information may occur during the broadcast.
In the case of collision, the server needs to wait for a random back-off period,
which introduces a significant control overhead and decreases the performance of
the network (e.g., packet delay).
In the centralized MAC protocol, a centralized controller exchanges control information with the nodes inside a network and manage the data transmission among
all nodes. One typical example is the IEEE 802.11 protocols [40] used for Wi-Fi,

26

CHAPTER 3. PASSIVE OPTICAL TOP-OF-RACK INTERCONNECT
(POTORI)

Figure 3.5: POTORI based on: (a) (N +1)×(N +1) Coupler, (b) N ×2 Coupler ©
2016 IEEE (Paper II)
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Figure 3.6: POTORI’s Rack Controller © 2017 IEEE (Paper III)

and another example would be the multipoint control protocol (MPCP) [41] used
for the Ethernet passive optical networks (EPON). In EPON, each optical network
unit (ONU) transmits both control information and data packets to the optical
line terminal (OLT). However, these centralized MAC protocols are not applicable to POTORI, since they either do not support wavelength division multiplexing
(WDM) scenarios, or do not support multipoint-to-multipoint communications,
both of which are essential for POTORI.

The proposed MAC protocol for POTORI
Fig. 3.7 shows the proposed MAC protocol. The centralized POTORI’s MAC
protocol is cycle-based, and it follows a Request-Grant approach. Thanks to the
dedicated control channel between servers and rack controller, the control information exchanging and data transmission can be done in parallel. From the control
plane’s perspective, at the beginning of each cycle, each server needs to report to
the rack controller in the Request message about the information of the stored data
in its buffer. Based on the received Request message from all the servers in a rack
as well as the interfaces towards the outside of the rack, the rack controller runs the
DBA algorithm and computes the allocation of the wavelength and timeslot of the
data transmission for the servers. These resource allocation decisions are then sent
back to the servers with the Grant message. The Grant message contains all the
necessary information for the data transmission of a server (e.g., the wavelength
and timeslot used by the server to transmit/receive the data, the ending timestamp
of the cycle, etc.).
On the other hand, servers transmit and receive data according to the Grant
message received on the NEXT cycle (relative to the cycle mentioned for the control
plane). At the beginning of the NEXT cycle, the servers first tune its transceiver to
the specified wavelength. Here we consider that the tuning time of the transceiver
is not negligible comparing to the transmission time of the data at high data rate.
Then, each server transmits the data to the specified destination server. The cycle

28

CHAPTER 3. PASSIVE OPTICAL TOP-OF-RACK INTERCONNECT
(POTORI)

Figure 3.7: POTORI’s MAC Protocol © 2017 IEEE (Paper III)

lasts until the ending timestamp, which is also the beginning of the following cycle.
Then the whole procedure repeats. More detailed information on the MAC protocol
as well as the structure of the Request and Grant message can be found in Paper
III.

3.2.3

Dynamic Bandwidth Allocation Algorithm

As mentioned in the previous subchapter, in each cycle the rack controller needs
to make decision on allocating resources in both wavelength and time domain for
all servers in a rack. Thus, the DBA algorithm running at the rack controller has
a great impact on the overall network performance (e.g., packet delay).
After receiving the Request messages from all servers and uplink interfaces, the
rack controller can build a traffic demand (TD) matrix, where each row represents
the amount of traffic (in bytes) addressed to different output ports (destination)
reported by a certain input port (source). Based on the TD matrix of each cycle, a
DBA algorithm computes a feasible solution of the wavelength assignment for the
different traffic demands without any wavelength conflict. A wavelength conflict
happens when different traffic demands are assigned with the same wavelength (i.e.
data collision in coupler), or there is more than one wavelength assigned in a row
or column (i.e. wavelength clash at a transmitter or receiver). Fig. 3.8 gives
an example of TD matrix and a feasible solution of DBA algorithm. The traffic
demands that are assigned with wavelengths are shown in different colors. With
this result gained from the DBA algorithm, the rack controller is able to form the
Grant messages containing the relevant information and send them back to all the
servers.
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Figure 3.8: Traffic Demand Matrix

In this subchapter we discuss different algorithms that can be applied to POTORI and propose a new heuristic algorithm, namely “Largest First”.

Related Work
The problem described above is similar to finding bipartite matching in a N-vertices
graph [42], which has been widely studied and applied in the classical electronic
packet switch scheduling problems. In the EPS, the incoming data are stored in
the buffers at different input ports and then forwarded to the output ports. The
traditional crossbar switch is able to forward data from multiple input ports to different output ports simultaneously without any collision. Different EPS scheduling
algorithms have been proposed over decades to achieve high throughput and low
packet delay.
An example is the algorithm based on Birkhoff-von-Neumann (BvN) [43]. BvN
algorithm is able to decompose any TD matrix into a combination of different permutation matrix, where each permutation matrix can be used as a feasible solution
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for matching input and output ports. The authors in [44] have proposed an EPS
based on BvN algorithm. Similarly, the authors in [45] have applied BvN algorithm
to find scheduling solutions to configure the optical circuit switch in DCs. However,
the high time complexity of matrix decomposition in the computation makes BvN
algorithm unsuitable for POTORI.
Another example for scheduling is the famous iSLIP algorithm [46], which has
been widely used in the EPS. iSLIP algorithm is an advanced round-robin algorithm
and has a much lower time complexity compared to BvN. Moreover, it can be easily
implemented in the hardware for the EPS. However, iSLIP algorithm is not designed
to support WDM. Therefore, we adapt iSLIP algorithm with supporting wavelength
allocation in POTORI as the benchmark DBA algorithm, and compare it to our
proposed algorithm. More details on iSLIP and its adaption to POTORI can be
found in Paper III.

Largest First
We propose a greedy heuristic DBA algorithm, namely “Largest First” (LF). Fig.
3.9 gives the pseudo code of LF. The input of the algorithm is the TD matrix (M)
of the current cycle, the number of available wavelength (W) for the assignment,
and a constant value of the data rate (R) (Line 1 in Fig. 3.9). The LF algorithm
first sorts the elements (traffic demands) of the TD matrix into a list T in the
descending ordering (Line 5 in Fig. 3.9). Then starting from the first (i.e., largest)

Algorithm 1 Largest First Algorithm
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:

Input: M; W; const R
%Input: traffic demand matrix M, wavelength list W, transceiver data rate R
tX ← [N one, N one...]; txT ime ← [0, 0]
rX ← [N one, N one...]; rxT ime ← [0, 0]
List T ← M.sort()
repeat
D ← T[0]
if D.tX is None and D.rX is None then
D.assigned ← True
tX[D.src] ← [W[0] : [0, D.size/R]]
rX[D.dst] ← [W[0] : [0, D.size/R]]
txT ime[D.src] ← D.size/R
rxT ime[D.dst] ← D.size/R
delete W[0]
delete T[0]
until T or W is Empty
return tX, rX
Figure 3.9: Largest First Algorithm
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element in T, a wavelength is assigned to a traffic demand if and only if there is
no wavelength clash at the transceiver, i.e., both the transmitter and receiver associated to this demand are not assigned with any wavelength in the current cycle
(Line 8 in Fig. 3.9). The corresponding information (e.g., the assigned wavelength,
transmitting/receiving timestamps) is updated in the transceiver list tX and receiver list rX (Line 10-14 in Fig. 3.9). In the case of wavelength clash, the traffic
demand is skipped and left for the next cycle. The iteration stops when there are
no more available wavelengths that can be assigned or the last traffic demand is
served (Line 16 in Fig. 3.9). The output of the LF algorithm (i.e., trX and rX ) is
used by the rack controller to generate the Grant message.

3.2.4

Performance Evaluation

In this section, we mainly focus on the evaluation of two performance indicators of
POTORI, i.e., the average packet delay and packet drop ratio, and we compare the
simulation results with the conventional EPS. We also illustrate the impact of the
tuning time of the transceiver (TT u ) and the maximum transmission time of each
cycle (TM ) on the performance of average packet delay under different load. In the
simulation, we consider a rack with 64 servers and 16 uplink interfaces, and there
are 80 available wavelengths. The data rate of the tunable transceiver is 10 Gb/s.
The traffic model of the simulation is derived from [31] and [47], which is close to the
real traffic pattern in DCs. More detailed aspects of the performance evaluation,
including the parameters of the input traffic model, salability and impact of the
number of wavelengths, can be found in Paper III.

POTORI vs. EPS
Fig 3.10 shows the average packet delay and packet drop ratio of POTORI with LF
and iSLIP DBA algorithm as well as the EPS with iSLIP. The tuning time of the
transceiver (TT u ) is 50 ns [30] and the maximum transmission time of each cycle
(TM ) is 1.2 µs. It can be seen in Fig 3.10 (a) that POTORI with LF has the best
performance. Under the load lower than 0.5, LF can achieve an average packet
delay lower than 10 µs, which is similar to the one obtained for EPS. Fig 3.10 (b)
shows the packet drop ratio. It can be seen that LF performs slightly better than
EPS (around 2% difference). The average packet delay of iSLIP under load lower
than 0.5 is double as high as that of LF. Moreover, POTORI with iSLIP also shows
the highest packet drop ratio among all the tested schemes.

Transceiver’s Tuning Time v.s. Cycle’s Maximum Transmission
Time
As it is shown in the previous subsection, with an ultra-fast tuning time TT u =50
ns and a maximum transmission time of TM = 1.2 µs, POTORI with LF is able to
achieve a good performance similar to the EPS. Setting TM = 1.2 µs for POTORI

32

CHAPTER 3. PASSIVE OPTICAL TOP-OF-RACK INTERCONNECT
(POTORI)

Figure 3.10: (a) Average Packet Delay (b) Packet Drop Ratio © 2017 IEEE (Paper
III)

is equivalent to a packet-level switching granularity, since there is at most one
packet transmitted in each cycle under the data rate of 10 Gb/s. However, if
TT u increases, achieving packet-level switching granularity in POTORI while still
maintaining average packet delay < 100 µs is challenging, due to a larger tuning
overhead. Fig 3.11 (a) shows the average packet delay with different TT u given TM
= 1.2 µs. With TT u of 50 ns and 240 ns, the average packet delay is lower than 100
µs under a load of 0.6. With a larger TT u , the performance is much worse under
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Figure 3.11: Average Packet Delay of (a) TM = 1.2 µs with different TT u ; (b) TT u
= 2 µs (c) TT u = 5 µs with different ratio between TM and TT u

medium load (e.g., 0.6).
In order to achieve a better performance with larger TT u , the TM should be
increased so that the tuning overhead can be reduced. Figures 3.11 (b) and (c)
show the average packet delay of POTORI as a function of TM /TT u ,where TT u is
equal to 2 µs and 5 µs, respectively. If the ratio is as low as 1 or 2, the packet
delay can be as high as 104 µs under load = 0.6. With a higher ratio (i.e., >=3),
the performance is obviously better under load = 0.6. More detailed analyses on
the TT u and TM can be found in Paper III.

Chapter 4

Rack-Scale Disaggregated Data
Center
One of the major reasons that makes the modern data center (DC) suffer from the
low resource utilization is the mismatch between the diversity of the cloud computing workload’s resource requirement and the fixed amount of resources integrated
in the physical blade servers in DC. In this chapter, the term ‘integrated server’
(IS) is used to replace the term ‘blade server’, representing that the resources are
integrated in the physical box. In traditional DCs, thousands of ISs are located
in different racks and connected to top-of-rack switches (Fig. 4.1) by the network
interface cards (NICs), and they are communicating with each other through the
Ethernet/IP traffic. Each integrated server has a fix amount of resources. This
static hardware configuration of integrated server will potentially lead to ‘resource
stranding’ [10], i.e., the running workload in a server has used up one type of
resource while there is still left-over amount of the other type of resources. For
example, a memory-intensive task like big data applications may consume all the
memory resources in a server, and the left-over computing resources cannot be used
for other tasks. As a consequence, the DC resource utilization is limited due to that
fact that a significant amount of resources is underutilized. On the other hand, the
computing, storage, network, and other types of resource are all integrated within
the server chassis, which makes it unpractical and not economical for the DC operator to open the server chassis and change or upgrade only one or a few types
of resources. A more common way to upgrade the hardware in DC is to simply
discard the old servers and buy new servers, which may bring in extra cost and
postpone the adoption of new generation hardware [24].
Recently, the concept of disaggregated data center (DDC) architecture has been
proposed to solve the aforementioned issues of integrated-server-based DC architectures. In the DDC, there is no more physical ‘boxes’ integrating different types of
resource, such as in ISs. Instead, same type of resources will be held on the specific
units (i.e., resource blades, racks, etc.), and these different types of resource units
35
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Figure 4.1: Example of Modern Data Center Network Architecture (Paper V)

are interconnected together in a rack. This will allow DC operator to replace and
upgrade any type of resource when necessary. Moreover, many research works (e.g.,
[22][23]) have shown that DDC architecture is able to improve resource utilization
compared with the traditional DC. However, in these researches on DDC, the limitation of capacity constrains for the communications between recourses is not well
addressed.
This chapter first illustrates two proposed DDC architectures with the consideration of supporting optical transmission technologies. Then, the tailored resource
allocation algorithms for the proposed architecture are presented.

4.1

Architecture of Rack-Scale Disaggregated Data Center

In the DDC, it is very important to meet the strict requirements of the communication between different resource units. Failing to meet these requirements leads to
significant performance degradation of the running applications [24]. In the modern
computer architecture, the latency and bandwidth requirements for different types
of communication between resources varies from millisecond-level latency and only
a few Gb/s (e.g., CPU-storage) to nanosecond-level latency and as high as hun-
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dreds of Gb/s (e.g., CPU-memory) [10]. Even though there are already mature
technologies (e.g., InfiniBand) to support the low bandwidth required communication (i.e., CPU-storage), there is no market-ready transmission technology that is
able to support CPU-memory communication. Using optical solution (e.g., optical transmission and optical switch) is the only solution that might be capable of
supporting such high bandwidth and low latency, yet it is still challenging for the
state-of-the-art optical transmission technologies to achieve those numbers.
On the other hand, depending on the scale of resource unit, the DDC can be
varies from rack-scale, cluster-scale, and so on. In this thesis, the rack-scale DDC
is considered, where resources are held on blades and interconnecting together in
a rack. In this subchapter, two rack-scale DDC are proposed, and then some key
features of optical transmission technologies for supporting communications in DDC
are discussed.

4.1.1

Architecture Design

Fig. 4.2 displays two rack-scale disaggregated data center architectures. In each
architecture, each different type of resources (i.e., CPU, memory, storage, NIC,
and accelerator such as GPU (not shown in the figure) ) are fully decoupled from
each other. Similar to the IS-based DC, the resource blades are connected together
by the interconnect node through the optical interface (OI) in a rack, and each
resource blade only hold one specific type of resource. These two architectures
can be categorized as all-optical (Fig. 4.2 left) and hybrid (Fig. 4.2 right), where
different types of interconnects and corresponding optical interface (OI) are used.
In the all-optical architecture, every resource blade is equipped with only one
OI, and an optical interconnect connects all the resource blades in the rack. Every
communication between resources (e.g., CPU-memory, memory-storage, memoryNIC, etc.), which used to be on the IS motherboard buses, is now carried out on the
external optical links between resource blades. The OIs on resource blades must
be able to support the critical low latency and high bandwidth requirements of
communications.
Fig. 2(b) shows another architecture. Similar to Fig. 2(a), all the resources
are located on different resource blades. However, there are two interconnects in
a rack, and two types of corresponding OI deployed on CPU blades and memory
blades. One type of OI (ultra high bandwidth OI, shown in blue in Fig.2(b)),
which is connected to the ultra high bandwidth optical interconnect, is in charge
of handling the CPU-memory communication which requires ultra high bandwidth
(usually more than 200Gb/s). The other type of OI (high bandwidth OI, shown
in red in Fig. 2(b)) takes care of the rest of resource communication types, which
requires much less bandwidth (usually less than 200 Gb/s) compared to CPUmemory communication. It should be noted that the storage and NIC blades are
only equipped with the high bandwidth OI, and they are connected to CPU and
memory blades through an additional interconnect.

38

CHAPTER 4. RACK-SCALE DISAGGREGATED DATA CENTER

Figure 4.2: Rack-Scale Disaggregated Data Center: all-optical interconnect (top)
and hybrid interconnect (bottom) (Paper V)
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Table 4.1: Network Requirements of Common Resource Communication (Paper
V)
Resource Communication
CPU-Memory
CPU-Storage
CPU-10G NIC

4.1.2

Latency
<100 ns
<10-1000 µs
<1-10µs

Bandwidth Gb/s
200-400+
1-5
10

Network Requirements of Communication between
Resources

In the rack-scale DDC, resource blades communicate through the connected optical
links and interconnect. It is important for the transmission link and the interconnect to meet the network requirements in terms of latency and bandwidth of all
types of communications between resources. Table 4.1 lists the latency and bandwidth requirements of some major types of resource communication in a modern
integrated server [10][24]. For storage and NIC related communications, the bandwidth requirement is less or equal than 10 Gb/s, and the latency requirement is as
large as several µs. Many commercial network switches are able to support these
two types of resource communication. For example, low latency electronic Ethernet
switch from Cisco (100Gb/s, <1µs), InfiniBand switch from Mellanox (100 Gb/s,
<1µs), and PCIe switch from H3 Platform ( 60 Gb/s, <1µs) [24]. These products
can be used as the ‘electronic switch’ in the hybrid architecture.
It can also be seen from table 4.1 that CPU-memory communication requirement
is very strict. Consider the memory bandwidth. The CPU-memory bandwidth is
calculated by the multiplication of the word size of CPU, memory clock speed, and
the number of memory controllers in CPU. For example, a common 64-bit CPU can
have 3 memory controllers, and given a double data rate 4th generation (DDR4)
memory with a clock speed of 2133 MHz, the overall memory bandwidth is about
400 Gb/s (i.e., 64bit * 2133MHz * 3 = 409 Gb/s). Depending on the CPU and
memory type, the bandwidth requirement can be even higher. It is not possible for
the current electronic approaches (e.g., Ethernet switch, PCIe switch) to support
this large bandwidth.
Optical transmission technology is considered as the only option to support
the critical CPU-memory communication in DDC. Modern state-of-the-art optical
transmission is able to achieve Tb/s scale of bandwidth. However, these solutions
are usually designed and used for long-haul transmissions, but DDC architecture
requires more cost-efficient short-range solutions, since the transmission optical interfaces need to be integrated on every resource unit. In addition, many works
achieving an ultra high bandwidth (e.g., several hundreds Gb/s) require digital signal processing (DSP) unit, which, if they are deployed on resource units, may bring
extra latency in the communication and cause application performance degradation. In summary, the optical transmission technology used in DDC should (1) be
able to achieve high bandwidth (2) small and cheap enough to be integrated on the
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resource unit (3) bring minimum extra latency in the signal processing. A more
detailed discussion on some state-of-the-art optical transmission works supporting
DDC can be found in Paper V.

4.2

Resource Allocation for Disaggregated Data Center

In the modern DCs, the VMs are widely used, thanks to their abilities to allow
DC operators and users to freely choose whatever operating system that is suitable
for their application and services and no need to consider about the details of
IS hardware setup. The hypervisor, which is running on the top of ISs, is used to
monitor and manage the VMs, as well as allocates the resources from the integrated
server to the incoming new VM request (Fig. 4.3(a)).
In DDC, it is hypervisor’s job to hide all the changes of underlying hardware
and continue providing the consistent resource abstraction to the DC users’ VMs.
In other word, the hardware changes from ISs to resource blades are (and should
be) transparent to the VMs and their applications, otherwise there would be a great
amount of work of updating the existing applications’ program, and it is difficult
to ask DC users to change all their running applications due to the changes of DC’s
hardware.
Fig. 4 3(b) shows an example of hypervisor for rack scale DDC. The VM requests from the users are still the same to the current ones in DC, and the deployed
and running VMs only see the allocated virtual resources from resource blades and
transmit the common Ethernet/IP traffic on the virtual network from the NIC
blades (Fig. 4.3(c)). The hypervisor of DDC is running on the top of the resource
rack, and it is able to access to all the resource blades in the rack, and it still keeps
monitoring the resource usage of each blade. Given a new VM request comes, the
hypervisor allocates the resources from the most suitable resources blade based on
a tailored resource allocation algorithm (details shown in the next subchapter). It
should be noted that each new incoming VM will consume some bandwidth between
allocated resource blades, and there is limited bandwidth capacity of every OI on
the resource blade. In addition, even for the most advanced optical interconnect
switch, the switching time is in the scale of micro-seconds, which is much longer
than the common latency of CPU-memory (in nanoseconds). Lacking of bandwidth
and bring in extra latency in the communications between resources and would introduce serious applications’ performance degradation. This means that when the
hypervisor deploys the VM, not only the amount of resource should be sufficient
on the blade for the requested resources of VM, the leftover OIs bandwidth should
be also enough given the consideration of the other currently running VMs on the
blades. On the other hand, there is no the state-of-the-art optical switching technology that is able to support switching time in nanoseconds for the CPU-memory
communications, so only circuit switching is applicable in DDC. The hypervisor
needs to configure the optical interconnect nodes so that dedicated channels are
established for the chosen resource blades.
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Figure 4.3: Resource Allocation (a) VM deployment by the hypervisor on integrated
server (b) VM deployment by the hypervisor in DDC architecture (c) Resource of
DDC architecture allocated to VMs. (Paper V)
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Resource Allocation Algorithm
Given a new incoming VM requesting certain amount of resources, the resource
allocation algorithm is run by the hypervisor to decide which resource blades should
be used to deploy this VM request. If no resource blades are able to hold the VM,
the requests will be blocked. A tailored resource allocation algorithm, Load Balance
(LB), is proposed to find proper resource blades and allocates the resources to the
VM requests based on the current state of the rack. To further explained the
detailed of the algorithm, the variables and terms are defined as following:
T:

resource types in the rack. e.g., T 1 is CPU, T 2 is memory.

X:

indices of a resource blade.

k
TX
: the X th blade of resource type k. e.g., T 14 is the 4th CPU blade, assuming T 1
is CPU.
Tk
RX
:the allocation rate of the X th blade of resource type k. The allocation rate
represents how much resources have been allocated to the current running
VMs. e.g., there are total 16 cores on the 4th CPU (T 1 ) blade, and 8 of them
are allocated to the current running VMs, then R4T 1 is 0.5. Similarly, if the
1st memory (T 2 ) blade has 32 GB memory, and 20 GB of them have been
allocated to the VMs, then R1T 2 is 0.625.

C:

2
1
...}, the dedicated channels configured between resource blades
, TX2
C = {TX1
for the running VMs. As it is explained in the previous subchapter, due to
the long configuration time of the optical switch, dedicated channels need to
be established for the VMs in the rack. C is the set containing all the current
established channels. E.g., there are two dedicated channels established in
the rack, one is between 1st CPU (T 1 ) blade and 1st memory (T 2 ) blade,
and the other is between 2nd CPU blade and 2nd memory blade. Then there
are two channels C 1 and C 2 , where C 1 is {T11 , T12 }, and C 2 is {T21 , T22 }.
In addition, C 0 : {T01 , T02 ...} is defined as establish channels between unused
resources blades, where T01 , T02 represent any available resource blades that
are not assigned with any VMs.

Given a VM request, they hypervisor needs to deploy it either on the resource
blades with establish channel (i.e., C 1 , C 2 ...), or on the resource blades that are
not in used (C 0 ) and established a new channel. The proposed Load Balance (LB)
algorithm is used by the hypervisor to decide which resources blades should be used
to deployed a new VM request V, given the current channel set C={C 1 , C 2 ...} in
the rack. The algorithm works as follows:
(1) filter out the resource blades and established channels where the leftover
resources or the leftover OI bandwidth on the resource blade are not sufficient for
V.
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(2) With the channel set C’={C 0 , C 01 , C 02 ...} of the rest of channels where C 01
is {T1X1 , T2Y 1 ...}, and C 02 is {T1X2 , T2Y 2 ...}. Then the channel C x that V should
deployed on is:
•

C x = arg minx (Rx0T 1 + Rx0T 2 + ...)

where Rx0T k is the allocation rate if the requested T k resource of V is deployed
on Txk .
(3) If x>0 then the resource blades of channel C x (i.e., T1X1 , T2Y 1 ...) are used
to deployed V. Or if x is 0, it means a new channel should be established between
new (i.e., not in used) resource blades. After deployed the VM on the new resource
blades, the new established channel should be added in the channel set C.
The reason of why the algorithm is named as ‘Load Balance’ is that the algorithm tends to deployed the VM on the resource blades whose allocation rates are
lower. Comparing to the First Fit algorithm, which is used as benchmark algorithm, LB algorithm has the benefits of using the resources more evenly in a rack.
This will prevent the situation where some of the resource blades are over utilized
(e.g., resource utilization is greater than 80%) while other are under utilized or even
not in used. More details on the performance of the algorithm can be found in the
next subchapters.

4.3

Performance Evaluation

In this subchapter, the performance of rack scale DDC is presented. In the first
part, DDC is compared to the traditional integrated server (IS) based data center.
The second part presents the performance comparison among DDC, IS-based DC,
and an additional scenario of partially disaggregated (PD) data center. Finally, in
the third part, the proposed LB algorithm is compared to the benchmark First Fit
algorithm. All the results are gained by a customized Python-based simulator.

DDC v.s. IS-based DC
The performance of rack-scale DDC and IS-based data center are compared in
terms of the VM requests blocking probability and resource utilization. When a
VM request comes, it will be deployed on the physical resource unit (i.e., integrated
servers, resource blades) if there are sufficient resources can be allocated to this
request. The VM request will be blocked if no IS or resource blades with sufficient
resources can held the request. One thing needs to be noted is that it is assume
that once the VM is assigned with resource on either IS or resource blades, it will
utilize the resources all the time. This means in all of the results, the ‘resource
utilization’ is equivalent to the ‘allocation rate’ defined in the previous subchapter.
This also applies to the results in the following subchapters.
In the IS-based scenario, a rack of 32 servers are considered. Each server is
with 16 CPU cores, 64 GB memory, and 1024 GB storage. In the DDC scenario,
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Figure 4.4: VM requests Type 1: a) blocking probability, b) resource utilization,
c) percentage of blocking caused by lack of bandwidth between resource blades in
the DDCs (Paper IV)
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Figure 4.5: VM requests Type 2: a) blocking probability, b) resource utilization,
c) percentage of blocking caused by lack of bandwidth between resource blades in
the DDCs (Paper IV)
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we consider 16 resource blades for each resource type. The CPU blade has 32
cores, the memory blade has 128 GB of memory, and the storage blade has 2048
GB storage, so that the total amount of resource in IS-based scenario and DDC
scenario are same.
The VM requests are deployed based on ‘First Fit’ algorithm. Regarding the VM
request generation, the requests are generated randomly following Poisson process
with different arrival rates. The details of the holding time, the distribution of the
VM’s size (Type 1 and Type 2), as well as the requesting bandwidth between CPU
and memory blades in DDC scenario, can be found in Paper IV.
In the DDC scenario, the maximum bandwidth of the optical interface (OI) on
the resource blades are assumed to be 400 Gb/s and 600 Gb/s. In addition, we
also assume a case where there is no bandwidth limit for the OI for the purpose of
comparison. Fig. 4.4 and 4.5 shows the results of Type 1 and Type 2 input VM
requests, respectively. For Type 1 input VM request, all DDC scenarios show the
advantages over IS-based DC. DDC scenario is able to achieve a 2-10 times lower
blocking probability and 1.3 times higher overall resource utilization. Furthermore,
in Fig 4.4 (c), we see that less than 10% of request blocking is caused by the lack
of transmission bandwidth on the resource blades’ OI. The majority of requests
blocking is due to lack of resources on the resource blades. Fig. 4.5 shows the
performance of Type 2 input VM requests. As it can be seen that DDC with 400
and 600 Gb/s OIs suffer from achieve benefits over IS-based scenario. Given the
OI bandwidth of 400 Gb/s, DDC scenario has a higher request blocking probability
and lower resource utilization over IS-based scenario. And according to Fig 4.5 (c),
the major reason of the blocking is lack of OI’s bandwidth. Finally, given sufficient
bandwidth (i.e., w/o bw limit), DDC is still able to outperform IS-based scenario.

Fully Disaggregated (FD) DC. v.s. Partially Disaggregated (PD)
DC v.s. IS-based DC
In this subchapter, an additional scenario, namely ‘partially disaggregated (PD)’, is
considered. In the PD scenario, the CPU and memory are integrated together in the
so-called ‘computing node’, and the storage resource is separated as ‘storage node’.
In the modern DC, there are already mature products supporting the separation of
storage (e.g., InfiniBand), and there are existing PD DC solutions such as Ericsson’s
Hyperscale Data Center 8000.
The term ‘Fully Disaggregated (FD)’ is used for the scenario where all the
resources are decoupled from each other. In the FD scenario, we consider 400 Gb/s
and 800 Gb/s bandwidth on the resource blades’ OIs. In addition, two types of
CPU-memory peak bandwidth are considered for the VM requests: 200 Gb/s and
400 Gb/s, which are equivalent to the memory bandwidth of DDR3-1600MHz and
DDR4-3200 MHz memory. More information on the definition of FD and PD, and
the details of the configuration of each scenario, and the distribution of the input
VM requests for the simulation can be found in Paper V.
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Figure 4.6: (a) VM request blocking probability (b) resource utilization of all scenarios (c) revenue difference between traditional DC and disaggregated DC. IS:
Integrated server; PD: Partially disaggregated; FD: Fully disaggregated. (Paper
V)
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Figure 4.7: (a) blocking probability, (b) resource utilization, (c) revenue difference
between traditional DC and DDC
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Fig. 4.6 (a) and (b) show the request blocking probability and resource utilization of IS, PD and FD scenarios. Given the OI bandwidth of 400 Gb/s, FD
scenario has the worst performance regardless of the memory types. With the OI of
800 Gb/s, FD with DDR3 memory is able to achieve lower request blocking probability and higher resource utilization, while FD with DDR4 memory still perform
worse than IS and PD scenario. If there is always sufficient bandwidth on the OI,
i.e., no bandwidth limit, FD can always outperform IS and PD scenario. Fig. 4.6
(c) shows the revenue difference between fully or partially disaggregated data center
and the IS-based data center. The revenue of VM request deployed is calculated
from Google Cloud. It can be seen that without enough OI’s bandwidth, such as
the case of DDR3 with 400 Gb/s OI and DDR4 with 800 Gb/s OI, FD scenario is
making less revenue than PD scenario or even lose revenue comparing to the IS scenario, which is totally undesirable. On the other hand, with sufficient bandwidth,
FD can make 30% more revenue than the modern IS-based scenario.

Load Balance Resource Allocation Algorithm
n this subchapter, the performance of the proposed ‘Load Balance (LB)’ resource
allocation algorithm in FD scenario is evaluated. The ‘First Fit (FF)’ algorithm
applied in the previous results is used as a benchmark. All of the results of FD
scenario are compared to the IS and PD scenario. The network setup is same to the
previous subchapter (Paper V), and the VM size is Type 1 from Paper VI. The
holding time of VM is set to 500. Each VM requests has a 200 Gb/s CPU-memory
bandwidth, and the OI on the resource blade has a transmission capacity of 800
Gb/s.
Fig 4.7 (a) and (b) show the results of request blocking probability and resource
utilization of all the scenarios. The proposed LB algorithm outperform others
resource allocation algorithms and network scenarios, achieving the lowest blocking
probability and highest resource utilization. Fig 4.7 (c) shows that FD scenarios
with both algorithms are able to achieve about 25% more than traditional IS based
scenario, while the difference of PD and IS scenario is only 10%.
The difference of the average resource utilization in the rack between LB and FF
algorithm is not very large, as it is shown in Fig 4.7 (b). However, the individual
resource blade utilization varies differently between these two algorithms. Fig 4.8
shows the individual CPU resource blades utilization of a smaller FD rack. The
rack contains 4 resource blades per type (i.e., CPU, memory, storage), and the size
of each resource blade is same to the previous simulations. Type 1 VM request from
Paper IV is used. The requests have an average arrival rate of 1 timeslot, and
each VM has a fixed holding time of 10 timeslots. Fig. 4.8 shows that LB algorithm
is able to utilize the resource blade more evenly, while for the FF algorithm, some
of the blades are always over utilized (e.g. blade 1), and the others may be in used
rarely (e.g., blade 4).
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Figure 4.8: CPU blades utilization of (a) First Fit and (b) Load Balance

Chapter 5

Conclusions and Future Work
This chapter concludes the thesis and describes the extension work that is planned
to be done in the future.

5.1

Conclusions

This thesis presents the next generation data center network based on optical interconnects. In the evolution from 100G Ethernet to 400G Ethernet or even beyond,
modern DCs face the issues of high power and cost consumption as well as limited resource utilization. Optical transmission and interconnects are considered
as a more cost- and energy- efficient solution comparing to the electronic cables
and switches used in the traditional DCs. This thesis proposes different network
architectures based on optical transmission and interconnects for DCN.
The first half of the thesis presents POTORI, a passive optical interconnects
designed for the access tier of DCN. Comparing to the conventional EPS, POTORI
performs better in terms of the power and cost consumption as well as the reliability
while still maintains a good network performance (i.e., average packet delay lower
than 10 µs). POTORI can be divided in to its data plane and control plane.
POTORI’s data plane is based on a coupler connected to the wavelength tunable
transceivers at the servers in a rack. The passive components in POTORI have
more advantages in terms of the cost and reliability comparing to the active EPS.
The cost and connection availability of POTORI and EPS are evaluated, and the
results show that POTORI has lower cost and higher connection availability (i.e.,
>99.995% and beyond) at the high data rate (i.e., 10 Gb/s). Thus, POTORI is
able to achieve high reliability in a cost-efficient way. The control plane of POTORI
is based on a centralized controller, which coordinates the intra-rack and interrack communications. A centralized cycle-based MAC protocol along with a DBA
algorithm (Largest First) run by the rack controller are proposed and presented.
The simulation results show that with ultra-fast tuning transceiver, POTORI with
LF is able to achieve an average packet delay lower than 10 µs, which is similar to
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EPS. Moreover, the impact of transceiver’s tuning time and maximum transmission
time of each cycle are evaluated. The results suggest POTORI is able to achieve a
packet-level switching granularity with a fast tuning time of transceiver (i.e., less
than 30% of the packet transmission time). If the tuning time is larger, increasing
the maximum transmission time of each cycle (i.e. to greater than 2 times of
transceiver’s tuning time) is still able to achieve an average packet delay under 100
µs.
The second half of the thesis presents rack-scale disaggregated data center. The
rack scale DDC does not contain any traditional blade server, which integrates different type of resources (e.g., CPU, memory, etc.) together in the server chassis.
In stead, the data plane of the proposed DDC architecture contains the resource
blades holding a single type of resources, and different type of resource blades are
interconnected together in the rack. Regarding the control plane of the rack-scale
DCC, a ‘Load Balance’ resource allocation algorithm is proposed to be run by the
hypervisor of the rack for the VM request deployment. The LB algorithm examines the current resource utilization of all the resource blades, and deploy the VM
request on the resource blades with the lowest resource utilization. In the performance evaluation, the impact of the limited transmission capacity of the the
resource blades’ optical interfaces on the performance of DDC is examined. It is
shown that with sufficient transmission capacity of the OI, the DDC can always
outperform the modern DC in terms of the VM request blocking probability (∼10
times lower) and higher resource utilization (∼20% higher) and revenue (∼30%
higher). On the other hand, the state-of-the-art optical transmission technology
might only be able to provide limited bandwidth capacity, which can reduce the
benefits of DDC or even perform worse than traditional DC. Regarding the proposed LB algorithm, it is shown that it is able to perform slightly better than the
benchmark ‘First Fit’ resource allocation algorithm in terms of the average request
blocking probability and average resource utilization of the rack. Also, The LB algorithm is able to distribute the VM requests on all the resource blades, and make
the resource utilization of each resource blade more even.

5.2

Future Work

The current performance results of the thesis are gained from the simulation. For
the work of POTORI, an experimental demo of proposed architectures will enhance
the work. In the experiments of POTORI, the reconfigurable modules (e.g., switch
tables, DBA algorithm) of the rack controller can be updated by a DC controller.
This demo will be able to prove the concept of POTORI’s integration to the overall
DCN’s control plane.
On the other hand, the current control plane of POTORI is designed for the
access tier of DCN only. After integrating POTORI to the optical aggregation/core
tier, a new control scheme coordinating the intra-dc traffic should be investigated. It
would also be interesting to consider inter-dc scenario, where full optical connection
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between POTORIs at different DC are established. In this case, the data plane and
the control plane of the optical aggregation/core tier need to be carefully designed
and evaluated.
Regarding the work of DDC, it might take a very long time to have the real
resource blade, such as CPU blade, memory blade, so the experiment demo of rackscale DDC architecture might be challenging. However, the work can be extended in
terms of the resource allocation algorithm. So far the proposed algorithm only takes
the requested amount of resources into account. Another important factor that
has strong impact on the performance of resource utilization and VM deployment
revenue is the VM running (i.e. holding) time. With the accurate estimation of the
VM running time gained by certain approaches (e.g., machine learning algorithms),
the resource allocation algorithm can prioritize the VM requests that can make more
revenue, e.g., allocate resources to the VMs that request large amount of resources
and running for a long time.
Another future research topic on the DDC is take the dynamic optical switching
into the consideration of the resource allocation algorithm. In the current work, the
dedicated optical channels are established for the communication between resources.
This is due to the reason that the state-of-the-art optical transceiver and optical
switch have a long configuration time, so they cannot be changed dynamically during the resources’ communications. In the future, when new optical transceiver and
switch with the ultra-low configure time (e.g., a few nanoseconds) are proposed, the
resource allocation algorithm of DDC can be adapted to make the communications
between resource utilize bandwidth more dynamically.
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