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ABSTRACT 
 
The beginning of the twenty-first century has been characterized by an explosion of   
biological information. The avalanche of data grows daily and arises as a consequence of    
advances in the fields of molecular biology and genomics and proteomics. The challenge 
for nowadays biologist lies in the de-codification of this huge and complex data, in order to 
achieve a better understanding of how our genes shape who we are, how our genome 
evolved, and how we function. 

Without the annotation and data mining, the information provided by for example high 
throughput genomic sequencing projects is not very useful. Bioinformatics is the 
application of computer science and technology to the management and analysis of 
biological data, in an effort to address biological questions. The work presented in this 
thesis has focused on the use of Grid and High Performance Computing for solving 
computationally expensive bioinformatics tasks, where, due to the very large amount of 
available data and the complexity of the tasks, new solutions are required for efficient data 
analysis and interpretation.  

Three major research topics are addressed; First, the use of grids for distributing the 
execution of sequence based proteomic analysis, its application in optimal epitope 
selection and in a proteome-wide effort to map the linear epitopes in the human proteome. 
Second, the application of grid technology in genetic association studies, which enabled 
the analysis of thousand of simulated genotypes, and finally the development and 
application of a economic based model for grid-job scheduling and resource administration.  

The applications of the grid based technology developed in the present investigation, 
results in successfully tagging and linking chromosomes regions in Alzheimer disease, 
proteome-wide mapping of the linear epitopes, and the development of a Market-Based 
Resource Allocation in Grid for Scientific Applications. 

 

Keywords: Grid computing, bioinformatics, genomics, proteomics.  
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Chapter 1 

1. Introduction 

1.1 An explosion of biological information  

The beginning of the twenty first century can be characterized by an explosion of biological 

information. The avalanche of data grows daily and arises as a consequence of advances in 

the fields of molecular biology and genomics.  

The genetic information is codified and stored in the nucleus of the cells that are the 

fundamental working units of every living system. All the instructions needed to direct 

their activities are contained within the chemical DNA. As stated in the central dogma of 

molecular biology (Figure 1), genetic information flows from genes, via RNA, to proteins.  

 

Figure 1. Diagram of the central dogma, from DNA to RNA to protein, illustrating the genetic 
code. 

Proteins perform most of the cellular functions and constitute the majority of the cellular 

structures. Proteins are often large, complex molecules made up of smaller polymerised 

subunits called amino acids. Chemical properties that distinguish the twenty different 

amino acids cause the protein chains to fold up into specific three-dimensional structures 

that define their particular functions in the cell. Studies to explore protein structure and 

activities, known as proteomics, will be the focus of much research for decades in order to 

elucidate and understand the molecular basis of health and disease. 
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1.2 Computer science in biology - Bioinformatics 

The challenge for nowadays biologist lies in the de-codification of this huge and complex 

data from the biological language, in order to better understand of how our genes shape 

who we are, how our genome evolved, and how we function. 

Without annotation and detailed data mining, the information provided by the high 

throughput genomic sequencing projects is not very useful.  Bioinformatics is an 

interdisciplinary research area that involves the use of techniques including applied 

mathematics, informatics, statistics, computer science, artificial intelligence, chemistry, 

and biochemistry to solve biological problems usually on the molecular level. The ultimate 

goal of bioinformatics is to uncover and decipher the richness of biological information 

hidden in the mass of data and to obtain a clearer insight into the fundamental biology of 

organisms.    

 

2. Examples of bioinformatics application research 

in biology. 

2.1 Genomic and proteomics databases 

Since the sequencing of the first organism (Phi-X174 phage) by Fred Sanger and his team 

in 1977 (Sanger, Air et al. 1977), the DNA sequences of hundreds of organisms have been 

decoded and stored in genomic databases (Galperin 2007; Hutchison 2007). Sequence 

analysis in molecular biology and bioinformatics is an automated, computer-based 

examination and characterization of the DNA sequences. For the human genome, the 

genomic sequence data is easily accessible to non-bioinformaticians through genome 

browsers like UCSC genome browser (http://genome.ucsc.edu/), where the information 

from bioinformatics sequence-based analyses together with annotated sequence-based 

experimental data is mapped to the genomic sequence easily navigated with links to 

complementary databases and information sources. 

 

The protein databases are populated with the results of classical protein research as well 

as predictions computed from genomic information and there exists a variety of such. 

UniProt (http://www.ebi.uniprot.org) is a comprehensive catalog containing protein 

sequence-related information from several sources and databases. Proteomics databases 

containing data collected in proteomics experiments are for example the PeptideAtlas 

(http://www.peptideatlas.org), the OPD Open Proteomics Database 

http://www.ebi.uniprot.org/
http://www.peptideatlas.org/
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(http://bioinformatics.icmb.utexas.edu/OPD), the Global Proteome Machine GPM 

(http://www.thegpm.org), the Human Proteome Atlas (http://www.proteinatlas.org), the 

World-2DPAGE (http://www.expasy.ch/world-2dpage/) containing experimental 2D gels, 

the Protein Data Bank PDB containing three-dimensional structures of proteins 

(http://www.rcsb.org/pdb/home/home.do), and databases like BioGRID: Biological 

General Repository for Interaction Datasets (http://www.thebiogrid.org), containing 

information of protein-protein interaction. Furthermore, the gene ontology is a database of 

terms that classify protein functions, processes and sub-cellular locations accessible 

through sites such as http://www.geneontology.org/. Online mendelian OMIM 

(www.ncbi.nlm.nih.gov/omim/) relates proteins and genes to established roles in different 

diseases, and finally pubmed (http://www.ncbi.nlm.nih.gov/) contains all published 

research articles in biology and biomedical research.  

These are examples of the data sources and tools publically available to genomics and 

proteomics research, and the heterogeneous information content, storage structures and 

search functions make integrative bioinformatic analysis and data-mining difficult at 

present and a major challenge for developers of tools for applied bioinformatics 

2.3  Analysis of gene expression 

The expression of many genes can be determined by measuring mRNA levels with multiple 

techniques including microarrays, expressed cDNA sequence tag (EST) sequencing, serial 

analysis of gene expression (SAGE) tag sequencing, massively parallel signature 

sequencing (MPSS), or various applications of multiplexed in-situ hybridizations. Most of 

these techniques generate data that has a high noise-level component, and these 

techniques may also be biased in some way in the biological measurements, and a major 

research area of bioinformatics is therefore to develop statistical tools and methods to 

separate signal from noise in these high-throughput gene expression studies (Pehkonen, 

Wong et al. 2005; Miller, Ridker et al. 2007; Nie, Wu et al. 2007). Such studies may for 

example be used to determine genes implicated in a certain medical disorder: e.g. one 

might compare microarray data from cancerous epithelial cells to data from non-malignant 

cells to determine the transcripts that are up-regulated and down-regulated in a particular 

population of cancer cells (Fournier, Martin et al. 2006). 

2.4 Analysis of protein levels 

Protein microarrays and high-throughput mass spectrometry techniques provide a 

snapshot of the proteins present in a biological sample. Bioinformatic tools are developed 

and applied to making sense of protein microarray and the mass spectrometry data; this 

approach faces similar problems as microarrays targeted for measurement of mRNA levels. 

http://bioinformatics.icmb.utexas.edu/OPD
http://www.thegpm.org/
http://www.rcsb.org/pdb/home/home.do
http://www.thebiogrid.org/
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One problem is to match large amounts of observed protein mass data against predicted 

masses from protein sequence databases, and to carry out statistical analysis of samples 

where multiple, but incomplete, peptides from each protein are detected. 

2.5 Prediction of protein structure 

Protein structure prediction is another important application of bioinformatics (Godzik, 

Jambon et al. 2007). The amino acid sequence of a protein, also called “primary structure”, 

can be easily determined from the sequence of the gene that encodes for it. In the 

majority of cases, this primary structure uniquely determines a structure in its native 

environment.  

Knowledge of this structure is vital in understanding the function of the protein. Structural 

information is usually classified as one of secondary, tertiary and quaternary structure. A 

viable general solution to such predictions remains as a challenge for bioinformatics. Most 

efforts have been focused on developing heuristics methods that work most of the time. 

Using these methods it is possible to use homology to predict the function of a gene: if the 

sequence of gene A, whose function is known, is homologous to the sequence of gene B, 

whose function is unknown, one could infer that B may share A's function. In a similar way 

homology modeling is used to predict the structure of a protein once the structure of a 

homologous protein is known.  

2.6 Protein-protein docking  

During the last two decades thousands of three-dimensional structures of proteins have 

been determined by X-ray crystallography and protein nuclear magnetic resonance 

spectroscopy (protein NMR) (Carugo 2007). One central challenge for bioinformaticians 

includes the prediction of protein-protein interactions based on these three-dimensional 

structures, without carrying out experimental protein-protein interaction experiments. A 

variety of methods have been developed to address the protein-protein docking problem 

(Law, Hotchko et al. 2005; Bernauer, Aze et al. 2007), but it seems that there is still much 

place to work on in this field. 

2.7 High-throughput image analysis 

Another exiting research area involving bioinformatics, is the use of computational 

technologies to accelerate or fully automate the processing, quantification and analysis of 

large amounts of high-information-content biomedical images (Chen and Murphy 2006; 

Zhao, Wu et al. 2006; Pan, Gurcan et al. 2007). Modern image analysis systems greatly 

facilitate the observer's ability to make measurements from a large or complex set of 

images, by improving accuracy, objectivity, and speed. A fully developed analysis system 
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could possibly  replace specialized observers completely in the future (Harder, Mora-

Bermudez et al. 2006). Although these systems are not unique to biomedical sciences, 

biomedical imaging is becoming more and more important for both diagnostics and 

research.  

2.8 Simulation based linkage and association studies 

Linkage and association studies routinely involve analyzing a large number of genetic 

markers in many individuals to test for co-segregation or associaton of marker loci and 

disease. The use of simulated genotype datasets for standard case-control or affected – 

non affected analysis allows for considerable flexibility in using/generating different 

disease models, this potentially involving a large number of interacting loci (typically SNPs 

or micro satellites). The shift to dense SNP maps poses new problems to pedigree analysis 

packages like Genehunter (Kruglyak, Daly et al. 1996) or Allegro (Gudbjartsson, Jonasson 

et al. 2000), which can handle arbitrarily many markers but are limited to 25-bit pedigrees. 

The bit size of a pedigree is 2n - f - g, where n is the number of non-founders, f is the 

number of founders and g is the number of un-genotyped founder couples. Association 

mapping studies using statistical methods requires specialized inferential and 

computational techniques; when applied to genome-wide studies, the computational cost 

in terms of memory and CPU time grows exponentially with the sample size (pedigree or 

number of markers).  

2.9 Systems biology 

Perhaps the biggest challenge in bioinformatics will arise in the integration of the 

previously described resources and methods, the research field popularly called “systems 

biology” that focuses on the systematic study of complex interactions between the 

components of a biological system, and how these interactions give rise to the function 

and behavior of that system (Snoep, Bruggeman et al. 2006; Sauer, Heinemann et al. 

2007).  Systems biology involves constructing mechanistic models based on data obtained 

through transcriptomics, metabolomics, proteomics and high-throughput techniques using 

interdisciplinary tools, and the validation of these models.  

As an example, cellular networks may be mathematically modeled using methods from 

kinetics and control theory. Because of the large number of variables, parameters, and 

constraints in such networks, numerical and computational techniques are required. Other 

aspects of computer science and informatics are also used in systems biology. These 

include the integration of experimentally derived data with information available in the 

public domain using information extraction and text mining techniques. 
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Taken together, the wide collection of problems where bioinformatics tools are required to 

solve specific problems clearly highlights the importance of the field in modern science. 

 
Chapter 3 

3. Computational challenges in bioinformatics 

3.1 The problem of growing size 

The post-genomic era is characterised by an increasing amount of available data that is 

generated through studies of different organisms. Taking the human body as an example, 

experimental data is derived from a system consisting of 3 billion nucleotides, which in 

turn contains approximately 30,000 genes encoding for 100,000-300,000 transcript 

variants transcribed into proteins with varying expression patterns in the 100 trillion cells 

of 300 different cell types, finally resulting in 14,000 distinguishable morphological 

structures in the human body. It is obvious that comprehensive studies into this complex 

system will require computational processing power and alternative paradigms for data 

integration, replication and organization. 

3.2 The problem of storage and data distribution  

Public biological databases are growing exponentially, exemplified by the growth of the 

Genbank sequence database, release 155, produced in August 2006, which contained over 

65 billion nucleotide bases in more than 61 million sequences (Dennis A. Benson and 

Wheeler 2006). Data formats are heterogeneous, geographically distributed, and stored in 

different database architectures (Goesmann, Linke et al. 2003). Biological data is very 

complex and interlinked, and to extract meaningful knowledge from one type of data, it 

has to be analyzed in context of immediately related data. Creating information systems 

that allow biologists to consistently link data without getting lost in a sea of information is 

one of the biggest challenges for bioinformaticians. For example, today a researcher that 

has mapped a defined genomic region associated with a disease will typically use several 

popular data sources like NCBI, UCSC, Ensemble, dbSNP, Unigene, UniProt, Reactome, 

and others to evaluate the potential candidate gene sequences in that region. Integrated 

analysis tools that are able to retrieve data from these sources in a seamless and 

transparent way are necessary. Despite the present developments in high-speed network 

connections, when sharing and accessing geographically distributed data sources, latency 

times become an issue due to data localization.  
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The need for alternative solutions for data storage, distribution, integration and analysis is 

even more evident as the second generation sequencing technologies capable of massively 

parallelizing DNA sequencing  (incorporated in instruments like the 454, SOLID and 

Solexa) (Trombetti, Bonnal et al. 2007) are beginning to produce large data volumes in 

different labs. 

3.3 The problem of data complexity  

 
The methods and algorithms used in bioinformatics are diverse and complex. Most popular 

packages commonly used to perform local and global sequence alignments, such as BLAST 

and FASTA, are implementations of “word-based methods”. These heuristic methods are 

not guaranteed to find an optimal alignment solution, but are significantly more time 

efficient compared with non-heuristics methods (Pearson and Miller 1992).  

 

A variety of general optimization algorithms are commonly used in applied bioinformatics. 

Hidden Markov Models (HMM) have been used to produce probability scores. 

Implementations of HMM algorithm (Kruglyak, Daly et al. 1996; Gudbjartsson, Jonasson et 

al. 2000) are routinely used in multipoint linkage analysis. However, as previously 

described in the section 2.8, computational cost in terms of memory and CPU time grows 

exponentially with the sample size. Therefore, the applicability of these methods is 

currently limited by local computers capabilities and often incur in excessive or some times 

even prohibitive runtimes, when applied to big datasets. 

 

Another growing area in applied bioinformatics constitutes the analysis of spectra data. 

Mass spectrometry techniques are used to measure the mass-to-charge ratio of ions, in 

order to identify the composition of a physical sample. With this technique it is possible to 

identify proteins quickly, accurately, and using small amounts of sample. However, 

analyzing the data from a mass spectrometer is a complex task and known to be NP-

complete (Michael Garey 1979). This category forms a computational problem, for which 

the solutions appear to require an impractically long time to compute. Therefore, efficient 

analysis of mass spectrometry data demands both development of efficient algorithms and 

new computing strategies.  
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Chapter 4 

4. Emerging Distributed Computing Technologies 

4.1 An introduction to grid computing 

Grid computing is an approach to distributed use of computational resources in dynamic, 

virtual organizations. Such organizations could be groups of scientists sharing processor 

cycles on their machines, a community using a distributed data store element, or a set of 

devices used in a single distributed experiment.  The term “grid” is introduced by analogy 

with “electricity grids”, where a set of resource providers (i.e. electric power stations) is 

connected using cables with a set of consumers by a connectivity fabric (i.e. the electricity 

grid). When we switch on the electric lights for example, we don not know if the ultimate 

source of the electrons is from coal, oil, nuclear, or an alternative energy source such as 

the sun, the wind, or the tide.  

The idea by which the grid was conceived was a world in which computer power is as 

easily accessible as electrical power. In this scenario computer tasks are run on the 

resources best suited to perform them. A CPU intensive task that also requires large 

amount of RAM might be executed on a remotely located supercomputer, while a less-

demanding task might run on a smaller, local machine. The assignment of computing tasks 

to computing resources is determined by a scheduler, and ideally this process is hidden 

from the end user. This concept of allowing “transparent” access to remote distributed 

computing resources fits very well with the way in which people usually use computers. 

Generally users do not care where their computing job runs, they are only concerned with 

running the job and having the results returned to them in a reasonable amount of time. 

 

This idea of “transparency” should be applicable not only to the processing power; it can 

also be applied to data containers where the user is unaware of the geographical 

localization of the data they are accessing and using. By analogy with the widely dispersed 

availability of standard electricity sockets, the term “pervasive access” refers to the 

transparency regarding connectivity of the different hardware devices that are going to be 

interconnected and shared in a seamless way, using different networks connections, 

protocols, operative systems, etc. 

 

Grid middleware are software packages designed to allow “transparent” and “pervasive 

access” to distributed computing resources. Other desirable features of the grid are that 

the access provided should be secure, reliable, efficient, inexpensive, and with a high 

degree of portability for computing applications. 
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4.2 Virtual Organizations 

The original motivation for the Grid was the need for a distributed computing 

infrastructure that allows for coordinated resource sharing and problem-solving in dynamic, 

multi-institutional environments. 

Problem solving of advanced science and engineering problems with emphasis on 

collaborative and multi-disciplinary applications requires the coordinated and well 

organized interaction of collections of individuals and organizations. This has led to the 

concept of a virtual organization (VO) (Foster, Kesselman et al. 2001) which represents 

the modality of the use of grids.  

The individuals, institutions, and organizations in a VO want to share the resources that 

they own in a controlled, secure, and flexible way, usually for a limited period of time. This 

sharing of resources involves direct access to computers, software, and data. Examples of 

VOs could include the members of a research group in a university, physicists collaborating 

in an international experiment, a crisis management team put together to control and 

eradicate a virulent strain of a disease, companies that are collaborating to design and 

produce a new drug or therapeutic treatment, for mention juts a few. 

The shared resources in a VOs could include not only supercomputers or instruments, but 

also the experimental data, the computer code (software) that performs the desired 

calculations or simulations, and in general any other kind of resources available for sharing. 

VO’s involve a high degree of collaborative resource sharing, with security as an important 

feature (Foster, Kesselman et al. 1998 ). Not only to prevent people outside of the VO 

from accessing data, software, and hardware resources, but the members of the VO may 

require private access to their own data. Thus, authentication (is the person who they say 

they are), authorization (is the person allowed to use the resource), specification and 

enforcement of access policies are important issues in managing VOs effectively (Gui, Xie 

et al. 2004).  
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4.3 Examples of Computational Grids 

Until recently, collaborations of multi-disciplinary teams accessing a range of 

heterogeneous resources in large projects have mostly been practiced in areas such as 

high energy physics experiments and satellite astronomical observatories where high data 

volumes and data management issues are the main challenges.  

However, complexity and data size in other areas of science like biology and bioinformatics 

is rapidly increasing due to high throughput technologies. In genomics and proteomics, 

data-mining on a constantly growing body of complex data requires computing resources 

that currently go beyond those available to most individual groups or institutions. 

The Grid infrastructure allows distributed computers, information repositories, sensors, 

instruments, and people to work effectively together to solve problems that are often 

large-scale and collaborative. Some examples of virtual organizations based on Grid 

technology whose infrastructure is dedicated or involved with bioinformatics are presented 

forward. 

4.3.1 The European DataGrid 

DataGrid (Segal 2000)(http://www.eu-datagrid.org), is a project that was funded by 

European Union. The objective was to build the next generation computing infrastructure 

providing intensive computation and analysis of shared large-scale databases, from 

hundreds of TeraBytes to PetaBytes, across widely distributed scientific communities.  

The DataGrid project involves researchers from several European countries. Its main goal 

is to design and implement a large-scale computational Grid to allow distributed 

processing of the huge amounts of data arising in three scientific disciplines: high energy 

physics, biology, and Earth observation. These disciplines all have a common need for 

distributed, large-scale, data-intensive computing.  

The computational and data processing requirements of the Large Hadron Collider (LHC), 

will be the main part of the high energy physics component of the DataGrid project. The 

LHC will generate many petabytes of data that will require very large computational 

capacity to analyse. The LHC experiments will typically involve hundreds or thousands of 

computers in Europe, North America, and Japan. The data volumes are so large that the 

data cannot be replicated at all the sites involved in the analysis, nor can the data be 

distributed statically. Thus, collaborative access to dynamically distributed data is a key 

aspect of the DataGrid project. The long-term aim is to do the LHC data processing in a 

number of large regional centers, and the DataGrid will serve as a prototype 

implementation of such a distributed computing environment. 

 

http://www.eu-datagrid.org/
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Bioinformatics constitutes the biology component of the DataGrid project. Two important 

applications are the determination of three-dimensional macromolecular structures, and 

gene profiling through micro-array techniques. 

 
The aims of the DataGrid project were to develop Grid infrastructure in five main areas: 

 

- Architecture for distributed workload scheduling and resource management. This 

involves the ability to decompose and distribute jobs over distributed resources 

based on the availability and proximity of computational power and the required 

data. 

- Secure access to massive amounts of distributed data in a single global 

namespace. This involves data management issues such as caching, file 

replication, and file migration between heterogeneous storage systems.  

- Grid monitoring services. Tools and application program interfaces will be 

developed for monitoring the status and performance of computers, storage 

systems, and networks in a grid environment. 

- System management. The deployment of large distributed systems involving 

hundreds of computing systems constructed with customized components and 

accessed by thousands of users, which presents significant system administration 

challenges. The aim is to reduce the cost of operating such a Grid fabric and to 

automate system administration tasks wherever possible. 

- Mass storage management.  Standards for handling LHC data will be developed, 

including user APIs and data import/export interfaces to mass storage systems. 

In addition, the availability of mass storage systems will be advertised through 

Grid information services. 

 

Many of the products (technologies, infrastructure, etc.) of the DataGrid project were 

included in the new EU grid project - EGEE.  

4.3.2 The Enabling Grids for E-sciencE  project (EGEE)  

The Enabling Grids for E-sciencE project (Gagliardi, Jones et al. 2005) (http://www.eu-

egee.org)  brings together scientists and engineers from more than 240 institutions in 45 

countries world-wide to provide a seamless Grid infrastructure for e-Science that is 

available to scientists 24 hours-a-day. Conceived from the start as a four-year project, the 

second two-year phase started on 1 April 2006, and is funded by the European 

Commission. Expanding from originally two scientific fields, high energy physics and life 

sciences, EGEE now integrates applications from many other scientific fields, ranging from 

geology to computational chemistry. Generally, the EGEE Grid infrastructure is ideal for 
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any scientific research especially where the time and resources needed for running the 

applications become impractical when using traditional IT infrastructures. 

 

The EGEE Grid consists of over 36,000 CPU available to users 24 hours a day, in addition 

to about 5 PB disk (5 million Gigabytes) + tape MSS of storage, and maintains 30,000 

concurrent jobs on average. Having such resources available changes the way scientific 

research takes place. The end use depends on the users' needs: large storage capacity, 

the bandwidth that the infrastructure provides, or the sheer computing power available. 

The EGEE project provides researchers in academia and industry with access to a 

production level Grid infrastructure, independent of their geographic location. One focus of 

the EGEE project is to attract a wide range of new users to the Grid. 

The EGEE project concentrates also in creating and establishing collaborations between 

academia and industry. Recently EGEE announced increases in the number of business 

associates, which reflects the increasing significance of Grid technology in the commercial 

sector. This collaboration has the potential of offering industry partners opportunities to 

engage in mutually beneficial technical work, such as coordinated technical developments, 

market surveys, exploitation strategies, and knowledge transfer between enterprise and 

the academic projects. 

The biomedical applications area is a broad scientific field which has been divided in three 

different sectors in the EGEE project. The medical imaging sector targets the computerized 

analysis of digital medical images. The bioinformatics sector targets gene sequences 

analysis and includes genomics, proteomics and phylogeny. The drug discovery sector 

aims to help speed-up the process of finding new drugs through in-silico simulations of 

proteins structures and dynamics. 

 

4.3.3 Nordugrid / Swedgrid 

NorduGrid (Ellert, Konstantinov et al. 2003; Smirnova, Eerola et al. 2003), is a 

Globus(http://www.globus.org) based grid research and development collaboration aiming 

at development, maintenance and support of the free grid middleware, known as the 

Advance Resource Connector (ARC) (M. Ellert and J.L. Nielsen 2007).  

 

The NorduGrid collaborative activity is based on the success of the project known as the 

"Nordic Testbed for Wide Area Computing and Data Handling". That project was launched 

in May 2001, aiming to build a Grid infrastructure suitable for production-level research 

tasks. The project developers came up with an original architecture and implementation, 

which allowed the testbed to be set up accordingly in May 2002, and remain in continuous 

operation and development since August 2002. 
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NorduGrid is able to put together more that 8000 CPUs in 49 different clusters. 

Membership is granted through a project based on peer review process, and a user does 

not necessarily have to provide computing or storage resources to become a member. 

NorduGrid members are typically granted with access to a defined amount of computing 

and storage resources. 

 

4.3.4 The TeraGrid project 

The TeraGrid project (http://www.teragrid.org/) funded by the U.S. National Science 

Foundation  aims to create one of the largest resources for scientific computing. The 

compute power will come from clusters of Linux-based PCs, such as the Titan cluster at  

the National Center for Supercomputing Applications (NCSA). Titan consists of 160 dual-

processor IBM IntelliStation machines based on the Itanium architecture, and has a peak 

performance of about 13 Tflop/s. 

 

The main purpose of the TeraGrid is to enable scientific discovery by allowing scientists to 

work collaboratively using distributed computers and resources through a seamless 

environment accessible from their own desktops (Berman 2001). The TeraGrid will have 

the size and scope to address a broad range of compute intensive and data intensive 

problems. Examples include the Lattice Computation Collaboration project that uses large 

scale numerical simulations to study quantum chromodynamics (QCD), the theory of the 

strong interactions of subatomic physics theory. The biological application part of TeraGrid 

is called NAMD, which is a parallel, object-oriented, molecular dynamics code designed for 

high-performance simulation of large biomolecular systems.  

The TeraGrid will also be used for data intensive applications that help researchers 

synthesize knowledge from data through mining, inference, and other techniques. This 

approach couples data collection from scientific instruments with data analysis to create 

new knowledge databases and digital libraries.  

 

http://www.teragrid.org/
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4.3.5 The Open Science Grid   

The Open Science Grid (OSG) (http://www.opensciencegrid.org/), is a national Grid 

computing infrastructure for large scale science, built and operated by a consortium of U.S. 

universities and national laboratories. The OSG Consortium was created in 2004 to enable 

diverse communities of scientists to access a common grid infrastructure and shared 

resources. OSG's mission is to help satisfy the ever-growing computing and data 

management requirements of scientific researchers, especially collaborative science 

projects requiring high throughput computing.  

 

The OSG capabilities and schedule of development are driven by U.S. participants in 

experiments at the Large Hadron Collider at CERN (http://www.cern.ch) in Geneva, 

Switzerland. The distributed computing systems in the U.S. for the LHC experiments are 

being built and operated as part of the OSG. Other projects in physics, astrophysics, 

gravitational-wave science and biology contribute to this Grid. The OSG incorporate an 

integration grid (for development) and a production grid. New grid technologies and 

applications are tested on the integration grid, while the production grid provides the 

environment for supporting/running applications. The core of the OSG software stack for 

both grids is the National Science Foundation (NSF) Middleware Initiative distribution, 

which includes Condor (Litzkow 1988) and Globus  (I. Foster 1997) technologies.  

 

4.4 Software Technologies for the Grid 

The grid middleware is basically software (set of interacting packages), designed to 

interconnect heterogeneous resources (hardware and software) in a uniform manner, such 

that these resources can be accessed remotely by the client software without having to 

know a-priori the system’s configurations. The grid middleware refers to the security, 

resource management, data access, data storage, data transfer and communication, 

accounting, and other services required to allow grid resources to be accessed and utilized 

in an efficient and coordinated way. This software technology hides the complexities of the 

grid systems to the grid users. In this way, users are not concerned with the different 

syntax and access methods of specific packages. The grid middleware is in charge of 

discovering resources that the users can access (resource information service), negotiating 

the accessibility with these resources or their agents, mapping tasks to resources 

(resource management and scheduling), staging the applications and data for processing 

(data transfer and communication), and finally, gathering results (remote data access and 

storage). The grid middleware is also responsible for monitoring the application execution 
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progress and managing possible changes in the grid infrastructure and resource failures 

after submission. 

 

There exist different software technologies which are actively developing and enabling grid 

computing systems. These include Globus (I. Foster 1997), Condor (Litzkow 1988), 

NetSolve (Dongarra 1997.), AppLes (Wolski 1997), and JaWS (Karipidis 2000). Among 

them, Globus and Condor are probably the most popular and widely used worldwide.  

4.4.1 Globus 

Of the many open-source software technologies that are enabling and are being used to 

construct Grid environments, Globus (I. Foster 1997) (http://www.globus.org/) is one of 

the most widely used around the world. The Globus software environment has grown out 

of a research project headed by Ian Foster (Foster, Kesselman et al. 2001) at the Argonne 

National Laboratory and University.  

 

The Globus Toolkit consists of a group of software components that was developed to 

solve problems encountered by researchers as they began to share computing across the 

Grid. With the Globus Toolkit, a Grid developer can allocate computing resources across a 

Grid infrastructure consisting of thousands of servers; monitor computing resources on the 

Grid, start and stop distributed applications, establish a Grid security policy, monitor and 

detect failures of individual Grid services, etc. All the grid initiatives previously mentioned 

in the above section (4.3 Examples of Computational Grids) are currently based and/or 

supported in the Globus Toolkit. 

 

4.4.2 Condor 

Condor (Litzkow 1988)(http://www.cs.wisc.edu/condor/), is a software framework for 

enabling distributed parallelization of computationally intensive tasks. It can be used to 

manage workloads on a dedicated cluster of computers, and/or to allocate work to idle 

desktops. Condor runs on Linux, Unix, Mac OS X, FreeBSD, and contemporary Windows 

operating systems. Condor can seamlessly integrate both dedicated resources (rack-

mounted clusters) and non-dedicated desktop machines (cycle scavenging) into one 

computing environment. Many hundreds of organizations around the world are using 

Condor to manage workloads and to supplementary extract added value from their 

desktop PCs and workstations.     

 
Condor is developed by the Condor team at the University of Wisconsin-Madison and is 

freely available for academic use. Condor-based pools of computers consist of a set of 

computers where in each workstation runs a daemon that watches users I/O and CPU load. 

http://www.globus.org/
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When a workstation has been idle for two hours, a job from the batch queue is assigned to 

the workstation and will run until the daemon detects a keystroke, mouse motion, or high 

non-Condor CPU usage. At that point, the job will be removed from the workstation and 

placed back on the batch queue. 

Condor can run both sequential and parallel jobs. Sequential jobs can be run in several 

different "universes", including "vanilla" which provides the ability to run most "batch 

ready" programs, and "standard universe" in which the target application is re-linked with 

the Condor I/O library which provides for remote job I/O and job check-pointing. Condor 

also provides a "local universe" which allows jobs to run on the "submitting host". 

In the world of parallel jobs, Condor supports the standard Message-Passing Interface 

(MPI) and Parallel Virtual Machines (PVM), in addition to its own Master Worker "MW" 

library for extremely parallel tasks. 

Condor-C allows Condor jobs to be forwarded to foreign job schedulers. Support for Sun 

Grid Engine is currently under development as part of the EGEE (Gagliardi, Jones et al. 

2005) project. Other Condor features include "DAGMan" (a set of C libraries which allow 

for the user to schedule programs based on dependencies) which provides a mechanism to 

describe job dependencies, and the ability to use Condor as the front-end to submit jobs to 

other distributed computing systems (such as Globus (I. Foster 1997)).  

 

4.5 Models for Grid Resource Management and Job Scheduling 

Due to the fact that grids are heterogeneous, established (owned) by different individuals 

or organizations, geographically distributed and administrated by different polices, the 

resource management in grid environments is by its nature complex.  

 

Grid resources are usually owned and used by individuals or institutions that often provide 

free allocation grants to their resources on project-basis (academic Grid projects). This is 

intended to be a procedure that ensures grid resources to be used for addressing problems 

of common interest or public good.  However, in other scenarios like grids in industrial 

applications for example, it is a requirement to ensure the time opportunity of the 

information. Data in such environments have to be processed in a restricted amount of 

time, (response-time sensitive), regardless of the amount of resources that could be 

required to accomplish the task. This originates the idea of applying economics to resource 

management in distributed systems. 
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4.5.1 GRAM (Grid Resource Allocation Manager) 

Grid Resource Allocation Manager (GRAM) is a software component of the Globus Toolkit (I. 

Foster 1997) that can locate, submit, monitor, and cancel jobs on Grid computing 

resources. It provides reliable operation, state monitoring, credential management, and 

file staging. Figure 2 below shows the components and architecture of the GRAM system. 

 

 
Figure 2 Graphic description, architecture and functionality of the GRAM system  

(The description is taken from http://www.cse.ucsd.edu) 
 
 

GRAM does not provide a job scheduler functionality but uses Condor as a job scheduler 

mechanism (Czajkowski 2006). The jobs submitted to GRAM are targeted at the 

computation resources, and consist of an optional input file staging phase, job execution, 

an optional output file staging and cleanup stage. In GRAM, jobs are described using the 

Job Description Language (JDL), which is the direct successor of the Resource Specification 

Language (RSL) used in an earlier GRAM system. 

 

 

4.5.2 Economic-based Grid Resource Management and Scheduling 

Meeting the user execution requirements, the dynamic resource availability, and owners’ 

policies in grid environments is still a big challenge. Grid resource managers systems need 

to deal with issues like: clusters autonomy, heterogeneity and dynamic availability of 

resources, resource allocation or co-allocation, online control, and response-time 

sensibility based on the scheduling. A number of Grid systems such as Globus (I. Foster 

http://www/
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1997) have addressed several of these issues with the exception of the response-time 

sensibility based on scheduling. 

 

The Economic-based Grid Resource Management model offers resource owners better 

“incentive” for contributing their resources and helping to recover the cost they incur while 

serving grid users (Buyya, Chapin et al. 2000 ). 

Approaches for reimbursing the cost of providing computational resources to potential 

users in the existing World Wide Web infrastructure are in a well developed stage, by using 

the Internet for advertising products or services as well as electronic based merchandise. 

These strategies are however not suitable for computational grid environments, were 

communication with grid resources is not directly performed by the users. 

The Computational Market or Economy Model in the grid (Buyya 2002), is a framework for 

economic based grid resource management. It consists of the implementation of diverse 

economic based resource allocation mechanisms and methods, to facilitate an efficient 

interaction between the producers (resource owners) and consumers (resource users) 

having different goals, objectives, strategies, and requirements. 

 

4.5 Grid-based initiatives approaching applied bioinformatics 

The use of grid technology in applied biomedicine and bioinformatics is now growing, A 

typical example of the potential in life science is distributed molecular modeling for drug 

design on grids (Rajkumar Buyya and Abramson 2003; Rauwerda, Roos et al. 2006). 

Modeling for drug design involves screening millions of compounds in chemical databases 

to identify potential ones that can serve as drug candidates. This is a computational and 

data intensive problem where screening all compounds in a single database can take years 

of execution time. 

 

There are several implementations described where application of grid technology has 

proven practical. Some examples are:  

 

Molecular Modeling for Drug Design:  

 

- WISDOM project (http://wisdom.eu-egee.fr/). Aims to demonstrate the usability 

of the grid approach to address drug discovery for neglected and emergent 

diseases. This project make use of the EGEE infrastructure and two current 

applications include:  The “Wide In Silico Docking On Malaria” and “In Silico 

Docking on Grid infrastructures to accelerate drug design against H5N1 

neuraminidases” 

http://wisdom.eu-egee.fr/
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Protein Folding Design and Docking: 

 

- ROSETTA project (http://boinc.bakerlab.org/rosetta/) Rosetta’s goal is the use of 

distributed computing (idle cycles) to predict and design protein structure and 

protein complexes. This computational effort aims to help researchers develop 

cures for human diseases such as HIV/AIDS, cancer, Alzheimer's disease and 

malaria. 

 

Molecular Sequence Analysis: 

 

- BLAST with Sun Grid Engine (http://wwws.sun.com/software/gridware/). This 

project integrates BLAST with Sun Grid Engine software (SGE). Although the 

potential user of this application are system administrators supporting life 

sciences research teams, the website presents a well detailed explanation of the 

procedures to follow in order to install  and execute this technology. 

 

Identification of Genes and Regulatory Patterns: 

 

- Reverse-Engineering Gene-Regulatory Networks using Evolutionary Algorithms 

and Grid Computing (Martin Swain 2005). This project uses evolutionary 

algorithms implemented in a grid computing infrastructure to create 

computational models of gene-regulatory networks based on observed microarray 

data.   

 
Biomedical Image Simulation: 

 

- GATE is developed as part of the EGEE biomedical applications (http://egee-

na4.ct.infn.it/biomed/). It uses Monte Carlo-based simulator for planning 

radiotherapy treatments based on patient images. The EGEE Grid infrastructure is 

used to reduce the time needed to complete Monte Carlo simulations so that it 

becomes practical for in clinical applications 

 

Transcriptomics applications: 

 

- Grid-based solutions for management and analysis of microarrays in distributed 

experiments (Porro, Torterolo et al. 2007). This is a Grid based approach for 

storage and analysis of large microarray data. The system uses the gLite Grid 

http://boinc.bakerlab.org/rosetta/
http://wwws.sun.com/software/gridware/
http://egee-na4.ct.infn.it/biomed/
http://egee-na4.ct.infn.it/biomed/
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middleware to allow uploading and accessing distributed datasets through the 

grid. 

 

Analysis of Spectra data: 

 

- Grid-based analysis of tandem mass spectrometry data in clinical proteomics 

(Quandt, Hernandez et al. 2007). (http://swisspit.cscs.ch:8080/swi/). The aim of 

this project is the use of grid technology to the analysis of MS based data. This 

includes the pre-processing part as well as the final identification of peptides and 

proteins.  It is developed as part of the “Swiss Bio Grid” initiative that supports 

large-scale computational applications in bioinformatics and bio-medical sciences. 
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Objectives 
 
The work presented in this thesis has focused in the use of Grid and High Performance 

Computing for solving computationally expensive bioinformatics tasks, where, due to the 

very large amount of available data and the complexity of the task, new solutions were 

required for efficient data analysis and interpretation. Three major research topics are 

addressed. First, papers I and II describe issues in optimal epitope selection for antibody 

based proteomics and the use of grids for distributing the execution of the heuristic Blastp 

algorithm together with a sliding window approach. Paper II includes a grid-based 

evaluation of non-heuristic methods. Second, paper III and IV address a computational 

bottle neck in whole genome scans and the use of grids for a simulation based analysis of 

genome-wide genotyping data, and the application of this solution for successfully tagging 

and linking chromosomal regions in Alzheimer disease. Finally, paper V deals with the use 

of economic-based models for grid job scheduling and resource administration. 
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Chapter 5 

5. Applications of Grid technology in proteomics 

(Paper I and II) 

5.1 Grid technology applied to sequence similarity searches 
(Grid-Blast) 

One of the most common activities in bioinformatics is the search for similar sequences, 

usually carried out with the help of programs from the NCBI BLAST family (Basic Local 

Alignment Search Tool) (Altschul, Gish et al. 1990). As different string comparison 

algorithms are “too slow” for searching large databases, algorithms from the BLAST family 

uses a much faster heuristic (finding the shortest-path) approach. BLAST scans the 

database for “words” of a predetermined length (a 'hit') with some minimum “threshold” 

parameter T,  then extends the hit until the score falls below the maximum score yet 

attained minus some value X (Altschul, Madden et al. 1997). It permits a trade-off 

between speed and sensitivity. The setting of a higher value of T yields greater speed, but 

also an increased probability of missing weak similarities (Altschul, Madden et al. 1997). 

The relative positions of the word in the two sequences being compared are subtracted to 

obtain an offset; this will indicate a region of alignment if multiple distinct words produce 

the same offset. Only if this region is detected do these methods apply more sensitive 

alignment criteria; thus, many unnecessary comparisons with sequences of no appreciable 

similarity are eliminated. 

 

In other words, BLAST can make similarity searches very quickly because it takes 

shortcuts, however, that speed-vs-accuracy trade-off could represent a constriction 

especially in applications  were high accuracy is required in short protein regions.        

 

 For certain applications like optimal PrESTs design in the Human Protein Atlas (HPA) 

(Uhlen, Bjorling et al. 2005) project, it is necessary to know which sub-regions of a protein 

that are the most or the least similar to all other protein regions in the proteome. Here, 

complementary approaches like the sliding window method (Kyte and Doolittle 1982) is 

suitable to identify the similarity of all sub-regions of one protein to all proteins regions in 

the proteome. A fragment of size n amino acids is selected from the protein and used as 

query against the reference database. When the similarity of this fraction is reported by 

blast, this “window” fraction is moved one amino acid further down the protein sequence. 

This procedure is repeated one amino acid at the time to cover all possible regions of a 

protein for a given window size. This approach will result in a substantially increased 
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number of similarity searches for each query protein, and therefore the amount of time 

required to complete this analysis using serial execution (single CPU) become a 

computational bottleneck. This prompted the work and application of grid technology 

addressed in Paper I, which is now applied in the HPA (Uhlen, Bjorling et al. 2005) 

processing work flow. The work discussed here deals with a grid implementation belonging 

to the SPMD (Single Process, Multiple Data) grid application category. This technique 

employed to achieve parallelism involves the tasks of splitting up and running 

simultaneously on multiple processors with different input, in order to obtain results faster. 

The primary characteristic of this category of grid applications is the very minimal inter-

node communication. Although such applications are embarrassingly parallel and basically 

based on multiple executions of the same executable against different datasets, the 

challenges associated with creating a grid-aware implantation of BLAST (Altschul, Gish et 

al. 1990) together with sliding window algorithm include the managing of the following 

tasks: scheduling of the jobs on the various Grid nodes, arranging of input files, 

executables, and databases between the initiating node (Grid-proxy-server) and the 

remote nodes, setting up the executables and directory structures on the remote nodes, 

spawning of jobs on the remote nodes, monitoring the job execution, managing re-

submission and job failure, cleaning of the temporal directory structures in remote workers 

and finally, collection and integration of the partial results from the different nodes to 

produce the final output. The strategy applied for handling the data distribution to the grid 

workers was to transfer the relevant databases, input files and executables to the remote 

nodes at the job submission stage, followed by their removal at collection time. This 

allowed us to create a independent grid application, since the necessity of pre-defined grid 

run-time-environments was avoided.  

 

Furthermore, by developing a script-based grid application, where the executable 

potentially could be re-placed by other executables for similar applications, we achieved a 

more generic solution. The development of this first grid application was essential for 

unifying the protocols and general procedures associated with the task of “gridifying” a 

computationally expensive task, and providing a transparent interface to non-grid-expert 

biologist and applied bioinformaticians. 

 

5.2 Grid based proteomic similarity searches using non-heuristic 
algorithms 

In paper II, we expand the work of Paper I and show the results from a proteome-wide 

effort to map the linear epitopes based on uniqueness relative the entire human proteome.  

In the earlier attempt, a window of 50 amino acids was used to predict and exclude 
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protein epitopes with to high similarity. It has been shown that linear epitopes normally 

range from 6 to 9 amino acids, which is consistent with the size of the “groove” shaped by 

the complementary determine region (CDR) of the antibody. Since the analysis in paper I 

was based on a rather long sequence window,  that analysis will not show local sequence 

identity in the size corresponding to linear epitopes. In paper II we therefore extended 

these earlier studies with analyses of windows ranging from 8 to 12 amino acid residues. 

The results show that it is possible to find unique epitopes to a majority of the human 

proteins. If one allows nine out of twelve identical amino acids in the epitope, at least one 

specific epitope can be found for 90% of the human proteins, out of which 88% will be 

found in continuous stretches of 50 amino acids or longer.  

 

In the first part of the study, we evaluated the sacrifice in accuracy inherent to using a 

heuristic method like blastp, compared to the exact results using a non-heuristic string 

comparison method, which do not take the computational shortcuts of the blast algorithm. 

We performed a pilot study with 24 proteins using a ten amino acid window and found a 

98% accuracy could be found for the heuristic method, with six times shorter run time as 

compared to the exact Hamming distance method. The latter was chosen as a 

representative of non-heuristic methods as it allows for a direct comparison with results of 

the blastp algorithm. There exist several other non-heuristic methods, and we initially 

evaluated four different non-heuristic string comparison methods: (Hamming distance, 

Fuzzy string match algorithm, Q-grams and Levenshtein distance) for a subset of proteins. 

As the exact string comparison methods are extremely time consuming, grid-based 

implementations of the non-heuristic methods were used. We did not find any significant 

differences in the results of the methods for this limited subset of proteins, however there 

were drastic differences in computation times between the four methods, which together 

motivated the selection of the Hamming method in the pilot comparison with the blastp 

method. 

 

For the main purpose of this work, to estimate the epitope space of the human genome, 

the sacrifice in accuracy intrinsic to the use of blastp, as estimated based on the 24 

proteins, is marginal and will have little influence on the results and conclusions.  However, 

when selecting antigens on a single protein level, the underlying similarity data and 

profiles along a protein will not be fully accurate, and potentially result in that a region 

with similarity score above threshold is selected. In order to investigate the impact of the 

deviation on a whole genome scale, a much larger study would be necessary, and require 

the access to substantially larger grid infrastructures that accessed in present investigation 

(about 600 CPUs on Swedgrid).  
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Chapter 6 

6. Applications of Grid technology in genetics. 

(Paper III and IV) 

6.1 Grid technology applied to genetic association studies (Grid-
Allegro) 

Complex or multi-factorial diseases like Alzheimer’s disease, heart disease, hypertension, 

diabetes, etc., are defined as diseases determined by a number of different genetic and 

environmental factors. Genetic mapping of complex trails concentrates on finding 

chromosomal regions that tend to be shared among affected individuals and differ from 

unaffected. With today’s high throughput technologies, whole genome scans using a very 

large set of reference markers can be performed, resulting in very large datasets to be 

interpreted. 

 

In principle, genetic mapping of any trait consists of three steps: First, scan the entire 

genome with a dense collection of genetic markers; second, calculate an appropriate 

linkage statistics S(x) at each position x along the genome; and finally, identify the  

chromosomal regions in which the statistic S shows significant deviation of what would be 

expected by random assortment (Lander and Kruglyak 1995).  Since the linkage statistics 

at any chromosomal region fluctuates substantially just by chance across an entire 

genome scan, a global P value reference in the range of  10-3 has to be achieved in order 

to avoid false linkage claims (Lander and Kruglyak 1995).  

 

To evaluate the level of statistical significance, computer based analysis of genotype 

simulations given a particular disease model is a commonly used approach in linkage 

studies (Falchi, Forabosco et al. 2004; Van Steen, McQueen et al. 2005) This computer 

based  simulation technique poses however the challenge that millions of simulations are 

needed to accurate estimate P values in the range of 10-5 . This analysis can be performed 

using already developed advanced computational tools implemented as software packages 

based on different underlying mathematical and statistical algorithms. Although there are 

many such tools and strategies, all have implicit limitations; For instance, the Hidden 

Markov Model (Idury and Elston 1997)(HMM) based implantations like GENHUNTER 

(Kruglyak, Daly et al. 1996) and Allegro (Gudbjartsson, Jonasson et al. 2000) programs 

both have pedigree size restrictions. In HMM based’ implementations, the computational 
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runtime scales exponentially with the number of pedigree members and therefore, in 

whole genome linkage analyses with large pedigrees sizes, the strategy of using computer 

based genotype simulations become prohibitively time consuming. 

 

We address this in paper III, where a grid-aware implementation of Allegro software is 

presented. By distributing the computational expensive analysis of the artificially 

generated genotypes, several thousands of genotype simulations can be performed and 

analyzed in parallel in a short reasonable amount of time. 

 

Similar to the approach in paper I and II, the strategy of performing local temporary 

installations of the Allegro (Gudbjartsson, Jonasson et al. 2000) executable and datasets 

on remote grid workers was used, thereby avoiding the need of predefined grid runtime 

environments. An evaluation of the performance, efficiency and scalability of this 

implementation was done through its application to a whole genome scan on Swedish 

multiplex Alzheimer’s disease families. This proof of concept implementation showed our 

solution to be a suitable and cost-effective alternative for addressing this data-intensive 

task. 

 

As described here, genome-wide exploration introduces a no-trivial computational data 

challenge, due, among other causes, to the very large amount of markers to be included in 

the analysis.  The grid  paradigm offers an ideal setting in which to address this challenge, 

allowing scientist to implement and to explore this method when otherwise the computer 

power constitute the border limit. By providing this as a generic script-based 

implementation, this application can be translated to requirements or scenarios of other 

labs 

 

6.2 Genetic study of 109 Swedish families with Alzheimer’s 
disease 

In paper IV, the results of the developed grid implementation of Allegro applied in the 

study of 109 Swedish families affected with AD are described. The families were selected 

based on an existing registry of neurodegenerative dementias at Karolinska Institutet, 

Dept. of NVS, Huddinge, Sweden. Families were recruited either through referrals from 

primary care givers, memory clinics or by self-referrals from all of Sweden. The inclusion 

criteria for the study were a positive family history for dementia with at least two affected 

first degree relatives and that DNA was available from at least two affected relatives in 

each family. This study reports the linkage data generated from468 individuals using a 

total of 1289 markers at an average density of 2.85 cM. By using grid-allegro, computation 
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runtime was reduced form the projected serial execution time of 1195 days, to about 2.5 

days when the computational load was distributed to 600 grid workers through Swegrid 

(Smirnova, Eerola et al. 2003) infrastructure. Non-parametric linkage analysis yielded a 

significant multipoint LOD score in chromosome 19q13, the region containing the major 

susceptibility gene APOE, both for the whole set of families (LOD=5.0) and for the APOE ε4 

positive subgroup made up of 63 families (LOD=5.3). 

 

Chapter 7 

7. Resource Allocation in Grid Computing (Paper V) 

7.1 Market-Based Resource Allocation in Grid 

During the last few years, the development of high speed networking interconnectivity has 

greatly facilitated that many geographically distributed computer resources and storage 

elements can be coupled together, thus resulting in the raw infrastructure of the 

computational grid. This increasing availability of resources and the growing popularity of 

the grid technology currently demand the use of clear "rules" that allows users and 

resource owners to meet in a consonant way, ensuring the "quality of the data processing" 

within predefined time constrictions. 

 

To fully exploit the computational grid, there are two major challenges that need to be 

overcome. The first issue is that grid users through the middleware have to identify 

available and most suitable resources, upload the required input files and monitor their 

grid applications. Users need to manage a still possible “job-failure” in grid workers and 

move any “crashed” job to another worker, if available. The second issue is that existing 

amounts of grid workers can remain underutilized because of the inefficient application of 

the grid job schedulers and resource managers used to distribute the grid jobs. 

 
An “intelligent” utilization of resources in a grid environment characterized by multiple 

users and multiple and dynamically available grid resources require the use of efficient 

strategies for resource management and job scheduling. 

 

The idea of applying economic models to resource management in distributed systems has 

been explored in previous research to help understand the potential benefits of market-

based systems. Examples include: Spawn (Waldspurger C 1992) , Popcorn (Nisan N 1998), 
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Java Market (Amir Y 1998), Enhanced MOSIX (Amir Y 2000), JaWS (Lalis S 2000), 

Xenoservers (Reed D 1999),  Rexec/Anemone (Chun B 2000), Mariposa (Stonebraker M 

1994), and Mungi (Heiser G 1998). However, many of them were limited to experimental 

simulations. 

 
More developed market base systems like the Grid Architecture for Computational 

Economy (GRACE) (Buyya R 2000)  are indented to, in a economic market based fashion, 

meet the producers (resource owners) and consumers (resource users) different goals, 

objectives, strategies, policies and requirements. To address these resource management 

challenges, the authors proposed and developed a distributed computational economy-

based framework, that offers an incentive to resource owners for contributing and sharing 

resources, and motivates resource users to think about tradeoffs between the processing 

time (e.g., deadline) and computational cost (e.g., budget), depending on their 

requirements. 

 

In paper V, we present the implementation and analysis of a market-based resource 

allocation system for computational grids that pretend to address two challenges that still 

remain in grid resource management. One is the economically efficient allocation of 

resources to users from disparate organizations that have their own and sometimes 

conflicting requirements for both the quantity and quality of services. Another is secure 

and scalable authorization despite rapidly changing allocations.  

 

Our solution to both of these challenges is to use a market-based resource allocation 

system. It allows users to express diverse quantity- and quality-of service requirements, 

yet prevents them from blocking service to other users. It does this by providing user tools 

to predict and trade-off risk and expected return in the computational market. In addition, 

the system enables secure and scalable authorization by using signed money transfer 

tokens instead of identity-based authorization. This removes the overhead of maintaining 

and updating access control lists, while restricting usage based on the amount of money 

transferred. The performance of the system was evaluated by running the bioinformatics 

application described in Paper I on a fully operational implementation of an integrated Grid 

market. As results we presented an integrated grid market of computational resources 

based on combining a market-based resource allocation system, Tycoon 

(http://tycoon.hpl.hp.com/) (a grid meta-scheduler and job submission framework) and 

Nordugrid ARC (M. Ellert 2007). 
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Chapter 8 

8. Future perspectives 

In this thesis the use of grid technology for solving computational expensive bioinformatics 

tasks is explored. In papers I,II,III, and IV, a script based strategy was implemented for 

undertaking, in an automatic way, the tasks associated with the efficient management of 

grid resources. This pretended to be a generic strategy (user interface) that easy allow 

non-grid expert to exploit grid resources. However, new strategies are required in order to 

truly implement a transparent access to grid resources.  

The access to the biological data resources has been greatly facilitated by the use of the   

World Wide Web (WWW). Today, many of the bioinformatics task can be carried out 

trough the use of publicly available web services that allow the remote exploration of 

databases, without any necessity of creating local data replicas. Despite this data 

globalization, data complexity, heterogeneous data sources and nomenclatures, 

algorithmic complexity, impractically excessive runtimes, etc. make the database 

exploration and data mining a challenge. In addressing this, the use of grids and High 

Performance Computing has a growing potential in the present and the near future. The 

use of web-based grid-services is such a strategy that will become popular in the near 

future. 

Finally, with the increasing size and popularity of computational grids, the development of 

models for efficient grid resource management and job scheduling  as the described in 

paper V, will be an important focus of the attention of grid researchers. In this way, once a 

user has been approved/admitted into a grid organisation, his allocation of resources is 

strictly dependent on the amount of resource credits he is able to spend to get a certain 

task performed in a certain time.  
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Abbreviations 

AD  alzheimer’s disease 
BLAST  basic local alignment search tool 
CPU  central processing unit 
cDNA  complementary DNA 
DIP  database of interacting proteins 
DNA   deoxyribonucleic acid 
EGEE  enabling grids for e-science  
EST  expressed sequence tag 
GPM  global proteome machine 
GRAM  grid resource allocation manager 
HMM  hidden markov models 
HT  high throughput 
HPA  human protein atlas 
I/O  input-oputput 
JDL  job description language 
LHC  large hadron collider 
LOD  logarithm of the odds 
MS  mass spectrometry 
MSS  mass storage systems 
MPSS  massively parallel signature sequencing 
MW  master worker 
MPI  message-passing interface 
mRNA  messenger RNA 
NCBI  national center for biotechnology information 
NSF  national science foundation 
NMR  nuclear magnetic resonance 
OMIM  online mendelian inheritance in man 
OPD  open proteomic database 
OSG  open science grid 
PVM  parallel virtual machines 
PBD  protein data bank 
PrEST  protein epitope signature tags 
PIR  protein information resource 
QCD  quantum chromodynamics 
RSL  resource specification language 
RNA  ribonucleic acid 
SAGE  serial analysis of gene expression 
SPMD  single process, multiple data 
SNP  singlenucleotide polymorphism 
U.S.  united states 
VO  virtual organization  
WWW  world wide web 
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