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Abstract

Developments in communication and data storage technologies have made
large-scale data collection more accessible than ever. The transformation of this
data into insight or decisions typically involves solving numerical optimization
problems. As the data volumes increase, the optimization problems grow so
large that they can no longer be solved on a single computer. This has created
a strong interest in developing optimization algorithms that can be executed
e�ciently on multiple computing nodes in parallel. One way to achieve
e�ciency in parallel computations is to allow for asynchrony among nodes,
which corresponds to making the nodes spend less time coordinating with
each other and more time computing, possibly based on delayed information.
However, asynchrony in optimization algorithms runs the risk of otherwise
convergent algorithms divergent, and convergence analysis of asynchronous
algorithms is generally harder. In the thesis, we develop theory and tools to
help understand and implement asynchronous optimization algorithms under
time-varying, bounded information delay.

In the �rst part, we analyze the convergence of di�erent asynchronous
optimization algorithms. We �rst propose a new approach for minimizing the
average of a large number of smooth component functions. The algorithm uses
delayed partial gradient information, and it covers delayed incremental gradi-
ent and delayed coordinate descent algorithms as special cases. We show that
when the total loss function is strongly convex and the component functions
have Lipschitz-continuous gradients, the algorithm has a linear convergence
rate. The step size of the algorithm can be selected without knowing the bound
on the delay, and still, guarantees convergence to within a prede�ned level of
suboptimality. Then, we analyze two di�erent variants of incremental gradient
descent algorithms for regularized optimization problems. In the �rst vari-
ant, asynchronous mini-batching, we consider solving regularized stochastic
optimization problems with smooth loss functions. We show that the algo-
rithm with time-varying step sizes achieves the best-known convergence rates
under synchronous operation when (i) the feasible set is compact or (ii) the
regularization function is strongly convex, and the feasible set is closed and
convex. This means that the delays have an asymptotically negligible e�ect on
the convergence, and we can expect speedups when using asynchronous com-
putations. In the second variant, proximal incremental aggregated gradient,
we show that when the objective function is strongly convex, the algorithm
with a constant step size that depends on the maximum delay bound and the
problem parameters converges globally linearly to the true optimum.

In the second part, we �rst present POLO, an open-source C++ library that
focuses on algorithm development. We use the policy-based design approach
to decompose the proximal gradient algorithm family into its essential policies.
This helps us handle combinatorially increasing design choices with linearly
many tools, and generates highly e�cient code with small footprint. Together
with its sister library in Julia, POLO.jl, our software framework helps opti-
mization and machine-learning researchers to quickly prototype their ideas,
benchmark them against the state-of-the-art, and ultimately deploy the al-
gorithms on di�erent computing platforms in just a few lines of code. Then,



using the utilities of our software framework, we build a new, “serverless”
executor for parallel Alternating Direction Method of Multipliers (ADMM)
iterations. We use Amazon Web Services’ Lambda functions as the computing
nodes, and we observe speedups up to 256 workers and e�ciencies above 70%
up to 64 workers. These preliminary results suggest that serverless runtimes,
together with their availability and elasticity, are promising candidates for
scaling the performance of distributed optimization algorithms.



Sammanfa�ning

Den snabba utvecklingen inom kommunikations- och datalagringsteknik
har gjort storskalig datainsamling mer tillgänglig än någonsin. För att omvand-
la denna data till insikt eller beslut löser man ofta någon form av numeriskt
optimeringsproblem. När datavolymerna ökar blir dessa optimeringsproblem
så stora att de inte längre kan lösas på en enda dator. Detta har skapat ett stort
intresse för att utveckla optimeringsalgoritmer som kan exekveras e�ektivt på
�era parallella datornoder. Ett sätt att uppnå e�ektivitet i parallella beräkning-
ar är att låta noderna arbeta asynkront: på detta sätt spenderar noderna mindre
tid på att koordinera med varandra och mer tid på beräkningar. Beräkningarna
måste dock ibland baseras på fördröjd information. Asynkronism medför dock
en risk att annars konvergenta optimeringsalgoritmer inte längre konvergerar,
och det �nns i dagsläget väldigt begränsat matematiskt stöd för analys av asyn-
krona optimeringsalgoritmer. I avhandlingen utvecklar vi ny teori och verktyg
för att hjälpa till att förstå och implementera asynkrona optimeringsalgoritmer
under tidsvarierande och begränsad informationsfördröjning.

I den första delen av avhandlingen analyserar vi konvergensen för olika
asynkrona optimeringsalgoritmer. Vi föreslår först ett nytt tillvägagångssätt
för att minimera medelvärdet av ett stort antal di�erentierbara komponent-
funktioner. Algoritmen använder fördröjd partiell gradientinformation, och
inkluderar fördröjda inkrementella gradientalgoritmer och koordinatreduk-
tionsalgoritmer som specialfall. Vi visar att när den totala förlustfunktionen
är strarkt konvex och komponentfunktionerna har Lipschitz-kontinuerliga
gradienter så konvergerar algoritmen linjärt. Steglängden för algoritmen kan
väljas utan vetskap om den övre gränsen på informationsfördröjningen och
garanterar ändå konvergens till en given nivå av suboptimalitet. Därefter ana-
lyserar vi två varianter av inkrementella gradientalgoritmer för regulariserade
optimeringsproblem. Den första varianten, asynkron mini-batching, används
för att lösa regulariserade stokastiska optimeringsproblem med deriverbara
förlustfunktioner. Vi visar att algoritmen med tidsvarierande steglängd uppnår
de bäst kända konvergenshastigheterna för motsvarande synkrona algoritm
när (i) den tillåtna mängden är kompakt eller (ii) regulariseringsfunktionen är
starkt konvex och den tillåtna mängden är sluten och konvex. Detta innebär att
tidsfördröjningen har en asymptotiskt försumbar e�ekt på konvergensen, och
vi kan förvänta oss att asynkrona beräkningar ger en kortare beräkningstid. För
den andra varianten, proximal inkrementell aggregerad gradientnedstigning,
visar vi att när målfunktionen är starkt konvex, så konvergerar algoritmen
linjärt till den korrekta lösningen ifall man använder en konstant stegstorlek
som beror på den maximala tidsfördröjningen.

I den andra delen av avhandlingen presenterar vi först POLO, ett öppen
källkodsbibliotek för algoritmutveckling skrivet i C++. Vi använder en policy-
baserad designmetod för att dekomponera proximala gradientalgoritmer till
deras grundläggande byggstenar. Detta tillåter oss att hantera en kombina-
torisk mängds designval med linjärt många komponenter och resulterar i
e�ektiv kod med litet fotavtryck. Tillsammans med sitt systerbibliotek skrivet
i Julia, POLO.jl, ger vårat ramverk forskare inom optimering och maskinin-
lärning en möjlighet att snabbt skapa prototyper av sina idéer, testa dem mot



algoritmer från forskningens framkant, och senare distribuera algoritmerna
på olika datorplattformar med bara några rader av kod. Vidare framställer
vi en ny “serverlös” exekverare för en parallell variant av den alternerande
riktningsmetoden för multiplikatorer (ADMM) med hjälp av verktygen i vårat
ramverk. Vi använder Amazon Web Services Lambda-funktioner som dator-
noder, och vi observerar kortare körtid upp till 256 arbetare och en parallella
e�ektiviteten på över 70% upp till 64 arbetare. Dessa preliminära resultat tyder
på att serverlösa exekveringsmiljöer, med deras tillgänglighet och elasticitet,
är lovande kandidater för att skala upp distribuerade optimeringsalgoritmer.
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Chapter 1

Introduction
Optimization amounts to �nding the best element in a given set. When we optimize
an investment strategy, we may look for the policy with the highest expected return
that also satis�es our budget constraints. When optimizing a satellite control strategy,
we usually aim at �nding the policy with the smallest fuel consumption (longest
lifetime of the satellite in outer space) that tracks the desired orbit within some
required accuracy. Finally, optimizing a document classi�er may amount to �nding
the parameters that minimize the classi�cation error on our training dataset. The
standard way of writing optimization problems is as follows:

minimize
x

f(x)
subject to x ∈ X ,

where x is the decision variable, f(x) is the objective, or, the cost to be minimized, and
X is the constraint set.

In engineering, we aim at building systems that improve on the existing solutions
in certain aspects such as, for instance, the resource usage or the size of the resulting
system, or some trade-o� between the system’s e�ciency and performance. To
achieve this, we �nd ourselves in the loop of collecting data about processes, building
representative mathematical models based on the collected data, and formulating
optimization problems. We formulate optimization problems either in the modelling
phase to minimize our modelling errors or in the design phase to maximize the
system’s performance. In either case, the cost typically corresponds to some penalty
on the deviation from a desired behavior.

1.1 Motivating Applications
We now introduce illustrative examples of real-world optimization problems encoun-
tered in engineering.

Example 1.1 (Velocity Control of Vehicles). Velocity control of vehicles involves
a trade-o�. Frequently accelerating and decelerating to meet a set velocity result
in increased fuel consumptions. Moreover, there might be lower and upper bounds
on the velocity and the fuel consumption of the vehicle. A popular approach in this
situation is to employ a model predictive control (MPC).

MPC is an advanced, multivariable control algorithm that uses an internal dy-
namical model to predict the future behavior of a given process, and solves, at each
sampling instance, an optimization problem to minimize a given cost while satisfying

1
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MPC
(Ak ,Bk ),

(
Qk ,Rk , f(·)

)
¯
xk , x̄k , ¯

uk , ūk ,K

240

200
160120

80

40

xk0uk0

Figure 1.1: A simpli�ed representation of a linear MPC used in velocity control.

a set of constraints. For instance, a linear MPC algorithm employed in velocity
control of vehicles (cf. Figure 1.1) can be written in the form

minimize
uk

k0+K−1∑
k=k0

(
x>k Qkxk + u

>
k Rkuk

)
+ f

(
xk0+K

)
subject to xk+1 = Akxk + Bkuk ,

¯
uk ≤ uk ≤ ūk ,

¯
xk ≤ xk ≤ x̄k ,

k = k0, . . . ,k0 + K − 1 ,

whereuk is the input (fuel injection) to the vehicle, and xk is the state (deviation from
a set-point velocity). MPC samples the state of the vehicle periodically, as dictated
by the sampling interval. Then, it tries to minimize the total cost (e.g., the penalty
on not meeting the desired velocity and fuel consumption) de�ned by the

(
Qk ,Rk

)
pair at each sampling instance k up to a horizon of K sampling instances. It does so
by using the internal, linear model represented by the (Ak ,Bk ) pair to predict the
future values of the state, while satisfying the lower and upper bound constraints.
In some applications, the objective might also contain a terminal cost f

(
xk0+K

)
for

stability purposes.

Example 1.2 (Document Classi�cation). In machine learning, classi�cation is a
supervised learning problem where one tries to assign a class, or a category, to a
given input based on similar, past observations obtained from a training set. A widely
used example is the document classi�cation. In document classi�cation, one usually
assumes that the input is a �xed-size bag of words representation of a document
(i.e., a collection of words and their frequency of appearance in the corresponding
document). The goal is to build a learning model for singling out speci�c documents
from others as accurately as possible.
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[root@t7600 ~]# cd

score:0.25

goal:0.18

win:0.20

today:0.002

champ:0.23

last:0.003

protest:0.001

...

a1

10.85

8.80

9.3

0.01

15.6

0.05

0.03

...

x

bn = 1

bn = −1

Figure 1.2: Document classi�cation example.

One way to achieve this is to build a logistic model (see, e.g., [1] for di�erent
models). In the training phase, the model tries to learn the best class indicator, x ,
that minimizes the empirical model error based on already labeled inputs. This often
results in the following regularized logistic regression problem:

minimize
x

1
N

N∑
n=1

log
(
1 + exp

(−bn 〈an, x〉) )
︸                                     ︷︷                                     ︸

empirical model error

+ λ1‖x ‖1
︸  ︷︷  ︸

regularization

,

where N is the total number of documents in the training set, an is the bag of words
for the nth document, and bn is the label for the category of the document. For
instance, in Figure 1.2, bn = 1 is the label for “sports-related” (blue) documents
whereas bn = −1 is the label for all others. In this example, regularization promotes
sparsity in the class indicator, i.e., it favors class indicators that contain very few
non-zero weights [2].

Once the learning model is trained, it compares previously unseen inputs against
its class indicator, and decides which category the input belongs to. For example,
in Figure 1.2, the model’s class indicator puts much more emphasis on frequently
occurring words “score,” “goal,” “win,” and “champ” than others, and will classify the
document (a1) as “sports-related” (bn = 1).

In the previous examples, the problem data is deterministic, i.e., we need to make
decisions based on full information. However, in many application domains such as
�nance, transportation and power systems, we may need to make decisions under
random events over which we have only partial information. An example of such an
event is the weather; we can forecast it, but we cannot be sure until we observe it.

When making decisions under uncertainty, we solve multi-stage stochastic opti-
mization problems. In these problems, the decision-making process is divided into
di�erent stages. At each stage, we �rst make the best decision based on the events
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f1(x )

f2
(
y, ξ1

)

f2
(
y, ξ2

)

f2
(
y, ξ3

)

f2
(
y, ξ4

)

f2
(
y, ξ5

)

π 1

π2

π3

π4
π5

Stage 1 Stage 2 . . . Stage T

. . .

. . .

. . .

. . .

. . .

. . .

. . .

. . .

Figure 1.3: Scenario tree representation of a T -stage stochastic program. In this
example, there are �ve di�erent scenarios in the second stage. f2

(
y, ξ1

)
, where ξ1

encodes the scenario’s data, is the cost attached to the �rst scenario in the second
stage, and π1 is the scenario’s probability of occurring. y represents the decision
variables in the second stage.

that have already taken place (because we cannot anticipate every possible outcome
of random events), and then proceed to the next stage to observe a new outcome. We
take corrective actions based on the outcome, and continue until there are no more
stages.

Multi-stage stochastic programs are often represented with scenario trees, which
are generated by modeling the underlying random processes based on data. Every
node in the scenario tree corresponds to a possible realization of the random event,
i.e., scenario, at a given stage, and every edge is the probability of the scenario’s
occurring (see Figure 1.3).

To illustrate multi-stage stochastic programs, we give the classical farmer’s
problem, which is a representative of two-stage stochastic linear programs. Two-
stage stochastic linear problems are frequently encountered in �nance, transportation
and power systems.

Example 1.3 (Farmer’s Problem [3]). In this problem, a farmer needs to decide the
proportions of their land to devote to di�erent kinds of crops for the coming year.
This decision has an associated cost: the farmer needs to buy the corresponding
seeds. The farmer also knows, based on past experience, the mean yield of their land
as well as the average demand for the crops over years. The random events are the
yield of land and the demand for the crops. This is the �rst stage of the problem.

When the growing season is over, the farmer observes the actual yield of the land
and the demand for the crops, and they take corrective actions (e.g., selling some of



Challenges 5

the cultivated crops at a reduced price or stocking some for the next year). This is
the second stage of the problem.

Minimizing the farmer’s expected cost over possible scenarios can be formulated
as the following two-stage stochastic linear program:

minimize
x

c>x +
S∑
s=1

πs Q
(
x, ξs

)
subject to Ax = b ,

x ≥ 0 ,

where x denotes the �rst-stage decision variables (proportions of the land devoted
to each crop type), c denotes the cost of making decision x , and πs is the probability
of scenario s occurring in the second stage. A possible scenario could be a growing
season that ends with high yield and high demand for the cultivated crops. A and b
encode the constraints on the farmer’s budget and the allocation of the land.

The second part of the objective function is called the recourse function, which
encodes the expected cost of the corrective actions in the second stage. Each Q

(
x, ξs

)
in the recourse function is another optimization problem of the form

minimize
ys

q>s ys

subject to Wys +Tsx = hs ,

ys ≥ 0 .

Here, ys denotes the scenario variables (corrective actions), and qs denotes the cost
associated with the corrective actions. The scenario data Ts and hs , which connect
the �rst-stage decision variables (x ) to the scenario variables, are encoded in ξs .

1.2 Challenges
The previous examples are chosen to highlight two important aspects of modern
applications of numerical optimization. First, they can grow very large in size
(memory complexity) depending on the application. For instance, the document
classi�cation problem in a given language among di�erent types of media such as
scienti�c journals, newspapers, magazines and books can become very hard to solve,
if not impossible, on general purpose computers. Second, even if the problems are
moderate in size, there might exist constraints on the solution time (time complexity)
of a given problem. For example, in the velocity control problem, the MPC algorithm
has to give a solution within the sampling interval de�ned between each sampling
instance. Two-stage stochastic linear programs used in day-ahead electricity markets
can have both memory and time complexities as the computations on large scenario
trees have to �nish by the end of each day.

In fact, today, a wide variety of domains such as astronomy, biology and machine
learning involve optimization problems de�ned over large datasets. Some of these
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datasets have also become publicly and easily accessible in the cloud. For instance,
Amazon [4] hosts freely-accessible public datasets in its centralized data repositories
using Apache’s Hadoop framework [5]. Hadoop is a resilient, distributed data storage
and processing framework that takes advantage of data locality. More precisely, it
splits the dataset into large blocks, and distributes them among a cluster of commodity
hardware computers that are capable of executing complex mathematical operations
on their portion of data. This, in return, allows for faster and more e�cient processing
of data as opposed to conventional approaches which de�ne data and operations in
di�erent places.

Notable examples of hosted large datasets include Google Books Ngrams [6],
NASA NEX [7], and 1000 Genomes [8]. Google Books Ngrams, which exceeds 2 ter-
abytes, is a collection of n-grams, i.e., �xed size tuples of n items, appearing in books
in di�erent languages, which enables researchers, for instance, to make connections
between emotional output of the society and signi�cant events in a given period.
Similarly, NASA NEX is a collaborative platform that combines supercomputing,
Earth system modeling and remote-sensing data, which exceeds 10 terabytes, from
NASA’s satellites in order to provide scientists with tools to run and share model-
ing algorithms related to Earth’s surface. Although it could be tempting to simply
download 10 terabytes of data and save it on a couple of hard disks, given today’s
connection and storage capabilities, it is worth noting that such an attempt would
take 4 days to download the data with a decent 200 Mbit/sec Internet connection and
18 hours to read through it, rendering the problem impractical to solve on standard
computers. Finally, 1000 Genomes is an international research e�ort to establish
a detailed catalog of human genetic variation in the hope for providing a valuable
tool for all �elds of biological science. It has a huge dataset, i.e., a data collection
exceeding 300 terabytes, generated in the three phases of the project.

As can be seen, many challenging problems involve “big data” applications in the
sense that they can not be handled by traditional means (e.g., use of a single, general
purpose computer). In order to transform this freely-accessible, abundant data into
insight or decisions, one needs to solve large-scale optimization problems. This has
created a strong interest in developing optimization algorithms that “parallelize well.”

1.3 Parallel Programming

Traditionally, computer programs are written in a serial fashion, i.e., performing the
actions speci�ed in a program one at a time. However, time and memory complexities
of most problems necessitate the use of parallel programming. One splits the overall
problem into parts, each of which is handled by a separate computing node, and then,
collects the partial results obtained from individual nodes. Here, the computing nodes
can be multiple processors in a single computer or multiple connected computers.
Distributing computations and data over multiple nodes may allow us to �nd optimal
solutions faster and/or deal with larger optimization problems than what can be
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achieved on a single serial computer. When writing parallel programs, one needs to
think of the following aspects.

Speedup. Perhaps, the most important performance measure for writing parallel
programs is the potential speedup when using multiple computing nodes. Speedup
is the relative improvement in execution time of a given computer program in its
parallel implementation when compared to its best serial implementation. In other
words, speedup is de�ned as SW = t1/tW , where t1 is the execution time of the best
sequential algorithm (running on a single node) and tW is the execution time of the
parallel implementation running onW worker (computing) nodes. The maximum
speedup possible, then, isW , which is achievable only if the program can be split into
equal-duration chunks and assigned to each ofW workers without any additional
overhead. Unfortunately, this is an idealized scenario. Usually, in parallel programs,
there are times when some workers are simply idle waiting for others to �nish their
tasks, or extra computations are needed to recalculate some variables, or the local
data of a program needs to be mapped to and collected from di�erent worker nodes,
which results in a communication overhead. As a result, most parallel programs can
not achieve the maximum possible speedup.

E�ciency. Another performance measure for parallel programs is the e�ciency,
which measures to which extent the worker nodes are utilized for doing useful
work. Time spent in communication, for instance, as opposed to doing the actual
computations, is not considered useful, and thus, results in a drop in the e�ciency
of the program. E�ciency is de�ned as E = SW /W , which can be regarded as the
“relative speedup per worker.” Highly e�cient parallel programs (e.g., E ≈ 1) utilize all
the worker nodes for computation at all times, whereas ine�cient ones (e.g., E � 1)
require worker nodes to spend more time on communication. For instance, most
Monte Carlo simulations are embarrassingly parallel — a term used for programs
which require little or no communication — and they are more e�cient than, say,
parallelized partial di�erential equation solvers, which need to communicate the
boundary information among worker nodes after each iteration.

Scalability. Compared to the previous two aspects, scalability is rather impre-
cise [9]. From the hardware’s point of view, a parallel programming architecture is
scalable if the architecture can maintain the performance improvement when the
size (i.e., the number of worker nodes) is increased. Normally, when new workers are
added to the architecture, communication among them will be increased resulting in
delays and contentions, which in turn, decreases the e�ciency. Hence, a parallel ar-
chitecture is scalable if it can maintain the e�ciency when the number of computing
nodes is increased. Similarly, a parallel algorithm is scalable if increased data in the
algorithm result in moderate increase in computational steps needed. Combining
the two notions of scalability, we realize that the goal, and the challenge, in parallel
programming is to accommodate increasing problem sizes with increasing number
of computing nodes.

Today, modern computers consist of a multitude of parallel computing nodes:
multi-core central processing units (CPUs) provide tens of powerful computing
units while general purpose graphics processing units (GPUs) can contain thousands
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Bus
P1 P32 M1 M16

Processors Memories

Figure 1.4: A simpli�ed view of shared-memory architectures. This architecture has
32 computing nodes connected to 16 memory nodes. Memory nodes together de�ne
a single memory space, where each processing node can directly access data stored
in any memory node.

of relatively simpler nodes. In addition, commoditized distributed-computing ser-
vices such as Amazon’s Elastic Compute Cloud [4], Google’s Compute Engine [10]
and Microsoft’s Azure [11] have made it relatively cheap and convenient to have
access to the desired computation power especially for short durations. These cloud-
computing providers have also started supporting low-power Internet of Things
(IoT) enabled devices in their ecosystem so that the customers can bene�t from their
low-power devices when making decisions at the edge (i.e., location where memory
and computing power are needed). All these computing platforms certainly di�er in
scale, but they also tend to di�er in their use of shared and distributed memory.

Shared-Memory Architectures
In a shared-memory architecture, all the computing nodes have access to the same
memory space, where both the executable code and the data for a given program are
stored (see Figure 1.4). The nodes and the memory space are connected through an
interconnection network, also referred to as the memory bus, in traditional multi-core,
multiprocessor desktop computers.

From the programmer’s perspective, writing parallel programs for the shared-
memory architecture is attractive and relatively easy for two reasons. First, some
languages provide convenient threading support to help map portions of a program to
individual nodes while using shared program data [12, 13]. Similarly, there are open
standards [14] that enable programmers to “ask” the compilers of low-level languages
such as C, C++, and Fortran to generate e�cient parallel versions of their “easily
parallelizable” (e.g., embarrassingly parallel) code fragments. Second, the convenience
of having a single memory space shared among computing nodes removes a lot
of burden from the programmer, such as making explicit communication, when
accessing problem data.

Shared-memory architectures have some drawbacks. Small-sized shared-memory
architectures are cost-e�ective. However, as the size increases, the memory bus needs
to be expanded to provide enough bandwidth for the increasing number of computing
nodes accessing the shared-memory. Similarly, due to the limitations of physical
connections, most large-sized shared-memory architectures have a hierarchical
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Bus
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Shared Memory Architecture N

Figure 1.5: A view of distributed-memory architectures. Here, the global data is
distributed over N shared-memory architectures. Each shared-memory architecture
may consist of multiple computing nodes that have direct access to only local parts
of data. These nodes need to use an interconnection layer to access other parts of the
data. In cloud-computing systems, the interconnection layer is usually the Internet,
which is much slower compared to the memory buses.

structure, in which some computing nodes are closer to some parts of memory
locations than others. This type of con�guration results in the so-called nonuniform
memory access (NUMA) among computing nodes. This means that some workers
have faster access to parts of data than others. To alleviate the problem of di�erent
memory access times, modern computing architectures provide caches in computing
nodes to save local copies of frequently accessed data. Then, the challenge is to
maintain cache coherency among computing nodes, which means providing identical
copies in caches of individual nodes when the cached memory has been modi�ed.

Distributed-Memory Architectures
In a distributed-memory architecture, each computing node has immediate access
to its local memory, whereas some global information needs to be coordinated
among nodes using an interconnection network (cf. Figure 1.5). Such an architecture
is inherent in desktop computers utilizing both CPUs and GPUs, which is called
a hybrid-memory architecture (compare Figure 1.6), but also in cloud-computing
systems.

Distributed-memory architectures, speci�cally commodity computing systems,
have some advantages over shared-memory architectures. First, they scale better with
the increasing demand for computing nodes than the shared-memory architectures.
For example, it is relatively cheaper to build an interconnection among already
available computers than buying a brand new computer to have a system consisting
of 64 processors. In addition, distributed-memory architectures may be the only
solution when moving all the problem data to a single location is not feasible due to
either the volume (cf. the NASA NEX dataset) or the related privacy issues concerning
the data.

When writing parallel programs for distributed-memory architectures, one needs
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CPU Memory GPU Memory

CPU GPU

Uni�ed Memory

CPU GPU

Figure 1.6: A schematic representation of hybrid-memory architectures. Computers
utilizing both CPUs and GPUs are traditionally distributed-memory architectures
(left), where computing nodes on CPUs and GPUs each have their own separate
memory spaces. A physical interconnection layer (cf. Figure 1.5) is used for data
exchange between the CPU and GPU memory spaces. Modern computers also
support the so-called uni�ed-memory architecture (right), where part of the CPU
memory is used e�ciently by the GPU. This architecture can also be regarded as
the distributed shared-memory architecture [9], since the data exchange between
di�erent memory spaces is implicit.

to be aware of their limitations. First, because there is no single common memory
space, local memories of individual nodes are not accessible by the others. As a result,
message passing is needed when coordinating among nodes, which requires not only
the use of third-party libraries such as OpenMPI [15] and ZMQ [16] but also substantial
changes (or even a redesign) in the serial version of the program. Second, global
information coordination is usually nontrivial in these architectures. For instance, the
information is coordinated on a relatively reliable, physical interconnection network
in desktop computers, whereas the use of the Internet is required in cloud-computing
systems that involve computing nodes scattered in di�erent geographical locations.
The use of the Internet may lead to signi�cant delays or lost messages if computing
nodes have slow connections or if some of the nodes fail due to, for instance, power
outage or connection problems.

Synchronous vs. Asynchronous Computations
Regardless of the parallel architecture used, all parallel programs need to manage
shared resources. These resources could be �les on disks, any physical device that
the program has access to, or simply some data in the memory relevant to the
computations.

Reading from shared resources normally does not pose any problems. However,
when changing the resource states (e.g., writing to a �le or changing a variable
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in memory) race conditions occur among computing nodes, in which the resulting
state depends on the sequence of uncontrollable events. Sections of a program that
lead to race conditions are called critical sections. In critical sections, consistent
results can be ensured by making sure that nodes which execute critical sections
have exclusive access to the associated resource during updates. The most common
synchronization primitive for controlling access to critical sections is the mutual
exclusion lock. The �rst computing node that arrives at a critical section obtains the
lock, executes the critical section, and �nally releases the lock, enabling other nodes
to enter the section if they need to. In shared-memory architectures, uninterruptible,
or atomic, operations can also be used to e�ciently provide controlled access in
critical sections of the program. In distributed-memory architectures, however, the
process is somewhat more involved. Since there is no global memory space which is
shared among all the nodes, de�ning a global lock common to all the nodes is harder.
Instead, one de�nes reader/writer policies when giving access to shared information.
The simplest policy is to have a single reader/single writer policy, i.e., a master-worker
framework, in which the master is responsible for all the reading and writing of the
shared data, and the workers make requests to the master.

Although synchronization primitives in a program are often needed for consis-
tency purposes, they reduce the performance, and hence, the e�ciency of parallel
programs due to the idle waiting times. Algorithms that require signi�cant amount of
synchronization primitives among nodes are called synchronous algorithms, whereas
algorithms that can avoid these primitives are called asynchronous algorithms.

1.4 Research �estions
Traditionally, optimization algorithms are designed under the assumption of serial
and synchronous operations. At each iteration of an optimization algorithm, the goal
is to �nd a new decision variable that results in a decrease in the cost. In the popular
gradient descent method, for example, this is achieved by computing the gradient of
the cost at the current variable and then taking a step in its negative direction. When
the decision variable is large, the task of computing the gradient can be split into
smaller tasks and mapped to di�erent computing nodes. In synchronous optimization
algorithms, each node calculates their part of the gradient independently, and then,
synchronizes with other nodes at the end of each iteration to calculate the new
variable. Such a synchronization means that the algorithm will be running at the
pace of the slowest computing node (also referred to as the straggler). Moreover, if
one of the nodes fails, there is a risk of deadlock, i.e., a state in which every computing
node is waiting for some other node (in this case, the failed node) to terminate.

In contrast to synchronous algorithms, asynchrony allows the nodes to com-
pute gradients at di�erent rates without global synchronization, and lets each node
perform its update independently of others by using out-of-date information. We
can gain some advantages from asynchronous implementations of optimization al-
gorithms. First, fewer global synchronization points will give reduced idle waiting
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times and alleviated congestion in interconnection networks. Second, fast computing
nodes will be able to execute more updates in the algorithm. Similarly, the overall
system will be more robust to individual node failures. However, on the negative side,
asynchrony runs the risk of rendering an otherwise convergent algorithm divergent.
Note that convergence analysis of asynchronous algorithms tends to be more chal-
lenging since their dynamics are much richer [17], and asynchronous optimization
algorithms often converge under more restrictive conditions than their synchronous
counterparts. Thus, tuning an algorithm to withstand large amounts of asynchrony
will typically result in unnecessarily slow convergence if the actual implementation
is synchronous.

Parallel optimization has a rich history [18], and many early results have been
uni�ed and signi�cantly extended in the in�uential book by Bertsekas and Tsitsik-
lis [17]. However, it is still an important issue to tailor the algorithms to make the
best use of current computing platforms.

The main motivation in this thesis is to bene�t from asynchronous parallel
computations to e�ciently solve optimization problems that underlie important
engineering applications on shared-memory and distributed-memory architectures.
To this end, we aim to provide the necessary tools for designing and realizing
asynchronous parallel optimization algorithms. Speci�cally, we seek answers to the
following questions:

1. Can we design algorithms without knowing the precise characteristics of
information delays and still guarantee that the algorithms �nd an “acceptable
solution?” If so, can we provide expressions for how suboptimal the proposed
solution will be and how quickly it can be computed?

2. Can we design asynchronous versions of the state-of-the-art synchronous
algorithms under time-varying information delays such that the resulting
implementations will still match the convergence characteristics of their syn-
chronous counterparts? If yes, up to how many parallel computing nodes can
we expect to have a relative speedup in our algorithms?

3. Instead of throwing away outdated information from parallel computing nodes,
can we somehow bene�t from this information such that we can obtain a better
solution, i.e., a solution without any residual error? If yes, how should the
resulting algorithm take into account the information delay and how fast can
we obtain the solution?

4. Can we �nd e�cient abstractions for algorithms such that we can provide
a unifying framework to help researchers, and practitioners alike, design,
prototype and implement their ideas on a multitude of computing platforms
available when solving their optimization problems?

5. Can we go beyond the current cloud architectures with statically con�gured
nodes to the next generation elastic “serverless” computing platforms? Can we



Research �estions 13

make our software framework �exible enough to make the transition seamless,
and will state-of-the-art distributed optimization algorithms run well in these
emerging architectures?

In this thesis, we focus on regularized optimization (also referred to as composite
optimization) problems, which have many applications in the data-driven machine
learning, signal processing, statistical estimation, and stochastic decision-making
�elds [19–22]. Regularized optimization problems are formulated as

minimize
x

ϕ(x) B f(x) + h(x) . (1.1)

The total loss function, ϕ(x), consists of two main parts. The �rst part, f(x), is
typically a smooth function, whereas the second part, h(x), is a possibly nonsmooth
function of the decision vector x .

In data-driven machine-learning applications, the smooth part typically models
the empirical data loss, and is a �nite sum of component functions

f(x) =
N∑
n=1

fn(x)

that come from N data points. The nonsmooth part, on the other hand, is a regularizer
that is generally used to give preference to a particular solution with desirable
properties. For instance, given a data matrix A and a vector b, in ridge regression
problems, one tries to solve

minimize
x

N∑
n=1

〈an, x〉 − bn2
2 +

λ2
2 ‖x ‖

2
2

for some λ2 > 0. Here, the �rst part is the sum of squared residuals coming from
ordinary least-squares, and the second part is the ridge regularizer, which is used to
promote solutions with smaller norms. Similarly, in `1-penalized logistic regression
problems, one tries to solve

minimize
x

N∑
n=1

log
(
1 + exp

(−bn 〈an, x〉) ) + λ1‖x ‖11

for some λ1 > 0. Here, bn ∈ {−1, 1} is the (binary) label for each of the N samples,
and the �rst part captures the mismatch between the data and its logistic model.
The second part in the total loss is the lasso regularizer, which is used to promote
sparse solutions. When there is no regularizer, i.e., h(x) = 0, Problem (1.1) becomes
an unconstrained, smooth optimization problem that only takes into account the
empirical data loss.

In multi-stage stochastic decision-making applications, one tries to solve

minimize
x

N∑
n=1

πn fn(x) + IC(Mx) ,



14 Introduction

where πn denotes the probability of occurring of a scenario in the scenario tree. The
�rst part encodes the expected cost of the scenario tree. The second part uses the
indicator function of a non-empty, closed, convex set C:

IC(x) B
{

0 if x ∈ C ,
+∞ otherwise,

to encode the nonanticipativity of stage variables (with the matrix M) [22]. In this
case, Problem (1.1) becomes a constrained, smooth optimization problem.

1.5 Outline and Contributions
The thesis is a summary of the results that address the aforementioned questions.
All work has appeared in or is submitted to peer-reviewed conferences and journals.

To make the thesis self-contained, we �rst provide the necessary background in
Chapter 2. This is the chapter where we introduce the notation, and review some
important de�nitions and relations in convex optimization that are the foundation
of the rest of the thesis. Later, we present our results in two parts. The �rst part
focuses on analysis of di�erent ways of solving Problem (1.1) using asynchronous
iterations under time-varying bounded information delays. The second part focuses
on the implementation aspects of a large family of algorithms on di�erent computing
platforms. Finally, in Chapter 7, we conclude the thesis by summarizing the results
and providing a future outlook.

The outline and contributions of the thesis are as follows.

Part I: Analysis
Chapter 3: Shared-Memory Algorithms

We consider unconstrained, smooth convex optimization problems where the smooth
part of the loss is a sum of a large number of component functions of a (possibly)
large decision vector. We assume that multiple computing nodes that share a global
memory run asynchronously to speed up computations. This problem setup appears
naturally in “big data” applications, where each component function describes the
loss estimated using the data available at a speci�c node, and the number of features
under consideration is large.

First, we introduce a new, �exible incremental gradient algorithm that iteratively
updates the global decision vector based on delayed partial gradients of the indi-
vidual component functions. Then, we extend this algorithm to support updates
coming from delayed partial gradients with respect to blocks of coordinates. The
extended algorithm covers delayed incremental gradient and delayed coordinate
descent algorithms as special cases.

We motivate the design of the algorithms from basic observations, and then
analyze their convergence properties under standard assumptions. We show that,
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even with a constant step size, which can be chosen independently of the number of
component functions, the expected loss converges linearly to within some ball around
the optimum. We derive explicit expressions that quantify how the convergence
rates depend on loss function properties and algorithm parameters such as the step
size and the maximum delay bound. Associated upper bounds on the asymptotic
errors reveal the trade-o� between the convergence rates and the residual errors.
Contrary to related proposals in the literature, our algorithms are delay-insensitive,
i.e., they converge for any bounded information delay, and their step size parameters
can be chosen independently of the maximum delay bound.

The chapter is based on the following works:

• Hamid Reza Feyzmahdavian, Arda Aytekin, and Mikael Johansson. “A De-
layed Proximal Gradient Method with Linear Convergence Rate”. In: 2014
IEEE International Workshop on Machine Learning for Signal Processing (MLSP).
Institute of Electrical and Electronics Engineers (IEEE), Sept. 2014. doi: 10.
1109/mlsp.2014.6958872,

• Arda Aytekin, Hamid Reza Feyzmahdavian, and Mikael Johansson. “Asyn-
chronous Incremental Block-Coordinate Descent”. In: 2014 52nd Annual Aller-
ton Conference on Communication, Control, and Computing (Allerton). Institute
of Electrical and Electronics Engineers (IEEE), Sept. 2014. doi: 10.1109/
allerton.2014.7028430.

Chapter 4: Distributed-Memory Algorithms

We consider solving constrained, possibly nonsmooth, convex optimization problems.
We assume that the problems involve large number of component functions and
decision variables that are distributed among di�erent general purpose computers in
the Parameter Server [25] framework.

In Parameter Server, masters can communicate among each other and have access
to globally shared parameters (i.e., decision variables). They utilize di�erent worker
nodes to solve parts of the overall problem. Since di�erent masters can utilize the
same worker for di�erent purposes, each worker is assigned a portion of the problem
data and a copy of the decision variable. To avoid communication overhead, masters
push the most up-to-date decision variable to workers only when needed. Hence,
workers have delayed copies of the most recent decision variable, and they do their
calculations based on these outdated values. Whenever a worker �nishes the assigned
work, it sends the result to the calling master, which updates the decision variable
and synchronizes with the other masters. Figure 1.7 illustrates the mechanics of this
framework.

In the chapter, we introduce two algorithms based on mini-batching. In mini-
batching algorithms, worker nodes sample mini batches of component functions
from their full batch of functions. Mini-batching algorithms have proven to be a
powerful paradigm for large-scale machine-learning. They give more accurate search
directions than stochastic gradient descent (which just computes the gradient of

https://doi.org/10.1109/mlsp.2014.6958872
https://doi.org/10.1109/mlsp.2014.6958872
https://doi.org/10.1109/allerton.2014.7028430
https://doi.org/10.1109/allerton.2014.7028430
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[root@us-1~]# cd

us-1

[root@us-2~]# cd

us-2

[root@eu-1~]# cd

eu-1

[root@eu-2~]# cd

eu-2

[root@ap-1~]# cd

ap-1

[root@ap-2~]# cd

ap-2

[root@master-1~]# cd

master-1
[root@master-2~]# cd

master-2
[root@master-3~]# cd

master-3

Figure 1.7: A simple representation of the Parameter Server framework. Masters and
workers can be located in di�erent geographical locations such as the United States,
Europe and Paci�c Asia. Masters are responsible for all the reading and writing of
the shared data, and workers make requests to the masters. Each worker is allowed
to do operations on outdated information and at its own pace.

a single component function in each iteration) and require substantially less work
than gradient descent, which requires the computation of the gradient of all the
component functions in each iteration. However, the state-of-the-art parallel mini-
batching algorithms assume synchronous operation or cyclic update orders, where
the worker nodes are queried one after the other. When worker nodes have di�erent
computational capabilities or di�erent communication delays, synchronous and
cyclic operations are ine�cient because they leave workers idle waiting for the
slower nodes to complete their computations.

First, we propose an asynchronous mini-batching algorithm for regularized
stochastic optimization problems with smooth loss functions that eliminates idle
waiting, and allows workers to run at their maximal update rates. We show that,
by suitably choosing the step size values, the algorithm achieves a rate on the or-
der O

(
1/√K

)
for general convex regularization functions, and a rate on the order

O (
1/K )

for strongly convex regularization functions, where K is the number of
iterations. In both cases, the impact of asynchrony on the convergence rate of our
algorithm is asymptotically negligible, and a near-linear speedup in the number of
workers can be expected. To the best of our knowledge, our asynchronous algorithm
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is the �rst to attain the optimal convergence rates for convex and strongly convex
stochastic composite optimization problems in spite of time-varying delays.

Then, we present and analyze an asynchronous incremental aggregated gradient
descent algorithm for solving regularized optimization problems. The algorithm
can handle both general convex (and possibly nonsmooth) regularizers and general
convex constraints. When the empirical data loss is strongly convex, we establish a
global linear convergence rate, give explicit expressions for step size choices that
guarantee convergence to the optimum, and bound the associated convergence fac-
tors. The expressions quantify how the degree of asynchrony a�ects the convergence
rate, and recover classical results under synchronous operation. To the best of our
knowledge, our result is the �rst to establish the global linear convergence rate of
this algorithm.

The chapter is based on the following works:

• Hamid Reza Feyzmahdavian, Arda Aytekin, and Mikael Johansson. “An asyn-
chronous mini-batch algorithm for regularized stochastic optimization”. In:
2015 54th IEEE Conference on Decision and Control (CDC). Institute of Electri-
cal and Electronics Engineers (IEEE), Dec. 2015. doi: 10.1109/cdc.2015.
7402404,

• Hamid Reza Feyzmahdavian, Arda Aytekin, and Mikael Johansson. “An Asyn-
chronous Mini-Batch Algorithm for Regularized Stochastic Optimization”. In:
IEEE Transactions on Automatic Control (2016), pp. 1–15. doi: 10.1109/tac.
2016.2525015,

• Arda Aytekin, Hamid Reza Feyzmahdavian, and Mikael Johansson. “Analysis
and Implementation of an Asynchronous Optimization Algorithm for the
Parameter Server”. In: (Oct. 18, 2016). arXiv: 1610.05507v1 [math.OC].

Part II: Implementation
Throughout the �rst part, when designing algorithms, we �rst prototype our ideas
in high-level programming languages such as MATLAB, Python and Julia, then
verify our theoretical results numerically on toy problems, and �nally test the algo-
rithm’s performance on larger problems against that of the state-of-the-art. However,
reproducing results from the literature is di�cult. Many papers lack public imple-
mentations, and many of the public codes are incomplete or hand-crafted for speci�c
problem-platform combinations. To be able to benchmark the performances of dif-
ferent algorithms in the literature, we often need to reimplement the algorithms
from scratch. This process gets even more involved when we work with algorithms
in distributed-memory architectures. Due to the lack of software frameworks that
could potentially enable us to seamlessly move from shared-memory architectures to
the distributed-memory, we need to reimplement everything, this time, in low-level
languages. This has motivated the second part of the thesis.

https://doi.org/10.1109/cdc.2015.7402404
https://doi.org/10.1109/cdc.2015.7402404
https://doi.org/10.1109/tac.2016.2525015
https://doi.org/10.1109/tac.2016.2525015
https://arxiv.org/abs/1610.05507v1
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Chapter 5: POLO: a POLicy-based Optimization library

We present our software framework for large-scale optimization research. POLO has
started out as a C++ library that emphasizes ease-of-use, �exibility and e�ciency
in algorithm design. It uses C++’s two powerful language features, multiple inheri-
tance and template programming, to decompose algorithms into essential policies
and facilitate code reuse. With its clear separation between algorithm and execu-
tion policies, it provides researchers with a simple and powerful environment for
prototyping ideas, evaluating them on di�erent parallel computing platforms and
hardware architectures, and generating compact (i.e., low memory footprint) and
e�cient production code. This enables users to move seamlessly from serial to
multi-threaded shared-memory and multi-node distributed-memory executors.

POLO also provides a C-API for customization and interfacing in high-level lan-
guages. To illustrate the versatility of the C-API, we have created POLO.jl, �rst
as a wrapper around POLO written in the Julia language, which glues high-level
data manipulation facilities and loss function de�nitions in Julia with the low-level
execution engine provided in the C-API. However, due to Julia’s limitations1 that
hinder the use of shared-memory executors from the C-API, we have chosen to
redesign POLO.jl following the same design approach in pure Julia.

We demonstrate how POLO allows users, in both languages, to prototype their
ideas, and benchmark them against state-of-the-art asynchronous parallel optimiza-
tion algorithms in just a few lines of code. We also report experimental results from
shared- and distributed-memory computing architectures. In our experiments, we
observe that there is little overhead when using the compiled C++ code directly
within Julia. We also notice that the performance of algorithms implemented in pure
Julia is comparable with that of their C++ counterparts.

Both POLO and POLO.jl are hosted at GitHub2 under the permissive MIT license.
We provide prebuilt multi-architecture Docker images at Docker Hub3 for both
projects that support 64-bit AMD architectures as well as 32-bit and 64-bit ARM
devices.

The chapter is based on the following works:

• Arda Aytekin, Martin Biel, and Mikael Johansson. “POLO: a POLicy-based
Optimization library”. In: (Oct. 2018). arXiv: 1810.03417v1 [math.OC],
submitted to Springer Mathematical Programming Computation. Under re-
view,

• Martin Biel, Arda Aytekin, and Mikael Johansson. “POLO.jl: POLicy-based
Optimization algorithms in Julia”. Oct. 2018, submitted to Elsevier Advances
in Engineering Software. Under review,

1At the time of writing the thesis.
2https://github.com/pologrp
3https://hub.docker.com/u/pologrp

https://arxiv.org/abs/1810.03417v1
https://github.com/pologrp
https://hub.docker.com/u/pologrp


Outline and Contributions 19

• Arda Aytekin, Martin Biel, and Mikael Johansson. “POLO — an E�cient
Framework for Rapid Prototyping of Distributed Optimization Algorithms”.
In: International Congress on Industrial and Applied Mathematics (ICIAM). Al-
gorithms for Numerically Optimizing Expensive Functions. July 15, 2019, to be
presented.

Chapter 6: Serverless Optimization

We explore the opportunities and limitations of the serverless runtimes for solving
large-scale optimization problems. Serverless runtimes are the latest generation
on-demand compute capabilities that the cloud-computing providers o�er. They are
elastic and event-driven in the sense that thousands of worker nodes can be spawned
at once whenever needed, and users only need to pay for the throughput of these
worker nodes. This elastic and event-driven nature of serverless runtimes makes
them a very e�cient and cost-e�ective alternative for scaling up computations.

So far, they have mostly been used for stateless, data parallel (such as, e.g.,
Monte Carlo simulations) and ephemeral computations. We propose using serverless
runtimes to solve generic, large-scale optimization problems. To this end, we build a
serverless executor using the building blocks in POLO. We use AWS Lambda as the
source of our worker nodes, implement a parallel optimization algorithm to solve
a regularized logistic regression problem, and show that relative speedups up to
256 workers and e�ciencies above 70% up to 64 workers can be expected. We also
identify possible algorithmic and system-level bottlenecks, propose improvements,
and discuss the limitations and challenges in realizing these improvements. To the
best of our knowledge, this is the �rst attempt to solve optimization problems in a
distributed way on serverless runtimes.

The chapter is based on the following work:

• Arda Aytekin and Mikael Johansson. “Harnessing the Power of Serverless
Runtimes for Large-Scale Optimization”. In: (Jan. 10, 2019). arXiv: 1901.
03161v1 [cs.DC], submitted to IEEE International Conference on Cloud
Computing (2019). Under review.

https://arxiv.org/abs/1901.03161v1
https://arxiv.org/abs/1901.03161v1




Chapter 2

Preliminaries
In this chapter, we �rst introduce the notation that is used in the thesis, and then
review some key de�nitions and important relations related to convex optimization
that is used throughout the thesis.

2.1 Notation
Throughout the thesis, we use blackboard font to denote sets. We reserveR,N andN0
for the set of real numbers, the set of natural numbers, and the set of natural numbers
including zero, respectively. Superscripts in the set notation denote the dimension
information. For instance, Rd denotes the set ofd-dimensional vectors where a vector
x =

[
x (1) · · · x (d )

]>
has its coordinates from the set of real numbers, whereas

Rd1×d2 denotes the set of real matrices having d1 rows and d2 columns. Subscripts,
when used with variables, denote their value at a speci�c instance: xk is the value of
x at time instance k .

For a random variable v whose probability distribution P is supported on a set
V ⊆ Rd2 , we use Pv [v̄] as a shorthand for P[v = v̄] to denote “probability of v being
equal to v̄ .” Similarly, for a function F : Rd1 × Rd2 7→ R, we use Ev

[
F(x,v)] to denote

the expectation de�ned as

Ev
[
F(x,v)] = ∫

V
F(x,v) dP ,

and we drop the subscript when the random variable is obvious from the context.
Last, to denote the conditional expectation with respect to the random variable v ,
given the �ltration generated by {vk } up to some time instance k̄ , we use the notation
Evk |k̄ [·].

We denote the inner product of two vectors x and y in the d-dimensional vector
space Rd with

〈
x,y

〉
. We assume that Rd is endowed with a norm ‖·‖, and use ‖·‖∗

to represent the corresponding dual norm, de�ned byy∗ B sup
‖x ‖≤1

〈
x,y

〉
.

For a real valued function f : Rd 7→ R, we use ∇ f(x) to denote its gradient
evaluated at point x . When a real valued function F : Rd1 × Rd2 7→ R is under
consideration, we use ∇(1) F(·, ·) and ∇(2) F(·, ·) to denote its partial gradient with
respect to the �rst and second vector of variables, respectively.
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Convex function

Figure 2.1: Illustration of a convex set, a nonconvex set and a convex function.

For any partition of x ∈ Rd into B non-overlapping blocks,
(
x [1], . . . , x [B]

)
, with

x [b] ∈ Rdb , b = 1, . . . ,B, and
B∑
b=1

db = d ,

we de�ne U[b] ∈ Rd×db as the corresponding partition, i.e., set of columns, of the
identity matrix:

Id =
(
U[1],U[2], . . . ,U[B]

)
∈ Rd×d .

Then, the partial gradient of f : Rd 7→ R with respect to x [b] ∈ Rdb is de�ned as

∇[b] f(x) = U >[b]∇ f(x) .

2.2 Definitions and Useful Relations
In the thesis, we focus on convex optimization problems. The optimization problem

minimize
x ∈X

f(x)

subject to h̃i(x) ≤ 0 i = 1, . . . , I ,
h̄j(x) = 0 j = 1, . . . , J ,

is a convex optimization problem, if the cost function f(·) and all the functions that
de�ne inequalities, i.e., h̃i(·), are convex functions, and all the functions that de�ne
equalities, i.e., h̄j(·), are linear functions of the decision variable x .

We start with the de�nition of a convex set and a convex function.

De�nition 2.1 (Convex Set). A set C is convex, if the line segment between any
two points x and y in the set lies in the set (see Figure 2.1), i.e., for any x,y ∈ C and
any θ ∈ (0, 1),

θx + (1 − θ )y ∈ C .
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De�nition 2.2 (Convex Function). A function f : Rd 7→ R is convex if dom f is a
convex set, and

f
(
θx + (1 − θ )y) ≤ θ f(x) + (1 − θ ) f (y)

is satis�ed for all x,y ∈ dom f and all θ ∈ (0, 1). In other words, f(·) is convex if the
chord from x to y lies above the graph of f(·) (see Figure 2.1). Furthermore, f(·) is
strictly convex if the above inequality holds strictly whenever x , y.

De�nition 2.3 (Strongly Convex Function). A continuously di�erentiable function
f : Rd 7→ R is µ-strongly convex with respect to norm ‖·‖ if f(·) is convex, and there
exists a constant µ > 0 such that

f
(
y
) ≥ f(x) + 〈∇ f(x),y − x〉 + µ

2
y − x2

holds for all x,y ∈ dom f .

Remark 2.1. Strong convexity does not necessarily require the function to be di�eren-
tiable; when the function is nonsmooth, the gradient is replaced by the subgradient.

The following de�nition introduces subgradients of proper convex functions.

De�nition 2.4 (Subgradient). For a convex function h: Rd 7→ R ∪ {+∞}, a vector
sx is called a subgradient of h(·) at x if

h
(
y
) ≥ h(x) + 〈

sx ,y − x
〉

holds for all y. The set of all subgradients of h(·) at x is called the subdi�erential of
h(·) at x , and is denoted by ∂ h(x).
De�nition 2.5 (Smoothness). A function f : Rd 7→ R is called L-smooth on dom f ,
if ∇ f(·) is Lipschitz-continuous with Lipschitz constant L, that is∇ f(x) − ∇ f

(
y
)
∗ ≤ L

x − y
holds for all x,y ∈ dom f . The gradient of f(·) is called block coordinate-wise Lipschitz
continuous on dom f if there exist constants l1, . . . , lB such that∇[b] f

(
x +U[b]∆x [b]

)
− ∇[b] f(x)


∗
≤ lb

∆x [b]
holds for all x ∈ dom f , b = 1, . . . ,B, and ∆x [b] ∈ Rdb such that x+U[b]∆x [b] ∈ dom f .

Remark 2.2. When ∇ f(·) is block coordinate-wise Lipschitz continuous, we have

f
(
x +U[b]∆x [b]

)
≤ f(x) +

〈
∇[b] f(x),∆x [b]

〉
+
lb
2

∆x [b]2
(2.1)

for all x ∈ dom f and all ∆x [b] ∈ Rdb such that x +U[b]∆x [b] ∈ dom f [33].
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To make the thesis self-contained, we provide below some useful inequalities
related to convex functions. The inequalities are all borrowed from [34, Chapter 2].
Interested readers should consult the book for the proofs. Moreover, books such
as [35–37] provide a thorough treatment of convex optimization problems and many
interesting algorithms.
Note 2.3 (Useful Inequalities). From convex analysis, we know that the following
relations hold for an L-smooth, (possibly) µ-strongly convex function f : Rd 7→ R:

1
2L

∇ f(x) − ∇ f
(
y
)2
∗ ≤ f

(
y
) − f(x) − 〈∇ f(x),y − x〉 ≤ L

2
x − y2

,

1
L

∇ f(x) − ∇ f
(
y
)2
∗ ≤

〈∇ f(x) − ∇ f
(
y
)
, x − y〉 ≤ L

x − y2
,

µ

2
y − x2 ≤ f

(
y
) − f(x) − 〈∇ f(x),y − x〉 ≤ 1

2µ
∇ f(x) − ∇ f

(
y
)2
∗ ,

µ
y − x2 ≤ 〈∇ f(x) − ∇ f

(
y
)
, x − y〉 ≤ 1

µ

∇ f(x) − ∇ f
(
y
)2
∗ ,

µL

µ + L

x − y2
+

1
µ + L

∇ f(x) − ∇ f
(
y
)2
∗ ≤ 〈∇ f(x) − ∇ f

(
y
)
, x − y〉 ,

for all x,y ∈ dom f and 0 < µ ≤ L.
Convex functions are an important class of functions in that they are also utilized

to de�ne a generalized notion of distance between two points. The main motivation
to use generalized distance functions, instead of the usual squared Euclidean distance,
is to design optimization algorithms that can take advantage of the geometry of the
feasible set (see, e.g., [38–41]).

De�nition 2.6 (Generalized Distance Function). Every di�erentiable, µω -strongly
convex function ω : Rd 7→ R induces a generalized distance function de�ned as

Dω
(
x,y

)
B ω(x) − ω (

y
) − 〈∇ω (

y
)
, x − y〉 .

Remark 2.4. Strong convexity of the distance generating functionω(·) always ensures
that

Dω
(
x,y

) ≥ µω
2

x − y2

for all x,y ∈ domω, and Dω
(
x,y

)
= 0 if and only if x = y.

Remark 2.5. Throughout the thesis, there is no loss of generality to assume that
µω = 1. Indeed, if µω , 1, we can choose the scaled function ω̄(x) = 1

µω
ω(x), which

has modulus µω̄ = 1, to generate the generalized distance function.
Note 2.6. In the thesis, we assume that the generalized distance function is induced
by a strongly convex function ω(·). However, it is enough for ω(·) to be a Bregman
function, instead, to induce a generalized distance function that satis�es Dω

(
x,y

) ≥
0 [18, Chapter 2].
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Below, we provide three well-known examples of generalized distance functions.

Example 2.1 (Squared Euclidean Distance). Choosing the distance generating func-
tion as the squared Euclidean norm, i.e., ω(x) = 1

2 ‖x ‖22, which is 1-strongly convex
with respect to the `2-norm over any convex set C, would result in Dω

(
x,y

)
=

1
2
x − y2

2, i.e., the squared Euclidean distance.

Example 2.2 (Squared Mahalanobis Distance). The distance generating function
ω(x) = 1

2
〈
x,Qx

〉
for some positive de�nite matrix Q is λmin-strongly convex with

respect to the `2-norm over any convex set C, where λmin is the minimum eigenvalue
of Q . The resulting generalized distance function Dω

(
x,y

)
= 1

2
〈
x − y,Q (

x − y)〉,
which is a generalization of the squared Euclidean distance, is called the squared
Mahalanobis distance.

Example 2.3 (Kullback-Leibler (KL) Divergence). Another common example of
distance generating functions is the negative entropy function

ω(x) =
d∑
i=1

x (i) log
(
x (i)

)
,

which is 1-strongly convex with respect to the `1-norm over the probability simplex

P B



x ∈ Rd

������
d∑
i=1

x (i) = 1 , x ≥ 0


.

Its associated generalized distance function is

Dω
(
x,y

)
=

d∑
i=1

x (i) log
(
x (i)

y(i)

)
,

which is called the KL divergence function.

Using their de�nition, it is easy to verify the following important property of
generalized distance functions.

De�nition 2.7 (Four-Points Identity). Generalized distance functions posses the
following identity

Dω
(
x,y

) − Dω (x,v) − Dω
(
z,y

)
+ Dω (z,v) =

〈∇ω(v) − ∇ω (
y
)
, x − z〉

for any four points v, x,y, z ∈ domω. Choosing z = y results in the so-called
three-points identity [42, Lemma 3.1]:

Dω
(
x,y

) − Dω (x,v) + Dω
(
y,v

)
=

〈∇ω(v) − ∇ω (
y
)
, x − y〉 .
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When the distance generating function is chosen as ω(x) = 1
2 ‖x ‖22, the two identities

take the form:
1
2
x − y2

2 −
1
2 ‖x −v ‖

2
2 −

1
2
z − y2

2 +
1
2 ‖z −v ‖

2
2 =

〈
v − y, x − z〉 ,

1
2
x − y2

2 −
1
2 ‖x −v ‖

2
2 +

1
2
y −v2

2 =
〈
v − y, x − y〉 ,

for any v, x,y, z ∈ Rd .
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Chapter 3

Shared-Memory Algorithms
A popular approach for dealing with large decision vectors is to use coordinate
descent methods, where only a subset of the decision variables are updated in each
iteration. A recent breakthrough in the analysis of coordinate descent methods was
obtained by Nesterov, who established global non-asymptotic convergence rates for
a class of randomized coordinate descent methods for convex minimization [33].
Nesterov’s results have since been extended in several directions, for both randomized
and deterministic update orders, (see, e.g., [43–46]).

In this chapter, we propose and analyze a new approach to solve a global loss
minimization problem over a (possibly) large and not necessarily sparse decision
vector using an incremental prox-gradient descent method with delayed information.
Although the algorithms covered in this chapter are best suited to shared-memory
architectures, due to the way the algorithms sample component functions, they
might bene�t as well from parallelization in the distributed setting.

The chapter is structured as follows. In the next section, we �rst formulate the
problem, give related prior work, and motivate the proposed family of algorithms
from some basic observations. Then we give two di�erent implementations of the
algorithms: incremental prox-gradient descent (Section 3.2) and incremental prox-
coordinate descent (Section 3.3) methods with their convergence properties. With
extensive simulations, we show that the bounds are reasonably tight, and highlight
the strengths of our method and its analysis compared to their alternatives from the
literature. Later, in Section 3.4, we compare the two algorithms against each other.
We �nish the chapter by providing the proofs in Section 3.5.

3.1 Problem Formulation
We consider the following unconstrained, smooth global loss minimization problem:

minimize
x ∈Rd

f(x) B 1
N

N∑
n=1

fn(x) (3.1)

as an average of N losses. We impose the following set of basic assumptions on the
problem:

Assumption 3.1 (Existence of a Minimum). The optimal set X?, de�ned as

X? B

{
x?

���� f ? = f
(
x?

)
≤ f(x) ,∀x

}
,
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is nonempty.

Assumption 3.2 (Smoothness). Each fn : Rd 7→ R, forn = 1, . . . ,N , is an Ln-smooth
convex function on Rd .

Note 3.1. Assumption 3.2 guarantees that f(·) is L-smooth with a constant L ≤ L̄,
where

L̄ = max
1≤n≤N

Ln .

Assumption 3.3 (Strong Convexity). The total objective function f : Rd 7→ R is
µ-strongly convex.

Note 3.2. Strong convexity of the total objective function implies that X? is a single-
ton.

The understanding here is that node n maintains the data necessary to evaluate
fn(x) and estimate ∇ fn(x). Even if a single computing node maintains the current
iterate of the decision vector and orchestrates the gradient evaluations, there will be
an inherent delay in querying the other nodes. Moreover, when the communication
latency or work load on the nodes change, so will the query delay. It is therefore im-
portant that techniques developed for this setup can handle time-varying delays [25,
47, 48]. Another challenge in this formulation is to balance the delay penalty of
synchronizing with all nodes to collect gradients (to compute the gradient of the
total loss) and the bias that occurs when the decision vector is updated incrementally
(albeit at a faster rate) as soon as new partial gradient information from a node
arrives (cf. [48]).

Prior Work
Several authors have proposed solutions that avoid synchronization among di�erent
computing nodes. In [49], an asynchronous incremental subgradient method has
been studied in which gradient steps are taken using out-of-date gradients. Niu et al.
have studied a lock-free approach to parallelizing the stochastic gradient descent
method [48]. Their code, called HOGWILD!, avoids locking of loosely coupled mem-
ory locations in the minimization problem of sparse, separable loss functions, and
have achieved linear speedup in the number of processors. Following a similar spar-
sity and separability assumption, Fercoq and Richtárik have proposed an accelerated,
parallel and prox-coordinate descent method to better utilize the available processors
to achieve even further speedups [45].

Contrary to related algorithms in the literature, we are able to establish linear
rate of convergence for minimization of strongly convex functions with Lipschitz-
continuous gradients without any additional assumptions on boundedness of the
gradients (e.g., [47, 48]). We believe that this is an important contribution, since many
of the most basic machine learning problems (such as the least-squares estimation)
do not satisfy the assumption of bounded gradients used in earlier works.
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We show that our algorithms converge for all upper bounds on the time-varying
information delay that occurs when querying the individual nodes, and provide
explicit expressions for the convergence rates. While the convergence rates depend
on the maximum delay bound, the constant step sizes of the algorithms do not.
Similar to the related algorithms in the literature, our algorithms do not converge
to the optimum unless additional assumptions are imposed on the individual loss
functions (e.g., that gradients of individual loss functions all vanish at the optimum,
cf. [50]). We also derive explicit bounds on the asymptotic error that reveal the
trade-o� between the convergence rate and the residual error.

Observations on Delayed Gradient Iterations
The structure of our delayed prox-gradient descent method is motivated by some
basic observations about the delay sensitivity of di�erent alternative implementations
of delayed gradient iterations. First, we summarize these observations.

The most basic technique for minimizing a di�erentiable convex function f : Rd 7→
R is to use the gradient iterations

xk+1 = xk − γ∇ f(xk ) ,

with a constant step size, γ . If f(·) is L-smooth, then these iterations converge to the
optimum if the positive step sizeγ is smaller than 2/L. If f(·) is also µ-strongly convex,
then the convergence rate is linear, and the optimal step size is γ? = 2/(µ + L) [34].

In the asynchronous optimization setting that we are interested in, the gradient
computations will be available with an information delay. The corresponding gradient
iterations then take the form

xk+1 = xk − γ∇ f
(
xk−τk

)
, (3.2)

where τk ∈ N0 is the query delay. Iterations that combine current and delayed states
are often hard to analyze, and are known to be sensitive to the delay.

As an alternative, one could consider updating the iterates based on a delayed
prox-step, i.e., based on the di�erence between the delayed state and the (scaled)
gradient evaluated at this delayed state:

xk+1 = xk−τk − γ∇ f
(
xk−τk

)
. (3.3)

One advantage of iterations (3.3) over (3.2) is that they are easier to analyze.
Indeed, while we are unaware of any theoretical results that guarantee linear con-
vergence rate of the delayed gradient iteration (3.2) under time-varying delays, we
can give the following guarantees for the iteration (3.3):

Proposition 3.1. Assume that f : Rd 7→ R is L-smooth and µ-strongly convex. If
0 ≤ τk ≤ τ̄ for all k ∈ N0, then the sequence of vectors generated by iterations (3.3)
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with the optimal step size γ? = 2/(µ + L) satis�es
xk − x? ≤

(
κ − 1
κ + 1

) k
1+τ̄ x0 − x?

 , k ∈ N0 ,

where κ = L/µ is the condition number of the problem.

Note 3.3. The optimal step size is independent of the delays, while the convergence
rate depends on the upper bound on the time-varying delays. We will make similar
observations for the delayed prox-gradient descent methods described and analyzed
in this chapter.

Another advantage of the iterations (3.3) over (3.2) is that they tend give a faster
convergence rate. The following simple example illustrates this point.

Example 3.1. Consider minimizing the quadratic function

f(x) = 1
2

(
µ
(
x (1)

)2
+ L

(
x (2)

)2
)
=

1
2

[
x (1)

x (2)

]> [
µ 0
0 L

] [
x (1)

x (2)

]
,

and assume that the gradients are computed with a �xed one-step delay, i.e., τk = 1
for all k ∈ N0. The corresponding iterations (3.2) and (3.3) can then be rewritten as
linear iterations in terms of the augmented state vector

x̂k =
[
x (1)k x (2)k x (1)k−1 x (2)k−1

]>
,

and studied by using the eigenvalues of the corresponding four-by-four matrices.
Doing so, we �nd that

‖x̂k ‖ ≤ ρk ‖x̂0‖ ,
where ρ = κ/(κ+1) for the delayed gradient iterations (3.2), while ρ =

√
κ2 − 1/(κ+1)

for the delayed prox-step iterations (3.3). Clearly, the latter iterations have a smaller
convergence factor, and hence, converge faster than the former, see Figure 3.1.

The combination of a more tractable analysis and potentially faster convergence
rate leads us to develop an asynchronous optimization algorithm based on these
iterations.

3.2 Incremental Prox-Gradient Descent Method
Leveraging on the intuition developed for delayed gradient iterations, we develop
an optimization algorithm to solve Problem (3.1) under the assumption that N is
large. In this case, it is natural to use randomized incremental gradient method that
operates on a single component fn(·) at each iteration, rather than on the entire
objective function.

We assume that Assumptions 3.1–3.3 hold, and we further impose the following
assumption:
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Figure 3.1: Comparison of the convergence factor ρ of the iterations (3.2) and (3.3)
for di�erent values of the condition number κ ∈ [1, 10].

Assumption 3.4 (Bounded Delay). The information delay is bounded, i.e., τk ∈ [0, τ̄ ]
for all k ∈ N0.

Under these assumptions, we can state our �rst main result:

Theorem 3.2. Suppose that Assumptions 3.1–3.4 hold, and that the constant step size
γ in Algorithm 3.1 satis�es

γ ∈
(
0, µ
L̄

2

)
.

Then the sequence {xk } generated by Algorithm 3.1 satis�es

E
[
f(xk )

] − f ? ≤ ρk
(
f(x0) − f ?

)
+ ϵ ,

where, f ? is the optimal value of Problem (3.1),

ρ =
©«
1 − 2γ µθ

(
1 − γ L̄

2

µ

)ª®¬
1

1+τ̄

,

and

ϵ =
γ L̄

2N
(
µ − γ L̄2

) N∑
n=1

∇ fn
(
x?

)
2

∗
.
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Proof. See Section 3.5. �

Algorithm 3.1: Incremental Prox-Gradient Descent Method I.
Input: The total number of functions, N ; Lipschitz constant, L̄; strong

convexity parameter, µ; averaging parameter, θ ∈ (0, 1]; step size, γ ;
and the maximum iteration count, K .

Output: The �nal decision vector, xK .
Data: Individual loss functions,

{
fn(·)

}
.

1 Initialize: Decision vector, x0 ∈ Rd ; iteration count, k ← 0.
2 while k < K do
3 Pick nk uniformly at random from {1, 2, . . . ,N }, i.e., Pnk [n] = 1/N ;
4 xk+1/2 ← xk−τk − γ∇ fnk

(
xk−τk

)
;

5 xk+1 ← (1 − θ )xk + θxk+1/2;
6 k ← k + 1;
7 end
8 return xK .

Theorem 3.2 shows that even with a constant step size, which can be chosen
independently of the maximum delay bound τ̄ and the number of objective function
components N , the iterates generated by Algorithm 3.1 converge linearly to within
some ball around the optimum. Note the inherent trade-o� between ρ and ϵ : a
smaller step size γ yields a smaller residual error ϵ but also a larger convergence
factor ρ.

Algorithm 3.1 is closely related to HOGWILD!, which uses randomized delayed
gradients as follows:

xk+1 = xk − γ∇ fnk

(
xk−τk

)
.

As we have already discussed, iterates combining the current state and delayed
gradient are quite di�cult to analyze. Thus, while HOGWILD! can also be shown
to converge linearly to an ϵ-neighborhood of the optimal value, the convergence
proof requires that the gradients are bounded, and the step size which guarantees
the convergence depends on τ̄ , N as well as the maximum bound on

∇ f(x)

∗.

Numerical Example
To evaluate the performance of Algorithm 3.1, we focus on unconstrained quadratic
programming (QP) problems, since they are frequently encountered in machine-
learning applications. We are thus interested in solving optimization problems of
the form

minimize
x ∈Rd

f(x) B 1
N

N∑
n=1

(
1
2x
>Qnx + q

>
nx

)
. (3.4)
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Figure 3.2: Convergence for di�erent values of maximum delay bound τ̄ and for �xed
step size, γ . The solid curves represent the theoretical upper bounds on the expected
error, whereas the dashed curves represent the averaged experimental results for
τ̄ = 1 (red) and τ̄ = 7 (blue).

We choose to use randomly generated instances, where the matrices Qn and the
vectors qn are generated as explained in [51]. We consider a scenario with N = 20
nodes, each with a loss function de�ned by a randomly generated positive de�nite
matrix, Qn ∈ R20×20, and a random vector, qn ∈ R20. Condition numbers of the
matrices are linearly spaced in the range [1, 10]. Since we construct this numerical
example on our local computer, we arti�cially introduce random delays, τk in [0, τ̄ ],
into our simulation code. We simulate the algorithm with di�erent τ̄ and γ values
for 1000 times, and we present the expected error versus the iteration count.

Figure 3.2 shows how Algorithm 3.1 converges to an ϵ-neighborhood of the
optimum value, irrespective of the upper bound of the delays. The simulations,
shown in dashed curves, con�rm that the delays a�ect the convergence rate, but not
the remaining error. The theoretical upper bounds derived in Theorem 3.2, shown in
solid curves, are clearly valid. As observed in Figure 3.3, there is a distinct trade-o� in
choosing γ : decreasing it reduces the remaining error at the expense of convergence
rate.

We now compare the performance of our method to that of HOGWILD!, using
the parameters suggested by the theoretical analysis in [48]. To compute an upper
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Figure 3.3: Convergence for two di�erent choices of the step size, γ . Dashed red
curve represents the averaged experimental results for a bigger step size, whereas
the solid blue curve corresponds to a smaller step size.

bound on the gradients, required by the theoretical analysis in [48], we assume that
the HOGWILD! iterates never exceed the initial value in norm. We simulate the
two methods for τ̄ = 7. Figure 3.4 shows that Algorithm 3.1 converges faster than
HOGWILD! when the theoretically justi�ed step sizes are used. In the simulations,
we also notice that the step size for HOGWILD! could be increased (yielding a faster
convergence) on our quadratic test problems. However, for these step sizes, the
theory in [48] does not give any convergence guarantees.

3.3 Incremental Prox-Coordinate Descent Method

In Algorithm 3.1, we assume that only the knowledge of L̄ is available; not that of
the individual Ln values of loss functions. Hence, it is natural to sample the loss
functions uniformly at random.

Now, we analyze the setting where all the Ln values are available to the computing
node. In addition to Assumptions 3.1–3.4, we assume that Problem (3.1) satis�es the
following assumption:

Assumption 3.5 (Block-Coordinate Smoothness). The gradient of f(·) is block
coordinate-wise Lipschitz continuous with constants l1, . . . , lB .
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Figure 3.4: Convergence of the two algorithms for τ̄ = 7. Solid blue curve repre-
sents the averaged experimental results of HOGWILD!, whereas dashed red curve
represents that of our method. With theoretically justi�ed step sizes, our algorithm
converges faster.

We consider a setup that consists of a master node and N worker nodes, all
in a shared-memory architecture. The master node updates the current iterate of
the decision vector x , and each of the worker nodes can compute the gradient of
one of the component functions fn(·). Masters and workers follow the procedure
in Algorithm 3.2. At every iteration, the master picks a worker n ∈ {1, . . . ,N }
at random, and informs the worker about the current iterate x̂ . Then, the worker
chooses a block b ∈ {1, . . . ,B} at random and evaluates a partial gradient mapping

x̂ − γ

Lnlb
U[b]∇[b] fn(x̂) .

In other words, worker n only updates block b of x̂ by taking a step of length γ/(Lnlb )
in the direction −∇[b] fn(x̂). When the worker completes the computation at some
later time k , it returns the partial gradient mapping to the master (with delay), which
averages the update according to

xk+1 = (1 − θ )xk + θ
(
x̂ − γ

Lnlb
U[b]∇[b] fn(x̂)

)

and passes the updated xk+1 back to the next worker.
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Algorithm 3.2: Incremental Prox-Coordinate Descent Method.
Input: Lipschitz constants, {L1, . . . , LN } and {l1, . . . , lB }; strong convexity

parameter, µ; averaging parameter, θ ∈ (0, 1]; step size, γ ; and the
maximum iteration count, K .

Output: The �nal decision vector, xK .
Data: Individual loss functions,

{
fn(·)

}
.

1 Initialize: Decision vector, x0 ∈ Rd ; iteration count, k ← 0.
2 while k < K do
3 Pick nk ∈ {1, . . . ,N } with probability Pnk [n] = Ln/

∑N
n=1 Ln ;

4 Pick bk ∈ {1, . . . ,B} with probability Pbk [b] = lb/
∑B
b=1 lb ;

5 xk+1/2 ← xk−τk − γ
Lnk lbk

U[bk ]∇[bk ] fnk

(
xk−τk

)
;

6 xk+1 ← (1 − θ )xk + θxk+1/2;
7 k ← k + 1;
8 end
9 return xK .

The next theorem shows that under Assumptions 3.1–3.5, the expected value of
f(xk ) converges linearly to a ball around the optimum.

Theorem 3.3. Assume that Assumptions 3.1–3.5 hold, and that the constant step size
γ in Algorithm 3.2 satis�es

γ ∈
(
0, 2(θ + 1)

θ + 2 µ

)
.

Then, the sequence {xk } generated by Algorithm 3.2 satis�es

E
[
f(xk )

] − f ? ≤ ρk
(
f(x0) − f ?

)
+ ϵ ,

where f ? is the optimal value for Problem (3.1),

ρ =

(
1 − γ θ

θ + 1
2(θ + 1)µ − (θ + 2)γ

1
N

∑N
n=1 Ln

∑B
b=1 lb

) 1
1+τ̄

, (3.5)

and

ϵ =
(θ + 1)(θ + 2)

2(θ + 1)µ − (θ + 2)γ
γ

2
1
N

N∑
n=1

1
Ln

∇ fn
(
x?

)
2

∗
.

Proof. See Section 3.5. �

Theorem 3.3 establishes that the proposed algorithm has delay insensitive con-
vergence, in the sense that as long as γ ∈

(
0, 2(θ+1)

θ+2 µ
)
, the iterates will converge in
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expectation to a ball around the optimum regardless of how large τ̄ is. However, τ̄
does a�ect the convergence factor ρ, and hence the time it takes for the iterates to
converge. Speci�cally, ρ is monotonically increasing in τ̄ , and approaches one as τ̄
tends to in�nity. Therefore, while the algorithm converges linearly to a ball around
the optimal value for arbitrary bounded time-varying delays, the convergence rate
deteriorates with increasing delays.

As before, choosing γ involves a trade-o� between accuracy and convergence
rate: to decrease the residual error ϵ , one needs to decrease γ ; but this increases ρ,
and yields slower convergence. The averaging parameter θ is subject to a similar
trade-o�.

Numerical Example

To evaluate the performance of Algorithm 3.2, we use the same setup as in Section 3.2.
We generate Problem (3.4) with Qn ’s having condition numbers linearly spaced in
the range [1, 5], set B = 10, and simulate the algorithm for di�erent values of the
averaging parameter, θ , step size, γ , and the upper bound on the delay, τ̄ .

Figures 3.5 and 3.6 show how di�erent choices of the parameters θ and γ in
Algorithm 3.2 a�ect the convergence rate and the remaining error, whereas the e�ect
of the magnitude of the time-varying delay is shown in Figure 3.7.

As can be seen in Figure 3.5, an increase in θ results in a faster convergence, but
a larger residual error. A similar trade-o� is also valid for γ as shown in Figure 3.6.
Finally, as the magnitude of the time-varying delay increases, the algorithm converges
slower while the residual error remains una�ected (see Figure 3.7).

Although not so obvious due to the logarithmic y-axes in Figures 3.5–3.7, it is
also worth noting that the variance of the sample iterates is sensitive to the averaging
parameter, θ . This is not surprising as increasing (respectively, decreasing) θ results
in an ampli�cation (respectively, suppression) of the random, outdated information
obtained from the workers.

3.4 Comparison of the Methods
Randomized coordinate descent has been shown to be competitive with the classical
gradient descent method, in the sense that it requires less work per iteration, but a
comparable number of iterations to converge [33].

Now, we demonstrate that a similar property holds for the incremental prox-
coordinate descent method: if the amount of work required to evaluate a partial
gradient is proportional to its block size, then the incremental prox-coordinate de-
scent method can always be expected to be more e�cient than the corresponding
incremental prox-gradient descent algorithm. We establish this property by analyz-
ing the incremental prox-gradient descent method in Algorithm 3.3, obtained by
restricting Algorithm 3.2 to use B = 1 and lB = L, and comparing the total work that
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Figure 3.5: Convergence for di�erent choices of the averaging parameter, θ , when
τ̄ = 1 and γ = 0.1µ. Solid curves represent the theoretical upper bounds on the
expected error, whereas dashed curves represent the averaged experimental results
for averaging (dark blue color), i.e., θ = 0.2, and non-averaging (dark red color), i.e.,
θ = 1, cases. Light regions represent con�dence intervals of one standard deviation.

each method requires to guarantee a given target error. Our comparison is based on
the following result.

Theorem 3.4. If γ ∈
(
0, 2(θ+1)

θ+2 µ
)
, then the sequence {xk } generated by Algorithm 3.3

satis�es

E
[
f(xk )

] − f ? ≤ ρk
(
f(x0) − f ?

)
+ ϵ , (3.6)

where

ρ =

(
1 − γ θ

θ + 1
2(θ + 1)µ − (θ + 2)γ

L 1
N

∑N
n=1 Ln

) 1
1+τ̄

, (3.7)

and

ϵ =
(θ + 1)(θ + 2)

2(θ + 1)µ − (θ + 2)γ
γ

2
1
N

N∑
n=1

1
Ln

∇ fn
(
x?

)
2

∗
. (3.8)
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Figure 3.6: Convergence for di�erent choices of γ , when θ = 1 and τ̄ = 1. Solid
curves represent the theoretical upper bounds on the expected error, whereas dashed
curves represent the averaged experimental results for γ = 0.03µ (dark blue color)
and γ = 0.1µ (dark red color). Light regions represent con�dence intervals of one
standard deviation.

Proof. See Section 3.5. �

Comparing Theorems 3.3 and 3.4, we see that for any �xed γ ∈
(
0, 2(θ+1)

θ+2 µ
)

and
θ ∈ (0, 1], the algorithms have the same bound on ϵ . Thus, partitioning the decision
variables into several blocks does not a�ect the guaranteed residual error.

However, the two methods have di�erent convergence factors, and will therefore
require a di�erent number of iterations to reach a guaranteed target error. To compare
the two methods, we assume that the work required to evaluate a partial gradient is
proportional to its block-size, and we count every B iterations of Algorithm 3.2 as
one iteration of Algorithm 3.3. After B iterations of Algorithm 3.2, by (3.5)

E
[
f(xk )

] − f ? ≤
(
1 − γ B

τ̄ + 1
θ

θ + 1
2(θ + 1)µ − (θ + 2)γ

1
N

∑N
n=1 Ln

∑B
b=1 lb

) (
f(x0) − f ?

)
+ ϵ .
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Figure 3.7: Convergence for di�erent values of maximum time delay, τ̄ , when θ = 1
and γ = 0.1µ. Solid curves show the theoretical upper bounds on the expected error,
while dashed curves represent averaged experimental results for τ̄ = 1 (dark blue
color) and τ̄ = 10 (dark red color). Light regions represent con�dence intervals of
one standard deviation.

Algorithm 3.3: Incremental Prox-Gradient Descent Method II.
Input: Lipschitz constants {L1, . . . , LN } and L; strong convexity parameter,

µ; averaging parameter, θ ∈ (0, 1]; step size, γ ; and the maximum
iteration count, K .

Output: The �nal decision vector, xK .
Data: Individual loss functions,

{
fn(·)

}
.

1 Initialize: Decision vector, x0 ∈ Rd ; iteration count, k ← 0.
2 while k < K do
3 Pick nk ∈ {1, . . . ,N } with probability Pnk [n] = Ln/

∑N
n=1 Ln ;

4 xk+1/2 ← xk−τk − γ
Lnk L
∇ fnk

(
xk−τk

)
;

5 xk+1 ← (1 − θ )xk + θxk+1/2 k ← k + 1;
6 end
7 return xK .
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Figure 3.8: Convergence of Algorithms 3.2 and 3.3 with respect to the total operations
required. In the example, the targeted error to achieve is 10% of the initial error.
Clearly, Algorithm 3.3 is computationally more intensive in achieving the same
targeted error.

and after one iteration of Algorithm 3.3, from (3.7), we obtain

E
[
f(xk )

] − f ? ≤
(
1 − γ 1

τ̄ + 1
θ

θ + 1
2(θ + 1)µ − (θ + 2)γ

L 1
N

∑N
n=1 Ln

) (
f(x0) − f ?

)
+ ϵ .

We can see that if
B∑B

b=1 lb
≥ 1

L
, (3.9)

then the di�erence, in expectation, between f ? and the function values f(xk ) gener-
ated by Algorithm 3.2 is smaller than that generated by Algorithm 3.3. Since lb ≤ L
for each b ∈ {1, . . . ,B}, (3.9) always holds for all B ∈ N, which implies that for any
�xed γ ∈

(
0, 2(θ+1)

θ+2 µ
)

and any �xed θ ∈ (0, 1], Algorithm 3.2 is always more e�cient
than Algorithm 3.3 (see Figure 3.8).
Remark 3.4. Algorithms 3.1 and 3.3, and their analyses, di�er from each other in the
knowledge of the Lipschitz constants Ln available to the computing node. Algorithm
3.1 would have a convergence factor on the same form as (3.7); but with 1

N
∑N

n=1 Ln
replaced by L̄, where

L̄ = max
1≤n≤N

Ln .
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Since 1
N

∑N
n=1 Ln ≤ L̄, it follows that the guaranteed upper bound in Theorem 3.4 im-

proves upon the one in Theorem 3.2, especially for applications where the component
functions vary substantially in smoothness.

3.5 Proofs
In this section, we provide the proofs of Theorems 3.2–3.4. Before starting with
the proofs, we state a key lemma that is instrumental in our argument. Lemma 3.5
allows us to quantify the convergence rates of discrete-time iterations with bounded
time-varying delays:

Lemma 3.5. Let {Vk } be a sequence of real numbers satisfying

Vk+1 ≤ a1Vk + a2 max
k−τk ≤k̃≤k

Vk̃ + a3 , k ∈ N0 , (3.10)

for some nonnegative constants a1, a2, and a3. If a1 + a2 < 1 and

0 ≤ τk ≤ τ̄ , k ∈ N0 , (3.11)

then

Vk ≤ ρkV0 + ϵ , k ∈ N0 , (3.12)

where ρ = (a1 + a2)
1

1+τ̄ and ϵ = a3/(1 − a1 − a2).

Proof of Lemma 3.5. Since a1 + a2 < 1, it holds that

1 ≤ (a1 + a2)−
τ̄

1+τ̄ ,

which implies that

a1 + a2ρ
−τ̄ = a1 + a2(a1 + a2)−

τ̄
1+τ̄

≤ (a1 + a2)(a1 + a2)−
τ̄

1+τ̄

= (a1 + a2)
1

1+τ̄

= ρ . (3.13)

We now use induction to show that (3.12) holds for all k ∈ N0. It is easy to verify
that (3.12) is true for k = 0. Assume that the induction hypothesis holds for all k up
to some k̄ ∈ N0. Then,

Vk̄ ≤ ρk̄V0 + ϵ ,

Vk̃ ≤ ρk̃V0 + ϵ , k̃ = k̄ − τk̄ , . . . , k̄ .
(3.14)
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From (3.10) and (3.14), we have

Vk̄+1 ≤ a1ρ
k̄V0 + a1ϵ + a2

(
max

k̄−τk̄ ≤k̃≤k̄
ρk̃

)
V0 + a2ϵ + a3

≤ a1ρ
k̄V0 + a1ϵ + a2ρ

k̄−τk̄V0 + a2ϵ + a3

≤ a1ρ
k̄V0 + a1ϵ + a2ρ

k̄−τ̄V0 + a2ϵ + a3

=
(
a1 + a2ρ

−τ̄
)
ρk̄V0 + ϵ ,

where we have used (3.11) and the fact that ρ ∈ [0, 1) to obtain the second and third
inequalities. It follows from (3.12) that

Vk̄+1 ≤ ρk̄+1V0 + ϵ ,

which completes the induction proof. �

Now we are ready to prove Theorem 3.2.

Proof of Theorem 3.2. First, we analyze how the distance between f(xk ) and f ?

changes in each iteration. Since f(·) is convex and θ ∈ (0, 1],

f(xk+1) − f ? = f
(
(1 − θ )xk + θxk+1/2

)
− f ?

≤ (1 − θ ) f(xk ) + θ f
(
xk+1/2

)
− f ?

= (1 − θ )
(
f(xk ) − f ?

)
+ θ

(
f
(
xk+1/2

)
− f ?

)
. (3.15)

As f(·) is L̄-smooth, it follows from Note 2.3 that

f
(
xk+1/2

)
≤ f

(
xk−τk

)
+

〈∇ f
(
xk−τk

)
, xk+1/2 − xk−τk

〉
+
L̄

2
xk+1/2 − xk−τk

2
.

Note that xk+1/2 − xk−τk = −γ∇ fnk

(
xk−τk

)
. Thus,

f
(
xk+1/2

)
≤ f

(
xt−τk

) − γ 〈∇ f
(
xk−τk

)
,∇ fnk

(
xk−τk

)〉
+
γ 2L̄

2
∇ fnk

(
xk−τk

)2
∗

≤ f
(
xk−τk

) − γ 〈∇ f
(
xk−τk

)
,∇ fnk

(
xk−τk

)〉
+ γ 2L̄

∇ fnk

(
xk−τk

) − ∇ fnk

(
x?

)
2

∗
+ γ 2L̄

∇ fnk

(
x?

)
2

∗
,

where the second inequality holds since for any vectors x and y, and any norm ‖·‖,
we have x ± y2 ≤ 2

(
‖x ‖2 +

y2
)
.
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Each fn(·), for n = 1, . . . ,N is convex and Ln-smooth. Therefore, according to
Note 2.3, it holds that∇ fnk

(
xk−τk

) − ∇ fnk

(
x?

)
2

∗
≤ Lnk

〈
∇ fnk

(
xk−τk

) − ∇ fnk

(
x?

)
, xk−τk − x?

〉

≤ L̄

〈
∇ fnk

(
xk−τk

) − ∇ fnk

(
x?

)
, xk−τk − x?

〉
,

implying that

f
(
xk+1/2

)
≤ f

(
xk−τk

) − γ 〈∇ f
(
xk−τk

)
,∇ fnk

(
xk−τk

)〉
+ γ 2L̄

2
〈
∇ fnk

(
xk−τk

) − ∇ fnk

(
x?

)
, xk−τk − x?

〉
+ γ 2L̄

∇ fnk

(
x?

)
2

∗
.

Note that n0, n1, . . . , nk are independent random variables. Moreover, xk depends on
n0, n1, . . . , nk−1; but not on nk̄ for any k̄ ≥ k . Thus,

Enk |k−1

[
f
(
xk+1/2

)]
− f ? ≤ f

(
xk−τk

) − f ? − γ
〈
∇ f

(
xk−τk

)
,

1
N

N∑
n=1
∇ fn

(
xk−τk

)〉

+ γ 2L̄
2
〈

1
N

N∑
n=1
∇ fn

(
xk−τk

)
, xk−τk − x?

〉

+
γ 2L̄

N

N∑
n=1

∇ fn
(
x?

)
2

∗

= f
(
xk−τk

) − f ? − γ
∇ f

(
xk−τk

)2
∗

+ γ 2L̄
2〈∇ f

(
xk−τk

)
, xk−τk − x?

〉
+
γ 2L̄

N

N∑
n=1

∇ fn
(
x?

)
2

∗
.

As f(·) is µ-strongly convex, it follows from Note 2.3 that

〈∇ f
(
xk−τk

)
, xk−τk − x?

〉 ≤ 1
µ

∇ f
(
xk−τk

)2
∗ ,

which implies that

Enk |k−1

[
f
(
xk+1/2

)]
− f ? ≤ f

(
xk−τk

) − f ? − γ
(
1 − γ L̄

2

µ

)∇ f
(
xk−τk

)2
∗

+
γ 2L̄

N

N∑
n=1

∇ fn
(
x?

)
2

∗
.
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Moreover, according to Note 2.3, it holds that

2µ
(
f
(
xk−τk

) − f ?
)
≤

∇ f
(
xk−τk

)2
∗ .

Thus, if we take

γ ∈
(
0, µ
L̄

2

)
, (3.16)

we have

Enk |k−1

[
f
(
xk+1/2

)]
− f ? ≤ ©«

1 − 2µγ
(
1 − γ L̄

2

µ

)ª®¬
(
f
(
xk−τk

) − f ?
)

+
γ 2L̄

N

N∑
n=1

∇ fn
(
x?

)
2

∗
. (3.17)

De�ne the sequence {Vk } as

Vk = E
[
f(xk )

] − f ? , k ∈ N .

Note that

Vk+1 = E
[
f(xk+1)

] − f ? = E
[
Enk |k−1

[
f(xk+1)

] ] − f ? .

Using this fact together with (3.15) and (3.17), we obtain

Vk+1 ≤ (1 − θ )
︸ ︷︷ ︸

a1

Vk + θ
©«
1 − 2µγ

(
1 − γ L̄

2

µ

)ª®¬︸                      ︷︷                      ︸
a2

Vk−τk +
θγ 2L̄

N

N∑
n=1

∇ fn
(
x?

)
2

∗︸                      ︷︷                      ︸
a3

.

One can verify that for any γ satisfying (3.16),

a1 + a2 = 1 − 2θµγ
(
1 − γ L̄

2

µ

)
∈

[
1 − θµ

2

2L̄2 , 1
)
.

It now follows from Lemma 3.5 that

Vk ≤ ρkV0 + ϵ , k ∈ N0 ,

where

ρ = (a1 + a2)
1

1+τ̄ =
©«
1 − 2γ µθ

(
1 − γ L̄

2

µ

)ª®¬
1

1+τ̄

,



48 Shared-Memory Algorithms

and

ϵ =
a3

1 − a1 − a2
=

γ L̄

2M
(
µ − γ L̄2

) N∑
n=1

∇ fn
(
x?

)
2

∗
.

�

Following a similar approach, we prove Theorem 3.3.

Proof of Theorem 3.3. Since f(·) is convex and θ ∈ (0, 1], we have

f(xk+1) − f ? = f
(
(1 − θ )xk + θxk+1/2

)
− f ?

≤ (1 − θ ) f(xk ) + θ f
(
xk+1/2

)
− f ?

= (1 − θ )
(
f(xk ) − f ?

)
+ θ

(
f
(
xk+1/2

)
− f ?

)
. (3.18)

As the gradient of f(·) is block coordinate-wise Lipschitz, it follows from (2.1)
that

f
(
xk+1/2

)
≤ f

(
xk−τk

) − γ

Lnk lbk

〈
∇[bk ] f (xk−τk ),∇[bk ] fnk

(
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)〉

+
γ 2

2L2
nk lbk

∇[bk ] fnk

(
xk−τk

)2

∗

≤ f
(
xk−τk

) − γ

Lnk lbk

〈
∇[bk ] f (xk−τk ),∇[bk ] fnk

(
xk−τk

)〉
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(1 + η)γ 2

2L2
nk lbk

∇[bk ] fnk

(
xk−τk

) − ∇[bk ] fnk

(
x?

)
2

∗

+

(
1 + 1

η

)
γ 2

2L2
nk lbk

∇[bk ] fnk

(
x?

)
2

∗
,

where the second inequality uses the fact that for any η > 0, any vectors x and y in
Rd , and any norm ‖·‖, we have

x + y2 ≤ (
1 + η

) ‖x ‖2 + (
1 + 1

η

)y2
.

We use p̃n and p̄b to denote Pnk [n] and Pbk [b], respectively. We also use vk as a
shorthand to denote the random variable pair (nk ,bk ). Note that xk depends on
v0,v1,. . . ,vk−1; but not on vk̄ for any k̄ ≥ k . Thus,

Evk |k−1

[
f
(
xk+1/2

)]
− f ?
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≤ f
(
xk−τk

) − f ? −
N∑
n=1
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γ p̃np̄b
Lnlb
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∗
, (3.19)

where

α =
Nγ∑N

n=1 Ln
∑B
b=1 lb

.

For each n = 1, . . . ,N , fn(·) is convex and Ln-smooth. Therefore, according to
Note 2.3, it holds that

∇ fn
(
xk−τk

) − ∇ fn
(
x?

)
2

∗
≤ Ln

〈
∇ fn

(
xk−τk

) − ∇ fn
(
x?

)
, xk−τk − x?

〉
.

Substituting this inequality into (3.19) yields

Evk |k−1

[
f
(
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Since f(·) is µ-strongly convex, it follows from Note 2.3 that
〈∇ f

(
xk−τk

)
, xk−τk − x?

〉 ≤ 1
µ

∇ f
(
xk−τk

)2
∗ ,

which implies that

Evk |k−1

[
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∗
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γα
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1
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∇ fn
(
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2

∗
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Moreover, according to Note 2.3, it holds that

2µ
(
f
(
xk−τk

) − f ?
)
≤

∇ f
(
xk−τk

)2
∗ .

Thus, if we take

γ ∈
(
0, 2µ

1 + η

)
, (3.20)

we have

Evk |k−1

[
f
(
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∗
. (3.21)

De�ne the sequence {Vk } by

Vk = E
[
f(xk )

] − f ? , k ∈ N
and note that

Vk+1 = E
[
f(xk+1)

] − f ? = E
[
Evk |k−1

[
f(xk+1)

] ] − f ? .

By combining this fact with (3.18) and (3.21), we obtain

Vk+1 ≤ (1 − θ )
︸ ︷︷ ︸

a1

Vk + θ

(
1 − 2µα
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︸                            ︷︷                            ︸
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(
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)
γα

2N
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1
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One can verify that for any γ satisfying (3.20),

a1 + a2 = 1 − 2θµα
(
1 − (1 + η)γ2µ

)
∈

[
1 − θ

1 + η
µ2

1
N

∑N
n=1 Ln

∑B
b=1 lb

, 1
)
.

It now follows from Lemma 3.5 that

Vk ≤ ρkV0 + ϵ , k ∈ N0 ,

where

ρ = (a1 + a2)
1

1+τ̄ =

(
1 − 2θµα

(
1 − (1 + η)γ2µ

)) 1
1+τ̄

,

and

ϵ =
a3

1 − a1 − a2
=

(1 + η)γ
2η(2µ − γ (1 + η))

N∑
n=1

1
Ln

∇ fn
(
x?

)
2

∗
.

Letting η = 1/(1 + θ ) completes the proof. �

Proof of Theorem 3.4. Letting B = 1, lb = L, and Pbk [b] = 1, the proof is similar to
that of Theorem 3.3, and thus, omitted. �





Chapter 4

Distributed-Memory Algorithms
Stochastic gradient methods were among the �rst and the most commonly used
algorithms developed for solving stochastic optimization problems [39, 52–57]. Their
popularity comes mainly from the fact that they are easy to implement and have
low computational cost per iteration. Stochastic gradient methods are inherently
serial in the sense that the gradient computations take place on a single processor
which has access to the whole dataset. However, it happens more and more often
that one single computer is unable to store and handle the amounts of data that we
encounter in practical problems. This has caused a strong interest in developing
parallel optimization algorithms which are able to split the data and distribute the
computation across multiple computing nodes (see, e.g., [25, 58–62] and references
therein). The performance of Google’s DistBelief model [63] and Microsoft’s Project
Adam [64] have proven that parallel stochastic gradient methods are remarkably
e�ective in real-world machine-learning problems such as training deep-learning
systems. For example, while training a neural network for the ImageNet task with
16 million images may take about two weeks on a modern GPU, Google’s DistBelief
model can successfully utilize 16,000 cores in parallel and train the network in three
days [63].

A common practical solution for parallelizing stochastic gradient methods is
mini-batching (MB), where iterates are updated based on the average gradient with
respect to multiple data points rather than based on gradients evaluated at a single
data at a time. Recently, Dekel et al. [65] proposed a parallel mini-batch algorithm for
regularized stochastic optimization problems, in which multiple workers compute
gradients in parallel using their own local data, and then aggregate the gradients up
a spanning tree to obtain the averaged gradient. While this algorithm can achieve
linear speedup in the number of workers, it has the drawback that the workers need
to synchronize at each round and, hence, if one of them is slower than the rest, then
the entire algorithm runs at the pace of the slowest processor. Furthermore, the need
for global synchronization and requiring massive communication overhead make this
method fragile to many types of failures that are common in distributed computing
environments. For example, if one processor fails throughout the execution of the
algorithm or is disconnected from the network connecting the workers, the algorithm
will come to an immediate halt.

Parallel mini-batch optimization algorithms are based on asynchronous incre-
mental gradient methods. When the loss functions are strongly convex, which is
often the case, it has recently been observed that incremental aggregated gradient
(IAG) descent methods outperform incremental gradient descent and are, in addition,
able to converge to the true optimum even with a constant step size. Gurbuzbala-

53
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ban et al. [66] established linear convergence for an incremental aggregated gradient
method However, the analysis does not allow for any regularization (or, proximal)
term, nor any additional convex constraints.

In the subsequent sections, we present two types of algorithms: asynchronous
mini-batching and proximal incremental aggregated gradient (PIAG) method, to
solve composite optimization problems, and discuss their implementation in the
distributed-memory architectures. The implementations, and thus, the analyses of
the two algorithms di�er from each other mainly in the aggregation part. First, in
Section 4.2, we introduce the asynchronous mini-batching algorithm with its problem
formulation, list the assumptions used in our analyses, give prior work relevant to
the algorithm, and provide di�erent numerical examples to verify our theoretical
�ndings. Then, in Section 4.3, we switch to the analysis and implementation of PIAG.
Finally, we collect the proofs of the chapter in Section 4.4.

4.1 Problem Formulation
In this chapter, we have the following composite optimization problem:

minimize
x ∈Rd

ϕ(x) B f(x) + h(x) , (4.1)

where f(·) is a smooth function of the d-dimensional decision vector x , whereas h(·)
is possibly nonsmooth. We impose the following assumptions on Problem (4.1).

Assumption 4.1 (Existence of a Minimum). The optimal set X?, de�ned as

X? B

{
x?

���� ϕ? = ϕ
(
x?

)
≤ ϕ(x) ,∀x

}
,

is nonempty.

Assumption 4.2. The function h(·) is simple and lower semi-continuous, and its
e�ective domain, dom h =

{
x ∈ Rd

��� h(x) < +∞
}
, is closed. Moreover, h(x) is subd-

i�erentiable everywhere in its e�ective domain, i.e., for all x,y ∈ dom h,

h(x) ≥ h
(
y
)
+

〈
sy , x − y

〉
, ∀sy ∈ ∂ h

(
y
)
.

4.2 Asynchronous Mini-Batching
For analyzing asynchronous mini-batching, we assume that the smooth part of the
loss in Problem (4.1) is of the form:

f(x) B Ev
[
F(x,v)] = ∫

V
F(x,v) dP . (4.2)
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Here, x is the decision variable,v is a random vector whose probability distribution P
is supported on a set V ⊆ Rd2 , F(·,v) is convex and di�erentiable for each v ∈ V, and
h(x) is a proper convex function that may be nonsmooth and extended real-valued.
Note that the function f(·) is convex, di�erentiable, and ∇ f(x) = Ev

[∇(1) F(x,v)] [67].
Thus, ∇(1) F(x,v) can be viewed as an unbiased estimate of ∇ f(x).

A di�culty when solving Problem (4.1) is that the distribution P is often un-
known, so the expectation (4.2) cannot be computed. This situation occurs frequently
in data-driven applications such as machine learning. To support these applications,
we do not assume knowledge of f(·) (or of P), but rather, have access to a stochastic
oracle. Each time the oracle is queried with an x , it generates an independent and
identically distributed (i.i.d.) sample v from P and returns ∇(1) F(x,v), which is a
noise-corrupted version of ∇ f(x). The erroneous gradient ∇(1) F(x,v) will be used in
the update rule of our optimization algorithm instead of ∇ f(x).

In this section, we further assume the following.

Assumption 4.3 (Smoothness of F(·)). For each v ∈ V, the function F(·,v) has
Lipschitz continuous gradient with constant L. That is, for all x,y ∈ Rd ,

∇(1) F(x,v) − ∇(1) F(
y,v

)
∗ ≤ L

x − y .
Under this assumption, f(x) is also L-smooth [54].

Assumption 4.4 (Bounded Gradient Variance). There exists a constant σ ≥ 0 such
that

Ev
[∇(1) F(x,v) − ∇ f(x)

2
∗
]
≤ σ 2 , ∀x ∈ Rd .

When the gradients are evaluated without any errors, i.e., ∇ f(x) = ∇(1) F(x,v), we
can set σ = 0.

Several practical problems in machine learning, statistical applications, and signal
processing satisfy Assumptions 4.1–4.4 (see, e.g., [19–21]). One such example is `1-
regularized logistic regression for sparse binary classi�cation. In this example, we
have a large number of observations

{
vn =

[
an bn

]> ��� an ∈ Rd , bn ∈ {−1,+1} , n = 1, . . . ,N
}
,

drawn i.i.d. from an unknown distribution P, and we want to solve the minimization
Problem (4.1) with

F(x,v) = log
(
1 + exp

(−b〈a, x〉) ) ,
and h(x) = λ‖x ‖1.
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Motivation
Our goal is (i) to develop an algorithm for solving regularized stochastic optimization
problems which combines the strong performance guarantees of serial stochastic
gradient methods, the parallelization bene�ts of mini-batching algorithms, and the
speedups enabled by asynchronous implementations; (ii) to extend the analysis
in [47] to solve the optimization Problem (4.1) with general regularization functions
(not necessarily h(x) = IC(x)) without any additional assumption on boundedness
of either the gradients or the feasible sets; and (iii) to determine whether an asyn-
chronous mini-batch algorithm achieves the optimal rate O (

1/K )
under the strong

convexity assumption.
We assumeW workers have access to a shared decision variable x . They may have

di�erent capabilities (in terms of processing power, and access to communication
resources and data), and are able to update x without the need for global coordination
or synchronization among each other. Conceptually, the algorithm lets each worker
run its own stochastic composite mirror descent process, repeating the following
steps:

1. Receive a copy of x and load it into the local storage location x̂ ,

2. Sample b i.i.d. random variables v1, . . . ,vb from the distribution P,

3. Compute the averaged stochastic gradient vector

д̄ =
1
b

b∑
n=1
∇(1) F(x̂,vn) ,

4. Update current value of shared x via

xnew ← arg min
x

{〈
д̄, x − xold

〉
+

1
γ

Dω (x, xold) + h(x)
}
.

The algorithm can be implemented in many ways. One simple way is to use
a master-worker setting as depicted in Figure 4.1. In this case, each of the worker
nodes retrieves x from the master in Step 1 and returns the averaged gradient to the
master in Step 3; the fourth step (carrying out the minimization) is executed by the
master.

Independently of how we choose to implement the algorithm, computing nodes
may work at di�erent rates: while one node updates the decision vector, others
are generally busy computing averaged gradient vectors. The nodes that perform
gradient evaluations do not need to be aware of updates to the decision vector; they
can continue to operate on stale information about x . Therefore, unlike synchronous
parallel mini-batch algorithms [65], there is no need for processors to wait for each
other to �nish the gradient computations. Moreover, the value x̂ at which the average
of gradients is evaluated by a node may di�er from the value of x to which the update
is applied.
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Algorithm 4.1: Asynchronous MB (running on each w).
Input: Step size, γk ; batch size, b ∈ N.
Output: The �nal decision vector, xk .
Data: Smooth loss functions,

{
F(·,vn)

}
; the nonsmooth loss function, h(·).

1 Initialize: Decision vector, x0 ∈ dom h; iteration count, k ← 0.
2 repeat
3 Sample b i.i.d. inputs v1, . . . ,vb from distribution P;
4 д̄k−τk ← 1

b
∑b

n=1 ∇(1) F
(
xk−τk ,vn

)
;

5 xk+1 ← arg minx
{〈
д̄k−τk , x − xk

〉
+ 1

γk
Dω (x, xk ) + h(x)

}
;

6 k ← k + 1;
7 until termination test satis�ed;
8 return xk .

Algorithm 4.1 describes theW workers that run asynchronously in parallel. To
describe the progress of the overall optimization process, we introduce a shared
counter k that is incremented each time x is updated. Assume that k̂ denotes the
time at which x̂ used to compute the averaged gradient involved in the update of xk
was read from the shared memory. It is clear that 0 ≤ k̂ ≤ k for all k ∈ N0. The value

τk B k − k̂

can be viewed as the delay between reading and updating for worker nodes. Moreover,
τk captures the staleness of the information used to compute the average of gradients
for the k th update. We assume that the time-varying delay τk is bounded; this is
stated in the following assumption.

Assumption 4.5 (Bounded Delay). The information delay is bounded, i.e., τk ∈ [0, τ̄ ]
for all k ∈ N0.

The value of τ̄ is an indicator of the asynchronism in the algorithm and in the
execution platform. In practice, τ̄ will depend on the number of parallel processors
used in the algorithm [46, 48, 68]. Note that the cyclic-delay mini-batch algorithm [47],
in which the workers are ordered and each worker w updates the decision variable
under a �xed schedule, is a special case of Algorithm 4.1 where τk =W − 1 for all k .

Prior Work
There have been extensive studies on asynchronous stochastic optimization, but
mostly under the assumption that the loss function is nonsmooth with bounded subgra-
dients, see, e.g., [49, 69, 70]. The literature on asynchronous algorithms for smooth
stochastic optimization is relatively sparse. We propose an asynchronous mini-
batching algorithm for regularized stochastic optimization problems with smooth
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[root@us~]# cd

worker-1

[root@eu~]# cd

worker-2

[root@ap~]# cd

worker-3

[root@master ~]# cd

master

x 1

д̄1, k
= 6 x2

д̄2
k = 5 x7

д̄7 , k = 8

Figure 4.1: Illustration of one possible realization of Algorithm 4.1, using a single
reader/single writer policy. worker-2 receives x2 from the master and computes
the averaged gradient vector д̄2 =

1
b
∑b

n=1 ∇(1) F(x2,vn). As the worker nodes are
being run without synchronization, the master writes x3 and x4 to the memory while
worker-2 is evaluating д̄2. At time instance k = 5, the master updates the current x ,
i.e., x4, using the out-of-date averaged gradient д̄2 received from worker-2.

loss functions that eliminates the overhead associated with global synchronization.
Our algorithm allows multiple processors to work at di�erent rates, perform com-
putations independently of each other, and update global decision variables using
out-of-date gradients. A similar model of parallel asynchronous computation was
applied to coordinate descent methods for deterministic optimization in [46, 48, 68],
and mirror descent and dual averaging methods for stochastic optimization in [47]. In
particular, Agarwal and Duchi [47] have analyzed the convergence of asynchronous
mini-batch algorithms for smooth stochastic convex problems, and interestingly,
shown that bounded delays do not degrade the asymptotic convergence. However,
they only considered the case where the regularization term is the indicator function
of a compact convex set. Moreover, convergence rates for strongly convex stochastic
problems were not discussed in [47].

We extend the results of [47] to general regularization functions, and estab-
lish a sharper expected-value type of convergence rate than the one given in [47].
Speci�cally, we make the following contributions:

1. For general convex regularization functions, we show that when the feasible
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set is closed and convex (but not necessarily bounded), the running average of
the iterates generated by our algorithm with constant step sizes converges at
rate O (

1/K )
to a ball around the optimum. We derive an explicit expression

that quanti�es how the convergence rate and the residual error depend on loss
function properties and algorithm parameters such as the step size and the
maximum delay bound τ̄ .

2. For general convex regularization functions and compact feasible sets, we
prove that the running average of the iterates produced by our algorithm with
a time-varying step size converges to the true optimum (without residual error)
at rate

O
(
(τ̄ + 1)2

K
+

1√
K

)
.

As long as the number of processors is O
(
K1/4

)
, our algorithm enjoys near-

linear speedup and converges asymptotically at a rate O
(
1/√K

)
. This rate is

known to be optimal for convex stochastic problems even in the absence of
delays [54, 55].

3. When the regularization function is strongly convex and the feasible set is
closed and convex, we establish that the iterates converge at rate

O
(
(τ̄ + 1)4
K2 +

1
K

)
.

If the number of processors is of the order of O
(
K1/4

)
, this rate is O (

1/K )
asymptotically inK , which is the best known rate for strongly convex stochastic
optimization problems in a serial setting [71–73].

Next, we characterize the iteration complexity and the convergence rate of the
proposed algorithm, and show that these compare favourably with the state-of-the-
art. Our approach is distinguished from recent work on stochastic optimization [47,
53–56, 65] in that it can deal with asynchrony and smooth objective functions as well
as general regularization functions at the same time, cf. Table 4.1.

Main Result
General Convex Regularization

The following theorem establishes convergence properties of Algorithm 4.1 when a
constant step size is used.
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Table 4.1: Comparison of our algorithm to selected recent algorithms in the literature
for stochastic convex optimization.

Convergence Rate for ϕ(·)
Reference h(x) Parallel Asynchronous Convex Strongly Convex

[55] X × × X ×
[56] X × × X X
[54] X × × X X
[65] X X × X X
[47] IC(x) X X X ×

This work X X X X X

Theorem 4.1. Let Assumptions 4.1–4.5 hold. Assume also that

γk = γ ∈
(
0, 1
L(τ̄ + 1)2

)
. (4.3)

Then, for every K ∈ N and any optimizer x? of Problem (4.1), we have

E
[
ϕ(x̄K )

] − ϕ? ≤ Dω
(
x?, x0

)
γK

+
γcσ 2

2b
(
1 − γL(τ̄ + 1)2

) ,
where x̄K is the Cesáro average of the iterates, i.e.,

x̄K B
1
K

K∑
k=1

xk ,

b is the batch size, and c ∈ [1,b] is given by

c =

{
1 if ‖·‖∗ = ‖·‖2 ,
2 max‖x ‖≤1ω(x) otherwise.

Proof. See Section 4.4. �

Theorem 4.1 demonstrates that for any constant step size γ satisfying (4.3), the
running average of iterates generated by Algorithm 4.1 will converge in expectation
to a ball around the optimum at a rate of O (

1/K )
. The convergence rate and the

residual error depend on the choice of γ : decreasing γ reduces the residual error, but
it also results in a slower convergence.

We now describe a possible strategy for selecting the constant step size. Let
Kϵ be the total number of iterations necessary to achieve ϵ-optimal solution to
Problem (4.1), that is, E

[
ϕ(x̄K )

] − ϕ? ≤ ϵ when K ≥ Kϵ . If we pick

γ =
ϵ

Lϵ(τ̄ + 1)2 + cσ 2/b , (4.4)
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then, using Theorem 4.1, the corresponding x̄K satis�es

E
[
ϕ(x̄K )

] − ϕ? ≤ ϵ0
K

(
L(τ̄ + 1)2 + cσ 2

bϵ

)
+
ϵ

2 ,

where ϵ0 = Dω
(
x?, x0

)
. This inequality tells us that if the �rst term on the right-hand

side is less than ϵ/2, i.e., if

K ≥ Kϵ B 2ϵ0

(
L(τ̄ + 1)2

ϵ
+
cσ 2

bϵ2

)
,

then E
[
ϕ(x̄K )

] − ϕ? ≤ ϵ . Hence, the iteration complexity of Algorithm 4.1 with the
step size choice (4.4) is given by

O
(
L(τ̄ + 1)2

ϵ
+
cσ 2

bϵ2

)
. (4.5)

As long as the maximum delay bound τ̄ is on the order 1/√ϵ , the �rst term in (4.5)
is asymptotically negligible. In this case, the iteration complexity of Algorithm 4.1 is
asymptotically O (

cσ 2/bϵ2) , which is exactly the iteration complexity achieved by
a serial mini-batch algorithm [65]. As discussed before, τ̄ is related to the number
of processors. Therefore, if the number of processors is of the order of O

(
1/√ϵ

)
,

parallelization does not appreciably degrade asymptotic convergence of Algorithm 4.1.
Furthermore, as p processors are being run asynchronously and in parallel, updates
may occur roughly p times as quickly, which means that the near-linear speedup in
the number of processors can be expected.

Another strategy for the selection of the constant step size in Algorithm 4.1
is to use γ that depends on the prior knowledge of the number of iterations to be
performed. More precisely, assume that the number of iterations is �xed in advance,
say equal to K̄ . By choosing γ as

γ =
1

L(τ̄ + 1)2 + α
√
K̄
,

for some α > 0, it follows from Theorem 4.1 that the running average of the iterates
after K̄ iterations satis�es

E
[
ϕ
(
x̄K̄

) ] − ϕ? ≤ L(τ̄ + 1)2 Dω
(
x?, x0

)
K̄

+
1√
K̄

(
α Dω

(
x?, x0

)
+
cσ 2

2αb

)
.

The optimal choice of α , which minimizes the second term on the right-hand side of
the above inequality, is

α? =
σ
√
c√

2b Dω (x?, x0)
.
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With this choice of α , we then have

E
[
ϕ
(
x̄K̄

) ] − ϕ? ≤ L(τ̄ + 1)2 Dω
(
x?, x0

)
K̄

+
σ
√

2c Dω (x?, x0)√
bK̄

.

In the case that τ̄ = 0, the preceding guaranteed bound reduces to the one obtained
in [55, Theorem 1] for the serial stochastic mirror descent algorithm with constant
step sizes. Note that in order to implement Algorithm 4.1 with the optimal constant
step size policy, we need to estimate an upper bound on Dω

(
x?, x0

)
, since Dω

(
x?, x0

)
is usually unknown.

The following theorem characterizes the convergence of Algorithm 4.1 with a
time-varying step size sequence when dom h is bounded in addition to being closed
and convex.

Theorem 4.2. Suppose that Assumptions 4.1–4.5 hold. In addition, suppose that dom h
is compact and that Dω (·, ·) is bounded on dom h. Let

R2 = max
x ,y∈dom h

Dω
(
x,y

)
.

If
{
γk

}
is set to γ−1

k = L(τ̄ + 1)2 + αk with

αk =
σ
√
c
√
k + 1

R
√
b

,

then for allK ∈ N, the Cesáro average of the iterates generated by Algorithm 4.1 satis�es

E
[
ϕ(x̄K )

] − ϕ? ≤ LR2(τ̄ + 1)2
K

+
2
√

2σR
√
c√

bK
.

Proof. See Section 4.4. �

The time-varying step size γk , which ensures the convergence of the algorithm,
consists of two terms: the time-varying term αk should control the errors from
stochastic gradient information while the role of the constant term L(τ̄ + 1)2 is
to decrease the e�ects of asynchrony (bounded delays) on the convergence of the
algorithm. According to Theorem 4.2, in the case that τ̄ = O

(
K1/4

)
, the delay becomes

increasingly harmless as the algorithm progresses and the expected function value
evaluated at x̄K converges asymptotically at a rate O

(
1/√K

)
, which is known to

be the best achievable rate of the mirror descent method for nonsmooth stochastic
convex optimization problems [39].

For the special case of Problem (4.1) where h(·) is restricted to be the indicator
function of a compact convex set, Agarwal and Duchi [47, Theorem 2] showed
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that the convergence rate of the delayed stochastic mirror descent method with a
time-varying step size is

O
(
LR2 + RGτ̄

K
+
σR
√
c√

bK
+
LR2G2τ̄ 2b logK

cσ 2K

)
,

where G is the maximum bound on
√
E
[∇(1) F(x,v)2

∗
]
. Compared to this result,

instead of an asymptotic penalty of the form O (
τ̄ 2(logK)/K )

due to the delays, we
have the penalty O (

τ̄ 2/K )
, which is much smaller for large K . Therefore, not only do

we extend the result of [47] to general regularization functions, but we also obtain a
sharper guaranteed convergence rate than the one presented in [47].

Strongly Convex Regularization

Now, we restrict our attention to stochastic composite optimization problems with
strongly convex regularization terms. Speci�cally, we assume that h(·) is µh-strongly
convex with respect to ‖·‖, that is, for any x,y ∈ dom h,

h
(
y
) ≥ h(x) + 〈

sx ,y − x
〉
+
µh
2

y − x2
, ∀sx ∈ ∂ h(x) .

Remark 4.1. The strong convexity of h(·) implies that Problem (4.1) has a unique
minimizer x? [74, Corollary 11.16].

In order to derive the convergence rate of Algorithm 4.1 for solving Problem (4.1)
with a strongly convex regularization term, we need to assume that the generalized
distance function Dω

(
x,y

)
used in the algorithm satis�es the quadratic growth

assumption.

Assumption 4.6 (Quadratic Growth). For all x,y ∈ dom h, we have

µω
2

x − y2 ≤ Dω
(
x,y

) ≤ Lω
2

x − y2
,

with 0 < µω ≤ Lω .

Remark 4.2. When the distance generating function is ω(x) = 1
2
〈
x,Qx

〉
for some

positive de�nite matrix Q , the generalized distance function becomes the squared
Mahalanobis distance, i.e., Dω

(
x,y

)
= 1

2
〈
x − y,Q (

x − y)〉 with µω = λmin(Q) and
Lω = λmax(Q). When Q is the identity matrix, the generalized distance function
becomes the squared Euclidean distance with µω = Lω = 1. Assumption 4.6 will
automatically hold whenever the distance generating functionω(·) is Lω -smooth [73].

The associated convergence result now reads as follows.
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Theorem 4.3. Suppose that the regularization function h(·) is µh-strongly convex and
that Assumptions 4.2–4.5 and 4.6 hold. If

{
γk

}
is set to γ−1

k = 2L(τ̄ + 1)2 + βk with

βk =
µh

3Lω
(k + τ̄ + 1) ,

then for K ∈ N, the iterates produced by Algorithm 4.1 satis�es

E
[x? − xK 2

]
≤

2
(

6LLω
µh
+ 1

)2
(τ̄ + 1)4

(K + 1)2 Dω

(
x?, x0

)
+

18cσ 2L2
ω

bµ2
h(K + 1) .

Proof. See Section 4.4. �

An interesting point regarding Theorem 4.3 is that for solving stochastic com-
posite optimization problems with strongly convex regularization functions, the
maximum delay bound τ̄ can be as large as O

(
K1/4

)
without a�ecting the asymptotic

convergence rate of Algorithm 4.1. In this case, our asynchronous mini-batch algo-
rithm converges asymptotically at a rate of O (

1/K )
, which matches the best known

rate achievable for strongly convex stochastic problems in a serial setting [71–73].

Running-Time Comparisons

Having derived the convergence rates for convex and strongly convex composite
stochastic problems, we now explicitly compare the running times of the serial
mini-batch algorithm (W = 1 and τ̄ = 0) and the asynchronous mini-batch algorithm
(W > 1 and τ̄ > 0). We de�ne a time-unit to be the time it takes a single processor
to sample v from P and evaluate ∇(1) F(x,v); a worker thus needs b time-units to
process a batch of b samples. We ignore the time required to update current x in
the proximal step (line 5 in Algorithm 4.1) since this step usually can be done very
e�ciently for proximable h(·), and requires negligible time compared to computing
the averaged gradient, especially when b is large [47]. Let Nk be the number of
time-units allocated to each algorithm. Since the serial algorithm uses b samples to
compute an averaged gradient and execute an update, it will be able to complete
Nk/b iterations in Nk time-units. In the asynchronous algorithm, W processors
concurrently compute stochastic averaged gradients so the master will receive one
averaged gradient vector every b/W time-units. It follows that in Nk time-units, the
serial and asynchronous mini-batch algorithms perform Nk/b andWNk/b iterations,
respectively. Substituting these iteration counts into the guaranteed bounds provided
by Theorems 4.2 and 4.3 together with assuming that τ̄ is roughly proportional to
W [46, 48, 68], we can derive upper bounds on the expected optimization accuracy of
each algorithm after Nk time-units, cf. Table 4.2. We can see that the if the number
of processors is suitably chosen, then the asynchronous mini-batch algorithm enjoys
asymptotically faster convergence times for regularized stochastic optimization
problems.



Asynchronous Mini-Batching 65

Table 4.2: Upper bounds on E
[
ϕ(x̄k )

] − ϕ? for convex problems and E
[xk − x?2

]
for strongly convex problems after Nk time-units.

ϕ(·) Serial Algorithm Asynchronous Algorithm

Convex O
(
b
Nk
+ σ√

Nk

)
O

(
bW
Nk
+ σ√

WNk

)
Strongly Convex O

(
b2

N 2
k
+ σ 2

Nk

)
O

(
b2W 2

N 2
k
+ σ 2

WNk

)

Numerical Example
We have developed a complete master-worker implementation of our algorithm in
C++ using OpenMPI, an open Massage Passing Interface (MPI) implementation.

We have done extensive experiments to show how our algorithm parameters
can be selected based on our theoretical convergence analyses, how our algorithm
performs on convex and strongly convex stochastic optimization problems, and how
the performance compares to that of the synchronous version. To this end, we have
used two di�erent datasets: rcv1 [75] and Epsilon [76]. The �rst one, rcv1, is the
corrected version of Reuters’ Text Categorization Test Collection, which consists of
N = 804,414 documents, with d = 47,236 sparse (density: 0.16%) unique stemmed
tokens spanning 103 topics. Out of these topics, we decided to sort out all sports,
government and disaster related documents. The second one, Epsilon, is a synthetic,
dense dataset consisting of N = 500,000 samples with d = 2000 features. The dataset
is already divided into two classes. To evaluate our algorithm, we have trained a
sparse (binary) classi�er by solving the following regularized logistic regression
problem on the datasets:

minimize
x

E
[
log

(
1 + exp

(−bn 〈an, x〉) )
]
+ λ1‖x ‖1 +

λ2
2 ‖x ‖

2
2 + IC(x) . (4.6)

Here, an ∈ Rd , n = 1, . . . ,N , is the vector of sample features, λ1 and λ2 are two
regularization parameters, and

C =
{
x ∈ Rd

���‖x ‖2 ≤ R
}
.

In rcv1, these feature vectors are sparse and contain the stemmed tokens in each
sampled document, which have already been cosine-transformed to have a maximum
norm of 1. In Epsilon, however, the feature vectors need to be manually scaled
when importing from the dataset. In rcv1, bn = 1 if the sampled document is about
sports, government or disasters, and bn = −1 otherwise. To evaluate scalability,
we have used both the training and test sets available in rcv1 when solving the
optimization problem. Finally, the distance generating function in all experiments is
ω(x) = 1

2 ‖x ‖22.
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Figure 4.2: Convergence of the objective function value in Problem (4.6) evaluated at
the Cesáro average of the iterates to ϵ = 0.4 neighborhood of the optimum function
value when λ1 = 0.01 and λ2 = 0.

Algorithm Parameter Selection

To demonstrate how the algorithm parameters can be selected based on our theoreti-
cal convergence analyses and the problem data, we have chosen to solve Problem (4.6)
withW = 4 workers, λ1 = 0.01, λ2 = 0 and R = 10 on the Epsilon dataset. Our goal
is to achieve an error of ϵ = 0.4 after K = 2500 iterations, i.e., ϕ(x̄2500) − ϕ? ≤ 0.4.
Since the feasible set is compact, according to Theorem 4.2, Algorithm 4.1 can be
implemented with time-varying step sizes. Thus, we should �nd the batch-size b
such that

LR2(τ̄ + 1)2
K

+
2
√

2σR
√
c√

bK
≤ ϵ .

Using the problem data L = 0.25 and σ = 1 together with c = 1, one can verify that b
should be at least 15. In our master-worker implementation, we have observed that
choosing a mini-batch size of b = 100 balances the communication and computation
times, resulting in a good overall performance. In Figure 4.2, we present the actual
function value attained by the iterates of the algorithm together with the theoretical
upper bound as given in Theorem 4.2. As can be observed, the objective function
value converges within the desired tolerance of the optimum, and the theoretical
upper bound is valid.
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Figure 4.3: (Left) Convergence of the objective function value in Problem (4.6) eval-
uated at the Cesáro average of the iterates to the optimum function value when
λ2 = 0.0, and, (right) convergence of the iterates to the optimizer of the same problem
when λ2 = 0.001, both for λ1 = 0.01 and on the Epsilon dataset.

Convex Problems

To evaluate the performance of our asynchronous algorithm on convex problems
for both sparse and dense datasets, we have implemented Algorithm 4.1 with time-
varying step sizes given in Theorem 4.2, and used a batch size of b = 10,000 samples
over the total sample size of N = 500,000. This time, we let the algorithm run for K =
200 iterations, which corresponds to touching all samples 4 times in expectation. For
relative speedup comparison purposes, we run the algorithm onW = 1, 2, 4, 6, 8, 10
workers, and we assume that true optimum function value is obtained when the
algorithm is run serially (i.e.,W = 1). We present the wall-clock times to achieve this
optimum function value on the Epsilon dataset for di�erent number of workers in
Figure 4.3 (left).

Strongly Convex Problems

This time, we set the `2−regularization parameter in Problem (4.6) to λ2 = 10−3 while
keeping other variables the same. We run the same experiments with the step sizes
given in Theorem 4.3. We assume that the true optimizer for the problem is obtained
by the algorithm for the 1-worker case, and present the wall-clock times to reach
this optimizer for di�erent number of workers in Figure 4.3 (right).

In Table 4.3, we summarize the relative speedup of the algorithm achieved during
our experiments with respect to the number of workers used. We observe a near-
linear relative speedup, consistent with our theoretical results, when a relatively



68 Distributed-Memory Algorithms

Table 4.3: Relative speedup of the asynchronous algorithm for convex (λ2 = 0) and
strongly convex (λ2 = 10−3) objective functions, all with λ1 = 10−2. Speedup values
are averaged over 10 Monte Carlo simulations.

W

Dataset ϕ(x) 1 2 4 6 8 10

Epsilon
Convex N/A 1 1.88 2.55 2.70 3.23

Strongly Convex N/A 1 1.82 2.52 3.08 3.69

rcv1
Convex N/A 1 1.60 2.32 2.92 3.53

Strongly Convex N/A 1 1.52 2.29 2.78 3.37

small number of workers is used. However, as the number of workers increases, the
relative speedup starts saturating due to the communication overhead at the master
side. To keep relative speedup increasing, one needs to increase the mini-batch size
so that the communication overhead can be balanced with the increased computation
times [77].

Note 4.3. We have observed super-linear speedups in our experiments. Super-linear
speedups are common in parallel computations and are often due to caching e�ects,
especially when extensive matrix-matrix computations take place [78, 79]. One way
to eliminate the e�ect of such caching e�ects when presenting the results is to scale
speedups with respect to that of the smallest number of processing units which
result in a super-linear speedup [79]. For this reason, Table 4.3 presents speedup
values relative to the two-worker case, i.e., SW = t2/tW , where t2 and tW are the
time it takes to run the corresponding algorithm (to ϵ-accuracy) on 2 andW workers,
respectively.

Comparison to the Synchronous Algorithm

Finally, we compare the performance of our asynchronous algorithm to that of the
synchronous version. The synchronous version of Algorithm 4.1 can be implemented
in the master-worker setting by forcing the master to wait for all the workers to
return their gradients before updating the decision vector and sending it to each
of the workers. We run the synchronous version of our algorithm on the Epsilon
dataset with the same settings. Figure 4.4 shows the convergence time of the serial,
synchronous and asynchronous implementations of the algorithm. We observe that
although the synchronous algorithm can bene�t from parallelization, asynchronous
updates yield signi�cant additional speedups.
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Figure 4.4: Comparison of synchronous and asynchronous parallel algorithms to
the serial version. Relative speedups can be obtained with the synchronous parallel
algorithm, and even faster speedups can be obtained with the asynchronous version
(two-fold in our experiment with this setting compared to the synchronous version).

4.3 Proximal Incremental Aggregated Gradient
Descent

In this section, we assume that the smooth part of the loss in Problem (4.1) is a �nite
sum of smooth loss functions, which gives the following composite optimization
problem:

minimize
x ∈Rd

N∑
n=1

fn(x) + h(x) . (4.7)

In order to solve Problem (4.7), we are going to use the proximal incremental
aggregated gradient method. In this method, at iteration k ∈ N, the gradients of
all component functions fn(x), possibly evaluated at stale information xk−τ nk , are
aggregated:

дk =
N∑
n=1
∇ fn

(
xk−τ nk

)
.

Then, a proximal step is taken based on the current vector xk , the aggregated gradient
дk , and the nonsmooth term h(x),

xk+1 = arg min
x

{〈
дk , x − xk

〉
+

1
2γ ‖x − xk ‖

2 + h(x)
}
. (4.8)



70 Distributed-Memory Algorithms

Compared to the asynchronous mini-batching algorithm, which uses the incremental
gradients of the smooth loss function at each iteration, PIAG uses the sum of the most
recently evaluated incremental gradients of all component functions. The intuition
here is that the stale incremental gradients might still contain useful information
when computing the descent direction.

The algorithm has a natural implementation in distributed-memory architectures
that consist of master and worker nodes. The master node maintains the iterate x and
performs the proximal steps. Whenever a worker node reports new gradients, the
master updates the iterate and informs the worker about the new iterate. Pseudocode
for a basic master-worker setup is given in Algorithms 4.2 and 4.3.

Algorithm 4.2: PIAG (Master Procedure).
Input: Lipschitz constant, L; strong convexity parameter, µ; the maximum

information delay, τ̄ ; step size, γ ; and the maximum iteration count,
K > 0.

Output: The �nal decision vector, xK .
Data: Bu�ers,

{
дw

}
, for each worker w ∈ W B {1, 2, . . . ,W }; and the

nonsmooth function, h(·).
1 Initialize: Bu�ers, дw ← 0; iteration count, k ← 0.
2 while k < K do
3 Wait until a setWR of workers return their gradients;
4 forallw ∈ W do
5 if w ∈ WR then update the worker’s incremental gradient
6 дw ←

∑
n∈Nw ∇ fn

(
xk−τwk

)
;

7 end
8 end
9 Aggregate the incremental gradients, дk ←

∑
w дw ;

10 Solve (4.8) with дk ;
11 forallw ∈ WR do
12 Send xk+1 to worker w ;
13 end
14 k ← k + 1;
15 end
16 Signal EXIT;
17 return xK .

To establish convergence of the iterates to the global optimum, we impose the
following assumptions on Problem (4.7):

Assumption 4.7 (Smoothness). Each fn : Rd 7→ R, forn = 1, . . . ,N , is an Ln-smooth
convex function on Rd .

Note 4.4. Under this assumption, f(·) is L-smooth with L ≤ ∑N
n=1 Ln .
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Algorithm 4.3: PIAG (Worker Procedure for each w).
Data: Bu�er for the decision vector, x ; and loss functions,

{
fn(·)

�� n ∈ Nw }
with

⋃
w ∈W Nw = N and Nw1

⋂
Nw2 = ∅ ∀w1 , w2 ∈ W.

1 repeat
2 Receive the decision vector from master, x ← xk+1;
3 Calculate the incremental gradient, IG← ∑

n∈Nw ∇ fn(x);
4 Send IG to master with a delay of τwk ;
5 until EXIT received;

Assumption 4.8 (Strong Convexity). The function f(x) B ∑N
n=1 fn(x) is µ-strongly

convex.

Assumption 4.9 (Bounded Delay). The time-varying delays τnk are bounded, i.e.,
τnk ∈ [0, τ̄ ] for all k ∈ N0 and n ∈ N.

Prior Work

Incremental gradient methods for smooth optimization problems have a long tra-
dition, most notably in the training of neural networks via back-propagation. In
contrast to gradient methods, which compute the full gradient of the loss function
before updating the iterate, incremental gradient methods evaluate the gradients
of a single, or possibly a few, component functions in each iteration. Incremental
gradient methods can be computationally more e�cient than traditional gradient
methods since each step is cheaper but makes a comparable progress on average.
However, for global convergence, the step size needs to diminish to zero, which can
lead to slow convergence [80]. If a constant step size is used, only convergence to an
approximate solution can be guaranteed in general [81].

Blatt, Hero, and Gauchman [82] proposed a method, the incremental aggregated
gradient (IAG), that also computes the gradient of a single component function at
each iteration. But rather than updating the iterate based on this information, it
uses the sum of the most recently evaluated gradients of all component functions.
Compared to the basic incremental gradient methods, IAG has the advantage that
global convergence can be achieved using a constant step size when each component
function is convex quadratic. Later, Gurbuzbalaban, Ozdaglar, and Parillo [66] proved
linear convergence for IAG in a more general setting when component functions are
strongly convex. In a more recent work, Vanli, Gurbuzbalaban and Ozdaglar [83]
analyzed the global convergence rate of proximal incremental aggregated gradient
methods, where they can provide the linear convergence rate only after su�ciently
many iterations. Our result di�ers from theirs in that we provide the linear conver-
gence rate of the algorithm without any constraints on the iteration count and we
extend the result to the general distance functions.
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There has been some recent work on the stochastic version of the IAG method
(called stochastic average gradient, or SAG) where we sample the component function
to update instead of using a cyclic order [84–86]. Unlike the IAG method where the
linear convergence rate depends on the number of passes through the data, the SAG
method achieves a linear convergence rate that depends on the number of iterations.
Further, when the number of training examples is su�ciently large, the SAG method
allows the use of a very large step size, which leads to improved theoretical and
empirical performance.

PIAG, presented in this section, can handle both general convex regularizers and
convex constraints. We establish global linear convergence of the algorithm when
the empirical data loss is strongly convex, give explicit expressions for step size
choices that guarantee convergence to the global optimum, and bound the associated
convergence factors. The step size expressions have an explicit dependence on the
degree of asynchrony and recover classical results under synchronous operation. We
also extend our results to cover general distance functions to take advantage of the
geometry of constraint sets. We believe that this is a practically and theoretically
important addition to existing optimization algorithms for the distributed-memory
architecture.

Main Result
First, we provide the convergence result for PIAG that uses the squared Euclidean
distance in the update rule.

Theorem 4.4. Assume that Problem (4.7) satis�es Assumptions 4.2 and 4.7–4.9, and
that the step size γ satis�es:

γ ≤

(
1 + µ

L
1

τ̄+1

) 1
τ̄+1 − 1

µ
,

where L =
∑N

n=1 Ln . Then, the iterates generated by Algorithms 4.2 and 4.3 satisfy:

xk − x?2 ≤
(

1
µγ + 1

)kx0 − x?
2
.

for all k ≥ 0.

Proof. See Section 4.4. �

Remark 4.5. For the special case of Algorithms 4.2 and 4.3 where τnk = 0 for all k
and n, Xiao and Zhang [87] have shown that the convergence rate of serial proximal
gradient method with a constant step size γ = 1/L is

O
((
L − µf
L + µh

)k )
,
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where µf and µh are strong convexity parameters of f(·) and h(·), respectively. It is
clear that in the case that τ̄ = 0, the guaranteed bound in Theorem 4.4 reduces to the
one obtained in [87].

The update rule of PIAG can be easily extended to a non-Euclidean setting, by
replacing the squared Euclidean distance in the proximal step (4.8) with a generalized
distance function.

The associated convergence result now reads as follows.

Corollary 4.5. Consider using the following proximal gradient method to solve Prob-
lem (4.7):

xk+1 = arg min
x ∈C

{〈
дk , x − xk

〉
+

1
γ

Dω (x, xk ) + h(x)
}
,

дk =
N∑
n=1
∇ fn

(
xk−τ nk

)
,

(4.9)

where Dω (·, ·) satis�es Assumption 4.6. Assume also that the problem satis�es Assump-
tions 4.2 and 4.7–4.9, and that the step size γ satis�es:

γ ≤
Lω

(
1 + µ

L
1

τ̄+1
µω
Lω

) 1
τ̄+1 − 1

µ
,

where L =
∑N

n=1 Ln . Then, the iterates generated by the method satisfy:

Dω

(
x?, xk

)
≤

(
Lω

µγ + Lω

)k
Dω

(
x?, x0

)
.

Proof. See Section 4.4 �

Numerical Example

Now, we present numerical examples which verify our theoretical bound in di�erent
settings. First, we simulate the implementation of Algorithms 4.2 and 4.3 on a
parameter server architecture to solve a small, toy problem. Then, we implement the
framework on Amazon Elastic Compute Cloud (EC2) and solve a binary classi�cation
problem on three di�erent real-world datasets.
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Toy Problem

To verify our theoretical bounds provided in Theorem 4.4 and Corollary 4.5, we
consider solving (4.7) with

fn(x) =


(xn − c1)2 + 1

2 (xn+1 + c1)2 n = 1 ,
1
2 (xn−1 + c1)2 + 1

2 (xn − c1)2 n = N ,
1
2 (xn−1 + c1)2 + 1

2 (xn − c1)2 + 1
2 (xn+1 + c1)2 otherwise,

h(x) = λ1‖x ‖1 + IC(x) ,
C = {x ≥ 0} ,

for some c1 ≥ 0. We use Dω (x, xk ) = 1
2 ‖x − xk ‖2p in the proximal step (4.9) and

consider both p = 1.5 and p = 2.
It can be veri�ed that ∇ f(x) is (N + 1)-continuous and f(x) is 2-strongly convex,

both with respect to‖·‖2, and that the optimizer for the problem is x? = max(0,c1−λ1)
3 e1,

where en denotes the nth basis vector. Moreover, it can be shown that if p ∈ (1, 2],
then µω = 1 and Lω = N 2/p−1 satisfy Assumption 4.6 with respect to ‖·‖2.

We select the problem parameters N = 100, c1 = 3 and λ1 = 1. We simulate
solving the problem with W = 4 workers, where at each iteration k , a worker
w is selected uniformly at random to return its gradient surrogate, evaluated on
stale information xk−τwk , to the master. Here, at time k , τwk is simply the number of
iterations since the last time worker w was selected. Each worker holds N /W = 25
component functions, and we tune step size based on the assumption that τ̄ =W .
Figure 4.5 shows the results of a representative simulation. As can be observed, the
iterates converge to the optimizer and the theoretical bound derived is valid.

Binary Classification on Actual Datasets

Next, we consider solving a regularized, sparse binary classi�cation problem on
three di�erent datasets: epsilon (dense), rcv1 (sparse), and url (sparse) [88]. url
is a collection of data for iden�tication of malicious URLs. It has N = 2,396,130
URL samples, each having d = 64 real valued features out of a total of 3,231,961
attributes (density: 18.08%). We implement the parameter server framework in the
Julia language, and instantiate it with Problem (4.7):

fn(x) = 1
N

(
log

(
1 + exp

(−bn 〈an, x〉) ) + 1
2λ2‖x ‖22

)
,

h(x) = λ1‖x ‖1 ,
We pick λ1 = 10−5 and λ2 = 10−4 for rcv1 and epsilon datasets, and λ1 = 10−3 and
λ2 = 10−4 for url. rcv1 is already normalized to have unit norm in its samples; hence,
we normalize url and epsilon datasets to have comparable problem instances. For
the rcv1 dataset, we choose to classify sports, disaster and government related
articles from the corpus. The other two datasets are already divided into two classes.
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Figure 4.5: Convergence of the iterates in toy problem. Solid lines represent our
theoretical upper bound, whereas dash-dotted lines represent simulation results.

It can be veri�ed that ∇ f(x) is
(
‖A‖22 /4 + λ2

)
-Lipschitz continuous with‖A‖22 = 1

in all the examples, and f(x) is λ2-strongly convex with respect to ‖·‖2.
We create three c4.2xlarge compute nodes at EC2. The compute nodes are

physically located in Ireland (eu), North Virginia (us) and Tokyo (ap). Then, we
assign one CPU from each node as workers, resulting in a total of 3 workers, and we
pick the master node at KTH in Sweden. We run a small number of iterations of the
algorithms to obtain an a priori delay distribution of the workers in this setting, and
we observe that τ̄ = 6.

In Figures 4.6 and 4.7, we present the convergence results of our experiments
and delay distributions of the workers, respectively. As in the previous example, the
iterates converge to the optimizer and the theoretical bound derived is valid. Another
observation worth noting is that the denser the datasets become, the smaller the gap
between the actual iterates and the theoretical upper bound gets.
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Figure 4.6: Convergence of the iterates in EC2 experiments. Solid lines represent our
theoretical upper bound, whereas dash-dotted lines represent experiment results.
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Figure 4.7: Worker delays in EC2 experiments. Bars represent the mean delays,
whereas vertical stacked lines represent the standard deviation. For each worker, from
left to right, we present the delays obtained in rcv1, url and epsilon experiments,
respectively.
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4.4 Proofs
In this section, we prove the theorems of this chapter. We �rst state three key lemmas
which are instrumental in our argument.

The following result establishes an important recursion for the iterates generated
by Algorithm 4.1.

Lemma 4.6. Suppose Assumptions 4.1–4.5 hold. Then, the iterates {xk } generated by
Algorithm 4.1 satisfy

ϕ(xk+1) − ϕ? +
1
γk

Dω

(
x?, xk+1

)
≤ 1

2ηk
ek−τk 2

∗ +
〈
ek−τk , xk − x?

〉
+

1
γk

Dω

(
x?, xk

)

+
L(τ̄ + 1)

2

τ̄∑
j=0

xk−j+1 − xk−j
2

− 1
2

(
1
γk
− ηk

)
‖xk+1 − xk ‖2 −

µh
2

x? − xk+1
2
,

(4.10)

where x? ∈ X?,
{
ηk

}
is a sequence of strictly positive numbers, and ek B ∇ f(xk ) − д̄k

is the error in the gradient estimate.

Proof of Lemma 4.6. We start with the �rst-order optimality condition for the point
xk+1 in the minimization problem (line 5 in Algorithm 4.1): there exists subgradient
sxk+1 ∈ ∂ h(xk+1) such that for all x ∈ dom h, we have

0 ≤
〈
д̄k−τk +

1
γk
∇(1) Dω (xk+1, xk ) + sxk+1, x − xk+1

〉
.

Plugging the equality ∇(1) Dω (xk+1, xk ) = ∇ω(xk+1) − ∇ω(xk ) into the previous
inequality and re-arranging terms give

1
γk

〈∇ω(xk ) − ∇ω(xk+1), x − xk+1
〉 ≤ 〈

д̄k−τk + sk+1, x − xk+1
〉

=
〈
д̄k−τk , x − xk+1

〉
+ 〈sk+1, x − xk+1〉

≤ 〈
д̄k−τk , x − xk+1

〉
+ h(x) − h(xk+1)

− µh
2 ‖x − xk+1‖2 , (4.11)

where the last inequality uses

h(x) ≥ h(xk+1) + 〈sk+1, x − xk+1〉 +
µh
2 ‖x − xk+1‖2 ,

by the (strong) convexity of h(·). We now use the three-points identity of the gener-
alized distance function:〈∇ω(v) − ∇ω (

y
)
, x − y〉 = Dω

(
x,y

) − Dω (x,v) + Dω
(
y,v

)
.
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to rewrite the left-hand side of (4.11). From this relation, with v = xk and y = xk+1,
we have

〈∇ω(xk ) − ∇ω(xk+1), x − xk+1
〉
= Dω (x, xk+1) − Dω (x, xk ) + Dω (xk+1, xk ) .

Substituting the preceding equality into (4.11) and re-arranging terms result in

h(xk+1) − h(x) + 1
γk

Dω (x, xk+1) ≤
〈
д̄k−τk , x − xk+1

〉
+

1
γk

Dω (x, xk )

− 1
γk

Dω (xk+1, xk ) −
µh
2 ‖x − xk+1‖2 .

Since the distance generating function ω(x) is 1-strongly convex, we have the lower
bound

Dω (xk+1, xk ) ≥
1
2 ‖xk+1 − xk ‖2 ,

which implies that

h(xk+1) − h(x) + 1
γk

Dω (x, xk+1) ≤
〈
д̄k−τk , x − xk+1

〉
+

1
γk

Dω (x, xk )

− 1
2γk
‖xk+1 − xk ‖2 −

µh
2 ‖x − xk+1‖2 . (4.12)

The essential idea in the rest of the proof is to use convexity and smoothness of
the expectation function f(·) to bound f(xk+1) − f(x) for each x ∈ dom h. According
to Assumption 4.3, ∇(1) F(x,v) and, hence, ∇ f(x) are Lipschitz continuous with the
constant L. By using the L-Lipschitz continuity of ∇ f(·) and then the convexity of
f(·), we have

f(xk+1) ≤ f
(
xk−τk

)
+

〈∇ f
(
xk−τk

)
, xk+1 − xk−τk

〉
+
L

2
xk+1 − xk−τk

2

≤ f(x) + 〈∇ f
(
xk−τk

)
, xk+1 − x

〉
+
L

2
xk+1 − xk−τk

2
, (4.13)

for any x ∈ dom h. Combining inequalities (4.12) and (4.13), and recalling that
ϕ(x) = f(x) + h(x), we obtain

ϕ(xk+1) − ϕ(x) +
1
γk

Dω (x, xk+1) ≤
〈∇ f

(
xk−τk

) − д̄k−τk , xk+1 − x
〉
+

1
γk

Dω (x, xk )

− 1
2γk
‖xk+1 − xk ‖2 −

µh
2 ‖x − xk+1‖2

+
L

2
xk+1 − xk−τk

2
.
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We now rewrite the above inequality in terms of the error ek−τk = ∇ f
(
xk−τk

) −
д̄k−τk as follows:

ϕ(xk+1) − ϕ(x) +
1
γk

Dω (x, xk+1) ≤
〈
ek−τk , xk+1 − x

〉
+

1
γk

Dω (x, xk )

− 1
2γk
‖xk+1 − xk ‖2 −

µh
2 ‖x − xk+1‖2

+
L

2
xk+1 − xk−τk

2

=
〈
ek−τk , xk+1 − xk

〉
︸                 ︷︷                 ︸

Γ1

+
〈
ek−τk , xk − x

〉

+
1
γk

Dω (x, xk ) −
1

2γk
‖xk+1 − xk ‖2

− µh
2 ‖x − xk+1‖2 +

L

2
xk+1 − xk−τk

2

︸             ︷︷             ︸
Γ2

. (4.14)

We will seek upper bounds on Γ1 and Γ2. Let
{
ηk

}
be a sequence of positive numbers.

For Γ1, we have

Γ1 ≤
������
〈

1√
ηk

ek−τk ,
√
ηk (xk+1 − xk )

〉������ ≤
1

2ηk
ek−τk 2

∗ +
ηk
2 ‖xk+1 − xk ‖2 , (4.15)

where the second inequality follows from Fenchel’s inequality applied to the conju-
gate pair 1

2 ‖·‖2 and 1
2 ‖·‖2∗, i.e.,

��〈a,b〉�� ≤ 1
2 ‖a‖

2
∗ +

1
2 ‖b‖

2 .

We turn to Γ2. Rewriting Γ2 gives

Γ2 = (τk + 1)2

τk∑
j=0

xk−j+1 − xk−j
τk + 1


2

.

Then, by the convexity of the norm ‖·‖, we conclude that

Γ2 ≤ (τk + 1)
τk∑
j=0

xk−j+1 − xk−j
2 ≤ (τ̄ + 1)

τ̄∑
j=0

xk−j+1 − xk−j
2
, (4.16)

where the last inequality comes from our assumption that τk ≤ τ̄ for all k ∈ N0.
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Substituting inequalities (4.15) and (4.16) into the bound (4.14) and simplifying yield

ϕ(xk+1) − ϕ(x) +
1
γk

Dω (x, xk+1) ≤
1

2ηk
ek−τk 2

∗ +
〈
ek−τk , xk − x

〉
+

1
γk

Dω (x, xk )

+
L(τ̄ + 1)

2

τ̄∑
j=0

xk−j+1 − xk−j
2

− 1
2

(
1
γk
− ηk

)
‖xk+1 − xk ‖2 −

µh
2 ‖x − xk+1‖2 .

Setting x = x?, where x? ∈ X?, completes the proof. �

The next result follows from Lemma 4.6 by taking summation of the relations
in (4.10).

Lemma 4.7. Let Assumptions 4.1–4.5 hold. Assume also that
{
γk

}
is set to

γk =
1

ηk + L(τ̄ + 1)2 ,

where ηk is positive for all k . Then, the iterates {xk } produced by Algorithm 4.1 satisfy

K−1∑
k=0

(
ϕ(xk+1) − ϕ?

)
≤

K−1∑
k=0

1
2ηk

ek−τk 2
∗ +

K−1∑
k=0

〈
ek−τk , xk − x?

〉
+

1
γ0

Dω

(
x?, x0

)

+

K−1∑
k=0

(
1

γk+1
− 1
γk

)
Dω

(
x?, xk+1

)
− µh

2

K−1∑
k=0

xk+1 − x?
2
.

Proof of Lemma 4.7. Applying Lemma 4.6 with

ηk =
1
γk
− L(τ̄ + 1)2 ,

adding and subtracting γ−1
k+1 Dω

(
x?, xk+1

)
to the left-hand side of (4.11), and re-

arranging terms, we obtain

ϕ(xk+1) − ϕ? +
1

γk+1
Dω

(
x?, xk+1

)
≤ 1

2ηk
ek−τk 2

∗ +
〈
ek−τk , xk − x?

〉
+

1
γk

Dω

(
x?, xk

)
+

(
1

γk+1
− 1
γk

)
Dω

(
x?, xk+1

)

+
L(τ̄ + 1)

2

τ̄∑
j=0

xk−j+1 − xk−j
2

− L(τ̄ + 1)2
2 ‖xk+1 − xk ‖2 −

µh
2

x? − xk+1
2
.
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Summing the preceding inequality over k = 0, . . . ,K − 1, K ∈ N, yields

K−1∑
k=0

(
ϕ(xk+1) − ϕ?

)
+

1
γK

Dω

(
x?, xK

)

≤
K−1∑
k=0

1
2ηk

ek−τk 2
∗ +

K−1∑
k=0

〈
ek−τk , xk − x?

〉
+

1
γ0

Dω

(
x?, x0

)

+

K−1∑
k=0

(
1

γk+1
− 1
γk

)
Dω

(
x?, xk+1

)

+
L(τ̄ + 1)

2

K−1∑
k=0

τ̄∑
j=0

xk−j+1 − xk−j
2 − L(τ̄ + 1)2

2

K−1∑
k=0
‖xk+1 − xk ‖2

− µh
2

K−1∑
k=0

x? − xk+1
2

≤
K−1∑
k=0

1
2ηk

ek−τk 2
∗ +

K−1∑
k=0

〈
ek−τk , xk − x?

〉
+

1
γ0

Dω

(
x?, x0

)

+

K−1∑
k=0

(
1

γk+1
− 1
γk

)
Dω

(
xk+1, x

?
)
− µh

2

K−1∑
k=0

x? − xk+1
2
, (4.17)

where the second inequality used the facts

K−1∑
k=0

τ̄∑
j=0

xk−j+1 − xk−j
2
=

τ̄∑
j=0

K−j−1∑
k=−j
‖xk+1 − xk ‖2 =

τ̄∑
j=0

K−j−1∑
k=0
‖xk+1 − xk ‖2

≤
τ̄∑
j=0

K−1∑
k=0
‖xk+1 − xk ‖2

= (τ̄ + 1)
K−1∑
k=0
‖xk+1 − xk ‖2 ,

and xk = x0 for all k ≤ 0. Dropping the second term on the left-hand side of (4.17)
concludes the proof. �

Lemma 4.8. Let ‖·‖ be a norm over Rd and let ‖·‖∗ be its dual norm. Let ω(·) be a
1-strongly convex function with respect to‖·‖ over Rd . If y1, . . . ,yb ∈ Rd are zero-mean
random variables drawn i.i.d. from a distribution P, then

E




1
b

b∑
i=1

yi


2

∗


≤ c

b2

b∑
i=1

E
[yi2

∗
]
,
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where c ∈ [1,b] is given by

c =

{
1 if ‖·‖∗ = ‖·‖2 ,
2 max‖x ‖=1ω(x) otherwise.

Proof of Lemma 4.8. The result follows from [89, Lemma B.2] and convexity of the
norm ‖·‖∗. For further details, see [65, Section 4.1]. �

Now we are ready to prove Theorems 4.1–4.3.

Proof of Theorem 4.1. Assume that the step size
{
γk

}
is set to

γk = γ =
1

η + L(τ̄ + 1)2 ,

for some η > 0. It is clear that γ satis�es (4.3). Applying Lemma 4.7 with µh = 0,
γk = γ and ηk = η, we obtain

K−1∑
k=0

(
ϕ(xk+1) − ϕ?

)
≤

K−1∑
k=0

1
2η

ek−τk 2
∗ +

K−1∑
k=0

〈
ek−τk , xk − x?

〉
+

Dω
(
x?, x0

)
γ

, (4.18)

for K ∈ N. Each xk , k ∈ N, is a deterministic function of the history v[k−1] B{
vi (t)

�� i = 1, . . . ,b , t = 0, . . . ,k − 1
}

but not ofvi (k). Since∇ f(x) = Ev
[∇(1) F(x,v)] ,

Ev[k−1]

[〈
ek−τk , xk − x?

〉]
= 0 .

Moreover, as vi and vj are independent whenever i , j, it follows from Lemma 4.8
that

E
[ek−τk 2

∗
]
= E




1
b

b∑
i=1

(
∇ f

(
xk−τk

) − ∇(1) F(
xk−τk ,vi

) )
2

∗


≤ c

b2

b∑
i=1

E
[∇ f

(
xk−τk

) − ∇(1) F(
xk−τk ,vi

)2
∗
]

≤ cσ 2

b
,

where the last inequality follows from Assumption 4.4. Taking expectation on both
sides of (4.18) and using the above observations yield

K∑
k=1

(
E
[
ϕ(xk )

] − ϕ?)
≤ cσ 2

2ηbK +
Dω

(
x?, x0

)
γ

.
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By the convexity of ϕ(·), we have

ϕ(x̄K ) = ϕ©«
1
K

K∑
k=1

xk
ª®¬
≤ 1

K

K∑
k=1

ϕ(xk ) ,

which implies that

E
[
ϕ(x̄K )

] − ϕ? ≤ cσ 2

2ηb +
Dω

(
x?, x0

)
γK

.

Substituting η = γ−1 − L(τ̄ + 1)2 into the above inequality proves the theorem. �

Proof of Theorem 4.2. Assume that the step size
{
γk

}
is chosen such that γ−1

k =

L(τ̄ + 1)2 + αk , with

αk =
σ
√
c
√
k + 1

R
√
b

.

Since γk is a non-increasing sequence, and Dω
(
x,y

) ≤ R2 for all x,y ∈ dom h, we
have

K−1∑
k=0

(
1

γk+1
− 1
γk

)
Dω

(
x?, xk+1

)
≤

(
1
γK
− 1
γ0

)
R2 .

Applying Lemma 4.7 with µh = 0 and ηk = αk , taking expectation, and using
Lemma 4.8 completely identically to the proof of Theorem 4.1, we then obtain

K∑
k=1

(
E
[
ϕ(xk )

] − ϕ?)
≤ R2

γK
+
cσ 2

2b

K−1∑
k=0

1
αk
. (4.19)

Viewing the sum as a lower-estimate of the integral of the function y(t) = 1/√t + 1,
one can verify that

K−1∑
k=0

1
αk
=

K−1∑
k=0

1
α̃
√
k + 1

≤ 1
α̃

(
1 +

∫ K−1

0

dt√
t + 1

)
≤ 2
√
K

α̃
,

where α̃ =
(
σ
√
c
)
/
(
R
√
b
)
. Substituting this inequality into the bound (4.19), we

obtain:
K∑
k=1

(
E
[
ϕ(xk )

] − ϕ?)
≤ LR2(τ̄ + 1)2 + 2σR

√
c
√
K + 1√

b
.

Since 1 ≤ K , we have
√
K + 1 ≤ √2K . Using this fact, we get the claimed guaranteed

bound. �
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Proof of Theorem 4.3. Assume that the step size
{
γk

}
in Algorithm 4.1 is set to γ−1

k =

2L(τ̄ + 1)2 + βk , with

βk =
µh

3Lω
(k + τ̄ + 1) .

We �rst describe some important properties of γk relevant to our proof. Clearly, γk
is non-increasing, i.e.,

1
γk
≤ 1
γk+1

, (4.20)

for all k ∈ N0. Since γ−1
0 ≤ γ−1

k , we have

2L(τ̄ + 1)2 + µhτ̄

3Lω
≤ 1
γk
. (4.21)

Moreover, one can easily verify that

1
γ 2
k+1
− 1
γ 2
k

=
µh
Lω

(
4L
3 (τ̄ + 1)2 + µh

3Lω

(
2
3 (k + τ̄ ) + 1

))

≤ µh
Lω

(
2L(τ̄ + 1)2 + µh

3Lω
(k + τ̄ + 1)

)

=
µh
Lω

1
γk
,

which implies that

1
γ 2
k+1
≤ 1
γk

(
1
γk
+
µh
Lω

)
, (4.22)

for all k ∈ N0. Finally, by the de�nition of γk , we have

γk
γk+τ̄

= 1 +
µh

3Lω τ̄

2L(τ̄ + 1)2 + µh
3Lω (k + τ̄ + 1) ≤ 1 + µhτ̄

6LLω (τ̄ + 1)2 ,

and hence,

1
γk+τ̄

≤
(
1 + µhτ̄

6LLω (τ̄ + 1)2
)

1
γk
. (4.23)

We are ready to prove Theorem 4.3. Applying Lemma 4.6 with

ηk =
1

2γk
, k ∈ N0 ,
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and using the fact

Dω

(
x?, xk+1

)
≤ Lω

2
x? − xk+1

2
,

by Assumption 4.6, we obtain

ϕ(xk+1) − ϕ? +
(

1
γk
+
µh
Lω

)
Dω

(
x?, xk+1

)

≤ γk
ek−τk 2

∗ +
〈
ek−τk , xk − x?

〉
+

1
γk

Dω

(
x?, xk

)

+
L(τ̄ + 1)

2

τ̄∑
j=0

xk−j+1 − xk−j
2 − 1

4γk
‖xk+1 − xk ‖2 .

Multiplying both sides of this relation by 1/γk , and then using (4.22), we have

1
γk

(
ϕ(xk+1) − ϕ?

)
+

1
γ 2
k+1

Dω

(
x?, xk+1

)

≤
ek−τk 2

∗ +
1
γk

〈
ek−τk , xk − x?

〉
+

1
γk 2 Dω

(
x?, xk

)

+
L(τ̄ + 1)

2γk

τ̄∑
j=0

xk−j+1 − xk−j
2 − 1

4γk 2 ‖xk+1 − xk ‖2 .

Summing the above inequality from k = 0 to k = K − 1, K ∈ N, and dropping the
�rst term on the left-hand side yield

1
γ 2
K

Dω

(
x?, xK

)
≤

K−1∑
k=0

ek−τk 2
∗ +

K−1∑
k=0

1
γk

〈
ek−τk , xk − x?

〉
+

1
γ 2

0
Dω

(
x?, x0

)

+
L(τ̄ + 1)

2

K−1∑
k=0

τ̄∑
j=0

1
γk

xk−j+1 − xk−j
2 − 1

4

K−1∑
k=0

1
γ 2
k

‖xk+1 − xk ‖2 .

(4.24)

What remains is to bound the fourth term on the right-hand side of (4.24). It
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follows from (4.20)–(4.23) that

L(τ̄ + 1)
2

K−1∑
k=0

τ̄∑
j=0

1
γk

xk−j+1 − xk−j
2
=

L(τ̄ + 1)
2

τ̄∑
j=0

K−j−1∑
k=0

1
γk+j
‖xk+1 − xk ‖2

≤ L(τ̄ + 1)
2

τ̄∑
j=0

K−1∑
k=0

1
γk+j
‖xk+1 − xk ‖2

(4.20)≤ L(τ̄ + 1)
2

τ̄∑
j=0

K−1∑
k=0

1
γk+τ̄
‖xk+1 − xk ‖2

=
L(τ̄ + 1)2

2

K−1∑
k=0

1
γk+τ̄
‖xk+1 − xk ‖2

(4.23)≤
2L(τ̄ + 1)2 + µh τ̄

3Lω
4

K−1∑
k=0

1
γk
‖xk+1 − xk ‖2

(4.21)≤ 1
4

K−1∑
k=0

1
γ 2
k

‖xk+1 − xk ‖2 .

Substituting the above inequality into (4.24), and then taking expectation on both
sides (similarly to the proof of Theorems 4.1 and 4.2), we have

1
γ 2
K
E
[
Dω

(
x?, xK

)]
≤ cσ 2K

b
+

1
γ 2

0
Dω

(
x?, x0

)
. (4.25)

According to Remark 2.4,

1
2
x? − xK 2 ≤ Dω

(
x?, xK

)
.

Moreover, by the de�nition of γk ,

µh(K + 1)
3Lω

≤ βK ≤ 1
γK
.

Combining these inequalities with the bound (4.25), we conclude

E
[x? − xK 2

]
≤ 18cσ 2L2

ω

bµ2
h(K + 1) +

2
(

6LLω
µh
+ 1

)2
(τ̄ + 1)4

(K + 1)2 Dω

(
x?, x0

)
.

�

Next, we prove Theorem 4.4 and Corollary 4.5. To this end, we �rst provide a
lemma which is key to proving the main results.
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Lemma 4.9. Assume that the non-negative sequences {Vk } and {wk } satisfy the
following inequality:

Vk+1 ≤ a1Vk − a2wk + a3

k∑
j=k−k0

w j , (4.26)

for some real numbers a1 ∈ (0, 1) and a2,a3 ≥ 0, and some integer k0 ∈ N0. Assume
also thatwk = 0 for k < 0, and that the following holds:

a3
1 − a1

1 − ak0+1
1

ak0
1

≤ a2 .

Then, Vk ≤ ak1V0 for all k ≥ 0.

Proof of Lemma 4.9. To prove the linear convergence of the sequence, we divide both
sides of (4.26) by ak+1

1 and take the sum:

K−1∑
k=0

Vk+1

ak+1
1
≤

K−1∑
k=0

Vk

ak1
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K−1∑
k=0
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1
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1
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1
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w j

=

K−1∑
k=0
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k=0
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1
+
a3
a1

(
w−k0 +w−k0+1 + · · · +w0

)
+
a3

a2
1

(
w−k0+1 +w−k0+2 + · · · +w1

)
+ · · ·

+
a3

aK1

(
wK−1−k0 +wK−1−k0+1 + · · · +wK−1

)

≤
K−1∑
k=0

Vk

ak1
+

©«
a3

(
1 + 1

a1
+ · · · + 1

ak0
1

)
− a2

ª®¬
K−1∑
k=0

wk

ak+1
1
, (4.27)

where we have used the non-negativity of wk to obtain (4.27).
If the coe�cient of the second sum of the right-hand side of (4.27) is non-positive,

i.e., if

a3 +
a3
a1
+ · · · + a3

ak0
1
=

a3
1 − a1

1 − ak0+1
1

ak0
1

≤ a2 ,

then inequality (4.27) implies that

VK

aK1
+
VK−1

aK−1
1
+ · · · + V1

a1
1
≤ VK−1

aK−1
1
+
VK−2

aK−2
1
+ · · · + V0

a0
1
.

Hence, VK ≤ aK1 V0 for any K ≥ 1, and the desired result follows. �
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We are now ready to prove the main results.

Proof of Theorem 4.4. We start with analyzing each component function fn(x) to �nd
upper bounds on the function values:

fn(xk+1) ≤ fn
(
xk−τ nk

)
+

〈
∇ fn

(
xk−τ nk

)
, xk+1 − xk−τ nk

〉
+
Ln
2

xk+1 − xk−τ nk
2

≤ fn(x) +
〈
∇ fn

(
xk−τ nk

)
, xk+1 − x

〉
+
Ln
2

xk+1 − xk−τ nk
2
∀x , (4.28)

where the �rst and second inequalities use Ln-continuity and convexity of fn(x),
respectively. Summing (4.28) over all component functions, we obtain:

f(xk+1) ≤ f(x) + 〈
дk , xk+1 − x

〉
+

N∑
n=1

Ln
2

xk+1 − xk−τ nk
2
∀x . (4.29)

Next, we seek an upper bound on the second term of the right-hand side of (4.29).
Observe that the optimality condition of (4.8) implies:
〈
дk , xk+1 − x

〉 ≤ 1
γ
〈xk+1 − xk , x − xk+1〉 +

〈
sxk+1, x − xk+1

〉
=

1
2γ ‖x − xk ‖

2 − 1
2γ ‖xk+1 − xk ‖2 −

1
2γ ‖x − xk+1‖2

+
〈
sxk+1, x − xk+1

〉
≤ 1

2γ ‖x − xk ‖
2 − 1

2γ ‖xk+1 − xk ‖2 −
1

2γ ‖x − xk+1‖2 + h(x) − h(xk+1)
(4.30)

for all x ∈ C. Here, we have used three-point identity and subdi�erentiability of h(·)
in the second and third steps, respectively.

Plugging (4.30) in (4.29), and rearranging the terms, we obtain the following
relation for all x ∈ C:

f(xk+1) + h(xk+1) +
1

2γ ‖x − xk+1‖2 ≤ f(x) + h(x) + 1
2γ ‖x − xk ‖

2 − 1
2γ ‖xk+1 − xk ‖2

+

N∑
n=1

Ln
2

xk+1 − xk−τ nk
2
.

Using the strong convexity property on f(xk+1) + h(xk+1) above and choosing
x = x? gives:〈
∇ f

(
x?

)
+ sx?, xk+1 − x?

〉
+
µ

2
xk+1 − x?

2
+

1
2γ

x? − xk+1
2

≤ 1
2γ

x? − xk2 − 1
2γ ‖xk+1 − xk ‖2 +

N∑
n=1

Ln
2

xk+1 − xk−τ nk
2
. (4.31)
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Due to the optimality condition of (4.7), there exists a subgradient sx? such that
the �rst term on the left-hand side is non-negative. Using this particular subgradient,
we drop the �rst term. The last term on the right-hand side of the inequality can be
further upper-bounded using Jensen’s inequality as follows:

N∑
n=1

Ln
2

xk+1 − xk−τ nk
2
=

N∑
n=1

Ln
2


k∑

j=k−τ nk
x j+1 − x j


2

≤ L(τ̄ + 1)
2

k∑
j=k−τ̄

x j+1 − x j
2
,

where L =
∑N

n=1 Ln . As a result, rearranging the terms in (4.31), we obtain:
xk+1 − x?

2 ≤ 1
µγ + 1

xk − x?2 − 1
µγ + 1 ‖xk+1 − xk ‖2

+
γ (τ̄ + 1)L
µγ + 1

k∑
j=k−τ̄

x j+1 − x j
2
.

We note that
x j+1 − x j

2
= 0 for all j < 0. Using Lemma 4.9 withVk =

xk − x?2,
wk = ‖xk+1 − xk ‖2, a1 = a2 =

1
µγ+1 , a3 =

γ (τ̄+1)L
µγ+1 and k0 = τ̄ completes the proof. �

Proof of Corollary 4.5. The analysis is similar to that of Theorem 4.4. This time, the
optimality condition of (4.9) implies:

〈
дk , xk+1 − x

〉 ≤ 1
γ

〈∇ω(xk+1) − ∇ω(xk ), x − xk+1
〉
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+
〈
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〉 ∀x ∈ C .
Choosing x = x?, and following the steps of the proof of Theorem 4.4, we obtain:
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2
.

This time, using the upper and lower bounds in Assumption 4.6 on the left and
right hand-side of the above inequality, respectively, and rearranging the terms, we
arrive at:
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Applying Lemma 4.9 withVk = Dω
(
x?, xk

)
,wk = Dω (xk+1, xk ), a1 = a2 =

Lω
µγ+Lω

,
a3 =

γ L(τ̄+1)
µγ+Lω

Lω
µω

and k0 = τ̄ completes the proof. �
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Chapter 5

POLO: a POLicy-based
Optimization library

There is no silver bullet for solving optimization problems. Because problem for-
mulations and computing platforms evolve continuously, one needs to design new
algorithms that are tailored for the speci�c problem structure, and exploit all available
computing resources. However, algorithm design is a non-trivial process. It consists
in prototyping new ideas, benchmarking their performance against that of the state-
of-the-art, and �nally deploying the successful ones in production. Many ideas today
are prototyped in high-level languages such as MATLAB, Python and Julia, and it is
very rare that researchers implement their algorithms in lower-level languages such
as C and C++. Even so, these low-level prototypes are often incomplete, have di�er-
ent abstractions and coding style, and are hand-crafted for speci�c problem-platform
combinations. Ultimately, this results in either performance degradations of high-
level implementations in production, or high engineering costs attached to rewriting
the low-level implementations from scratch for each di�erent problem-platform
combination.

Currently, there exist numerous machine-learning libraries, each targeting a
di�erent need. Libraries such as PyTorch/Caffe2 [90], Theano [91] and Ten-
sorFlow [92] primarily target deep-learning applications, and support di�erent
powerful computing environments. High-level neural-network frameworks such
as Keras [93] provide user-friendly interfaces to backends such as Theano and
TensorFlow. Even though these libraries implement many mature algorithms for
solving optimization problems resulting from deep-learning applications, they fall
short when one needs to prototype and benchmark novel solvers [94, 95]. Algorithm
designers need to either use the provided communication primitives explicitly or
interfere with the computation graph facilities to write the algorithms from scratch.
Recent libraries and domain-speci�c languages such as Ray [96] and Tensor Com-
prehensions [95] aim at extending the capabilities of computation graph facilities,
targeting users’ custom needs regarding network architectures and data shapes.
More lightweight options such as mlpack [94] and Jensen [97], on the other hand,
aim at providing more generic optimization frameworks in C++. Unfortunately, these
options are not centered around algorithm design, either. Although both options
provide a good selection of prede�ned algorithms, these algorithms are implemented
for serial [97] or, to a limited extent, single-machine parallel [94] computations.
Designers still need to rewrite these implementations for, say, multi-machine parallel
computations. In short, we believe that there is a need for a generic optimization
framework that facilitates prototyping, benchmarking and deployment of algorithms

93
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Algorithms

Utilities

Standard Libraries Third-Party Libraries

BLAS
LAPACK

cerealZMQ cURL

Figure 5.1: Structure of POLO. Utilities layer provides thin wrappers for the essential
functionalities provided by the standard and third-party libraries, and implements
custom ones, which are then used in the algorithms layer.

on di�erent platforms without much performance penalty.
In this chapter, we present POLO — an open-source, header-only C++ library. It

abides by modern C++ design principles [98], and follows ideas from recent parallel
algorithms library proposals [99, 100] to (1) decouple optimization algorithm building
blocks from system primitives; (2) facilitate code reuse; and (3) generate tight and
e�cient code. POLO consists of two primary layers: algorithms and utilities (see
Figure 5.1).

The algorithms layer builds on the utilities layer, and provides abstractions for
di�erent algorithm families. It also implements many executors for these algorithm
abstractions. Users of the library can not only choose among the available algorithms
and executors but also implement their custom execution logic based on the primitives
available in the utilities layer.

The utilities layer, on the other hand, builds on standard C++ libraries and
lightweight third-party libraries, and o�ers a set of well-de�ned primitives for many
di�erent optimization-related tasks:

• Data manipulation. Dataset readers for major formats such as, e.g., LIBSVM,
which support loading of both sparse and dense datasets. The layer provides
basic matrix-vector operations to help build generalized linear models using
sparse matrices, and it resorts to the available BLAS and LAPACK libraries
when working with dense matrices. It is worth noting that POLO is not de-
signed as a replacement for mature linear algebra packages such as Eigen and
Armadillo [101]; in fact, it can be used in combination with these libraries
when working with matrices.

• Loss de�nitions. Loss abstractions that help de�ne both full and incremental
losses on the datasets. The layer also provides samplers to help users sample
mini-batches of component functions and blocks of coordinates as well as
problem generators to help users generate random problem instances [51, 102]
in memory.
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• State loggers and algorithm terminators. Customizable state loggers that
support logging of the decision vector, the gradient, or both, together with the
(partial) loss at prede�ned intervals, and customizable algorithm terminators.
State loggers are especially important in distributed-memory architectures
because computing nodes have only access to their own local datasets. Once
the optimization algorithm terminates, one often needs to reconstruct the total
loss from the traces of the iterates of the algorithm. Custom terminators are
important in machine-learning applications where one usually prefers early
stopping based on, for instance, conditions on the test performance of the
trained model.

• Atomic operations. Atomic operations for both integral and real data types.
The layer provides a mechanism that enables the use of standard C++ atomic
operations for integral data types while switching transparently to the library
provided operations for real data types until these operations are o�cially
supported by C++20. Atomic operations are important for protecting individual
coordinates of the decision vector (without needing to lock the full vector)
against race conditions in multi-threaded execution. In POLO, we choose not
to provide truly “lock-free” executors as race conditions in most standardized
languages including POSIX, C and C++ are unde�ned behaviour.

• Communication. Message passing, gradient compression, and data serializa-
tion and deserialization. The layer uses cURL and ZMQ libraries for managing
dynamic message queues, supporting a computing environment where nodes
can dynamically join and leave. It uses cereal for serialization, support-
ing communication between di�erent platforms in heterogeneous computing
architectures. Finally, it provides a number of encoders [103–106] for com-
pressing large gradients before they are transmitted across the network, and
the corresponding decoders to recreate the vectors at the recipient.

Throughout the development, we have put special emphasis on making the utilities
layer portable and e�cient.

In the rest of the chapter, we introduce POLO in more detail. In Section 5.1, we
motivate the design of POLO based on our observations from a family of optimization
algorithms. In Section 5.2, we provide detailed information about the design of the
library and the supported computing architectures. In Section 5.3, we show how
some of the state-of-the-art algorithms can be quickly prototyped in POLO together
with their performance comparisons against each other. Finally, in Sections 5.4–5.7,
we discuss how functionalities of POLO can be used and extended in high-level
languages, with emphasis on the Julia language [13].

Note 5.1. Code snippets are working code at the time of writing the thesis. However,
POLO is under continuous development, and thus, the snippets may be subject to
change as the library matures in time.
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5.1 Motivation
To motivate our design choice for distributed optimization library development, we
consider composite optimization problems of the form:

minimize
x ∈Rd

ϕ(x) B f(x) + h(x) . (5.1)

As before, f(·) is a sum of N di�erentiable component functions of x , i.e., f(x) =∑N
n=1 fn(x), and h(·) is a possibly non-di�erentiable function.

As we have already seen, one approach for solving problems of the form (5.1)
is to use proximal gradient methods. The basic form of the the proximal gradient
iteration is

xk+1 = arg min
x ∈Rd

{
f(xk ) +

〈∇ f(xk ), x − xk
〉
+ h(x) + 1

2γk
‖x − xk ‖22

}
, (5.2)

where γk is the step size. Thus, the next iterate, xk+1, is selected to be the minimizer
of the sum of the �rst-order approximation of the di�erentiable loss function around
the current iterate, xk , the non-di�erentiable loss function, and a quadratic penalty
on the deviation from the current iterate [107]. After some algebraic manipulations,
one can rewrite (5.2) in terms of the proximal operator [107]

xk+1 = arg min
x ∈Rd

{
γk h(xk ) +

1
2
x − (xk − γk∇ f(xk ))

2
2

}
B proxγkh

(
xk − γk∇ f(xk )

)
.

As a result, the method can be interpreted as a two-step procedure: �rst, a query
point is computed by modifying the current iterate in the direction of the negative
gradient, and then the prox operator is applied to this query point.

Even though the proximal gradient method described in (5.2) looks involved, in
the sense that it requires solving an optimization problem at each iteration, the prox-
mapping can actually be evaluated very e�ciently for several important functions
h(·) such as, for instance, projections onto a�ne sets, half-spaces, boxes, and `1-
and `2-norm balls. Together with its strong theoretical convergence guarantees,
this makes the proximal gradient method a favorable option in many applications.
However, the gradient calculation step in the vanilla proximal gradient method can
be prohibitively expensive when the number of component functions (N ) or the
dimension of the decision vector (d) is large enough. To improve the scalability of
the proximal gradient method, researchers have long tried to come up with ways of
parallelizing the proximal gradient computations and more clever query points than
the simple gradient step in (5.2) [28, 48, 82, 85, 108–117]. As a result, the proximal
gradient family encompasses a large variety of algorithms. We have listed some of
the more in�uential variants in Table 5.1.
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Table 5.1: Some members of the proximal gradient methods. s, cr, ir and ps
under the execution column stand for serial, consistent read/write, inconsistent
read/write and Parameter Server [25], respectively.

д h(x)
Algorithm boosting smoothing step prox execution

SGD × × γ , γk × s, cr, ps
IAG [82] aggregated × γ × s, cr, ps
PIAG [28] aggregated × γ X s, cr, ps
SAGA [85] saga × γ X s, cr
Heavyball [109] classical × γ × s
Nesterov [110] nesterov × γ × s
AdaGrad [111] × adagrad γ × s
AdaDelta [112] × adadelta γ × s
Adam [113] classical rmsprop γ × s
Nadam [114] nesterov rmsprop γ × s
AdaDelay [115] × × γk X s, cr, ps
HOGWILD! [48] × × γ × ir
ASAGA [116] saga × γ × ir
ProxASAGA [117] saga × γ X ir

A Look at Proximal Gradient Methods

A careful review of the serial algorithms in the proximal gradient family reveals
that, given an initial search direction, which we call a gradient surrogate, they di�er
from each other in their choices of four distinctive algorithm primitives: (1) how
they combine multiple gradient surrogates to form a better search direction, a step
we refer to as boosting; (2) how this search direction is �ltered or scaled, which we
call smoothing; (3) which step size policy they use; and (4) the type of projection
they do in the prox step. For instance, stochastic gradient descent (SGD) algorithms
use partial gradient information coming from component functions (N ) or decision
vector coordinates (d) as the gradient surrogate at each iteration, whereas their
aggregated versions [28, 82, 85] accumulate previous partial gradient information to
boost the descent direction. Similarly, di�erent momentum-based methods such as
the Heavyball [109] and Nesterov’s [110] momentum accumulate the full gradient
information over iterations. Algorithms such as AdaGrad [111] and AdaDelta [112],
on the other hand, use the second-moment information from the gradient surro-
gates and the decision vector updates to adaptively scale, i.e., smooth, the gradient
surrogates. Popular algorithms such as Adam [113] and Nadam [114], available
in most machine-learning libraries, incorporate both boosting and smoothing to
get better update directions. Algorithms in the serial setting can also use di�erent
step size policies and projections independently of the choices above, and bene�t
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from di�erent samplers to form partial gradients as well as encoders to compress
the gradient information. This results in the pseudocode representation of these
algorithms given in Algorithm 5.1.

Algorithm 5.1: Serial implementation of proximal gradient methods.
Data: Di�erentiable functions,

{
fn(·)

}
; regularizer, h(·).

Input: Initial decision vector, x0; step size, γk .
Output: Final decision vector, xk .

1 Initialize: k ← 0.
2 while not_done(k , д, xk , ϕ(xk )) do
3 д← gradient(xk ; fn(·)); // full or incremental
4 д← sample(д); // block coordinate; optional
5 e ← encode(g); // optional
6 д← decode(e); // optional
7 д← boosting(k , д); // optional
8 д← smoothing(k , д, xk); // optional
9 γk ← step(k , д, xk , ϕ(xk ));

10 xk+1 ← proxγkh
(
xk − γkд

)
; // prox step

11 k ← k + 1;
12 end
13 return xk ;

Most of the serial algorithms in this family either have direct counterparts in the
parallel setting or can be extended to have the parallel execution support. However,
adding parallel execution support brings yet another layer of complexity to algorithm
prototyping. First, there are a variety of parallel computing environments to consider,
from shared-memory and distributed-memory environments with multiple CPUs to
distributed-memory heterogeneous computing environments which involve both
CPUs and GPUs. Second, some of these environments, such as the shared-memory,
o�er di�erent choices in how to manage race conditions. For example, some algo-
rithms [28, 82, 85, 115] choose to use mutexes to consistently read from and write to
the shared decision vector from di�erent processes, whereas others [116, 117] prefer
atomic operations to allow for inconsistent reads and writes. Finally, the choice in a
speci�c computing environment might constrain choices in other algorithm primi-
tives. For instance, if the algorithm is to run on a distributed-memory environment
such as the Parameter Server [25], where only parts of the decision vector and data
are stored in individual nodes, then only updates and projections that embrace data
locality can be used.

Algorithmic perspective
Out of the large number of proximal gradient methods proposed in the literature, only
very few have open source low-level implementations, and the existing codes are
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Figure 5.2: Tree representation of di�erent choices in proximal gradient meth-
ods. Both Adam [113] and Nadam [114] use rmsprop [108] smoothing, constant
step and none prox policies on serial executors. They di�er from each other in
their respective choices of classical and nesterov boosting policies. Recent
research [118] suggests that using a di�erent smoothing policy, i.e., adamax, results
in better performance compared to Adam-like algorithms.

di�cult to extend. This means that algorithm designers need to reimplement others’
work to benchmark their ideas even when the ideas di�er from each other only in
a few aspects. However, our observations in the previous subsection suggest that
algorithm design can be seen as a careful selection of a limited number of compatible
policies, see Figure 5.2.

POLO aims at being an optimization library centered around algorithm design, that
facilitates rapid experimentation with new ideas without sacri�cing performance.
It has a clear separation between algorithm and system primitives to allow for
(1) prototyping of new ideas with as few lines of code as possible, and (2) fair
and transparent benchmarking of the resulting algorithms on di�erent platforms.
Ultimately, this will lead to rapid transformation of ideas into code, reliable transition
from experimental code to production, and full reproducibility of results.
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Implementation perspective

Algorithm development is an iterative process of designing and analyzing an algo-
rithm, prototyping and benchmarking it on small-sized test problems, and making
modi�cations until it performs well. Successful designs are then used to solve larger
problems. This work�ow typically involves implementing and testing the algorithm
on di�erent computing environments such as, e.g., multi-core personal computers,
dedicated servers, on-demand cloud-computing nodes, serverless runtimes, and even
a cluster of low-power devices.

From an implementer’s perspective, we would like to have a �exible library that
allows us to implement a growing number of algorithm primitives on a diversity of
computing platforms. For this reason, we aim for building a low-level library with
small code-print, high performance and as few dependencies as possible that would
also support high-level language integrations and cloud-based solutions.

5.2 Design
Our observations on di�erent algorithms and computing platforms in the previous
sections reveal a trade-o� in algorithm design. Decomposing algorithms into their
small, essential policies facilitates behavior isolation and code reuse at the expense
of combinatorially increasing design choices (cf. Figure 5.2). To facilitate code reuse
while handling the combinatorial explosion of choices, POLO relies on policy-based
design [98], which combines multiple inheritance and template programming in a
clever way.

To visualize how policy-based design can be used to implement optimization
algorithms, let us �rst assume that we would like to compute functions f(·) operating
on the average of a streaming sequence of vectors {xk }. In languages that support
both multiple inheritance and template programming such as C++, one can de�ne this
functionality in terms of its primitives fbar and ave as given in Listing 5.1. There, the
library code �rst de�nes a template class for the function f, which publicly inherits
from its generic template parameters fbar and ave, both of which are templated
against the value type (value_t) they are working on. The library implements
one concrete policy for each function primitive. As can be observed, f can work on
di�erent precision value-types such as the single- and double-precision �oating-point
numbers and the �xed-point ones, and its policy classes can have internal states
(average) and parameters (alpha) that are persistent and modi�able. Note how f
is merely a shell that integrates its policy classes and determines how they should
be applied to achieve the desired transformation while not knowing their internal
details.

A user of the library can then mix and match the provided policy classes to
achieve the desired functionality. The compiler assembles only the functionality that
has been requested, and specializes the code for the speci�ed data types. This leads
to e�cient code, optimized for the particular data type, with small memory footprint,
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Listing 5.1: Simple example that visualizes how policy-based design can be used to
support functions operating on the average of a streaming vector sequence. Common
methods for construction, initialization and destruction are omitted for brevity.

1 /* Template class for f */
2 template <class value_t, template <class> class fbar,
3 template <class> class ave>
4 struct f : public fbar<value_t>,
5 public ave<value_t> {
6 value_t operator()(const vector<value_t> &x) {
7 vector<value_t> temp(x.size());
8 ave<value_t>::operator()(begin(x), end(x), begin(temp));
9 return fbar<value_t>::operator()(begin(temp), end(temp));

10 }
11 };
12 /* Exponential Moving Average */
13 template <class value_t> struct ema {
14 template <class InputIt, class OutputIt>
15 OutputIt operator()(InputIt xb, InputIt xe, OutputIt tb) {
16 size_t idx{0};
17 while (xb != xe) {
18 average[idx] = (1 - alpha) * average[idx] + alpha * *xb++;
19 *tb++ = average[idx++];
20 }
21 return tb;
22 }
23 void set_parameters(const value_t alpha) { this->alpha = alpha; }
24 private:
25 value_t alpha;
26 vector<value_t> average;
27 };
28 /* Sum of squared elements of a vector */
29 template <class value_t> struct sumsquared {
30 template <class InputIt>
31 value_t operator()(InputIt xb, InputIt xe) {
32 value_t result{0};
33 while (xb != xe) {
34 result += *xb * *xb;
35 xb++;
36 }
37 return result;
38 }
39 };
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Listing 5.2: Simple example that visualizes how policy-based design can help users
pick and implement di�erent policies in a library.

1 /* Use library-provided policies */
2 f<float, sumsquared, ema> f1;
3 f1.set_parameters(0.5);
4 f1.initialize({0,0});
5 f1({3,4}); /* returns 6.25 */
6 f1({6,8}); /* returns 39.0625 */
7 /* Implement cumulative moving average */
8 template <class value_t> struct cma {
9 template <class InputIt, class OutputIt>

10 OutputIt operator()(InputIt xb, InputIt xe, OutputIt tb) {
11 size_t idx{0};
12 while (xb != xe) {
13 average[idx] = (N * average[idx] + *xb++) / (N + 1);
14 *tb++ = average[idx++];
15 }
16 N++;
17 return tb;
18 }
19 private:
20 size_t N{0};
21 vector<value_t> average;
22 };
23 /* Use the user-defined policy */
24 f<double, sumsquared, cma> f2;
25 f2.initialize({0,0});
26 f2({3,4}); /* cumulative average becomes (3,4), f2 returns 25 */
27 f2({6,8}); /* cumulative average becomes (4.5,6), f2 returns 56.25 */

integrating only the code which is actually used. If the user wants to have a di�erent
averaging function such as the cumulative moving average, which is not originally
provided by the library, they can simply implement this policy and use it together
with the rest (see Listing 5.2).

Based on these simple examples, we immediately realize the strengths of the
policy-based design technique. First, the library designer and the user only need to
write code for the distinct primitives, and can then combine them into exponentially
many design combinations. Second, the library can support user-de�ned primitives,
which are not known in advance, and the compiler can specialize the executable code
for the selected data types, thanks to template programming. Last, the library can
also support enriched functionality that the library designer has not foreseen. For
example, the library designer provides a shell f that only enforces the call function
(operator()) on its policies. However, thanks to the inheritance mechanism, the
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user can use added functionality (set_parameters) when the policy classes provide
them. In short, policy-based design helps handle combinatorially increasing design
choices with linearly many policies while also allowing for extensions and enriched
functionalities in ways library designers might not have predicted.

Optimization algorithms have a lot in common with the examples provided in
Listings 5.1 and 5.2. Any family of algorithms de�nes, at each iteration, how a
sequence of di�erent transformations should be applied to some shared variable
until a stopping condition is met. However, optimization algorithms are much more
involved than the aforementioned examples. For example, the proximal gradient
family uses di�erent policies for smoothing, boosting, step and prox. In addition, we
may want to exploit di�erent samplers for mini-batching or coordinate descent, use
custom policies for termination criteria and state loggers, and use di�erent encoders
to compress gradients. In addition, we may exploit di�erent ways of parallelizing
various parts of the code. Moreover, not all the policies of optimization algorithms
are compatible with each other. As a result, a similar approach is needed to represent
these algorithms in a �exible way while also preventing incompatible policies. To this
end, we use the same approach that is advocated in recent parallel algorithms library
proposals for the C++ standard [99, 100]: we add execution support to optimization
algorithms, and use type traits to disable incompatible policies at compile-time.

In the rest of the section, we will revisit proximal gradient methods to show our
design choice, and list the executors provided in POLO.

Revisiting Proximal Gradient Methods
In POLO, we provide the template class proxgradient to represent the family of
proximal gradient methods. It consists of boosting, step, smoothing, prox and
execution policies, all of which are templated against the real value-type, such as
float or double, and the integral index-type, such as int32_t or uint64_t (see
Listing 5.3 for an excerpt).

As can be observed, proxgradient is simply a shell that glues together its
essential policies by using policy-based design, and delegates how to solve the
optimization problem to its execution policy. Based on this excerpt only, we can
see that any policy class that implements the corresponding solve member function
can be an executor for the proxgradient family. For example, one can write a
simple serial executor as in Listing 5.4.

The serial executor implements, between lines 17–28 in Listing 5.4, the pseu-
docode given between lines 3–11 in Algorithm 5.1. In fact, it only keeps track of the
shared variables k, fval, x and g, and determines the order of executions, while
delegating the actual tasks to the policy classes. In other words, it calls, sequen-
tially in the given order, the boost, smooth, step and prox functions, which are
inherited in proxgradient from boosting, smoothing, step and prox policies,
respectively, without knowing what they actually do to manipulate x and д. This
orthogonal decomposition of algorithms into policies makes it easier for both library
writers and users to implement these primitives independently of each other.
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Listing 5.3: proxgradient algorithm template implemented in POLO. Its policy tem-
plates default to implement the vanilla gradient-descent algorithm running serially
without any proximal step.

1 /* namespace polo::algorithm */
2 template <class value_t = double, class index_t = int,
3 template <class, class> class boosting = boosting::none,
4 template <class, class> class step = step::constant,
5 template <class, class> class smoothing = smoothing::none,
6 template <class, class> class prox = prox::none,
7 template <class, class> class execution = execution::serial>
8 struct proxgradient : public boosting<value_t, index_t>,
9 public step<value_t, index_t>,

10 public smoothing<value_t, index_t>,
11 public prox<value_t, index_t>,
12 public execution<value_t, index_t> {
13 /* constructors and initializers */
14 template <class Loss, class Sampler, class Encoder, class Terminator,
15 class Logger>
16 void solve(Loss &&loss, sampler::detail::coordinate_sampler_t s,
17 Sampler &&sampler, const index_t num_coordinates,
18 Encoder &&encoder, Terminator &&terminator, Logger &&logger)
19 {
20 execution<value_t, index_t>::solve(
21 this, std::forward<Loss>(loss), std::forward<Encoder>(encoder),
22 std::forward<Terminator>(terminator), std::forward<Logger>(logger),
23 s, std::forward<Sampler>(sampler), num_coordinates);
24 }
25 /* other member functions */
26 };

Next, let us see, in Listing 5.5, how a user of POLO can build their algorithms by
selecting from prede�ned policies. Here, the user can easily assemble their favorite
proximal gradient methods, such as Heavyball [109], AdaGrad [111], Adam [113] and
Nadam [114], by choosing among the provided policy classes. Similarly, if the user
would like to try a di�erent smoothing policy instead of adagrad and rmsprop,
they can de�ne their custom smoother (lines 2–35 in Listing 5.6), and later, use it
with other policy classes (line 37). In Listing 5.6, the custom smoother is indeed
the amsgrad smoother, which improves the convergence properties of Adam-like
algorithms [118].

Finally, it is also worth mentioning that, in Listing 5.5, the unused prox and
execution policies default to none and serial, respectively, which means that
the proximal operator is identity and the algorithm runs sequentially on one CPU.
By mixing in di�erent choices of these policies, the user can extend the respective
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Listing 5.4: serial execution policy class implemented for the proxgradient
family in POLO. For brevity, only the relevant lines are shown.

1 /* namespace polo::execution */
2 template <class value_t, class index_t> struct serial {
3 /* defaulted constructors and assignments */
4 protected:
5 /* initializers and other functions */
6 template <class Algorithm, class Loss, class Encoder, class Terminator,
7 class Logger, class Sampler>
8 void solve(Algorithm *alg, Loss &&loss, Encoder &&encoder,
9 Terminator &&terminate, Logger &&logger,

10 sampler::detail::coordinate_sampler_t, Sampler &&sampler,
11 const index_t num_coordinates) {
12 std::vector<index_t> coordinates(num_coordinates);
13 index_t *cb = coordinates.data();
14 index_t *ce = cb + coordinates.size();
15 const index_t *cb_c = cb;
16 const index_t *ce_c = ce;
17 fval = std::forward<Loss>(loss)(xb_c, gb);
18 std::forward<Sampler>(sampler)(cb, ce);
19 auto enc = std::forward<Encoder>(encoder)(gb_c, ge_c, cb_c, ce_c);
20 enc(gb, ge);
21 while (!std::forward<Terminator>(terminate)(k, fval, xb_c, xe_c,
22 gb_c)) {
23 iterate(alg, std::forward<Logger>(logger));
24 fval = std::forward<Loss>(loss)(xb_c, gb);
25 std::forward<Sampler>(sampler)(cb, ce);
26 enc = std::forward<Encoder>(encoder)(gb_c, ge_c, cb_c, ce_c);
27 enc(gb, ge);
28 }
29 }
30 private:
31 template <class Algorithm, class Logger>
32 void iterate(Algorithm *alg, Logger &&logger) {
33 alg->boost(index_t(0), k, k, gb_c, ge_c, gb);
34 alg->smooth(k, k, xb_c, xe_c, gb_c, gb);
35 const value_t step = alg->step(k, k, fval, xb_c, xe_c, gb_c);
36 alg->prox(step, xb_c, xe_c, gb_c, xb);
37 std::forward<Logger>(logger)(k, fval, xb_c, xe_c, gb_c);
38 k++;
39 }
40 index_t k{1};
41 value_t fval{0};
42 std::vector<value_t> x, g;
43 value_t *xb, *gb, *ge;
44 const value_t *xb_c, *xe_c, *gb_c, *ge_c;
45 /* xb and gb point to the first element of x and g, respectively */
46 /* ge points to the past the last element of g */
47 };
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Listing 5.5: Example code that uses POLO’s policy classes to assemble di�erent
proximal gradient methods.

1 /* include libraries */
2 #include "polo/polo.hpp"
3 using namespace polo;
4 using namespace polo::algorithm;
5 /* Assemble Heavyball */
6 proxgradient<double, int, boosting::momentum,
7 step::constant, smoothing::none> heavyball;
8 /* Assemble AdaGrad */
9 proxgradient<double, int, boosting::none,

10 step::constant, smoothing::adagrad> adagrad;
11 /* Assemble Adam */
12 proxgradient<double, int, boosting::momentum,
13 step::constant, smoothing::rmsprop> adam;
14 /* Assemble Nadam */
15 proxgradient<double, int, boosting::nesterov,
16 step::constant, smoothing::rmsprop> nadam;

algorithms’ capabilities to handle di�erent proximal terms on di�erent, supported
executors.

Provided Executors
POLO provides four di�erent execution policy classes for the proxgradient fam-
ily: (1) serial executor for sequential runs, (2) consistent and (3) inconsistent
executors for shared-memory parallelism, and (4) paramserver executor, which is
a lightweight implementation of the Parameter Server [25] similar to that discussed
in [119], for distributed-memory parallelism (see Figure 5.3).

When the problem data can �t in a single memory space, users of POLO can
choose between the provided serial, consistent and inconsistent executors.
As we have partly seen in Listing 5.4, the serial executor simply implements the
pseudocode in Algorithm 5.1, and runs on a single CPU. When multiple CPUs are
available to speed up the computations, users can choose between the consistent
and inconsistent executors. In both executors, updates to the decision vector
are all well-de�ned. The name inconsistent comes from the fact that the full
decision vector is not protected by a lock, and di�erent threads are allowed to modify
di�erent elements of the vector in parallel. The actual implementation uses a custom
�oating-point type, which supports atomic operations, inside the decision vector.
Accessing and modifying individual coordinates of the decision vector simultaneously
from di�erent worker processes without locking the whole decision vector usually
result in faster convergence at the expense of suboptimal results, which can be
controlled in certain algorithm-problem pairs (for example, HOGWILD! can run
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Listing 5.6: Example code that de�nes a custom policy class to be used together with
provided functionality.

1 /* Define a custom smoother */
2 template <class value_t, class index_t> struct custom {
3 custom(const value_t beta = 0.99, const value_t epsilon = 1E-6)
4 : beta{beta}, epsilon{epsilon} {}
5 /* defaulted copy/move operations */
6 template <class InputIt1, class InputIt2, class OutputIt>
7 OutputIt smooth(const index_t, const index_t, InputIt1 xbegin,
8 InputIt1 xend, InputIt2 gprev, OutputIt gcurr) {
9 value_t g_val{0};

10 index_t idx{0};
11 while (xbegin != xend) {
12 xbegin++;
13 g_val = *gprev++;
14 nu[idx] = beta * nu[idx] + (1 - beta) * g_val * g_val;
15 nu_hat[idx] = std::max(nu_hat[idx], nu[idx]);
16 *gcurr++ = g_val / (std::sqrt(nu_hat[idx]) + epsilon);
17 idx++;
18 }
19 return gcurr;
20 }
21 protected:
22 void parameters(const value_t beta, const value_t epsilon) {
23 this->beta = beta;
24 this->epsilon = epsilon;
25 }
26 template <class InputIt>
27 void initialize(InputIt xbegin, InputIt xend) {
28 nu = std::vector<value_t>(std::distance(xbegin, xend));
29 nu_hat = std::vector<value_t>(nu);
30 }
31 ~custom() = default;
32 private:
33 value_t beta{0.99}, epsilon{1E-6};
34 std::vector<value_t> nu, nu_hat;
35 };
36 /* Assemble an algorithm using the custom smoother */
37 proxgradient<double, int, boosting::momentum, step::constant, custom> alg;
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Figure 5.3: Supported executors for the proxgradient family. When the problem
data can �t on a single computer, the user can select among serial, consistent
and inconsistent executors. The consistent and inconsistent executors
di�er from each other in that the former uses mutexes to lock (L) the whole decision
vector when accessing the coordinates whereas the latter uses atomic operations
on individual elements in shared-memory platforms. The library also supports
distributed-memory environments, where the problem data and the decision vector
are shared among di�erent worker and master nodes.

on inconsistent executor with a guaranteed level of suboptimality for sparse
optimization problems [48]).

POLO also provides a paramserver executor to support computations which
involve problem data scattered among di�erent computing nodes. Such solutions are
needed when the data is either too large to �t on a single node or it has to be kept at a
certain place due to storing and accessing requirements. The paramserver executor
is not a full-�edged Parameter Server [25] implementation but rather a lightweight
distributed memory executor similar to that mentioned in DSCOVR [119]1. The
paramserver executor has 3 main agents (see Figure 5.4). The scheduler is the
only static node in the network. It is responsible for bookkeeping of connected
master nodes, publishing (PUB) global messages to the subscribed (SUB) master
and worker nodes, and directing worker nodes to the corresponding master nodes
when worker nodes need to operate on speci�c parts of the decision vector. The

1At the time of writing the thesis, the Parameter Server website was not functioning and there was
no code available for either the Parameter Server or DSCOVR.
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Figure 5.4: Implementation of Parameter Server in POLO. Arrow directions represent
the �ow of information. Solid lines represent static connections that have to be
established at all times, whereas dashed lines represent dynamic connections that
are established when needed.

master nodes share the full decision vector in a linearly load-balanced fashion.
They are responsible for receiving gradient updates from worker nodes, taking the
prox step and sending the updated decision vector to the worker nodes when they
request (REQ). Finally, worker nodes share the smooth loss-function data, and they
can join the network dynamically. Based on the samplers and encoders they use,
worker nodes request a list of master nodes that keep the corresponding part of the
decision vector, and they establish connections with them to communicate decision
vectors and (partial) gradient updates.

5.3 Examples
In this section, we demonstrate how POLO helps us implement state-of-the-art op-
timization algorithms easily on di�erent executors. To this end, we �rst solve a
randomly generated unconstrained quadratic problem using di�erent serial algo-
rithms from the proximal gradient family. Then, we solve a regularized logistic
regression problem on the rcv1 [75] dataset using di�erent algorithms in various
ways of parallelism.

We provide a sample code listing (Listing 5.10) at the end of the section for the
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Listing 5.7: Necessary changes to run the QP experiments with di�erent algorithms.
1 #ifdef GD
2 algorithm::proxgradient<value_t, index_t> alg;
3 alg.step_parameters(2 / (mu + L));
4 #elif defined NESTEROV
5 algorithm::proxgradient<value_t, index_t, boosting::nesterov> alg;
6 alg.boosting_parameters(0.9, 1 / L);
7 #else
8 algorithm::proxgradient<value_t, index_t, boosting::momentum,
9 step::constant, smoothing::rmsprop> alg;

10 alg.step_parameters(0.08);
11 alg.boosting_parameters(0.9, 0.1);
12 alg.smoothing_parameters(0.999, 1E-8);
13 #endif
14 alg.initialize(x0);

examples we cover, and state which parts of the listing need to be changed for each
example.

Unconstrained �adratic Programming

POLO provides a QP problem generator that follows the approach described in [51]
to create random QP problem instances of the form:

minimize
x ∈Rd

Q̃x − q̃2

2

subject to Ax ≤ b ,

where A is an m × d matrix, b is an m-vector, Q̃ is an N × d matrix, and q̃ is an
N -vector. We use the generator to create an unconstrained QP problem

minimize
x ∈Rd

1
2x
>Qx + q>x

with d = 10,000, µ = λmin(Q) = 1/20 and L = λmax(Q) = 20. We use vanilla gradient
descent, Nesterov momentum and Adam to solve the problem. For this, one needs
to replace lines 19–21 of Listing 5.10 with those given in Listing 5.7. In the end, we
compile the code with appropriate de�nitions, and run the code until the termination
criterion is satis�ed. We post-process the iterates generated by the algorithms, and
present the optimality gap and iterate convergence in Figure 5.5.
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Figure 5.5: Performance comparisons of di�erent algorithms on the randomly gener-
ated QP problem. Adding boosting to full gradient iterations increases the rate of
convergence, whereas adding smoothing results in a slightly slower convergence
rate than that of boosting-only methods.

Regularized Logistic Regression
Now, we use the dataset readers and loss abstractions from the utilities layer to build
a regularized logistic loss minimization problem

minimize
x ∈Rd

N∑
n=1

log
(
1 + exp

(−bn 〈an, x〉) ) + λ1‖x ‖11 ,

where the pair {an,bn} is the feature vector and the corresponding label, respectively,
of each sample in a given dataset, while λ1 is the regularization parameter. For this
example, we read the rcv1 [75] dataset in LIBSVM format. The dataset is sparse
with N = 697,641 samples and d = 47,236 features.

We �rst assemble a di�erent serial algorithm, AMSGrad [118], and use mini-batch
gradients as the gradient surrogate, where mini-batches are created by sampling the
component functions uniformly at random. Necessary changes to the sample code
in Listing 5.10 are given in Listing 5.8. As before, we compile and run the algorithm,
this time with di�erent mini-batch sizes M . We report the results in Figure 5.6. Since
the full loss function is not evaluated during the course of the optimization (only
mini-batch gradients and losses are available), the function values are reconstructed
from the decision vector iterates saved in the logger.

Next, we use the distributed memory functionality of POLO to solve logistic
regression on a parameter server architecture. To demonstrate how POLO can be
used equally well on embedded systems as on high performance computers, we �rst
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Listing 5.8: Necessary changes to run AMSGrad with di�erent mini-batches.
1 /* Remove auxiliary variables between lines 6–9 in Listing 5.10 */
2 /* Replace the loss definition on line 11 in Listing 5.10 */
3 const string dsfile = "rcv1"; /* name of the dataset file */
4 auto dataset = utility::reader<value_t, index_t>::svm({dsfile});
5 loss::logistic<value_t, index_t> logloss(dataset);
6 const index_t K = 20000; /* maximum number of iterations */
7 const index_t M = 1000; /* mini-batch size */
8 const index_t N = dataset.nsamples();
9 const index_t d = dataset.nfeatures();

10 const value_t L = 0.25 * M; /* L_i = 0.25; rcv1 is normalized */
11 const index_t B = N / M; /* number of mini-batches */
12 const value_t lambda1 = 1e-4;
13 /* Replace the algorithm between lines 19–21 in Listing 5.10 */
14 algorithm::proxgradient<value_t, index_t, boosting::momentum,
15 step::constant, smoothing::amsgrad,
16 prox::l1norm> alg;
17 alg.step_parameters(1. / B); /* tuned for reasonable performance */
18 alg.prox_parameters(lambda1);
19 /* Finally, change the solve method on line 29 in Listing 5.10 */
20 utility::sampler::uniform<index_t> sampler;
21 sampler.parameters(0, N - 1);
22 alg.solve(logloss, utility::sampler::component, sampler, M,
23 encoder::identity<value_t, index_t>{},
24 utility::terminator::maxiter<value_t, index_t>(K), logger);

form a cluster of low-power devices. In the cluster, we assign 5 Raspberry PI2 devices
as the worker nodes, each of which has parts of the samples in the rcv1 dataset, and
an NVIDIA Jetson TK1 as the single master, which only keeps track of the decision
vector and does the soft thresholding, i.e., the `1-norm projection. We assign a laptop
as the scheduler, which orchestrates the communication between the static master
node and the dynamically joining worker nodes in the network.

For this example, we choose to use PIAG to solve the problem. In addition,
we use two di�erent deterministic encoders, the Top-K greedy sparsi�er and the
dynamic quantizer, to compress the gradient surrogates, and assess their e�ects on
the performance of the algorithm. The Top-K greedy sparsi�er simply truncates the
gradient surrogate to its top K coordinates, sorted in descending magnitude, where
K is �xed a priori [104]. The dynamic quantizer, on the other hand, �rst dynamically
selects the top Kk coordinates, д(s)k , at each iteration such that the `1-norm of the
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Figure 5.6: Total function loss for AMSGrad with respect to the iteration count (left)
and wall-clock time (right) on the rcv1 dataset. As the size of mini-batches, M ,
increases, the convergence rate (in terms of iteration count) increases and the error
decreases, as expected. Moreover, the total computation time increases with the
increasing size of mini-batches.

sparse vector beats the `2-norm of the original gradient surrogate, i.e.,

Kk = min


|S|

������
∑
s ∈S

���д(s)k
��� ≥ дk2



,

and then quantizes these top Kk coordinates using д̃(s)k =
д2 sign

(
д(s)k

)
[103]. Nec-

essary modi�cations are given in Listing 5.9.
We run the algorithm and post-process the iterates logged by the master node.

We report the result in Figure 5.7. As can be observed, the Top-1000 and dynamic
encoders provide two and four orders of magnitude savings in communication,
respectively. Both encoders have a similar suboptimality in the total loss, and the
suboptimality is less than an order of magnitude.

This example hints that we can expect to have speedups in wall-clock times if
we compress the gradients before transmitting. However, the number of features in
rcv1 is not large enough to observe improvements on a cluster where the nodes are
connected to each other with gigabit ethernet cards (e.g., the gradients are on the
order of kilobytes). To observe a possible speedup, we �nally recompile the same
code, and run it using virtual machines in a cloud-computing environment2. This
time, we assign 5 worker nodes at Ericsson Research Data Center, and a scheduler
and a master on a server at KTH. Instead of rcv1, we run the same experiments

2No changes, apart from recon�guration of IP addresses, are needed to the code.
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Listing 5.9: Necessary changes to run PIAG experiments with di�erent encoders.
1 /* Each worker node has their own local dataset */
2 /* Change the line 11 in Listing 5.10 */
3 #ifdef WORKER
4 const string dsfile = "rcv1"; /* change to "url", if needed */
5 auto dataset = utility::reader<value_t, index_t>::svm({dsfile});
6 loss::logistic<value_t, index_t> logloss(dataset);
7 const index_t N = dataset.nsamples();
8 const index_t d = dataset.nfeatures();
9 const value_t L = 0.25 * N;

10 #else
11 /* scheduler and master(s) need not know the loss */
12 auto loss = nullptr;
13 #endif
14 /* Change the lines 19–21 in Listing 5.10 */
15 const value_t lambda1 = 1e-4;
16 const index_t K = 100000;
17 algorithm::proxgradient<value_t, index_t, boosting::aggregated,
18 step::constant, smoothing::none, prox::l1norm,
19 execution::paramserver::executor> alg;
20 alg.step_parameters(1 / L);
21 alg.prox_parameters(lambda1);
22 execution::paramserver::options psopts;
23 /* workers timeout after 10 seconds of inactivity */
24 psopts.worker_timeout(10000);
25 /* master’s own IP address; used by the worker */
26 psopts.master(maddress, 50000);
27 /* scheduler’s address & ports; needed globally */
28 psopts.scheduler(saddress, 40000, 40001, 40002);
29 alg.execution_parameters(psopts);
30 /* Change the line 23 in Listing 5.10 */
31 encoder::topk<value_t, index_t> enc(1000);
32 /* encoder::dynamic<value_t, index_t> enc; */
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Figure 5.7: Total function loss (left), and total bytes transmitted (from one worker;
right) with respect to the iteration count for di�erent encoders when using PIAG on
the rcv1 dataset.

on url, which has 3,231,961 features (corresponding to more than 12 MB when
single-precision �oating numbers are used). We report the results in Figure 5.8.

As can be observed in Figure 5.8, the Top-1000 encoder provides three orders of
magnitude savings in communication, which corresponds to 25% savings in wall-
clock time, and still converges to the same total loss value. The dynamic encoder
improves on the communication savings of the Top-1000 encoder by another two
orders of magnitude, and takes the same time as the identity encoder to converge
(albeit with a small loss in accuracy). Neither of the deterministic encoders has
adverse e�ects on the runtime of the algorithm (with respect to not encoding at all),
although part of the savings in communication time for the dynamic encoder is lost
in doing the compression.

Sample Code Listing

Listing 5.10: Sample code listing to reproduce experiments in Section 5.3. Only POLO
related functionality is shown for brevity.

1 /* Include necessary libraries */
2 using index_t = int32_t;
3 using value_t = float;
4 int main(int argc, char *argv[]) {
5 /* Define auxiliary variables */
6 const index_t d = 10000;
7 const index_t K = 2500;
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Figure 5.8: Total function loss with respect to the wall-clock time (left), and total
bytes transmitted (from one worker) with respect to the iteration count (right) for
di�erent encoders when using PIAG on the url dataset.

8 const value_t L = 20;
9 const value_t mu = 1 / L;

10 /* Define a loss function */
11 problem::qp<value_t, index_t> qp(d, L);
12 /* Randomly initialize the starting point */
13 mt19937 gen(random_device{}());
14 normal_distribution<value_t> normal(5, 3);
15 vector<value_t> x0(d);
16 for (auto &val : x0)
17 val = normal(gen);
18 /* Select, configure and initialize an algorithm */
19 algorithm::proxgradient<value_t, index_t> alg;
20 alg.step_parameters(2 / (mu + L));
21 alg.initialize(x0);
22 /* Use the identity encoder */
23 encoder::identity<value_t, index_t> enc;
24 /* Terminate after K iterations */
25 utility::terminator::maxiter<value_t, index_t> maxiter(K);
26 /* Use a decision logger */
27 utility::logger::decision<value_t, index_t> logger;
28 /* Solve the problem */
29 alg.solve(qp, enc, maxiter, logger);
30 /* Post-process the logged function values and decision vectors */
31 return 0;
32 }
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Listing 5.11: Loss abstraction used in the C-API. data is an opaque pointer used to
support callback functions from high-level languages in the C library.

1 typedef double value_t;
2 typedef int index_t;
3 typedef value_t (*loss_t)(const value_t *x, value_t *g, void *data);
4 typedef value_t (*inc_loss_t)(const value_t *x, value_t *g,
5 const index_t* ib, const index_t* ie,
6 void *data);

5.4 C-API: High-Level Language Integration
Even though POLO helps us prototype ideas and implement state-of-the-art optimiza-
tion algorithms easily in C++, it is often even more convenient to use a high-level
language such as MATLAB, Python and Julia to access and manipulate data from
di�erent sources, de�ne and automatically di�erentiate loss functions, and visualize
results. However, high-level languages often lack the power and e�ciency of low-
level languages when solving the optimization problems. For this reason, it is not
uncommon that high-level languages integrate �exible and expressive frontends with
high performance backends. One such example is the Keras [93] frontend to deep
learning in Python, which is using TensorFlow [92] as one of its backends. To be
able to support integration with high-level languages, we also provide a C-API that
implements the in�uential algorithms listed in Table 5.1 on the executors covered in
Section 5.2. Using the provided C header �le and the compiled C library, users can
access these algorithms from their favorite high-level language.

Central to the C-API are loss abstractions that allow for arbitrary smooth loss
function implementations in any high-level language. Function signatures for the loss
abstractions are given in Listing 5.11. Any given loss function should read x, write
the (incremental) gradient into g, and return the (incremental) loss. The signatures
also include an opaque pointer to implementation de�ned data. For example, it
could point to some loss function object implemented in a high-level language, which
calculates the (incremental) loss and gradient at x by using automatic di�erentiation
tools.

Next, the C-API de�nes algorithm calls for a set of algorithms (cf. Table 5.1) with
di�erent execution support. One example is the vanilla gradient descent algorithm
with a constant step size, γ , as shown in Listing 5.12. High-level languages can then
make use of these algorithms by supplying smooth loss functions, state loggers and
algorithm terminators that adhere to the abstractions in Listings 5.11 and 5.12.

The C-API also de�nes a set of custom policies within the proxgradient algo-
rithm family. These policies are simply function pointers that use similar abstractions
to those given in Listing 5.11, and give the user extended functionality outside the
range of precompiled algorithms in the C-API (cf. Listing 5.13). This comes handy
when algorithm developers need to experiment with new ideas interactively from
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Listing 5.12: C-API for calling the vanilla gradient descent algorithm with a constant
step size on a serial executor. As before, termination (term_f) and logger (log_f)
functions can make use of implementation de�ned termination (term_d) and logger
(log_d) objects, respectively, to manage their states.

1 typedef struct {
2 int id;
3 char what[256];
4 } error_t;
5 typedef void (*logger_t)(const index_t k, const value_t fval,
6 const value_t *xbegin, const value_t *xend,
7 const value_t *gbegin, void *log_d);
8 typedef int (*terminator_t)(const index_t k, const value_t fval,
9 const value_t *xbegin, const value_t *xend,

10 const value_t *gbegin, void *term_d);
11 error_t gradient_s(value_t *fval, value_t *xbegin, value_t *xend,
12 loss_t loss_f, void *loss_d, terminator_t term_f,
13 void *term_d, logger_t log_f, void *log_d,
14 const value_t gamma);

a high-level language while still being able to use the high performance, low-level
executors available in POLO.

To illustrate the versatility of the C-API, we have created POLO.jl, a package for
policy-based algorithms in the Julia language, which we will cover in the subsequent
sections of the chapter. In essence, POLO.jl provides a dynamic development
environment for solving composite optimization problems as well as facilitating
algorithm design by enabling the use of the powerful executors implemented in
POLO.

On one hand, POLO.jl wraps the C-API of the state-of-the-art algorithms and
executors available in POLO. It provides an easy mechanism to interface Julia’s
ecosystem with the POLO backend. It does so by leveraging Julia’s e�cient C-calling
capabilities, and passing loss abstractions and custom policies de�ned in Julia as
callback functions to the underlying compiled library. This way, users of POLO.jl
can use their favorite algorithms from POLO as solvers for their optimization problems.
Similarly, algorithm designers can bene�t from, e.g., the distributed-memory executor
without dealing with the system primitives such as handling TCP communications,
dynamic joining and leaving of worker nodes, or data serialization, and focus on the
algorithm primitives directly from Julia.

On the other hand, POLO.jl attempts to emulate the policy-based design tech-
nique using Julia’s language capabilities. This is because, at the time of writing the
thesis, Julia does not support callback functions from other threads, which hinders
the use of POLO’s compiled shared-memory executors. As a result, we leverage on
the multiple-dispatch mechanism and the experimental multi-threading features of
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Listing 5.13: Custom policies provided by the C-API. These policies are initialized
(init_t) in high-level languages, and then used together with the low-level ex-
ecutors. For brevity, only the serial (proxgrad_s) and consistent (proxgrad_cr)
executors are shown.

1 typedef void (*init_t)(const value_t *xbegin, const value_t *xend,
2 void *init_d);
3 typedef value_t *(*boost_t)(const index_t widx, const index_t klocal,
4 const index_t kglobal, const value_t *gold_b,
5 const value_t *gold_e, value_t *gcurr_b,
6 void *boost_d);
7 typedef value_t (*step_t)(const index_t klocal, const index_t kglobal,
8 const value_t fval, const value_t *xbegin,
9 const value_t *xend, const value_t *gbegin,

10 void *step_d);
11 typedef value_t *(*smooth_t)(const index_t klocal, const index_t kglobal,
12 const value_t *xbegin, const value_t *xend,
13 const value_t *gold_b, value_t *gcurr_b,
14 void *smooth_d);
15 typedef value_t *(*prox_t)(const value_t step, const value_t *xold_b,
16 const value_t *xold_e, const value_t *gbegin,
17 value_t *xcurr_b, void *prox_d);
18 error_t proxgrad_s(const value_t *xbegin, const value_t *xend,
19 loss_t loss_f, void *loss_d, terminator_t term_f,
20 void *term_d, logger_t log_f, void *log_d,
21 init_t init_f, boost_t boost_f, void *boost_d,
22 step_t step_f, void *step_d, smooth_t smooth_f,
23 void *smooth_d, prox_t prox_f, void *prox_d);
24 error_t proxgrad_cr(const value_t *xbegin, const value_t *xend,
25 loss_t loss_f, void *loss_d, terminator_t term_f,
26 void *term_d, logger_t log_f, void *log_d,
27 const unsigned int nthreads, init_t init_f,
28 boost_t boost_f, void *boost_d, step_t step_f,
29 void *step_d, smooth_t smooth_f, void *smooth_d,
30 prox_t prox_f, void *prox_d);
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the language to reimplement the consistent and inconsistent executors in pure Julia.
Next, we cover, with speci�c examples, how the C-API can be used and extended

from Julia (Section 5.5), how the policy-based design approach can be adopted in
Julia (Section 5.6), and which executors are available in POLO.jl (Section 5.7).

5.5 Using the C-API in Julia
Julia is a dynamically typed, just-in-time compiled language. As in other high-level
languages, these properties bring together expressiveness and interactivity. With
POLO.jl, we de�ne simple abstractions in Julia that bridge together the expressive
and dynamic objects in the language with their low-level counterparts in POLO.

Using Loss Objects from Julia
POLO.jl provides a simple loss abstraction along with a few prede�ned loss functions
such as the logistic and least squares losses. Every loss is a subtype of AbstractLoss
and should implement the methods given in Listing 5.14.

Listing 5.14: Loss abstraction in POLO.jl.
1 # Full loss
2 function loss!(loss::AbstractLoss, x, g) end
3 # Dimension of the decision vector
4 function nfeatures(loss::AbstractLoss) end
5 # Incremental loss; optional
6 function loss!(loss::AbstractLoss, x, g, indices) end
7 # Number of component functions; needed for incremental losses
8 function nsamples(loss::AbstractLoss) end

In brief, the loss! method for an AbstractLoss takes a decision vector x, writes
the gradient vector to g, and returns the associated loss value. Furthermore, an
AbstractLoss must de�ne the nfeatures method, which returns the dimension
(d) of the decision vector. To be able support incremental loss and gradient computa-
tions, an AbstractLoss must also de�ne the loss! method that takes an indices
vector, which contains the indices of the sampled component functions, as well as
the nsamples method, which returns the total number (N ) of component functions
available in the loss object.

As long as one adheres to this loss abstraction, any problem of the form (5.1)
can be de�ned and solved in POLO.jl in just a few lines of code (see Listing 5.15).
Here, the user �rst de�nes a custom data type as an AbstractLoss, and implements
how the loss is calculated for this data type (lines 5–13). Later, they implement the
necessary loss! and nfeatures methods (lines 15–22). The example showcases
the use of Flux.jl [120], one of a vast number of machine-learning packages in
the Julia ecosystem, to automatically di�erentiate the loss function.
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Listing 5.15: Usage of automatic di�erentiation in Julia for a custom loss object. In
this case, backpropagation functionality of Flux.jl is used. Here, the custom loss
is simple. However, it could have come from a deep neural network model.

1 using POLO: AbstractLoss # loss abstraction
2 import POLO: loss!, nfeatures # overload methods
3 using Flux, Flux.Tracker # automatic differentiation
4

5 mutable struct CustomLoss <: AbstractLoss
6 A # data matrix
7 b # observations
8 end
9 function (loss::CustomLoss)(x)

10 A, b = loss.A, loss.b
11 y = 0.5 * norm(A*x - b)^2
12 return y
13 end
14

15 function loss!(loss::CustomLoss, x, g)
16 xp = param(x) # track parameters
17 yp = loss(xp) # calculate loss
18 Tracker.back!(yp) # do backpropagation
19 g .= Tracker.grad(xp) # overwrite g
20 return Tracker.data(yp) # return loss
21 end
22 nfeatures(loss::CustomLoss) = size(loss.A, 2)

In addition to automatic di�erentiation, Flux.jl also provides powerful abstrac-
tions for training neural networks. A Flux.jl neural network can be trained using
POLO.jl by de�ning the loss object given in Listing 5.16. This example is a small
showcase of how easy it is to integrate POLO.jl with other packages in the Julia
ecosystem.

Defining Custom Policies in Julia
POLO.jl includes Julia implementations of all proxgradient policies available in
POLO so that the algorithms covered in Table 5.1 can easily be instantiated and tested
interactively. As an example, the following implements Adam in POLO.jl

Listing 5.17: Assembling Adam in POLO.jl using the provided policies in Julia
together with the executors in C++.

1 Adam(execution::ExecutionPolicy) =
2 ProxGradient(execution, Boosting.Momentum(), Step.Constant(),
3 Smoothing.RMSprop(), Prox.None())
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Listing 5.16: Training a multilayer perceptron for 200 epochs on the MNIST dataset
with Flux.jl and POLO.jl. FluxLoss is a custom loss type, similar to that shown
in Listing 5.15, which implements the necessary methods of POLO.jl.

1 imgs = MNIST.images() # load the image dataset
2 X = hcat(float.(reshape.(imgs, :))...) # stack images into a large batch
3 labels = MNIST.labels() # get the labels
4 Y = onehotbatch(labels, 0:9) # one-hot-encode the labels
5 m = Chain(Dense(28^2, 32, relu), Dense(32, 10), softmax) # build model
6 loss = FluxLoss(m, (x, y)->crossentropy(m(x), y), X, Y) # build loss
7 gradient = GradientDescent() # gradient descent algorithm from POLO
8 gradient(randn(Loss.nfeatures(loss)), loss, Utility.MaxIteration(200))
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Figure 5.9: Comparison benchmark of several proximal gradient algorithms. The
di�erence in computation time required to take 100 algorithms iterations between
the C++ implementations and the custom policies in Julia is shown.

To quantify if there is any loss of performance from using the Julia policies, we
benchmark some of the common proximal gradient algorithms on the serial executor.
The benchmark is performed using BenchmarkTools.jl, and consists of running
100 algorithm iterations of the C++ and Julia implementations on a randomly gener-
ated logistic loss problem with a data matrix of size 1000 × 100. The result of this
comparison is shown in Figure 5.9. As can be observed, there is a slight performance
regression in Julia on the more computationally-intensive algorithms. Common to
these algorithms is that they have memory, which could be the origin of the e�ciency
gap. However, the performance gap is on the order of one millisecond, and the gain
in interactivity and quick prototyping is a strong trade-o�.

In essence, POLO.jl provides this dynamic setting for algorithm design thanks
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Listing 5.18: Implementing the BB step size in Julia.
1 using POLO: AbstractStep, AbstractPolicyParameters # policy abstractions
2 import POLO: initialize!, stepsize # overload methods
3 @with_kw mutable struct BBParameters{T <: AbstractFloat} <:
4 AbstractPolicyParameters
5 gamma0::T = 1.
6 end
7 mutable struct BB <: AbstractStep
8 params::BBParameters{Float64}
9 xprev::Vector{Float64}

10 gprev::Vector{Float64}
11 function (::Type{BB})(; kwargs...)
12 return new(BBParameters(; kwargs...))
13 end
14 end
15 function initialize!(bb::BB, x0)
16 bb.xprev = zeros(length(x0))
17 bb.gprev = zeros(length(x0))
18 end
19 function stepsize(bb::BB, klocal, kglobal, fval, x, g)
20 if kglobal == 1
21 bb.xprev .= x
22 bb.gprev .= g
23 return bb.params.gamma0
24 end
25 dx = x - bb.xprev
26 dg = g - bb.gprev
27 gamma = norm(dx, 2)^2 / cdot(dx, dg)
28 bb.xprev .= x
29 bb.gprev .= g
30 return gamma
31 end

to its high-level abstractions that enable users to plug in their custom loggers, termi-
nation conditions and policies to the low-level executors available in POLO. This gives
the user extended functionality outside the range of precompiled algorithms in the
C-API. To demonstrate how new policies can be quickly implemented and tested in
POLO.jl, we consider the Barzilai-Borwein (BB) step size [121]. This is an adaptive
step size of the form γk = ‖∆xk ‖22 /(∆xk>∆дk ), which aims to mimic a quasi-Newton
method without the burden of solving a dense linear system. To implement the
BB step size in POLO.jl, we de�ne a new policy of type AbstractStep as shown
in Listing 5.18. Since Julia is just-in-time compiled, the new policy can be tested
immediately without recompiling POLO. A gradient descent algorithm that makes
use of the BB step size rule can later be de�ned in Julia as shown in Listing 5.19. Next,
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Listing 5.19: Gradient descent method with BB step size. By default, the execution is
serial.

1 BB(execution::ExecutionPolicy; n0 = 1.) =
2 ProxGradient(execution, Boosting.None(), BB(; n0 = n0),
3 Smoothing.None(), Prox.None())
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Figure 5.10: Performance comparisons of classical gradient descent (GD), gradient
descent with Nesterov momentum, and gradient descent with BB step size rule on
a randomly generated unconstrained QP problem of size 10,000 × 10,000 and with
condition number κ = 400.

we can investigate how the performance of the BB step size rule compares to other
algorithms. We de�ne a custom logger that records the function value each iteration.
We solve a randomly generated unconstrained QP problem of size 10,000 × 10,000
with µ = λmin(Q) = 1/20 and L = λmax(Q) = 20, as before. We use classical gradient
descent, gradient descent with Nesterov momentum, and gradient descent with the
BB step size rule. The constant step size is chosen as γ = 2

µ+L , which is the best
known constant step size for this problem. The results are shown in Figure 5.10.
The adaptive BB step size converges faster than the constant step size algorithms,
although it does not converge monotonically. The strenght of POLO.jl is that the
BB step size policy can now be retuned, or even reimplemented, without having to
recompile the C++ library.
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5.6 Policy-Based Design the Julian Way
In the previous section, we have seen how POLO.jl can be used to pass expressive
models and loss objects to the low-level solvers, and extend the functionalities of
the low-level executors e�ciently with custom policies in Julia. However, as we
have mentioned in Section 5.4, Julia does not currently support callback functions
from multiple threads of a third-party library. For this reason, we have chosen to
reimplement the shared-memory executors of POLO in pure Julia. To this end, we
follow the policy-based design approach the Julian way.

Julia’s multiple-dispatch mechanism natively supports template programming.
For instance, when the user writes a generic code, f(x,y) = x + y, without
annotating the types of x and y, Julia’s just-in-time compiler will generate e�cient
and specialized executables for any given given pair of x and y whose addition is well
de�ned. When doing so, in contrast to traditional object-oriented languages, Julia
checks both the number and actual types of all the function arguments to determine
the most specialized candidate, i.e., the dispatch, f to apply.

On the contrary, Julia does not have a traditional inheritance mechanism that
supports both structural and behavioural inheritance. Abstract types in Julia are
nodes in the type graph that represent sets of di�erent concrete types with similar
behaviour, but do not impose any structural similarity. Common behaviour of the
supertype can be de�ned by a function, and this behaviour can later be modi�ed by
adding di�erent methods to this function, as we have seen in the previous section.

Using Julia’s type system and multiple-dispatch mechanism, one can e�ectively
emulate the policy-based design technique to facilitate code reuse and generate tight
code. To illustrate this, we provide a small example in Listings 5.20 and 5.21.

Listing 5.20 shows an example library that de�nes an AbstractAlg and provides
a set of prede�ned, empty functions that are later used in the solve! method. The
method uses two function objects, i.e., the algorithm terminator and the boosting
policy, and initializes their states in a generic way. The exact behaviour of the
algorithm, such as when the algorithm should terminate or how the gradient should
be boosted, is delegated to these function objects. Last, the library de�nes a set of
sane defaults for the algorithm abstraction. If the user chooses to use the exported
GradientDescent algorithm, which is illustrated in Listing 5.21, the solve method
will run for 1000 iterations using pure gradient values.

In Listing 5.21, a user of the example library wants to implement a custom
algorithm that uses the classical momentum as the boosting policy. To this end, they
create the Momentum type to encapsulate the booster’s states, de�ne the init! and
boost! methods that are used by the library’s solve! method, and �nally create a
custom algorithm in the same AbstractAlg family whose booster points to the
Momentum booster. When the solve! method is called on alg1 with some loss
and an initial decision vector x, default values provided by the library for both the
termination condition and the boosting policy will be used. However, when the
user calls solve! on their custom algorithm, specialized code will be generated by
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Listing 5.20: Library code that de�nes an algorithm abstraction. The algorithm ab-
straction is for a serial implementation of the proximal gradient family of algorithms.
For brevity, only the part that boosts the gradient is presented.

1 module OptimizationLibrary
2 # Useful abstract types
3 abstract type AbstractAlg end
4 # Useful methods to determine behaviour
5 function terminator() end
6 function terminate!() end
7 function booster() end
8 function boost!() end
9 function init!() end

10 function loss!() end
11 # What an abstract algorithm does when solving an optimization problem
12 function solve!(alg::AbstractAlg, loss, x)
13 T = eltype(x)
14 k, f, g = 1, zero(T), zeros(T, length(x))
15 term, boost = terminator(alg), booster(alg)
16 init!(term, x)
17 init!(boost, x)
18 while !terminate!(term, k, f, x, g) # delegate termination to ‘term’
19 f = loss!(loss, x, g) # obtain loss value, save gradient in ‘g’
20 boost!(boost, k, g) # delegate boosting to ‘boost’
21 x .-= g # in practice, the step size is defined by another policy
22 k += 1
23 end
24 return f, x, g
25 end
26 # A concrete algorithm
27 struct GradientDescent <: AbstractAlg end
28 # A concrete terminator
29 struct MaxIter{T<:Integer}
30 K::T
31 end
32 init!(::MaxIter, x) = nothing
33 terminate!(m::MaxIter, k, f, x, g) = k >= m.K
34 # A concrete booster
35 struct NoBoosting end
36 init!(::NoBoosting, x) = nothing
37 boost!(::NoBoosting, k, g) = g
38 # Some defaults for an Algorithm
39 terminator(::AbstractAlg) = MaxIter(1000)
40 booster(::AbstractAlg) = NoBoosting()
41 export GradientDescent, solve!
42 end
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Listing 5.21: User code that uses the example library code and extends its capabilities
by rede�ning only the needed policies.

1 using OptimizationLibrary: AbstractAlg
2 import OptimizationLibrary: booster, boost!, init!
3 # Momentum booster
4 mutable struct Momentum{T<:AbstractFloat}
5 mu::T
6 eps::T
7 nu::Vector{T}
8 function (::Type{Momentum})(mu::Real, eps::Real)
9 T = float(promote_type(typeof(mu), typeof(eps)))

10 new{T}(mu, eps, [])
11 end
12 end
13 init!(m::Momentum{T}, x) where T = m.nu = zeros(T, length(x))
14 function boost!(m::Momentum, k, g)
15 m.nu .= m.mu .* m.nu .+ m.eps .* g
16 g .= m.nu
17 end
18 # Custom algorithm --- just change the default booster
19 struct CustomAlg{T} <: AbstractAlg
20 booster::Momentum{T}
21 end
22 booster(c::CustomAlg) = c.booster
23 # loss = ...; x = ...;
24 alg1 = GradientDescent()
25 result1 = solve!(alg1, loss, x)
26 alg2 = CustomAlg(Momentum(0.9, 1E-3))
27 result2 = solve!(alg2, loss, x)

Julia for the custom boosting policy while keeping the default MaxIter termination
condition in place.

In fact, this approach is followed in POLO.jl to e�ectively apply the policy-based
design technique when prototyping members of the proximal gradient family of
algorithms on di�erent executors.

5.7 Optimization Executors in Julia
POLO.jl follows the approach mentioned in the previous section to de�ne the
policies of the proximal gradient methods, and later pass them as either callback
functions to POLO’s serial and distributed-memory executors or directly to the shared-
memory executors implemented in pure Julia.
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Figure 5.11: Computation time required to take 2500 gradient descent iterations as a
function of number of threads (left), and the relative speedup and the e�ciency of
the executor (right).

Shared-Memory Parallelism
We use the experimental multi-threading features of Julia to reimplement the shared-
memory executors. Both mutexes and atomic variables are supported. Hence, in
spirit of the rest of POLO.jl, we mimick the design of the consistent and incon-
sistent executors of POLO in a Julian way. A code excerpt that shows a glimpse of
the consistent executor is given in Listing 5.22. There is a slight loss in interactiv-
ity with this implementation as the number of hardware threads available to Julia,
governed by the environmental variable JULIA_NUM_THREADS, can currently not
be changed dynamically after the Julia process has started. Moreover, the threading
support is, as stated, experimental and can be changed or removed in future Julia
releases. We benchmark the consistent executor by running 2500 iterations of
classical gradient descent on the rcv1 dataset with a logistic loss, on a varying num-
ber of Julia threads. The results are shown in Figure 5.11. Although the threading
constructs in Julia, mutexes and atomic operations, are not necessarily as e�cient
as in C++, the consistent executor still achieves speedup on this sparse data set.
The e�ciency is above 80% up to four threads, and drops to 70% on eight threads.

This also showcases that POLO.jl can be extended to include new executors with
little e�ort. The main motivation behind implementing the shared-memory executors
has been to compensate for the loss of functionality from POLO. However, one could
also implement other interesting Julia based executors. For instance, heterogeneous
distributed-memory executors could be designed to use all the available CPU and
GPU computation resources of a given computer. Similarly, Julia’s Distributed
module could be used to implement a Julian distributed-memory executor that
runs on multiple computers. Nevertheless, obtaining a �exible distributed-memory
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Listing 5.22: A glimpse of the consistent executor in Julia.
1 abstract type MultiThread <: ExecutionPolicy end
2 mutable struct Consistent <: MultiThread
3 mutex::Threads.Mutex # "Inconsistent" executor does not have it
4 fval::Float64 # "Inconsistent" executor uses Atomic{Float64}
5 x::Vector{Float64} # "Inconsistent" executor uses Atomic{Float64}
6 # other variables
7 end
8 function (p::ProxGradient{<:MultiThread})(x0, loss, term, logger)
9 initialize!(p, x0)

10 Threads.@threads for i = 1:Threads.nthreads()
11 kernel!(p, Threads.threadid(), loss, term, logger)
12 end
13 end
14 function kernel!(p::ProxGradient{<:MultiThread}, wid, loss, term, logger)
15 # initialization of local variables for each worker
16 while true
17 klocal::Int = getk(p.execution) # get the global iteration count
18 read!(p, xlocal) # "Consistent" locks the mutex, inside.
19 flocal = loss!(loss, xlocal, glocal) # evaluate local loss
20 if !iterate!(p, wid, klocal, flocal, glocal, term, logger)
21 return nothing # worker has terminated
22 end
23 end
24 end
25 function iterate!(p::ProxGradient{<:Consistent}, wid, klocal, flocal,
26 glocal, term, logger)
27 exec = p.execution
28 lock(exec.mutex)
29 res = _iterate!(p, wid, klocal, flocal, glocal, term, logger)
30 log!(logger, klocal, flocal, readx(exec), readg(exec))
31 unlock(exec.mutex)
32 return res
33 end
34 function _iterate!(p::ProxGradient{<:MultiThread}, wid, klocal,
35 flocal, glocal, term, logger)
36 # obtain global information
37 exec = p.execution
38 if terminate!(term, k, flocal, readx(exec), glocal)
39 return false
40 end
41 boost!(boosting(p), wid, klocal, k, glocal, g)
42 smooth!(smoothing(p), klocal, k, readx(exec), readg(exec), g)
43 gamma = step!(step(p), klocal, k, flocal, readx(exec), readg(exec))
44 prox!(prox(p), gamma, readx(exec), readg(exec), x)
45 increment!(exec)
46 return true
47 end
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executor that supports dynamic joining and leaving of the participating nodes as
well as serializing data in a portable way needs considerable e�orts. As a result, we
choose to wrap this functionality provided by POLO.

Distributed-Memory Parallelism
To demonstrate how easy it is to run an optimization algorithm on a dataset dis-
tributed among di�erent worker nodes, we consider solving an `1-regularized logistic
regression problem

minimize
x ∈Rd

N∑
n=1

log
(
1 + exp

(−bn 〈an, x〉) ) + λ1‖x ‖11

on the rcv1 dataset. To this end, we split the dataset into 5 equal chunks and allocate
2 computers for the experiment. One of them has 5 worker Julia processes, each of
which loads the corresponding chunk into their local memory, whereas the other
one spawns one scheduler process and one master process. Worker nodes have
the smooth part of the loss function and calculate the gradient based on their own
batches, while the master nodes uses PIAG to boost the partial gradients and to the
`1-norm projection.

In Listing 5.23 we provide the user code necessary to run the experiment. As can
be observed, the user can easily assemble an algorithm and run it in a distributed-
memory setting in Julia. Post-processing the traces of the decision vector logged by
the master node gives the convergence plot given in Figure 5.12.
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Listing 5.23: User code needed to run a distributed-memory optimization algorithm.
1 # Worker code on a server named T7600
2 using POLO
3 widx = parse(Int, ARGS[1])
4 function runme(widx)
5 w = PSWorker(timeout = 10000, scheduler = "aytekinkth")
6 A, b = Utility.svmreader("data/rcv1-$(widx)")
7 loss = Loss.LogLoss(A, b)
8 solve!(w, 3*randn(nfeatures(loss)) .+ 5, loss)
9 end

10 runme(widx)
11 # Master code on a laptop named aytekinkth
12 using POLO
13 using POLO: Boosting.IAG, Step.Constant, Smoothing.None, Prox.L1Ball
14 N = 697641
15 L = 0.25 * N
16 K = parse(Int, get(ARGS, 1, "100"))
17 lambda = parse(Float64, get(ARGS, 2, "1E-4"))
18 function runme(K, L, lambda)
19 m = PSMaster(timeout = -1, address = "aytekinkth",
20 scheduler = "aytekinkth")
21 boost = IAG()
22 step = Constant(1 / L)
23 smooth = None()
24 prox = L1Ball(lambda)
25 xtrace = Vector{Vector{Float64}}()
26 ktrace = Vector{Int}()
27 idx = 0;
28 solve!(m, boost, step, smooth, prox) do k, fval, x, g
29 idx += 1
30 if idx == 1 || mod(idx, K) == 0
31 println("Logging at k = $(k)...")
32 push!(ktrace, k)
33 push!(xtrace, copy(x))
34 end
35 end
36 return ktrace, xtrace
37 end
38 ktrace, xtrace = runme(K, L, lambda)
39 # Do post-processing, plotting, etc. with x and k history
40 # Scheduler code on a laptop named aytekinkth
41 using POLO
42 K = parse(Int, ARGS[1])
43 function runme(K)
44 s = PSScheduler(timeout = -1)
45 solve!(s, 3*randn(47236) .+ 5, K)
46 end
47 runme(K)
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Figure 5.12: Loss function value convergence for the `1-regularized logistic regression
problem on the rcv1 dataset using 5 worker, 1 master and 1 scheduler nodes in the
distributed-memory executor of POLO.jl.



Chapter 6

Serverless Optimization

Traditionally, large-scale optimization problems have been tackled in high perfor-
mance computing (HPC) environments. However, HPC environments are expensive
and in�exible in the sense that one has to deal with a lot of paperwork to apply for
computing power, write programs that obey certain rules and use speci�c libraries,
estimate memory and running-time requirements of these programs and submit
them as jobs to the HPC environment accordingly, which are later scheduled by
the environment itself. These issues have led to HPC environments’ having limited
reach (cf. the discussion in [122]).

Later, with the improvements in virtualization technologies, cloud computing
providers started providing dedicated virtual machines (VMs) with di�erent memory
and computing power con�gurations to their customers. Because these dedicated
VMs eliminate the burden of paperwork, provide customized programming environ-
ments and do not involve job submissions, they have quickly gained wider adoption
than HPC environments. However, these solutions still have relatively coarse-grained
resource combinations, which might be hard to choose from for a given problem.
Even though there exist works such as Ernest [123] and Hemingway [124] that help
users choose the correct resource combination for their problems, dedicated VMs
are still hard to rescale for new, di�erently-sized problems. In addition, needing to
provision VMs and pay for their idle times are among the reasons that limit VMs’
reach in many scienti�c applications.

More recently, improvements in container-based solutions have opened an al-
ternative path: serverless runtimes [125–127]. Serverless runtimes are compute
services that let users run their programs in isolated containers without the need for
managing or provisioning servers. The main motivation behind the serverless run-
times is, for the providers, that they can simply o�er current excess capacity at their
backends temporarily to the customers. From the end-user perspective, serverless
runtimes are advantageous thanks to their event-driven and elastic nature. Users can
not only activate serverless runtimes based on events such as HTTP requests, and
thus, only pay for what they use, but also change the resource allocation and number
of workers of the runtimes dynamically as needed. Compared to more rigid options
such as the HPCs and dedicated VMs, this elasticity allows users to start with tens of
worker nodes when solving their problems, and then scale the computations easily
up to thousands of worker nodes, whenever needed. Moreover, all major providers
support custom programming runtimes, and give away free usage every month. As
an example, users get, from each provider, roughly 9 hours of free computing time
every month, should they choose to allocate 128 MB memory for their runtimes and

133
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spawn 100 workers1.
This elasticity of serverless runtimes, however, comes at the expense of some

limitations. First, serverless runtimes are stateless. As such, users of serverless run-
times are responsible for keeping track of the states properly in stateful application
domains, i.e., when, for instance, running scienti�c computations or solving optimiza-
tion problems. Second, serverless runtimes are designed for event-driven, ephemeral
applications such as, e.g., manipulating a database record upon an HTTP request,
which leads to limited computation times and memory. As a result, careful design of
the application code is needed to stay strictly within the bounds, or handle dynamic
joining of new workers and leaving of dying workers in long-lived applications. Due
to the dynamic nature of the communications, message-passing libraries such as MPI
that require static network of nodes are not a viable option, either.

Even though serverless runtimes have been around since the late 2014, the
literature involving the serverless runtimes and scienti�c computations is relatively
sparse. There exist studies that examine the task completion latencies [128] and
optimize the price of running applications [129] in serverless runtimes. Works such
as [130, 131] propose using serverless runtimes to serve (already trained) deep-
learning models. However, these applications do not require persistent states or
involve frequent communications among workers of the serverless runtimes. In that
regard, studies that implement linear algebra primitives [122] and do hyperparameter
optimization on neural networks [132] are more relevant examples to using serverless
runtimes for stateful and long-lived applications.

In this chapter, we try to assess opportunities, limitations and challenges of the
serverless runtimes for solving generic, large-scale optimization problems. More
speci�cally,

• We propose using serverless workers for solving optimization problems, col-
lectively, in a distributed way. This is, to the best of our knowledge, the �rst
time serverless runtimes have been used for this purpose. In contrast to the
hyperparameter optimization [132], which can be carried out by each worker
independently of each other, our work requires that workers share their states
at each iteration during the lifetime of the program.

• We show that relative speedups could be expected up to 256 workers, and
e�ciencies above 70% could be expected up to 64 workers, even in a naive
implementation.

In the rest of the chapter, we �rst introduce the problem formulation (Section 6.1),
where we also introduce our experimental setup and list our goals. Next, we brie�y
describe the experiments in Section 6.2. Finally, we report our results in Section 6.3.

1At the time of writing, major providers are giving 400,000 GB-seconds of free computing time every
month.
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6.1 Problem Formulation

To evaluate the performance and possible limitations of the serverless runtimes for
distributed optimization problems, we choose to focus on the problems of the form

minimize
x ∈Rd

ϕ(x) B
N∑
n=1

fn(x) + h(x) . (6.1)

As we have covered in the previous chapters, this loss function, ϕ(x), which appears
in many interesting applications, consists of two main parts. The �rst part is a sum
of N smooth functions, fn(x), and the second part is a possibly nonsmooth function,
h(x), of the d-dimensional decision vector x .

One common approach to solving problems of the form (6.1) is to use proximal
algorithms [133]. Di�erent proximal algorithms iteratively use the proximal operator

xk+1 = proxγkψ (zk ) B arg min
x

{
ψ (x) + 1

2γk
‖x − zk ‖22

}

of some functionψ (·)with some step sizeγk around some query point zk . Throughout
the thesis, we have looked into algorithms in the proximal gradient family. Algo-
rithms in this family �rst compute a query point from the the current iterate, xk , by
taking a step in the negative direction of a gradient surrogate, дk , obtained from the
smooth part of the loss. They use di�erent strategies when determining the step
size, and �nally apply the proximal operator of the nonsmooth part of the loss, h(·),
around this query point, which results in the two-step procedure below:

xk+1 = arg min
x

{
h(x) + 1

2γk
x − (

xk − γkдk
)2

2

}
.

When the loss function is naturally split into two parts, as in Problem (6.1), where
both parts are closed and proper convex functions, one can also use the alternating
direction method of multipliers (ADMM). In this method, one �rst introduces a dummy
variable, z = x , and reformulates Problem (6.1) as an optimization problem of two
variables:

minimize
x ,z∈Rd

N∑
n=1

fn(x) + h(z)

subject to z = x .

Then, at each iteration k , one solves the following subproblems obtained from the
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augmented Lagrangian of the loss function [134]:

xk+1 = arg min
x




N∑
n=1

fn(x) +
ρk
2

x − (zk − uk )2
2




(6.2)

zk+1 = arg min
z

{
h(z) + ρk

2
z − (xk+1 + uk )

2
2

}
(6.3)

uk+1 = uk + xk+1 − zk+1 . (6.4)

Basically, ADMM iterations alternate between x and z-updates by using the proximal
operators of the smooth and nonsmooth parts of the original loss, respectively,
around the most recent iterates of the variables, and then update the dual variable u.
Here, ρk > 0 is called the penalty parameter.

ADMM is particularly useful when each part of the loss is proximable, i.e., the
proximal operator of each part is e�ciently obtained, whereas the total sum is
not [133]. Moreover, since ADMM handles each part separately, this method is
suitable for distributed-memory architectures such as, e.g., the master-worker setups,
where worker nodes hold chunks of the smooth loss, and the master node keeps
track of the common decision vector and is responsible for handling the nonsmooth
loss. However, in these setups, one needs to rewrite ADMM iterations (6.2)–(6.4) to
obtain the so-called global variable consensus formulation [134]:

xwk+1 = arg min
x




∑
n∈Nw

fn(x) +
ρk
2

x −
(
zk − uwk

)
2

2



∀w (6.5)

zk+1 = arg min
z

{
h(z) + N ρk

2
z − (x̄k+1 + ūk )

2
2

}
(6.6)

uwk+1 = u
w
k + x

w
k+1 − zk+1 ∀w . (6.7)

Here, each worker w updates its own copy of xw using its local dataset Nw , and
the master updates the global variable z using the averaged variables (x̄ and ū) of
workers.

Computing Platform
In this work, we use the global variable consensus formulation of ADMM iterations
to solve problems of the form (6.1) in a distributed way on the serverless runtimes.
Due to the fact that we are using a di�erent family of algorithms, and the serverless
runtimes require stateless and time-limited execution environments, we cannot
directly use the distributed-memory executor of POLO. Instead, we use POLO’s utilities
layer to prototype a new serverless executor.

The executor we prototype is a master-worker setup similar to those discussed
previously [25, 119], and uses AWS Lambda as the source of the worker nodes.



Problem Formulation 137

PUB

RO
U
TE

R

D
EA

LE
R

M1

M2

...

...

W1

W2

...

...

QUEUE

Shared
memory

atomic

atomic

atomic

atomic

λ λ λ λ λ λ λ λ λ λ

λ λ λ λ λ λ λ λ λ λ

λ λ λ λ λ λ λ λ λ λ

λ λ λ λ λ λ λ λ λ λ

λ λ λ λ λ λ λ λ λ λ

λ λ

λ λ

λ λ λ

[root@t7600 ~]# cd

AW
S
A
PI

Ga
te
w
ay

POSTRequest

Spawn

Figure 6.1: The external (left) and internal (right) views of the setup. The publisher
(PUB) socket broadcasts important signals, such as the termination signal, to the
workers and masters.

Currently, AWS Lambda does not allow for inbound network connections. Hence,
one cannot obtain a fully connected network of master and worker nodes. For this
reason, we build a star network, and assign a local server, i.e., the scheduler, as the
central node (see Figure 6.1, right). Each node in the star network is connected to the
central node with a point-to-point connection. We use communication capabilities
of POLO’s utilities layer to handle dynamic joining and leaving of workers in the
network, serialize and deserialize data, and to spawn AWS Lambda functions through
AWS API Gateway.

In this setup, the scheduler is responsible for spawning and orchestrating masters
and workers. Given a �xed-size problem, the scheduler generates POST requests
for the AWS API Gateway to spawnW workers (see Figure 6.1, left), and embeds
the necessary states of the algorithm such as, e.g., problem information and local
solver options, inside the requests. It uses ZMQ’s router socket to fair-queue messages
coming from the workers. Fair-queuing the messages is vital not to starve any worker
due to overbooking of the scheduler by a group of fast-paced workers. To alleviate
the delays in processing the message queue, the scheduler spawns one local master
thread per W̄ workers. Because the masters have identical loads and they reside
locally in the scheduler node, the scheduler uses ZMQ’s dealer socket to distribute the
messages to the master threads in a round-robin fashion. Master threads process the
queue in parallel, average the local variables of the workers using atomic operations,
and �nally update the global z variable (cf. Equation (6.6)). When the stopping
criterion is satis�ed, the scheduler sends a termination signal to the workers and
the masters. Otherwise, it broadcasts the new penalty parameter along with the
updated z variable to the workers. Pseudocode for the scheduler’s logic is listed in
Algorithm 6.1.

Worker nodes, on the other hand, load their local problem data and initialize their
local solvers based on the state information they receive in the POST requests. Local
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Algorithm 6.1: Scheduler logic.
Input: Total number of samples, N ; problem dimension, d ; density of

non-zero features for each sample, p; possibly nonsmooth function,
h(·); number of workers,W ; maximum number of workers per
master, W̄ ; initial penalty parameter, ρ0; maximum number of
ADMM iterations, K ; primal residual tolerance, ϵr ; dual residual
tolerance, ϵs ; minimum number of local solver iterations, Kw ;
gradient norm tolerance, ϵд ; relative function value improvement ϵf .

Output: Optimizer, x?.
1 foreachw = 1 toW do API Gateway calls
2 Nw ← N /W ;
3 spawn(w ; Nw , d , p, ρ0, Kw , ϵд , ϵf );
4 end
5 Initialize: k ← 0, t ← 0, ω ← 0, zk ← 0 and zk+1 ← 0.
6 foreachm = 1 to dW /W̄ e do in parallel
7 repeat
8 receive(qwk , ω

w
k+1);

9 q ← q + qwk ; // (atomic) reduce

10 ω ← ω + ωw
k+1/N ; // (atomic) reduce

11 if All workers have returned then block others
// Update the global z

12 zk ← zk+1;
13 zk+1 ← arg minz

{
h(z) + N ρk

2 ‖z − ω‖22
}
;

14 r ← √q;
15 s ← ρk ‖zk+1 − zk ‖2;
16 ρk+1 ← new_penalty(ρk , r , s);
17 if converged(r , s , k ; ϵr , ϵs , K) then
18 Signal TERM;
19 x? ← zk+1;
20 else
21 broadcast(ρk+1, zk+1);
22 q ← 0, ω ← 0, k ← k + 1;
23 end
24 end
25 until TERM is received;
26 end
27 return x?;
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Algorithm 6.2: Worker logic.
Input: Nw , d , p, ρ0, Kw , ϵд , ϵf .

1 Load: Problem data with Nw , d and p (see Section 6.2).
2 Initialize: Local solver with Kw , ϵд and ϵf (see Section 6.2).
3 Initialize: x0, k ← 0, u0 ← 0 and z0 ← 0.
4 repeat
5 rk ← xk − zk ;
6 uk+1 ← uk + rk ;
7 xk+1 ← arg minx

{∑Nw
n=1 fn(x) + ρk

2 ‖x − zk + uk+1‖22
}
;

8 qwk ←‖rk ‖22;
9 ωw

k+1 ← xk+1 + uk+1;
10 send(qwk , ω

w
k+1);

11 receive(ρk+1, zk+1);
12 k ← k + 1;
13 until TERM is received;

problem data is not present in the scheduler; instead, the scheduler simply provides
enough information so that the workers could either fetch a batch of data samples
from hosted datasets or generate the problem data from its closed-form formulation.
Then, they update their local primal and dual variables (cf. Equations (6.5) and (6.7))
with the penalty parameter and global z variable they receive from the scheduler,
and send back the updated ones. We list the pseudocode in Algorithm 6.2.

Goals
Our goals are to assess the performance of serverless runtimes when solving generic
optimization problems, and identify possible bottlenecks as well as challenges in
addressing them. To this end, we measure the following.

Relative speedup and e�ciency. Perhaps the most important measures when
evaluating the performance of parallel computations are the relative speedup and
e�ciency. Relative speedup is the speedup obtained in the new architecture with
respect to the old one, i.e., Snew = told/tnew, where told and tnew are the wall-clock
times of �nishing a task in the old and new architecture, respectively. The e�ciency
of the new architecture gives an indication of how well the resources are utilized,
and is de�ned as Enew = Snew/(Wnew/Wold), whereWold andWnew are the number of
workers employed in the old and new architecture, respectively.

Utilization. To identify bottlenecks in both the algorithm and our experimental
setup, we want to understand how the worker functions use their time. To this
end, we measure three major utilization metrics: idle time, computation time and
delay time of each worker (see Figure 6.2). The idle time of a worker is measured
from the time it sends its local x and u variables until the time it receives the
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Figure 6.2: Sample timing diagram for the scheduler (S), master (M1) and workers
(W1, W2) in a 1-master-2-worker setup. “Rx” and “Tx” stand for “reception” and
“transmission,” respectively.

updated z variable from the scheduler. Thus, the idle time includes both the total
communication time for the variables and the processing time at the scheduler, i.e.,
twidle = twcomm + t

w
proc. The worker’s computation time, twcomp, is the time from when

it receives a new global z variable from the scheduler until it returns its updated
local variables. Both idle time and computation times are measured by the worker
itself. Finally, the delay time associated with a worker as observed from a master
is the time between when the scheduler broadcasts the global z variable until the
master starts processing the corresponding worker’s x and u updates. The delay time
includes both the total communication time and the computation time of the worker,
i.e., twdelay = twcomm + t

w
comp. From these metrics, we compute the total communication

time of a worker as twcomm = twdelay − twcomp. Similarly, we estimate the e�ect of queuing
at the scheduler node by subtracting the delay time from the idle time of the workers,
i.e., twidle − twdelay = twproc − twcomp. Ideally, processing times at the scheduler should not
exceed the workers’ computation times.

Cold starting. Worker functions are not only limited in computation time per
invocation but are also stateless. Hence, serverless runtimes su�er from the cold-
starting phenomenon, which is de�ned as the penalty of getting serverless code
ready to run [135]. We measure cold-starting times of the workers from the time
the scheduler generates the API request until the time the worker contacts the
scheduler for the �rst time. Cold-starting times include transmission of the API
request, spawning of the worker and the loading of local data at the worker. Because,
in long-lived optimization algorithms, the scheduler needs to spawn new workers to
replace those approaching their time limits, cold starting of workers should be small
relative to the computation time of the workers.

Responsiveness. The last measure we are interested in assessing is how fast
the worker functions respond to the scheduler at each iteration. Because serverless
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functions are isolated containers that share memory, CPU and network resources
with others in the service provider’s backend, their response times can get perturbed
by the actual load of the corresponding node in the backend. We would like to
understand if there are any stragglers that consistently fall behind the rest.

6.2 Experiments

In our experiments, we use POLO’s problem generators to generate a random instance
of `1-penalized logistic regression problem:

minimize
x ∈Rd

N∑
n=1

log
(
1 + exp

(−bn 〈an, x〉) ) + λ1‖x ‖11

with N = 600,000 samples, d = 10,000 features, p = 10−3 density (proportion of
non-zero features in each sample), and λ1 = 1. Every sample has equal probability
of having a positive (or negative) label, i.e., P[bn = 1] = P[bn = −1] = 0.5. Indices
of the non-zero features for each sample are selected uniformly at random without
replacement, whereas the values of non-zero features for samples with positive (or
negative) label are drawn independently from a normal distribution N(ν, 1), where
ν is drawn from a uniform distribution on [0, 1] (or [−1, 0]).

For `1-penalized logistic regression problems, the solution to the subproblem on
Line 13 of Algorithm 6.1 can be obtained easily by applying the soft thresholding
operator

S(a;b) = max
(
0,

(
1 − b

|a |

))
a

element-wise to ω with b = λ1/(N ρk ). However, the subproblem on Line 7 of Algo-
rithm 6.2 does not have a closed-form solution. Hence, we solve this subproblem
(approximately) using an iterative method, FISTA [136] with backtracking. As ter-
mination criterion for FISTA, we choose to require that either

дk̃


2
≤ ϵд = 10−2 or

(fk̃−1− fk̃ )/fk̃−1 ≤ ϵf = 10−12, where дk̃ and fk̃ are the gradient and function value of
the augmented loss at (inner) iteration k̃ , respectively. We observe that the gradient
norm tolerance and relative function value improvement criteria lead to di�erent
number of (inner) iterations for di�erent subproblems, and thus, nonuniform load
distributions on the workers. To observe any external e�ects on the load of workers,
we therefore perform two sets of experiments by forcing FISTA to run at least Kw = 1
(nonuniform load) and Kw = 50 iterations (uniform load).

Although problem instances with the aforementioned dimensions can �t in a
single AWS Lambda worker with 128 MB of memory, they are too large to handle
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withW = 1 orW = 2 workers within the computation time limit of 15 minutes2. As
a result, we start with spawningW = 4 workers and double the number of workers
until we do not observe further relative speedup. We consider the ADMM iterations
as converged when either both primal and dual residual norms are small enough, i.e.,
r ≤ ϵr = 2 × 10−2 and s ≤ ϵs = 2 × 10−2, or K = 100 iterations have passed. Finally,
we use the following rule [134] to adjust the new penalty parameter at each iteration:

ρk+1 =




2ρk if r > 10s ,
0.5ρk if s > 10r ,
ρk otherwise,

starting with ρ0 = 1.

6.3 Results
In our experiments, we observe speedups in wall-clock times of ADMM iterations
up toW = 256 workers. In all the experiments, we observe that ADMM iterations
converge within at most K = 23 iterations by satisfying the primal and dual residual
tolerance values. In Figure 6.3, we provide traces of the residuals forW = 64 workers
when the workers had nonuniform load distributions.

Relative speedup and e�ciency. Because our problem instances cannot be
solved by fewer than four workers, we report relative speedup and e�ciency metrics
with respect toW = 4. In Figure 6.4, we observe that relative speedups up to 17 times
can be expected in both uniform and nonuniform load scenarios, which translates to
26% e�ciency.

We also observe that there is a sharp decrease in e�ciency when going from
W = 64 (74%) toW = 256 (26%) workers. This is best explained in Figure 6.5, which
shows the average idle and computation times per iteration. As can be seen, after
W = 64 workers, average idle time starts beating average computation time. Basically,
when we increase the number of workers, average computation time constantly
decreases. On the contrary, average idle time decreases up to a point and then
increases again with increasing number of workers. The reason is that increasing the
number of workers improves the worst-case solution times of subproblems (which
get smaller as the number of workers increases), which in turn improves the idle
time up to the level set by transmission time of the decision vector. After this level,
queuing e�ects take over with increasing number of workers. In the ideal case,
instead of �xing the problem size and increasing the number of workers, one should
aim at increasing both the problem size and the number of workers to bene�t from
more computing power, which is in line with Gustafson’s Law [77].

2In fact, increasing the memory size of AWS Lambda functions also improves their CPU and network
shares, which helps with the computation time. However, one can still construct a large enough problem
that cannot be handled by fewer than four workers regardless of their CPU shares.
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Figure 6.3: Convergence of the residuals forW = 64 workers and Kw = 1.
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Figure 6.4: Speedup (left) and e�ency (right) plots of the algorithm relative toW = 4
workers. Fewer workers are not su�cient to solve the problem within the time limit.

The main di�erence between uniform and nonuniform loads is that the average
computation times are increased per iteration and the variance in both idle and
computation times is decreased for uniform loads. This is because we make the local
solvers run for roughly the same number of iterations (Kw = 50).

Utilization. Even though AWS Lambda does not guarantee any performance
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Figure 6.5: Average utilization of Lambda workers. Time spent in idle and computa-
tion is �rst averaged over total number of iterations, and then over total number of
Lambda functions. Error bars show one standard deviation among the workers.

measures other than the built-in fault tolerance and allocation of CPU power, network
bandwidth and disk input/output proportional to the selected memory size of the
workers, we have observed consistent behavior in workers’ performance during our
experiments (see Figure 6.6 for a sample histogram forW = 64 workers).

As expected, nonuniform loads (Figure 6.6, left) result in computation time distri-
butions centered around a smaller mean and with a more peaked shape compared to
those of the uniform loads (Figure 6.6, right). Because the delay time is dominated
by the computation time of workers in our experiments (cf. communication time in
Figure 6.6), it also has a similar behavior in its distribution. On the contrary, because
the idle time is a measure of the discrepancy between the fastest and slowest workers
for a �xed problem size and master-worker setup, it is decreased with uniform loads.
As a result, uniform loads result in less queuing times for workers. For instance, as
can be seen in Figure 6.7, when we haveW = 256 workers, workers with uniform
loads still spend more time in computing than idling, whereas those with nonuniform
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Figure 6.6: Utilization histograms forW = 64 Lambda workers.
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Figure 6.7: Utilization histograms forW = 256 Lambda workers.

loads idle more. Unfortunately, having workers spend more time computing than
idling does not directly translate to a more e�cient algorithm, as ADMM iterations
can sill converge to modest accuracies with inexact x-minimization steps [134].

Cold starting. When generating AWS API Gateway requests, we use cURL’s
multi interface that enables multiple simultaneous transfers in the same (background)
thread. We report cold-starting times of AWS workers in Figure 6.8, which is repre-
sentative of spawning new workers in bulks with problem data that has closed form
representations. In the experiments, we observe that the cold starting of workers are
rather consistent, and, up toW = 64 workers, well below the average time spent in
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Figure 6.8: Cold starting of Lambda workers. The plot shows the �rst response time
of the fastest and slowest workers after getting spawned.
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Figure 6.9: Responsiveness of Lambda workers during the algorithm whenW = 64
workers are used.

computation per single ADMM iteration. Afterwards, the cold starting degrades due
to the queuing of bulk requests in the (background) thread.

Responsiveness. Finally, we compute the fraction of iterations in which each
worker is among the slowest 10% to return its local solutions to the scheduler, and
plot the corresponding histogram in Figure 6.9. Similar to the utilization metrics,
workers have consistent responsiveness. There are not any stragglers which fall
behind more than one third of the total iterations, and, only a very few of the workers
lag behind more than one forth of the total time. Moreover, the fastest group, i.e., the
0-bin in Figure 6.9, has a bigger set of workers in uniform load scenario compared to
that in the nonuniform load.
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6.4 Discussion on Bo�lenecks
Because serverless runtimes are stateless and have limited compute times, they have
a major limitation when solving optimization problems. For long-lived optimization
algorithms, serverless runtimes require careful bookkeeping of algorithm states as
well as fault tolerance of workers approaching their time limits. Second, inability
to have inbound network connections at serverless runtimes makes it impossible
to use collective communication patterns such as, e.g., MPI’s AllReduce or Bcast,
among the nodes.

Despite their aforementioned limitations, we believe that serverless runtimes,
with their availability and elasticity, are promising candidates for scaling the perfor-
mance of distributed optimization algorithms. There are some possible algorithmic
and system-level improvements to obtain better e�ciencies, which are left as future
work.

Algorithmic improvements. In this work, we have considered a single family
of algorithms, i.e., synchronous parallel ADMM. We have observed that increasing
the computation times of worker nodes by making them use more iterations in
their local solvers does not directly translate to improved e�ciencies. One way
to improve the parallel e�ciency is to try asynchronous parallel ADMM [137–
139] or other (asynchronous) families of algorithms that could potentially allow
for better scalability. An alternative approach could be to account for the slowest
workers at each iteration in the synchronized setting. In the machine learning
community, there have been recent works [123, 140, 141] that simply discard a
small percentage of the slowest workers in synchronized parallel algorithms. In these
works, discarding information contained within the slowest workers’ messages acts as
an implicit regularization, and the authors obtain not only improved timings but also
better classi�cation performance. However, for generic optimization problems, this
approach will result in a suboptimal solution. Instead, one can try coded optimization
techniques [142–144] to alleviate the straggler e�ects in the synchronized setting.

System-level improvements. In our experiments, we have solved problems
that involve decision vectors of size d = 10,000. Broadcasting this vector using
point-to-point communications to workers, and reducing the information coming
from workers collectively using multiple masters have negligible e�ect during com-
putations (cf. communication and computation times in Figure 6.6). However, for
decision vectors with sizes larger than, e.g., d = 80,000, the communication time will
be on par with the computation time. In these cases, spawning masters as serverless
runtimes and using the ideas in [122] to replace the shared memory of the masters
with the high-bandwidth, high-latency distributed object store could be bene�cial in
improving the communication times.





Chapter 7

Conclusion
The main motivation in this thesis has been to explore how asynchronous parallel
computations can improve e�ciency and scalability in solving optimization problems
that underlie several important engineering applications.

To this end, we have focused on solving convex, composite optimization problems
where the total loss is de�ned as a sum of two parts: the �rst is a sum of a large
number of smooth component functions, and the second is a possibly nonsmooth
function, both of which are functions of a possibly large-dimensional decision vector.

Throughout the thesis, we have developed theory and tools to help understand
and implement asynchronous optimization algorithms. In the �rst part, we have
analyzed the convergence properties of some algorithms in the proximal gradient
family on shared-memory and distributed-memory architectures under an assump-
tion of bounded information delays. We have also veri�ed our theoretical results with
extensive simulations and experiments. Later, in the second part, we have created
a software framework to facilitate the design, benchmarking and deployment of
algorithms on a multitude of platforms. Using our software framework, we have also
explored the opportunities and limitations of the new generation elastic computing
platforms for solving large-scale optimization problems.

Next, we brie�y summarize our results, and end the thesis with some future
outlook.

7.1 Summary
First, in Chapter 3, we have proposed a new �exible algorithm for minimizing
the average of a large number of smooth component functions on shared-memory
architectures. The method uses partial gradient information under time-varying
delays, and covers delayed incremental gradient descent and delayed coordinate
descent algorithms as special cases. Previous works in the literature require that
the gradients of the individual loss functions be bounded, which hinders the use
of these algorithms in many important problem classes. In this work, we have
established linear convergence rates for the proposed method assuming only that the
total loss function is strongly convex and the component functions have Lipschitz-
continuous gradients. Contrary to similar works in the literature, our step size
selection is delay-insensitive. In other words, we can select the parameters of the
method without knowing the bound on the delay and still ensure convergence to
within a prespeci�ed level of suboptimality. We have established that the iterates
generated by the algorithm converge, in expectation, linearly to a ball around the
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optimum regardless of how large the time-varying, bounded delay is. The bound on
the delay, however, deteriorates the convergence rate.

Then, in Chapter 4, we have analyzed two di�erent variants of incremental
gradient descent methods for composite optimization problems. First, we have inves-
tigated an asynchronous mini-batching algorithm that exploits multiple processors
to solve regularized stochastic optimization problems with smooth loss functions.
We have established that for closed and convex feasible sets, the iteration complexity
of the algorithm with constant step sizes is asymptotically O (

1/ϵ2) . For compact
feasible sets, we have proved that the running average of the iterates generated
by our algorithm with time-varying step sizes converges to the optimum at a rate
O

(
1/√K

)
. When the regularization function is strongly convex and the feasible set

is closed and convex, the algorithm achieves the rate O (
1/K )

. Both of the rates are
the best known rates under synchronous operation. This means that the penalty in
convergence rate of the algorithm due to time-varying, bounded information delays
is asymptotically negligible, and a near-linear speedup in the number of computing
nodes can be expected. Then, we have studied the proximal incremental aggregated
gradient method. This method, instead of throwing away outdated information as
mini-batching algorithms do, aggregates the most recent partial gradient information
coming from computing nodes to obtain a better search direction. We have shown
that when the objective function is strongly convex, the iterates generated by the
method with a constant step size that depends on the maximum delay bound as well
as the problem parameters converges globally linearly to the optimum.

Lemma 3.5 (Section 3.5) and Lemma 4.9 (Section 4.4) are perhaps as important as
the results themselves. Both lemmas are powerful and generic sequence relations,
and they establish su�cient conditions on the linear convergence of a non-negative
sequence when it is additively purturbed by a pulse from a �xed-length, moving
window of its own history (Lemma 3.5), or by an aggregated disturbance of another
non-negative sequence (Lemma 4.9). Several researchers have used either of the
lemmas in establishing convergence results for, e.g., incremental aggregated gradient
methods [66], decentralized quasi-Newton methods [145], multi-agent reinforcement
learning [146] and multi-agent structured optimization [147] as well as extending
results for the proximal incremental aggregated gradient methods [148–151] in
di�erent directions.

Later, in Chapter 5, we have presented POLO, an open-source, header-only, C++
library. Compared to other low-level generic optimization libraries, POLO is focused
on algorithm development. We have used the policy-based design approach when
decomposing the proximal gradient family of algorithms into their essential policies,
i.e., their tuning knobs. This has helped us handle combinatorially increasing design
choices with linearly many policies. With its proper algorithm abstractions, policy-
based design approach and convenient utilities, POLO not only o�ers optimization
and machine-learning researchers an environment to prototype their ideas �exibly
without losing much from performance but also allows them to test their ideas and
other state-of-the-art optimization algorithms on di�erent executors easily. We
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have also presented our package, POLO.jl, in the Julia language. The motivation
has originally been to create a high-level wrapper package to show the versatility
of POLO’s C-API. However, due to our curiosity as well as the limitations of the
Julia language in calling multi-threaded third-pary library code, we have made a
full redesign of POLO.jl. We have demonstrated, in both languages, how POLO
allows algorithm developers to e�ciently prototype their ideas, and benchmark
them against the state-of-the-art asynchronous parallel optimization algorithms on
di�erent platforms in just a few lines of code.

Finally, in Chapter 6, we have investigated the performance and limitations of
serverless runtimes when solving generic, distributed optimization problems. To this
end, we have built a new, serverless executor in a star network, in which the central
node is a managed multi-core server and the other nodes are AWS Lambda functions.
We have the utilities of POLO for prototyping the executor, which is another indi-
cation of the versatility and usefulness of our library. In our experiments, we have
used synchronous parallel ADMM iterations to solve regularized logistic regression
problems, and observed relative speedups up to 256 workers and e�ciencies above
70% up to 64 workers. Furthermore, even though AWS Lambda does not give any
speci�c performance guarantees, the workers have satisfactory cold-starting times
compared to their computation times and they do not show major straggling prob-
lems that could hinder the performance of the algorithms. These preliminary results
suggest that serverless runtimes, with their availability and elasticity, are promising
candidates for scaling the performance of distributed optimization algorithms.

7.2 Future Outlook

Developments in technology and computing architectures are consistently trans-
forming the way we look at our engineering problems. For instance, emergence of
GPUs and distributed computing in the early 2000s enabled dramatic reductions in
the execution time for the backpropagation calculations in neural network training.
This, in turn, has led to researchers’ revisiting the arti�cial neural network struc-
tures, exploring both deeper and wider networks than what was previously feasible,
implementing di�erent ideas (i.e., learning models), and analyzing them.

The same could be said for the emergence of cloud-based computing resources.
Wide availability of on-demand cloud-based virtual machines has enabled storage
and processing of large amounts of data simultaneously. This, in turn, has led to
revisiting asynchronous algorithms, implementing di�erent ideas based on delayed
information of partial data, and analyzing them. In fact, this has been the central
theme of the thesis.

Today, looking at the performance of serverless runtimes, together with their high
elasticity, it is not hard to say that this new paradigm will further democratize the
use of computing resources. Researchers have already deployed linear algebra [122]
and hyperparameter optimization of neural networks [132], and we have prototyped
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the �rst generic optimization solver on serverless runtimes. It could be interesting
to further investigate serverless runtimes for solving generic optimization problems.

As an eminent �rst step, we can make our �rst prototype of the serverless ADMM
executor grow into a full-�edged one, shipped with POLO. In fact, we can try to �nd
similar abstractions for parallelizing operator splitting methods to those we have
proposed for the proximal gradient family. This could be interesting because operator
splitting methods are a more general class that cover ADMM and forward-backward
splitting methods as special cases.

Next, we can try to use sparsi�ers and quantizers in ADMM iterations, and
analyze their e�ects. The motivation behind this is that certain sparsi�cation and
quantization techniques provide up to four orders of magnitude savings in transmitted
bytes (cf. Figure 5.7 in Section 5.3). This practically means that we can accommodate
up to four orders of magnitude more worker nodes in the solver within the same
communication budget. Analyzing the e�ect of the sparsi�cation on the convergence
of ADMM iterations while also allowing for information delays could be an interesting
and challenging path.

Last, but not least, it seems that we need to revisit our theoretical results for
analyzing algorithms for the serverless runtimes. Throughout the thesis, we have
assumed that the worker counts stay the same, there is time-varying but bounded
delays, and the sampling of component functions is i.i.d. These assumptions are
reasonable for more controlled environments such as the high-performance com-
puters and on-demand cloud-based virtual machines, and have been used by other
researchers. However, we can now envision a more organic solver where workers
dynamically join and leave the optimization procedure. Hence, extending our results
to totally asynchronous scenarios could be an important direction.
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