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Abstract

This degree project, conducted at ABB, aims to analyze and solve dif-
ferent situations that a crew on board a vessel might face by control-
ling its propulsion system. The propulsion system is viewed as static,
transition-deterministic, as well as stochastic when measuring data.
This system is then used to formulate a decision problem using a fi-
nite Markov Decision Process, which is attempted to be tackled using
Q-learning, Speedy Q-learning and Double Q-learning for three dif-
ferent objectives that are relevant to the system’s behaviour and per-
formance. The objective policies found from experiments are clearly
working as intended and from the looks of experiments it seems that
more training very much does affect the performance, which should be
the case knowing that there is a proof of convergence for Q-learning
based algorithms. The convergence rates for the three different algo-
rithms are then compared to a solution that is seen as optimal, to see
how fast they converge and try to determine the time needed to solve
problems similar to the ones stated in this thesis. [11]
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Sammanfattning

Detta examensarbete, utfört på ABB, har som syfte att analysera och
lösa olika situationer som ett fartyg kan stöta på genom att kontrollera
dess propellersystem på ett så bra sätt som möjligt. Propellersystemet
är sett som övergångsdeterministiskt, stokastiskt i mätningar, och sta-
tiskt. Detta system är sedan formulerat som en Markovprocess (eng.
Markov Decision Process), som löses med hjälp av "Q-learning", SS-
peedy Q-learning" och Double Q-learning" för tre olika mål vilka är
relevanta för systemets beteende och prestanda. För dessa mål är för-
hållningssätt (eng. policy) framtagna vilka tydligt fungerar som öns-
kat. De anses nära optimala baserat på existerande evis om konvergens
för Q-learning-baserade algoritmer. Konvergenshastigheten är för de
tre olika algoritmerna är sedan mätta gentemot en ansett nära optimal
lösning, för att se hur snabbt de konvergerar så att det kan bestäm-
mas hur mycket tid som behövs för att lösa problem liknande de som
ä hanterade i denna rapport.
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Due to copyrighting concerns, the system description in this thesis
is very light. Moreover, some parameters have their names and de-
scriptions replaced to something generic, namely Performance Char-
acteristic 1-4, as well as limits B1 � B6.
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Chapter 1

Introduction

This chapter introduces the propulsion system, the problems this the-
sis tackles, as well as limitations on the project.

1.1 Background

Future energy demands always push us to reduce energy consump-
tion by maximizing efficiency in the equipment we use. In ships and
vessels specifically, the propulsion system is a factor that has a large
impact on the overall hydrodynamic efficiency, which is why an area
of research is to find and optimize new prototypes that can potentially
increase the efficiency. An unconventional propulsion system has been
developed, which outputs a sinus-shaped thrust that is dependent on
three main variables as input: Rounds per minute (RPM [1/60 Hz]),
Eccentricity (Ec [-]), and yaw angle ( [deg]). The system then gives
four main outputs: performance characteristic 1 (Pc1), performance
characteristic 2 (Pc2), performance characteristic 3 (Pc3), and perfor-
mance characteristic 4 (Pc4). The aforementioned model of the system
can be illustrated by the following picture:

Figure 1.1: Input to Output model of the propulsion system.

1
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Moreover, there are additional two parameters that affect the sys-
tem behavior; the vessel advance speed (VA) as well as an angle be-
tween the water surface and engine horizontal axis (✓). Test data is
gathered with constant values of these two variables. Therefore for
the remainder of this thesis, these two variables will be kept constant.

As understood from above, the state of the propulsion system is de-
scribed by a vector [Ec, RPM, , P c1, P c2, P c3, P c4, VA, ✓]. When used
onboard a ship, the propulsion system can be controlled in a continu-
ous manner via the states [Ec, RPM, ]. The remaining states are then
observed through an analytic model, where the states VA and ✓ are
known constants. To implement our problem in a scale-able way we
wish to reduce the state space as much as possible. Thus, in this prob-
lem we choose to represent our state space as determined by this 3 di-
mensional state vector [Ec, RPM, ]. These 3 variables then uniquely
determines the other states that we can observe. This model between
the input state vector and the remaining states is very complex and
relatively unknown, and is therefore thought of as a black-box model.
When a new input is chosen, the system evolves into a new state,
which because of this black-box model is unknown.

In this project time is discretized into a step "�t", which means that
we have constraints on how much the system state can change in this
time period. In order to map this discrete state change to the total state
space, the state space is simplified to be discrete instead of continuous.
A realistic time step parameter value is to have �t = 0.5[s]. This then
means that inputs can at most be changed as much as the following:

�max,Ec ⇡ 0.1429 [�]

�max,RPM ⇡ 2.8571 [1/60Hz]

�max, ⇡ 1.1429 [deg]

(1.1)

The fore-mentioned numbers are however not as accurate as they could
be, but are sufficiently realistic, and known by tests to be close to the
real values.

The propulsion system at hand has a dynamic nature; if the propul-
sion system is at steady-state, a state change means that the system will
need some time to reach steady-state again, where slight overshoots
are possible. However, in this thesis the propulsion system regarded
as static, meaning that after a change in one or more of the state vari-
ables [Ec, RPM, ] and a time "�t", it is assumed that the system has
reached steady-state.
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A property of this system is the fact that it is deterministic, meaning
that if we modify the state variables [Ec, RPM, ], we are certain that
we will always achieve the correct modification. In other words, the
state transition probability matrix is equal to 1 for each state-action
pair.

Another factor that needs to be taken into account is noise. As in
most physical systems noise is present in this system as well, which
could be caused by for example faults in measuring equipment. This
noise can be modeled as white noise taken from Gaussian distribu-
tions with zero mean and different standard deviations depending on
the variable measured. In this thesis noise is seen as present when
measuring (observing) the output state variables [Pc1, P c2, P c3, P c4].
The Gaussian distributions used for these can be seen below

Pc1�G ⇠ (0, 0.05),

P c2�G ⇠ (0, 1.5),

P c3�G ⇠ (0, 1.5),

P c4�G ⇠ (0, 1.0).

(1.2)

Inside the parentheses, the first value is the mean value, and the
second value a standard deviation. These distributions are seen as re-
alistic based on data from other propulsion systems available at ABB.
They can and should however be updated to more precise values once
more data from this system is present. In this thesis both experiments
with and without noise are conducted.

As a ship faces many different scenarios with different goals, such
as maintaining a speed, accelerating as fast as possible, or turning a
specific degree, one wants to accomplish these goals with an as good
outcome as possible. The idea of having the ship learn how to accom-
plish these goals is very appealing, as the tasks could otherwise be
very complex for humans to perform optimally. These different ob-
jectives can be formulated as reinforcement learning (RL) problems,
where we can define different rewards depending on the objective we
wish to accomplish. To describe these high level reward functions is
generally easier than designing low-level control policies. Moreover,
in RL rewards often correspond to real physical accomplishments, which
is also the case in this thesis.

The main method considered is Q-learning used as a table function.
From there two extensions were implemented and tested: an extension
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that is to converge faster called Speedy Q-learning (SQL), as well as an
extension that handles stochastic environments better by decorrelating
data, called Double Q-learning (DQL). Both of these extensions are rel-
evant in different ways. If a ship faces a new scenario where learning
the objective as soon as possible is desired, convergence rate is of great
concern. Moreover, if the environment is known to be very stochastic
at some point, perhaps if a ship is in a very stormy sea, DQL would be
more reliable.

1.2 Thesis Objective

This degree project’s main objective was to apply reinforcement learn-
ing methods to find policies to handle different scenarios with this
newly developed propulsion system in mind. Thus, the thesis prob-
lems are divided into sub-problems which are formulated as the fol-
lowing:

1. From any initial state, find a state with Pc1 > Pc1,ref , and do this
as fast as possible.

2. From any initial state, find a state with Pc2 > Pc2,ref as well as
Pc1 > Pc1,ref2, and do this as fast as possible.

3. From any initial state, find a state where |Pc3 � Pc3,ref | < �, and
do this as fast as possible.

It should be noted that the initial state must be feasible according
to the boundaries mentioned in equation 3.1.

These three goals are relevant to the behaviour and performance of
the system. In the first sub-problem the goal is to find a Pc1 > Pc1,ref ,
meaning that we want to find states in which the system operates very
well with regards to fuel consumption, which is a relevant task in
several scenarios. In the second sub-problem, we also desire to have
Pc2 > Pc2,ref on top of sub-problem 1, which translates into either
having the ship speed up or maintain a certain speed. In the third sub-
problem we address the problem of turning at a specific pace or angle,
which is clearly also relevant in many situations that a ship faces. � is
a number determining how close we want to be to Pc3,ref .

There are obviously more scenarios a ship could face, but these are
the scenarios that are looked upon in this thesis.
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1.3 Delimitations

In this thesis only reinforcement learning methods are considered. Oth-
erwise, one can also solve the problems stated with optimization tech-
niques. Moreover, in a sense we are learning to control the system,
which can also be done with control methods. Moreover, we assume
that the system can be modeled as a Markov Decision Process where
the Markov assumption holds, namely that only the present state af-
fects the future states. Lastly, we view the system as deterministic in
terms of its state transitions as well as being static which is overall a
great simplification.



Chapter 2

Reinforcement Learning

Chapter 2 aims to educate the reader about reinforcement learning as
well as the algorithms considered, such that the results can be un-
derstood. Thus, the following sections slowly build up the theoretic
knowledge needed, introduce the notations used, and lastly familiar-
ize the algorithms considered along with their convergence rates.

2.1 Introduction to Reinforcement Learning

Machine learning (ML) is the area of having computers "learn" from
data and is seen as a sub-field to Artificial Intelligence and statistics.
ML is often seen as having three major categories: supervised learn-
ing, unsupervised learning and reinforcement learning, although rein-
forcement learning can often be seen as somewhere in between super-
vised and unsupervised learning.

Reinforcement learning has recently gained lots of traction due its
remarkable achievements in video games (Mnih et al.), where the learned
agent often performed at superhuman level. It is an area that is con-
cerned about decision making, or more formally, finding actions in an
environment such that some reward is maximized. The idea is learn
how to decide upon the best action, instead of programming an agent
to what it is to do in every situation. To learn is often preferred when
there are many decisions to be made causing the size of the problem
to simply be too large. Another option that comes to mind is to search
and plan a solution by searching for the actions that lead to a goal state
from the current state. This is however not applicable when the out-
come of an action is not always clear (although there exists probabilis-

6
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tic planning algorithms their performance is not as good as determin-
istic ones). What remains is learning, which has a several advantages
over the mentioned approaches. We can average out uncertainty, we
can specify goals and rewards, and we do not strictly need a known
model of the environment as we can instead learn by interacting with
it.

2.1.1 Agent and Environment
A typical description of an RL problem is to imagine an agent that is
able to take actions in an environment. For example, the agent could
be a chess player and the environment a chess board, where the chess
player is to decide upon a move (or action). When a state along with an
action is given to the environment, the environment acts as a function
that transforms this state and action into a new state along with an
immediate reward. It is then known how good this new state-action
pair is based on how high the reward that was received. This can be
illustrated with the image below.

Figure 2.1: Image to illustrate reinforcement learning feedback. The
subscript t denotes a specific time step, and t+ 1 denotes the next.

2.2 Markov Decision Processes

In reinforcement learning the environment is often modelled as a Markov
Decision Process (MDP), which is a mathematical framework for mod-
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eling situations where decision making is of primary concern. The
process is described by a tuple < S,A, P,R, � >, where

• S - A finite set of states, which is the whole space that the propul-
sion system can operate within. In our case, this means state is
described by the vector

[Ec, RPM, , P c1, P c2, P c3, P c4, VA, ✓],

where the elements in the vector are introduced in chapter 1.1.

• A - A finite set of actions, which are the changes in the state pa-
rameters that can be made at a time step �t that lead to a new
state. Equations in eq. 3.2 show the sizes of changes that can be
made for the variables [Ec, RPM, ], and thus an action is de-
fined to be a change in one or more of the states [Ec, RPM, ] by
either increasing or decreasing the state by this amount. A new
state can also be the same state, meaning that an action can be to
keep one or more of the three forementioned states unchanged.

• P - Probability that action at at state st will lead to state s
0 where

s
0 = st+1 is the next state, meaning that Pa(s, s0) = P (st+1 =
snext|st = s, at = a), and P : S ⇥ A⇥ S ! [0, 1]. As our system is
seen as deterministic, we have that Pa(s, s0) = 1 8 s.

• R - Immediate or expected reward for the state-action pair, at
time t. This means that we assign a direct value to how good
a state is, where R is of size R : S ⇥ A. In our case, only an
immediate reward of 1 is given at goal states.

• � - Discount factor. One assigns value to future rewards by in-
troducing a discount factor, � : 0  �  1. By multiplying the
discount factor with the immediate reward of future states ac-
cording to

V (s) =
1X

k=0

�
k
Rt+k,

where V (s) is a total value for a state. One can assign immediate
value to by knowing that there are future rewards to come, where
k is the number of steps away from that future reward. It is easy
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to see that the further away a state is from the current one, the
less reward it will be assigned (as � < 1). In our case as only
immediate rewards are given for goal states, we know that each
state that is not a goal state will have a fraction of the immediate
goal value depending on far away it is from a goal.

The solution to an MPD is a policy, a function ⇡(S), which is a map-
ping from a state space to an action space, ⇡ : S ! A. Often one wants
the best solution, meaning the optimal policy. Formally the optimal
policy can be written as

⇡
⇤(s) = max

a2A
V

⇤(s, a), (2.1)

where V
⇤(s) is an optimal value function for each state-action pair.

Once a converged policy is found, an action is fixed for each state.
However, we have to define a goal such that we can know what we
want to reach. This can be understood with an easy example, thus
consider figure 2.3 below.

Figure 2.2: Image to illustrate an MDP problem

Figure 2.3 is an image of an example problem. Here, the state space
is a vector containing each available square, and the action space a
vector containing our options: to move either up, down, left or right.
The black filled squares are invalid regions, hence squares in our state
space that the agent cannot be in. Our goal is to get from the "START"
square to the green square as fast as possible. The solution is the policy
that defines an action for each state, illustrated in figure 2.2.
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Figure 2.3: Image to illustrate an MDP problem with solution

Now, if the state transition probabilities or rewards are unknown,
the MDP is valid as a reinforcement learning problem. In our case with
the propulsion system, we do not have a perfect model of the system,
and must instead approximate rewards, meaning we are dealing with
a problem suited for RL.

2.3 Q-learning

Q-learning is a model-free reinforcement learning technique with the
goal of finding a policy ⇡*(s) to solve any finite MDP. It has been
proven that Q-learning does converge towards the optimal solution,
where a simple proof can be seen in [8]. The policy ⇡(s) is given as

⇡(s) = max
a2A

Q(s, a), (2.2)

where the optimal policy, often denoted ⇡
⇤(s), is seen as found

when the optimal Q function is found. The Q function is a function
mapping a state and an action to a single value, by the following for-
mula

Q(s, a) = R(s, a) + �max
b2A

Q(s0(s, a), b), 8s, a (2.3)

where b is another action. The equation above is the famous Bell-
man equation for a Markov Decision Process with the Q function. This
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is the basic idea behind many (model-free) reinforcement learning al-
gorithms. In an iterative way, the Q function approaches convergence
by in this case adding the discounted best found next reward. The full
Q-learning algorithm is shown below.

Algorithm 1 Q-learning with ✏-Greedy exploration
1: Initialize matrix Q
2: for episode = 1 : M do

3: select random state s

4: while goal has not been reached do

5: With probability ✏ select random action a
6: otherwise select maxa2A Q(s, a)
7: Using this action, consider going to the next state s

0

8: Observe reward R(s, a)
9: Q(s, a) = Q(s, a) + ↵(R(s, a) + �maxb2A Q(s0, b)�Q(s, a))

10: Set s = s
0

11: end while

12: end for

As can be seen, the Q-learning algorithm iterates over the state
space with a random initial state (line 3), and then uses an algorithm
named Epsilon-greedy (lines 5-6) to decide whether to focus on ex-
ploration of the state space, or exploitation of known results. Next, we
emulate the action and observe its reward (lines 7-8). Then in line 9, we
update the Q value using the Bellman equation as introduced above.
Finally we update the state, and in this way traverse in the state space
for M different starting points.

The following algorithm demonstrates how the policy is used to
find the objective state.

Algorithm 2 Q-learning utilization
1: Select initial state s
2: while goal state has not been reached do

3: From state s, find the action a with the highest Q value.
4: Use action a to obtain next state s

0

5: Set s = s
0

6: end while

A hard problem within RL is to decide upon optimal actions such
that we know whether to explore or exploit. As mentioned above,
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we here use an exploration method called epsilon-Greedy. This explo-
ration versus exploitation probability is determined on a variable ✏ that
we choose. Often a good strategy is to start with a high epsilon that
decays as we learn, thus focusing exploration in the beginning of the
learning, and then exploitation in the end. Of course, there are other
exploration methods, but good to know is that Q-learning is explo-
ration insensitive, meaning that whatever exploration policy we fol-
low, we will converge to the optimal solution given that we visit each
state-action pair enough times.

As mentioned, Q-learning is a model-free algorithm. In this case
we are modeling the propulsion system as a finite MDP, where the re-
ward is not known, but observed at each iteration, as it is correspond-
ing to the state via the black-box model used of the propulsion system.
Thus, we are able to use a model-free approach to this scenario.

Q-learning has two drawbacks that are looked upon in this the-
sis. Firstly, the convergence rate is known to be sub-optimal (2.7). This
presents a problem if a ship faces a new scenario that is not pre-trained.
In order to speed up the convergence, there are improvements of Q-
learning, one being Speedy Q-learning ([1]), short SQL, which can be
read about in section 3. Secondly, Q-learning is known to perform
poorly in some stochastic environments, as explained in [5], which is
caused by over-estimations of the action values in the Q-learning up-
date. This problem can be addressed by introducing another estimator,
as is done in [5]. This new algorithm is called Double Q-learning, and
can be read about in 2.5.

Another drawback with standard Q-learning is its limitation to a
finite state space. The idea is to approximate the Q value using a func-
tion approximator. Naturally neural networks (A) comes to mind, as
they have proven highly successful in pattern recognition (described
in [11]). This method was in 2014 used by Google Deepmind [9] to
great success in finding an optimal policy for Atari games. A problem
with Deep Q-learning (DQN) is that it has historically been very hard
to reach convergence in the neural network represented function Q.
This instability is due to the fact that small changes to Q might drasti-
cally change the policy and thus actions. A solution to this problem is
to introduce a technique called "experience replay". The idea of expe-
rience replay is to store the agent’s experiences in a small buffer, and
running the DQN on random states from this buffer. This idea can also
be extended to the action space. In this project however, the state nor
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action space are not large enough to need the use of these space exten-
sions, as by these extensions we loose the convergence guarantee that
traditional Q-learning offers.

2.4 Speedy Q-learning

Speedy Q-learning is a reinforcement learning algorithm which im-
proves on existing RL algorithms such as Q-learning. It has been shown
([1]) that the algorithm has a high probability to converge faster than
the standard Q-learning algorithm. In this project a synchronous ver-
sion of the algorithm was implemented, although the algorithm is also
able in an asynchronous format. The algorithm is found below.

Algorithm 3 Synchronous Speedy Q-learning
1: Initialize Q0

2: Q�1 = Q0

3: for k = 0, 1, 2, 3, ...,M � 1 do

4: ↵k =
1

k+1

5: for each (s, a) 2 Z do

6: Generate the next state sample yk ⇠ P (·|s, a)
7: TkQk�1(s, a) = R(s, a) + �maxa2A Qk�1(yk)
8: TkQk(s, a) = R(s, a) + �maxa2A Qk(yk)
9: Qk+1(s, a) = Qk(s, a) + ↵k(TkQk�1(s, a) � Qk(s, a)) + (1 �
↵k)(TkQk(s, a)� TkQk�1(s, a))

10: end for

11: end for

As can be seen from the algorithm, there are a few differences be-
tween SQL and standard Q-learning. First of all one must understand
the newly used operator TkQk(s, a) = R(s, a) + �maxa2A Qk(yk). This
operator is used a lot within the original SQL paper, as the function is
often used when deriving the convergence rate, thus I keep it here as
well. Moreover, it should be noted that in the general algorithm line 6
tells us to "Generate the next state sample yk ⇠ P (·|s, a)", which in our
deterministic case simply means to get s0 from s and a.

To understand why this algorithm is faster, let’s begin by looking
at the original Q-learning update rule:

Qk+1(s, a) = Qk(s, a) + ↵k(TkQk(s, a)�Qk(s, a)).
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This equation can be rewritten as:

Qk+1(s, a) = Qk(s, a)+↵k(TkQk�1(s, a)�Qk(s, a))+↵k(TkQk(s, a)�TkQk�1(s, a)).
(2.4)

While regular Q-learning now uses the same ↵k for both the two
last terms in equation 2.4, SQL uses a learning rate 1� ↵k = k/(k + 1)
for the second term. It is easy to see that TkQk(x, a) � TkQk�1(x, a)
approaches zero as Q is converging. Thus using the smaller learning
rate ↵k as standard Q-learning does, is likely to be too conservative to
be optimal. By using this larger learning rate for this term it stays rele-
vant for longer, and is thought to be the reason as to why the algorithm
converges faster.

In this synchronous version we are not using an exploration algo-
rithm, but are instead at each iteration testing each state action pair
combination.

2.5 Double Q-learning

Double Q-learning is another improvement to the standard Q-learning,
which aims to counter the fact that the max function in Q-learning
tends to overestimate values. This was first investigated by Thrun
and Schwartz ([15]), where they showed that if the action values are
affected by uniformly distributed random errors in an interval [�✏, ✏],
then each update will be overestimated by �✏m+1

m�1 , where m is the num-
ber of actions available. The algorithm is stated below.

As can be seen there are again a few differences. The major one
being that the algorithm, as the name suggests, uses two estimators,
Q

A and Q
B, meanwhile standard Q-learning uses a single estimator Q.

So, instead of using Q
A(s, a⇤) = maxa2A Q

A(s0, a) as regular Q-learning
does, DQL instead uses Q

A(s, a⇤) = maxa2A Q
B(s0, a), and vice versa

for Q
B. This means that we update the Q functions with estimators

that are trained on the same problem, but with a different set of expe-
riences, which can be seen as using an unbiased estimate to approx-
imate the value of the state-action pair, essentially decorrelating the
data. The algorithm used here still uses ✏-Greedy as exploration policy
as in standard Q-learning (algorithm 1).



CHAPTER 2. REINFORCEMENT LEARNING 15

Algorithm 4 Double Q-learning with ✏-Greedy exploration
1: Initialize matrix Q

A
, Q

B

2: for episode = 1 : M do

3: select random state s
4: while goal has not been reached do

5: Choose a, based on Q
A(s, ·) and Q

B(s, ·), observe r, snext

6: Choose (randomly) either UPDATE(A) or UPDATE(B)
7: if UPDATE(A) then

8: Define a
⇤ = maxa2A Q

A(s0, a)
9: Q

A(s, a)  Q
A(s, a) + ↵(R(s, a) + �maxa QB(s0, a⇤) �

Q
A(s, a))

10: else if UPDATE(B) then

11: Define b
⇤ = maxa2A Q

B(s0, a)
12: Q

B(s, a)  Q
B(s, a) + ↵(R(s, a) + �maxa QA(s0, b⇤) �

Q
B(s, a))

13: end if

14: end while

15: end for

2.6 Measuring Learning

Once one have trained a policy that can be seen as optimal, one can re-
train and compare a current policy to the optimal one at each time step,
and in this way illustrate learning progress. The following equation is
a way to measure the error between two policies,

error =
X

i,j

|Qi,j �Q
⇤
i,j|, (2.5)

and tells us the total difference between the current and the optimal
policy. The error can also be measured with an infinity norm:

error = ||Q�Q
⇤
||1. (2.6)

where the infinity norm is given as ||Q � Q
⇤
||1 = sup {|Q�Q

⇤
|},

meaning the largest of all differences between the elements in the cur-
rent policy and the optimal policy to compare with.
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2.7 A comparison of Convergence Rates be-
tween Q-learning, SQL and DQL

The convergence rate is a rate that determines how fast a sequence
approaches its limit. In our case, it determines how fast the agent ap-
proaches the optimal policy. The following paragraphs talk about the
convergence rates for the three different algorithms implemented.

Szepesvári ([14]) has shown the asymptotic convergence rate for
Q-learning to have an exponential dependency of 1� � when �  1/2,
meaningO(1/t1��), and O(

p
log log t/t) otherwise. This is under the

condition that the state-action pairs are drawn from a fixed probability
distribution. As our case revolves around a deterministic system, this
applies for us.

Even-Dar and Mansour explores the finite time behaviour for dif-
ferent time scales. They show that by using a polynomial learning rate
↵k = 1/(k + 1)!, 0.5 < ! < 1, where k is the kth episode, Q-learning
achieves ✏-optimal performance with the optimized bound on the con-
vergence rate to be O(�5

/✏
2.5) when � ⇡ 1.

Azar et al. shows that the SQL algorithm is guaranteed to have
an upper bound for the convergence rate to achieve ✏-optimal perfor-
mance of O(�4

/✏
2). Thus SQL convergenes significantly faster than

Q-learning for large values of � (when � close to 1).
Rather than improving convergence speed, DQL focuses on im-

proving the robustness of standard Q-learning. Thus there is no im-
provement in the convergence rate in this algorithm when using a ta-
ble version of the Q function, but can rather expect a slower conver-
gence as we now train two agents.

2.8 Choice of Methodology

Within the area of reinforcement learning, Q-learning was chosen as
the main method for this project. This is due to its robustness in the
sense that it is a model-free and exploration-insensitive algorithm, that
is also able to handle stochastic transitions and rewards, meaning that
waves and currents, or measuring faults should pose no problem. Al-
though the system is deterministic, we still model stochastic noise in
the observed states Pc1 � Pc4, which means that Q-learning makes
sense. As mentioned, there are a several extensions to Q-learning that
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extend both the state- and action-space from discrete to continuous
spaces, as well as extensions that improve the convergence rate and
extensions that further improve learning robustness. Regarding space
extensions, there was not enough incentive in this problem to imple-
ment such algorithms, as neither the state- nor the action-space were
too large to handle. When doing these extensions, less convergence
guarantees can be made as the approximator easily falls into local ex-
tremas, which could be a problem if the ship faces a new scenario.



Chapter 3

Implementation

This chapter aims to educate the reader about the specifics needed to
understand how the propulsion system is viewed as an unknown fi-
nite MDP, and how Q-learning as well as SQL are implemented. Some
information here is repeated in order to thoroughly explain methodol-
ogy.

3.1 The Propulsion System as an MDP

As mentioned in the background1.1, the state is described by a vector:

[Ec, RPM, , P c1, P c2, P c3, P c4, VA, ✓]

In this state, the three input state variables [Ec, RPM, ] were bound
by the following boundaries. Whenever the agent traverses outside
these boundaries, it is seen as out of bounds and terminal state is
reached.

B1  Ec  B2,

B3  RPM  B4,

B5    B6.
(3.1)

The boundaries on the state variables [Pc1, P c2, P c3, P c4] are mostly
unknown. In chapter 4 a minor study regarding the analytic model is
shown, that showcases the complexity of the model.

18
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As introduced in the background, the action-space is given by the
options to increase, to decrease or to let be an input variable, by the
magnitudes given in equation 3.2, also seen below:

�max,Ec ⇡ 0.1429

�max,RPM ⇡ 2.8571 [1/60Hz]

�max, ⇡ 1.1429 [deg]

(3.2)

The approximate signs in the equations are represented with equal
signs from hereon-after. This means that the number of possible ac-
tions at each time step is 33 = 27. As an example, this means that an
evolution to a new state could be

s
0 = s+ a = [Ec,ref , RPMref , ref ] + [�max,Ec , 0,��max, ],

where s = [Ec,ref , RPMref , ref ] and a = [�max,Ec , 0,��max, ] are
randomly taken for the purpose of explanation.

The state-space is discretized into a number of dimensions. This
space is discretized in a size such that an increase or decrease of a vari-
able (hence an action) leaves the agent in another state; thus matching
the state-space to the action sizes. This means that we end up with a
state-space of 153 = 3375 different available states.

The reward function is defined similarly for all three sub-problems,
but with the goals state being different depending on the problem at
hand. We define the immediate reward to give �1 for each action
taken, with the idea that the maximized reward is then the path with
the least steps moved to goal. Another idea of a reward function was to
use the immediate reward of 0 at all states other than the goal states,
which gives the immediate reward equal to 1. This latter type of re-
ward function is called a sparse reward function.

For the different sub-problems described in section 1.2, values for
the references needs to be specified. Here Pc1,ref = 0.7 is used in sub-
problem 1. Pc2,ref = 70 and Pc1,ref = 0.4 is used in sub-problem 2. In
sub-problem 3 Pc3,ref = 30 and � = 5 was used.

At some states the agent finds several paths that all lead to a goal
state in the same amount of steps, which means that these actions will
give the same reward. In this case, it is defined that the agent uses
the action that gives the best known output, even though it might be a
local maxima that the agent passes through to reach a goal state.
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3.2 Q-learning, SQL and DQL Specifics

In all of the three algorithms, the agent learns a Q-matrix that maps an
action-state pair to a Q value. Reformulated, this means that each state
has a value for each action. Thus, the number of cells contained in the
Q-matrix will be 153 ⇥ 27 = 91125.

In the second problem where we want to maximize the thrust in the
x-direction while Pc1 is larger than 0.4, the reward function is defined
to be 0 where Pc1 is less than 0.4, and the goal state iteration stopping
is removed, such that we instead iterate up to a maximum number of
iterations in each episode. This maximum number of iterations has to
be larger than the discretized step length (N).

3.2.1 Hyperparameter selection
There are a few parameters that need be specified. First of all, the
discount factor, �, which determines the value of future rewards. We
want to have a high � as we mostly care about end state rather than
the cost of getting there. Therefore a high � = 0.9 is used. Secondly
we wish to decide the learning rate, ↵, which determines how much
we believe in new values in each iteration. The main idea with the
learning rate is for the agent to be able to average out stochastic effects.
When no noise is present, an ↵ = 1 is used as we have a deterministic
system and believe in the new values fully. However with noise in
rewards, an ↵ = 0.2 is used. Next, we must provide parameters for
our exploration policy ✏-Greedy in Q-learning. An initial exploration
of ✏ = 1 is used, that ultimately drops to a final exploration of ✏ = 0.3
through a slow exploration decay.

The values described here are most likely not optimal, and found
using an informal trial and error search. A table summarizing these
hyperparameters can be found in appendix A.



Chapter 4

Prior Art on System Modeling

This chapter provides an overview of previous work done on this sys-
tem within the area of modeling the input/output relationship as de-
scribed in figure 1.1. The work in this chapter is underlying models
described in this chapter are previously created by ABB.

4.1 Input/Output Modeling

As mentioned in the Ethics page, the system description is very light
due to copyrighting concerns. All that need be known for this thesis
are really the state variables, which are required to model the system.
Therefore, no more information will be given regarding the system.
When modeling our system as an MDP where the system outputs is
of great concern, we need to be able to observe these outputs based on
the inputs. Previous work conducted at ABB within this propulsion
system has left us with a several different approaches to model the
input/output relations. The following subsections will further explain
previous work and the conclusions drawn from it.

4.1.1 Analytic Model
As mentioned in the introduction, an analytic model for the propul-
sion system has been developed. This model however, is not as precise
as one would wish. Moreover, it contains discontinuities in certain re-
gions. These problems in the model arise from relations between the
vessel advance speed and forces in longitudinal and lateral directions
in relation to the vessel. To get an understanding of the system be-
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haviour as a static model, these regions are specified by looking at
multiple surface plots of different inputs illustrating Pc1. As we have
three inputs, surface plots can be found by keeping one input con-
stant, allowing us to plot the outputs as 3D graphs depending on two
inputs. The results from these surface plots showed that the output
graphs have vastly different behaviours depending on the inputs. An
example of a plot like this is the following picture.

Figure 4.1: Pc1 output surface plot with constant eccentricity Ec =
5.1121.

From image 4.1 above, we see that Pc1 has singularities at certain
regions. This is due to the fact that Pc1. Experiments with this model
concluded that the yaw angle  has a large impact on all of the outputs
and is generally the variable that makes the values fluctuate heavily.
Moreover, we realize from the Pc1 plot that multiple inputs can corre-
spond to the same Pc1. In relation to our thesis this means that when
using this analytic model to observe the outputs we are having several
goal states.

4.1.2 Model using Curve Fitting Regression
Alongside the work with the analytic model, another attempt was to
use simple curve fitting tools in Matlab to model the system. The
method was to use a data set gathered with a smaller prototype of the
propulsion system, with the idea that that if the system could modeled
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with a good performance using this prototype, it is likely to be mod-
eled with a similar performance in with a real scale on the system. The
fitting methods used was linear and cubic interpolation. The data set
used was very small, consisting of 25 points.

4.1.3 Model using Neural Networks
Next, ABB tried to use Neural Networks to model the system, based
on the same data set of 25 points. It is well known that neural networks
need lots of training data to perform well, and thus one cannot expect
this model to achieve a very high performance. Nonetheless, following
three NN structures were tested: [10], [5, 10] and [10, 5], with dimension
of the vector describing number of hidden layers, and each element
describing the number of neurons in each layer. The following picture
is the best achieved (of the three models tested) performance plot of
the neural network trained on the small but real data set.

Figure 4.2: Performance plot of Neural Network model with 1 hidden
layer and 10 neurons.

Figure 4.2 is made with Matlab’s Neural Network Toolbox, which
trains the data using Levenberg-Marquardt backpropagation. The data
is divided into a training set, a testing set, and a validation set. The
model is first trained on the training set. Next, one selects the best ap-
proach by using the model on the validation data. Lastly, one tests the



24 CHAPTER 4. PRIOR ART ON SYSTEM MODELING

model accuracy with the test data.

4.2 Model Selection

At this point the propulsion system is most accurately described by the
analytic model. This is not a surprise, as a lot more effort has been put
into this model than the others. For this reason, in this thesis the out-
put states are observed using the model described in 4.1.1. However, a
plan for the future is to replace the model with another approximation
based on data which is believed to be able to describe the system even
more accurately. Recent advances in training of deep neural networks
([11], [2], [13]) has shown that Neural Networks are great approxima-
tors for highly structured data. Therefore the option to observe the
states [Pc1, P c2, P c3, P c4] using another model is implemented in the
code to provide easier code usage for ABB in the future.



Chapter 5

Related Work

This chapter presents an overview in chronological order of previ-
ous work conducted with similar reinforcement learning methods as
is used in this thesis. The applicability of the results achieved in the
work presented here is then discussed with our problems in mind. No
similar

Rummery and Niranjan, 1994 ([10]), In "On-Line Q-Learning Using
Connectionist Systems" where a version of Q-learning which was here
called Modified Connectionist Q-Learning (MCQ-L), but later recieved
the alternative name SARSA. SARSA stands for State-Action-Reward-
State-Action, and is an algorithm related to Q-learning. The differ-
ence lies in the update rule, which is in SARSA given as Qt+1(sr, at) =
Qt(st, at)+↵(rt + �Qt(st+1, at+1)�Qt(st, at)). In relation to Q-learning,
we here realize that the max-operator is replaced by current estimate
of the value of the next action according the exploration policy. This
means that SARSA will be more conservative as it will find potential
dangers and avoid them, meanwhile Q-learning won’t care and ex-
plore fully. Since we are only simulating, this is no problem. However
if we were to learn using a real physical prototype, SARSA might have
been the better option.

Crites and Barto, 1996 ([3]), In "Improving Elevator Performance
Using Reinforcement Learning". Showed the power of RL techniques
on improving elevator performance. The particular elevator system
that is examined is a simulated 10 floor building with 4 elevators. Pas-
sengers arrive at each floor according to a Poisson distribution, which
makes the problem very stochastic. The system have dynamics that are
approximated with a few variables: floor time, stop time, turn time,
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load time, and capacity. This large state space is thought of as contin-
uous. The optimal policy is unknown, but performance is measured
and compared to best known heuristic algorithms, and scored better.
This

Szepesvári, 1997 ([14]), In "The Asymptotic Convergence-Rate of
Q-learning" where it is showed that for "discounted MDPs with dis-
count factor � > 1/2 the asymptotic rate of convergence of Q-learning
is O(1/tR(1��)) if R(1 � �) < 1/2 and O(

p
log log t/t) otherwise pro-

vided that the state-action pairs are sampled from a fixed probability
distribution". In this case R is defined to be a ratio between the min-
imum and maximum state-action occupation frequencies. This result
acts as an upper bound for the convergence rate of lookup-table based
Q-learning algorithms, which is what we are using in this project.

Kearns and Singh, 1999 ([6]), In "Finite-sample convergence rates
for Q-learning and indirect algorithms" where two issues within RL lit-
erature are addressed. As they write: "First, what kind of performance
guarantees can be made for Q-learning after only a finite number of ac-
tions? Second, what quantitative comparisons can be made between
Q-learning and model-based (indirect) approaches, which use expe-
rience to estimate next-state distributions for offline value iteration?".
The first issue the address is very interesting to us, and might be rele-
vant if a ship faces a new scenario and is in need of a policy as fast as
possible.

Smart and Kaelbling, 2002 ([12]), In "Effective Reinforcement Learn-
ing for Mobile Robots" where RL is used to learn robots how to per-
form specific tasks. For this they use Q-learning with a sparse reward
function. They split up the learning into two phases, one that is con-
trolled and one where the agent freely roams the state space. The point
is to find reward giving states in the first learning phase, so that the
agent in the second learning phase is able to find these state easier,
making sure that learning will not stall. The methodology used in this
paper is very similar to what is used in this thesis; Q-learning with a
sparse reward function for a deterministic system.

Hasselt, 2010 ([5]), In "Double Q-learning" where a novel algorithm
called "Double Q-learning" is introduced. The idea is to address the is-
sue that in some stochastic environments regular Q-learning performs
very poorly, due to overestimation of action values. By using two
action-value functions that together work to conclude a value for the
next state. More precisely, to determine the the value of the next state,
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we use the first action-value function to find the best action, and the
second to determine the value of this action. This use of action se-
lection and value estimation is then alternated. The end result of the
paper is then that this new algorithm performs better in some settings
where the regular Q-learning algorithm performs badly. In relation
to this thesis, this algorithm could be very relevant if we extend the
problem from deterministic to stochastic.

Azar et al., 2011 ([1]), In "Speedy Q-learning" where the problem
of slow convergence in Q-learning is addressed. This problem is es-
pecially present when the discount factor is close to one, which has
been shown in [4] and [14]. They develop an algorithm which they
call Speedy Q-learning, or SQL, which they prove has a better con-
vergence rate and compare the algorithm to Q-learning, model-based
Q-value iteration and model-free Q-value iteration in three different
terms of complexities. This algorithm can be very useful for us if the
ship faces a new scenario and needs to learn a new policy as fast as
possible.

Mnih et al., 2015 ([9]), In "Human-level control through deep rein-
forcement learning" where a novel algorithm called Deep Q-learning
(DQN) is developed and tested. This algorithm is used to learn poli-
cies on 49 different Atari games, and is able to achieve a level compa-
rable to that of a professional human games tester. Deep Q-learning is
Q-learning that has the Q function approximated with a Neural Net-
work to be able to cover larger and continuous state spaces. This has
previously been hard to achieve but due to recent advances in learn-
ing of deep neural networks this paper was possible. If our state space
were to be a lot larger, then this algorithm would be the main choice.

Lillicrap et al., 2015 ([7]), In "Continuous control with deep rein-
forcement learning" where the successes of DQN is extended using
an actor-critic approach to now extend the action space to larger and
continuous spaces. This is done by approximating the action-value
function with another neural network. This is relevant for many tasks
for physical systems, where an action-value often is continuous. The
algorithm is then tested on different environments and excels without
hyperparameter changes. This algorithm would be the main choice if
our problem came with a continuous action space.

Wei et al., 2017 ([16]), In "Discrete-Time Deterministic Q-Learning:
A Novel Convergence Analysis" a novel discrete-time deterministic
Q-learning algorithm is developed. The new implementation lies in
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how their Q function is updated for all the state and control spaces in
every iteration, instead of updating Q for a single state. Moreover, a
new convergence criterion is established which guarantees that the Q
function converges. This convergence rate improvement could very
interesting to this project.



Chapter 6

Experiments and Results

This chapter aims to introduce the reader to the experiments that was
conducted as well as the results from these experiments.

6.1 Experiments

Experiments number 1-7 aims to test the policies learned from the dif-
ferent algorithms. The results in section 6.2 are graphs that test the pol-
icy from a random state, where the y-axis is to illustrate the progress
towards the goal, and the x-axis the number of steps to get there. At
each step are the three states that we can modify, (Ec, RPM, ), and in
this way one can implicitly understand the actions taken at each state.
In these results noise, as described in equations 1.2, was present. The
hyperparameters used can be found in A. The policies used in section
6.2 are seen as optimal, and was acquired from Q-learning, SQL and
DQL. Normalized, the policies from Q learning and Speedy Q-learning
had very little difference when used in experiments. The policies ob-
tained from double Q-learning on the other hand did not achieve as
great results, with clearly wrong policies. It is not clear why this is,
but possibly due to too little training time. The policies shown in
these experiments are all from Speedy Q-learning, where the standard
Q-learning algorithm achieved the same path choices in these exper-
iments. When training, the agents were trained for approximately 40
hours using a computer provided by ABB. As many test runs were re-
quired to debug etc, to train for longer was not something that was not
preferred. These 40 hours meant around 100, 000 � 110, 000 episodes.
If one episode consists of an average around 7 steps in the state-action
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space, we visit each state around

steps in episode ⇤ episodes
numberofpossiblestates

=
10 ⇤ 105, 000

91125
⇡ 11.5.

These bold calculations can give a rough estimate of how well the
agent is trained. Preferably you would want to visit each state more
times than this.

In section 6.3 experiments are made to test the convergence com-
pared to an optimal solution plotted against approximate number of
times that each state has been visited. In this way, one can see when
an estimate of when desirable performance is achieved. To compare
the current policy to an optimal one, the agent’s current policy is nor-
malized and subtracted by the normalized optimal policy. The experi-
ment in this section is conducted on a smaller problem to reduce train-
ing time. This was done as the experiments otherwise were to large
to compare in my time frame. In this experiment a solution was first
obtained with standard Q-learning, training for approximately 75, 000
episodes. In a similar manner as previously, this means that we visit
each state around 206 times. The policy from this run will from hereon-
forwards be referred to as the goal-policy. The three different algo-
rithms are then trained, and at the end of each episode, one compares
the current policy to the pre-trained goal-policy. As explained in chap-
ter 2.6, one can compare this in different ways. In this experiment the
policies are compared the with an error calculated as

error =
X

i,j

|Qi,j �Q
⇤
i,j|. (6.1)

An experiment on the full scenario is a great future work topic.

6.2 Policy Results

6.2.1 Problem 1
The following picture shows results of how the states are traversed and
the corresponding Pc1 value (y-axis) at each step (x-axis). As described
in section 6.1, at each step (point in x-axis) a vector (Ec, RPM, ) is
shown that implicitly shows the actions taken as we reach goal. The
title "Pc1 path values with states" try to describe this process. The ini-
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tial state variables (Ec = 5, RPM = 140, = 8) was randomized from
the state space.

1 2 3 4 5 6 7 8
steps

-1

-0.8

-0.6

-0.4

-0.2

0

0.2

0.4

0.6

0.8

Pc
1

Pc1 path values with states

(5, 140, 8)
(5, 140, 6.8571)

(5, 137.1429, 5.7143)

(4.8571, 137.1429, 4.5714)

(4.7143, 134.2857, 3.4286)

(4.5714, 131.4286, 2.2857)

(4.4286, 128.5714, 1.1429)

(4.2857, 125.7143, 0)

Figure 6.1: Experiment 1: Pc1 values when following policy learned.
The values in the brackets correspond to a state (Ec, RPM,  ).

The policy used in the figure above is seen as optimal and was de-
rived from Q-learning using ✏-Greedy exploration. The same policy
was found using SQL and DQL. As can be seen the agent manages to
fulfill the goal sub-problem 1 in a total of 8 steps in this case, where we
know that the maximum number of steps that ever need be taken in
our case is 14, as the discretization of the state space can be imagined
as a square with 153 cells where diagonal steps are allowed.

The following figure (6.2) is another example of the same policy
being used but from another initial state.
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(3.7142, 102.8571, -3.4286)

(3.5714, 105.7143, -2.2857)

(3.4285, 108.5714, -1.1429)

(3.2857, 111.4286, 0)

Figure 6.2: Experiment 2: Pc1 values when following policy learned.
The values in the brackets correspond to a state (Ec, RPM,  ).

From these two figures above we see that, after a few steps the tar-
get Pc1 is reached. By looking at the state changes the policy seems
good, as the agent heads straight for a goal is knows of. Interesting
is to notice that at some steps the Pc1 temporarily drops. It is from
prior art (chapter 4) known that this will be the case, as the surface
plot 4.1 contains a lot of local max/minimas. It is also from chapter 4
known that the third changeable state  very much affects the observ-
able states Pc1 � Pc4. To make further analysis, ABB wished to see if
the policy would lead towards steadily improving (increasing) the Pc1

value after each action if the initial state contained  = 0. The follow-
ing picture shows the results of finding an Pc1 > 0.7 with an initial
state of (Ec = 5, RPM = 140, = 0).
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Figure 6.3: Experiment 3: Pc1 values when following policy learned
by Q-learning. The values in the brackets correspond to a state (Ec,
RPM,  ).

6.2.2 Problem 2
In the same manner as in subsection 6.2.1, the aim of this section is
to test a policy learned for sub-problem 2 and by experiment see if it
is deemed optimal. The figures are set up in the same way, with the
x-axis being steps taken to reach goal, and the y-axis now being Pc2.
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Figure 6.4: Experiment 4: Pc2 values when following policy learned
by Q-learning. The values in the brackets correspond to a state (Ec,
RPM,  ), and above the state’s Pc1 value.
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Figure 6.5: Experiment 5: Pc2 values when following policy learned
by Q-learning. The values in the brackets correspond to a state (Ec,
RPM,  ), and above the state’s Pc1 value.

6.2.3 Problem 3
Again, this subsection aims to test a policy learned, now for sub-problem
3. The x-axis is again the number of steps, while the y-axis now is the
absolute difference between a reference value and Pc3, as seen in sub-
problem 2.
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Figure 6.6: Experiment 6: |Pc3�Pc3,ref | values when following policy
learned by Q-learning. The values in the brackets correspond to a state
(Ec, RPM,  ).
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6.3 Convergence Rate Results

The following three graphs show the training results as compared to
a pre-trained optimal solution. The x-axis is the approximate number
of times that each state has been visited. This is calculated by know-
ing the number of episodes trained, the average number of state-action
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pairs visited in each episode, as well as the total number of state-action
pairs (done in section 6.1). The y-axis is the error, which will here be
measured as in equation 6.1 (error =

P
i,j |Qi,j � Q

⇤
i,j|). This experi-

ment was conducted on a smaller state space in order to make exper-
iments faster to conduct. The aim of the graph is to show the conver-
gence speeds in relation to each other. Each algorithm had its current
policy compared to a policy that is seen as the goal-policy. This goal-
policy was found using standard Q-learning with a training of 42700
episodes, meaning that each state is approximately visited around 200
times. Important to note is that before the comparison, both the current
policies and the optimal policy are normalized to [0, 1]. This ensures
that they compare fairly in the sense that the rewards are of different
magnitudes in SQL due to the fixed learning rate, although the policy
is the same.
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Figure 6.8: Exp. 8: Q-learning policy error versus number of times
visited each state-action pair. Error calculated as

P
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⇤
i,j|.
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Figure 6.9: Exp. 9: SQL policy error versus number of times visited
each state-action pair. Error calculated as
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As can be see, DQL did not perform well at all. The reason as to
why this is the case, is unknown at the time of writing. As of now I
believe that the most plausible explanation is that there is some coding
error within DQL, although I have looked through the code dozens of
times, yet can’t find a fault.



Chapter 7

Conclusions

This chapter aims to discuss conclusions from the work that is con-
ducted as well as to convey ideas that can be done as future work.

7.1 Discussion

The area of reinforcement learning was new new to me as well as to
ABB. Thus, a major challenge within this project ended up being to
find proper goals and methods for the project that was feasible.

In the end, the goal of this paper was to provide solutions to a sev-
eral operational problems of a newly developed propulsion system
using reinforcement learning. This is done with Q-learning, Speedy
Q-learning and Double Q-learning which learn Q functions in a tabu-
lar manner. The main idea was to use Q-learning, while the extension
SQL is used to acquire a faster convergence rate, and the extension
DQL to aqcuire more robust solutions. Q-learning and SQL ended
working as intended, while DQL did not. Same hyperparameters are
used to solve the three sub-problems with SQL having a different set
of hyperparameters as a synchronous version is implemented. These
hyperparameters are described in section 1.2 and found in appendix
A. The algorithms Q-learning and SQL algorithms provide solution
policies to all three sub-problems, and the policies found are seen as
trustworthy based on intuition from interpreting the policy tests found
in chapter 6. Moreover, from the convergence rate plots one can get an
idea of the training needed to achiece a certain performance for the
same problems but in a smaller scale.
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7.2 Future Work

There are a several things that can be done to further improve this
work. First of all, the learning experiment was as mentioned in chap-
ter 6.3 conducted on a smaller problem. The first thing one would
want to do is to perform the same experiment but on the original sized
problem. Moreover, Double Q-learning is now implemented with the
idea that it should be able to train a policy more robustly than stan-
dard Q-learning, yet is not working as intended. Thus, another great
option for future work is to look more into why the code of DQL is not
working.

Another point is that if a larger data set would at some point in
the future be available, it would be interesting to replace the analytic
model that is currently used, with a neural network that more accu-
rately describes the system. One could implement different kinds of
neural networks, such as Recurrent Neural Networks or Long-term
Short-term Neural Networks as they have proven good at approxi-
mating models where information is often sequential. Moreover, to
see this system as static is a big simplification. It would be interesting
to extend the problem to looking at the system with dynamics. With
data present one would be have the dynamics already within the data.

Another idea that was proposed for this thesis was to provide prepara-
tory aid for ABB when they are to collect data of the system perfor-
mances, by looking at what regions in this black-box analytic model
that are most relevant, i.e. regions of interest. This could for exam-
ple be done with an online algorithm by looking at |Pc1 � Pc1,max| <

✏ (10%). This would be relevant for ABB to limit time and costs when
testing the system, and as the current data set available is so small, one
might also presume that they want a larger data set acquired as fast as
possible.

Lastly, as we are essentially learning to control the propulsion sys-
tem, we can model the problems with control methods. It would be
very interesting to look at the problem formulations from a control
perspective, and perhaps do some comparisons if that has been con-
ducted at ABB previously, which very well might be the case.



Appendix A

Hyperparameter setup

The following table shows the setup of the hyperparameters used for
Q-learning and DQL.

Hyperparameter Value Description

discount factor 0.9 Discount factor to set future reward values in Q-learning
learning rate 1, 0.2 Learning rate used in the Q-learning, 1 without noise, 0.2 with noise
Ec discretization size 15 Dimension on state space for eccentricity
RPM discretization size 15 Dimension on state space for RPM
 discretization size 15 Dimension on state space for  
initial exploration 1 Initial ✏ value in ✏-Greedy exploration
final exploration 0.3 Final ✏ value in ✏-Greedy exploration

Table A.1: List of hyperparameters used in Q-learning and DQL. These
variables were found using trial and error, thus an informal search of
what seemed to work.

The following table shows the setup of the hyperparameters used
for Speedy Q-learning.

Hyperparameter Value Description

discount factor 0.9 Discount factor to set future reward values in Q-learning
Ec discretization size 15 Dimension on state space for eccentricity
RPM discretization size 15 Dimension on state space for RPM
 discretization size 15 Dimension on state space for  

Table A.2: List of hyperparameters used in SQL. These variables were
found using trial and error, thus an informal search of what seemed to
work.
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