
Autonomous and Cooperative Landings Using
Model Predictive Control

LINNEA PERSSON

Licentiate Thesis
Stockholm, Sweden, 2019



TRITA-EECS-AVL-2019:28
ISBN: 978-91-7873-141-1

KTH Royal Insitute of Technology
School of Electrical Engineering and Computer Science

Division of Decision and Control Systems
SE-100 44 Stockholm

SWEDEN

Akademisk avhandling som med tillst̊and av Kungliga Tekniska högskolan framlägges
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Abstract

Cooperation is increasingly being applied in the control of interconnected multi-agent
systems, and it introduces many benefits. In particular, cooperation can improve
the efficiency of many types of missions, and adds flexibility and robustness against
external disturbances or unknown obstacles. This thesis investigates cooperative
maneuvers for aerial vehicles autonomously landing on moving platforms, and how
to safely and robustly perform such landings on a real system subject to a variety of
disturbances and physical and computational constraints. Two specific examples are
considered: the landing of a fixed-wing drone on top of a moving ground carriage;
and the landing of a quadcopter on a boat. The maneuvers are executed in a
cooperative manner where both vehicles are allowed to take actions to reach their
common objective, while avoiding safety based spatial constraints. Applications
of such systems can be found in, for example, autonomous deliveries, emergency
landings, and search and rescue missions. Particular challenges of cooperative landing
maneuvers include the heterogeneous and nonlinear dynamics, the coupled control,
the sensitivity to disturbances, and the safety criticality of performing a high-velocity
landing maneuver.

The thesis suggests the design of a cooperative control algorithm for performing
autonomous and cooperative landings. The algorithm is based on model predictive
control, an optimization-based method where at every sampling instant a finite-
horizon optimal control problem is solved. The advantages of applying this control
method in this setting arise from its ability to include explicit dynamic equations,
constraints, and disturbances directly in the computation of the control inputs. It is
shown how the resulting optimization problem of the autonomous landing controller
can be decoupled into a horizontal and a vertical sub-problem, a finding which
significantly increases the efficiency of the algorithm. The algorithm is derived for
two different autonomous landing systems, which are subsequently implemented
in realistic simulations and on a drone for real-world flight tests. The results
demonstrate both that the controller is practically implementable on real systems
with computational limitations, and that the suggested controller can successfully be
used to perform the cooperative landing under the influence of external disturbances
and under the constraint of various safety requirements.





Sammanfattning

Samarbete tillämpas i allt högre utsträckning vid reglering av sammankopplade
multiagentsystem, vilket medför b̊ade ökad robusthet och flexibilitet mot yttre
störningar, samt att många typer av uppgifter kan utföras mer effektivt. Denna
licentiatavhandling behandlar kooperativa och autonoma landningar av drönare p̊a
mobila landingsplatformar, och undersöker hur s̊adana landningar kan implementeras
p̊a ett verkligt system som p̊averkas av externa störningar och som samtidigt arbetar
under fysiska och beräkningsmässiga begränsningar. Tv̊a exempel betraktas särskilt:
först landingen av ett autonomt flygplan p̊a en bil, därefter landning av en quadcopter
p̊a en b̊at. Landningarna utförs kooperativt, vilket innebär att b̊ada fordonen har
möjlighet att p̊averka systemet för att fullborda landningen. Denna typ av system
har applikationer bland annat inom autonoma leveranser, nödlandningar, samt
inom eftersöknings- och räddningsuppdrag. Forskningen motiveras av ett behov
av effektiva och säkra autonoma landingsmanövrar, för fordon med heterogen och
komplex dynamik som samtidigt m̊aste uppfylla en mängd säkerhetsvillkor.

I avhandlingen härleds kooperativa regleralgoritmer för landningsmanövern.
Reglermetoden som appliceras är modell-prediktiv reglerteknik, en optimerings-
baserad metod under vilken ett optimalt reglerproblem med ändlig horisont löses
varje samplingsperiod. Denna metod tillför här fördelar s̊asom explicit hantering
av systemdynamik, och direkt inkludering av störningshantering och bivillkor vid
beräkning av insignaler. P̊a s̊a sätt kan vi direkt i optimeringslösaren hantera säker-
hetsvillkor och externa störningar. Det visas även hur lösningstiden för optimeringen
kan effektiviseras genom att separera den horisontella och den vertikala dynamiken
till tv̊a subproblem som löses sekvensiellt. Algoritmen implementeras därefter för
tv̊a olika landingssystem, för att därefter tillämpas och utvärderas i realistiska
simuleringsmiljöer med olika typer av störningar, samt med flygtester p̊a en verklig
plattform. Resultaten visar dels att reglermetoden ger önskade resultat med avseende
b̊ade p̊a störningshantering och uppfyllande av bivillkor fr̊an säkerhetskrav, och
dels att algoritmen är praktiskt implementerbar även p̊a system med begränsad
beräkningskraft.
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Chapter 1

Introduction

Autonomy has been a prominent research and development field over the past
decades, providing us with technological advances in everything from transportation
and manufacturing to personal assistance and space exploration. The large interest in
autonomous systems is likely driven by the many benefits that it presents compared
to using a human operator, including increased safety, higher accuracy, and improved
efficiency.

Going forward, as more and more autonomous agents are expected to advance
from theory and experimental lab-environments to real applications, the ability to
interact safely with other autonomous agents becomes increasingly important. Not
only is cooperation necessary for safe interactions – the distributed, modular and
heterogeneous features of a cooperative system can improve both the flexibility and
the robustness of the system. By combining their operational skills, cooperating
agents are able to perform new types of tasks that a single agent is not capable of.

Examples of recent successful applications of cooperative systems are illustrated
in Figure 1.1. The first example shows three trucks driving in a platoon, using
autonomous driving to adjust the relative distance. This reduces the air-drag and
thus the total fuel consumption. The next example is of in-air refueling, where a
smaller aircraft approaches and connects to a larger aircraft. The smaller aircraft

Figure 1.1: Some examples of autonomous cooperative systems. From the left: Au-
tonomous platooning with Scania Trucks. Airbus performs the first autonomous aerial
refueling of a large airplane. A SpaceX Falcon 9 rocket landing on the autonomous
spaceport drone ship “Of Course I Still Love You”. Image credit: Scania/Airbus/SpaceX.
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2 Introduction

then stays in a fixed relative position for some time to perform the refueling maneuver.
The final example shows the recovery of the first-stage of a rocket using a position-
stabilized landing platform at sea, which is a recent major contribution to the field
of rocket control.

1.1 Cooperative systems

Common for the three examples mentioned above is that there are two or more agents
that interact with and coordinate themselves through control and communication.
This type of interaction is generally referred to as cooperative. More formally, we
will in this thesis define a cooperative system as a system where:

1. The agents have a common goal.

2. The agents are to some degree aware of each other; either by knowing the
entire or partial state of the other agent, or by knowledge of the intentions,
previously applied control inputs, or planned trajectory of the other agent.

3. The agents can somehow influence the behavior of one another.

The autonomous agents will in a cooperative setting need to estimate the state
not only of themselves, but also of the other agents to varying degrees. This is
done using wireless data transmission and external sensors. The relative state
information is then used to compute control inputs to drive the relative positions
to some desired configuration safely and efficiently. As such, several agents are
simultaneously attempting to control the same state, which if done without care
could cause instabilities. Additional challenges in cooperative control arise from the
fact that the relative proximity between the agents is changing, meaning that the
agents might be subjected to state-dependent disturbances and constraints.

1.2 Rendezvous problems

In this thesis, we focus on the subclass of cooperative control problems which is
called rendezvous-problems. Such problems are characterized by the control of two
or more agents to simultaneously reach a meeting point (see Figure 1.2). Neither
the coordinate nor the time of the rendezvous need to be fixed beforehand, instead,
the main distinguishing feature is the fact that some coordinate is reached by all
agents simultaneously. Examples of applications of rendezvous problems are:

Aerial refueling and spacecraft docking

Aerial refueling is a method for providing additional fuel to an aircraft while it is
still in the air by using a separate tanker aircraft equipped with a refueling drogue.
Because of the complexity of the maneuver, which requires an operator to fly very
close to another vehicle, automation would both be valuable for the robustness and
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Rendezvous point

Figure 1.2: Rendezvous between two quadcopters. The vehicles reach the rendezvous
point simultaneously.

safety of a manned aircraft, as well as make it usable for unmanned systems. The
objective of the automatic maneuver is to first rendezvous the two aircraft and then
to keep the relative position fixed while the client receives fuel. Recently, Airbus
performed an automatic air-to-air refueling contact with a large aircraft receiver [1].
Several research projects have focused on the control of similar automated refueling
systems [2, 3]. A related problem is that of docking two spacecraft [4, 5]. Autonomous
docking can be applied to various types of space missions, for example docking onto
space stations, repairing satellites or collecting space debris. Autonomy is specifically
valuable in this setting due to the remoteness and lack of other resources in space.

Ground assisted aircraft landings

In recent years, there has been an increasing number of applications for drones
landing on platforms instead of using their traditional landing gear. Several projects
have investigated the possibility of landing fixed-wing aircraft on either another
vehicle, such as a ship [6], a car [7], or on a platform specifically designed for the
landing [8]. The reasons for landing on a platform instead of using the typical landing
gear are many: in some situations, such as when the aerial vehicle is over water, a
platform landing might be the only option; in other cases, the landing gear might
be removed on purpose, e.g. to reduce the empty mass of the airplane. A similar
landing solution could be used in emergency landings, where for some reason the
standard landing procedure is impossible.

Aerial product deliveries

Aerial deliveries is an emerging technology which has received much interest in the
past few years from major delivery actors such as DHL, Amazon, and Alibaba. By
shifting consumed energy from truck fuel to the electricity used by drones, this
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technology could potentially be used to reduce greenhouse gas emissions [9, 10]
and shorten delivery times. One of the current major challenges is the relatively
short flight times of most aerial vehicles, in particular when the payload is heavy.
This issue could partially be solved by using combined truck and drone deliveries
where the truck is responsible for the long-range transport and the drone for the
final delivery. Recently, Amazon patented a mobile base, similar to a truck, which
uses autonomous aerial vehicles that take-off from the base, and then return after
delivering items [11]. Autonomous delivery has also been used in the delivery of
medicine by fixed-wing drones [12].

Search/surveillance missions

Search and rescue and surveillance missions that use more than one vehicle have
the ability to distribute its sensing, control and decision making. By extending
the system with aerial vehicles, camera footage and other recorded data can be
used to improve the overall situation awareness from above. Search and rescue for
disaster relief is one such system which strongly benefits from being able to observe
the area from above since this might be a crucial part of identifying areas where
victims are located. Together with vehicles on ground level, accurate localization
can be achieved [13]. In view of this, the ability to launch and retrieve aerial vehicles
on demand greatly benefits this category of missions. An ongoing project which
considers the scenario of search and rescue at sea is the WARA Public Safety
demonstrator [14]. Similar applications can be found in the field of space exploration,
for example in the Mars Helicopter project by NASA [15]. Autonomous helicopters
on Mars and other planets or moons could in the future assist planetary rovers
by scanning areas for objects of geological interest and by helping the rover avoid
dangerous paths and obstacles.

1.3 Variations of rendezvous control

There are many variations of the rendezvous problem, with a varying number of
agents, different connectivity assumptions, dynamics and constraints. As such, there
is a large variation in the control strategies that are used for these different problem
formulations; which one is most suitable for any particular application will depend
on the context, problem formulation, and objective function.

In the field of multi-agent networked control, rendezvous is treated as a special
case of the consensus problem [16], with emphasis on how the system network
properties affect the convergence. This type of problem class is often made very
general. For example, in [17], an arbitrary number of agents is considered, and in [18]
this is extended to work in arbitrary dimensions as well. The agent dynamics are
in these examples kept simple, typically with heterogeneous integrator or double
integrator dynamics, and focus is instead on the network information consensus.

On the contrary, many rendezvous problems consider as few as two involved
agents and assume full connectivity. This type of system is often used to model
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various types of precise vehicle maneuvers, such as spacecraft docking, aerial refueling
or traffic maneuver coordination. As opposed to the multi-agent networked control
applications, focus is here on the interaction itself, and not the distributed properties
and communication of the system.

The rendezvous problem for multi-UAV systems is an active area of research.
Many works decouple the rendezvous control into an initial part with traditional
path planning, e.g. using Voronoi diagrams and A∗ search, and a second part where
the path is refined and smoothed to make it more physically implementable [19, 20].
Another approach is to use an event-driven decentralized strategy [21], where
the trajectories are decomposed and optimized to minimize fuel consumption and
exposure to high-threat regions. Because of the way that the dynamics are not
considered until the final step, where the path is smoothed, and then only using
relatively simple models, these methods are more suitable for high-level planning
and large-scale maneuvers rather than any fine maneuvering.

Another common method for solving the rendezvous problem is to use an
optimization based controller [22, 23]. However, the rendezvous problem in its most
general form is a very large problem to solve, in particular for agents with non-trivial
dynamics. For every agent, every feasible trajectory is part of the optimization, and
the rendezvous locations that are reachable by each agent depend on when in time
the rendezvous occurs. The feasible set of the optimization problem thus consists
of the combination of every feasible trajectory ending in a rendezvous terminal
state, for every possible rendezvous time. As such, many examples of rendezvous
optimization make various simplifying assumptions on the system or the solution.

One such simplifying assumption is to assume that the rendezvous coordinate
is fixed, meaning that only the time of arrival needs to be optimized for. This
can be done e.g. by iterative modifications of the time of arrival using consensus
schemes, and then adapting the speed of the vehicles to reach the rendezvous point
at the correct time [24], or by producing flyable paths of equal lengths to reach the
predefined target simultaneously [25]. Although the assumption of a fixed rendezvous
coordinate can be enforced in many circumstances, it is not always feasible or a
very useful assumption. Further, fixing the coordinate in advance might render the
problem unnecessarily conservative.

Another simplification is to specify a rendezvous problem with a fixed rendezvous
time, as is considered in for example [26]. Knowledge of the rendezvous time gives
the agents a set of possible terminal locations that can be reached at that point
in time, from which a suitable location can be chosen according to some criteria.
This assumption is not suitable for systems with sensitivity to disturbances since an
unexpected change in the external environment might render the problem unfeasible.
From a robustness and flexibility perspective, it is desirable to keep the rendezvous
time and the terminal state free.

Yet another simplifying assumption for the two-vehicle rendezvous problem is
that there is one active and one passive agent [27, 28]. From this assumption follows
that all cooperative control effort is being executed by one of the agents, and the
set of terminal states is now fixed to lie on the trajectory of the other agent. This
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makes the problem simpler to solve than in the two-agent case.
Although the above stated assumptions of fixed rendezvous coordinates, fixed

rendezvous times, and passive agents are all valid, and even necessary for certain
applications, they clearly limit the achievable performance and reduce the robustness
to external disturbances. Because of the sensitivity to disturbances in the example
studied in this thesis, we want to keep both the rendezvous time and the terminal
state free. It is also desirable to involve both vehicles in the maneuver to keep the
system flexible against disturbances. As such, this is not something that is relevant
for the autonomous landing maneuver.

An alternative to solving the complete optimal control problem is to use the
receding horizon principle. This method is reviewed in Chapter 2.

1.4 Autonomous landings

The particular rendezvous problem that we are interested in is that of autonomous
cooperative landings, where an aerial vehicle cooperates with an autonomous land-
ing platform to perform a safe landing. This problem has some key challenges.
Autonomous landings consists of two primary steps: data acquisition and control
execution. The data acquisition part deals with the transmission, collection and
processing of data. The purpose of this is to generate an accurate estimate of the
relative state, which is then used to base decisions on for each vehicle. Because the
system is physically separated, data cannot only be collected locally, but needs to
be transmitted wirelessly. The rate of such transmissions are in general limited, and
so what data to share, and how to estimate the relative states from the gathered
information is therefore a big challenge when it comes to the implementation of
cooperative controllers.

In the control execution step, a suitable control input is computed and applied
to the system. For a cooperative control system, the controller must handle multiple
heterogeneous agents, and the way that they interact. Other control challenges
relate to maintaining the vehicles safe under external disturbances. Aerial vehicles
are sensitive to disturbances from wind and other airflows (e.g. from other vehicles),
and the system must be able to safely handle these situations to avoid crashing.
Further, if the landing platform is e.g. at sea, then external waves and currents will
affect also the landing platform.

In this thesis, two specific cases of rendezvous are considered – a fixed-wing
drone landing on a ground vehicle, and a quadcopter landing on an autonomous
sea vehicle. A more in-depth background to autonomous landings for each of these
cases is provided in the beginning of each chapter.

1.5 Research problem

This thesis presents research that has been done on the problem of performing
cooperative landings of an autonomous aerial vehicle on an autonomous landing
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platform. Focus is on the application of the controllers to realistic systems that
include advanced, nonlinear dynamics, unmeasured disturbances, and measurement
noise, as well being limited in communication rates and and computational resources.
Further, it is assumed that the landing might take place while the vehicles are
moving at relatively high speeds, making the maneuver even more challenging,
and that there are spatial safety requirements that add constraints to the relative
positions of the vehicles.

The following research questions are addressed in the thesis:

• How can we in an efficient and safe manner design and implement a controller
for the cooperative landing maneuver, which takes constraints into account
while being able to handle the limitations and difficulties mentioned above?

• Is the use of model predictive control (MPC) to plan trajectories and compute
control inputs for the autonomous landing scenario an appropriate control
method?

• How can the MPC framework be used to include relative state constraints and
external disturbances?

• Can MPC be made practically implementable for application to a real cooper-
ative system with regards to current computational limitations?

1.6 Thesis outline and contributions

The thesis consists of two main parts, each addressing a specific example of the
autonomous cooperative landing maneuver. In addition to these two parts, there
is an introductory part covering background material in Model Predictive Control
(MPC) and a part containing conclusions and directions for future work.

Chapter: Introduction and Background
The thesis begins with background material relevant to put the research into context.
In particular, Chapter 2 gives an introduction to the control framework we leverage
throughout the thesis, MPC, is given. The chapter also presents additional concepts
and extensions relevant for the controllers developed later in the thesis.

Part I: Fixed-Wing Drone Landing on a Ground Vehicle
In Part I, the problem of landing a fixed-wing drone on top of a cooperative ground
carriage is studied. In Chapter 3, the problem is defined and a controller is derived,
and results from initial simulations are given. In Chapter 4, the controller is applied
to a realistic flight-simulator and is tested under various disturbances.

The contributions of this part include:

• The derivation of an MPC for rendezvous with a free rendezvous time and
free rendezvous location, where unwanted states are actively avoided through
constraints.
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• A decoupled MPC structure, where a nonconvex optimization problem is
convexified by separating the dynamics into two parts is derived. The controller
results in considerably faster computation times.

• Reachable set computations resulting in sets of states from which the maneuver
can be initiated. This information assists in deciding whether or not to start
the maneuver.

• Development of a simulation setup using open-source software FlightGear,
JSBSim and Python for testing of cooperative maneuvers and corresponding
controllers.

• The implementation of a real-time MPC to cooperatively control a fixed-wing
unmanned aerial vehicle (UAV) and an unmanned ground vehicle (UGV) to
rendezvous from estimated vehicle models.

• Realistic simulations tests with visualization of the UAV/UGV cooperative
landing maneuver using the decoupled MPC approach.

This part is partially based on results presented in the following papers:

• T. Muskardin, G. Balmer, L. Persson, S. Wlach, M. Laiacker, A. Ollero, and K.
Kondak. A novel landing system to increase payload capacity and operational
availability of high altitude long endurance UAVs. Journal of Intelligent &
Robotic Systems, 88(2):597–618, Dec 2017.

• L. Persson, T. Muskardin, and B. Wahlberg. Cooperative rendezvous of ground
vehicle and aerial vehicle using model predictive control. In 2017 IEEE 56th
Annual Conference on Decision and Control (CDC), pages 2819–2824, Dec
2017.

• L. Persson and B. Wahlberg. Verification of Cooperative Maneuvers in Flight-
Gear using MPC and Backwards Reachable Sets. In European Control Con-
ference (ECC), June 2018.

Figure 1.3: The cooperative landing of a fixed-wing UAV on top of a ground vehicle,
to the left in experiments described in [7], to the right in a FlightGear simulation [29].
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Part II: Quadcopter Landing on a Surface Vehicle
The second part of this thesis deals with the problem of landing a quadcopter on
the deck of an unmanned surface vehicle. The problem is defined in Chapter 5,
together with an adaptation of the cooperative MPC which can handle some of
the disturbances specific to this problem. In Chapter 6, the implementation of this
controller to a real system, consisting of a rebuilt CB90 military craft and a DJI
matrice 100 quadcopter, is described.

The contributions of this part are as follows

• An MPC algorithm for a quadcopter/ship cooperative landing is derived,
together with a distributed implementation structure for estimating the relative
states.

• Derivation and estimation of dynamic models for the two vehicles based on
real-world data.

• The landing is analyzed in both realistic simulations and real flight tests, with
different sources of external disturbances.

• The physical setup is presented, on which initial tests have been made and
which will be used for future experiments and demonstrations.

This part is partially based on results presented in the following paper

• L. Persson and B. Wahlberg. Model Predictive Control for Autonomous Ship
Landing in a Search and Rescue Scenario. In Proceedings of AIAA Guidance,
Navigation, and Control Conference, January 2019.

Chapter: Summary and Future Research Directions
The final chapter of the thesis contains conclusions from the research so far, and
provides suggested directions for future research. In particular, some of the key
elements that are needed to make the quadcopter/boat experiments go forward are
discussed, along with extensions that can improve the system and make it more
robust.

Figure 1.4: The cooperative landing of a quadcopter on top of a surface vehicle, as
described in [30].





Chapter 2

Model Predictive Control

Model Predictive Control (MPC) is an optimization-based control technique, where
at every sampling instant a finite-horizon optimal control problem (OCP) is solved.
Historically, MPC has its roots in the process industry, where it has been applied
successfully for a long time and is considered a mature technology [31]. The method
has been developed under many different names throughout the years, and is also
known under other names such as Receding Horizon Control (RHC), Dynamic
Matrix Control (DMC) [32], or Generalized Predictive Control (GPC) [33]. What
unifies these methods is their use of models of the system dynamics to obtain input
signals by minimizing an objective function, and that the optimization is done
according to the receding horizon principle, as is illustrated in Figure 2.1. Though
initially applied primarily to relatively slow processes, recent algorithmic advances
and modern hardware have enabled successful implementations of MPC in fast
systems that have sampling times of fractions of seconds, for example drones [34]
and trucks [35].

i−2 i−1 i i+1 i+2 i+3
. . . . . . . . . . . . . . .

i+N

r
x̂
x?

u
u?

u?0

Figure 2.1: The receding horizon principle. At each time i, the controller uses
prediction to optimize over the possible future input and state trajectories N steps in
the future, denoted u? and x? respectively. Only the first input u?

0 is applied to the
system.

11



12 Model Predictive Control

This chapter provides an overview of MPC and gives examples of different
extensions to the basic MPC problem. To begin with, some notation is introduced
in Section 2.1. The general linear MPC problem is presented in Section 2.2, together
with methods for solving it. How the controller is implemented in closed-loop is
explained in Section 2.3, together with a summary of some closed-loop properties,
such as stability and feasibility. In Section 2.4 the implementation of MPC is
discussed, in particular with respect to solution time and problem sizes. Following
this, in Section 2.5 various extensions to the general MPC problem are summarized
– including nonlinear MPC, robust MPC, distributed MPC and offset-free MPC.
Some of the more recent research directions in the field are briefly summarized in
Section 2.6. Finally, in Section 2.7 it is discussed how MPC is useful with respect to
the autonomous collaborative landing problem.

2.1 Preliminary notation

Let the number of states be denoted by n and the number of inputs be denoted by
m. At every sampling time t, the controller optimizes over possible trajectories up
until N steps into the future. Denote by

x(t+ i | t), u(t+ i | t)

the predicted state and input i steps into the future, given the information available
at time t. For short, this is sometimes denoted xt+i|t. The predicted states should
be seen as possible future states and should not be confused with the real states
and inputs, denoted only by

x(t), u(t)

for the state and input at time t. The discrete system dynamics is written

x(t+ 1) = f(x(t), u(t)), t ≥ 0 (2.1)

Denote a set of states, or a trajectory, in bold as

x = {x(t+ 1 | t), x(t+ 1 | t), . . . , x(t+N | t)},
u = {u(t | t), u(t+ 1 | t), . . . , u(t+N − 1 | t)}.

We require the states and inputs to satisfy some constraints, in general expressed as
belonging to the sets

x(t) ∈ X ⊆ Rn ∀t, (2.2a)
u(t) ∈ U ⊆ Rm ∀t. (2.2b)

Further, the initial condition is given by the state of the system at the start of each
sample time x(t) = x0.
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2.2 Linear MPC

Provided that the dynamics of a system can be expressed as

x(t+ 1) = Ax(t) +Bu(t),

where x(t) ∈ Rn and u(t) ∈ Rm are the state and input vectors respectively, and
A ∈ Rn×n, B ∈ Rn×m, then the MPC can be expressed as a linear MPC. The state
and input constraints are also assumed to be linear, and (2.2a–2.2b) are expressed
using the matrices Fx, Fu and the vectors gx and gu

Fxx(t+ i) ≤ gx i = 1, . . . , N − 1, (2.3a)
Fuu(t+ i) ≤ gu i = 1, . . . , N − 1. (2.3b)

In addition to these constraints, it is common to have an additional constraint for
the terminal state

FNx(t+N) ≤ fN .
The cost function which we wish to minimize is defined as a function of the initial
state x0 and the control sequence {ut, ut+1, . . . , ut+N−1}

VN (x0,u) :=
N−1∑
i=0

l(x(t+ i), u(t+ i)) + lN (x(t+N)),

where the stage cost function l(x(t), u(t)) is typically restricted to be a convex
function, and is in the linear case chosen to be a quadratic function. The complete
linear MPC problem is then to solve the optimization problem

minimize
u

∑N−1
i=0 l

(
xt+i|t, ut+i|t

)
+ lN

(
xt+N |t

)
subject to xt|t = x0,

xt+i+1|t = Axt+i|t +But+i|t, i = 0 . . . N − 1,
Fuut+i|t ≤ gu, i = 0 . . . N − 1,
Fxxt+i|t ≤ gx, i = 0 . . . N − 1,
FNxt+N |t ≤ fN .

(2.4)

The solution to this optimization problem, if it exists, is an optimal state sequence

x?t = {x?t+1|t, x
?
t+2|t, . . . , x?t+N |t},

and an optimal action sequence

u?t = {u?t|t, u?t+1|t, . . . , x?t+N−1|t},

from which the first action is applied as an input

u(t) = u?t|t. (2.5)

The cost function evaluated using the optimal control sequence is called the value
function

V 0
N (x0) = VN (x0,u

?
t ). (2.6)
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2.2.1 Problem structure

The structure of the complete optimization problem depends on the choice of the
stage cost and the state and input constraint sets. The common choice in the linear
case is to use a quadratic cost with linear constraints. A general such choice for the
cost is

l(x(t), u(t)) =
[
x(t) u(t)

] [ Q S

ST R

][
x(t)
u(t)

]
, (2.7)

where also coupled terms between the inputs and the states are allowed. Similarly,
it is possible to extend the constraints to allow couplings

Fxx(t) + Fuu(t) ≤ f (2.8)

Now, using the decision variable

z = [u(t) x(t+ 1) . . . u(t+N − 1) x(t+N)]T ∈ Rn+m,

the complete problem can be expressed as a quadratic program (QP)

minimize
z

zTHz + fzT

subject to Fz ≤ d
Cz = k.

where

H =



R 0 0 . . . 0 0 0
0 Q S . . . 0 0 0
0 ST R . . . 0 0 0
...

...
... . . . ...

...
...

0 0 0 . . . Q S 0
0 0 0 . . . ST R 0
0 0 0 . . . 0 0 Qf


∈ Rm+n×m+n

F =



Fu 0 0 . . . 0 0 0
0 Fx Fu . . . 0 0 0
...

...
... . . . ...

...
...

0 0 0 . . . Fx Fu 0
0 0 0 . . . 0 0 FN

 ∈ RncN×m+n
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d =
[
f − Fxx0 f f . . . f f fN

]T
∈ RncN

C =



−B I 0 . . . 0 0 0
0 −A −B . . . 0 0 0
...

...
... . . . ...

...
...

0 0 0 . . . I 0 0
0 0 0 . . . −A −B I

 ∈ RNn×N(n+m)

k =
[
Ax0 0 0 . . . 0 0 0

]T
∈ RNn

and nc is the number of constraints. This type of problem is efficiently solved using
modern algorithms, as long as H is positive definite. If this is true, then the problem
can be solved in polynomial time [36].

2.2.2 Linear Quadratic Regulator
A special case of the linear MPC problem is the unconstrained infinite horizon linear
quadratic regulator (LQR), where the horizon N =∞ and the stage cost is given
by the quadratic expression

l(x(t), u(t)) = x(t)TQx(t) + u(t)TRu(t) (2.9)

where Q is a positive semidefinite matrix and R is a positive definite matrix. The
solution to the infinite horizon LQR can be found by solving for P in the algebraic
Riccati equation

P = Q+ATPA−ATPB(R+BTPB)−1BTPA (2.10)

and then using the linear feedback policy

u(t) = Kx(t) = −(R+BTPB)−1BTPAx(t). (2.11)

If (Q,A) is observable and (A,B) is controllable, then the closed loop system is
stable with the LQR feedback [37].

2.3 Closed-loop properties

Next, it is considered how the optimization problem (2.4) is implemented in closed
loop, and how the system responds to this controller.

2.3.1 MPC algorithm
As opposed to the LQR, the general finite horizon constrained MPC does not have
a closed form solution. Instead, the optimization problem must be solved at every
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sampling time. The algorithm for applying model predictive control to a system can
be described as is shown in Algorithm 1, where MPC(x0) denotes the optimization
problem (2.4) solved at x(0) = x0.

Algorithm 1: The Model Predictive Control algorithm.
t = 0;
x0 = x(0);
while x0 ∈ X0 do

x?t , u
?
t ← MPC(x0) ;

if feasible solution then
Apply u?t (0);

end
t← t+ 1;
x0 ← x(t);

end

2.3.2 Stability
MPC is a nonlinear control method, and therefore nonlinear stability analysis such
as Lyapunov stability theory must be used when analyzing the stability properties.
The paper [38] surveys different proposed techniques for guaranteeing stability for
MPC. A common approach is to use the value function (2.6) as a natural Lyapunov
function for the MPC to establish stability. In general, there are a few different
types of modifications that can be done to the problem (2.4) to ensure stability.
The methods are either based on adaptations of the terminal set XN , the terminal
cost lN (x), or a combination thereof.

In [39], the authors show how the constrained MPC problem with a terminal
cost is equivalent to the infinite horizon LQR under certain assumptions. The first
assumption is that the terminal cost is derived from the infinite-horizon LQR cost-
to-go (2.10) of the unconstrained Linear Quadratic problem. The second assumption
is that the terminal state of the controller xN lies within a control invariant set,
derived from the LQR feedback (2.11).

While terminal constraints can be used to guarantee stability, they will also
limit the set from which the problem is feasible, and might make the problem very
conservative if the horizon is too short. In practice, it is not strictly necessary to use
terminal sets and costs to get a stable controller, as long as the prediction horizon is
sufficiently long, see e.g [40]. When considering stable plants, if a horizon is chosen
that is large enough compared to the plant dynamics, the closed-loop system will
achieve the stability properties associated with the infinite horizon problem [38].
However, because of difficulties in computing the required control horizon, terminal
costs and sets are still common for guaranteeing stability properties of MPC in
theory, as well as for guaranteeing stability of short-horizon problems.
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2.3.3 Feasibility
The optimization problem (2.4) is said to be infeasible if there exists no solution
which satisfies the constraints. Often, the constrained MPC problem is only solvable
from certain initial states, which we here denote X0. If the closed-loop system has a
feasible solution for every future state in the trajectory generated under the MPC
control law (2.5) from the initial state x0 ∈ X0, then the problem is said to be
recursively feasible at this state.

As was mentioned in the previous section, the use of terminal sets can make the
problem quite conservative depending on the size of the terminal set and the horizon.
This is because the feasible set only includes the states that make the terminal set
recursively feasible.

In addition, the state constraints 2.3a can also cause infeasibilities, for example
due, to disturbances or measurement noise. A method to avoid this problem is to
use constraint softening, where the constraints are modified as

Fxx(t) ≤ gx + s(t)
s(t) ≥ 0

and with a relatively high cost on the slack variable.

2.4 Implementation

There are many practical aspects to consider when implementing MPC. One of the
big challenges in bringing MPC from theory to real-time applications is getting
precise enough predictions of future states, while keeping the problem feasible and
the computational time small enough to solve the optimization problem within
each sampling period. Here follows a summary of some of the most important
implementation aspects to consider

Problem size and definition
How large a problem will be depends on multiple factors, mainly:

• The number of states n and inputs m
• The horizon length N

This firstly implies that to limit the problem size, we need to keep the number
of modeled states in our process model relatively small. Further, the horizon
should not be made unnecessarily long. Other than the problem size, other
factors that strongly affect the solution time of your problem is whether it is
linear or nonlinear and whether it is a convex or a nonconvex problem.

Feasibility
If the problem is unfeasible, the solver will not be able to compute a valid
control action. Instead, the next control input must be chosen using some
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other control law, and the optimality of MPC is lost. Factors that affect the
feasibility are:

• Terminal set
• The horizon length N

• State and input constraints

If the terminal set is chosen too small, or the horizon is too short, then the
set of feasible initial values will be small. The solutions might also be too
conservative since part of the trajectory is spent returning to the terminal
set. State and input constraints can be softened by adding slack variables.
However, this adds to the total number of optimization variables which might
increase the solver time.

Accuracy
Accuracy signifies how close the predicted trajectories of a certain input
sequence are compared to the resulting trajectories when applied to the real
system. The accuracy depends on many different factors, such as:

• The accuracy of the process model, including the number of states that
are modeled

• Discretization time or sampling time

When designing the MPC, the number of modeled states will both affect how
accurate the process model is and how large the problem becomes. If the
discretization time is large relative to the system dynamics, then the computed
input sequence will be rather conservative relative to what the system is
actually capable of. On the other hand, a very short discretization time will
make the horizon shorter.

As is indicated by the above discussion, there are many conflicting factors to
consider for the implementation. One of the most prevalent issues is that the
required computational load for solving finite-horizon OCPs at a high rate can grow
very large, in particular when the accuracy of the system needs to be high or the
horizon needs to be long. Not considering this trade-off might end in solver failure,
either because the problem is ill-posed and no solution exists (due to infeasibilities)
or because the solver needed more time than what was available to solve the problem.

One way to deal with the issue of slow solvers is addressed in Explicit Model
Predictive Control. With Explicit MPC, the need to solve an optimization problem
online at every time instant is removed by using techniques from multiparametric
programming. Instead of an online optimization, the controller is turned into a
function evaluation. This method is mainly applicable to small problems due to the
exponential growth of the dimension of the constraints. A survey on explicit MPC
can be found in [41].

For larger problems where explicit MPC is not practically implementable, meth-
ods for speeding the computations up can be found in e.g. [42]. The special structure
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of the linear MPC problem, as presented in Section 2.2.1, is then exploited to speed
up the solution time.

2.5 Extended MPC concepts

Regarding the linearly constrained problem with a quadratic cost function as the
standard form of MPC, there are many ways to extend the concept to include more
advanced use-cases or to improve certain aspects of e.g. accuracy or speed.

2.5.1 Nonlinear MPC

Linear MPC problems are formulated as either linear or quadratic programs; the
objective is linear or quadratic, and all the constraints are linear. Such problems
can be solved efficiently with modern algorithms.

Since physical systems are never truly linear, the restriction to linear MPC
means that the dynamics have to be approximated and that some dynamics will be
ignored. An extension to MPC which includes nonlinear dynamics or constraints
can be done through Nonlinear Model Predictive Control (NMPC). The NPMC
problem is formulated as follows

minimize
u

∑N−1
i=0 l(xt+i|t, ut+i|t) + lN (xt+N |t)

subject to xt|t = x0,

xt+i+1|t = f(xt+i|t, ut+i|t), i = 0 . . . N − 1,
h(xt+i|t, ut+i|t) ≤ 0, i = 0 . . . N − 1,
xt+N |t ∈ XN ⊆ Rn.

(2.12)

One approach for solving the type of nonlinear, constrained problems associated
with NMPC is to use sequential quadratic programming (SQP). In the SQP method,
the NMPC problem is approximated as a sequence of QPs that are iteratively
becoming better approximations of the real problem. The algorithm is initiated
with a guessed optimal state and input trajectory x?guess, u?guess. The guess can
for example be found by shifting the trajectory found in the previous step. This is
referred to as warm-starting. Each step consists of a linearization, which gives a
direction for performing a Newton step towards the optimal value. These steps are
then iterated until the value converges.

The real-time iteration (RTI) scheme is another nonlinear solution method,
where the NMPC problem is solved approximately, and where the previous optimal
trajectory is used as a guessed trajectory for linearizing the dynamics [43]. The
RTI strategy has been successful because it can be implemented with only a small
additional computational burden compared to linear MPC, but with results that
are close to the fully converged NMPC problem assuming that the sampling time is
small and the nonlinearities are moderate [44].
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2.5.2 Robust and offset-free MPC
As a model-based control approach, MPC is highly dependent on the existence of
accurate models of the system to perform well. Differences between the predicted
behavior and the actual behavior will lead to errors in the predicted state sequences
x?t , and as a result, the applied input will no longer be optimal. Such prediction
errors can occur due to many different reasons and affect any real-world system. For
example, this can arise due to external unmeasured disturbances, or from unmodeled
dynamics due to ignored nonlinearities or actuator dynamics.

If there are substantial errors in the model, then at each time step, the predicted
trajectories and control inputs will be wrong, which might result in steady-state
errors or even instabilities. To robustly handle a larger set of scenarios, the prediction
needs to take these effects into account. When we consider the robustness of an
MPC, we mean the capability of the controller to maintain stability and performance
not only for the nominal case but for a range of variations in the process variables
and for some ranges of external disturbances.

A common modification to (2.4) for incorporating uncertainties is to add terms
representing the system disturbances w and measurement noise v. For a linear
system, this can be expressed as

x(t+ 1) = Ax(t)Bu(t) + w(t)
y(t) = Cx(t) + v(t),

meaning that the system evolution is now probabilistic. Several different types
of uncertainty descriptions and MPC design procedures have been developed for
handling robustness issues in MPC [45]. One such method is the min-max robust
MPC [46], where the objective with respect to the worst possible realization of the
uncertainty is minimized. This method can be computationally demanding since
the min-max problem is much larger than the typical minimization problem.

Offset free MPC is another modification to the MPC problem where external
disturbances and modeling errors can be taken into account in the optimization,
by including a disturbance term in the system dynamics [47]. Similar results exist
for nonlinear MPC [48]. To implement the offset-free MPC, the disturbances or
differences between predicted and actual dynamics need to be computed. This can
be done using an extended system observer

ξt+1 =
[
A Bd

0 I

]
ξt +

[
B

0

]
ut = Aaξt +Baut

yt =
[
C Cd

]
ξt = Caξt.

The observer is then given by

ξ̂t = ξ̂predt +Ka(yt − Caξ̂predt ), ξ̂predt+1 =
[
A Bd

0 I

]
ξ̂t +

[
B

0

]
ut
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where Ka =
[
Kx Kd

]T
is the augmented observer. Then, if

rank
[
A− I Bd

C Cd

]
= n+ nd, rank

[
A− I B

C 0

]
= n+ p

and if the observer gains Kx and Kd are chosen such that the observer is asymptot-
ically stable, then the steady state output will go to the reference value [47].

In [49], a linear and a nonlinear MPC for quadcopter trajectory tracking under
external disturbances using offset-free methods are compared. The results show
that the controllers have comparable behavior but that the disturbance rejection
capabilities are slightly better for the nonlinear MPC.

2.5.3 Hybrid MPC

A hybrid system has a combination of both continuous and discrete dynamics. There
are several methods for modeling hybrid dynamics to be applied in MPC. One such
method is the mixed logical dynamical (MLD) framework [50], which integrates logic
statements into the MPC formulation by adding integer optimization to the problem.
Using integer optimization, problems that include discrete variables, switching,
and logical conditions can be expressed. This means that, among others, hybrid
systems, constrained linear systems, and piece-wise linear systems can be modeled
using this method. Other representations of hybrid systems include Piecewise Affine
(PWA), Linear Complementarity (LC), Extended Linear Complementarity (ELC),
and Max-Min-Plus-Scaling (MMPS) systems, all of which have been shown to be
equivalent to MLD under mild conditions [51].

The basis of the MLD framework are different logical statements that are
expressed as integer equations with binary variables, denoted bi ∈ {0, 1}. Assume
that mA ≤ 0 ≤ A ≤ MA and mB ≤ 0 ≤ B ≤ MB, where mi denotes the smallest
value and Mi the largest value in the set. This is also referred to as the big-M
method [52]. Now the statement

A ≥ 0 OR B ≥ 0

can be expressed as

A ≤MA(1− bA), B ≤MB(1− bB)
A ≥ mAbA, B ≥ mBbB

bA + bB = 1.

By expanding the optimization problem to allow for integer variables, it is
converted into a Mixed Integer Program (MIP). Assuming that the objective is
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quadratic, this can be expressed as

minimize
[
zT bT hT

]
H

zb
h


subject to F

zb
h

 ≤ d, C

zb
h

 = k

(2.15)

where

z ∈ Rnz (real-valued variables)
h ∈ Znh (integer variables)
b ∈ {0, 1}nb (binary variables).

This is a Mixed Integer Quadratic Program (MIQP). The optimization problem (2.15)
can be solved using e.g. a branch-and-bound based algorithm. MIQPs are classified as
NP-complete [53], so that the worst-case solution time generally grows exponentially
with the size of the problem.

There exists several examples where mixed-integer programming has been used
to formulate spatial safety constraints in the literature. In [54], trajectories for
fixed-wing aircraft with no-fly zones are computed using mixed-integer MPC with
cost-to-go functions based on searching a graph representation of the environment
beyond the prediction horizon. Decentralized model predictive control has been
applied to a group of cooperative UAVs for rendezvous in [55], where each vehicle
plans only for its own control inputs, while simultaneously considering the spatial
coupling constraints and is able to guarantee their satisfaction despite the action of
unknown but bounded disturbances. This is done by a sequential solution procedure
among the agents.

2.5.4 Distributed MPC
In its standard formulation, MPC is implemented in a centralized way, meaning
that the complete system is modeled in one single problem and that all the control
inputs are computed in the same optimization problem. There are however reasons
why one might not always want a centralized controller, one of the main reasons
being scalability since the MPC solution time does not scale well with the number
of states in general. Further, many applications, such as power systems or traffic
systems, are naturally divided into separate units where the computational power
can be spread out among the nodes.

We distinguish between two types of non-centralized MPC implementations.
In a decentralized implementation, each controller uses local measurements and
local knowledge of the dynamics to compute the next input signal. In a distributed
implementation, limited information exchange is allowed between subsystems, even
though the optimization is done locally.
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The main difficulty of decentralized and distributed MPC compared to centralized
MPC is that the control inputs of each subsystem need to be consistent with the
control inputs of the other subsystems. This means that, even though the control
inputs are computed independently, the result should not lead to a violation of the
constraints or instabilities.

The distributed MPC problem is further complicated if there are external
disturbances acting on the system. This additional uncertainty can, for example, be
handled using constraint tightening [56]. Other than chemical plants, distributed
MPC has also been shown to work e.g. for cooperative UAV systems [57].

2.6 Recent trends in model predictive control

Both research into MPC and real-world applications of MPC have been around for
decades, and the technology can now be seen as relatively well-developed both in
theory and in practice. As such, much of the recent research has focused on

In recent years, examples of the research directions that have been given interest
are for example related to applying MPC in new settings, speeding up MPC and
making it implementable for embedded systems, as well as combining MPC with
other technologies, such as learning. A few examples of these trends are given below.

In industry, MPC has for a long time been used in various types of process
and chemical plants. Now, MPC is being applied to a variety of different settings,
and to systems with advanced features such as nonlinearities, hybrid dynamics, or
large-scale interconnected systems. Examples are large-scale and connected systems
such as energy efficient buildings [58], smart grids [59], and vehicle platoons [60].

For many types of systems, such as drones and autonomous cars, a fast execution
time of the control algorithms is crucial. Speeding up the MPC computations has
because of this been a very important research area closely related to research
in optimization. Examples of how MPC solver times have been reduced include
using the specific structure of the problem [61] and efficient linearization for solving
NMPC faster [62]. Another approach to speeding up the computations is to accept
inexact solutions, e.g. by limiting the number of iterations [63, 64]. Other research
is motivated by the need for solvers for embedded applications. Examples of such
research are algorithms for solving convex QPs [65], offline computations for multi-
parametric QP [66], dual-gradient projection algorithm which is specifically made
for implementation on fixed-point hardware [67].

Machine learning is another research area which has gained a lot of attention
recently. Learning can be combined with MPC to improve the system performance
over time or to adapt the system to changes in the environment. It is especially
applicable to repetitive tasks, where it can be used to update the linearization,
cost function or terminal constraints. In [68], the terminal constraint and cost are
iteratively updated, and it is shown that this problem converges to the infinite-
horizon problem. Learning can also be used for prediction of driver behaviors for
automated driving using stochastic MPC [69]. Other examples of learning in MPC
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include adaptive MPC for building climate control, to compensate for the uncertainty
in the heating model [70], and integrating data-based decision logic for autonomous
lane-changing into MPC [71].

2.7 MPC applied to the cooperative landing

In this thesis, MPC is applied to the rendezvous problem between a drone and a
moving landing platform. MPC was chosen for several reasons. First of all, MPC
explicitly includes the future system dynamics by predicting the potential outcomes
of different combinations of control inputs. This is especially useful in the cooperative
setting since the dynamical interaction from the coupled control inputs is explicitly
handled. Further, by including safety requirements as constraints in the optimization,
we are able to keep the system away from unwanted states during nominal system
operation. MPC is in general a very flexible control framework, to which in theory any
type of constraint or objective function could be added as long as the optimization
problem can be solved within the sample period. As has been outlined in this chapter,
methods exists for including various features such as nonlinearities, hybrid systems,
disturbances, and safety constraints. It is therefore an attractive method for solving
nontrivial tasks.

One challenge with MPC which is often pointed out is the computational effort
required to solve the constrained optimization in every iteration. The development
of new algorithms have made MPC a realistic technique for use also in applications
requiring very fast updates, however, the computational effort is still an important
aspect to take into account when designing an MPC.
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Fixed-Wing Drone Landing on a
Ground Vehicle
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Chapter 3

Cooperative and Autonomous Landing
Using MPC

In this chapter, the problem of autonomously landing a fixed-wing drone on top of
a moving ground carriage is considered. The results are based mainly on research
previously published in [7] and [72].

The chapter begins with a review of previous research results, including a
summary of a hybrid proportional controller which has been used to solve the
landing problem previously. The results from experiments using this controller
indicate that it could be beneficial to use a control method which explicitly includes
the vehicle dynamics and the constraints in the computation of the control inputs.
This motivates the use of MPC, which is considered in the rest of the chapter. In
Section 3.2 the problem is formally defined, including the vehicle dynamics, the
objectives, and the constraints. Two different MPC are derived in Sections 3.3
and 3.4. In Section 3.5, the question of feasibility is treated. The performance of the
two controllers is compared in Section 3.6.

3.1 Background

The maneuver of landing a fixed-wing UAV on top of a cooperating ground platform
is considered. This type of system has many potential application areas, such as
cooperative air/ground surveillance, autonomous delivery of consumer products, or
search and rescue missions. The cooperative landing maneuver is a complex problem
for several reasons. Some of the factors that make the landing difficult in theory
and in practice are:

• The sensitivity to disturbances.
• The heterogeneous agents with nonlinear dynamics.
• The high velocities at which the maneuver is performed.
• The safety criticality.

27
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Despite all of the preceding difficulties, the project described in [7] performed a
landing of a fixed-wing UAV on top of a semi-autonomous car moving at a velocity
of around 70 km/h. A photograph from one of the successful landings is shown in
Figure 3.1.

The control strategy which was used in this particular landing is based on a
hybrid descent strategy, as is illustrated in Figure 3.2. The switching is based on the
physical distance between the drone and the car and is divided into several safety-
based zones, each defining a flight mode of the UAV. The main flight modes include
hold attitude, descend, and in case of failure to land while guaranteeing the safety,
abort landing. For the alignment of the vehicles in the lateral and longitudinal plane,
a proportional-derivative (PD) controller is used, where the reference velocities and
yaw angles are computed as

vrefuav(t) = k1 (xuav(t)− xugv(t))
vrefugv(t) = k2 (xugv(t)− xuav(t))
ψrefuav(t) = k3 (yuav(t)− yugv(t))
ψrefugv(t) = k4 (yugv(t)− yuav(t))


(3.1)

for some constants k1, k2, k3, k4 ≥ 0. The nominal vertical descent control is given
by an altitude dependent flare law

γ(t) =
{

γ0, if h(t) ≥ −(T sin γ0v0 + hb)
{s.t. ḣ(t) + 1

T (h(t) + hb) = 0}, if h(t) < −(T sin γ0v0 + hb)
(3.2)

for some time constant T and some bias term hb. This vertical controller makes the
reduction in sink rate proportional to the altitude, as is illustrated in Figure 3.3.

Figure 3.1: Successful landing of a fixed-wing UAV on top of a cooperating ground
vehicle was achieved as a part of EC-SAFEMOBIL project. The solution approach was
a safety-based hybrid controller with a proportional controller for making positions
and velocities converge [7].
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One of the main advantages of the control structure in Figure 3.2 is that it
guarantees safety; if the UAV at any point during the descent enters a potentially
dangerous state, the maneuver is temporarily canceled and the UAV gains altitude
to reach a safe state. However, for the system to remain truly safe this “safe set”
must be chosen rather conservatively, since the maneuver is not canceled until the
drone has entered the set.

Once a safe altitude has been reached after the maneuver abort, the UAV makes
another attempt at landing. In theory, this could go on until a safe enough attempt
is made and the landing is completed. In practice however, the landing is done on a
runway of finite length, and each cancellation and retry of the landing adds to the
total runway distance used. Thus, if the landing is canceled repeatedly, the runway
is likely to end before maneuver completion. Example of data captured from two
of the landings is shown in Figure 3.4. As can be seen from the figure, the hybrid
vertical controller did in this case go into the abort mode. This might be because it
initiated the first landing attempt too soon or because it had a too steep constant
descent angle γ0. Immediately following the abort mode there is a second, successful
landing attempt.

The choice of the hybrid control method for these experiments was driven by
the need to guarantee safety for initial tests. While this strategy does provide safety,
it is very conservative and not particularly efficient. By identifying the factors that
make the controller inefficient, the constraint violations and subsequent maneuver
cancellations can be avoided to a larger degree. The violation of the safety constraints
occur due to several reasons, such as:

1. External unmeasured disturbances.
2. Not predicting how the current control action and state combination will affect

the future trajectory.

To avoid violating the constraints, a controller which better takes into account the
effect of the current control action with respect to both the future trajectory and the

Ground control
Drone

waypoint
navigation

Car
acceleration

Alignment Attempt
Descent

Go to safe
altitude

Hold safe
altitude

Retard
mode

Landing
complete

If close Land

Abort

Retry

Go-around

Figure 3.2: Flowchart of the landing process. The drone waypoint navigation and car
acceleration phase are triggered by ground control. The blue box contains the main
steps of the landing – alignment, descent, retardation (shut of motors) and touch-down.
If during the descent, a dangerous state is reached, the descent is aborted. The drone
goes to a safe altitude and if possible, will attempt to land again.



30 Cooperative and Autonomous Landing Using MPC

constraints is needed. By explicitly taking the dynamics into account, we can choose
the inputs to avoid overshoots and constraint violations. As has been motivated in
Chapter 2, these are some of the properties of a model predictive controller, which
is why this should be a particularly good controller here.

3.2 Problem definition

In this section, the problem is formally defined. First, the kinematic vehicle models
of the UAV and the UGV are obtained. Then, safety constraints and other system
limitations are defined.

The objective of the controller is to make the fixed-wing UAV cooperate with
the UGV autonomously to rendezvous in a finite distance. The rendezvous time and
location are unknown, so the vehicles have to solve for these values online. While
we do want to land the system fast, there is no need for the UAV to have a low
altitude if the UGV is far away, because flying at a high altitude is considered safer
than flying at a low altitude close to the ground. In other words, we want the UAV
to start descending only when the UGV can be reached at the end of the descent.

The local coordinate system, which is aligned with the runway, is illustrated in
Figure 3.5. The local coordinates are denoted xuav, yuav, and huav for the aerial
vehicle and xugv, yugv for the ground vehicle. The rotation matrix from the body to
the inertial frame of the UAV is given by

Rib =
[

cosψ cos θ − sinψ cosϕ+ cosψ sin θ sinϕ sinψ sinϕ+ cosψ sin θ cosϕ
sinψ cos θ cosψ cosϕ+ sinψ sin θ sinϕ − cosψ sinϕ+ sinψ sin θ cosϕ
− sin θ cos θ sinϕ cos θ cosϕ

]
(3.3)

where ϕ is the roll, θ is the pitch, and ψ is the yaw angle with respect to the local
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Figure 3.3: An example of an altitude dependent flare profile. The aircraft vertical
speed is reduced as it approaches the ground. This is the profile which would ideally
have been followed for the hybrid control approach.
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Figure 3.4: Data captured from a successful landing attempt. The blue and green
lines show the distance in the x and y-direction respectively. The red line shows the
altitude of the UAV. Because the vehicles are not yet aligned by the time of the first
attempted landing, the landing fails and is redone shortly after [7].

coordinate axis. Similarly, the rotation matrix of the ground vehicle is given by

Rib,g =

cosψ − sinψ 0
sinψ cosψ 0

0 0 1

. (3.4)

x

y

vuav vugv

Figure 3.5: The landing problem seen from above. The vehicles cooperate to align
themselves in the xy-plane, and to achieve the same velocity.
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3.2.1 Vehicle models
The aerodynamic forces and moments acting on a fixed-wing airplane can be
described by the equations

F baero =

Xb

Y b

Zb

 =

−q̄SCDq̄SCC

−q̄SCL

 M b
aero =

LM
N

 =

q̄SbCpq̄Sc̄Cq

q̄SbCr

 (3.5)

where q̄ = 1
2ρv

2 is the dynamic pressure, S is the total wing area, and b is the
wingspan, and c̄ is the mean aerodynamic chord. The remaining coefficients are the
aerodynamic force coefficients, which are nonlinear functions of the aerodynamic
angles, the Mach number, the angular velocities, and on the control surfaces

CX = fX(α, β, f,M, ...)

for X ∈ {D,L,C, p, q, r}. The aircraft is controlled using the throttle command
and the control surfaces rudder, ailerons, and elevator. Approximations of these
nonlinear equations can be found by fitting data from wind tunnel experiments or
numerical simulations to polynomials of these variables. The equations of motion
for the fixed-wing drone can with this be written as

m(u̇+ qw − rv) = Xb −mg sin θ
m(v̇ + ru− pw) = Y b +mg cos θ sinϕ
m(ẇ + pv − qu) = Zb +mg cosϕ sin θ

(3.6)

Ixṗ+ (Iz − Iy)qr − Ixz(pq + ṙ) = L

Iy q̇ + (Ix− Iz)pr − Ixz(p2 − r2) = M

Iz ṙ + (Iy − Ix)pq − Ixz(qr − ṗ) = N

(3.7)

where Iij are elements of the inertia tensor. The rate of change of the pitch, roll
and yaw are given by

ϕ̇ = p+ tan θ sinϕ · q + tan θ cosϕ · r

θ̇ = cosϕ · q − sinϕ · r

ψ̇ = sinϕ
cos θ · q + cosϕ

cos θ · r.

(3.8)

The kinematic velocities (in the inertial frame) are found by rotating the body
velocities using the rotation matrix (3.3)

Vk = RibVb.



3.2. Problem definition 33

The complexity of the complete nonlinear equations makes it more conve-
nient to look at either linearized versions of the dynamics or at simplified non-
linear equations where the nonlinearities are evaluated around some operating
points. For this reason we consider the simplified dynamics with the state xuav =
[xuav yuav huav vuav auav γuav ψuav]T , where vuav is the absolute velocity and auav
the absolute acceleration in the direction of the nose of the aircraft, γuav the flight
path angle, and ψuav the heading angle. We assume to begin with that there is a
lower level control converting the inputs of desired acceleration acmduav , desired flight
path angle γcmduav , and desired heading angle ψcmduav to inputs of the UAV actuators,
and that the dynamics of these inputs can be approximated as first order systems

σ̇(t) = 1
τσ

(
σcmd(t)− σ(t)

)
, (3.9)

for σ ∈ {ψuav, auav, γuav}, where τσ is a time constant. This assumption is
approximately valid given that the underlying control layer is good enough and that
the sampling time is large enough for any transients to have faded. The UAV is in
this simplified form described with the following equations

ẋuav(t) = vuav(t) cos γuav(t) cosψuav(t)
ẏuav(t) = vuav(t) cos γuav(t) sinψuav(t)
ḣuav(t) = vuav(t) sin γuav(t)
v̇uav(t) = auav(t)
ȧuav(t) = f1

(
auav(t), acmduav (t)

)
γ̇uav(t) = f2

(
γuav(t), γcmduav (t)

)
ψ̇uav(t) = f3

(
ψuav(t), ψcmduav (t)

)
,

(3.10)

The UGV is similarly modeled as

ẋugv(t) = vugv(t) cosψugv(t)
ẏugv(t) = vugv(t) sinψugv(t)
v̇ugv(t) = augv(t)
ȧugv(t) = f5

(
augv(t), acmdugv (t)

)
ψ̇ugv(t) = f6

(
ψugv(t), ψcmdugv (t)

)
.

(3.11)

3.2.2 State and input constraints
The flight path angle, the velocities and the accelerations of the systems, together
with the input values are all limited according to

ϕmin ≤ ϕ(t) ≤ ϕmax (3.12)
σmin ≤ σ(t) ≤ σmax, (3.13)
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for the states ϕ ∈ {auav, augv, vuav, vugv, ψuav, ψuav, γuav}, and for every input
σ ∈ {acmduav , a

cmd
ugv , ψ

cmd
uav , ψ

cmd
uav , γ

cmd
uav }.

For the touchdown of the landing to be gentle, we impose an additional constraint
on the vertical velocity at touchdown

w(ttd) = vuav(ttd) sin γ(ttd) ≥ wtd, (3.14)

where wtd ≤ 0 is the minimal (negative) vertical speed at touchdown.

3.2.3 Spatial safety constraints

We require UAV to never reach a predefined “danger zone” during its descent. The
purpose of this zone is to define a set of states that the UAV for safety reasons
should avoid reaching. This could e.g. be defined by states that are easily affected
by some disturbance or that the UAV is flying too close to the ground or the ground
vehicle, which can be bad from a safety perspective. The exact shape of such a zone
can be adapted to the situation. In this chapter, we consider a danger zone which
has a shape shown in Figure 3.6. This constraint forces the landing to be finished
with the UAV approaching the UGV from above and not the side. For simplicity,
the danger zone is depicted in two dimensions, but it can be extended to three
dimensions by adding another constraint in the ∆y direction.

The two polyhedra making up the danger zone shown in red in Figure 3.6 can
formally be described with the inequalities

 0 1
0 −1
±hs dl − ds

[∆x(t)
h(t)

]
≤

 hs

0
hsdl

 , (3.15)

where ∆x(t) is the distance between the vehicles in the x direction, and hs, ds and
dl are design parameters.

∆x

h

(dl, 0)

(ds, hs)

Figure 3.6: The danger zone for the final landing phase is shown in red. The UAV
must approach from above and can land at most dl away from the middle of the UGV.
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3.3 First proposed controller

In this section, an MPC for the problem stated in the previous section is proposed.
The controller is based on a linear MPC formulation where nonconvex constraints
are handled using binary constraints, using techniques from the MLD framework
presented in Section 2.5.3.

First, the kinematics defined in (3.9–3.11) are linearized around some trimmed
state. This results in the linear discrete system

xuav(t+ 1) = Auavxuav(t) +Buavuuav(t) (3.16)
xugv(t+ 1) = Augvxugv(t) +Bugvuugv(t), (3.17)

for the UAV and the UGV respectively.

3.3.1 Spatial safety constraints

At each iteration, we require that the system stays out of the danger zone. With
the danger zone specified in (3.15), the halfspaces can be formulated as

h(t) ≥ hs
∆x(t)− dl
(ds − dl)

(3.18a)

h(t) ≥ hs
−∆x(t)− dl

(ds − dl)
(3.18b)

h(t) ≥ hs
∆y(t)− dl
(ds − dl)

(3.18c)

h(t) ≥ hs
−∆y(t)− dl

(ds − dl)
(3.18d)

h(t) ≥ hs. (3.18e)

For the system to remain safe, either (3.18a– 3.18d) or (3.18e) must be satisfied.
This logic constraint makes the system a Mixed Logic Dynamical (MLD) system
where

¬(3.18a– 3.18d) =⇒ (3.18e)
¬(3.18e) =⇒ (3.18a– 3.18d)

must be satisfied. Let b1, b2 ∈ BN be binary decision variables. Associate b1 with
(3.18e), and with b2 (3.18a–3.18d). The constraint that the system has to belong
to the safe set can be accounted for in the optimization by adding the following
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constraints
0 0 1
hs 0 (ds−dl)
−hs 0 (ds−dl)

0 hs (ds−dl)
0 −hs (ds−dl)


∆xt+i|t

∆yt+i|t
ht+i|t

+


−hs
hsdl

hsdl

hsdl

hsdl

+M


b1(t+ i | t)
b2(t+ i | t)
b2(t+ i | t)
b2(t+ i | t)
b2(t+ i | t)

 ≥ 0

⇐⇒ fb(∆xt+i|t,∆yt+i|t, ht+i|t, bt+i|t) ≥ 0, (3.19)

for i = 0, . . . , N , where M is a sufficiently large number, ∆x and ∆y denote the
distances between the vehicles in the x and y-direction, and h is the altitude. The
requirement that at least one of the constraints must be fulfilled at any given time
instant is captured by

b1(t+ i | t) + b2(t+ i | t) ≤ 1, i = 0, . . . , N. (3.20)

To include the effect of disturbances, a soft constraint is added, corresponding to
the uncertainty of the future evolution of the system

fb(∆xt+i|t,∆yt+i|t, ht+i|t, bt+i|t) + st+i|t ≥ 0.

3.3.2 Touchdown velocity constraint

The touchdown constraint (3.14) depends on both γ and vuav, so to make it depen-
dent only on γ, the constraint is linearized around some velocity v0. The constraint
becomes

v0γ(tend) ≥ wtd =⇒ γ(tend) ≥ γtd = wtd
v0

,

where γtd ≤ 0 is the the maximum (negative) flight path angle at touchdown. This
is included into the optimization with the constraint

γ ≥ max{γmin,−k(h− γtd/k)}

for some design variable k ≥ 0. This requirement is more conservative than the
original constraint but will ensure that the landing is safe. The constant k is found by
specifying from which height hf the limitation should start To make the transition
smooth, the constraint is rewritten as

γ(t) ≥ γmin − γtd
hf

h(t) + γtd =⇒ k = γmin − γtd
hf

.

The shape of such a constraint is shown in Figure 3.7.
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Figure 3.7: The lower limit of the flight path angle gets smaller at lower altitudes,
which ensures a smooth and safe touchdown. Here, hf = 5, γmin = −10◦ and γtd = −2◦.

3.3.3 State and input constraints
The linear state and input limits (3.2.2) are written on the form

1 0 . . . 0 0
−1 0 . . . 0 0
0 1 . . . 0 0
...

... . . . ...
...

0 0 . . . 0 1
0 0 . . . 0 −1





auav(t)
augv(t)
vuav(t)
vugv(t)
ψuav(t)
ψugv(t)
γ(t)


≤



amaxuav

aminuav

amaxugv

...
γmax

γmin


⇐⇒ Hxx(t) ≤ gx (3.21)



1 0 . . . 0
−1 0 . . . 0
0 1 . . . 0
...

... . . . ...
0 0 . . . 1
0 0 . . . −1




acmduav (t)
acmdugv (t)
ψcmduav (t)
ψcmdugv (t)
γcmd(t)

 ≤



acmd,maxuav

acmd,minuav

ψcmd,maxuav

...
γcmd,max

γcmd,min


⇐⇒ Huu(t) ≤ gu. (3.22)

The inequalities (3.22,3.21) are combined to a single expression[
Hx 0
0 Hu

][
x(t)
u(t)

]
≤

[
gx

gu

]
⇐⇒ H

[
x(t)
u(t)

]
≤ g, (3.23)

where H ∈ R11×22 and g ∈ R22.

3.3.4 Terminal constraint
Finally, a terminal constraint is added for stability of the MLD [50]. Let xe denote
an equilibrium state of the system where e = 0 and γ = 0

xe = {x | e = 0, γ = 0} (3.24)
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We require that x(t+N | t) ∈ xe,∀ t. This means that we consider the case where
the alignment is possible within the prediction horizon, and that we have to choose
N such that xe is reachable within N steps in all iterations. This requirement is
discussed in Section 3.5.

3.3.5 Cost function

The role of the cost function is to shape the appearance of the trajectory and
minimize certain values. Here, we wish to drive the relative distance to zero. The
error of the system is defined as the difference between the two vehicles

e =
[
xuav−xugv yuav−yugv vuav−vugv auav−augv ψuav − ψugv

]T
=
[
∆x ∆y ∆v ∆a ∆ψ

]T
(3.25)

The cost for the state error is

eTQ∆e =
[
∆x ∆y ∆v ∆a ∆ψ

]

q∆x 0 0 0 0
0 q∆y 0 0 0
0 0 q∆v 0 0
0 0 0 q∆a 0
0 0 0 0 q∆ψ




∆x
∆y
∆v
∆a
∆ψ

 .

Note that this cost is still a quadratic function of the states, since is can also be
written as

eTQ∆e =
[
xuav xugv . . . ψuav ψugv

]


q∆x −q∆x . . . 0 0
−q∆x q∆x . . . 0 0

...
... . . . ...

...
0 0 . . . q∆ψ −q∆ψ

0 0 . . . −q∆ψ q∆ψ





xuav

xugv
...

ψuav

ψugv

 .

In addition to these costs that are designed to drive the relative state to zero and
land the drone, cost terms that reflect a desire to limit certain variables (such as
speed, acceleration) are added. Denote this general term by xTQxx. This term
includes the minimization of the altitude h and the flight path angle γ, and so this
term will drive the system to land if a landing is feasible.

In total, the constraint at any given time is given by the symmetric, positive
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semi-definite matrix

eTQ∆e+ xTQxx =

xuav

xugv

vuav

vugv
...

ψuav

ψugv



T 

q∆x −q∆x 0 0 . . . 0 0
−q∆x q∆x 0 0 . . . 0 0

0 0 qva + q∆v −q∆v
. . . 0 0

0 0 −q∆v qvg
+ q∆v . . . 0 0

...
...

...
... . . . ...

...
0 0 0 0 . . . q∆ψ −q∆ψ

0 0 0 0 . . . −q∆ψ q∆ψ





xuav

xugv

vuav

vugv
...

ψuav

ψugv


Note that the total cost can be made positive definite by substituting the state
[xuav xugv]T for ∆x and choosing the weights accordingly

eTQ∆e+ xTQxx =

∆x
vuav

vugv
...

ψuav

ψugv



T 

q∆x 0 0 . . . 0 0
0 qva + q∆v −q∆v

. . . 0 0
0 −q∆v qvg + q∆v . . . 0 0
...

...
... . . . ...

...
0 0 0 . . . q∆ψ −q∆ψ

0 0 0 . . . −q∆ψ q∆ψ





∆x
vuav

vugv
...

ψuav

ψugv


The cost for the input signal is also chosen as a quadratic cost uTRu.

3.3.6 Optimization problem

The complete objective function is given by

VN (x0,uuav,uugv, b, s) =
∑N−1
i=0 (eTt+i|tQ∆et+i|t + xTt+i|tQxxt+i|t

+ uTt+i|tRut+i|t + sTt+i|tMst+i|t)
+xTt+N |tQfxt+N |t

(3.26)

where M is a diagonal matrix with sufficiently large elements, chosen to force the
slack variables to zero unless it is necessary that they are nonzero. Now, the MPC
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can be written as

minimize
uuav,uugv,b,s

VN (x0,uuav,uugv, b, s)

subject to x(t | t) = x0, x(t+N | t) = xe

xuav(t+ i+ 1 | t) = Auavxuav(t+ i | t) +Buavu(t+ i | t)
xugv(t+ i+ 1 | t) = Augvxugv(t+ i | t) +Bugvu(t+ i | t)
H[xt+i|t ut+i|t]T − g ≥ 0
γt+i|t + k

(
ht+i|t − γtd/k

)
≥ 0

fb(∆xt+i|t,∆yt+i|t, ht+i|t, bt+i|t) + st+i|t ≥ 0
1− b1(t+ i | t) + b2(t+ i | t) ≥ 0,

(3.27)

where fb(∆xt+i|t,∆yt+i|t, ht+i|t, bt+i|t) ≥ 0 is the inequality defined in (3.19). As a
result of the binary constraints, this MPC now requires the solution of a mixed-
integer quadratic program (MIQP) in every iteration.

3.4 Second control approach: decoupling the controller

In this section, a second solution which decouples the controller into two subproblems
is derived. This decomposition substantially simplifies the computations, as will be
shown in the simulations in Chapter 4.

The controller presented in the previous subsection has a couple of issues. One is
that the linearization is valid only around the current operating point. If the horizon
is long and the changes in attitude and velocities are large, then the linearization
will not be a good approximation of the dynamics. The second, more significant
challenge is the fact that the problem becomes large if the control horizon is long,
which together with the binary constraints makes the problem computationally
demanding.

Motivated by this, we exploit the structure of the problem to simplify the
optimization. For this, we will exploit the fact that vehicles operate in slightly
different spaces. While both vehicles affect ∆x and ∆y, the UAV alone operates in
the h and γ-dimensions. Further, the h and γ variables are coupled with the rest
of the system only through the altitude equation in (3.10), and the danger zone
constraint (3.15). When the system is linearized around some velocity v0, the linear
dynamics of the aerial vehicle (3.16) can be separated into its horizontal and the
vertical parts as

xuav(t+ i+ 1 | t) = Auavxuav(t+ i | t) +Buavuuav(t+ i | t)

=
[
Ahrz 0

0 Avrt

][
xhrz(t+ i | t)
xvrt(t+ i | t)

]
+
[
Bhrz 0

0 Bvrt

][
uhrz(t+ i | t)
uvrt(t+ i | t)

]

Similarly, the state and input constraints are separated in two parts Hhrz, ghrz,
Hvrt, gvrt. For convenience, we denote the combined horizontal state and input of
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Figure 3.8: Control structure for the modified MPC. The MPC is separated into two
parts, one acting in the horizontal plane and one in the vertical.

the vehicles by

xcmb(t+ i | t) =
[
xThrz(t+ i | t) xTusv(t+ i | t)

]T
,

ucmb(t+ i | t) =
[
uThrz(t+ i | t) uTusv(t+ i | t)

]T
.

The modified MPC has two separate controllers, as is illustrated by the block
diagram in Figure 3.8.

3.4.1 Horizontal control
The first part of the controller has the objective to drive the error defined in (3.25) to
zero. The system is again linearized around a set of trimmed points, as in (3.16–3.17),
but with the states γ and h disregarded. Because h is not taken into account, this
also means that the binary variables from (3.20) are ignored. Some nonlinearities
remain, in particular from the changes in x and y. Due to the requirement that
ψ(T ) = 0, the effect of these nonlinearities becomes smaller as the system gets closer
to touchdown. This MPC is defined by

minimize
uhrz,uugv

∑N−1
i=0 (e(t+ i | t)TQ∆e(t+ i | t)

+ xcmb(t+ i | t)TQhrzxcmb(t+ i | t)
+ ucmb(t+ i | t)TRhrzucmb(t+ i | t))

+ xcmb(t+N | t)TQfxcmb(t+N | t)
subject to xhrz(t | t) = x0

hrz, xugv(t | t) = x0
ugv

xhrz(t+ i+ 1 | t) = Ahrzxhrz(t+ i | t) +Bhrzuhrz(t+ i | t)
xugv(t+ i+ 1 | t) = Augvxugv(t+ i | t) +Bugvuugv(t+ i | t)
Hcmb[xTcmb(t+ i | t) uTcmb(t+ i | t)]T − gcmb ≥ 0
xcmb(t+N | t) = xe

(3.28)
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3.4.2 Descent control
The horizontal MPC provides an optimal path x?cmb(t) and input sequence u?cmb(t).
The predicted future path is now taken into account in the computation of the
vertical dynamics. Since the future velocity trajectory v? is known, this is included
in the linearization of (3.10)[

ḣ(t)
γ̇(t)

]
=
[

0 v?(t)
0 −1/τγ

][
h(t)
γ(t)

]
+
[

0
1/τγ

]
γcmd. (3.29)

The inclusion of v? makes the linearization of ḣ = v sin γ more accurate than the
original linearization. This is beneficial for long-horizon linearizations, as the velocity
and flight path angle might change substantially in only a few steps.

The binary values b1, b2 can be precomputed from x?cmb using (3.18) as

max




1 0
−1 0
0 1
0 −1


[

∆x?t+i|t
∆y?t+i|t

] ≥ ds =⇒
{

b?1(t+ i | t) = 0
b?2(t+ i | t) = 1

else =⇒
{

b?1(t+ i | t) = 1
b?2(t+ i | t) = 0

.

Intuitively, this means that whenever the relative position is within the square
defined by (±ds, ±ds), then the constraint that the UAV needs to stay above the
altitude hs is turned off. If, on the other hand, the relative position is without said
square, then the constraint that the UAV need to be within the landing cone is
turned off.

Denote the combined binary variable by b?t+i|t = [b1(t+ i | t) b2(t+ i | t)]T . Now,
because both the predicted binary variables and trajectories for ∆xt+i|t and ∆yt+i|t
are known, (3.19) is simplified to

ht+i|t ≥ max


hs

ds − dl


ds − dl

−∆x?t+i|t − dl
∆x?t+i|t − dl
−∆y?t+i|t − dl
∆y?t+i|t − dl

−M


1 0
0 1
0 1
0 1
0 1

 b
?
t+i|t


= fb(∆x?t+i|t,∆y?t+i|t, b?t+i|t)

Removing the binary constraints makes the optimization problem substantially
faster to solve. Note also how in practice, we now only need one binary variable for
each time step, and can define the other by b2(t) = 1− b1(t). The vertical MPC is
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defined by the optimization problem

minimize
uvrt,s

∑N−1
i=1 (b1(t+ i | t)qhh2(t+ i | t)

+ qγγ
2(t+ i | t)

+ rvrtγcmd(t+ i | t)2

+ sT (t+ i | t)Ms(t+ i | t))
subject to xvrt(t | t) = x0

vrt

xvrt(t+ i+ 1 | t) = Avrtxvrt(t+ i | t) +Bvrtuvrt(t+ i | t)
Hvrt[xvrt(t+ i | t) uvrt(t+ i | t)]T − dvrt ≥ 0
γ(t+ i | t) · v?t+i|t + k(ht+i|t − vtd/k) ≥ 0
ht+i|t − fb(∆x?t+i|t,∆y?t+i|t, b?t+i|t) + st+i|t ≥ 0

(3.30)

Note how the stage cost depends on b1(t). With this formulation, the altitude is
minimized only when a landing is possible. The benefits of this stage cost is further
discussed in Chapter 4.

3.5 Feasibility and backwards reachability

If the initial point has a feasible solution, then the horizontal controller makes the
system stable around the equilibrium defined in (3.24) [50]. Because the system will
go toward the horizontal equilibrium point, and because the cost function of the
descent MPC has its minimum at at h = 0, as long as the system stays in the area
defined by b1 = 1, the controller will drive the system to the minimum at h = 0.

To learn when the problem is solvable within a certain number of steps we
consider backwards reachability [73]. A backwards reachable set is sets of states,
from which some final state is reachable in a certain number of steps. Here, we
consider the final state to be the point where e(t) (3.25) is zero. This information
can then be used to analyze the effect of choosing different control horizons relative
to the terminal set. Consider for example Figure 3.9, showing the required horizon
as a function of the initial distance between the vehicles.

It is important to consider feasibility of MPC that have terminal constraints,
since unfeasible states lead to undefined control inputs, and also because we want to
avoid attempting to land at times when it is not possible. In theory, if the backwards
reachability sets are computed sufficiently well, then we can know beforehand from
where the landing maneuver can be initiated successfully.

Because of the way the MPC is formulated, we consider the lateral reachability.
The sets are computed using the constraints of the horizontal MPC. Given the
control invariant terminal set Xe, we iteratively compute feasible sets by propagating
the system backwards. A recursive formula for this is

X0 = Xf
Xi = {x ∈ X | ∃u ∈ U s.t. Ax+Bu ∈ Xi−1} (3.31)
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Every such set is expressed as a polytope on the form

Xi = {x ∈ Rn | αix− βi < 0} (3.32)

where αi ∈ Rn×n and βi ∈ Rn. The reachable sets have here been computed using
the MPT3 Toolbox [74]. The sets are computed offline. The number of constraints
for each set Xi grows exponentially, so computing them will in general require a lot
of computing power, even when the linear dynamics are simplified. Here, a step time
of ∆t = 0.5 s was used, and the roll motion of the drone was ignored to simplify the
dynamics further.

After a reachable set has been computed, we know that the optimization problem
should be feasible if the system state lies within one of these sets (3.32) for i ≤ N . To
implement this to the control system, this is captured with the switching condition

if αNx < βN : Solve MPC
else: Reach XN

Any standard control method could be used to reach the final maneuver initiation
set. In this implementation, a PD controller is used.

An example of a reachable set projected on three dimensions is shown in Fig-
ure 3.10. In this example, the set is computed for a horizon of 5 seconds. The state
from which the optimization can be solved depends on the distance between the
vehicles, but also on the velocities that the vehicles have.

We will in the next chapter consider the reachable sets more in detail and
consider their effect on the controller performance.
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Figure 3.9: The minimum control horizon depends on the initial distance, velocities,
and attitudes. This figure shows the minimum horizon projected to depend only on
distance.
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Figure 3.10: Backwards reachable set for 5 seconds. The set has been projected to
show only the d, vuav and vugv dimensions. For the landing to occur within 5 seconds,
the vehicles should not be more than approximately 25 meters apart.

3.6 Simulations

The simulations were run on a laptop using Ubuntu 14.04 with an Intel Core i7 CPU
2.60 GHz×4, in Julia [75] using the Convex.jl package [76]. The nonlinear models
(3.10–3.11) were used for the vehicle dynamics in the simulations. All simulations
have the same control and state constraints and include normally distributed noise
affecting the UAV velocity, flight path angle and course angle. The sampling rate is
0.4 seconds in all simulations. Both MPCs defined in Sections 3.3 and 3.4 have been
implemented, the first (MPC1) which performs the entire path optimization in one
step (3.27), and the second decoupled controller (MPC2) where the optimization
has been divided into two separate controllers (3.28–3.30).

The computational time for the two MPC over a varying horizon length is shown
in Figure 3.11. This has been computed by averaging the time to solve the complete
problem. As expected, the binary constraints of MPC1 make the computational
time grow exponentially, which makes it highly inefficient compared to MPC2 for
longer horizons. Because MPC2 is more computationally efficient, it will be possible
to implement it with a longer horizon than what would be possible with MPC1.

As was discussed in Section 3.2, we want to complete the landing fast, but there
is no reason for the UAV to always have “as low altitude” as possible. Ideally, we
want the UAV to descend only when a landing is feasible. Figure 3.12 compares the
first and the second suggested MPC when the initial distance is −60 m and −10 m.
Because MPC1 has an objective function dependent on h, it controls the UAV go
as low as possible at all times. As a result, the UAV approaches the danger zone
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upper limit (at 5 m) and stays there until a landing is possible. On the other hand,
in MPC2 the objective function depends only on h when b1 = 1. The result is a
much better trajectory. Note also how the rendezvous time is similar when using
the different MPC.

Figure 3.13 compares how the planned trajectory evolves when the system is
working nominally to when it is disturbed by a strong wind gust from behind. The
controller which is used in both these simulations is MPC2. Both simulations start
at the same position. The red trajectory has only normally distributed noise, while
the blue also includes a heavy wind gust between t = 3.2 and 4.2 seconds. The
disturbed system adapts its planned trajectory to the new state and lands safely,
successfully avoiding the danger zone.

3.7 Conclusions

We have in this chapter formulated the UAV/UGV cooperative rendezvous problem
as an optimization problem and applied it using MPC, where the safety constraints
are taken into account directly in the computation of the control input. Next, it was
demonstrated how the optimization can be decoupled by considering the horizontal
and the vertical problem separately. This finding made the MPC is computationally
faster for long control horizons, and also has the ability to incorporate more complex
costs and provides better linearizations. To choose a control horizon, backwards
reachable sets were pre-calculated offline. Simulations demonstrated the ability of
the system to adapt itself both to small noise and strong wind gusts. All of this
suggests that the decoupled MPC is a promising control method for the UAV/UGV
landing system.

In Section 3.5 it was discussed how backwards reachable sets can be computed,
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Figure 3.11: Average computation time of the two suggested MPC as a function
of the control horizon. The computation time of MPC1 increases exponentially, as
opposed to MPC2.
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and how they are used to learn from what states the MPC problem is feasible
or from where the landing maneuver should start. The method was then used to
initially drive the system to a state where the MPC controller could take over the
control.

A challenge with the backwards reachability sets is the time it takes to compute
them and the number of constraints that they contain, which grows exponentially.
For systems such as the ones considered in this thesis, this means that the number of
steps that can be computed is relatively small. This forces us to be conservative in the
way we compute the reachable sets. Further, since the reachability sets are computed
using linear state transitions, the sets will be dependent on the linearization points,
and somewhat inaccurate. To be useful in a wider range of conditions, this means
that more than one reachability computation is needed.

We have in this chapter considered MPC with a fixed horizon. An alternative
way to solve the horizontal control could be to use the variable horizon approach
as described in [77] and [78], where the horizon until the final state is reached is
minimized in every iteration. This is particularly interesting when the objective is
to minimize the time to land.
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Figure 3.12: The two MPC are compared with different starting points. The upper
Figure shows the evolution when the UAV starts at x = −80 m, and the lower at
x = −10 m. The effect of the objective function is that MPC1 drives the UAV to go as
low as possible, while MPC2 decreases the UAV altitude only when landing is possible.
Note how both MPC make the systems land at approximately the same time.
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Figure 3.13: Evolution of the system under MPC2. The purple lines show the system
under normal operation, with only normally distributed but small noise affecting the
system. The green lines illustrate the case when the system at time T = 3.2 s is
affected by a strong wind gust from behind, making the UAV overshoot. The MPC
then replans to suit the new condition.





Chapter 4

FlightGear Simulations

In this chapter, we develop a simulation setup for testing and analyzing cooperative
landing maneuvers and corresponding control algorithms. In particular, the cooper-
ative rendezvous between a fixed-wing unmanned aerial vehicle and an unmanned
ground vehicle, as has been presented in Chapter 3, is considered. While the previous
chapter provided some initial tests to show that the controller behaved as desired,
it did not take into account whether or not the algorithm was implementable in a
realistic setting with computational limitations and more advanced dynamics and
external disturbances. This issue is addressed in this chapter.

The simulation structure and some of the features of the flight dynamics generator
are discussed in Section 4.1. The controller, including a low-level autopilot and a
model predictive controller, is presented in Section 4.2. The system equations are
derived and estimated in Section 4.3. Results from several landing simulations are
presented in Section 4.4, demonstrating that the MPC solution for the cooperative
landing is a promising method also for use in complex, safety-critical systems.

Figure 4.1: The cooperative landing maneuver visualized in FlightGear, using the
JSBSim flight engine.

51
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4.1 Flight dynamics simulation software

Realistic simulations and corresponding visualizations are a vital part of the control
design for any complex and/or safety critical system. Simulations can be used to
obtain a comprehensive overview of the performance of the system under the presence
of modeling errors, communication delays, measurement errors, and disturbances.
They can also be used for calculating suitable control parameter values prior to
testing the controller on a real system.

In these simulations, FlightGear1 is used for the simulations, with JSBSim2

as the underlying flight dynamics model (FDM). FlightGear is an open-source
flight simulator, used in academic and industrial settings, as well as by hobbyists
and for pilot training. In academia, FlightGear is used in a variety of applications
including hardware-in-the-loop simulations and development of aircraft and flight
control systems. JSBSim is a standalone, open-source flight-dynamics model, which
defines and computes the movement of the aircraft. JSBSim includes configurable
flight control systems, aerodynamics, and actuator definitions using XML-based text
format [79]. JSBSim has many types and models of aircraft available for download
and the models can easily be adapted according to the needs of the simulation.

The aircraft models include nonlinear, state-dependent dynamics, making it
possible to capture complex behaviors like stall and spin. Moreover, environmental
effects such as wind gusts and turbulence are directly integrated into the simulations.
This means that we get significantly more comprehensive understanding of how the
controller performs when tested in a real-time scenario.

4.1.1 Simulation Structure

The following is a description of the setup of the simulations. There are two simul-
taneous instances of FlightGear and JSBSim running during the landing simulation,
corresponding to the UAV and the UGV (see Figure 4.2). The communication
between Python and JSBSim/FlightGear is done using the Telnet protocol for
individual and occasional commands, and over TCP for continuous commands such
as the reference trajectories.

The two vehicles are connected using the FlightGear MultiPlay mode, which
makes it possible for the vehicles to interact physically and be seen in the same
visualization window. The two instances communicate over TCP at a rate of 180 Hz.
Still, there is a delay in the exchange of positions, causing a lag in the visualization.
To counteract this, there is a patch for predicting the other vehicles movement based
on velocities and accelerations. This corrects the problem to a large degree.

After this correction, there still remains small fluctuations in the delays in
the data stream from JSBSim to Python. To counteract this, the data has been
timestamped and is corrected before it is sent to the controllers.

1http://www.flightgear.org/
2http://jsbsim.sourceforge.net/

http://www.flightgear.org/
http://jsbsim.sourceforge.net/
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Figure 4.2: The structure of the implementation. The gray blocks are implemented
using Python and CVXPY [80] or ACADO [81], the blue blocks are implemented using
JSBSim and FlightGear.

4.2 Controller

The control system consists of several parts. First, a decoupled MPC as described in
Chapter 2 is used to compute reference paths for the acceleration, flight path angle,
and heading angle. These reference trajectories are then forwarded to the low-level
autopilot controllers, which convert these values to actuator input signals.

4.2.1 Low-level controller

The low level controllers are used to make the dynamical models used in the MPC
simpler. By using the autopilots, it is not necessary to model the complete system
models including the actuator dynamics, since the lowest level of control can be
assumed to be governed by some linear equations. To this end, the autopilots are
designed so that the UAV can be controlled directly using acceleration and attitude
commands, instead of controlling the aircraft using commands to the control surface
deflections.

The autopilots are written in the JSBSim XML-based file format. Each loop is a
simple, cascaded PID controller. The UAV autopilot takes as input:

• Velocity or Acceleration.

• Altitude or Flight Path Angle.

• Heading or Wings-Level.
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Figure 4.3: The structure of the UAV autopilot. Given a reference acceleration ar, a
reference flight path γr, and a reference heading ψr, the flight control system produces
suitable throttle command δt, elevator command δe, and aileron command δa. The
low-level controllers are shown in Appendix A.

Σ

a
ar

Σ
ψ

ψr

Throttle
control

δf

Heading
control

δs

Figure 4.4: The structure of the UGV autopilot. For a reference acceleration ar and a
reference heading ψr, the control system returns a throttle command δf and a steering
command δs.

From these reference values the autopilot computes the elevator, aileron, and throttle
commands, denoted δe, δa and δt respectively. The acceleration a and the flight
path angle γ of the aerial vehicle is controlled using a Total Energy Control System
(TECS) [82]. With TECS, the use of throttle and elevator are coordinated by
taking the total kinetic energy required and the desired energy distribution into
account. This has the advantage that the autopilot more precisely can control
velocity and flight path simultaneously. TECS computes a pitch reference θr and a
thrust reference Tr, from which the elevator and throttle commands are computed.
In parallel, the UAV has a control system for following the reference heading ψr
by computing aileron commands. The TECS and heading controllers are shown in
Appendix A.

The UGV control system takes as input:

• Velocity or Acceleration.
• Heading,
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and computes a throttle command δf and a steering command δs.

4.2.2 Model predictive control
The controller is based on the decoupled MPC presented in Section 3.4, where at
each sampling time, the MPC computes a rendezvous trajectory for each vehicle
based on the current states and inputs. The model predictive controller has here been
implemented using Python and CVXPY [80], and for some simulations ACADO [81],
which has a code generator for nonlinear optimization. The MPC is called every
sampling time at a period of T seconds. In case no solutions are found (e.g. because
the states are outside of the feasible set, or because the optimization did not have
time to converge), the vehicles would be sent commands to cancel the maneuver
and reach a safe state. This is also the case if for some reason the vehicles would
enter the “danger zone” defined in Chapter 3.

4.3 Estimating the system equations

Both autopilots have been tuned experimentally to give satisfiable responses. After
tuning, the functions from reference acceleration and flight path angle to their
respective outputs can be approximated as first-order systems. For the heading, the
conditions are slightly different. Because of the heading dependence on roll (3.7–3.8),
the yaw equation of (3.10) is rewritten as

d

dt

[
ψuav(t)
ϕuav(t)

]
= Aψ

[
ψuav(t)
ϕuav(t)

]
+Bψψ

cmd
uav (t)

meaning that it is modeled as a second order system instead, and that we explicitly
include the roll angle in the dynamics.

The difference equations governing the state equations for the UAV and the
UGV (3.16–3.17) are now found by discretizing the equations of motion (3.10 –
3.11) with the identified input responses. The unknown parameters of the difference
equations from reference inputs to their corresponding values were then estimated
experimentally, by fitting equations to data collected in FlightGear. This resulted
in five continuous time state space equations corresponding to UAV acceleration,
flight path angle, and heading, and UGV acceleration and heading. The equations
are discretized, assuming zero-order hold for the input, using the formula

Ad = eAT , Bd =
∫ T

0 eAτdτB

With a sampling time of T = 0.18 seconds, this gives the following difference
equations xuav(t+T )

vuav(t+T )
auav(t+T )

=

1 0.18 0.015
0 1 0.152
0 0 0.706


xuav(t)vuav(t)
auav(t)

+

0.002
0.026
0.270

aruav(t), (4.1)
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for the acceleration,yuav(t+ T )
ϕuav(t+ T )
ψuav(t+ T )

 =

1 0.150 3.636
0 0.676 −0.458
0 0.084 1.012


yuav(t)ϕuav(t)
ψuav(t)

+

−0.0357
0.458
−0.0124

ψruav(t) (4.2)

for the heading and finally[
huav(t+ a)
γuav(t+ a)

]
=
[

1 3.92
0 0.746

][
huav(t)
γuav(t)

]
+
[
−0.279
0.251

]
γruav(t), (4.3)

for the flight path angle. For the UGV, the difference equations were estimated asxugv(t+T )
vugv(t+T )
augv(t+T )

=

1 0.18 0.003
0 1 0.026
0 0 0.116


xugv(t)vugv(t)
augv(t)

+
0.013

0.152
0.852

arugv(t), (4.4)

for the acceleration and[
yugv(t+ T )
ψugv(t+ T )

]
=
[

1 3.13
0 0.749

][
yugv(t)
ψugv(t)

]
+
[

0.478
0.253

]
ψrg(t) (4.5)

for the steering. Comparisons between the input responses of the estimated system
equations and the actual responses simulated in FlightGear are shown in Appendix B.

4.4 Simulations

Simulations have been performed on an Intel Core i7 CPU 3.40 GHz×8 computer
running Ubuntu 16.04, using FlightGear 2017.2.1 and Python 3.6. The code is
publicly available on GitHub3. The MPC is the one defined in Section 3.4, and is
initially run with a sampling rate of 5.5 Hz. Note that the data that is received from
FlightGear to Python is subject to noise and is published at approximately 180 Hz,
subject to random delays. The data was synchronized using a simple model of the
dynamics.

4.4.1 Evaluation of the reachability computations
The objective of the reachability computations was to approximate from where a
certain terminal set could be reached, and thus where the final stage of the landing
should be initiated. Figure 4.5 shows the evolution of the system after it has entered
the 5 seconds backwards reachable set. Under perfect conditions, the system should
reach the terminal set (e → 0) within 5 seconds. The figure shows that this is

3https://github.com/laperss/fg-cc-sim/

https://github.com/laperss/fg-cc-sim/
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approximately true. The difference is due to disturbances and noise, as well as
approximations made in the model dynamics.

Figure 4.6 illustrates how the landing success is dependent on the initial condi-
tions. The simulations were run using a nonlinear MPC in the lateral direction and
the vertical MPC, as was described in Section 3.4. The blue circles show the initial
positions where the landing succeeded, and the red crosses show initial positions
where the landing was canceled either due to infeasibility or unsatisfied constraints.
The figure shows that not all of the landings succeeded on the first try, although
all initial positions are within the feasible set. This likely due to the simplifications
made in the reachability computations 3.32, where the flight path angle is not into
account. As a result, when the UAV starts too far in front of the UGV, the safety
constraints (Equations 3.19–3.20) might not be satisfiable.
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Figure 4.5: The evolution of the system under slightly windy conditions after reaching
the “reachability set” corresponding to −5 seconds. This implies that the system should
converge to the terminal set within 5 seconds. The distance should stay within the
range indicated by red lines in the topmost picture, and the velocities should have
reached 20 m/s. This is approximately achieved.
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Figure 4.6: The relative distance between the vehicles at the intiation of the maneuver.
The blue dots show the positions where the landing succeded while satifying the safety
constraints, and the red crosses are the cases when the safety constraints were broken
at some point during the landing, or where the optimization problem did not return a
solution. The initial difference in altitude was 20 m for all simulations, but the initial
velocities and accelerations are different.

4.4.2 Comparison between MPC and PD approach

For comparison purposes, a simple PD controller was also implemented. The PD
controller separately controls ∆x and ∆y to reach 0 and has a switching law in the
h direction for avoiding the danger zone. Both controllers have the same constraints
on input and state values. Figure 4.7 shows an example of the outcome from such a
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Figure 4.7: Landing profiles comparison for two controllers under mild wind conditions.
The blue curve shows the MPC described in Section 3.4. The green curve shows a
simple PD controller.
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test. The figure gives a comparison between the landing outcome when using the
MPC strategy presented in this paper and the PD controller when the vehicles are
disturbed by mild wind disturbances. The simulation shows that the MPC is able
to predict the overshoot, and adapts its descent angle to this information. This way
it avoids reaching the danger zone, and the maneuver is never canceled. This is
a much better trajectory profile since the aircraft avoids making unnecessary and
potentially dangerous landing attempts.

In Section 3.1, it was motivated from previous research results that a predictive
and model based controller should be able to handle the autonomous landing better
than a proportional controller can, since it explicitly predicts future trajectories and
actively avoids the constraint sets. From these experiments, we demonstrate that
the MPC does perform in the way we expected it to with respect to the cases that
could not be handled by a simple PD-controller.

4.4.3 Further control simulations
From the results of the tests with backwards reachability sets, it was seen that:

1. The sets work well in many cases, however, due to the ignored and simplified
dynamics, there are limitations to how well they work. As was discussed in
the previous chapter, computing the sets require a lot of computational power
even for very simplified dynamics.

2. Use of the terminal set makes the problem more conservative, since we can
only start to apply the MPC from within a prespecified set where the terminal
set is recursively feasible.

The use of the backwards reachable sets was useful for estimating within what time
the landing will be feasible, since we can avoid attempting to land at unsuitable
times. However, the use of the terminal set is not strictly necessary (as was pointed
out in Seciton 2.3.2) if we assume that we have a large enough prediction horizon.

Because of this, a controller without terminal constraints but that could handle a
much longer prediction horizon was implemented and tested. The methods presented
in [42] and the accompanying software package was used. The paper and C++ script
uses a combination of among other things warm starts, a fixed iteration limit, and
exploiting the structure of the problem to make the solution time faster. With this
implementation, horizons of 70–100 steps could be used successfully with the MPC
implemented at 16 Hz.
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Chapter 5

Cooperative MPC for
Quadcopter and Boat Landing

This chapter introduces the second case study – the landing of an autonomous
quadcopter on top of an autonomous boat. A similar control approach to the one
derived in Chapter 3 is adapted to be applicable to this system. This chapter is
mainly based on the results presented in [30].

Some background to the problem of autonomous boat landings of different
aerial vehicles is provided in Section 5.1. The problem is then formally defined in
Section 5.2, including the dynamics of the quadcopter and boat, safety constraints,
and possible disturbances. In Section 5.3, a model predictive controller is derived.
The problem setup and controller is then compared to the problem of landing a
fixed-wing drone on a ground vehicle in 5.4, and it is discussed how the two problems
differ and some of the consequences for the controller. Finally, simulation results
are presented in Section 5.5, with particular focus on testing the algorithm under
different disturbances.

5.1 Background

There are many variants of the autonomous boat landing problem, where an aerial
vehicle is controlled to autonomously track and land on the deck of a boat. Such a
landing control problem can be defined under various assumptions on the external
disturbances affecting the system, as well as for various types of drone designs. For
example, autonomous landings have been described in the literature for fixed-wing
drones [83, 84], helicopters [85, 86] and quadcopters [87, 88].

Autonomous boat landings for fixed-wing drones are considered in [83, 84], where
a deep stall landing MPC approach is used to land the drone without the use of
a runway. Deep-stall landings are possible for fixed-wing drones due to their fast
reduction in lift and increase in drag when the drone goes into a high angle of attack.

The use of MPC has also been evaluated for autonomous helicopter landings on
boats. For example, [85] considers an autonomous helicopter landing on the deck of
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Figure 5.1: Much of the previous work considers a landing where the vehicles first
align in the horizontal plane, then proceed to land (blue). Here, we allow the drone to
plan the path freely, as long at it fulfills certain safety constraints (green).

a boat which is under the influence of known waves in the heave (vertical) direction.
The MPC controller is compared to an LQR and a loop-shaping design technique,
and the authors conclude that the MPC is better at tracking the reference signals
but that the computational requirements are much higher for the MPC compared
to the alternatives. A more complex helicopter model is considered in [86], which
also uses an MPC technique to perform a soft landing. The focus of this paper is on
tracking wave motions in different directions , as well as designing a highly accurate
32 state model of the linearized helicopter dynamics. The controller has a relatively
short horizon and guides the descent of the helicopter. In [89] the same model is
extended to include the effects of ship airwakes.

An example of a project that considers a quadcopter landing on a boat can be
found in [88]. The main focus of this paper is on the visual tracking algorithm, and
the sea vehicle takes no part in the control effort. The control method of choice was
initially a PID controller, however, the authors note that the use of this controller
results in highly unstable performance. In the final landings, an ad hoc solution is
instead used where the built-in hover mode is combined with adaptive “nudging” of
the system in the correct direction.

An important aspect of the boat landing problem is the tracking of the boat
movement for the final soft touchdown. To this end, the aerial vehicle must some-
how take the wave disturbances into account. Waves are often modeled as linear
combinations of sinusoidal functions of time, for example in [90], where a real-time
tracking of the ship is performed using an internal-model-based control method.
When the control method is MPC, the motion of the boat has been included in the
control problem e.g. as a reference altitude based on a prediction of the future wave
motion [85, 86].

5.2 Problem statement

The system considered in this part of the thesis consists of a quadcopter and an
unmanned surface vehicle (USV). The main difference between this work and some
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Figure 5.2: The inertial (East-North-Up) and body (Forward-Left-Up) frames.

of the previous work as described in the previous section is the inclusion of spatial
safety constraints, similar to the problem definition in Section 3.2. Additionally, as
opposed to most of the VTOL landings described previously, we do not require the
vehicles to be vertically aligned before starting the descent. Instead, the drone is
allowed to plan its path freely in 3D space as long as the trajectory fulfills all the
safety constraints. This difference is illustrated in Figure 5.1. This opens up for the
possibility of faster and more efficient landings. For the wave disturbances, we assume
that the wave motion is not known beforehand but need to be estimated in real-time.
As opposed to e.g. [85], we do not attempt to track the vertical motion while in air,
but instead try to land as fast as possible while still making the touch-down soft.

In this section, the landing problem is formally stated for the cooperative
quadcopter and boat system. First, the reference frames are defined, and then the
dynamics of the quadcopter and boat are given, followed by the derivation of the
safety constraints. Finally, it is discussed how waves acting on the boat affect the
system and it is suggested how we can get an estimation of the current motion of
the waves.

5.2.1 Kinematics

We differentiate between two main frames – the inertial frame and the body frame,
as illustrated in Figure 5.2. The inertial frame is here given in East-North-Up (ENU)
coordinates, and the body frame is given in Forward-Left-Up (FLU) coordinates.
This convention is chosen since it is the one which is provided in the the SDK of
the quadcopter that we implemented the algorithms on, and as such, the data is
already delivered in this frame of reference. More details on the quadcopter SDK are
provided in Section 6.3. The yaw angle ψ is defined as the positive rotation between
the forward-facing side of the drone and east.

The relation between the body and inertial frame can be computed using the
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rotation matrix

Rib =

cosψ cos θ cosψ sinϕ sin θ − sinψ cosϕ cosψ cosϕ sin θ + sinψ sinϕ
sinψ cos θ sinψ sinϕ sin θ + cosψ cosϕ sinψ cosϕ sin θ − cosψ sinϕ

− sin θ sinϕ cos θ cosϕ cos θ

 ,
(5.1)

where ϕ, θ and ψ represent the roll, pitch and yaw angles respectively.

5.2.2 Quadcopter Dynamics
The forces and moments acting on the quadcopter are the result of gravity, drag,
and thrust from the four rotor blades, plus external disturbances from e.g. wind.
The total thrust is directed in the negative z-direction in the body frame and is the
sum of the thrust from the four individual motors. In the inertial frame, the total
force can be expressed asFxFy

Fz

 = −

 0
0
mg

+Rib

 0
0∑4

k=1 Tk

+ Fdrag + Fext,

where g is the gravitational acceleration, Fdrag is the force from drag, and Fext
contains all external forces, e.g. due to wind. The drag force is assumed to be
proportional to the velocity in respective direction. The control input at the lowest
level is the individual power supplied to each of the four motors. For simplicity
and safety, there is a built in attitude control system which is used to compute
the individual motor thrust commands. Now instead the control inputs are the
commanded roll angle ϕcmd, pitch angle θcmd, yaw rate ψ̇cmd, and vertical velocity
wcmd. The nominal response of the vertical velocity w to a vertical velocity command
is assumed to be in the form of a first-order system, expressed as a Laplace transfer
function with

W (s) = kw
τws+ 1Wcmd(s), (5.2)

where w(t) is the vertical velocity in the inertial frame. This means that the total
thrust at time t can be expressed by

T (t) = g + ẇ(t)
cos θ(t) cosϕ(t) = g + 1/τw (kwwcmd(t)− w(t))

cos θ(t) cosϕ(t) . (5.3)

The attitude dynamics are approximated as second-order systems. For roll and
pitch, the transfer functions from command to attitude are in the form of Laplace
transfer functions expressed as

Φ(s) =
kφω

2
φ

s2 + 2ξφωφs+ ω2
φ

Φcmd(s) (5.4)
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Θ(s) = kθω
2
θ

s2 + 2ξθωθs+ ω2
θ

Θcmd(s), (5.5)

respectively. For the yaw, the rate control is modeled as

Ψ(s) = 1
s

kψ
τψs+ 1Ψ̇cmd(s). (5.6)

Now, the dynamics can be summarized as

ṗ(t) = v(t)
v̇(t) = −g +Rib(t)T (t)−Dv(t) + 1

mFext(t)
θ̇(t) = ω(t)
ω̇(t) = fω(ω(t),θ(t),θcmd(t)),

(5.7)

where p denotes the position, v the velocity, a the acceleration, θ the attitude and
ω the angular acceleration. The function fω is given by equations (5.4–5.6). It can
be seen that this model is nonlinear only in the velocity derivative, where the input
term RibT is given by the vector

RibT = (g + ẇ)


cosψ cosϕ sin θ+sinψ sinϕ

cos θ cosϕ
sinψ cosϕ sin θ−cosψ sinϕ

cos θ cosϕ
1

 = (g + ẇ)

cosψ tan θ + sinψ tanϕ
cos θ

sinψ tan θ − cosψ tanϕ
cos θ

1

 .

Assuming that the angles ϕ and θ are small, this can be approximated as

RibT ≈ (g + ẇ)

cosψ · θ + sinψ · ϕ
sinψ · θ − cosψ · ϕ

1

 .
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The system equations (5.7) are expressed on state space form as follows

d

dt

pxpy
pz

 =

1 0 0
0 1 0
0 0 1


uv
w

 (5.8a)

d

dt

uv
w

 = −

0
0
g

−
kdx 0 0

0 kdy 0
0 0 kdz


uv
w

+ 1
m

1 0 0
0 1 0
0 0 1


F1

F2

F3

 (5.8b)

+

cosψ tan θ + sinψ tanϕ
cos θ

sinψ tan θ − cosψ tanϕ
cos θ

1

 (g + ẇ) (5.8c)

d

dt

ϕθ
ψ

 =

1 0 0
0 1 0
0 0 1


ω1

ω2

ω3

 (5.8d)

d

dt

ω1

ω2

ω3

 = −

ω2
φ 0 0

0 ω2
θ 0

0 0 0


φθ
ψ

−
2ωφξφ 0 0

0 2ωθξθ 0
0 0 1/τψ


ω1

ω2

ω3


+

kφω2
φ 0 0

0 kθω
2
θ 0

0 0 kψ/τψ


ϕcmdθcmd

ψcmd

 . (5.8e)

5.2.3 Boat Dynamics

From [91], ship dynamics can be described using the nonlinear relationship

Mν̇r +C(νr)νr +D(νr)νr + g(η) = τctrl +wenv
η̇ = JΘ(η)ν

where η = [xb yb zb ϕb θb ψb]T is a vector describing the position and orientation
of the vehicle, νr = [ub vb wb pb qb rb]T is the velocity and angular velocity vector
relative to the velocity of the current, and M is the system inertia matrix. Because
of symmetry, we assume that Ixy = Iyz = 0. The vectors τctrl and wenv contain the
control and environmental forces and moments. The matrix valued functions C(νR)
and D(νR) denote the Coriolis and centrifugal forces, and the damping respectively.

Introduce the vessel parallel coordinate system, where the generalized position
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is transformed by

ηp =



cosψb − sinψb 0 0 0 0
sinψb cosψb 0 0 0 0

0 0 1 0 0 0
0 0 0 1 0 0
0 0 0 0 1 0
0 0 0 0 0 1


η = P T (ψb)η.

Under the assumption that the roll and pitch angles are small, and that the velocity
is constant u = u0, the system can approximately be described as a linear system
with xb = [ηTp ∆νT ]T

ẋb =
[

0 I

−M−1G −M−1N(u0)

]
xb +

[
0

M−1

]
ub +

[
0

M−1

]
wb +

[
I

0

]
v0, (5.9)

where N(u0) represents the damping and Coriolis forces. The state of the boat is
indicated by the subscript b to separate it from the drone model. Details of this
linear system and the matrices of 5.9 can be found in [91].

If we completely ignore heave, roll and pitch motion, and only consider surge
(forward), sway (side) and yaw, then the system dynamics are simplified even more,
and become the 3 DOF maneuvering model as described in [91].

η̇(t) =

 cosψb(t) sinψb(t) 0
− sinψb(t) cosψb(t) 0

0 0 1

vr(t),
v̇r(t) = M−1 (−N(vr)vr + τctrl +wenv)

= M−1 (−C(vr)vr −D(vr)vr + τctrl +wenv) ,

(5.10)

where η̇(t) = [pE pN ψ]T is the North-East-Yaw position and ν̇(t) = [u v p]T is the
x and y velocities in the body frame with the yaw angular velocity, and τctrl are the
external forces from control and wext are other external forces. The inertia matrix
is on the form

M =

m−Xu̇ 0 0
0 m− yv̇ mxg − Yṙ
0 mxg − Yṙ Iz −Nṙ

 ,
and the matrices C(vr) and D(vr) are dependent on the type of model which is
used for the vessel maneuvering theory.

The input dynamic is modeled in the same way as the drone, using a first-order
yaw rate and thrust control (5.6). Note that the boat has a considerably larger
moment of inertia and mass than the drone, and as such it is a significantly slower
system than the drone.
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5.2.4 Constraints

There are some constraints with regards to the relative positioning that need to be
fulfilled during the landing. The first such constraint is related to the direction of
approach. Because we do not wish to have the drone too close to the water, and
because of the various equipment sticking up from the boat, we formulate a spatial
constraint which forces the drone to approach the boat from approximately above,
as illustrated in Figure 5.3. From Section 2.5.3 and 3.3.1, we have seen that this
sort of nonconvex constraint can be expressed as

A

∆x(t)
∆y(t)
h(t)

 ≥ k −Mfb(b(t)) (5.11)

Bb(t) ≤ 1, (5.12)

where the matrix A ∈ R(k×3) and the vector k ∈ Rk together describe the shape of
the region in the form of a number of planar inequalities, and fb(b) ∈ {0, 1} is a
binary vector valued function indicating what constraint is active at a given time,
in accordance with what has previously been derived in Section 3.4.2. Further, M is
chosen to be a sufficiently large constant.

In particular, the region is here chosen to be a polyhedron with six sides. For an
arbitrary definition of the slopes of the sides is expressed as



−hs 0 (dx1 − dl)
hs 0 (−dx2 − dl)
0 −hs (dy1 − dl)
0 hs (−dy2 − dl)
0 0 1
0 0 −1


∆x(t)

∆y(t)
h(t)

 ≥


dlhs

−dlhs
dlhs

−dlhs
hs

0


In addition to this spatial constraint, we also place a constraint on the vertical
velocity at touchdown, which is expressed as

w(t) ≥ wmin
w(t) ≥ k1h(t) + wmin,land

where wmin,land < 0 is the limit of the vertical velocity at touchdown, and k1 < 0 is
a constant. This constraint makes the vertical velocity limitation dependent on the
altitude.

Using the same notation as in Chapter 3, the state and input constraints are
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expressed as

Hcmb

[
xTcmb(t+ i | t) uTcmb(t+ i | t)

]T
− gcmb ≥ 0

Hvrt

[
xTvrt(t+ i | t) uTvrt(t+ i | t)

]T
− gvrt ≥ 0.

for the combined constraints for the UAV and USV in the horizontal plane, and the
UAV constraint in the vertical direction respectively.

Figure 5.3: The quadcopter is constrained from entering areas too close to the boat.
This is modelled as a safety constraint in the model predictive controller.

5.2.5 Heave estimation
To be able to perform a soft landing, the motion of the boat in the water needs to
be tracked. The disturbances acting on the boat are for now assumed to be limited
to heave motion, which is the vertical motion. The heave motion is for simplicity
assumed to be a single sine wave with amplitude A and frequency ω.

pz = A sin (2πω · t+ ξ)

This could be extended to e.g. a combination of several sinusoids. We use the
accelerometer data to approximate the frequency since the update rate of the ac-
celerometer is much higher than the update rate of the GPS. The vertical acceleration
measurements are given by

az = d2

dt2
pz = − (2πω)2

A sin(2πω · t+ ξ).

Data from the past M accelerometer measurements are saved into an array which is
processed using the Fast Fourier Transform (FFT). The frequency ω is then chosen
as the dominant frequency of the spectrum. For the amplitude estimation, the wave
height is estimated using the power of the signal

A =

√√√√ 2
M

M∑
i=0

pz(i)2.
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Figure 5.4: The heave motion being estimated in real time. Up to M = 1000 values
of the measured height and vertical acceleration are being saved and used to compute
the current frequency, amplitude and phase shift of the wave. In this example, the
sampling rate is 20 Hz.

In Figure 5.4, it is illustrated how the heave motion is being estimated in real-time.
To begin with, not enough data has been measured and so the estimation is not
accurate. Then, as more data is collected, the estimation improves. The number
of saved elements M and the sampling frequency h will affect the accuracy of the
estimation and what frequencies can be detected. In Figure 5.4, M = 1000 and
h = 0.05, and the period of the wave is 7 seconds.

Note that this model could be extended to include a combination of frequencies
and amplitudes. This specific model is used in this case to illustrate the reference
tracking for the vertical controller, but would in the case of an implementation to a
real system need to be extended according to the expected wave disturbances.

5.3 Model predictive control algorithm

This section describes the implemented control algorithm, based on the approach
taken in [72]. The cooperative controller is divided into two parts in accordance with
Section 3.4, with one corresponding to the vertical motion and one to the horizontal
motion. Denote the state and input of the USV by xusv and uusv respectively. Denote
the horizontal state and input of the drone by xhrz and uhrz, and the vertical by
xvrt and uvrt.

To account for static disturbances and small model errors, the method of offset-
free MPC as was described in Section 2.5.2 is employed. This means that if there is
a significant difference between the predicted output and the actual output, then
this deviation is estimated and used in the MPC algorithm as well. Here, we use
a Kalman filter to get estimates of the steady-state errors, which we denote d.
The estimated disturbance is assumed to be constant for the rest of the prediction
horizon, and is updated every sampling time together with the state estimate. The
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implementation of this filter is further explained in Chapter 6.
The formal definition of the cooperative MPC problem is as follows. Given the

current state of the UAV x0
uav and the state of the USV x0

usv, solve the horizontal
optimization problem

minimize
uhrz, us

∑N−1
i=0 (e(t+ i | t)Q∆e(t+ i | t)

+ uTcmb(t+ i | t)R1ucmb(t+ i | t)
+ xTcmb(t+ i | t)Q1xcmb(t+ i | t))

+ xTcmb(t+N | t)Qfxcmb(t+N | t)
subject to xcmb (t | t) = x0

cmb

xhrz (t+ i+ 1) = fuav (xhrz(t+ i | t), uhrz(t+ i | t), d)
xusv (t+ i+ 1) = fusv (xusv(t+ i | t), uusv(t+ i | t))

Hcmb

[
xTcmb(t+ i | t) uTcmb(t+ i | t)

]T
− gcmb ≥ 0

(5.13)

where we optimize over the entire state trajectories xuav, xusv and corresponding
input trajectories uuav, uusv. Here, Qi and Ri are cost functions for states and
inputs respectively, and fhrz and fusv are the state transition functions given in
(5.7–5.10). The horizontal MPC is in this implementation chosen to be a nonlinear
controller. This is to fully utilize the movements that the drone is capable of, and
to let it reach high angles without making the linearization inaccurate.

For the vertical MPC, we use a linear MPC. This controller must take into
account the safety constraints defined in Section 5.2.4. Because we can precompute
the binary decision variables and the relative distance using the trajectories of the
horizontal MPC, we are left to solve a completely linear system in the vertical
direction.

minimize
uvrt

∑N−1
i=0 ((xTvrt(t+ i | t)− rTt+i|t)Q2(xvrt(t+ i | t)− rt+i|t)

+ r2ẇ
2
cmd(t+ i | t))

+ xTvrt(t+N | t)Qf2xvrt(t+N | t)
subject to xvrt (t | t) = x0

vrt

xvrt(t+ i+ 1 | t) = fvrt (xvrt(t+ i | t), ẇcmd(t+ i | t))

Hvrt

[
xTvrt(t+ i | t) uTvrt(t+ i | t)

]T
− gvrt ≥ 0

ht+i|t − fb(∆x?t+i|t,∆y?t+i|t, b?t+i|t) ≥ 0

(5.14)

where rt+i|t denotes a reference trajectory for the altitude. The major steps of the
cooperative MPC algorithm are summarized in Algorithm 2.

5.4 Comparison to the fixed-wing drone landing problem

Because of the similarities with the problem presented in Chapter 3, the same control
approach was implemented here, adapted to the environment and the specific safety
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Algorithm 2: The collaborative MPC algorithm. Here, the horizontal MPC
solver is represented by MPChrz and the vertical solver by MPCvrt. The
estimated state at time t is given by x0 and the estimated external static
disturbance is given by d.
t = 0;
x0 = x(0);
d = 0;
if landing then

while x ∈ X0 do
if h ≤ 0.1 m then

cut of motors;
break;

end
else

x?uav(t), u?uav(t),x?usv(t), u?usv(t)← MPChrz(x0, d) ;
for i = t . . . t+N do

b?(i) = ([∆x?(i) ∆y?(i)]T ∈ Xland)? 1 : 0;
hmin(i) = fb(∆x?(i),∆y?(i), b?(i));

end
x?vrt(t), u?vrt(t)← MPCvrt(x0, r, b

?,hmin);
apply u?cmb(t), u?vrt(t);
t← t+ 1;
x0, d← Kalman(x0, d,m);

end
end

end

criteria of the USV landing. The main similarities between the fixed-wing landing
and the quadcopter landing are

• Dynamically decoupled systems, where vehicles are moving in different dimen-
sions

• Heterogeneous, nontrivial vehicles subject to disturbances

• Spatial constraints based on safety requirements

There are however important differences between the systems that should be ad-
dressed. First of all, the dynamics of the quadcopter and the fixed-wing drone
are quite different. One particular difference is the possibility of decoupling of the
controller into a lateral and longitudinal part in the two cases. While this was
straight-forward in the case of the fixed-wing drone, because of the way that the
dynamics is decoupled into horizontal and vertical movement when it is assumed
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Figure 5.5: Because the dynamics is not fully separable in this case, the horizontal
input signals need corrections before being applied to the system.

that the angles are kept small, this is not as simple in the case for the quadcopter if
we want to allow for relatively fast accelerations in the vertical direction.

The dependency on data needed to solve the horizontal and vertical MPC respec-
tively is depicted in Figure 5.5. Because the vertical MPC changes the assumption
made in the horizontal MPC, the computed input signals are no longer optimal, and
should be corrected accordingly. This is assuming that the size of the acceleration is
allowed to be significant with respect to the gravitational acceleration g.

5.4.1 Computation of corrected attitude trajectories

Consider the expression for the true accelerations (5.8b), excluding the unmeasured
noise. Let ′ denote the corrected values, such that[

a′x
a′y

]
= −

[
kdx 0
0 kdy

] [
u
v

]
+
[
cosψ tan θ′ + sinψ tanϕ′

cos θ′

sinψ tan θ′ − cosψ tanϕ′

cos θ′

]
(g + ẇ)

Assuming that the acceleration in the vertical direction is zero (ẇ = 0), we get[
ax
ay

]
= −

[
kdx 0
0 kdy

] [
u
v

]
+
[
cosψ tan θ + sinψ tanϕ

cos θ
sinψ tan θ − cosψ tanϕ

cos θ

]
g.

Now, to make these expressions equal, we get the following relation

g

g + ẇ(t)

[
cosψ(t) tan θ(t) + sinψ tanϕ(t)

cos θ(t)
sinψ(t) tan θ(t)− cosψ tanϕ(t)

cos θ(t)

]
=
[

cosψ tan θ′(t) + sinψ tanϕ′(t)
cos θ′(t)

sinψ tan θ′(t)− cosψ tanϕ′(t)
cos θ′(t)

]
.

By making the following substitution

k1(t) =
(

cosψ(t) tan θ(t) + sinψ tanϕ(t)
cos θ(t)

)
g

g + ẇ(t)

k2(t) =
(

sinψ(t) tan θ(t)− cosψ tanϕ(t)
cos θ(t)

)
g

g + ẇ(t)
c1(t) = cosψ(t), c2(t) = sinψ(t),
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and noting that

k1c1 + k2c2 = tan θ · g/(g + ẇ), k1c2 − k2c1 = tanϕ
cos θ · g/(g + ẇ)

c21 + c22 = 1

it is now possible to solve for the corrected θ′(t) and ϕ′(t) as

θ′(t) = atan
(

g
g+ẇ · tan θ

)
ϕ′(t) = atan

(
cos θ′

cos θ ·
g

g+ẇ tanϕ
) (5.15)

By setting ẇ = 0, it is easy to confirm that we get the original values θ′ = θ and
ϕ′ = ϕ.

5.4.2 Correction of the attitude commands
To compute the corrected input signal θ′cmd from the corrected angles θ′ and ϕ′,
consider the transfer function in discrete time

Θ′(z) = r1z + r0

l2z2 + l1z + l0
Θ′cmd(z)

From this relationship and considering that we from the MPC will know the future
desired values of Θ′, it is possible to invert this relationship

l2θ
′(t+ 2) + l1θ

′(t+ 1) + l0θ
′(t) = r1θ

′
cmd(t+ 1) + r0θ

′
cmd(t)

and get the input signal as

θ′cmd = M−1
r (Mlθ

′ + k) (5.16)

where the matrices Mr ∈ RN×N , Ml ∈ RN×(N+1) are given by

Mr =



r1 0 0 . . . 0 0
r0 r1 0 . . . 0 0
0 r0 r1 . . . 0 0
...

... . . . . . . ...
...

0 0 . . . r0 r1 0
0 0 . . . 0 r0 r1


, Ml =



l1 l2 0 0 . . . 0 0
l0 l1 l2 0 . . . 0 0
0 l0 l1 l2 . . . 0 0
...

... . . . . . . . . . ...
...

0 0 . . . l0 l1 l2 0
0 0 . . . 0 l0 l1 l2


and the vector k ∈ R(N+1) is given by

k =


l0θ(t− 1)− r0θcmd(t− 1)

0
...
0

 .
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5.4.3 Corrected attitude bounds
Combining (5.15) and (5.16), we get new commands for the attitude. The question
is now whether or not the newly computed angles are feasible or not. The maximum
difference between the

9.81
9.81 + ẇmin

≤ g

g + ẇ
≤ 9.81

9.81 + ẇmax

This means that

tan θ′(t) ≤ g

g + ẇmax
· tan θ = θmax

tan θ′(t) ≥ g

g + ẇmin
· tan θ = θmin

so to keep the attitude within the bounds also after the correction, we set a new
upper and lower bound on the attitude (note that because T = ẇ + g > 0, we know
that |g + ẇmax| > |g + ẇmin|)

θnewmax = atan
(

g

g + ẇmax
· tan θrealmax

)
θnewmin = atan

(
g

g + ẇmax
· tan θrealmin

)
For example, if we assume that the vertical acceleration is limited by ẇmax = 2
m/s2 for the vertical velocity bounds, and θmax = 30◦ and θmin = −30◦, we get

θnewmax = 25.6◦, θnewmin = −25.6◦

5.5 Simulations

Experimental data has been collected both as preparation for future experiments, and
for initial algorithmic evaluations. The hardware-in-the-loop simulations were run
using the included DJI simulator, and a boat simulated in Python. The computational
hardware that was used is the same as in the real experiments.

5.5.1 Disturbance compensation simulations
The disturbance compensation has been tested with different types of disturbances,
mainly represented as wind gusts acting on the quadcopter, or as vertical waves
on the boat. Figure 5.6 shows the result of two simulations with identical wind
conditions. The red dotted line shows the distance dependent altitude constraint,
which is the limit that the altitude needs to stay above at any given point. This
simulation illustrates how the controller works under static disturbances. In the plot



78 Cooperative MPC for Quadcopter and Boat Landing

to the left it is shown how the system reacts to a strong wind when the MPC has
no disturbance compensation. The result is a steady-state error which the MPC
cannot compensate for, and as such the UAV is not able to land without violating
the safety constraints. The vehicle then repeatedly plans to land, fails, and then has
to rapidly increase its altitude to avoid violating the safety constraints. In the plot
to the right, disturbance compensation is turned on. There is an overshoot in δy
due to the wind disturbance, however, as the UAV gets a better and better estimate
of the disturbance, it is able to compensate for it and land without violating the
safety constraint.

Figure 5.7 shows the altitude of the UAV and the USV separately when the USV
is subjected to wave disturbances. The waves have a period of 10 seconds and an
amplitude of 0.8 m. At around t = 8 seconds, the UAV temporarily slows down the
descent to allow the vehicles to align better, so that the vertical velocities are better
matched. Then, as the drone continues to descend, it lands with a safe relative
vertical velocity using the estimated heave motion as a reference for the altitude.
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Figure 5.6: By estimating the disturbance and feeding it into the optimization
problem, offset-free tracking is achieved. The plot to the left shows how the system
reacts to a strong wind when the MPC has no disturbance compensation, and the plot
to the right shows the same case but when the disturbance compensation is on.
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Figure 5.7: A landing with simulated waves causing a cyclic up and down motion of
the deck of the boat. Using the heave estimation presented in Section 6.3.2. The drone
adapts its vertical velocity to avoid touching down with a too large vertical velocity.





Chapter 6

WARA Public Safety Demonstrations

This chapter describes the experimental setup of the quadcopter/boat landing that
is implemented as a part of the the WARA Public Safety demonstration. The
chapter starts with a description of the WARA PS project in Section 6.1. Next, the
experimental setup is outlined in Section 6.2, including a description of the boat
and quadcopter used in the experiments. Section 6.3 continues with an explanation
of the implementation of the controller, state estimation, and other functions in
the Robot Operating System (ROS). The system identification of the drone model
is given in 6.4. Finally, Section 6.5 provides some preliminary results from testing.
This chapter is mainly based on results presented in [30].

6.1 WARA demonstrator arena

WARA Public safety is a joint collaboration between several Swedish universities
and companies, with the main focus being a research demonstration arena outside
the coast of Sweden [14]. The arena provides a realistic and large-scale demon-
stration environment for developing and testing algorithms related to cooperative
maneuvering and other search and rescue challenges for autonomous surface and
aerial vehicles. A map of the area is shown in Figure 6.1.

In a search and rescue mission, it is very important that help reaches the victims
as fast as possible, while the vehicles simultaneously must navigate through an
unknown environment with accident debris and potentially bad weather or other
unknown obstacles. By connecting aerial and surface vehicles through wireless
technology, it is possible to gather and process information about the environment
from a range of different sensors and perspectives while simultaneously executing
necessary actions fast and efficiently. Examples of UAVs assisting in disaster relief
efforts can be found in e.g. [92] and [93]. The aerial vehicles can use their overhead
view to identify areas of interest and guide the USVs safely through the rescue
mission, while the latter focus their efforts on the physical work that is demanded.

As a result of the limited battery time that the UAVs have, they also have a very
limited flying range from their take-off point. Therefore, to be able to extend the

81
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Figure 6.1: The search and rescue demonstrator is a large-scale arena
for testing and developing algorithms for autonomous systems. Map data:
Google/Lantmäteriet/Metria.

flying range and the search time, it is necessary to be able to recharge the batteries
during the mission. For this purpose, we are interested in using the USVs as moving
landing platforms for the UAVs. With such take-off and landing capabilities, the
drones can be deployed as needed and later land on the closest USV to recharge its
batteries.

Focus is on the scenario when one UAV and one USV collaborate to perform a
landing maneuver while the USV is moving. There are several motivating factors
for performing the landing while the USV is moving instead of standing still; one is
that it might be desirable to let the USV continue moving due to an ongoing rescue
operation, another reason might be that the USV can assist the UAV in a difficult
landing situation (e.g. in strong winds or during an emergency landing). Landing
the UAV while the USV is moving adds complexity to the system but will in the
end contribute to a more flexible and useful setup which is applicable in a wider
range of scenarios.

6.2 Experimental setup

The setup runs on two computers, one NUC 7i7BNB flight computer, which also runs
all the low level drone control, and one laptop situated on the boat. Both computers
are running Ubuntu 16.04 and are communicating using the message passing system
of the Robot Operating System (ROS) in the Kinetic Kame distribution1. The
vehicles are communicating using a local 2.4 GHz Wi-Fi network, with a measured
average latency of less than 75 ms. For the simulations, the boat is simulated from
a separate Python script running on the boat laptop.

1http://wiki.ros.org/kinetic

http://wiki.ros.org/kinetic
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Figure 6.2: Landing attempts during the WARA experiments.

6.2.1 Surface vehicle
The boat which is available to us from the WARA PS project is a rebuilt CB90-class
craft, as shown in Figure 6.3a. This is a highly agile boat, which can perform very
sharp turns at high speeds. It uses water jets for propulsion and can decelerate from
its top speed of 40 knots to a full stop in 2.5 boat lengths.

The designated landing area is on the stern deck, and is approximately 4 × 4
m2, with the actual landing platform taking up approximately 3× 3 m2. Protective
borders are attached to the fence to protect the drone from falling off.

There is currently work in progress to make the boat autonomous. As of now,
two control modes exist:

1. Control the direction of the jets and the throttle.

2. Control using desired course and speed commands.

The design and tuning of these control systems is ongoing work by Saab Kockums,
and is expected to be finished later this year.

Another feature which will be added in the future is more sensors. Currently,
the boat is fitted only with a GPS and a compass. It is possible to connect a laptop
directly to the boat GPS, from which NMEA sentences can be accessed. Specifically,
this gives information on the boat latitude, longitude, speed and heading at a rate
of 1 Hz. This data is then used to control the direction and throttle of the jets.

6.2.2 Aerial vehicle
The aerial vehicle is a DJI matrice 100, a platform with open-access to much of the
code base. The platform includes an SDK that grants access to sensor data coming
from the IMU, GPS and pressure sensor, as well as providing low-level control of the
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(a) The CB90 boat (b) Drawing of the CB90
Figure 6.3: The CB90 craft is 16 m long, with a landing platform on the stern of the
boat.

attitude and thrust of the drone. The pressure sensor outputs an estimated altitude.
The drone also has a camera mounted on a gimbal which can take angle or angular
velocity commands. Some of the operating limitations are summarized in Table 6.1.
A drawing is shown in Figure 6.4.

Max. Speed 22 m/s
Max. Speed of ascent 5 m/s
Max. Speed of descent 4m/s
Max. Pitch angular velocity 300◦/s
Max. Yaw angular velocity 150◦/s
Max. Tilt angle 35◦

Table 6.1: Platform operating limitations of the quadcopter.

6.3 Implementation

This section summarizes some of the implementation that has been made to the
drone and boat system. The implementation of the code has been done in the ROS
Kinetic Kame framework, and is written in either C++ or Python, depending on
how often the code is executed and what the requirements on the computational
time are.

6.3.1 Control system
The control of the quadcopter is accessed through a predefined SDK, meaning that it
is not possible to directly control the individual motors. Instead, there are different
flight modes to choose from. In the vertical direction, either thrust, vertical velocity
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Figure 6.4: The DJI Matrice 100 platform is approximately 100 × 100 × 25 cm3,
excluding the antenna.

or altitude can be controlled. In the horizontal (roll and pitch) direction, attitude or
velocities can be controlled. Finally, the yaw motion is controlled either through yaw
commands or yaw rate commands. The way that these controllers are implemented
by DJI is not directly available.

Here, the control is chosen to be executed through vertical velocity, roll angle,
pitch angle, and yaw rate commands. The reason for this choice is that it provides a
reasonable abstraction for the dynamical model. For the vertical control, the vertical
velocity command was chosen over the thrust command for these initial tests due to
safety and the built-in limits that this controller has in this mode.

The MPC solvers have been implemented using the built-in code-generation tool
of ACADO [81] (for the horizontal, nonlinear controller) and code-generation tool
CVXGEN [94] for the vertical, linear controller.

6.3.2 ROS data transmission

All the data that has been extracted from the DJI Matrice 100 can be accessed
through the DJI SDK2. The sensor fields that are accessed through ROS are
summarized in Table 6.2.
The flight command is accessed through the topic /flight control setpoint -
generic, on which the data is sent in the form of a 4-dimensional ROS Joystick
command with the fields pitch, roll, vertical velocity, and yaw rate.

Below follows a description of some of the scripts and functions that are accessed
as a part of the landing maneuver, but are not directly related to the MPC.

2http://wiki.ros.org/dji_sdk

http://wiki.ros.org/dji_sdk
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Channel Value Reference frame
/dji sdk/attitude Attitude in quaternions FLU
/dji sdk/gps position GPS position (latitude,

longitude, altitude)
–

/dji sdk/imu IMU data:
Accelerometer NWU
Gyro FLU

/dji sdk/height above takeoff Pressure sensor data –
/dji sdk/velocity Velocity data ENU

Table 6.2: DJI topics accessed from ROS.

GPS coordinates to local coordinates

Denote latitude by ϕ and longitude by λ. To access the position of a GPS coordinate
(ϕgps, λgps) relative to some reference GPS coordinate (ϕref , λref ), the following
computations are applied to the GPS data as it is read from the DJI Matrice. First,
the relative latitude and longitude are denoted

δλ = λgps − λref

Next, the following values are computed

k1 = sin(δλ) cos(ϕgps)
k2 = cos(ϕref ) sin(ϕgps)− sin(ϕref ) cos(ϕgps) cos(δλ)
k3 = sin ((ϕref − ϕgps) /2)
k4 = sin ((λref − λgps) /2)

The relative angle ξ and the relative absolute distance d are now computed as

ξ = arctan2(k1, k2)

d = 2.0 ·R · arcsin
(√

k2
3 + cos(ϕref ) cos(ϕgps) · k2

4

)
where R = 6378138.12 is the radius of the earth. Finally, in the East-North-Up
reference frame, the absolute position is given by

x = sin(ξ) · d
y = cos(ξ) · d

In addition to these computations, the boat also needs to shift its coordinates
from the GPS receiver to the position of the landing platform. Denote the distance
from the GPS receiver to the center of the platform by [dx dy dz]T . The boat
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landing platform coordinates coordinates [xb yb zb]T are now shifted from the GPS
coordinates [x′b y′b z′b]T byxbyb

zb

 =

x′by′b
z′b

+

 cosψb sinψb 0
− sinψb cosψb 0

0 0 1


dxdy
dz

 .
Quaternions to Euler Angles

The attitude data from the DJI SDK is given in quaternions as [qx, qy, qz, qw] in
the FLU (Forward-Left-Up) frame. To convert this to Euler angles, apply

ϕ = arctan2(qwqx + qyqz)
1− 2(q2

x + q2
y) ,

θ = arcsin(2(qwqy − qzqx)),

ψ = arctan2(qwqz + qxqy)
1− 2(q2

y + q2
z) −

π

2 .

Note that π
2 is subtracted from the yaw angle for implementation reasons, due to

a difference in the way the yaw angle is defined in the DJI SDK and the rotation
matrices.

Camera gimbal tracking

The goal of the gimbal tracking was to always point the camera towards a tag
situated on the boat, and to use the information from the tag to get an estimate of
the relative position between the vehicles. To this end, an open-source ROS package
for AR tag recognition was used.

The output from the AR tracker includes the relative distance in x, y, and z
with respect to the local frame of the camera. It also publishes the relative rotation
between the camera and the tag. The camera gimbal is controlled to point to the
correct point using the azimuth angle and the elevation angle.

State estimation

For the MPC to work as desired, the combined state of the drone and the boat must
be known. To this end, a modified Extended Kalman filter has been implemented
which predicts the drone and the boat states and combines them into a synchronized
estimate.

The state estimation runs at a rate dt, which is chosen to be higher than the
update frequency of the fastest sensor. The Kalman filter is implemented so that
partial updates of the system states are allowed when not all sensor information is
available, similar to the work described in [95]. The predicted values are corrected
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Figure 6.5: The data of the modified Kalman Filter. Each vehicle has one Kalman
filter of its own state and one for the other vehicle.

once every iteration if there are new measurements available from any of the sensors.
One state estimation filter runs locally on each vehicle so that each vehicle at any
point in time has an estimate of the state of the global system. If for some reason
no new data has been received from the other vehicle for a certain amount of time,
then the state estimate of that vehicle is flagged as unreliable and this information
is included in the subsequent control and decision making. If a vehicle can estimate
a reliable state for itself and the other vehicle, then a combined system state is
computed. The state estimation setup is illustrated in Figure 6.5.

The drone is equipped with the following senrors:

• IMU (specific force, angular rate and attitude).

• GPS (latitude, longitude and altitude).

• Pressure altimeter (height above takeoff).

The boat is equipped with:

• GPS (latitude, longitude, altitude, velocity and heading).

• Compass (heading).

Prediction In an extended Kalman filter, the prediction estimate x̂−k+1 is com-
puted by integrating the nonlinear state equations over the step size h. In practice,
this is accomplished by a numerical method such as Runge Kutta 4. The predicted
state estimation covariance matrix P−t is given by

P−t = FtPt−1F
T
t +Q,

where Q is the process noise covariance matrix and Ft is the Jacobian of the state
transition equation.
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Correction The correction step depends on what data has been collected within
the previous sampling time. Assume that the measurement equation for a certain
sensor is given by hi(x,u), and that the measured data from this sensor at time t is
given by yit. Correcting the predicted step with this data is now given by

x̂t = x̂−t +Kt

(
yit − hi(x−t , ut)

)
where h is the measurement equation and the Kalman gain K is given by

Kt = P−t H
i
t

T
(
Hi
tP
−
t H

i
t

T +Ri
)−1

,

where Hi
t is the Jacobi matrix of the measurement equation of sensor i with respect

to the state and Ri is the measurement noise covariance matrix associated with
sensor i. The state estimation covariance matrix is updated as

Pt =
(
I −KtH

i
t

)
P−t .

6.4 System identification

Accurate system models are needed both for the prediction models in the control
algorithm and for the state estimation. The parameters of the equations (5.4–5.6)
have been approximated using experimental data from real flight tests. The model
parameters have been tuned to give suitable responses. Examples of the input-output
responses along with the estimated system responses are pictured in Appendix C.
The resulting values are provided in Table 6.3.

kφ = 0.95 ωφ = 9.0 ξφ = 0.72
kθ = 1.02 ωθ = 11.0 ξθ = 0.7
kψ = 1.0 τψ = 0.1
kw = 1.0 τw = 0.4

Table 6.3: Model parameters for the drone dynamics, which have been estimated
using flight data.

For the boat, no input-output data has been recorded since the input data is not
yet accessible. However, GPS data has been collected during different maneuvers to
approximate the responses and to estimate maneuverability limitations. Some of the
data collected in these tests are presented in Appendix D. Note that all the data
that was collected originates from the GPS unit, which has a built in compass and
which has an update rate of 1 Hz. As such, the reliability of the data, in particular
estimations of acceleration and velocity, is not particularly accurate.

6.5 Initial results

Because the boat was not yet made autonomous by the time of the experiments, we
never performed tests in a fully cooperative mode including both vehicles. Further,
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the boat had not been fitted with the expected sensors, so doing system identification
and state estimation was not fully possible. In addition to the system identification
described in Section 6.4, the three main types of tests that were performed on the
real system were:

• Testing of the landing platform.

• Testing of the relative position estimation.

• Landing experiments with real quadcopter and simulated boat.

6.5.1 Landing platform
The intent with the landing platform was to keep it as simple as possible to begin
with, since it is not a major part of the research project. The initial plan was to
stretch out a net on the deck that the drone can land smoothly in, and which will
keep the quadcopter fixed after the landing is finished.

Due to practical issues, we instead got a stretched, relatively stiff, textile to land
on, see Figure 6.6. During some initial landing tests that were performed using both
manual and autonomous landing modes, it was clear that this landing platform was
not suitable. Because it was made out of a stretched fabric, as soon as the drone
came close to landing the fabric started swaying up and down due to the ground
affect of the rotor downwash. At this point, no offset-free MPC had been added to
the system, and the uneven and oscillating air flow from the ground affected the
drone substantially.

This observation mainly lead to the following outcomes:

1. The need to change the platform to something more rigid. The platform as
is was in these experiments caused an unnecessary amount of uneven and
changing airflow on the drone, making the landing problem harder than it
needs to be.

2. The inclusion of disturbances in the MPC. The MPC should be able to
take disturbances into account and adapt the controller to unmeasured and
unexpected external influences. This lead to the extension to offset-free MPC,
which can detect and adapt to constant disturbances, which is a good start.

3. There could be more analysis of the aerodynamic effects in the future.

The first point is being handled by Saab Kockums who are responsible for the boat
and its physical structure. The second point has partially been implemented and
been shown to work in various wind conditions. Note that the offset-free MPC would
perhaps not have made a big difference in this case, because the external forces were
changing so rapidly, however, it does help with more static disturbances. An even
better approach could be to feed forward the disturbance to the controller, since
it is not something completely unexpected. This would require more aerodynamic
analysis on the ground effect, and is not something that can be done until we have
a better landing platform available.
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6.5.2 Relative positioning

The relative positioning is a challenging part of the practical implementation of
the autonomous landing problem, and it has been partially dealt with in several
research projects, including [96–98]. In [97], an image recognition technique is used
where patterns of different sizes are combined to accurately estimate the relative
position and pose between the quadcopter and a moving ground platform in a lab.
In [98], the approach is instead to use an infrared camera which enables tracking of
IR-lights under limited lighting conditions. The focus of both these papers is the
state estimation, and the controller used in both cases are based on PID loops.

To accurately land the drone on the boat, the relative position is needed. Prefer-
ably, the estimate should be both accurate and the updates fast. We had two main
approaches for the relative positioning: vision based and GPS based positioning.

Since this was not a major part of the research, readily available packages
were used for the vision based positioning. To this end, we chose to use AR-tags
(see Figure fig:artag) since there were readily available packages in ROS for their
detection3. The gimbal which the camera was attached to was controlled to always
point at the AR-tag as described in Section 6.3.2. Although the gimbal tracking
worked well, its relative state estimation from tag recognition was not continuous,
and it was strongly affected by lightning conditions.

The second approach to relative positioning which was looked into was to use the
relative GPS data. Although this gave better results than the image recognition, the
estimation contained a time-varying error of up to a meter even when the vehicles
were on top of each other. Because of this, there is still work to be done to make
the relative positioning accurate enough. This is discussed more in Chapter 7.

3http://wiki.ros.org/ar track alvar

Figure 6.6: The landing platform which the landing tests were performed with. The
stretched canvas was strongly affected by the downwash from the quadcopter, and was
not a suitable alternative.

http://wiki.ros.org/ar_track_alvar
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Figure 6.7: To improve the positioning, an AR tag tracking system was added to the
quadcopter. However, this system was very unreliable.

6.5.3 Outdoor experiments
Tests have been performed using the real drone and a simulated boat, since the
boat was not yet available for tests. Figure 6.8 shows data from one such outdoor
experiment where the drone lands on a simulated, moving boat. The plot shows
the relative distance in x and y, along with the altitude h of the drone above the
simulated boat. Instead of landing directly when the drone reaches an altitude of 10
cm, it was left to hover above ground for approximately 5 seconds while following
the boat. The controller both manages to drive the relative distance close to zero
and keep the error below 50 cm. Further, no constraints are violated during the
experiments. One noticeable effect is the ground effect when the drone gets close to
landing. Although it can handle it without violating the constraints in most cases,
this is something that could be improved for future landings.
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Figure 6.8: Outdoors test of the quadcopter control with a simulated boat. The
relative distance converges fast and after the drone gets within 20 cm of the ground,
the distance does not exceed 0.5 m.



Chapter 7

Summary and Future Research Directions

In this thesis, the problem of autonomous and cooperative landings with one au-
tonomous aerial vehicle and one autonomous landing platform has been investigated.
The overall research question was how to safely and robustly perform such landings
on a real system subject to a variety of disturbances and physical and computational
constraints. In particular, this was considered in two case studies: the landing of a
fixed-wing drone on top of a ground carriage; and the landing of a quadcopter on
top of a boat.

The research was driven by observations from earlier experiments, where landing
attempts were found to be challenging and often resulted in cancellations. The
difficulties were mainly a consequence of two factors: first, the vehicles exhibit a
complicated dynamical relationship from their simultaneous control of their relative
states; secondly, there were strict safety requirements for the relative spatial state.
With control systems that did not explicitly consider how the control signals would
affect the future trajectory evolution, it was not possible to guarantee the safety of
the system. This motivated the need for a control law that takes both the dynamical
interactions between the agents, as well as coupled constraints arising from safety
requirements, into account.

Model Predictive Controller

A model predictive control approach was developed to deal with the challenges of
the autonomous collaborative landing scenario. The MPC approach was found to
be suitable because of the way it explicitly includes the dynamics of the vehicles, its
ability to handle various constraints, and its look-ahead properties with the receding
horizon.

It was in this thesis shown that the MPC formulation of the autonomous landing
could be decoupled into a horizontal and a vertical part. This result followed from the
separable objective function and the way that the vertical and horizontal trajectories
approximately could be planned individually. In the case of the fixed-wing drone,
the decoupling also gave other benefits, for example a more accurate linearization in
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the vertical plane. For the quadcopter, the decoupling was not as trivial due to the
interdependency of the vertical and horizontal control inputs. It was demonstrated
how this could be dealt with by adapting the horizontal MPC constraints, and by
correcting the horizontal control inputs after computing the vertical control.

In addition to the spatial safety constraint, the controller also included constraints
on the vertical velocity, making the touch-down more gentle. The controller was
extended to include reference tracking for tracking vertical wave motion, and offset-
free MPC to avoid steady state errors.

The controller was tested both with and without terminal sets. When terminal
sets were applied, backwards reachable sets were computed. The sets could be used
to approximate from where a landing would be feasible within a certain time frame.

Implementation and testing

The focus of this thesis was to develop controllers for realistic systems, and as such,
much work was devoted to testing the algorithms in realistic settings and on real-
world devices. To make the MPC practically implementable given the computational
constraints the optimization problems had to be made as fast as possible. This party
meant finding efficient optimization algorithms or using code-generation tools that
can generate fast code in C, and partly meant formulating the optimization problem
in a smart way.

The solution time of the optimization problem, which is to be solved within each
sampling period, is dependent on among other things the dynamical models and
the number of states and inputs, as well as the prediction horizon. On the other
hand, the dynamical models and prediction horizon are important design choices
for the the accuracy, stability and feasibility of the controller. This trade-off was
handled by choosing appropriate levels of abstractions for the dynamical systems,
and designing low-level controllers that makes the system approximately comply
with these abstractions.

Fixed-wing drone and ground carriage
The fixed-wing drone was initially tested in simulations in Julia, and later in a
more advanced flight-simulator environment. The implementation of the controller
in FlightGear was done partially in the Nasal scripting language, a built-in scripting
language for FlightGear, and in Python and C++. The low-level controllers were
written in Nasal and made it possible to abstract the dynamics to use desired
heading, flight path angle and acceleration as input signals. Basic filtering of the
sensor data was also done in Nasal.

Dynamical models were identified from collected input-output data. Several MPC
formulations where tested, both from code-generation and direct implementation
in C++. The results demonstrated that the MPC approach did perform in the
desired way, satisfying the constraints and successfully landing the drone. The MPC
performance was then compared to a PD-controller which also was implemented
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for FlightGear. As expected, the PD-controller tended to go into the danger zone
and cancel the landing whenever there were disturbances acting on the system. The
MPC on the other hand would update the predicted trajectory to avoid going into
the danger zone, and descend slower and safer.

Quadcopter and boat

The quadcopter controller was implemented directly on the flight computer. Experi-
ments were done both using the hardware-in-the-loop simulator included with the
drone, and in real flight tests. The code was implemented in ROS, and included
filtering and processing of sensor data, state estimation, the control algorithm, and
safety functions for detecting and preventing errors and dangerous situations. The
solvers were generated using ACADO and CVXGEN to C and C++.

The simulations showed that the controller was applicable also with constant
disturbances acting on the drone. State estimation was done using an extended
Kalman filter, and estimated the static disturbances from the error between mea-
surements and predictions. The drone had a Kalman filter not only of itself, but also
a second one for estimating the motion of the boat. This made it less dependent
on fast transmission of data from the boat, in particular since the dynamics of the
boat was slower and could be expected to change less than the drone.

The boat computer processed accelerometer data to compute the current fre-
quency and amplitude of the wave motion. This was done continuously and sent
to the drone as a reference altitude trajectory, which made it possible to to land
smoothly also when the boat was disturbed by waves.

The real-world tests confirmed that the drone could approach, follow, and land
on the boat safely. However, due to a lack of a working boat and relative state
sensing, outdoors experiments were done with the boat simulated in Python.

Future research directions

In this thesis, we have derived an MPC algorithm and showed that variations of
the controller is implementable on real systems under various disturbances and
constraints. Future work include continued implementation and testing of the
quadcopter and boat scenario, with an upcoming demonstration in the fall. There
are also several potential theoretical extensions that could further improve the
existing algorithms or more formally look at the properties of the controller. Some
future research directions are listed below.

Further implementations for WARA

At the time of the practical experiments for the quadcopter and boat scenario,
the boat had not been converted to be fully autonomous yet. This means that the
algorithms with the quadcopter and boat have been performed with simulated boat



96 Summary and Future Research Directions

dynamics, which likely affects the results and means that the controller will be
further developed once the final tests are made.

Because there has not been any tests with the autonomous boat, there has
also not been any attempts at modeling it and identifying parameters properly.
Collecting data for the boat and modeling its dynamics and input-output responses
is therefore something which has to be done in the future. Once this is done, it is
likely that a lower-level controller needs to be designed to give higher level control
commands. The current model should also be extended to include other types of
motions for the boat, including sideways rolling wave motions and drifting. The
current wave model is very simple and includes only a single frequency. This could
be changed to include several frequencies of different amplitudes, to give a better
model of the motion.

After the autonomous features have been added to the boat, there will be full-
scale tests of the controller. Because of the complexity of the system, it is not
possible to with certainty predict what makes the controller successful until real
tests have been made. After we have done more integration and testing it will be
possible to see more clearly what important features of the controller are once real
tests have been made.

One factor which will likely affect the system a lot is the disturbances on the
drone that originate from its vicinity to the boat. For example, the ground effect of
the quadcopter airflow and the airflow from the boat when it has a forward velocity.
These are aerodynamic effects that are in general nontrivial to model. However, if
there were a way to model such effects to a certain degree, then this information
could be exploited in the controller, e.g. as a feed-forward controller or included
directly in the MPC formulation. Including such effects would likely improve the
performance and robustness of the controller, and would extend the operation limits
to much higher speeds for the boat.

As of now, the only sensors that are in use on the boat are a GPS receiver and
a compass, both with a sampling rate of 1 Hz. As such, the state estimation of
the boat is more or less limited to the horizontal plane. This is in contrast to the
boat simulation, which also produces simulated measurements from accelerometer
and gyro. This data is then used in the relative state estimation of the vehicles, as
well as in the wave motion estimation, and is needed to make the landing accurate
enough. For the future we are planning both to add more sensors to the boat, to
make it possible to more accurately estimate its motion.

The relative position estimation has been approached from two directions, using
image recognition techniques and relative GPS data. Because the image recognition
package that we used was not very robust, we will in the future focus on a GPS
based positioning potentially augmented with ulta-wideband (UWB) sensors. The
current approach which is being investigated is to use raw GPS data to compute the
relative states, a method similar to the corrections done in Real-Time Kinematic
GPS.
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Figure 7.1: The time and distance until the maneuver is completed gets smaller
as the drone gets closer. This fact could be exploited by using variable prediction
horizons.

Variable prediction horizons

The cooperative rendezvous problem has a variable time and distance to completion,
dependent on how close the two vehicles are. As such, it would be intuitive to let the
look-ahead time be dependent on the state, as is illustrated in Figure 7.1. Exploiting
this could either lower the computational time, or improve the predicted trajectories.

The first way to adapt the prediction horizon is to decrease the number of
prediction steps N . Doing this would result in a lower computational time for
the optimization problem, since fewer decision variables are needed. However, the
lowered computational time is not necessarily useful, unless the solver is working
close to its limitations and is given more time to converge. Otherwise, the extra
computational power could be used to use more advanced dynamical models. If the
number of horizon steps is updated, then there needs to be a criteria to choose the
new prediction horizon such that the resulting optimization problem is still feasible.
Methods for adapting the number of horizon steps is described in e.g. [77], [78].

A second method to adapt the prediction horizon is to update the size of
the prediction intervals dt. This could make the predictions more accurate, if the
sampling time is chosen in a way such that transients are gone by the end of the
period. To implement this, the difference equations of the MPC would have to be
updated.

The prediction horizon could also be updated by doing a combination of changing
the number of horizon steps and changing the size of the sample intervals. This way,
the sampling time and the prediction intervals could be chosen to fit the lowered
computational time.

Other than the question of how to find a feasible minimal horizon length, another
aspect is how to implement this adaptive horizon efficiently. In this thesis, the
optimization has often been done using pregenerated code (e.g. [81], [94]), or by
exploiting the structure of the problem and pregenerating many of the matrices
of the optimization problem. However, if the structure itself is changing between
the iterations, this way of implementing the MPC is not directly possible, and
algorithms for doing this has do be further looked into.



98 Summary and Future Research Directions

Control decentralization

As of now, all of the computational efforts are handled by the drone, which then
sends the next planned input to the boat. This works well in practice since the UAV
has much faster dynamic than the boat, however, it also means that the vehicles
are constantly sending data back and forth, which is not optimal with respect to
robustness against communication delays or data dropouts. It also means that the
entire optimization problem for both vehicles has to be solved every sampling period,
and that not all hardware is utilized since the computations are done on the flight
computer.

A more natural approach could be to make the control at least partially decen-
tralized, as was described in Section 2.5. Having the control partially decentralized
could increase the robustness to communication delays, since a local controller exists
for both vehicles.

From a practical point of view, one would assume that the vehicles will closely
follow the path that they have planned for the next few sampling times, and that they
only make significant changes to the plan if an unexpected obstacle or disturbance
appears. By using some kind of decentralized solver, and sending the entire planned
trajectory or a set of possible trajectories, the vehicles could be aware of the nominal
planned immediate future. With this assumption, it would be reasonable to let the
vehicles update their plans less frequently or to send new trajectories only when
significant changes have been made.

Decentralizing the controller is a natural step towards decentralizing the objective
function. In certain applications, e.g. the search and rescue scenario, there might be
auxiliary objectives that are relevant for only one of the vehicles.

Generalizing the problem

So far, we have considered two cases of the autonomous cooperative landing problem.
The cases that have been studied have different dynamics and there are different
disturbances acting on the systems. It was shown in Section 5.4 that although the
dynamics is very different for the two cases, the same decoupled MPC can be used by
post-processing the inputs in a certain way. The results of this thesis could perhaps
be made more general by looking more into this postprocessing and examining
for what types of systems similar techniques could be applied. This is interesting
since there are many similar types of problems, as described in Section 1.2, and
generalizing the problem could make it possible to apply similar techniques to more
types of problems.

Another generalization which can be made is with regards to the shape of the
danger zone. Assume for example that the constraint would look like in Figure 7.2.
In this case, it would not be possible to simply decouple the controller in a horizontal
and a vertical planner. Instead, we have to use a more complex method for separating
the problem into different regions, and using the dynamic programming principle of
optimality to plan trajectories for the different segments.
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Figure 7.2: In practice, we might want to have another shape for the danger zone
due to the shape of the landing platform.

Conclusions

MPC was successfully derived and implemented as a controller for the autonomous
cooperative landing maneuver. From a practical point of view, much work was
dedicated to implement the controller on realistic systems. We have successfully
implemented the algorithm in different settings, and are able to run it at high rates
and on real hardware. The controller can handle static disturbances, as well as
detect oscillating wave motions and track it to make the touchdown safe. These
results indicate that the suggested MPC approach for solving the autonomous
and cooperative landing problem is promising. In particular, the separation of the
optimization into a horizontal and a vertical controller proved to be a good design
decision, which significantly improved the computational time of the problem, and
made it easier to implement on real hardware given the computational constraints
that currently exist.





Abbreviations

FFT Fast Fourier Transform
LP Linear Program
LQR Linear Quadratic Regulator
MPC Model Predictive Control
OCP Optimal Control Problem
PD Proportional-Derivative
QP Quadratic Program
TECS Total Energy Control System
UAV Unmanned Aerial Vehicle
UGV Unmanned Ground Vehicle
USV Unmanned Surface Vehicle
WARA Wallenberg Autonomous Research Arenas
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Appendix A

Drone Flight Controller

These are the inner loop controllers of the fixed-wing UAV control systems. The
lateral controller (shown in Figure A.1) is a simple cascaded PI control system.
The longitudinal/vertical controller is a total energy control system, as is shown in
Figure A.2.
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Figure A.1: The lateral control system.

KTI
1
s

KTP

KEP

KEI
1
s

Throttle
control

Elevator
control

γref + +

γ −

+

v̇/g

+

−

+
+

+

−

−

v̇ref
g

−

+

Figure A.2: The longitudinal control system.

105





Appendix B

System Identification in FlightGear
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Figure B.1: The UAV response to a step in the reference heading. Here ψsim is the
data collected in FlightGear, and ψmodel is the response from the model.
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Figure B.2: The UGV response to a step in the reference heading. Here ψsim is the
data collected in FlightGear, and ψmodel is the response from the model.
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Figure B.3: The UAV response to a step in the reference acceleration. Here asim is
the data collected in FlightGear, and amodel is the response from the model.
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Figure B.4: The UGV response to a step in the reference acceleration. Here asim is
the data collected in FlightGear, and amodel is the response from the model.
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Figure B.5: The UAV response to a step in the reference flight path angle. Here γsim

is the data collected in FlightGear, and γmodel is the response from the model.
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System Identification of the DJI Matrice 100
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Figure C.1: Measured data (green) and generated model data (blue, dashed), from
the input wcmd.
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Figure C.2: Measured data (green) and generated model data (blue, dashed), from
the input θcmd.
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Figure C.3: Observed data (green) and generated model data (blue, dashed), from
the input φcmd.
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Figure C.4: Observed data (green) and generated model data (blue, dashed), from
the input ψcmd.
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CB90 Tests

500 m

Figure D.1: Maneuver testing of the CB90 outside of Gränsö.
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Figure D.2: Acceleration test.
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Figure D.3: Crash stop test.
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Figure D.4: Turning test.
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