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Abstract

Autonomous robot systems are becoming increasingly common in service
applications and industrial scenarios. However, their use is still mostly limited
to rather simple tasks. This primarily results from the considerable effort that
is required to manually program the execution plans of the robots. In this
thesis, we discuss how the behavior of robots can be automatically generated
from a given goal specification. This forms the basis for providing formal guar-
antees regarding optimality and satisfaction of the mission goal specification
and creates the opportunity to deploy these robots in increasingly sophisti-
cated scenarios. Well-defined robot capabilities of comparably low complexity
can be developed independently from a specific high-level goal and a behavior
planner can then automatically compose them to achieve complex goals in a
verifiably correct way.

Intelligent coordination of a robot team can highly improve the perfor-
mance of a system, but at the same time, considering multiple robots intro-
duces significant additional planning complexity. To address the complexity,
a framework is proposed to efficiently plan actions for multi-robot systems.
The generated behavior of the robots is guaranteed to fulfill complex, tem-
porally extended, formal mission specifications posed to the team as a whole.
To achieve this, several challenges are addressed such as decomposition of a
specification into tasks, allocation of tasks to robots, planning of actions to
execute the assigned tasks, and coordination of action execution. This en-
ables the combination of heterogeneous robots for automating tasks in a wide
range of practically relevant applications.

The proposed methods determine efficient actions for each robot in the
sense that these actions are optimal in the absence of execution uncertainty
and otherwise, improve the solution performance over time based on online
observations. First, to plan optimal actions, an approach called Simultaneous
Task Allocation and Planning is proposed to utilize the interplay of alloca-
tion and planning based on automatically identified, independently executable
tasks. Second, to improve performance in the presence of stochastic actions,
a Hierarchical LTL-Task MDP is proposed to combine auction-based allo-
cation with reinforcement learning to achieve the desired performance with
feasible computational effort. Both approaches of the presented framework
are evaluated in the considered use case areas of service robotics and factory
automation. The results of this thesis enable to plan correct-by-construction
behavior from expressive specifications in more complex and realistic scenarios
than possible with previous approaches.
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Sammanfattning

Även om autonoma robotsystem blir allt vanligare är deras användning
fortfarande mestadels begränsad till ganska enkla uppgifter. Detta beror främst
på att manuell programmering av robotarnas exekveringsplaner behövs. Istäl-
let, som det visas i denna avhandling, kan deras beteende genereras automa-
tiskt från en given målspecifikation. Detta utgör fundamentet för att ge en
formell garanti att det resulterande beteendet är optimalt och uppdragsmål-
specifikationen är uppfylld. Därför skapar det möjlighet att använda dessa ro-
botar i alltmer sofistikerade scenarier. Väldefinierade robotkompetenser med
relativt låg komplexitet kan utvecklas oberoende av ett specifikt mål på hög
nivå och sedan sammansättas automatiskt med hjälp av en beteendeplanerare
för att uppnå komplexa mål på ett verifierbar korrekt sätt.

Om det handlar om flera robotar så introduceras ytterligare planerings-
komplexitet som är betydande. Inte bara åtgärder behöver planeras, men även
fördelning av uppdragets olika delar till de enskilda robotarna måste hanteras.
Traditionellt anses planering och allokering som två oberoende problem som
kräver att man löser ett exponentiellt antal planeringsproblem, eller så leder
formuleringen av en gemensam modell för hela gruppen till ett produkttill-
ståndsutrymme mellan robotarna. Den resulterande exponentiella komplexi-
teten förhindrar att de flesta befintliga metoderna är praktiskt användbara i
mer komplexa och realistiska scenarier.

I denna avhandling presenteras ett tillvägagångssätt för att utnyttja sam-
spelet mellan allokering och planering, som undviker exponentiell komplex-
itet för oberoende exekverbara delar av uppdragsspecifikationen. Dessutom
presenteras ett tillvägagångssätt för att automatiskt identifiera dessa obero-
ende delar när endast en enda målspecifikation ges för arbetslaget. Detta har
potential att förbättra effektiviteten för att hitta en optimal lösning och är
ett viktigt steg mot tillämpningen av formell multi-robot-beteendeplanering
för realistiska problem. Effektiviteten av de föreslagna metoderna illustreras
därför i experiment baserade på en befintlig kontorsmiljö och i realistiska
scenarier.
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CHAPTER 1

Introduction

Application of robots became increasingly successful during recent years. In a
variety of use cases, automating work by an autonomously operating robot system
has shown to be both useful and feasible. For example, some indoor transportation
systems in warehouses effectively utilize a fleet of autonomous transport units.
Also service robots have shown to be useful in various use cases such as for outdoor
delivery tasks, for guiding in museums, for room service in hotels, for elderly care,
and for assistance in hospital environments, although their use is still limited by
today.

More noticeably, robots in consumer applications like vacuum cleaners or lawn
mowers are becoming increasingly successful and mature. For example, it is stated
by the European partnership in robotics, SPARC1 that the market for robots in do-
mestic appliances will significantly grow in the coming years and, more specifically,
they state that:

“The current expectation is that a new wave of smarter cleaning
machines based on improved technology will significantly grow the mar-
ket taking it beyond current sales of low millions of units per annum.”
[SPARC, 2017, p. 144]

Indeed, for example modern vacuum cleaning robots like Roxxter2 follow this trend
of smarter consumer robots. The trend here points towards integration with home
automation systems and smart input devices like Amazon’s Alexa system. Com-
bined with advanced localization and mapping techniques including semantic an-
notations, this enables to control the robot with high-level voice commands like
“clean the kitchen”.

Also in other areas of robotics, the trend points towards more intelligent robots
in the sense that the robots can be instructed by rather high-level commands instead
of explicitly programming the specific behavior of the system. For example, trends

1About SPARC: https://www.eu-robotics.net/sparc
2Press release (German): http://www.bosch-home.com/de/pressecenter/pressrelease-4288

1

https://www.eu-robotics.net/sparc
http://www.bosch-home.com/de/pressecenter/pressrelease-4288
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Figure 1.1: Examples for autonomous systems as discussed in the text.

in factory automation and intralogistics point towards the use of more intelligent
and flexible robot systems [Lee and Lee, 2002, Omidshafiei et al., 2017, Ma and
Koenig, 2016]. Similarly, in the area of service robotics, the actions of robots can
be planned automatically to achieve a set of high-level tasks as instructed by non-
expert humans [Lacerda et al., 2014b, Gavran et al., 2017, Hawes et al., 2017].
Environmental monitoring [Cashmore et al., 2014, Ma et al., 2017b, Deng et al.,
2017] can be carried out and intelligently planned by a fleet of mobile robots.

Likewise in the area of rescue robots, experience resulting from the DARPA
Robotics Challenge indicated the need for expressive robot-operator interaction,
see e.g. Romay et al. [2017], Kohlbrecher et al. [2016]. Automatically generating
behavior from logic-based goal instructions as presented in Maniatopoulos et al.
[2016] has shown to be a promising step in this direction. The approach deals
with an only partially known environment, as typical in rescue scenarios. Based on
assumptions about the behavior of the environment, reactions of the robot can be
generated such that the desired goal will be reached.

Even in areas beyond the scope of classical robotics, the ability of generating
verifiably correct behavior from given specifications receives increasing attention.
For example regarding autonomous driving, Wongpiromsarn et al. [2013] conclude
from their participation at the DARPA Urban Challenge that a principled approach
to generate verfiably correct behavior is particularly useful to reliably incorporate
traffic rules. In the general mobility domain, intelligent planning of shared rides,
as studied for example by Agatz et al. [2012], Miller and How [2016], Alonso-Mora
et al. [2017], enables new business concepts and a more efficient use of resources.
Finally, Smith et al. [2013] and Coogan et al. [2016] illustrate the use of planning
methods for generating a traffic light controller to provide performance guarantees
in traffic networks.

The work presented in this thesis follows these lines and extends the current state
of research towards more expressive and temporally extended high-level instructions
to robotic systems, especially concerning the integration of multiple autonomous
agents in the execution of given specifications. As more closely discussed in the
following, such extensions impose significant additional computational complexity
in the synthesis of behaviors. The particular problem formulation addressed in this
thesis can thus be summarized as follows.
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Figure 1.2: Vision for service robots in a hospital. While the nurses care for their
patients, a fleet of robots autonomously carries out required transportation tasks
in the background.

Problem 1.1. Given a single temporally extended high-level goal specification and
a system of multiple autonomous robotic agents, automatically plan and coordinate
actions for these agents to efficiently achieve the specified goal while guaranteeing
that all rules and constraints are respected.

An illustration of such a problem formulation is given by the scenario depicted
in Figure 1.2. In this example, a system of multiple service robots is assisting nurses
in a hospital with the required transportation tasks. The goal specification given
by a nurse might require the robotic transportation system to provide goods at a
particular room, like medication or the meal of a patient.

Carrying out such tasks in an efficient way requires the system to solve multi-
ple challenging problems. For example, the request needs to be decomposed into
involved subtasks so that they can be distributed to available robots. The robots
then need to determine actions to fulfill their assigned subtasks and have to coor-
dinate during execution. Also, additional constraints might need to be respected.
This can involve access restrictions, safety rules, or environment-specific human
expectations on the behavior of robots.

In the following chapters of this thesis, subproblems of Problem 1.1 and related
research questions are identified, discussed, and a respective solution approach is
proposed. In addition, the proposed solution methods are implemented and studied
in detail in the context of relevant use case scenarios, including the practical appli-
cation of a multi-robot system in an existing office environment as well as scenarios
inspired by industrial applications.
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1.1 Motivation

Many robotic systems benefit from using multiple agents to split the work, primar-
ily in the areas of service robotics and industrial applications. Considering that
planning for multiple agents significantly increases the computational complexity,
several important challenges arise in this problem area that need to be addressed
in order to make effective use of the worksharing potential. Specifically, it has to
be determined how the work can be decomposed and how to optimally distribute
it. Furthermore, efficiency is a critical factor for multi-agent systems in order to
avoid exponential complexity. Constraints and additionally imposed rules are often
specified as well to be respected by such systems. Finally, execution in uncontrolled
environments by multiple agents often requires to consider uncertainty in the exe-
cution of actions, both in terms of their outcome and their duration. The methods
presented in this thesis address all of the above problems.

Solving these challenges and achieving the ability to flexibly plan intelligent
behavior can indeed significantly improve the quality and performance of numer-
ous systems involving autonomous agents. For example in the area of industrial
robotics, collaboration with human co-workers not only requires additional safety
measures to avoid injuries, it also introduces additional uncertainty regarding ex-
ecution of the desired robot behavior. This motivates a more flexible specification
of how the robotic system should react to such disturbances.

Mobile robots extend the industrial use of autonomous systems beyond static
application at designed work benches. Especially for the use in intralogistics, a
robotic fleet is suitable to carry out numerous transportation tasks as for example
required for so-called milk runs or point-of-use delivery in factories. One of these
robotic systems is the recently presented ActiveShuttle3, an indoor logistics robot to
enable flexible, automated transportation in factories. A fleet management system
accepts transportation requests and coordinates the available robots.

In any intralogistics system, a large number of mobile transport units needs
to be coordinated and it needs to be planned which tasks are best carried out by
which unit. Along with coordination, rules and requirements have to be followed
closely to ensure a safe operation of the system and a seamless interplay between the
individual autonomous agents. Since there is a wide range of various intralogistics
use cases, for example in factories, offices, hotels, and hospitals, suitable planning
methods can significantly improve the quality and efficiency of such systems. In
addition, similar challenges arise as well in various other applications, extending
the potential impact of the proposed methods also to further areas.

This motivates our research leading to recent results in action planning for multi-
agent systems, enabling to efficiently plan actions for all agents while providing a
guarantee that all specifications are correctly addressed. Belta et al. [2007] state
that the symbolic planning of robot motion control is one of the grand challenges in

3Press release (German): https://www.boschrexroth.com/de/de/unternehmen/presse/
press-detail-1-143616

https://www.boschrexroth.com/de/de/unternehmen/presse/press-detail-1-143616
https://www.boschrexroth.com/de/de/unternehmen/presse/press-detail-1-143616
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Figure 1.3: The Co4Robots project addresses cooperation between humans and
robots as well as between different types of robots in use case scenarios related to
industrial and service robotics.

robotics. While significant progress has been made in this area during recent years,
the problem remains to be subject to further research as addressed in this thesis.
This is even more the case when extending symbolic planning to incorporate more
than solely motion control, to consider a system of multiple robots instead of only
one, and to scale planning to problems of real-world complexity.

The topics discussed in this thesis are also closely related to the research project
Co4Robots4, funded by the EU H2020 Research and Innovation Programme. Within
this project, methods are developed to coordinate teams of heterogeneous robots
as well as teams including robots and humans. More specifically, the goal is to
coordinate these teams in a decentralized and adaptive way in order to accomplish
tasks in a dynamically changing environment. As illustrated by Figure 1.3, the
main use cases evolve around industrial and service robotics and align with the
scenarios considered in this thesis.

1.2 Background

Related work is discussed in detail in each of the respective chapters of the thesis
since the work presented in this thesis combines methods and approaches from
different fields in order to solve the problem of planning the behavior for multiple
robots. Nevertheless, we begin here with a high-level discussion of the research
environment related to multi-robot planning in order to provide a background for
our contributions and the remainder of this thesis.

There are multiple different ways of interaction in multi-agent systems. To
clarify terminology, we thus start by summarizing the most frequently used terms
and interaction schemes encountered in multi-agent planning. This terminology is
in line with most related work, see for example Parker [2012] for a brief discussion
and summary of the following three definitions.

4Further information about the project: http://www.co4robots.eu

http://www.co4robots.eu
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• Cooperation – The agents agree on a common set of goals or align their re-
wards, for example in robot task allocation Khamis et al. [2015], Shiroma and
Campos [2009]. Cooperation is often planned on a high level of abstraction,
e.g., based on task assignment costs while ignoring how a task is executed,
and mostly corresponds to top-down approaches in multi-agent planning.

• Coordination – The agents agree on high-level actions in order to ensure
certain properties such as feasibility of the respectively followed goals. Exam-
ples are multi-robot path planning Ma et al. [2017a], Čáp et al. [2016], Araki
et al. [2017], including applications such as lane-merging in autonomous driv-
ing Shalev-Shwartz et al. [2016]. More general, resource allocation de Nijs
et al. [2017], Villeneuve and Desaulniers [2005] is a form of coordination as
well as determining valid actions under shared temporal constraints Raman
and Kress-Gazit [2014]. While the coordinating agents may cooperate, they
can instead also have different and potentially conflicting goals. Typically,
bottom-up approaches in multi-agent planning involve some form of coordi-
nation.

• Collaboration – The agents agree on low-level controls in order to perform
actions together. Examples are formation control Michael et al. [2008], Loizou
and Kyriakopoulos [2004] and collaborative grasping Staub et al. [2017]. Col-
laborative actions are often planned with a short time horizon or are executed
in a reactive manner. An indication for a team of collaborating agents is the
fact that the team can temporarily be regarded as a single agent.

Further ways of interaction in multi-agent systems include competitive settings,
often addressed by game theoretic approaches Fu et al. [2015b], or emerging col-
lective behavior as a form of unaware cooperation, for example in the context of
multi-agent reactive collision avoidance Chen et al. [2017]. The term coalition
Kahan and Rapoport [2014] usually refers to groups of agents which act coopera-
tive within the groups, but may act competitive between the groups. Scheduling
approaches Mudrova and Hawes [2015], Graham et al. [1979] explicitly consider
time-extended cooperation.

In order to further narrow down the field of multi-agent interaction, taxonomies
provide different dimensions of separation into distinct categories with the goal
to identify common properties and assumptions of such categories. We provide a
brief discussion of common problem taxonomies in the field and related ways of
formulating planning problems.

A widely-used taxonomy to distinguish different forms of task allocation has
been suggested by Gerkey and Matarić [2004]. Assignment problems are categorized
along three binary dimensions as follows.

Task Type – single-robot (SR) versus multi-robot (MR) tasks, stating how many
different robots can be assigned to a particular task.
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Robot Type – single-task (ST) versus multi-task (MT) robots, stating how many
different tasks can be assigned to a particular robot.

Allocation Type – instantaneous assignment (IA) versus time-extended assignment
(TA), distinguishing whether all tasks start immediately after allocation or if
the problem involves scheduling

Gerkey and Matarić [2004] make no further assumptions on the structure of
particular tasks. In contrast, the taxonomy proposed by Zlot and Stentz [2006]
explicitly differentiates the internal structure of tasks, especially relevant in the
context of hierarchical market-based allocation. A task can either be elemental
(cannot be decomposed), simple (all parts assigned to the same robot), compound
(parts assigned to different agents), or complex (multi-layer decomposition, can be
assigned to multiple agents).

Relations between the tasks are considered in further taxonomies. Korsah et al.
[2013] categorize into four different types of schedule dependencies, namely no de-
pendencies (ND), in-schedule dependencies (ID) meaning that tasks only depend on
tasks assigned to the same agent, cross-schedule dependencies (XD) meaning that
some agents need to synchronize during execution, and complex dependencies (CD)
including for example conditional execution of tasks with dependencies on other
agents. Similarly, Nunes et al. [2017] consider temporal and ordering constraints
in their proposed taxonomy, including a distinction between hard constraints (HC)
and soft constraints (SC).

Further taxonomies focus more on the aspects of how to formulate a planning
problem and on different ways to solve these problems, see for example Khamis
et al. [2015]. Torreño et al. [2017] identify and discuss main aspects of existing
multi-agent solvers in the area of classical planning. Specifically, two different
notions of agents are distinguished. On the one hand, execution can be handled
either by a single agent or by multiple agent, but on the other hand, also the
planning process can be done by a single agent (centralized) or by multiple agents
(distributed). Furthermore, synchronization is discussed as part of the cooperation
planning process and categorized into pre-planning coordination to agree on a set
of joint constraints to ensure compatibility of the individual plans, post-planning
coordination to define a strategy of merging the individual plans, and iterative
response planning to plan depending on the already determined plans of some of
the other agents.

Pentico [2007] reviews the variety of models appearing in the literature of assign-
ment problems and states mathematical formulations for most of them. In addition
to the problem variations discussed above, the listed approaches mostly differ in
the type of the objective function they consider. Of special interest in the context
of planning cooperation are multi-objective formulations, for example surveyed by
Roijers et al. [2013]. The authors discuss conditions under which a determinis-
tic optimal policy exists or whether it has to be stochastic. Also, scalarization of
multi-objective costs is discussed.
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To conclude this brief summary of the general background on multi-agent be-
havior planning, many different approaches exist to address the overall problem
from various perspectives such as classical planning, market-based allocation, for-
mal methods, or combinatorial optimization. In particular, the model construction
often plays an essential role in multi-agent planning. For example, formal methods
usually need to combine a logical representation of the specification with a physical
model of the system, and for market-based approaches, it is essential to define a
suitable task structure. Similarly, combinatorial optimization formulations and as-
signment problems demonstrate how general purpose problem solvers can be used
to solve problems of interest solely by constructing an appropriate model.

Finally, a recurring theme in multi-agent planning is the reduction of the inher-
ent problem complexity and to find the right trade-off between the level of detail
and the problem scale. On the one hand, hierarchical approaches are used to reduce
the size of the problem to a feasible magnitude, for example by grouping states or
abstracting towards more high-level actions. This strategy is primarily chosen by
market-based approaches, when considering uncertainty, and often when the fo-
cus lies on model construction. On the other hand, the use of heuristic functions
aims to guide multi-agent planning in a way that reduces the performance impact
of large problem sizes. This strategy is often used in classical planning, but also
general-purpose problem solvers use strategies to guide the search process.

1.3 Problem Assumptions

In this thesis, a framework is presented to find optimal actions for a team of robots
based on a single temporal logic specification of the goals and constraints. Addi-
tionally, assumptions regarding the remaining aspects of the problem formulation
are made to cover different types of robot systems and usage scenarios. These as-
sumptions are primarily resulting from the envisoned use case classes of industrial
and service robotics and are further motivated as discussed in the following.

• Actions – We consider both deterministic and stochastic actions. In Part I,
actions are considered on a level of abstraction which allows for local recovery,
motivating the assumption of deterministic actions for reduced planning com-
plexity. In Part II, stochastic actions are considered to extend the proposed
concepts to incorporating uncertainty, also on a high-level of abstraction. In
both cases, we show how complex behaviors can be composed based on the
abstract models.

• Specification – We consider temporally extended specifications to describe
the desired resulting behavior of a robot team. While the mission specifica-
tions are limited to goals which can be satisfied in finite time in Part I of
the thesis, we additionally consider repetitive missions in Part II. The consid-
ered specification formalism has shown to be useful and expressive for many
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robotic applications while still being computationally tractable in terms of
behavior generation.

• Tasks – We consider decomposition of the given specification into multiple
parts, called tasks, that can be distributed to the available robots. For Part I
of the thesis, we consider a decomposition into independent tasks, which
means that each robot can operate without considering the others, but the
decomposition is rather coarse. In contrast, for Part II, tasks are considered
as dependent and the robots need to coordinate more closely with additional
computational effort. However, the assumption of dependent tasks combines
well with the considered stochastic actions.

In addition, we characterize our proposed solution approaches according to the
following categories in order to address the above assumptions. On the one hand,
more general problem assumptions such as modelling action uncertainty introduce
significant additional problem complexity. As a consequence, some properties of a
solution can be relaxed to maintain computational tractability. On the other hand,
different problem assumptions can motivate or emphasize different properties of a
desired resulting behavior.

• Planning – Generating the behavior for multiple robots can either be done
by a centralized planning server or distributedly by each robot. Here, both
approaches are considered depending on the problem assumptions. In the
deterministic case of Part I, the robots receive their plans from a central
instance which enables to efficiently find the optimal solution. However, in
the stochastic case of Part II, it is unclear in advance how the execution will
evolve and consequently, the robots plan distributedly in order to flexibly
adapt.

• Solution – In Part I, it is sufficient to find a single action sequence for each
robot and the proposed approach is guaranteed to find the optimal one. How-
ever, when considering uncertainty as in Part II, it is not clear in which state
an action will result. Consequently, the robots rather plan reactive policies
to select an appropriate action in any of the possible states. In addition, the
robots repeatedly communicate to re-allocate tasks during execution of the
mission.

• Performance – In addition to achieving the goals and respecting all con-
straints, the quality of solutions in terms of costs is an important factor in
practical applications. Under the assumption of deterministic options, the
planning framework finds the decomposition into independent tasks and the
respective actions to optimally solve the problem in minimal time. While this
is not the case for stochastic actions, we still propose an approach which is
able to find efficient solutions and improve over time while following the given
repetitive mission.
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Part I Part II

Model

Actions deterministic stochastic
Specification finite repetitive

Tasks independent dependent

LTL closure-based
decomposition (Ch. 3)

MDP option-based
decomposition (Ch. 6)

Execution

Planning centralized distributed
Solution plan policy

Performance optimal improving
Multi-objective

graph search (Ch. 4)
Sequential auctions
and learning (Ch. 7)

Evaluation Service Robotics
(Ch. 5)

Industry Applications
(Ch. 8)︸ ︷︷ ︸

“Simultaneous Task Allocation and Planning” ︸ ︷︷ ︸
“Hierarchical LTL-Task MDP”

Table 1.1: Summary of contributions of this thesis with respect to the previously
discussed assumptions, referring to the respective chapters. Overall, we present two
complimentary formalisms to solve the stated problem of generating multi-robot
behavior for different given assumptions.

1.4 Contributions

This thesis studies the problem of generating formally correct actions for robots in a
heterogeneous multi-agent system. The expected goal and required constraints are
given as a single specification in the form of temporally extended logical conditions.
To solve this problem under different assumptions, the proposed framework consists
of two complimentary approaches as outlined in Table 1.1. Experiments conducted
based on realistic use cases indicate that the contributed methods are suitable to
efficiently address the problem and advance the state of research.

In detail, the main contributions of this thesis are as follows.

1. We propose methods to automatically decompose single temporally-extended
specifications given to a team of agents into a set of tasks which can be
distributed among the agents. This enables the specification of goals and
constraints to be formulated irrespectively of the available team of agents.

2. We present construction of a team model with state space complexity only
linear in the number of agents by utilizing an automated decomposition into
independent tasks. This allows to consider significantly larger teams than
possible with other approaches that often scale exponentially in the number
of agents.
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Figure 1.4: Robot platforms used for evaluation of the presented work. The left
picture shows the robots in an existing Bosch office environment where real-scale
experiments presented in this thesis have been conducted.

3. We propose an efficient optimal multi-agent planning algorithm inspired by
classical multi-objective search, including a formalism to incorporate contin-
uous constraints into discrete graph-based action planning. This enables to
optimize the maximum agent cost, which is particularly useful for minimizing
the total makespan of a mission involving multiple agents.

4. We present the construction of a hierarchical model to derive a set of con-
strained planning problems from a temporal specification and a coordination
framework based on sequentially dependent auctions. This allows the agents
to plan actions distributedly and then coordinate task assignment while con-
sidering constraints of the overall specification.

5. We propose a combination of methods from planning with methods from
reinforcement learning to compensate the solution quality impact of compu-
tationally efficient auctions by learning long-term costs. This enables the
team of agents to improve their strategy over time and achieve a desirable
long-term performance.

In addition to these theoretical constributions, all of the methods are imple-
mented in a comprehensive multi-robot planning framework for the commonly used
Robot Operation System (ROS). We evaluate the ROS implementation of our pro-
posed framework in an existing Bosch office environment based on various realistic
service robot use cases and in industrial scenarios inspired by use cases from Bosch
factories. Figure 1.4 shows the robot platform that has been mainly used for these
experiments. Details of the software implementation and the robots are described
in Appendix A and videos of the considered experiments as well as case studies are
summarized in Appendix B.

The contributions of this thesis are summarized in Table 1.1 with respect to
the underlying assumptions. Based on their respective problem assumptions, the
contributions are split into two complimentary parts and the thesis is structured
accordingly. In fact, each of the two parts is built around one core concept that we
would like to specifically highlight in the following.



Chapter 1. Introduction 12

Simultaneous Task Allocation and Planning

In order to complete a task with multiple robots, two planning problems need to be
solved. First, it needs to be decided which robot should complete which of the sub-
tasks and second, each robot needs to plan actions to execute the allocated tasks.
Classically, these two problems are considered separately. However, in practice,
there is a close connection between them. The quality of a task allocation choice
depends on the required actions to execute the respective tasks and planning of
actions is only required for the allocated tasks. Consequently, utilizing the interplay
of allocation and planning bears the potential of improving the efficiency to find an
optimal solution.

This motivates the idea of Simultaneous Task Allocation and Planning (STAP)
to formulate a joint problem that combines both sub-problems. In this thesis, the
STAP approach is achieved by constructing a team model based on an automated
decomposition of the overall mission into independent tasks. The resulting team
model then represents both action choices as well as task allocation choices and
results in a computationally efficient basis for planning both of them based on a
multi-object graph search.

Hierarchical LTL-Task MDP

Hierarchies are useful to handle the computational complexity of large planning
problems, in particular in the presence of uncertainty. The idea of the Hierarchical
LTL-Task MDP is to decompose the full temporally-extended multi-agent problem
into smaller single-agent sub-problems based on insights regarding the problem
structure. Since decomposing a mission into strictly independently executable tasks
as for STAP is a limiting assumption that is not always desirable, the proposed
Task MDP is able to capture dependencies of tasks both in terms of state-space
constraints and sequence relations.

While the challenging problem assumptions often require approximations to find
feasible solutions, the Task MDP provides a common framework to combine differ-
ent planning techniques on the different hierarchical layers. In particular, in this
thesis, it is used to combine standard linear program formulations of constrained
policy planning with multi-agent task allocation methods based on sequential auc-
tions and in combination with learning-based methods to approximate long-term
performance.

1.5 Thesis Outline and Publications

The thesis consists of two main parts where each presents one of the complementary
frameworks introduced above. Each of the main chapters begins with a respective
problem formulation and summarizes the most relevant related work. Also, each
chapter is concluded by a case study which specifically focuses on the introduced
concepts to illustrate the proposed methods and, in addition, both parts of the
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thesis are concluded by a chapter that presents the proposed methods in a set of
experiments.

The chapter structure of this thesis is briefly summarized in the following. In
particular, note that the thesis is based on several publications and most chapters
contain material which has been published previously as referenced below.

Chapter 2
Preliminaries and the theoretical background are summarized for the behavior plan-
ning approach considered in this thesis. In particular, we present an approach for
generating verifiably correct and optimal behavior for a single robot system, given
a description of the system and a formulation of the temporarlly extended goal
as Linear Temporal Logic (LTL) formula. Contributions in the remainder of this
thesis extend the formulations introduced within this chapter.

Chapter 3
We describe the proposed formalism for automaton-based decomposition of finite
LTL mission formulations into a set of independently executable tasks. This is
achieved by identifying states in the automaton of the LTL specification which
fulfill the so-called decomposition properties. Illustratively, if split at one of those
states, the two automata can be followed indepedently from each other. The idea
has first been proposed in the following publication.

• Philipp Schillinger, Mathias Bürger, and Dimos V Dimarogonas. Decom-
position of finite LTL specifications for efficient multi-agent planning. In
Distributed autonomous robotic systems (DARS). Springer, 2016.

All of the identified states are then collected into a decomposition set and we
construct a planning model for multi-robot teams based on this set. This provides
the basis for linear model complexity in the number of robots.

Chapter 4
Building upon the constructed team model, this chapter presents a multi-objective
planning framework to generate independently executable action sequences for a
team of robots. To achieve this, we consider the cost for each robot as an objective
dimension and balance the workload between the robots to optimize the maximum
cost, that is, the makespan of the mission. The multi-objective planning algorithm
is introduced in the following publication.

• Philipp Schillinger, Mathias Bürger, and Dimos V Dimarogonas. Multi-
Objective Search for Optimal Multi-Robot Planning with Finite LTL Speci-
fications and Resource Constraints. In International Conference on Robotics
and Automation (ICRA). IEEE, 2017.

http://urn.kb.se/resolve?urn=urn%3Anbn%3Ase%3Akth%3Adiva-199915
http://urn.kb.se/resolve?urn=urn%3Anbn%3Ase%3Akth%3Adiva-199915
https://doi.org/10.1109/ICRA.2017.7989094
https://doi.org/10.1109/ICRA.2017.7989094
https://doi.org/10.1109/ICRA.2017.7989094
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The planning framework is extended to additionally incorporate continuous con-
straints for resources like the battery level or other supplies and we present in the
following publication how these constraints can be included as part of the tempo-
rally extended mission specification.

• Philipp Schillinger, Mathias Bürger, and Dimos V Dimarogonas. Simulta-
neous task allocation and planning for temporal logic goals in heterogeneous
multi-robot systems. The International Journal of Robotics Research (IJRR),
37(7): 818-838, 2018.

This above publication, as well as the one below, also first introduce and discuss
the idea of Simultaneous Task Allocation and Planning as a concept for efficient
multi-agent planning. The term is motivated by the behavior of the multi-objective
planner in the decomposition-based team model, which simultaneously explores
actions and task allocation choices and thus, solves the two problems at the same
time.

• Philipp Schillinger, Mathias Bürger, and Dimos V Dimarogonas. Simulta-
neous Task Allocation and Planning. In The What without the How (Work-
shop), Robotics: Science and Systems (RSS), 2017.

Chapter 5
This experiment chapter concludes the part on planning deterministic actions.
Based on the ROS implementation of the methods presented in the previous two
chapters, experiments are conducted in a Bosch office environment to investigate
the practical applicability in service robot use cases.

Chapter 6
The second part of the thesis on planning under uncertainty begins by introducing
a hierarchical model formalism based on Markov Decision Processes (MDPs), the
so-called Hierarchical LTL-Task MDP. This model is introduced specifically in the
following publication.

• Philipp Schillinger, Mathias Bürger, and Dimos V Dimarogonas. Hier-
archical LTL-Task MDPs for Multi-Agent Coordination through Auctioning
and Learning. The International Journal of Robotics Research (IJRR), 2019.
(submitted)

The main idea here is again an automaton-based decomposition of a single
temporal logic specification for the team. Instead of considering the states for
decomposition, however, each transition is considered as one sequentially dependent
task and we demonstrate how this formulation enables to automatically construct
and solve a set of significantly simpler, single-agent task planning problems.

http://urn.kb.se/resolve?urn=urn%3Anbn%3Ase%3Akth%3Adiva-214835
http://urn.kb.se/resolve?urn=urn%3Anbn%3Ase%3Akth%3Adiva-214835
http://urn.kb.se/resolve?urn=urn%3Anbn%3Ase%3Akth%3Adiva-214835
http://urn.kb.se/resolve?urn=urn%3Anbn%3Ase%3Akth%3Adiva-210775
http://urn.kb.se/resolve?urn=urn%3Anbn%3Ase%3Akth%3Adiva-210775
http://kth.diva-portal.org/smash/record.jsf?pid=diva2%3A1296473
http://kth.diva-portal.org/smash/record.jsf?pid=diva2%3A1296473
http://kth.diva-portal.org/smash/record.jsf?pid=diva2%3A1296473
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Chapter 7

Based on the proposed hierarchical model, we present a distributed multi-agent co-
ordination scheme where the robots communicate their task choices for a given team
progress state and then auction about high-level strategies and task assignment.
This flexible auction-based coordination has been first proposed in the context of
temporal logic missions in the publication below.

• Philipp Schillinger, Mathias Bürger, and Dimos V Dimarogonas. Auction-
ing over Probabilistic Options for Temporal Logic-Based Multi-Robot Co-
operation under Uncertainty. In International Conference on Robotics and
Automation (ICRA). IEEE, 2018.

While a benefit of the method is its computational efficiency, in particular in
the presence of execution uncertainty due to the receding-horizon nature of the
approach, the solution performance is not optimal. To address this concern and
improve the solution performance, we proposed in the publication below to combine
the auction-based allocation with a learning-based cost estimate.

• Philipp Schillinger, Mathias Bürger, and Dimos V Dimarogonas. Improv-
ing Multi-Robot Behavior Using Learning-Based Receding Horizon Task Al-
location. In Robotics: Science and Systems (RSS), 2018.

The idea here is to approximate long-term costs and improve these estimates
over subsequent iterations of the repetitive mission. To achieve this, we illustrate
how the multi-agent coordination problem can be considered in terms of a classical
reinforcement learning formalism and incorporate a temporal difference method for
approximation.

Chapter 8

This second experiment chapter concludes the second part of the thesis regarding
stochastic action planning and coordination. We evaluate the software implementa-
tion of the methods in multiple scenarios inspired by industrial use cases as motived
by Bosch factory applications. In particular, the last one of the described scenarios
is also considered in the context of the Co4Robots project introduced above.

Chapter 9

The thesis is concluded by a brief review of the proposed concepts and methods.
Finally, a discussion of future research directions outlines ideas of how to extend
the presented results.

http://urn.kb.se/resolve?urn=urn%3Anbn%3Ase%3Akth%3Adiva-224329
http://urn.kb.se/resolve?urn=urn%3Anbn%3Ase%3Akth%3Adiva-224329
http://urn.kb.se/resolve?urn=urn%3Anbn%3Ase%3Akth%3Adiva-224329
http://www.roboticsproceedings.org/rss14/p31.pdf
http://www.roboticsproceedings.org/rss14/p31.pdf
http://www.roboticsproceedings.org/rss14/p31.pdf
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Further Publications

In addition to the above topics, further publications resulted from research closely
related to these topics. Those co-authored publications are not an immediate part
of the work presented in this thesis, but have significantly influenced and motivated
the material presented here.

Specifically, implementation of the proposed methods is described in detail in
the appendix of the thesis. An important aspect thereof is the mapping from
symbolic actions to executable implementations. This modular execution of planned
behaviors is achieved based on the widely-used open-source behavior framework
FlexBE, contributed by the following publication.

• Philipp Schillinger, Stefan Kohlbrecher, and Oskar von Stryk. Human-
Robot Collaborative High-Level Control with Application to Rescue Robotics.
In International Conference on Robotics and Automation (ICRA), IEEE,
2016.

In addition to the behavior planning formalism based on finite LTL missions, a
behavior synthesis approach based on the GR(1) fragment of LTL is proposed for
reactive action planning in a rescue robotics context.

• Spyros Maniatopoulos, Philipp Schillinger, Vitchyr Pong, David C Conner,
and Hadas Kress-Gazit. Reactive high-level behavior synthesis for an atlas
humanoid robot. In International Conference on Robotics and Automation
(ICRA). IEEE, 2016.

Also, we consider a sampling-based planning approach for finding minimum-
violation trajectories with respect to given LTL rule specifications in an autonomous
driving context.

• Henning Schlüter, Philipp Schillinger, Mathias Bürger. On the Design of
Penalty Structures for Minimum-Violation LTL Motion Planning. In Confer-
ence on Decision and Control (CDC), IEEE, 2018.

Application of the proposed methods is not solely considered in terms of the
discussed Bosch use cases, but also motivated by experience from the DARPA
Robotics Challenge in the field of rescue robotics. The most relevant results as well
as software implementations are summarized in the publications below.

• Stefan Kohlbrecher, Alexander Stumpf, Alberto Romay, Philipp Schillinger,
Oskar von Stryk, and David C Conner. A comprehensive software framework
for complex locomotion and manipulation tasks applicable to different types
of humanoid robots. In Frontiers in Robotics and AI, 3:31, 2016.

http://dx.doi.org/10.1109/ICRA.2016.7487442
http://dx.doi.org/10.1109/ICRA.2016.7487442
https://doi.org/10.1109/ICRA.2016.7487613
https://doi.org/10.1109/ICRA.2016.7487613
https://doi.org/10.1109/CDC.2018.8619148
https://doi.org/10.1109/CDC.2018.8619148
https://doi.org/10.3389/frobt.2016.00031
https://doi.org/10.3389/frobt.2016.00031
https://doi.org/10.3389/frobt.2016.00031
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• Alberto Romay, Stefan Kohlbrecher, Alexander Stumpf, Oskar von Stryk,
Spyros Maniatopoulos, Hadas Kress-Gazit, Philipp Schillinger, and David
C Conner. Collaborative Autonomy between High-level Behaviors and Hu-
man Operators for Remote Manipulation Tasks using Different Humanoid
Robots. In Journal of Field Robotics, 34(2):333 – 358, 2017.

• David C Conner, Stefan Kohlbrecher, Philipp Schillinger, Alberto Ro-
may, Alexander Stumpf, Spyros Maniatopoulos, Hadas Kress-Gazit, Oskar
von Stryk. Collaborative autonomy between high-level behaviors and human
operators for control of complex tasks with different humanoid robots. In
The DARPA Robotics Challenge Finals: Humanoid Robots To The Rescue.
Springer Tracts in Advanced Robotics, vol 121. Springer, Cham, 2018.

Finally, configuration management of multi-robot systems is particularly rele-
vant for the implementation of systems as covered by this thesis. A study on this
issue has been conducted for the workshop publication below.

• Sergio Garcia, Daniel Strüber, Davide Brugali, Alessandro Di Fava, Philipp
Schillinger, Patrizio Pelliccione, Thorsten Berger. Variability Modeling of
Service Robots: Experiences and Challenges. In 13th International Workshop
on Variability Modelling of Software-Intensive Systems, 2019.

http://dx.doi.org/10.1002/rob.21671
http://dx.doi.org/10.1002/rob.21671
http://dx.doi.org/10.1002/rob.21671
https://doi.org/10.1007/978-3-319-74666-1_12
https://doi.org/10.1007/978-3-319-74666-1_12
http://www.danielstrueber.de/publications/GSBFSPB19.pdf
http://www.danielstrueber.de/publications/GSBFSPB19.pdf




CHAPTER 2

Preliminaries

Robots are complex systems which combine a multitude of different capabilities
such as processing of sensor data, planning of actions, or controlling the execution
of motion trajectories. Manually programming such a system in order to coordinate
all of these capabilities to achieve a specific behavior is often a highly non-trivial
task.

On the one hand, a programmer needs to make sure that no inconsistent be-
havior is specified. For example, an action of the robot is commanded although the
prerequisites for the desired action are not fulfilled at this specific point during ex-
ecution. Such cases cause a failure of the robotic system, usually requiring manual
recovery.

On the other hand, specific rules and requirements to be obeyed by the robotic
system are formulated in many environments, especially when interaction with ex-
ternal systems or users is part of the operation. For example, some actions of a
robot might be forbidden under specific circumstances in order to reduce the risk
of harm to humans. If the programmer fails to ensure this at any point during
execution, severe consequences might be the result. This includes physical damage
resulting from the failure, but might also concern social, economic or legal issues.

In addition, it is often not even practically possible to design a specific behavior
implementation by hand. This is especially the case when the robot operates in a
changing environment and the tasks to be executed by the robot can change flexibly.
Then, the robot is required to not only autonomously execute certain actions, but
also to generate these actions in the first place.

Generating the robot behavior automatically from a given goal specification
comes with significant advantages. First, it can be guaranteed that the constructed
behavior implementation is correct in the sense that it follows all the requirements
formulated in its goal specification. Second, changes to the environment, the sys-
tem, or the specification are automatically incorporated. Manual corrections to
make sure that the requirements are still satisfied become obsolete. And third,
planning the behavior as a whole allows for optimization with respect to a certain

19
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objective since the role of each single action in terms of the overall objective is for-
mally quantified. Consequently, it can be guaranteed that no better implementation
exists to fulfill the specification.

However, automatically generating the behavior from a specification requires
a few assumptions in order to be solved. First, any specification language has a
certain expressiveness. For example, natural language is very expressive, but both
its complexity and its ambiguity usually make natural language an infeasible choice
as the formalism to mathematically state a goal specification. In contrast, geometric
planning problems such as path planning typically assume a well-defined, but very
limited specification format by stating a certain goal pose.

Second, it must be possible to formulate an adequate model of the system. The
above guarantees can only be given within the scope of the model and if this model
is incorrect or too limited, such guarantees become less useful.

Third, the planning problems quickly become computationally hard. In order
to still be able to generate behaviors, careful simplifications usually have to be
made. If this is only possible up to a certain degree for preserving correctness of
the results, optimality can be sacrificed to at least get a feasible solution even if it
is not necessarily the best one.

All of the above considerations lead us to the following problem definition which
we address in this chapter as a basis for all further problems considered withing
this thesis.

Problem 2.1 (Behavior Synthesis). Given the specification of a mission goal that
should be satisfied and the description of an autonomous system, generate a behavior
for the system to guarantee satisfaction of the mission in an optimal way.

Specifically, we employ temporal logics in order to specify the desired temporal
behavior of the robotic system. This allows us to not only formally define a goal
which should be fulfilled in the end, but also to specify additional logical constraints
on the action sequence to achieve this goal. For example, it can be specified that
a certain region should always be avoided or only be visited after a requirement
condition has become true.

Indeed, a formulation similar to Problem 2.1 is stated as one of the expected
step changes regarding action planning by the European partnership in robotics,
SPARC1, in their most recent version of the Robotics 2020 Multi-Annual Roadmap.

“Formal methods are needed to specify and synthesize robot control
systems starting from rich models of the robot, of the environment and
of the task. [...] Tools like temporal logics and description logics have
reached a good degree of maturity, and are good candidate to create such
methods.” [SPARC, 2017, p. 299]

The remainder of this introductory chapter is structured as follows. Section 2.1
summarizes and discusses existing research related to formal behavior generation

1About SPARC: https://www.eu-robotics.net/sparc

https://www.eu-robotics.net/sparc
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for autonomous systems with a particular focus on methods incorporating temporal
logics and single robots. Section 2.2 introduces the temporal logic formalism used
throughout this thesis and defines both syntax and semantics of Linear Temporal
Logic based on the relevant literature. Section 2.3 presents a the synthesis of behav-
iors from a temporal logic goal as motivated above. This includes a state-of-the-art
method of constructing an automaton representation from the given specifications
in order to incorporate it in the action planning. The section also includes basic
formal definitions for the system model and basic action planning based on shortest
path search in order to solve the synthesis problem for a single robot. Section 2.4
concludes the chapter with an illustrative case study problem and a discussion
thereof.

Note that this chapter primarily serves as a basis for the problems and contri-
butions covered in the rest of this thesis. The methods described here are state-of-
the-art and are summarized as preliminaries for the thesis.

2.1 Related Work

Behavior synthesis from a given formal specification enables to deploy robots in in-
creasingly sophisticated scenarios while being able to provide guarantees regarding
correctness and optimality, see for example the books by Baier and Katoen [2008]
and Belta et al. [2017] or the recent discussion on planning in the robotics domain
[Ghallab et al., 2017]. Especially when incorporating temporal requirements in
such a specification, the expected behavior of a robot system can be expressed in
a way both meaningful and distinct. As for example summarized by Belta et al.
[2007], this simplifies behavior design by shifting the focus away from explicitly
programming execution plans in order to reach a goal.

In the following, we discuss previous work related to planning the behavior of
an autonomous system from given specifications. The focus is on temporal logic,
which is addressed first, but then also other logic-based approaches are discussed.

2.1.1 Temporal Logic Planning
Linear Temporal Logic (LTL) is a specific temporal logic, often used in model
checking and behavior synthesis. LTL extends the classical Boolean operators,
which can be only be evaluated for a single point in time, by qualitative temporal
relations such as “next” that additionally allow to specify temporal relationships
evaluated over the full sequence of actions Kress-Gazit et al. [2009, 2018]. This
allows more sophisticated applications of robots, such as presented by Wolff et al.
[2014], Lacerda et al. [2014a], and Lahijanian et al. [2016]. For example, Smith
et al. [2011] plan surveillance paths for a vehicle in a road network. Luna et al.
[2015] synthesize a control policy for navigation under uncertainty in a warehouse
scenario.

Starting from a temporal logic goal specification, different ways exist to synthe-
size behaviors. Wolff et al. [2014] propose a Mixed-Integer Linear Program (MILP)
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formulation of the motion planning problem under temporal logic constraints. Sim-
ilarly, Karaman and Frazzoli [2008] propose an extension of the MILP formulation
for the classical Traveling Salesman Problem (TSP) to incorporate additional tem-
poral constraints. Instead, Fainekos et al. [2006], Saha and Julius [2016] synthesize
continuous-state and hybrid feedback controllers. Cowlagi and Zhang [2016], for
example, use a method based on constructing a lifted graph representation of the
system.

As shown by Büchi [1990] and more closely investigated for example by Gerth
et al. [1995], Vardi [1996], and Gastin and Oddoux [2001], a property of LTL is that
discrete automata can be constructed in order to evaluate if a specific temporal
sequence fulfills a specification. This also provides a broad basis to effectively plan
valid actions of a system by combining the automaton of the specification with the
system model, see for example Lacerda et al. [2014b], Guo and Dimarogonas [2015],
or Tumova and Dimarogonas [2016].

In the general case, constructing an automaton from an LTL specification is
exponential in the length of the formula, see Pnueli and Rosner [1989]. Sampling-
based approaches like Vasile and Belta [2014] and Li and Fu [2017] approximate
the optimal solution while ensuring that only valid states are sampled. In Vasile
et al. [2017b], the authors demonstrate application in the domain of mobility on
demand. A receding horizon planner samples feasible driving paths based on a set
of traffic rules represented as co-safe LTL formulas.

Another approach to reduce the complexity of automaton construction is to as-
sume only a limited subset of LTL for which specialized and more efficient methods
exist. A common example is the GR(1) fragment of LTL, which allows automaton
construction in polynomial time, see Piterman et al. [2006], Ehlers [2011], Bloem
et al. [2012]. For example, Kress-Gazit et al. [2009] synthesize symbolic controllers
for a robotic system from specifications limited to this GR(1) fragment. This work
is extended in Raman et al. [2012] to incorporate temporally extended actions which
can be activated and later be completed. Raman and Kress-Gazit [2014] extend
this approach to multi-agent systems. Maniatopoulos et al. [2016] apply GR(1)
synthesis in the context of rescue robotics where the reactive nature of GR(1) is
used to synthesize valid reactions to an environment which is not known in detail.

2.1.2 Classical Task Planning
The area of classical planning, see for example Russell and Norvig [2016], Ghallab
et al. [2016], primarily considers problem domains with specific assumptions such
as determinstic actions, fully-observable states, single agents, static environments,
and state-based goals. Nevertheless, efficient methods have been developed to deal
with a high, combinatorial number of states and thus, suggest to extend well to
multi-agent problems.

STRIPS Fikes and Nilsson [1971], standing for Stanford Research Institute Prob-
lem Solver, was one of the first and most successful attempts to general purpose
logic-based planning. Similarly, the Action Description Language (ADL) Pednault
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[1989] describes a state-transition model of actions with the goal to improve the
expressiveness of planning models as opposed to STRIPS. The Planning Domain
Description Language (PDDL) McDermott et al. [1998] is nowadays an established
framework for specifying planning problems. Cashmore et al. [2015] present a soft-
ware framework to integrate PDDL planning, in particular the method proposed
by Coles et al. [2010], in the commonly used robot middleware ROS. Carlucci et al.
[2015] incorporate additional social norms for human-robot interaction in the be-
havior planning of a mobile robot.

LTL as formalism for goal specifications has also been adapted in classical plan-
ning frameworks such as PDDL. Bacchus and Kabanza [1998] present with TLPlan
an effective logic-based planner which incorporates temporal logic for goal specifi-
cations. Similarly, Cresswell and Coddington [2004] and Baier and McIlraith [2006]
propose different approaches for incorporating LTL specifications in the PDDL
planning domain. In the opposite direction, Mayer et al. [2007] present an approach
to convert domain specifications given as PDDL actions into LTL constraints. Since
the PDDL 3.0 format, specification of temporally extended goals is officially sup-
ported Gerevini et al. [2009].

Heuristics play a particularly important role in action planning to cope with
the computational complexity. There exist different categories of heuristics that
attempt to guide a planner towards relevant actions based on different approaches.
This includes delete relaxations such as the fast-forward (FF) heuristic [Hoffmann
and Nebel, 2001] or the max heuristic [Bonet and Geffner, 2001], abstraction heuris-
tics such as pattern dabases (PDB) [Haslum et al., 2007] or Cartesian abstrac-
tion [Seipp and Helmert, 2013], and in particular landmark heuristics such as the
landmark-cut heuristic [Helmert and Domshlak, 2009] or cost-partitioned landmarks
[Karpas and Domshlak, 2009], which appear promising to effectively capture the
structure of task allocation problems.

Many typical planning problems can also be broken down to classical combina-
torial optimization problems [Papadimitriou and Steiglitz, 1998]. The field of com-
binatorial optimization has developed various polynomial-time bounded-optimality
approximations or branch-and-bound strategies for these classical problems. This
motivates the formulation of planning problems in terms of well-studied combina-
torial optimization problems such as the Travelling Salesman Problem (TSP), see
e.g. Bektas [2006], Mathew et al. [2015], or approximate solutions to the Vehicle
Routing Problem (VRP) for bounded-optimal multi-robot routing [Turpin et al.,
2015].

For example, Karaman and Frazzoli [2008, 2011] propose a formulation of the
VRP under LTL constraints. Landmark heuristics can in fact be modelled as aMin-
imum Hitting Set (MHS) problem as shown by [Bonet and Helmert, 2010], leading
to an improved heuristic obtained by solving the LP relaxation of the original MHS
ILP. Furthermore, in the context of multi-robot planning, task assignment can be
regarded as a form of bipartite matching [Harvey et al., 2006, Chopra et al., 2017].

Yu and LaValle [2016], Yu [2018] formulate the problem of reaching a set of goal
locations with a team of agents as flow problem by constructing a time-expanded
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network and optimize various objective functions. Leofante et al. [2017] use Satis-
faction Module Theories (SMT), extended by optimization functionalities, to sched-
ule a team of robots by using a Boolean satisfiability (SAT) solver to find a conflict-
free plan. Saha et al. [2014] demonstrate the use of a SAT solver in combination
with LTL goals.

2.2 Temporal Logic

Classical Boolean logic allows to formulate specifications ϕ over a set of proposi-
tions Π. Each proposition π ∈ Π can either be true > or false ⊥. A temporal logic
extends the Boolean logic by operators with temporal semantics. Consequently,
specifications can be expressed over a sequence of propositions instead of a single
set. This additional expressiveness makes temporal logics useful for specifying the
desired behavior of autonomous systems, effectively capturing the temporal evolu-
tion of these systems.

There exist multiple variations of temporal logics. The one which is most com-
monly used in the context of robot behavior synthesis is Linear Temporal Logic
(LTL). A reason for the widespread use of LTL is that relatively efficient methods
exist to plan in the space of satisfying sequences. This often makes LTL a good
compromise between expressiveness of the specification and efficiency of planning.

Originally resulting from the field of model checking and verification, see Baier
and Katoen [2008], LTL applied to robotic behavior planning provides a formalism
to specify the expected behavior in an unambiguous way. As such, an LTL speci-
fication can be used to describe the result of an expected behavior, while the way
to achieve this result is automatically derived by the system.

2.2.1 Linear Temporal Logic
An LTL formula φ is recursively defined by the syntax

φ := > | π | ¬φ1 | φ1 ∧ φ2 | ©φ1 | φ1 U φ2 | φ1 R φ2

with LTL formulas φ1, φ2, propositions π ∈ Π, and the Boolean constant > “true”.
The syntax includes the Boolean operators ¬ “not” and ∧ “and”, as well as the
temporal operators© “next”, U “until”, and R “release”. In addition, the following
derived operators are defined to extend the above operators.

• “or”: φ1 ∨ φ2 := ¬(¬φ1 ∧ ¬φ2)

• “implies”: φ1 =⇒ φ2 := ¬φ1 ∨ φ2

• “eventually”: ♦φ1 := > U φ1

• “always”: �φ1 := ⊥ R φ1
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LTL formulas are defined over a sequence σ of atomic propositions Π, given by
σ : N→ 2Π. At each discrete point in time t ∈ N, a set of propositions π ∈ Π given
by σ(t) denotes which propositions are true π ∈ σ(t) or false π /∈ σ(t). A sequence
is called finite if it is bounded by a maximum time T and then we say that the
sequence has length T .

The semantics of the satisfaction relation � for the above operators and a se-
quence σ are recursively defined as follows. Specifically, for any LTL formulas ϕ1
and ϕ2, the following semantics hold.

• σ(t) � π iff π ∈ σ(t)

• σ(t) � ¬φ1 iff σ(t) 2 φ1

• σ(t) � φ1 ∧ φ2 iff σ(t) � φ1 and σ(t) � φ2

• σ(t) �©φ1 iff σ(t+ 1) � φ1

• σ(t) � φ1 U φ2 iff ∃t2 ≥ t such that σ(t2) � φ2 and ∀t1 ∈ [t, t2) it holds that
σ(t1) � φ1

• σ(t) � φ1 R φ2 iff t1 = ∞ or ∃t1 ≥ t such that σ(t1) � φ1 and ∀t2 ∈ [t, t1) it
holds that σ(t2) � φ2

A sequence σ is said to satisfy an LTL formula ϕ, denoted by σ � ϕ, according
to certain semantics as for example presented in Baier and Katoen [2008]. A special
case of the satisfaction relation σ � φ where σ has length one and φ only contains
Boolean operators is called Boolean satisfaction.

Example 2.1 (LTL Satisfaction). Consider the LTL formula φ defined over the
propositions Π = {π1, π2, π3}, given by

φ = (π1 ∨©π2) ∧ ♦π3.

In natural language, φ could be stated as “Either π1 needs to be true now or π2 in
the next time step. Also, π3 should become true at any time from now on.”

Next, consider the following example sequences, all of length two.

σ1 = {π1}{π3}
σ2 = {π2}{π1, π3}
σ3 = {π3}{π2}

σ1 satisfies φ since the first clause of the “or” condition is true and there exists an
instance where π3 is true. σ2 in contrast does not satisfy φ because neither is π1
true in the first instance, nor π2 in the second one. σ3 again satisfies φ because
the “eventually” operator does not preclude π3 from being true already at the first
instance. •
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In general, LTL is defined over infinite sequences. To decide whether a given
LTL formula is satisfied, the respective sequence might need to be checked for
infinitely many time steps.

Example 2.2 (Infinite Sequence). Consider the following LTL formula.

φosc = ♦π1 ∧�¬(π1 ∧ π2)
∧�(π1 =⇒ ♦π2) ∧�(π2 =⇒ ♦π1).

φosc requires that π1 is true at some time step and that π1 and π2 are never true
at the same time. Furthermore, it requires that any π1 is followed by a π2 and
similarly, every π2 is followed by a π1. In fact, this formula describes an oscillation
between π1 and π2 and consequently, cannot be satisfied by any finite sequence. •

In the case that there exists a finite sequence which satisfies an LTL formula,
this formula is called finite. There are several fragments and interpretations of LTL,
e.g., co-safe LTL by Kupferman and Vardi [2001] and LTLf by De Giacomo and
Vardi [2013], which ensure that specified LTL formulas are finite. See also Belta
et al. [2017] for finite temporal logic fragments. In the following, we only address
finite LTL formulas since this is sufficient for our considered use cases.

Remark. Note that an LTL formula containing the “always” operator could,
strictly speaking, never be satisfied by a finite sequence and thus, is for example not
allowed in co-safe LTL. Whenever we only address finite LTL here and to preserve
the expressiveness of the “always” operator, we follow the idea of De Giacomo et al.
[2014]. Consequently, we introduce an artificial “end” proposition, in the following
denoted by Ω, and define the “always” operator instead as

• “always”: �φ1 := Ω R φ1

for the remainder of this thesis. Ω is considered to be false for all instances during
a given sequence, but can be assumed true for all instances afterwards. Informally,
the operator � can then be understood as “always during the given sequence”.

2.2.2 Further Temporal Logics
In addition to LTL, other temporal logics exist which either extend the formalism of
LTL or, similar to the previously mentioned finite subset of LTL, identify fragments
of LTL for which the computational efficiency of model checking can be improved.

The generalized reactivity GR(1) fragment of LTL as proposed by Piterman
et al. [2006] admits efficient specialized synthesis strategies and is inspired by a
two-player game. In the GR(1) fragment are formulas of the structure

φGR(1) = ϕei ∧ φet ∧ φeg =⇒ ϕsi ∧ φst ∧ φsg

where the superscript e denotes formulas describing the uncontrolled environment
and s formulas describing the controlled system. In particular, ϕi are Boolean
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formulas which describe the initial state, φt =
∧
x�φx describe safety assumptions

and requirements while φx can only contain Boolean operators and “next”, and
goals φg =

∧
x�♦ϕx describe liveness assumptions and requirements as Boolean

formulas ϕx. This idea can be summarized by saying that if the environment
satisfies all assumptions ϕei ∧ φet ∧ φeg, then the system is guaranteed to fulfill its
requirements ϕsi ∧ φst ∧ φsg.

Popular extensions of LTL include Metric Temporal Logic (MTL), proposed by
Koymans [1990]. MTL adds real-valued timing constraints to the temporal opera-
tors. Metric Interval Temporal Logic (MITL), see Alur et al. [1996], requires these
timing constraints to be non-singular intervals to avoid the issue of undecidability
due to infinite precision. For example, the formula

φMITL = π1 UI π2, I := (t1, t2)

is satisfied at time t if π2 is true at any time t′ ∈ I and π1 holds during the interval
(t, t′). Accordingly, a sequence is augmented by a real-valued distance measure
between its instances. Signal Temporal Logic (STL) by Maler and Nickovic [2004]
extends MITL by considering continuous real-valued functions instead of Boolean
propositions. Instead of πi ∈ {>,⊥}, STL considers a proposition fi(t) > 0 as
true. This admits the notion of a robustness measure for the satisfaction of an STL
formula, see for example Fainekos and Pappas [2009].

Several specialized variations of the above logics exist. For example, Real-time
Temporal Logic (RTL) by Reynolds [2001] allows no time windows on temporal
operators but already incorporated functions as propositions similar to STL. Trun-
cated Linear Temporal Logic (TLTL) by Li et al. [2017] is similar to RTL and
proposed to be used as a reward function formulation for reinforcement learning.
Time Window Temporal Logic (TWTL) was introduced by Vasile et al. [2017a] to
describe time bounded specifications for which time relaxations can be calculated.
As a last example, Geometric Linear Temporal Logic (GLTL) by Littman et al.
[2017] parametrizes temporal operators with random variables following geometric
distributions.

A different direction is given by Computation Tree Logic (CTL), see Clarke et al.
[1986], originally proposed for specifying the behavior of concurrent systems. CTL
extends the temporal operators of LTL with the set-theoretic quantifiers “exists” ∃
and “for all” ∀. The semantics of CTL are defined over a non-deterministic graph,
which can as well be seen as a tree rooted at the initial state and describing possible
paths in the graph. Also for CTL, a wide variety of extensions exists. A wide-spread
example is Probabilistic real-time Computation Tree Logic (PCTL) as proposed by
Hansson and Jonsson [1994]. It extends CTL to incorporate uncertainty thresholds
in specifications which enables an interpretation of PCTL over discrete-time Markov
chains instead of purely non-deterministic graphs.
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2.3 Behavior Synthesis

Based on a given temporal logic goal specification, the behavior of a robot system
can be synthesized. This requires a model of the system to determine the conditions
and effects of available actions as the basis to determine the desired sequence of
these actions. In addition, we define how the specification can be associated with
such a model.

This section also include a brief introduction to action planning based on short-
est path search. Path search is considered here because it is well-suited for planning
actions in the considered graph-based model formalism. In Part I of this thesis, we
discuss extensions of path search to address the more complex planning problems
arising when coordinating multiple robots.

Note that this is only one planning formalism out of many existing ones. Sym-
bolic planning, for example, is purely based on logical conditions and effects of
actions. It is well-suited for large state spaces that are not modeled explicitly.
Sampling-based planning which incrementally constructs a discrete state space and
is well-suited for continuous state space domains. Finally, iterative methods such
as dynamic programming or learning-based approaches in particular address uncer-
tainty in action execution and are further considered in Part II of this thesis.

2.3.1 Automaton Construction
An important and useful property of LTL specifications is the fact that they can
be translated into an equivalent automaton representation of the specification. In
this context, equivalence is to be understood as identifying the same sequences σ to
satisfy the respective specification. First, we define the automaton to be constructed
as for example described by Baier and Katoen [2008].

Definition 2.1 (Büchi Automaton). A non-deterministic Büchi Automaton (BA)
is given as the tuple B := (Q,Q0, α, δ, F ) consisting of
(1) a set of states Q,
(2) a set of initial states Q0 ⊆ Q,
(3) a set of Boolean formulas ϕ over π ∈ Π,
(4) transition conditions δ : Q×Q→ ϕ,
(5) a set of accepting (final) states F ⊆ Q.

Note that our notation of the transition relation is non-standard in order to
simplify notation throughout this thesis. For two states qi, qj ∈ Q, there exists a
transition if δ(qi, qj) 6= ⊥ and the Boolean function δ(qi, qj) denotes the transition
condition. Accordingly, we denote the absence of a transition by δ(qi, qj) := ⊥.
Illustratively speaking, this means the transition condition is constantly false and
can thus never become true to allow a transition from qi to qj .

A sequence σ over propositions describes a sequence of states q ∈ Q, called
a run ρ : N ∪ {0} → Q. A run ρ is called feasible if it starts in an initial state
ρ(0) = q0 with q0 ∈ Q0 and if all transition conditions are satisfied along the run
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σ(t) � δ(ρ(t − 1), ρ(t)) for all t where � denotes Boolean satisfaction as defined
above. A run ρ is called accepting if it is feasible and visits the set of accepting
states F infinitely often.

If σ does not describe a feasible run, we say σ violates the LTL specification.
If σ describes an accepting run, we say σ satisfies the LTL specification. Given by
the construction of B from an LTL specification φ, it can be shown that σ indeed
describes an accepting run if and only if σ � φ, see for example Baier and Katoen
[2008].

In the case that σ describes a feasible but not an accepting run, it does not
satisfy the LTL specification. But under the assumption that B does not contain
dead ends except for accepting states, σ forms a prefix of an accepting run and can
be extended to a sequence satisfying the specification. Thus, we refer to this case
by saying that σ partially satisfies φ.

As discussed above when introducing LTL, we are particularly interested here
in the special case of finite sequences. Corresponding to finite fragments of LTL,
a finite LTL formula can be represented by a finite automaton. We consider the
following two variants of finite automata, denoted by F to distringuish it from the
infinite Büchi automaton B.

• NFA – The non-deterministic finite automaton is a special case of the BA
where the set of accepting states only needs to be reached once instead of being
visited infinitely often. Illustratively, one may consider that each accepting
state has a self-loop of which the transition condition is always true.

• DFA – The deterministic finite automaton is a special case of the NFA with
deterministic transitions, that is, only a single transition condition can be
fulfilled at a time at any of the states. The finite acceptance condition is the
same as for the NFA.

In the remainder of this thesis, we consider only finite automata F . While some
chapters consider the NFA to explicitly indicate that deterministic transitions are
no required assumption, note that each NFA can in fact be converted into a DFA,
see [Belta et al., 2017, Sec. 2.2] for details. The benefit of an NFA is merely that
the state space might be smaller, leading to a potentially increased computational
efficiency (although the increased number of feasible transitions might also have a
negative impact).

Example 2.3 (Automaton Representation). Figure 2.1 depicts the NFA F equiv-
alent to the LTL specification φ from Example 2.1 given by φ = (π1 ∨©π2)∧♦π3.
Let us now consider again the sequences σ1, σ2, and σ3 as discussed in Example
2.1. The statements made there about which sequence satisfies φ and in particular
why those which not satisfy φ fail to do so, can formally be checked with F .

First, we construct a feasible run ρ1 from σ1 = {π1}{π3} as follows. The first
state ρ1(0) = q0 is the initial state q0 by definition. Then, any transition δ(q0, qi)
can be taken if it is the case that σ1(1) � δ(q0, qi). Here, for σ1(1) = {π1}, only q3
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Figure 2.1: Automaton representation of the LTL formula φ = (π1∨©π2)∧♦π3 as
stated in Example 2.1. The double border of q1 denotes that this is an accepting
state.

is suitable as the next state and consequently, ρ1(1) = q3. This procedure can be
repeated for the rest of the sequence. In particular, it can immediately be seen at
q3 that we stay as long at q3 as π3 does not appear in the sequence, and continue
otherwise to q1. The complete run ρ1 is here given by

ρ1 = q0q3q1.

It is feasible by construction and accepting since q1 ∈ F . Consequently, the sequence
σ1 satisfies the specification φ.

In contrast, now consider σ2 = {π2}{π1, π3}. The only first transition which is
feasible is δ(q0, q4). But at q4, σ2(2) then violates both of the possible transition
conditions for the reason that π2 /∈ σ2(2). Consequently, σ2 does not describe a
feasible run in F and thus, violates the specification φ.

Finally, consider σ3 = {π3}{π2}. Interestingly, there are two transitions feasible
from the initial state. Given by π1 /∈ σ3(1), a feasible next state of ρ3 would be q4.
However, it becomes apparent that taking this transition does in fact not describe
an accepting run since σ3(2) would only lead to q3 /∈ F . Still, there exists a run ρ3
described by σ3 which is indeed accepting, given by

ρ3 = q0q2q1.

This observation results from the fact that F is, in general, non-deterministic. Nev-
ertheless, it would be possible here to make F deterministic by defining δ(q0, q4) =
¬π1 ∧ ¬π3. •

In summary, it can be stated that the automaton representation of an LTL for-
mula not only provides an illustrative way of checking if the corresponding formula
is fulfilled, but also indicates possible alternative sequences to fulfill the formula. In
the following, we will illustratively refer to the set of alternative accepting sequences
as strategies to denote the different ways of satisfying a formula.
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In general, constructing an automaton from an LTL formula has worst-case
time and space complexity exponential in the length of the formula |φ| as, for
example, shown by Baier and Katoen [2008]. The actual complexity might be
lower depending on the specific formula. Still, this construction complexity, as
well as the resulting size of an automaton, is often a limiting factor in practical
applications.

2.3.2 System Description

In order to generate actions that fulfill a given specification φ, also the physical
system capabilities of an agent need to be considered. From these modeled action
capabilities, the specification automaton then selects those which are allowed by
the stated specification.

While there exist many different established methods to formulate such a de-
scription of the physical system, we focus here on graph-based models due to their
similarity to the above discussed automata. In the case of deterministic actions, we
can define the model of an agent as follows.

Definition 2.2 (Agent Model). A physical robotic agent is modeled as a graph

A = (S,A,Π, λ)

given by
(1) a set of states S,
(2) a set of actions A ⊆ S × S to transition from one state to another,
(3) a proposition alphabet Π,
(4) a labeling function λ : S → 2Π.

At each time, the system is in one state s ∈ S and can choose from a number of
actions a = (s, s′) ∈ A to reach a new state s′. Here, the assumption is that each
action deterministically leads to the next state. However, in Part II of the thesis,
also the case of uncertainty regarding the subsequent state will be considered. Then,
an action a does not have a single next state s′, but instead, defines probabilities
p(s′|s, a) that s′ would be the next state if action a is chosen in state s. While this
is more expressive, it also computationally more involved. Consequently, we focus
here on the simpler case of deterministic actions.

An important aspect of the agent model A is the labeling function λ. Labeling
here means that λ assigns a subset of propositions π ∈ Π to each of the states in
order to capture its logical properties. For example, certain states can be labeled as
belonging to a specific region. The labels are then used to connect the agent model
to the stated LTL specification. Based on these labels, we can construct a product
between the physical agent model A and the automaton F of the specification φ as
follows.
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Definition 2.3 (Product Model). A product automaton P is a tuple

P = F ⊗A = (SP , S0,P , AP)

consisting of
(1) a set of states SP = Q× S,
(2) a set of initial states S0,P = {(q0, s) ∈ SP : q0 ∈ Q0},
(3) a set of actions AP = {((q, s), (q′, s′)) ∈ SP × SP : (s, s′) ∈ A∧ λ(s) � δ(q, q′)},

This resulting product automaton combines properties of both the agent model
and the NFA. Agent states are augmented with information about the mission
progress given by the NFA and actions are restricted such that only actions which
do not violate the mission specification are present in the automaton. Thus, the
only influence of F in this regard is the limitation of AP to actions compliant to φ.
Furthermore, states implicitly inherit properties of the automaton, such as that a
run starting in one of the initial states S0,P and ending in a state sP = (q, s) with
q ∈ F is an action sequence which leads to an accepting run in F and thus, fulfills
φ. Consequently, a product automaton can be used to actively generate runs which
are both realizable with respect to the agent model and satisfying the given mission
specification.

2.3.3 Action Planning
After constructing the product model P to encode all actions which the robot can
take according to a given specification φ, it remains to select from these actions those
which are considered desirable. In order to quantify this desirability of actions, a
cost function C : A → R+ assigns positive costs to actions, for example based
on their respective execution time. A planning algorithm can then determine a
sequence β of actions in order to fulfill φ while minimizing the sum of required
action costs.

Definition 2.4 (Action Sequence). An action sequence β is given by

β = (s0, a1, s2, ..., an, sn)

with si ∈ SP , s0 ∈ S0,P , and aj = (sj−1, sj) ∈ AP .

The action sequence β describes a path along the product model P, containing
planned actions and the states in which the robot will be during execution. The
cost of β is given as the cumulative cost of taken actions cβ =

∑
a∈β C(a). An

action sequence is called correct if it ends in an accepting state.
In the following, we briefly investigate planning methods to guarantee that

a constructed action sequence is correct. To achieve this, observe the following
relation. According to the above model definitions, Problem 2.1 can now in fact be
formulated as a shortest path problem as follows.
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Algorithm 1 Optimal Forward Search
Input: Automaton P, cost function C : AP → R+
Output: Optimal satisfying action sequence β
Notation Remarks:
T ⊆ SP – set of possible next states to expand
cβ : SP → R+ – optimal cost of reaching a given state
B : s 7→ β – Action sequence β to reach state s with costs cβ(s)
1: T ← S0,P
2: cβ(s)←∞,∀s ∈ SP \ S0,P
3: cβ(s0)← 0,∀s0 ∈ S0,P
4: B(s0)← (s0),∀s0 ∈ S0,P
5: while T 6= ∅ do
I Select state s with lowest cost-to-come
6: s← argmins∈T {cβ(s)}
7: T ← T \ {s}
I Terminate search if any final state is reached
8: if s ∈ FP then return β ← B(s)

I Update costs for all successor states
9: for all s′ ∈ SP : a = (s, s′) ∈ AP do
10: cnew(s′)← cβ(s) + C(a)
11: if cnew(s′) < cβ(s′) then
12: T ← T ∪ {s′}
13: cβ(s′)← cnew(s′)
14: B(s′)← B(s) ∪ (a, s′)
15: return no solution

Problem 2.2 (Shortest Path Problem). Given the product automaton P, find the
path β with minimal cost cβ which leads to an accepting state sn ∈ FP .

Indeed, finding such an action sequence β guarantees that β is correct and the
respective LTL specification φ is satisfied.

Theorem 2.1 (Correct-by-Construction). A solution to Problem 2.2 is guaranteed
to satisfy the given LTL specification φ.

Proof. While β is defined as a path in the product automaton P = F ⊗ A, it
can be projected onto F . Given by the construction of the set of actions AP in
Definition 2.3, this projection always forms an accepting run on F if β leads to an
accepting state sn ∈ FP .

There exist many established algorithms to solve shortest path problems, as for
example summarized in LaValle [2006], Kleinberg and Tardos [2006], and Ghallab
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et al. [2016]. The underlying principle is similar for most of the basic path planners.
Starting from an initial vertex in the graph, the set of reachable vertices is iteratively
expanded and associated path lengths are updated until the goal vertex belongs as
well to the reachable set. Depending on the particular algorithm, the strategy with
which the set of reachable vertices is expanded is chosen such that it guarantees
that associated paths are always the shortest ones leading to their respective vertex.

For example, the well-known algorithm by Dijkstra [1959] achieves this by ex-
panding in each iteration the reachable and not-yet considered vertex with shortest
path length. Extensions like the A∗ algorithm allow to incorporate additional do-
main knowledge in the selection of vertices, given by so-called heuristics. Such
heuristics provide a trade-off between optimality (in the case of admissible heuris-
tics) and planning performance.

A different class of planning algorithms origins in the work of Bellman [1958]
and Ford Jr [1956]. Instead of updating reachable vertices from an initial one,
the shortest known distances of all vertices to the goal vertex are updated in each
iteration. This extends the set of application, for example to graphs including
edges with negative weights. Also, there is a close correspondence to optimization
problems formulated as Linear Programs (LP), see for example Papadimitriou and
Steiglitz [1998]. While Part I of the thesis focuses on path planning as described
here, Part II then considers planning in the form of LPs to find the actions of each
robot since this is more appropriate for the assumptions there.

Specifically, Algorithm 1 summarizes an algorithm which solves Problem 2.2.
A set of reachable states is maintained by the set T and the optimal costs cβ and
action sequences B are stored to reach those states. In line 6, the state in T with
lowest path costs is selected in each iterations and, in lines 9-14, neighbors are added
to T in case they improve the costs of the neighbor states. This is repeated until
either the goal state is found (line 8) or no further states are reachable, indicating
that no solution exists.

2.4 Detailed Example

To illustrate the concepts and the approach presented in this chapter, consider the
following simple lab demo example. First, we construct a graph A to model the
robotic agent. As shown in Figure 2.2, the environment can be modeled by a topo-
logical map containing a set of waypoints. The waypoints are labeled with atomic
propositions to identify specific properties of the respective regions. For example,
the two locations x and y are identified respectively and one of the areas is marked
as “restricted”, as well as one labeled with “light”. These atomic propositions by
itself have no meaning, but can be used in goal specifications to achieve the desired
behavior of the robot. During execution, the propositions are considered to be true
when a robot is in the respective area or location.

In addition, the robot itself can be specified as shown in Figure 2.3 with two
possible states. One default state labeled with off when the lightring of the robot
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light

restricted

x

y
Robot

Figure 2.2: Topological map (left) of the considered lab environment (right).

Lightring

off

red

lightlight

Figure 2.3: Model to describe the lightring of the robot. The labels at the transi-
tions denote the action conditions by stating that the light can only be changed at
a particular location (annotated with light, c.f. Fig. 2.2).

is turned off, and one state labeled with red representing a state where the robot
shows red light. As indicated by the transition labels light in the model, the
transitions are conditioned on the proposition light being true.

Combining these two models leads to the graph model A to describe the system
as presented in Definition 2.2 and illustrated in Figure 2.4. The upper part corre-
sponds to the red light being turned on and the lower part to the default state of
the robot. It can be seen that a change of light state is only possible at one specific
location on the map.

Based on this description of the robot system, a mission specification can now
be given as LTL formula. In this case study, the goal for the robot is to visit the
two locations labeled with x and y at some time in future and in any order. As an
additional safety constraint, the area marked as “restricted” may only be entered
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x

x

y

y

Figure 2.4: Graph model of the system resulting from combining the map (Fig. 2.2)
with the robot model (Fig. 2.3).

with red light being turned on. Formally, this specification can be stated as follows.

φ = ♦x ∧ ♦y ∧�(restricted =⇒ red)

From this specification, an NFA can be constructed and combined with A to
form a product model P, which contains the system description as well as the
mission specification and is used as the planning model to find suitable actions.
In particular, note that a transition in the NFA component of P is only made
when visiting one of the remaining target locations x and y. Also, note that no
valid action exists to enter the restricted area without turning on red light, as
indicated by the state . Strictly speaking from Definition 2.3, the action to enter
the state would still be in the model, but then no actions exist to leave it since
a self-transition in the NFA component requires ¬restricted ∨ red. Consequently,

cannot be part of any solution.
The optimal action sequence β to satisfy φ first goes to y in order to visit y

as given by ♦y. Since x cannot be reached directly, the robot then turns on its
red light at the location to reach state . This allows the robot to cross the
restricted area with red light turned on and finally visit x as well at state x .
As indicated by the double border, the last state of β is accepting. For a video
recording of this case study, refer to Appendix B.
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CHAPTER 3

Mission Decomposition

Considering multiple robots to satisfy a single LTL goal specification significantly
extends the presented basic concepts of temporal logic planning. It is not sufficient
anymore to solely plan with which actions this goal can be achieved, as done for a
single robot in the previous chapter. Instead, it is also required to decide which of
the robots has to do which part of the mission and, even more fundamentally, into
which parts such a mission can be formally decomposed.

As an attempt to circumvent the decomposition and allocation problems, local
task specifications could be required. Instead of a single team goal, each of the
available robots would then receive a specific LTL goal of how it is expected to par-
ticipate in the mission. However, this implies a significant amount of planning by
the user who provides these specifications since the steps have to be done manually.
Even if the allocation can be automated based on a set of robot-independent speci-
fications, an exponential (in the amount of tasks) number of planning problems has
to be solved because in order to solve the allocation problem, execution costs for
all task combinations and all robots have to be known. Consequently, local task
specifications are not desired here.

In addition, a major inefficiency in many multi-robot systems is that the con-
sideration of multiple robots often involves to construct a product between the
states of the single robots. This is necessary if the actions allowed or required for
one of the robots depend on the state or history of the other robots. In general,
this is also the case when considering planning based on LTL specifications. How-
ever, this product between all robots has a significant impact on the computational
tractability of a planning problem and should be avoided as much as possible.

This chapter presents an automated way of decomposing a single LTL goal
specification, given to the team as whole. Decomposition is done in the automaton
representation of the LTL formula and provides the basis for the construction of an
efficient planning model. Instead of forming a product state space of the robots,
the presented planning model is linear in the team size and can be used to allocate
the identified parts of the mission to the robots at the same time as planning their

39
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individual actions.
The proposed decomposition formally identifies independently executable parts,

called tasks in the following, of the full specification, referred to as mission. While
the tasks are identified in the automaton representation, an LTL formulation for
each of them exists in principle. Consequently, the decomposition can be seen as
constructing a set of LTL task formulations to be given to the individual robots
based on a single LTL mission formulation, although this is only done implicitly.
Nevertheless, speaking of a set of task formulations is useful to illustrate and better
understand the process.

The remainder of this chapter is structured as follows. Section 3.1 formulates
the addressed problem and illustrates the considered form of decomposition. Sec-
tion 3.2 summarizes and discusses existing research related to LTL planning for
multi-robot systems, as well as a more general view on the task allocation prob-
lem and involved complexity. Section 3.3 introduces the closure labeling as a more
detailed formalism for the semantics of LTL and presents the terminology we use
here. Section 3.4 forms the main part of this chapter and defines how a decompo-
sition can be represented and, in Subsection 3.4.2, how such a decomposition can
be automatically constructed. Section 3.5 builds upon these results and presents
the construction of an efficient team model for planning the allocation of identified
decomposition choices. Section 3.6 concludes with a case study of decomposing and
allocating single missions to multiple robots.

3.1 Problem Statement

A decomposition of the mission specification φ into a set of independent task spec-
ifications φ1, . . . , φn formally requires specific properties of the tasks. We capture
these properties by the following two so-called decomposition properties to be ful-
filled by all of the tasks.

Definition 3.1 (Decomposition Properties). A set of tasks φ1, . . . , φn is considered
to be the decomposition of a mission φ if and only if the following two properties
hold.

• Independence – Executing or not executing one of the task φi must not
violate another task φj.

• Completeness – Completion of all tasks φ1, . . . , φn must imply completion
of the mission φ.

The formulation of the first property is motivated by the fact that an inde-
pendently acting robot cannot rely on what others do and especially, without any
coordination, execution cannot assumed to be synchronized between the robots.
The second property is rather intuitive since the tasks of a mission should be de-
fined such that they are actually suitable to achieve the overall mission.
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Based on these two properties, we summarize the problem addressed in this
chapter as follows.

Problem 3.1 (Mission Decomposition). Given a team of robots and a finite LTL
mission specification φ, identify decomposition choices of φ to construct a planning
model for the team. Action sequences in this planning model should decompose the
mission into independent tasks such that φ is fulfilled by the team.

Constructing the planning model as proposed in this chapter plays and impor-
tant role for the overall complexity of the planning problem. While the aspect of
planning actions for the robots is covered in detail in Chapter 4, the team model
of linear complexity as introduced in this chapter forms the basis for it. In this
regard, the decomposition into independently executable tasks limits the task al-
location choices, but at the same time enables to plan actions in an efficient way
that do not require further coordination during runtime.

3.2 Related Work

Extending behavior synthesis from LTL specifications to consider multiple robots
creates additional challenges which need to be addressed, see for example Durfee
and Zilberstein [2013]. In the following, we review existing approaches to transfer
results from the previously presented single-robot synthesis to multiple robots.

In particular, this chapter presents a way to decompose a single LTL specifi-
cation into multiple independently executable tasks in order to optimally allocate
these tasks and consequently, we discuss previous work on task allocation in general.
A known decomposition of a mission into tasks also allows to employ, for example,
bundling strategies like presented by Nam and Shell [2016] for sequentially and
stochastically arriving tasks. Miller and How [2017] estimate best positioning for
vehicles in a fleet for mobility on demand.

In order to formulate multi-agent planning problems in terms of classical plan-
ning, the common problem specification languages PDDL [McDermott et al., 1998]
and STRIPS [Fikes and Nilsson, 1971] have been extended in different ways to
explicitly include multiple agents in a problem description. Most popular are MA-
PDDL [Kovács, 2012] which extends PDDL3.1, MAPL [Brenner, 2003] which ex-
tends PDDL2.1, and MA-STRIPS [Brafman and Domshlak, 2008] which extends
STRIPS.

The survey by Torreño et al. [2017] provides an extensive and recent overview
of various multi-agent planners, primarily in the context of the CoDMAP competi-
tion [Štolba et al., 2015], the first multi-agent version of the International Planning
Competition (IPC). In this context, the concept of privacy, see for example Bonisoli
et al. [2014], Nissim and Brafman [2014], is used as a reference to state space sepa-
ration in multi-agent systems and provides a basis for efficient planning. Similarly,
Partial-Order Causal Link (POCL) planning [Weiss, 1999, Penberthy et al., 1992]
explicitly addresses the concurrency in multi-agent systems.
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3.2.1 Multi-Agent LTL

Approaches for multi-agent task planning include Mixed-Integer Linear Program
(MILP) formulations Karaman and Frazzoli [2008], Wolff et al. [2014], dynamic
programming Turpin et al. [2015], or automata-based path planning Kloetzer and
Belta [2010]. However, these approaches involve forming a team product or re-
quire separate cost calculation for all combinations of allocation options, given that
these options are explicitly known. For example, the automata-based approach as
proposed in Kloetzer and Belta [2010] assumes synchronous team motions to plan
motion sequences from an LTL specification. This assumption is relaxed in Tu-
mova and Dimarogonas [2015] by a two-phase model reduction approach, and in
Ulusoy et al. [2012], Chen et al. [2012a] by employing trace-closed languages Ste-
fanescu [2006] to abstract over asynchronous motions of the agents. However, these
approaches only decompose the LTL specification into independent tasks in the
special case of disjoint agent alphabets. Tumova and Dimarogonas [2016] propose
the construction of a reduced product model where only cooperative actions need
to be synchronized under the assumption that task allocation is already known.

If task allocation to the agents is explicitly provided, approaches like Raman
and Kress-Gazit [2014] and Guo and Dimarogonas [2015] take communication and
motion coordination between the agents into account; Lacerda and Lima [2011],
Kloetzer and Mahulea [2015] choose a Petri-Net based approach for explicit coor-
dination whereas Fu et al. [2015b] uses a game theoretic approach for negotiation,
able to consider adversarial agents. However, we cannot make the assumption here
that such an allocation is already known and the optimal allocation in fact depends
on the ability of each of the robots to realize the potentially allocated tasks.

Another aspect relevant to multi-agent LTL planning is the reconfiguration of
the system during runtime. While this is not in detail considered here, approaches
exist to adjust the initial plans of the robots to changes. For example, Lacerda et al.
[2014b] consider the incremental addition of tasks to the already planned behavior
of a robot, which can be a useful combination with task allocation approaches.
In the case of arising conflicts between the robots due to decentralized execution,
Wong and Kress-Gazit [2015] present an adaptation approach. Similarly, Guo et al.
[2014] consider the adaptation of previously planned behaviors in order to react to
assistance requests of other robots.

3.2.2 Task Assignment

When a set of explicitly defined tasks is known, assignment algorithms can be used
to optimize the allocation of these tasks to the available robots. Such an allocation
typically requires knowledge about the execution costs of a specific combination of
tasks by a particular robot. To retrieve these costs, the potential action sequences
for execution need to be planned in advance. In the general case of considering
tasks given by LTL specifications, all combinations of tasks need to be planned
explicitly, resulting in an exponential number of planning problems to be solved
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before an allocation approach can be applied.
Pentico [2007] provide a survey of approaches to the assignment problem. In

addition, Burkard and Cela [1999] explicitly consider different team objective func-
tions in the assignment, resulting from the individual allocation costs of the tasks.
Gerkey and Matarić [2004] analyze the complexity of allocation problems and pro-
vide a taxonomy.

Assuming known costs and a given task structure, Gombolay et al. [2013] pro-
pose a scheduling approach based on an MILP formulation of the allocation prob-
lem. Also Zlot and Stentz [2005] assume a given task structure, here defined as trees,
and propose a market-based approach which allows the robots to sub-contract parts
of their tasks. Similarly, Shiroma and Campos [2009] propose an auction-based ap-
proach which is able to incorporate resource capacity constraints applicable to the
individual agents. Agarwal et al. [2014] propose an evolutionary algorithm for al-
location of tasks which require specific capabilities. Such an approach is especially
useful when considering large teams of robots with a wide range of distinct capa-
bilities. Gombolay et al. [2013] and Mudrova and Hawes [2015] propose specialized
scheduling algorithms for manipulation and mobile robots, respectively, considering
spacial and temporal constraints in the task allocation.

3.3 Closure Labeling

As presented in Section 2.3.1, an LTL formula can be translated into an equivalent
NFA. While details were skipped there of how to construct such an NFA, we now
take a closer look. This will provide the basis for automatically decomposing the full
LTL mission specification into a set of independently executable task specifications
as discussed above.

In order to decide if a sequence σ fulfills an LTL specification φ, a closure
labeling τ : N → 2cl(φ) corresponding to σ can be constructed, see Wolper [2001].
The closure of φ is the set of its subformulas, given by cl(φ) with φ ∈ cl(φ).
The closure is constructed recursively for all operations by applying the following
recursion scheme as defined in Baier and Katoen [2008].

• ©φ1 =⇒ φ1 ∈ cl(φ)

• φ1 ∧ φ2 ∈ cl(φ) =⇒ φ1, φ2 ∈ cl(φ)

• φ1 ∨ φ2 ∈ cl(φ) =⇒ φ1, φ2 ∈ cl(φ)

• φ1 U φ2 ∈ cl(φ) =⇒ φ1, φ2 ∈ cl(φ)

• φ1 R φ2 ∈ cl(φ) =⇒ φ1, φ2 ∈ cl(φ)

The closure labeling enables to formally capture requirements imposed by the
part of a sequence σ from 1 to t, in the following denoted by σ(1, ..., t). Following
the intuition of Gerth et al. [1995], we divide the construction of τ into two parts,
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one defining expectations τe from the previous step and one consequently required
observations τo. Then, τ is given by τ(t) = τe(t) ∪ τo(t).

Definition 3.2 (Expectations). Expectations τe(t + 1) on the next time step are
constructed such that:

• if ©φ1 ∈ τ(t) then φ1 ∈ τe(t+ 1)

• if φ1 U φ2 ∈ τ(t) and φ2 /∈ τ(t), then φ1 U φ2 ∈ τe(t+ 1)

• if φ1 R φ2 ∈ τ(t) and φ1 /∈ τ(t), then φ1 R φ2 ∈ τe(t+ 1)

Definition 3.3 (Observations). Observations τo(t) on the current time step are
constructed such that:

• ⊥ /∈ τo(t)

• if φ1 ∧ φ2 ∈ τ(t) then φ1 ∈ τo(t) and φ2 ∈ τo(t)

• if φ1 ∨ φ2 ∈ τ(t) then φ1 ∈ τo(t) or φ2 ∈ τo(t)

• if φ1 U φ2 ∈ τ(t) then either φ2 ∈ τo(t), or φ1 ∈ τo(t) and φ1 U φ2 ∈ τe(t+1)

• if φ1 R φ2 ∈ τ(t) then φ2 ∈ τo(t), and either φ1 ∈ τo(t) or φ1 R φ2 ∈ τe(t+1)

Requirements on observations τo(t) at time t initially come from the expec-
tations τe(t) on this time step. Thus, starting from t = 1, the closure labeling
τ can be constructed consecutively. In particular, starting with the expectation
τe(1) := {φ} allows to construct τo(1), which then implies τe(2), and so on.

Finally, the following rules regarding propositions need to hold true for all π ∈ Π
with respect to σ. If π ∈ τ(t) then π ∈ σ(t) and if ¬π ∈ τ(t) then π /∈ σ(t).
Otherwise, we say that σ violates the LTL specification φ.

By this construction of τ , σ(t, ..., T ) fulfills all ϕ ∈ τ(t) if and only if τe(T +
1) ∩ cl(ϕ) = ∅. In particular, we can check if σ � φ by constructing τ from the
expectation τe(1) = {φ} and then check if τe(T+1) = ∅ where T denotes the length
of σ. Note that Wolper [2001] additionally requires that there exists a t′ ≥ t such
that ϕ2 ∈ τ(t′) for the until operation ϕ1 U ϕ2 ∈ τ(t). However, this requirement
is already covered in our extended acceptance condition τe(T + 1) = ∅ and does
not need to be explicitly required here.

Illustratively speaking, observations τo formally describe what needs to be ob-
served at a given time, while expectations τe specify expected future observations.
Intuitively, if not all observations are fulfilled at a certain time, the corresponding
LTL formula is violated. If this is not the case and at some point, there are no
implied expectations anymore, the LTL formula is satisfied.

Example 3.1 (Closure Labeling). For illustration of the procedure described above,
consider the LTL formula φ over the alphabet Π = {π1, π2, π3} as follows.

φ = ♦π1 ∧ ♦π2 ∧�(π2 =⇒ π3)
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φ can be expressed by only using the basic operators over which the above rules
are formulated:

φ = > U π1 ∧ > U π2 ∧ Ω R (¬π2 ∨ π3).

This leads to the closure of φ being given by

cl(φ) = {φ, φ1, φ2,> U π1 ∧ > U π2,> U π1,> U π2,Ω R (¬π2 ∨ π3),
¬π2 ∨ π3, π1, π2,¬π2, π3,Ω,>}

with φ1 = > U π1 ∧ Ω R (¬π2 ∨ π3) and φ2 = > U π2 ∧ Ω R (¬π2 ∨ π3).
Now, assume a sequence σ given by

σ = {π3}{π1}{π1}{π2, π3}.

In order to check if σ � φ, we start constructing the closure labeling τ by setting
τe(1) = {φ}. In other words, we expect φ to be fulfilled by σ starting at the first
step and check if this implies a contradiction.

From the above τe(1) = {φ}, τo(1) can be constructed by application of the
rules stated in Definition 3.3. In the following, all elements of cl(φ) are stated
which belong to τo(1) according to these rules.

• “and”-rule: φ1, φ2,> U π1 ∧ > U π2,> U π1,> U π2,Ω R (¬π2 ∨ π3) ∈ τo(1)

• “release”-rule: ¬π2 ∨ π3 ∈ τo(1)

• “or”-rule ¬π2 ∈ τo(1) or π3 ∈ τo(1)

• “until”-rule: > ∈ τo(1)

We see that there is no contradiction at step t = 1 because π3 ∈ σ(1), π2 /∈ σ(1).
In fact, either of these two would already be sufficient here due to the “or”-rule.
Consequently, φ is not violated in the first step.

For the next time step, τe(2) can be constructed from τ(1) = τe(1) ∪ τo(1)
according to Definition 3.2 as follows.

• “until”-rule: > U π1,> U π2 ∈ τe(2)

• “release”-rule: Ω R (¬π2 ∨ π3) ∈ τe(2)

Since τe(2) 6= ∅, we see that φ is not fulfilled after the first step and continue with
constructing τo(2) from τe(2) by the same procedure as above.

This can be repeated until τe(5) = {Ω R (¬π2∨π3)} which is empty for Ω = >.
Thus, we see that the given sequence σ fulfills φ in finite time with T = 4. •

As will be shown in more detail in the next section, there is in fact a close
relation between constructing a feasible run in the NFA of φ and constructing its
closure labeling. Similarly, the acceptance condition τe(T + 1) = ∅ for some T is in
some sense equivalent to the requirement that a run is only accepting if it leads to
an accepting state in the NFA.
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3.4 Decomposition Set

Based on insights from the closure labeling, it is possible to formally define the
decomposition of a finite LTL formula into independent subformulas as introduced
by Definition 3.1. This decomposition can be done in the automaton representation
of the LTL formula and is presented in the following. A decomposition based on the
automaton representation of an LTL formula is beneficial for mainly two reasons.

First, the automaton representation is independent of the particular formula-
tion of a specification. When assuming a syntax-based decomposition, the way how
the LTL formula is stated would directly influence the resulting tasks. This would
defeat the purpose of automated decomposition as it requires the user to already
incorporate possible decomposition choices in the initial specification. Instead, the
automaton-based decomposition is oriented on the semantics of the specification
and leads to the same results independently of how exactly the specification is for-
mulated. Note that, while this is true from a formal perspective, it is not necessarily
true when practically applying the decomposition to a physical system, mainly due
to model limitations. However, this aspect is deferred to Chapter 5 for a detailed
discussion there.

Second, an automaton-based decomposition allows us to construct an efficient
planning model instead of considering atomic tasks. This is primarily relevant for
allocation of the identified decomposition choices and in this regard, avoids the
need to solve an exponential amount of planning problem corresponding to all task
combinations. Instead, action planning and task allocation can be coupled more
tightly and efficiently. This aspect is more closely discussed in Chapter 4.

Notation Remark. The following conventions are used throughout the rest
of this chapter. To better distinguish between missions and tasks, the LTL mission
specification φ is denoted byM while the task specifications are instead identified
by Ti. For the mission M, σ is a sequence such that σ � M and τ the closure
labeling of σ. A different σ will have a different τ . Furthermore, for tasks Ti, σi
is a sequence such that σi � Ti and τi the closure labeling of σi. Note that τi is
defined over the closure cl(Ti) ⊂ cl(M) while τ is defined over cl(M). Accordingly
to τ and τi, T and Ti denote the ending times, τe and τei the expectations, and so
on.

The independence requirements imposed by Definition 3.1 are captured more
formally as follows.

Definition 3.4 (Finite Decomposition). Let Ti with i ∈ {1, ..., n} be a set of finite
LTL task specifications and σi denote any sequence such that σi � Ti. These tasks
are called a decomposition of the finite LTL mission specificationM if and only if:

σj1 ...σji ...σjn �M

for all permutations of ji ∈ {1, ..., n} and all respective sequences σi.

Consider the following example for an illustration of this definition.
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Example 3.2 (Decomposition). Given the LTL mission specification

M = ♦π1 ∧ ♦π2 ∧�(π2 =⇒ π3).

In this simple case, as will be more clear at the end of this section, a possible
decomposition ofM is given by

T1 = ♦π1 ∧�(π2 =⇒ π3)
T2 = ♦π2 ∧�(π2 =⇒ π3).

For example, the sequence σ = σ1σ2 with

σ1 = {π3}{π1}
σ2 = {π1}{π2, π3}

would fulfillM, and also the permutation

σ2σ1 = {π1}{π2, π3}{π3}{π1}

would be valid.
In contrast, a modification of the above solution such that T ′1 = ♦π1 would not

constitute a valid decomposition. In this case, for example, σ′1 = {π2}{π1} � T ′1
would satisfy T ′1 and still, σ2 � T2 satisfies task T2, but the combination σ′1σ2 2M
would not satisfy the missionM. •

For more complex LTL formulas, the explicit LTL formulation of a decomposi-
tion can be significantly different from simply splitting the mission specification or
replicating some parts. However, a boolean conjunction of all tasks Ti always gives
the complete specificationM.

Using the terminology introduced in Section 2.3.1, the above properties can be
expressed by saying that any strategy for a strict subset of tasks T⊂ ⊂ {T1, . . . , Tn},
i.e., satisfying φ(i) for all tasks Ti ∈ T⊂, partially satisfies φ. A strategy for the full
set of tasksM = {T1, . . . , Tn} satisfies φ.

As shown by the following Lemma, a decomposition according to Definition 3.4
guarantees the decomposition properties stated in Definition 3.1.

Lemma 3.1 (Decomposition Properties). Tasks T1, . . . , Tn denoting a decomposi-
tion according to Definition 3.4 fulfill the decomposition properties independence
and completeness regardingM.

Proof. Assume there would be a task Ti depending on a previous execution of Tj ,
then the condition in Definition 3.4 would be violated and Ti would not be part of
a decomposition. The same holds true when Ti depends on non-execution of Tj .
Similarly, if execution of all tasks T1, . . . , Tn would not fulfillM, then the sequence
σ1 . . . σn would not satisfy φ as required by Definition 3.4.
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In order to efficiently determine a valid LTL decomposition as discussed above,
note the following observation.

Theorem 3.1 (Transitivity). If T1, T2 is a decomposition of M and T3, T4 is a
decomposition of T2, then T1, T3, T4 is a decomposition ofM.

Proof. We need to show that all six permutations of the sequences σ1, σ3, σ4
fulfillM. Four of them are rather trivial by substitution of σ2 with σ3σ4 or σ4σ3.
However, for proving σ3σ1σ4 �M and σ4σ1σ3 �M, the closure labeling is used.
Specifically, we need to show that we can construct a closure labeling τ ofM from
the closure labelings τi of the tasks Ti, i ∈ {1, 3, 4}, such that τe(1) = {M} and
τe(T + 1) = ∅ for completion time T = T1 + T3 + T4.

For this purpose, we construct a candidate τ with τe(1) = {M} from the given
set of τi, and then show that this always leads to τe(T + 1) = ∅. Since T1, T2
are a decomposition of M, following Definition 3.4, τe(1) = {M} is equivalent to
τe(1) = {T1, T2}, which itself is equivalent to τe(1) = {T1, T3, T4} for T3, T4 being
a decomposition of T2. Consequently, we have τ(1) = τe(1) ∪ τo(1) with τo(1)
following Definition 3.3.

We start by considering the permutation σ3σ1σ4. For the first part, t ∈ [2, T3],
we construct the candidate τ from τ3 such that τ(t) = τ3(t)∪ (τ(1) \ cl(T3)). From
using τ3 we get that this part fulfills T3, and extend τ3 by all requirements which
are not covered by T3, i.e., which are not in cl(T3). τ is still valid because the tasks
are decomposition pairs as stated in the Theorem. Specifically, σ2,1 = σ2σ1 �M
implies T1 ∈ τ2,1(t) with t ∈ [1, T2+1] for the closure labeling τ2,1 of the permutation
σ2σ1. This means that the requirement T1 cannot be violated at any time during
execution of σ2 = σ3σ4, and thus, also during σ3.

We can repeat this construction for the remaining two parts, continuing with
τe(T3 + 1) = {T1, T4}. Finally, this leads to τe(T3 + T1 + T4 + 1) = ∅, meaning
thatM is fulfilled. Thus, we see that the constructed candidate is a valid closure
labeling respecting all requirements and consequently, σ3σ1σ4 �M. The proof for
the last permutation σ4σ1σ3 �M follows accordingly.

Theorem 3.1 has especially two consequences. First, only n specific permuta-
tions instead of all n! permutations need to be checked in order to decide if a set
of n tasks {T1, . . . , Tn} is a valid decomposition ofM. This is achieved by forming
pairs, each of one task Ti ∈ {T1, . . . , Tn} and the combination of the other n − 1
tasks, for example by a conjunction. Then, it is sufficient to check the decom-
position condition stated in Definition 3.4 only for these n permutations in order
to decide if these tasks form a decomposition of M. Illustratively, the specific n
permutations individually separate tasks Ti from the rest to decide whether Ti is
independent.

Second, it is not required to find a complete set of tasks decomposing M at
once. Instead, it is possible to step-wise identify individual parts to be isolated into
a separate task Ti of the final decomposition and continue with the rest ofM. This



49 3.4. Decomposition Set

=⇒

Figure 3.1: Illustration of how the automaton-based decomposition choices can
be imagined. Assuming a decomposition at the highlighted state can be seen as
splitting the automaton in two. The first part leads to this decomposition state,
the second part finishes from there.

progress can be repeated until no further task is found to be isolated. Specifically,
this enables automata-based approaches for finding possible decompositions.

Consequently, completing a set of tasks can be associated with reaching a certain
state in the mission NFA F . However, not every state implies completion of a set of
tasks when requiring the decomposition properties of Definition 3.1. For this reason,
we define a decomposition set of states as follows and say that decomposition at
state q is possible if and only if q is in the decomposition set.

Definition 3.5 (Decomposition Set). The decomposition set D ⊆ Q of the NFA
F contains all states q which can be associated with completing a set of tasks such
that these tasks are a subset of the decomposition T1, . . . , Tn.

Based on this decomposition set, the final planning model can be augmented
to contain all possible decomposition choices. This can then be used for efficiently
planning the optimal decomposition and corresponding allocation of tasks to agents
at the same time as planning action sequences to execute the mission.

The specific construction of D is discussed in the following two subsections for
two different cases. First, we assume that a set of LTL tasks T1, . . . , Tn which
definesM is explicitly given and show how to use simultaneous task allocation and
planning instead of planning all allocation options separately. Second, we show how
simultaneous task allocation and planning can even be used in the case that no set
of tasks is given, but only the single LTL mission specification φ.

3.4.1 Explicit Tasks
First, we assume the simplified case that a set of tasks T1, . . . , Tn is explicitly given.
Then, we can construct a product of the NFAs F (1), . . . ,F (n) from tasks T1, . . . , Tn.
Note that a product of NFAs is the equivalent automaton of the conjunction of their
LTL formulas φ = φ(1) ∧ . . .∧φ(n). Consequently, the decomposition properties are
guaranteed by constructing the NFA product.

Definition 3.6 (NFA Product). The product of two NFAs F = F (i) ⊗ F (j) :=
(Q,Q0, α, δ, F ) is constructed as
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(1) a set of states Q = Q(i) ×Q(j),
(2) a set of initial states Q0 = {(qi, qj) ∈ Q : qi ∈ Q(i)

0 , qj ∈ Q(j)
0 },

(3) a set of Boolean formulas α = {ai ∧ aj : ai ∈ α(i), aj ∈ α(j)},
(4) transition conditions δ : Q×Q→ α defined as below,
(5) a set of accepting states F = {(qi, qj) ∈ Q : qi ∈ F (i), qj ∈ F (j)}.

The transition conditions of the product F need to capture the conditions of
both NFAs F (i), F (j) and thus, are given by δ : ((qs

i , q
s
j), (qt

i , q
t
j)) 7→ δ(i)(qs

i , q
t
i) ∧

δ(j)(qs
j , q

t
j). Specifically, a transition in F requires that there is a transition in both

included NFAs, since otherwise, δ(i) = ⊥ implies that δ = ⊥.
Furthermore, note that a product of multiple NFAs can be constructed by ap-

plying Definition 3.6 iteratively. In this case, for simplicity of notation, we refer
to a state as the n-tuple q := (q1, . . . , qn) ∈ Q for qi being the state component of
NFA F (i).

Finally, the decomposition set D from Definition 3.5 can be constructed as
follows:

D := {q ∈ Q : qi ∈ Q(i)
0 ∪ F (i),∀qi}. (3.1)

According to Equation (3.1), decomposition at a state is possible if and only if
all tasks are either not yet started or already finished. Essentially, this prevents
splitting of single tasks and preserves them as indivisible units, but enables to assign
different tasks to different agents.

3.4.2 Automated Decomposition
In many applications, the set of tasks {T1, . . . , Tn} is either not explicitly given or
can be partitioned further. Therefore, we describe here a method to automatically
compute D from a single LTL mission specificationM. The automated decompo-
sition is essentially the opposite direction of the case described in Section 3.4.1 and
gives a non-trivial solution, i.e., more than one task, ifM implicitly contains parts
which can be executed independently.

In general, different decompositions of M can exist and a task Ti does not
need to be minimal in the sense that it cannot be further decomposed. Thus,
we propose an efficient automata-based approach to identify all possible choices of
decomposition as shown in the remainder of this section. First, note the following
relation between states q ∈ Q of the NFA F constructed from the LTL mission
specificationM and the closure cl(M).

Lemma 3.2 (Subformula Labeling). Each state q ∈ Q of the NFA F constructed
from M can be labeled with subformulas Φq ∈ 2cl(M) which are required to be true
at this particular state.

We refer the interested reader to Wolper [2001], Section 4.4, for a detailed proof,
covering the more general case of infinite sequences. In summary, F is explicitly
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constructed from M such that its state space Q is given by 2cl(M) as discussed
in Section 2.3.1, and there is a transition if and only if the successor state fulfills
the requirements of the closure labeling of its predecessor. In particular, note that
M∈ Φq for all q ∈ Q0 and Φq = ∅ for all q ∈ F . Lemma 3.2 shows the connection
between the NFA F and the closure labeling τ , since τ is as well defined over the
subformulas 2cl(M) and construction of F respects the requirements imposed by τ .

Furthermore, we introduce the following notion of essential sequences to gener-
alize over sequences by associating them with runs ρ in the NFA.

Definition 3.7 (Essential Sequence). A sequence σ is called essential for an NFA
F if and only if it describes a run ρ in F and σ(t) \ {π} 2 δ(ρ(t− 1), ρ(t)) for all t
and propositions π ∈ σ(t), i.e., σ only contains required propositions.

This notation is motivated by the closure labeling τ of σ. By restricting σ to
satisfy only the conditions explicitly required by τ , we get the following property.

Lemma 3.3 (Closure Coverage). Let τ denote the closure labeling of a sequence σ.
If σ is an essential sequence, any other τ ′ satisfied by σ is at most as restrictive as
τ , in the sense that τ ′(t) ∩Π ⊆ τ(t) ∩Π for every t and the set of propositions Π.

Proof. Assume there would be a π ∈ Π such that π ∈ τ ′(t) and π /∈ τ(t). τ ′ would
then require that π ∈ σ(t). However, this cannot be the case since σ is essential.

This property ensures that if an essential sequence describes a run in one part
of the NFA corresponding to τ as well as one corresponding to τ ′, any other non-
essential sequence conforming with τ will not violate τ ′ neither. This can be used
to generalize over sequences without explicitly constructing the closure labeling,
but instead finding an essential sequence.

Finally, we can associate a pair of tasks T q
1 , T q

2 with a state q ∈ Q of F . Every
sequence σ1 describing a run ρ1 from an initial state q0 ∈ Q0 to q satisfies T q

1 ,
specified by the set of fulfilled subformulas Φq0 \ Φq. T q

2 is given accordingly by
Φq \ ΦqF = Φq with qF ∈ F and represents the rest ofM not fulfilled by T q

1 .
It remains to decide if the pair T q

1 , T q
2 resulting from a split forms a valid

decomposition ofM, and we define the decomposition set of F as follows.

Definition 3.8 (Decomposition Set). The decomposition set D ⊆ Q of the NFA F
constructed fromM contains all states q for which the pair of tasks T q

1 , T q
2 defines

a valid decomposition ofM according to Definition 3.4.

This decomposition set can then be constructed as follows, giving all possible
decomposition choices of the finite LTL mission specificationM.

Theorem 3.2 (Decomposability). Let q ∈ Q be a state in the NFA F constructed
from M, and σ = σ1σ2 be an essential sequence such that σ1 describes a run from
an initial state to q and σ2 describes a run from q to an accepting state of F . Then,
q ∈ D if and only if σ̂ = σ2σ1 describes an accepting run in F .
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q0

q3

q2 q1

{{π1, π2, π3}}

{{π1,¬π2}}

{{π2 , π3}}

{{π2, π3}}

{{π1,¬π2}, {π1, π3}}

Figure 3.2: Automaton representation of the missionM = ♦π1 ∧ ♦π2 ∧�(π2 =⇒
π3) as given in Example 3.2. Transition conditions are stated in a set representation
corresponding to their disjunctive normal form, self-transitions are omitted here.

Proof. The “only if”-part follows directly from the decomposition condition in Def-
inition 3.4. For the “if”-part, it remains to show that σ generalizes over all possible
σ′1 � T

q
1 and σ′2 � T

q
2 , i.e., all pairs of sequences describing a run through q. Note

that, given that σ = σ1σ2 is an essential sequence, also σ1 and σ2 are essential.
First, we show that the essential sequence σ1, generalizes over σ′1 � T

q
1 . This

means, if σ̂ = σ2σ1 describes an accepting run, then also any other σ2σ
′
1 describes an

accepting run. According to Lemma 3.3, the closure labeling τ̂(t), t ∈ [T2+1, T2+T1]
of σ̂ is at most as restrictive as τ(t), t ∈ [1, T1] of σ. This means that no sequence
can violate τ̂ if it conforms with τ .

Next, following Lemma 3.2, we can retrieve the closure labeling τ ′ of a sequence
σ′1 from a run ρ′ described by σ′1, given by τ ′(t) = Φq for q = ρ′(t). By construction
of the NFA and T q

1 , all sequences leading to the respective last state ρ′(T ) fulfill
all requirements imposed by ρ′(0). Although these sequences may have a different
closure labeling τ ′, this always satisfies the same requirements as τ , given by σ′1 �
T q

1 = Φq0 \ Φq with q0 = ρ′(0) = ρ(0) and q = ρ′(T1) = ρ(T1) where ρ is described
by σ1. Consequently, σ′1 cannot violate τ̂ as shown by Lemma 3.3.

Finally for the permutation σ2σ
′
1, this gives that any σ′1 � T

q
1 applied to the

same state as σ1 leads to an accepting state and thus, σ2σ
′
1 describes an accepting

run if σ̂ = σ2σ1 does, i.e., the essential sequence σ1 indeed generalizes over possible
different realizations of T q

1 . The same then holds true accordingly for σ2 and thus,
we get σ′2σ′1 �M if and only if σ2σ1 �M, given that σ1 and σ2 are essential.

Theorem 3.2 only requires to check one essential sequence, which is much more
efficient than the requirement to check every single possible sequence. Furthermore,
an essential sequence σ to a specific state q can be easily constructed from an NFA
F , for example by representing the set of transition conditions α of F in disjunctive
normal form (DNF). Then, the essential sequence to q is given by the propositions
which are true in one of the conjunctive clauses along the path to q. By step-
wise constructing these sequences σ for all states first, all essential sequences can
be found in linear time with respect to |Q|, which is non-critical compared to
constructing F .
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Example 3.3 (Essential Sequence). To illustrate how the essential sequences can
efficiently be constructed for a given NFA F , let us again consider the mission
M = ♦π1 ∧ ♦π2 ∧ �(π2 =⇒ π3) as given in Example 3.2. The corresponding
automaton is depicted in Figure 3.2 and simple enough to construct the sequences
manually here.

First, observe the notation of the transition conditions in the automaton. In-
stead of Boolean formulas, they are here given in a set notation to represent the
formulas in their disjunctive normal form. The propositions in the inner sets each
correspond to one conjunctive clause and these clauses are combined with a disjunc-
tion. For example, the transition condition δ(q3, q1) = π1∧¬π2∨π1∧π3 corresponds
to the given the set {{π1,¬π2}, {π1, π3}}.

Then, the essential sequences can be constructed as described above. To do this
in an efficient way, we first run a breadth-first search on F starting from the initial
states Q0, which is only q0 here. Along the paths, one of the conjunctive clauses
(inner sets) of each transition is stored, resulting here in

σ
(2)
1 = {π1,¬π2}

σ
(3)
1 = {π2, π3}

where the superscript (i) denotes the respective NFA state qi and both sequences
are of length 1.

Afterwards, we repeat this procedure, but now invert the direction of the edges
of F and start with the accepting states F , which is only q1 here. The resulting
sequences are stored in reverse order to account for the fact that the edges are
inverted and we get

σ
(2)
2 = {π2, π3}

σ
(3)
2 = {π1,¬π2}.

Finally, we can check the decomposability of each state qi according to Theo-
rem 3.2 with the sequences σ = σ

(i)
1 σ

(i)
2 and the permutation σ̂ = σ

(i)
2 σ

(i)
1 . •

Note that initial and accepting states are trivially contained in the decomposi-
tion set. This reflects the decomposition into one part consisting of doing nothing
and the other part of doing the whole mission, indicating that the mission is not
split. In the following, we denote these trivial states by Qtriv := Q0 ∪ F and say
that a mission is decomposable only if D \Qtriv 6= ∅.

3.4.3 Corner Cases
There are two types of mission specifications which can be seen as corner cases with
respect to the decomposition of the mission.

The first case is that a mission might require a team of robots to visit a set of
locations in any order. This is essentially a multi-agent traveling salesman problem
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q0

q6

q7

q5 q2

q3

q4

q1

Figure 3.3: Automaton representation of the mission MTSP = ♦π1 ∧ ♦π2 ∧ ♦π3.
For space reasons, transition conditions and self-loops are not shown.

(TSP) and can be expressed in LTL by the mission formulation

MTSP = ♦π1 ∧ ♦π2 ∧ . . . ∧ ♦πn.

In fact, this is as well an example for the exponential complexity of constructing
the NFA FTSP of MTSP. The resulting NFA has 2n states where n is the length
of the mission formula n = |MTSP|. Each of the states can be seen as having
visited a particular subset of locations and there exist 2n possible combinations.
Since visiting one of the locations is always independent of the others as long as all
locations are visited, all 2n states are in the decomposition set.

Example 3.4 (Decomposability). The NFA of an instance of MTSP for n = 3 is
depicted in Figure 3.3. Transition conditions and self-loops are not shown here for
space reasons, but the states are organized from left to right in increasing order
of visited locations. For example, no location has been visited in the initial state,
π3 has been visited at q5, π3 and π2 at q2, and all three locations in the accepting
state q1. It can be seen that there are in fact three paths leading to q2. One via q5
indicating that π3 is visited first, one via q6 indicating that π2 is visited first, and
one directly to q2 indicating that the locations are visited simultaneously.

Now, let σ(2)
1 = {π3}{π2} denote an essential sequence leading to q2 and accord-

ingly, σ(2)
2 = {π1} denote an essential sequence from q2 to the accepting state q1. To

check if q2 ∈ D, we construct the permuted sequence σ̂ = σ
(2)
2 σ

(2)
1 = {π1}{π3}{π2}

and check if it describes an accepting run. Indeed, σ̂ here describes a run ρ =
q0q7q3q1 and ρ is accepting. Consequently, it holds that q2 ∈ D and this procedure
can be repeated for each of the states. •

In contrast, the second case is a mission that requires the visits to occur in a
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q0

q3

q2

q1

{{π1, π2, π3}}

{{π1, π2,¬π3}}

{{π1 ,¬π2 }}

{{π3}}

{{π2, π3}}{{π2,
¬π3}}

{{¬π1}}

{{¬π2}}

{{¬π3}}
{}

Figure 3.4: Automaton representation of the missionMSeq = ♦(π1 ∧♦(π2 ∧♦π3)),
including determinized transition conditions in the DNF set notation and self-loops.

specific order and can be expressed by the mission

MSeq = ♦(π1 ∧ ♦(π2 ∧ ♦(. . .))).

By definition, requiring the visits to occur in a specific order does not allow to visit
them independently. The NFA FSeq ofMSeq has n+ 1 states to resemble that any
number of locations up to a certain one have been visited, including no locations for
the initial state and all locations for the accepting state. For FSeq, only the trivial
states given by the initial state and the accepting state are in the decomposition
set. For all other states, no decomposition is possible.

Example 3.5 (Non-Decomposability). Figure 3.4 shows the complete NFA of an
instance ofMSeq for n = 3 locations in the sequence. We can now check for any of
the states, for example consider q2, if the respective state is in the decomposition
set. An essential sequence is given by σ = σ

(2)
1 σ

(2)
2 with σ(2)

1 = {π1,¬π2}{π2,¬π3}
and σ

(2)
2 = {π3}. Note that we chose the essential sequence corresponding to a

run passing q3, but, as can be easily checked here and as shown in Theorem 3.2 in
general, also the choice of σ(2)

1 = {π1, π2,¬π3} leads to the same following result
regarding q2 ∈ D or not.

To decide if q2 ∈ D, we can now check if σ̂ = σ
(2)
2 σ

(2)
1 = {π3}{π1,¬π2}{π2,¬π3}

describes an accepting run. The only feasible run described by σ̂ is given by ρ =
q0q0q3q2 and is not accepting. Consequently, we get that q2 /∈ D and can repeat
this procedure for the remaining states. In the end, we get that D \Qtriv = ∅, i.e.,
the specificationMSeq is not decomposable. •

For both cases, specialized solutions exist to solve problems of this type. How-
ever, in general, LTL mission formulations are a combination of dependent and
independent parts. By using Theorem 3.2, it can automatically be identified which
of these parts correspond to independent ones.
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P1

P2

P3

Figure 3.5: Structure of G for three agents. It has one initial state (bottom left
corner) and three final states (right side). Between the agent automata, directed
switch transitions to the next agent connect states of the decomposition set.

3.5 Team Model Construction

In order to combine multiple agents, a team model can be constructed from the
individual product models P as defined in Section 2.3.2. While there are different
ways of defining this combination, we choose an approach based on the decom-
position set discussed in the previous section. Individual agents are assumed to
act independently and based on the decomposition set, special transitions indicate
the options to split a mission at some states and allocate the rest to a different
agent. Consequently, the resulting team model can be used for simultaneous task
allocation and planning.

Definition 3.9 (Team Model). The team model automaton G is a union of the N
local product models P(r) with r ∈ {1, ..., N} and given by G := (SG , S0,G , FG , AG)
consisting of
(1) a set of states SG = {(r, q, s) : r ∈ {1, ..., N}, (q, s) ∈ S(r)

P },
(2) a set of initial states S0,G = {(r, q, s) ∈ SG : r = 1, (q, s) ∈ S(r)

0,P},
(3) a set of final states FG = {(r, q, s) ∈ SG : q ∈ F},
(4) a set of actions AG =

⋃
r A

(r)
P ∪ ζ which include switch transitions ζ as defined

below.

In Definition 3.9, P(r) is the product automaton modeling agent r according to
Definition 2.3. A switch transition is only present at a state s ∈ SG if M can be
decomposed at s according to the following conditions.

Definition 3.10 (Switch Transition). The switch transitions in G are given by
ζ ⊂ SG × SG. A transition ς = ((rs, qs, ss), (rt, qt, st)) belongs to ζ if and only if it
(i) connects different agents: rs 6= rt,
(ii) preserves the NFA progress: qs = qt,
(iii) points to the next agent: rt = rs + 1,
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(iv) points to an initial agent state: st = s
(rt)
0,A,

(v) represents a decomposition choice: qs ∈ D.

Note that staying in one state of the NFA as specified in condition (ii) requires
that qs has a self-transition and that the respective condition is fulfilled. An example
for the structure of the team model G is depicted in Figure 3.5.

Finally, an action sequence β := s0a1s1 . . . ansn is a run in G such that si ∈ SG ,
and ai ∈ AG , similar to the single-robot case as given by Definition 2.4. In order to
distribute β among the involved agents, β(r)

P for agent r can be formed by projecting
β onto P(r). Note that, due to the characteristics of G, subsequent actions in β
either refer to the same agent or are separated by a switch transition ai = ςi ∈ ζ.
In the second case, si−1 is the final state of one agent and si the initial state of
another one. These properties of G are more closely discussed in the following.

3.5.1 Model Properties
The team model G as defined above has a set of relevant properties which are
discussed in the following. Specifically, these properties are required to ensure that
a planning algorithm can guarantee to find the optimal allocation of the given LTL
mission specification and the optimal sequence of actions for each agent to fulfill
the specification.

Lemma 3.4 (Correctness). If there exists an action sequence β = s0a1s1 . . . ansn
in G such that s0 ∈ S0,G and sn ∈ FG, the corresponding mission specification φ is
satisfied by β.

Proof. Due to the construction of G, every state s = (r, q, sA) ∈ SG has a component
q ∈ Q in the NFA F constructed from φ. Besides the switch transitions, which do
not change the NFA component, but only model considering a different agent, no
new transitions are added to G. Consequently, s0 is projected onto q0 ∈ Q0, sn
onto qn ∈ F , and any ai ∈ β is projected onto an existing transition in F . Thus,
the projected β forms an accepting run in F and consequently, satisfies the mission
specification φ.

In the case that Lemma 3.4 holds for an action sequence β, we call β a satisfying
action sequence or, more specifically, a solution to the mission M which given by
the mission specification φ. As will be shown in the next Lemma, such a solution
can be distributed to different agents.

Lemma 3.5 (Independence). Assume that the solution β = β(1)ςβ(2) in G to a
decomposable mission φ(1) ∧ φ(2) := φ is allocated to two different agents. Then,
both agents can execute β(1), β(2) independently from each other.

Proof. The switch transition ς = ((rs, qs, ss), (rt, qt, st)) can only connect β(1) and
β(2) if the respective NFA state qs = qt ∈ D is in the decomposition set D. As
shown for the respective construction rules of the decomposition set in Section 3.4,
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only states indicating a split into two independent parts are in D and thus, φ can
be written as φ(1) ∧ φ(2).

By introducing a cost for actions to express the desirability of a solution, it is
possible to show that any preferred solution can be constructed from the model G
resulting from the independence shown above.

Lemma 3.6 (Completeness). Given any action sequence βopt with minimal costs
c∗, which satisfies an LTL mission φ with respect to the system model and where
actions ai ∈ βopt are in an arbitrary permutation regarding the agents. Then, there
exists a β with ordered actions, i.e. ri ≤ ri+1, r ∈ {1, . . . , N} for ri referring to one
of the N agents executing action ai, such that its costs cβ = c∗ are optimal as well.

Proof. As shown in Lemma 3.5, different agents can execute their parts indepen-
dently from each other. Consequently, actions ai, ai+1 ∈ βopt with ri 6= ri+1 can
be swapped without affecting the cost or correctness. Thus, it is possible to swap
actions in βopt with ri > ri+1 until the condition ri ≤ ri+1 is satisfied for all
actions.

Furthermore, the team model has additional properties which can be utilized
for more efficient planning. In the following, we discuss the most important one in
preparation for the planning algorithm presented in the next section.

Lemma 3.7 (Ordered Sequence). For any action sequence β with actions ai, ai+1 ∈
βopt resulting from the team model G, it holds that ri ≤ ri+1, r ∈ {1, . . . , N} for ri
referring to one of the N agents executing action ai.

Proof. According to condition (iii) in Definition 3.10, it holds that rs < rt for
all switch transitions ς = ((rs, qs, ss), (rt, qt, st)) ∈ ζ. Similarly, according to the
construction of G in Definition 3.9, all actions a ∈

⋃
r A

(r)
P are associated with a

single agent r. Consequently, ri ≤ ri+1 holds for all transitions AG =
⋃
r A

(r)
P ∪

ζ.

Specifically, note that an immediate consequence of Lemma 3.7 is that, starting
in a state associated with agent r, no state associated with an agent r′ < r can be
reached by any path in G.

3.5.2 Complexity Discussion
The cardinality of the state space SG is given by

|SG | =
N∑
r=1
|S(r)
P | = |Q|

N∑
r=1
|S(r)| ∈ O(N) (3.2)

where N is the number of agents, Q the state space of the NFA and S(r) the state
space of the respective agent model of agent r ∈ {1, . . . , N}.
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Classically, a team model is often formulated as a product between the individual
agents. In the following, we denote the complete agent product by C := P(1)⊗ . . .⊗
P(N) = (SC , S0,C , AC). The set of states SC is given as the product of states of
the individual automata SC = S

(1)
P × . . . × S

(N)
P and for each state s ∈ SC , the

state of each of the agents is fully defined. This leads to a state space complexity
exponential in the number of agents. Consequently, the inherent complexity of this
model formulation makes it computationally infeasible to be used to model larger
teams.

In particular, constructing the team model as a classical product between the
robots would result in a state space complexity exponential in the number of agents,
given by

|SC | =
N∏
r=1
|S(r)
P | = |Q|

N∏
r=1
|S(r)| ∈ O(cN ). (3.3)

Since the constant c is usually large, only a small N is feasible in practice for
the product approach. More specifically, c is given by the size of the system model
of the individual robots, for example c = |S| if all robots have the same model. The
effects of this complexity difference are more closely investigated in the following
case study.

3.6 Case Study

We illustrate applicability of the proposed decomposition and team model construc-
tion in a scenario based on a hospital use case as outline in Chapter 1. The agent
model A is given based on a topological map of the hospital station and the internal
state of a robot, both depicted in Figure 3.6. The set of states S is given as the
product between the map locations and the robot states. Propositions Π according
to the state labels describe specific properties of locations and robot states, e.g., p
for pick-up locations, s for station rooms, c for carrying an object. A full overview
of the used propositions is given by Table 3.1.

d

p

s1

s4

s2 s3

a
s5 p

d

r
d n

“normal”

c
“carrying”

e
“equipped”

w
“soiled”

{p} {p}

{s}
{s}

{d}

{d}

Figure 3.6: Map (left) and robot capabilities (right) used in the scenarios. State
labels denote propositions which are true at this state, transition labels denote
requirements for performing an action.
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Proposition Description
si Station rooms 1-5
s Any station room, s := s1 ∨ . . . ∨ s5
p Pick-up location
d Drop-off location
a Public area
r Reception
n Robot is in its normal state
c Robot carries an object
w Robot carries waste
e Robot has medical equipments

Table 3.1: Description of the propositions used in the hospital case study.

The actions A of the robots consist of navigation actions according to the undi-
rected edges in the map and further robot actions according to the robot model.
These robot actions are limited to certain locations such that an action is only fea-
sible if the respective state contains the propositions listed by the transition label,
e.g., the transition from “normal” to “carrying” is only possible at pick-up loca-
tions p. Finally, action costs C are chosen to approximately represent the execution
times of actions.

In the following, we consider three scenarios with different characteristics in the
presented hospital environment to represent the most common use cases. Teams
consist of three robots, although also the performance for varying team sizes is
investigated at the end of this case study to investigate scalability of the proposed
team model.

Scenario 3.1 (Station Tour). “Visit station rooms 1-5 while only entering these
rooms when carrying medical equipment. Only cross the waiting area when not being
equipped.”

M1 = ♦s1 ∧ ♦s2 ∧ ♦s3 ∧ ♦s4 ∧ ♦s5 ∧�(s =⇒ e) ∧�(e =⇒ ¬a)

Initial configuration:

S3.1a – All robots at indicated locations, being in their default state.

In this first scenario, the robots are required to visit all five station rooms. In
addition, a robot needs to carry medical equipment (proposition e) in order to be
at any station room s and should avoid the public area a while being equipped. As
presented before, robots know from the agent model A that equipment can only be
picked up at pick-up locations p. This mission is similar to a constrained TSP, but
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tG |SG | tCProd |SCProd |
S3.1a 0.965 6,912 1.71× 104 1.19× 107

S3.2a 0.946 9,504 1.52× 104 1.64× 107

S3.3a 2.908 13,824 >4.32× 104 2.39× 107

Table 3.2: Analysis of the evaluation scenarios for teams of three agents, time given
in seconds.

requires robots to perform additional actions before visiting a room, regardless of
which room they would choose to visit first.

Scenario 3.2 (Room Cleaning). “Pick up waste in rooms 3-5 and dispose it.
Only enter rooms when not already carrying waste from another room.”

M2 = ♦(s3 ∧©δ) ∧ ♦(s4 ∧©δ) ∧ ♦(s5 ∧©δ) ∧�((¬s ∧©s) =⇒ n)
δ := w U (d ∧©(d U ¬w))

Initial configuration:

S3.2a – All robots at indicated locations, being in their default state.

The robots need to pick up waste w at three of the rooms. In this scenario,
robots are only required to be in “normal” state n in order to enter a state room
s. But in addition, they are required to visit a dispose location d as consequence
of visiting a room, given by δ. Again, this combines goal allocation with sequential
action planning as consequence of servicing one of the goals.

Scenario 3.3 (Medication Delivery). “Deliver medication to rooms 1-5 and
only enter these rooms when carrying the required medication.”

M3 = ♦(s1 ∧ n) ∧ ♦(s2 ∧ n) ∧ ♦(s3 ∧ n) ∧ ♦(s4 ∧ n) ∧ ♦(s5 ∧ n)
∧�((¬s ∧©s) =⇒ c)

Initial configuration:

S3.3a – All robots at indicated locations, being in their default state.

The robots need to deliver medication to all station rooms. They can only
enter a room s when carrying medication c and need to deliver it by switching
back to their default state n. Consequently, robots need to repeatedly visit pick-up
locations.

Table 3.2 summarizes our performance results for the three scenarios, each ran-
domly initialized. t is the average planning time in seconds, including model con-
struction, calculation of the decomposition set and planning, and |S| the total
number of states in the model. We compare the team model G as presented in
Definition 3.9 with the conventional complete product model CProd. Already for
the small team of three robots, our proposed approach is much more efficient.
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Figure 3.7: State space complexity of the team model in scenario S3.1a for the
conventional agent product CProd and the proposed, layered team model G with
respect to the team size N .

team size tG |SG | tCProd |SCProd |
1 0.324 2.3× 103 0.342 2.3× 103

2 0.525 4.6× 103 94.75 1.6× 105

3 0.965 6.9× 103 1.7× 104 1.2× 107

6 2.324 1.4× 104 n/a 4.5× 1012

10 3.896 2.3× 104 n/a 1.2× 1019

100 92.46 2.3× 105 n/a 1.7× 10187

Table 3.3: Complexity analysis with respect to the team size, performed for scenario
S3.1a. The planning times are given in seconds. Entries denoted by “n/a” exceeded
the maximum planning time of 8 hours and indicate computational infeasibility.

Furthermore, Figure 3.7 and Table 3.3 provide an analysis of how both ap-
proaches scale with an increasing number of agents, evaluated for scenario S3.1a.
The significantly increasing planning times on the product model CProd reflect the
exponential growth of its state space. In contrast, the team model G scales well
with increasing team size and produces reasonable results even for large teams.
In particular, it can be seen that tG = 92.46 seconds for 100 agents is similar to
tCProd = 94.75 for only 2 agents, resulting from the significant difference in complex-
ity. Please refer to Chapter 5 for a more detailed discussion regarding performance
and scaling.



CHAPTER 4

Multi-Robot Action Planning

The team model introduced in Chapter 3 forms the basis to plan actions for the
available team of robots in a centralized way. The comparably low model complex-
ity, which is only linear in the number of robots, allows for efficient multi-agent
planning if the planning algorithm is able to utilize the structure of the model.
In particular, this structure motivates a specific view on the overal problem as
discussed in the following.

When planning actions for a multi-robot system based on a temporal logic
specification of the mission, not only the actions themselves need to be planned,
but also allocation of parts of the mission needs to be considered. Classically, this is
seen as two independent problems. While state-of-the-art approaches exist to solve
each of these two problems, the computational complexity for finding an optimal
solution becomes significant for larger instances. Instead, utilizing the interplay of
allocation and planning bears the potential of improving the efficiency to find an
optimal solution.

The computational inefficiency of considering task planning and allocation sep-
arately primarily results from the combinatorial number of planning problems im-
plied by the allocation choices. In particular, each of the robots needs to plan all
possible task combinations, resulting in a number of problems exponential in the
number of tasks. Each of these planning problems is one instance of Problem 2.1 in
order to calculate the respective assignment costs as discussed in Chapter 2. Indeed,
this complexity cannot be fully avoided by estimating the cost of one assignment
purely based on the combination of known costs of other assignments.

The team objective to optimize allocation can be defined in different ways. In
the simplest case, the team objective is to minimize the sum of all individual robot
costs. However, depending on how the robot costs are defined, this might not
always be desirable. For example, assume that the robot costs indicate the time
required to execute the tasks assigned to the respective robot. Since the robots can
operate in parallel, the total time required to complete the full mission is then not
given by the sum of the individual costs, but instead by the maximum cost among

63
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the robots. In the following, we focus on this maximum-cost definition of the team
objective to express the makespan of a mission.

Planning in real-world systems often involves continuous resource constraints in
addition to discrete logical goals. While a single robot as well needs to consider
such resources, a multi-robot team needs to account for these constraints even more
carefully in advance. For example, if external resources are required for some of the
tasks, the robots need to coordinate not only task allocation, but also allocation of
these resources to avoid conflicting execution plans for the individual tasks.

As another example, the robots need to consider internal resources such as their
battery level when allocating tasks. For a single robot, it might be sufficient to
only react to a low battery level during task execution because the task has to be
executed even if it requires charging. However, in multi-robot systems, task allo-
cation provides an additional degree of freedom such that robots with low battery
can be assigned less tasks, allowing them to charge their batteries without notably
delaying the overall execution of the mission.

The remainder of this chapter is structured as follows. Section 4.1 summarizes
the problem motivated above. Section 4.2 discusses research related to multi-robot
and multi-objective planning, as well as approaches to consider continuous resource
constraints. Section 4.3 summarizes the considered planning model. This includes
the cost definition which will be used throughout this chapter and how to efficiently
represent costs when minimizing the maximum agent cost. Section 4.4 extends this
discrete model by a definition of continuous resource constraints and relates these
constraints to the LTL formalism. Section 4.5 then presents the particular planning
algorithm and closely discusses its properties including proofs for termination and
optimality. Section 4.6 concludes with an illustrative case study of the planning
and allocation framework under consideration of resource constraints.

4.1 Problem Statement

Addressing all of the above concerns, we propose here an approach for Simultaneous
Task Allocation and Planning (STAP) based on the team model defined in the
previous chapters. Specifically, the following planning problem is solved in this
chapter while considering efficiency of the solution approach.

Problem 4.1 (Simultaneous Task Allocation and Planning). Given a finite LTL
mission specification φ and a multi-robot system which is modeled such that decom-
position choices of φ are identified. Further, given action costs, initial resources,
and continuous resource modifications by actions. Find action sequences for all
robots such that φ is satisfied, no resource constraints are violated at any time, and
the maximum robot cost is minimized.

An important aspect of this problem is that both task allocation and action
planning for each of the allocated tasks are required. Addressing these two parts of
the problem jointly as a single planning problem based on the team model proposed



65 4.2. Related Work

in Chapter 3 allows us to efficiently focus the planning algorithm on the relevant
parts of the model. The key role for combining allocation and planning is here
given by the previously introduced switch transitions, which allows to consider task
allocation as an abstract action that can be chosen by the robots to rely on the rest
of the team for finishing the rest of the mission.

In fact, Problem 4.1 implies a multi-objective planning problem for two reasons.
On the one hand, the maximum-cost objective introduces one objective dimension
for each robot and on the other hand, the resource constraints introduce additional
objective dimensions for the different resources. As will be discussed in detail in
Section 4.3.2, a planning algorithm like the one presented in Section 2.3.3 is not
applicable here.

4.2 Related Work

There exist other approaches in the direction of STAP. Chen et al. [2012a], Ulusoy
et al. [2013] construct a team model and use the formalism of trace-closed languages
to identify the individual tasks by projecting the solution onto each of the agents.
Nikou et al. [2016] augment agent-specific goals with a global goal specification to
be satisfied by all agents. These approaches construct a product model of the team
which has two relevant drawbacks. First, the team model size grows exponentially
with the number of agents and second, actions of the agents need to be synchronized
during execution. Nissim and Brafman [2014] present an efficient approach to solve
multi-agent planning problems based on the MA-STRIPS formulation Brafman
and Domshlak [2008] by a distributed, privacy-preserving version of the heuristic
forward search based on Helmert [2006].

Also, the available robots change often. Consequently, it is not possible to follow
a bottom-up approach for mission specifications and manually assign local tasks to
specific robots in advance, as for example done by Guo and Dimarogonas [2015]
and Tumova and Dimarogonas [2016].

4.2.1 Multi-Robot Path Planning

Planning paths for a team of robots such that the individual robots do not block
each other is a subset of multi-robot planning which has received significant atten-
tion during recent years. While most approaches are not trivially transferable to
optimal planning and abstract actions, the approaches discussed in the following
provide useful insights into the problem characteristics.

Silver [2005] presents several approaches based on the A* planning algorithm to
plan cooperatively for multiple robots. Yu and LaValle [2016] solve an anonymous
version of the multi-robot path planning problem based on posing the problem as
a network flow problem.

Wagner and Choset [2011] Sharon et al. [2015] plan the paths for all robots inde-
pendently and account for conflicting solutions afterwards. In consecutive planning
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phases, conflicts are removed by adding specific constraints. This requires a num-
ber of planning phases exponential in the number of conflicts since each conflict
involves at least two robots and can thus solved in at least two different ways.

Cohen and Koenig [2016] propose the definition of highways for multi-robot path
planning where a highway constraints the direction of motion in particular regions.
This removes some degrees of freedom, but helps to reduce the number of potential
conflicts. In Cohen et al. [2016] the authors apply an extension of this approach to
route planning in robotic warehouses.

Instead, Turpin et al. [2015] formulate a dynamic programming algorithm to
solve the navigation problem to multiple targets based on a multi-agent extension
of the Traveling Salesman Problem.

4.2.2 Multi-Objective Search

In this chapter, we discuss a multi-robot LTL planning approach with costs and
resource constraints by formulating it as a multi-objective search problem Ehrgott
[2006]. Multi-objective planning is well established in the area of operations re-
search and includes search methods based on label setting Paixão and Santos [2013],
Gandibleux et al. [2006] and label correcting Bertsekas et al. [1996]. An established
method, which can be used to find all Pareto optimal solutions of a multi-criteria
search problem, is Martins’ algorithm Martins [1984]. In this context, resource
constraints can be modeled efficiently as additional objectives of the search Irnich
and Desaulniers [2005], Boland et al. [2006].

We explicitly consider required resources and resource consumption of actions.
Shiroma and Campos [2009] consider shared resources such as limited communi-
cation bandwidth, but do not model resource consumption. Leahy et al. [2016]
incorporate battery constraints and include charging actions for surveillance tasks.
Irnich and Desaulniers [2005] address resource constraints for general shortest path
problems. In the case of uncertain action outcomes, de Nijs et al. [2017] provide
guarantees on constraint satisfaction.

4.3 System Description

The system model is based on the formalism introduced in Chapter 2, but extended
to include multiple robots. Under the assumption that actions are deterministic,
each robot is described by a local model and the models of all robotic agents are
then combined to one team model according to Chapter 3.

As discussed in Section 2.3.3, the definition of a cost function plays an important
role for selecting the desired sequence of actions. For this reason, we specifically
discuss as well in this section how to define a suitable cost function to consider not
only the sum of action costs for each robot, but then also the maximum among all
robots as the optimization objective in order to minimize the overall makespan of
the mission.
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4.3.1 Agent Description
The agent description provides a model of the physical capabilities of the robot
system and its effects. This model is labeled with atomic propositions, which in
turn can be used to specify mission goals as LTL formulas. We extend here the
basic definition of an agent model as introduced in Section 2.3.2.

More specifically, the environment in which the robot operates is given by a
topological map, modeled as a transitions system.

Definition 4.1 (Environment Model). The environment model is given by a labeled
transition system defined as

E = (VE , EE ,ΠE ,ΛE)

consisting of
(1) a set of vertices VE ,
(2) a set of edges between locations EE ⊆ VE × VE ,
(3) a proposition alphabet ΠE ,
(4) a labeling function ΛE : VE → 2ΠE assigning atomic propositions to locations.

Vertices VE represent locations of interest in the environment. For example, a
vertex can denote an area or specific position. The edges EE represent navigation
actions in order to change the location to a different one. An edge exists between
two vertices if there is a navigation action between the respective locations such
that no other location is crossed on the way.

The atomic propositions assigned to locations by the labeling function denote
particular properties of these locations. For example, rooms in a building can be
identified by their room number and room type, as well as locations of docking
stations for charging of the robots can be marked as such.

Furthermore, the robot itself is described by a labeled transition system corre-
sponding to its capabilities.

Definition 4.2 (Robot Model). The robot model is given by a labeled transition
system defined as

R = (SR, AR,ΠR,ΛR)

consisting of
(1) a set of states SR of the robot,
(2) a set of available actions AR ⊆ SR × SR,
(3) a proposition alphabet ΠR,
(4) a labeling function ΛR : SR → 2ΠR assigning atomic propositions to states,

States SR denote an internal, potentially virtual state of the robot, such as “car-
rying” or “charging”. The actions AR denote potential actions the robot can take
to change its state. For example, the robot might have a “deliver” action available



Chapter 4. Multi-Robot Action Planning 68

when in state “carrying”. Similar as for the environment model, the labeling func-
tion in the robot model identifies states with certain properties and makes them
referable in mission specifications.

A robotic agent is then described by a combination of its external environment
and its internal state model. This combination can be done automatically from the
two models given above and is defined as follows.

Definition 4.3 (Agent Model). An agent model is given as a product transition
system

A = E ⊗R = (SA, AA,ΠA,ΛA)

consisting of
(1) a set of states SA = VE×SR combining location and internal state of the agent,
(2) a set of actions AA ⊆ SA × SA as described in detail below,
(3) a proposition alphabet ΠA = ΠE ∪ΠR,
(4) a labeling function ΛA : SA → 2ΠA .

The set of actions AA is given by the environment edges EE and the robot
actions AR as follows. To enable a more expressive model, we additionally define
a requirement function Φ : AA → ϕ which labels actions with Boolean formulas ϕ
defined over the propositions ΠA. Then, AA is given by

AA = {a = ((v, s), (v′, s′)) ∈ SA × SA :
(v, v′) ∈ EE ∧ (s, s′) ∈ AR ∧ ΛA((v, s)) � Φ(a)}

(4.1)

where the set of actions is limited to being only available at states which fulfill the
respective requirement condition.

Based on the agent model A and the NFA representation F of the mission
specification, the planning model can automatically be constructed. First, the
product model P is constructed for each agent as described in Section 2.3. Then,
the models for each individual agent are combined into the team model G as defined
in Section 3.5.

4.3.2 Cost Representation
In order to select the optimal satisfying action sequence, actions AG are associated
with non-negative costs C : AG → R≥0. A special case are the switch transitions
ζ ⊂ AG and we define C : ς 7→ 0 for all ς ∈ ζ. This reflects the fact that switch
transitions are purely virtual and will not appear in any of the action sequences
β

(r)
P executed by the agents.
Since the goal is to minimize the maximum agent cost instead of sum of agent

costs, a single-objective search like the one presented in Section 2.3.3 is not viable.
In particular, see the example of planning for two robots as illustrated in Figure 4.1.
Depending on whether going to state D or E after starting at A, the solution is
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Figure 4.1: Two-robot example showing why minimizing the maximum cost requires
multi-objective search. The optimal path from A to D goes via C, while instead
the optimal path from A to E goes via B.

different. However, this violates the assumption of single-objective path planners
that each subpath of an optimal path is optimal as well.

To account for this multi-objective character of costs, we extend the cost C(a)
of an action a ∈ AG to an N dimensional vector ca ∈ RN≥0 where each agent
r ∈ {1, . . . , N} represents one dimension. Since each action with non-zero cost is
associated with a particular agent by the fact that AG \ ζ =

⋃
r A

(r)
P , we can define

for each a ∈ AG

ca,i =
{
C(a) if i = r

0 otherwise
(4.2)

and cζ = 0. Consequently, the costs cβ ∈ RN≥0 of an action sequence β are given by
cβ =

∑
a∈β ca.

The Pareto front of all cost vectors cβ for satisfying action sequences then forms
the set of potential optimal solutions. In order to prioritize these solutions, we define
the overall team cost κ : RN≥0 → R≥0 as

κ(cβ) = (1− ε) · ‖cβ‖∞ + ε · ‖cβ‖1. (4.3)

with ε ∈ (0, 1]. This reflects the objective to minimize the maximal agent cost
‖cβ‖∞, e.g., minimizing the completion time of the mission, with a regularization
term ‖cβ‖1 to avoid unnecessary actions of the agents.

However, based on Lemma 3.7 and given the definition of κ in Equation (4.3), it
is possible to choose a more compact representation for cβ , in the following denoted
by ĉβ . Specifically, we utilize the fact that given a particular agent r, the team cost
κ of the action sequence β can already be evaluated for all agents r′ < r since no
action associated with any r′ will occur in a continuation of β. Consequently, it is
sufficient to define ĉβ ∈ R3

≥0 irrespectively of the team size N as a three-dimensional
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cost vector such that

ĉβ =

‖(cβ,1, . . . , cβ,r−1)T ‖∞
‖(cβ,1, . . . , cβ,r−1)T ‖1

cβ,r

 . (4.4)

Accordingly, the team cost κ̂ : R3
≥0 → R≥0 is adjusted such that

κ̂(ĉβ) =(1− ε) · ‖(ĉβ,1, ĉβ,3)T ‖∞ + ε · ‖(ĉβ,2, ĉβ,3)T ‖1 (4.5)

with ĉβ,i denoting the i-th component of ĉβ . Not only does this compact rep-
resentation remove a dependency of cβ on the team size N , it is also more efficient
to use this representation during planning. However, we defer a detailed discussion
of this aspect until Section 4.5.2.

4.4 Resource Constraints

In addition to the LTL mission specification, which allows to model discrete con-
straints, it is often required to also consider constraints of the agents in continuous
domains, in the following referred to as resource constraints. As resources, we
capture continuous domains which are not explicitly modeled in the discrete state
space SG of the system, but might change as the consequence of executing an action
a ∈ AG . This change is denoted by Γ: AG → RM where M is the total amount of
resource dimensions. In contrast to costs, which can only be increased, resources
can be modified in both directions.

For an action sequence β, the resulting status of resources γβ ∈ RM is given by

γβ = γ0 +
∑
a∈β

Γ(a) (4.6)

where γ0 ∈ RM≥0 denotes the initial resources. We constrain the set of satisfying
action sequences to sequences β such that at any state si ∈ β it holds for β′ =
s0a1 . . . aisi that γβ′,i > 0 for each component i ∈ {1, . . . ,M}.

Example 4.1 (Limited Battery). The assumption that the robots only have a
limited battery capacity can be modeled as one resource constraint per robot. γβ,r
provides a measure of how much battery power is left for robot r and consequently,
γβ,r > 0 guarantees that the robots do not get depleted at any time during the
mission. Each robot has an initial battery level γ0,r and each action a affects the
battery level by Γ(a). In particular, we set Γ(a) < 0 for all actions which consume
battery and Γ(a) > 0 for charging actions. •

Note that modeling agent-specific resources as described in the above example,
while intuitive, again implies a dependency of the resource vector γβ on the team
size N = M . Similar to changing the cost representation, we can also model agent-
specific resources in a more compact way given Lemma 3.7. More precisely, it
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suffices to have a single dimension γβ,i of γβ tracking the resource status. Whenever
a switch transitions ς = ((rs, qs, ss), (rt, qt, st)) is taken, γβ,i is set to the initial
resource status γ0,i of agent rt to which ς leads.

4.4.1 Resource Transformations
As mentioned before, we assume that resource constraints are of the form γβ,i > 0.
In the rest of this section, we present several other types of constraints which can
be reformulated as γβ,i > 0 as well.

First, for completeness, recall the trivial relationships

γβ,i > c⇔ γβ,i − c > 0
γβ,i < 0⇔ −γβ,i > 0.

Also constraints of the form γβ,i ≥ 0 can be expressed. To include the case of
equality, one can add a small offset ε to the resources and formulate it as strict
inequality constraint. A sufficiently small ε is derived as follows. Given by the
finiteness of the set of actions, there is a smallest possible change of γβ,i for each
resource, given by

γ∆,i = min
(aj ,ak)

|Γ(aj)i − Γ(ak)i| (4.7)

for actions aj , ak ∈ AG and resource modifiers Γ. Thus, it suffices that ε ≤ γ∆,i and
consequently we get that

γβ,i ≥ 0 ⇐= γβ,i + γ∆,i > 0.

Interval constraints of the form γβ,i ∈ I = (c, C) can most easily be captured
by the set of two inequality constraints γβ,i > c and γβ,i < C. However, this would
be inefficient in practice as will become more clear in Section 4.5.1. Instead, it is
usually appropriate to prefer solutions further away from the interval boundaries,
given equally high costs, as they are more likely to satisfy the interval constraint
in the future. Thus, interval constraints can be expressed as

γβ,i ∈ I ⇔ γβ,I −
C − c

2 > 0

where γβ,I =
∥∥C−c

2 + c− γβ,i
∥∥ denotes a distance measure of γβ,i from the center

of the interval I.

4.4.2 Resource Propositions
Combining both the LTL specifications on a discrete state space SG and the con-
tinuous resource constraints in fact allows for a more expressive perspective on
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the resource constraints. Indeed, it is possible to model a resource constraint as a
proposition

πi := γβ,i > 0. (4.8)

Then, including the constraints in the LTL mission specification would be given
by the extended formulation

φ = φgoal ∧�
∧
i

πi

stating that the LTL goal φgoal needs to be satisfied and all resource constraints πi
always have to hold.

Based on conventional LTL semantics as summarized in Section 2.2, resource
propositions πi can then as well be used as part of the mission specification φ the
same way as atomic propositions π ∈ Π. This allows to express more complex
resource constraints, for example:

• ♦�πi – “at some point, reach and keep a certain threshold for resource i”

• ¬πi =⇒ ♦φj – “violation of constraint i requires to execute φj”

• πi U φj – “respect resource constraint i until satisfaction of φj”

Remark. In the latter case of the above examples, πi := ti − γl,i > 0 could
represent a resource like time. Then, the expression can be interpreted as “satisfy
φj before time ti”. This highlights the close connection of interpreting LTL over
resource domains with existing temporal logics like MITL, see Alur et al. [1996],
and STL, see Maler and Nickovic [2004]. While the same expressiveness as in these
logics is not achieved here, planning can be done more efficiently as presented in
the following sections.

Until now, only agent-specific resources have been considered. However, for
some scenarios, it is helpful to also model agent-independent, global resource con-
straints. Consider for example the scenario that some supplies need to be re-
filled. The most straight-forward way would be to specify φ = ♦πi with πi :=
γβ,i − cthresh ≥ 0 for some resource threshold cthresh. In this case, γβ,i is a global
resource.

Since, by construction of the team model G, we assume the agents to act indepen-
dently, it is not immediately clear how to consider global resources. Nevertheless,
it is possible to model global resources in the following special cases and we limit
usage of global resources to these cases.

Lemma 4.1 (Global Resources). Consider the global resource γβ,i and assume
that all of its modifications Γ(a)i for a ∈ AG are non-positive. Then, the LTL
specifications ♦¬πi and �πi, including their Boolean combinations, can be expressed
for πi := γβ,i > 0.
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Proof. For monotonically decreasing resources γβ,i, it is apparent that the propo-
sition γβ,i > 0 either does not change its truth value, or there exists exactly one
transition from true to false. Consequently, �πi is fulfilled in the former case, ♦¬πi
in the latter case. In the case that there is a transition, this transition exists inde-
pendently of the order in which the resource modifications Γ(a)i are applied due to
monotonicity.

4.5 Multi-Objective Action Planning

When generalizing the single-objective path search to a multi-objective one, there
can exist multiple paths to reach a particular goal while each of the paths can be
optimal depending on which objective is considered to be more important. Only
if a solution is at most as good as another one in all of the objective dimensions,
this solution cannot be optimal. This notion is commonly referred to as Pareto-
dominance.

Formally, the operator <P denotes a “less than”-relation in the Pareto sense:

(a1, . . . , an)T <P (b1, . . . , bn)T ⇔ a 6= b ∧ ai ≤ bi,∀i ∈ {1, . . . , n} (4.9)

for two n-dimensional vectors a and b. The operator ≤P relaxes this relation and
also allows a = b. In the following, we prefer smaller entries and consequently use
the term a dominates b in the case that a <P b. The vectors a and b are called
Pareto-equal in the case that neither dominates the other, given by a ≮P b and
b ≮P a. Note that Pareto-equality does not imply a = b. Instead, it holds that
∃i, j ∈ {1, . . . , n} such that ai < bi and aj > bj .

To address the multi-agent planning problem stated in Problem 4.1, we pro-
pose an algorithm based on the Martins’ algorithm Martins [1984], an established
label-setting approach used for multi-objective planning in operations research. We
transfer this algorithm to constrained multi-agent mission planning by choosing a
suitable cost function and allowing early termination since only the solution opti-
mal with respect to the team cost function κ̂ is of interest. In addition, the original
algorithm is extended to support continuous resource constraints and, in particular,
resource propositions as presented in Section 4.4.2.

The idea of the classical Martins’ algorithm is similar to the single-objective
shortest path search proposed by Dijkstra. But instead of operating directly on the
states of the graph, each state is assigned a set of labels of which the cost vectors
are all Pareto-optimal and the classical Martins’ algorithm finds all Pareto-optimal
paths described by these labels.

In the following, each label of a state s ∈ SG is given by

l = (ĉ(l), γ(l), v, iv) (4.10)

and depends on the action sequence β leading to s. ĉ(l) denotes the cost of β
as defined in Equation (4.4) and γ(l) the respective resource status as defined in
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Equation (4.6). v ∈ SG is the predecessor state in β and iv ∈ N the index of the
respective predecessor label.

Notation Remark. Since each label l specifies its predecessor label given
by v and iv, the action sequence β leading to l can be uniquely reconstructed.
Consequently, the notations ĉ(l), γ(l) and ĉβ , γβ are equivalent given that β is the
action sequence reconstructed from l. In this Section, the former notation will be
used.

Integration of γ(l) into the labels is an extension of the standard label-setting
approach and is required to handle resource constraints. Considering the resource
status of a label prevents this label from being dominated due to higher costs while
having more resources. These additional resources could be required in continua-
tions of the action sequence to meet the constraints.

The construction of a set of labels for each state s ∈ SG forms an extension of SG
to a higher dimensional, infinitely large label space LG . Each label l ∈ LG,s ⊂ LG
of state s instantiates one possible resource configuration in the continuous domain
of γ and transitions between the labels are described by their predecessor relations.
In the following, we denote by LG,s the set of instantiated, i.e., feasible, labels at
state s and by LG =

⋃
s∈SG LG,s ⊂ LG the set of all feasible labels.

4.5.1 Planning Algorithm

An outline of our proposed approach for constrained optimal STAP is given by
Algorithm 2. The purpose of the algorithm is to find the label lfin of an accepting
state with minimal team cost κ̂(ĉ(l)). Consequently, finding lfin is equivalent to
finding the respective action sequence βfin which leads to an accepting state and
thus, satisfies the given mission.

In order to find lfin, a reachable set of temporary labels Lt,s is constructed
for each state and a set of permanent labels Lp,s denotes Pareto-optimal labels at
s. As usual for a label-setting approach, only optimal labels are made permanent
and consequently, the temporary label with minimal team cost is selected in each
iteration (line 5). This requires non-negative action costs in order to guarantee that
no label with lower team cost will be added to the set of temporary labels in later
iterations.

For each selected label l, a set of consecutive labels is constructed by extending
the action sequence associated with l by all available actions (line 9) and adding the
resulting labels to the reachable set (line 15). To improve efficiency, only actions
resulting in Pareto-optimal labels at their target state are added. Since these labels
are only in the reachable set instead of the permanent set, it can be the case that
a better label is found later during planning before the label is made permanent.
Consequently, when adding a new temporary label, existing temporary labels are
again checked for Pareto-optimality (line 14).

Depending on whether a certain action a = ((rs, qs, ss), (rt, qt, st)) ∈ AG is a
switch transition, the costs of the label ĉnew after action execution are updated
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Algorithm 2 Constrained Optimal STAP
Input: Team model G, team cost function κ̂, resources γ0
Output: Optimal final label lfin to construct actions βfin

Notation Remarks:
l = (ĉ(l), γ(l), v, iv) ∈ LG – label, see Equation (4.10)
Lt,s (Lp,s) – set of temporary (permanent) labels at state s ∈ SG
l <P ` – short notation for (ĉ(l),−γ(l)) <P (ĉ(`),−γ(`)), see Equation (4.9)
∆(a, γ) – indicates if γ > 0 holds for a, see Equation (4.13)
1: Lt,v ← {(0, γ0,∅,∅)},∀v ∈ S0,G
2: Lt,s ← ∅,∀s ∈ SG \ S0,G
3: Lp,s ← ∅,∀s ∈ SG
4: while ∀s ∈ SG : Lt,s 6= ∅ do
I Find label l with lowest costs and make it permanent
5: (s, l)← argmins∈SG ,l∈Lt,s

{κ̂(ĉ(l))}
6: Lt,s ← Lt,s \ {l}
7: Lp,s ← Lp,s ∪ {l}
I Terminate search if any final state is reached
8: if s ∈ FG then return lfin ← l . Best found first
I Calculate labels for all successors v of s
9: for all v ∈ SG : a = (s, v) ∈ AG do
10: ĉnew ← updateCost(a, ĉ(l)) . Equation (4.11)
11: γnew ← updateRess(a, γ(l)) . Equation (4.12)
12: `← (ĉnew, γnew, s, is) with is = card(Lp,s)
I Only add and keep non-dominated temporary labels
13: if ∆(a, γnew) ∧ (@l ∈ Lt,v ∪ Lp,v : l ≤P `) then
14: Lt,v ← Lt,v \ {l ∈ Lt,v : ` <P l}
15: Lt,v ← Lt,v ∪ {`}
16: return lfin ← ∅ . No final state reachable

based on the costs ĉ(l) of the current label l.

ĉnew :=


‖(ĉ

(l)
1 , ĉ

(l)
3 )T ‖∞

‖(ĉ(l)2 , ĉ
(l)
3 )T ‖1

0

 if a ∈ ζ

ĉ(l) + (0, 0, C(a))T otherwise

(4.11)

In the case a ∈ ζ, i.e., that a is a switch transition, the maximal and summed costs
are updated and the new agent rt is initialized with zero cost by setting the third
component ĉnew,3 = 0.
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Similarly, resources γnew are updated as follows based on γ(l).

γnew :=


(
γ

(l)
global
γ0,rt

)
if a ∈ ζ

γ(l) + Γ(a) otherwise
(4.12)

where γ(l)
global is the part of γ(l) denoting global, i.e., agent-independent, resources

and γ0,rt are the initial resources of agent rt, the agent associated with the target
state of a.

Furthermore, selecting the available actions requires to ensure that the new
resource status satisfies all constraints, which can be encoded in the LTL mission
specification as discussed above. For this purpose, we define ∆: AG × RM → B
with B := {>,⊥} as an extension of the transition function δ of an NFA F such
that

∆: (a, γ) 7→ λ(ss) ∪Πγ � δ(qs, qt) (4.13)

for a = ((rs, qs, ss), (rt, qt, st)) and Πγ is the set of all propositions πi according to
Equation (4.8). Illustratively speaking, ∆ extends the set of state propositions as
defined by the proposition labeling function λ of the agent model A by the set of
all resource propositions based on γ and only permits a transition if this extended
set fulfills the transition condition δ of F .

In addition to not considering actions which would violate the resource con-
straints, only actions leading to labels with minimal cost will be considered as
continuations of an action sequence. To achieve this, a label ` is only added to the
set of temporary labels if it is non-dominated (line 13), meaning that there does not
exist another label l at the same state such that (ĉ(l),−γ(l)) ≤P (ĉ(`),−γ(`)). Note
that we consider cost with a positive sign since smaller cost values are preferred.
In contrast, resources are considered with a negative sign to prefer larger values,
which more robustly satisfy the resource constraints γ(l) > 0.

4.5.2 Planning Properties
In the following, we investigate more closely the required assumptions on the model
G and the costs C for Algorithm 2 to terminate. However, before analyzing the algo-
rithm itself and proving its correctness, consider the cost representation presented
in Section 4.3.2.

In fact, it can be shown that the compact cost representation as given by Equa-
tion (4.4) is not only more efficient given by its fixed dimensions, but also because it
enables to eliminate additional suboptimal labels. Specifically, we utilize the switch
condition (iii) from Definition 3.10 to observe the following. Let r denote the agent
associated with a certain state s ∈ SG . All states v ∈ SG reachable from s can only
be associated with agents ρ1 ≥ r, but it is not possible to consider any of the agents
ρ2 < r again in the planning process. The following example illustrates a situation
where it is efficient to eliminate a presumably non-dominated label.
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Example 4.2 (Cost Dominance). Consider a system with four agents {1, 2, 3, 4}.
Assume that the labels l and ` have been found by Algorithm 2 to reach a certain
state s associated with agent r = 3 with the cost vectors c(l) = (3, 4, 1, 0)T and
c(`) = (5, 2, 1, 0)T . Neither c(l) nor c(`) dominates the other, so neither of the labels
would be eliminated.

However, preserving both labels is too conservative when considering the struc-
ture of the team model G. Specifically, one can see that ‖c(l)‖1 = ‖c(`)‖1 and
‖c(l)‖∞ < ‖c(`)‖∞. Furthermore, only entries c(l)ρ1 , c

(`)
ρ1 with ρ1 ≥ r can change in

possible continuation of the action sequences. In particular, c(l)2 = 4 is greater than
c
(`)
2 = 2, but still less than c(`)1 = 5 and cannot increase anymore. Consequently, a
continuation of the action sequence described by the label ` cannot lead to a lower
maximum agent cost than the one described by l.

In contrast, we can write c(l) as ĉ(l) = (4, 7, 1)T and c(`) as ĉ(`) = (5, 7, 1)T
according to Equation (4.4). In this case, ĉ(l) <P ĉ(`) immediately indicates that `
is a suboptimal label. •

The following Lemma generalizes this observation and shows that we can use
the compact cost definition ĉ instead of c.

Lemma 4.2 (Cost Dominance). For all states s ∈ SG and a pair of labels l and `
at s, it holds that
(1) c(l) <P c

(`) only if ĉ(l) <P ĉ
(`) and

(2) if ĉ(l) <P ĉ
(`) while c(l) ≮P c

(`), there exists an optimal action sequence βopt of
which construction does not include `.

Proof. Let r denote the agent to whose partition state s belongs and note that in
both cases ĉ(l) <P ĉ(`) implies that ĉ(l) 6= ĉ(`) and consequently c(l) 6= c(`). Also
recall that c(l)R , c

(`)
R = 0 for all R ∈ {r + 1, . . . , N}, given by the switch condition

(iii) from Definition 3.10.
(1) From c(l) <P c(`) follows that c(l)i ≤ c

(`)
i for all i and there exists a j such

that c(l)j < c
(`)
j . Consequently, we get for the components of ĉ(l) and ĉ(`) that

ĉ
(l)
1 ≤ ĉ

(`)
1 , ĉ(l)2 < ĉ

(`)
2 , and ĉ(l)3 = ĉ

(`)
3 for j 6= r as well as ĉ(l)1 ≤ ĉ

(`)
1 , ĉ(l)2 ≤ ĉ

(`)
2 , and

ĉ
(l)
3 < ĉ

(`)
3 for j = r, which shows that ĉ(l) <P ĉ

(`).
(2) For c(l) ≮P c(`) and ĉ(l) 6= ĉ(`), there needs to exist at least one k such that

c
(l)
k > c

(`)
k . In addition, ĉ(l) <P ĉ

(`) implies that k < r. Furthermore, ĉ(l)1 ≤ ĉ
(`)
1 and

ĉ
(l)
2 ≤ ĉ

(`)
2 following from ĉ(l) <P ĉ(`) show that all components k where label l is

worse than ` are non-critical. Non-critical means that sum and maximum over all
agents 1, . . . , r−1 for l are still at least as good as for `. Now consider continuations
L of l and L of ` in the sense that constructing an action sequence from L includes l.
Again given by the switch condition (iii), no entry c(L)

ρ , c
(L)
ρ with ρ ∈ {1, . . . , r− 1}

can change. This implies that the components where L is worse than L will remain
non-critical. Consequently, either ` is not part of constructing an optimal action
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sequence or there is another optimal action sequence of which construction instead
includes l.

In case (2) of Lemma 4.2, the label ` is as well called dominated and can be
eliminated in the planning process. Next, we show that κ̂(ĉ(l)) with ĉ(l) calculated
from a certain c(l) always equals κ(c(l)).

Lemma 4.3 (Team Cost Equivalence). For ĉ(l) and κ̂ as defined in Equations (4.4)
and (4.5), we get κ̂(ĉ(l)) = κ(c(l)) for all possible c(l) on G.

Proof. From the fact that c(l)ρ2 = 0 for all ρ2 ∈ {r + 1, . . . , N} it follows that
‖c(l)‖∞ = ‖(c(l)1 , . . . , c

(l)
r )T ‖∞ and ‖c(l)‖1 = ‖(c(l)1 , . . . , c

(l)
r )T ‖1. Consequently,

κ̂(ĉ(l)) = (1− ε) · ‖(ĉ(l)1 , ĉ
(l)
3 )T ‖∞ + ε · ‖(ĉ(l)2 , ĉ

(l)
3 )T ‖1

= (1− ε) · ‖(c(l)1 , . . . , c(l)r )T ‖∞ + ε · ‖(c(l)1 , . . . , c(l)r )T ‖1
= (1− ε) · ‖c(l)‖∞ + ε · ‖c(l)‖1
= κ(c(l))

for all labels l ∈ LG .

Optimality

Based on these results, the properties of Algorithm 2 can be discussed more closely.
Since the presented algorithm belongs to the class of label-setting algorithms, it is
crucial that temporary labels l ∈ Lt,s are selected in the correct order. Specifically,
it is required that l is only made permanent (line 7) if it is guaranteed to be Pareto-
optimal. Given a certain cost function, in the following denoted by h : RN → R,
Paixão and Santos [2013] define two properties of h to decide if h selects labels in
the correct order. First, dominance defined as c(l) <P c(`) =⇒ h(c(l)) < h(c(`))
and second, monotonicity defined as h(c(l)) ≤ h(c(`)) for all ` referring to l as
predecessor label. Theorem 4.1 in Paixão and Santos [2013] then state that h
selects labels in the correct order if it fulfills both properties.

In the following, we discuss our adaptations to the classical Martins’ algorithm.
First, we choose the cost function h := κ̂ (line 5) to minimize our team cost function
and show that κ̂ is a valid choice.

Lemma 4.4 (Team Cost Optimization). κ is a cost function which selects labels
in the correct order for ε ∈ (0, 1] and non-negative action costs.

Proof. As shown by Paixão and Santos [2013] for non-negative costs, ‖c(l)‖1 fulfills
both dominance and monotonicity while ‖c(l)‖∞ fulfills monotonicity. ‖c(l)‖∞ does
not satisfy dominance since a dominated cost vector c(l) <P c(`) could lead to the
same ‖c(l)‖∞ = ‖c(`)‖∞. However, c(l) <P c(`) implies that ‖c(l)‖1 < ‖c(`)‖1 and
consequently κ(c(l)) = (1−ε)·‖c(l)‖∞+ε·‖c(l)‖1 < (1−ε)·‖c(`)‖∞+ε·‖c(`)‖1 = κ(c(`))
for ε > 0 and (1− ε) ≥ 0 fulfills both dominance and monotonicity.
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Theorem 4.1 (Label Ordering). Given any two labels l, ` ∈ LG such that κ̂(ĉ(l)) <
κ̂(ĉ(`)). Then, ` ∈ Lp =⇒ l ∈ Lp with the set of permanent labels Lp defined as
Lp :=

⋃
s∈SG Lp,s.

Proof. It can be shown that the above ordering holds if κ̂ fulfills the two properties
dominance, ĉ(l) <P ĉ(`) =⇒ κ̂(ĉ(l)) < κ̂(ĉ(`)), and monotonicity, κ̂(ĉ(l)) ≤ κ̂(ĉ(`)).
κ, as defined here in Equation (4.3), fulfills these properties. Finally, it can be
shown that κ(c) = κ̂(ĉ) holds for the team model G.

As a consequence of Theorem 4.1, note that the iterations of the while-loop
(line 4) in Algorithm 2 can be seen as increasing a cost threshold, which provides
at any time a lower bound on the optimal feasible value κ∗ := κ̂(ĉ(l∗fin)). This
interpretation is expressed by the function κLB : N→ R where

κLB(i) := min
s∈SG ,l∈Lt,s

{
κ̂(ĉ(l))

}
(4.14)

denotes the lower cost bound after i iterations (c.f. line 5). Then, Theorem 4.1
states that κLB is non-decreasing.

The second adaptation concerns that we terminate the search (line 8) as soon as
an accepting state is reached. This is possible because we are only interested in an
accepting path βfin which minimizes κ̂(ĉ(lfin)) instead of finding all Pareto-optimal
paths.

Lemma 4.5 (Early Termination). The first feasible solution lfin found by Algorithm
2 has minimal team cost κ̂(ĉ(lfin)).

Proof. Consider iteration i ∈ N which terminates Algorithm 2 with team cost
κ̂(ĉ(lfin)) = κLB(i) and where κLB(i) is given by Equation (4.14). Resulting from
Theorem 4.1 it holds that κLB(j) ≥ κLB(i) for all following iterations j > i. Con-
sequently, κ̂(ĉ(lfin)) gives the minimal team cost value.

Correctness

As a third extension to the classical Matins’ algorithm, we consider constraints γβ
and update γβ for each action similar to updating the costs cβ . Also, we extend
the check for Pareto optimality l <P ` := (c(l),−γ(l)) <P (c(`),−γ(`)) in lines 13
and 14 by −γβ .

Lemma 4.6 (Resource Constraints). All action sequences βfin to lfin found by
Algorithm 2 respect the resource constraints γβ > 0. Additionally, any Pareto-
optimal action sequence βfin which respects γβ > 0 can be found.

Proof. Labels ` are only added if no constraints are violated, given by γnew > 0
(line 13). Consequently, all sequences β can only contain actions that do not violate
any constraints.
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Furthermore, extension of the Pareto optimality check of labels by −γβ ensures
that no label l is considered to be dominated by another label ` in the case that
c(`) <P c(l), but with −γ(l) <P −γ(`). If c(`) = c(l) while still −γ(l) <P −γ(`), l
dominates ` because γ(`) > 0 only if γ(l) > 0.

While this guarantees that all resource constraints are satisfied, it finally needs
to be shown that also the mission specification φ itself is fulfilled by Algorithm 2.

Theorem 4.2 (Correctness). Given mission specification φ for which the team
model G is constructed and the non-empty action sequence βfin found by Algorithm
2. Then, βfin fulfills φ.

Proof. First, recall Lemma 3.4 stating that if there exists a β in G which leads to
an accepting state s ∈ FG , then β fulfills φ. Since Algorithm 2 only terminates
with a non-empty result upon reaching an accepting state s ∈ FG (line 8), the proof
follows immediately.

Termination

In order to investigate which assumptions are required to ensure that Algorithm
2 terminates, first assume that an optimal solution β∗fin with cost κ∗ exists, i.e.,
Problem 4.1 is solvable. It remains to show that there exists an i∗ such that
κLB(i∗) = κ∗.

Lemma 4.7 (Zero-Cost Cycles). Assume there exists a β∗fin with cost κ∗. Then,
κLB(i) < κ∗ for all i only if the planning model G contains cycles with zero cost.

Proof. Assume that β∗fin is not found, i.e., there exists an i such that κLB(j) ≤
κLB(i) < κ∗ for all j > i. Since κLB is non-decreasing by Theorem 4.1, equality
κLB(j) = κLB(i) needs to hold. This means, after i iterations, all actions must have
zero costs. Since j ∈ N is not bounded above, a cycle formed by actions which all
have zero costs needs to exist.

Note that the existence of zero-cost cycles is only a necessary, but not a sufficient
condition for non-termination. In fact, if a zero-cost cycle is only reachable with a
cost κ̂ > κ∗, Algorithm 2 will not reach this cycle before termination. Furthermore,
as given in line 13 of Algorithm 2, a zero-cost cycle is only considered by the
planner if it increases resources such that the label after traversing the cycle is
non-dominated.

Usually, it is not known in advance if a solution β∗fin exists. Considering now
the case that no solution exists for Problem 4.1, we get from line 4 in Algorithm
2 that the set of temporary labels Lt as defined above needs to become empty in
order to terminate the algorithm.

Lemma 4.8 (Bounded Resources). Assume there exists an upper bound γmax ∈
RM≥0 on the resources γ such that γi ∈ [0, γmax,i] for all resources i ∈ {1, . . . ,M}.
Then, the set of feasible labels LG ⊂ LG is finite.
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Proof. First, recall that LG is defined as LG =
⋃
s∈SG LG,s where the set of states SG

is finite. As shown above in Equation (4.7), given by the finite set of actions AG and
consequently, the finite amount of possible resource modifiers Γ, there is a minimal
resource difference γ∆,i for each resource dimension i ∈ {1, . . . ,M} with which a
state can be reached. Consequently, given an upper bound γmax on resources, the

cardinality of LG is bounded by |LG | ≤ |SG |
M∏
i=1

γmax,i

γ∆,i
and thus, LG is finite.

Bounding the resources is only required in the case that no solution exists since
otherwise, the solution will eventually be found. However, requiring such an upper
bound, which is usually not a problem in practice, also has implications in the case
that a solution exists. As discussed before, a zero-cost cycle is only considered by
the planner if it improves resources. Now, given by Lemma 4.8, resources can only
be improved a finite amount of times. Thus, κLB(i) will always converge to κ∗ if
the resources are bounded and κ∗, denoting the lowest cost of any feasible solution,
exists.

The above results are summarized in the following proposition.

Proposition 4.1. Algorithm 2 solves Problem 4.1 in the sense that it provides the
optimal solution β∗fin if one exists and terminates with an empty result otherwise
under the assumption that
(1) all action costs are non-negative: C(a) > 0,∀a ∈ AG,
(2) there exists an upper bound γmax ∈ RM≥0 on resources such that γi ∈ [0, γmax,i],∀i ∈
{1, . . . ,M}.

4.5.3 Planning Complexity
As shown in the proof of Lemma 4.8, an upper bound on cardinality of the label
space LG is given by

|LG | ≤ |SG |
M∏
i=1

γmax,i
γ∆,i

(4.15)

with |SG | =
N∑
r=1
|S(r)
P | = |Q|

N∑
r=1
|S(r)
A | where N is the number of agents, Q the state

space of the NFA and S(r)
A the state space of the respective agent model of agent r,

see Equation (3.2). This is only an upper bound on |LG | since not all theoretically
possible labels are necessarily reachable depending on the available actions.

The amount of actions in the team model G including the artificial switch tran-
sitions is given by

|AG | = |ζ|+
N∑
r=1
|A(r)
P | (4.16)
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with |ζ| = (N − 1) · |D| since for each state in the decomposition set D, one switch
transition to the initial state of the next agent is constructed. The set of actions
A

(r)
P of each agent r is bounded by |A(r)

P | ≤ |Q|2 · |A
(r)
A |. The factor |Q|2 results

from the fact that each action in the mission-independent agent model A can, in
theory, connect any two states of the mission NFA. However, since usually several
of the transitions conditions δ(qs, qt) are constantly false or not allowed given the
labels λ(ss) with a = (ss, st), this is only an upper bound. Note that, in the case of
a deterministic automaton, the above bound in fact reduces to |A(r)

P | ≤ |Q| · |A
(r)
A |

because then, one action cannot lead to multiple different states q ∈ Q.
As discussed in the introduction of this chapter, the multi-agent planning prob-

lem is often separated into an allocation problem and a number of planning problems
corresponding to the available allocation choices. The inefficiency of this separa-
tion is that an exponential number of such planning problems need to be solved. In
particular, a bound on the cardinality of the label space of all planning problems
is given by

|Lcomb| ≤
N∑
r=1

Nalloc∑
j=1

(
|Qj | · |S(r)

A |
M∏
i=1

γmax,i
γ∆,i

)
(4.17)

with Nalloc denoting the number of possible mission allocations where the NFAs of
the respective tasks j can have different state spaces Qj. Note that the power set
of the set of tasks needs to be constructed since every task combination needs to
be planned.

While one could argue that solving a number of smaller problems is often com-
putationally preferable to solving one big problem, this is not the case here in
practice. On the one hand, it is rather computationally efficient to re-use interme-
diate results as possible here, and on the other hand, not all theoretically possible
combinations of assignments actually need to be planned in practice. These effects
are more closely investigated in the experiments in Chapter 5.

4.6 Case Study

This case study is inspired by a multi-robot system with three service robots in a
hotel setting. The purpose of the presented scenarios is to illustrate the solutions
found by the proposed multi-objective planning algorithm and, in particular, the
influence of resource constraints.

A topological map of the considered environment is given by Figure 4.2 and
used as the environment model E . The robots start at the indicated positions as
their respective initial state. In addition, the robot model R is given by additional
location-independent states as depicted in Figure 4.3 and the robots start in their
default state. A description of all used propositions is given in Table 4.1. The agent
model is then given as the product between these two models.

First, we consider a scenario where the robots need to deliver drinks to four of
the hotel rooms. These drinks can be picked up at room service locations denoted
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Figure 4.2: Topological map of the environment to represent navigation actions,
while nodes are labeled with atomic propositions.
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Figure 4.3: Location-independent states of a robot. Each action, modeled as a
transition, has propositional conditions, for example “pick-up” is only possible at
room service locations (proposition s = {s1, s2}).

by s as specified by the transition condition of “pick-up” in Figure 4.3. In addition,
robots should avoid public areas p while carrying a drink.

Scenario 4.1 (Deliver Drinks). “Deliver drinks to hotel rooms 1-4. While
carrying a drink, avoid any public area.”

φdeliver =

 ∧
i∈{1,2,3,4}

♦(hi ∧ c ∧©¬c)

 ∧�(c =⇒ ¬p)

Initial configuration:

S4.1a – All robots available at indicated locations, no resources considered.

Resulting from the constraint, robot R3 cannot pick up a drink at s2, but needs
to go to s1. As a consequence, R3 only serves h3, which is close to s1. The complete
resulting robot trajectories are shown in Figure 4.4 (left) and leads to the cost vector
cβ = (29, 26, 28)T .

As a variation of S4.1, we assume S4.2 with additional resource constraints as
follows. Each robot has a battery level and can repeatedly recharge 5% battery
at maintenance locations m1,m2 if not carrying a drink. Any action other than
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Proposition Description
hi Hotel room 1-6
si Room service location 1-2
mi Maintenance location 1-2
p Public area
l, o, b Special purpose rooms, not considered here
x Robot is in default state
c Robot is carrying an object, e.g., a drink
w Robot is carrying waste after cleaning a room

Table 4.1: Description of the propositions used in the hotel case study.

Resource Description
γbattery ∈ [0, 100] Battery level of the robot (in percent)
γdrinks ∈ [0, 2] Drinks available at location s1

Table 4.2: Description of the resources considered in the hotel case study.

charging decreases the battery level by a certain amount and, for simplicity, we
assume here that this amount is proportional to the action costs. Furthermore,
the public area constraint is removed and instead, the amounts of drinks at s1 is
limited to only two drinks by introducing an additional global resource constraint.
An summary of the resource constraints is given in Table 4.2.

Scenario 4.2 (Limited Resources). “Deliver drinks to hotel rooms 1-4. Never
run out of battery and consider the limited amount of drinks at s1.”

φlimited =

 ∧
i∈{1,2,3,4}

♦(hi ∧ c ∧©¬c)

 ∧�(γbattery > 0)

∧� ((s1 ∧ ¬c ∧©c) =⇒ (γdrinks > 0))

Initial configuration:

S4.2a – All robots available. R1 has 65% battery, R2 has 58%, and R3 has
53%. Drinks at s1 are limited to two.

S4.2b – Like S4.2a, but no limitation of drinks considered.
S4.2c – Like S4.2a, but no battery level considered.
S4.2d – Like S4.2a, but no resources considered.

The initial conditions described in Scenario S5a are reflected by the initial re-
source vector γ0 = (65, 58, 53, 2)T . The result of S5a is as well depicted in Figure 4.4
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Figure 4.4: Localization recordings of a simulation run, left Scenario S4.1a and right
Scenario S4.2a.

(right) with costs cβ = (42, 40, 28)T and final resources γβ = (5, 4, 2, 0)T . All three
robots need to charge during the mission. A video of the simulated Scenario S4.2a
is referenced in Appendix B.

Table 4.3 lists experimental results regarding planning performance for the two
missions and additional variations of M2 to illustrate the effect of resource con-
straints on planning performance. Label updates is the number iterations of the
while-loop in Algorithm 2. The increased planning time for M2 results from the
additional Pareto optimal labels, caused by resource consumptions and recharging
actions. Especially recharging, inversely proportional to costs, appears to signifi-
cantly impact planning time since many more Pareto optimal choices need to be
explored.

Besides the considered resources, also the complexity of the mission influences
planning time. Primarily, this results from constructing F from M, which has
a worst-case complexity exponential in the length of the formula Baier and Ka-
toen [2008]. This is inherent from the expressiveness of LTL, e.g., consider that
a traveling salesman problem can be formulated in LTL. Resulting from the early
termination of Algorithm 2 in line 8, planning time is reduced if a solution can
be found early. This explains for example the significant planning time difference
between S4.2a and S4.2b. Although the constrained amount of drinks only adds a
small set of additional Pareto optimal labels, a solution is found much later in the

tplan (sec) label updates
S4.1a 0.378 2,474
S4.2a 3.804 19,248
S4.2b 2.358 12,409
S4.2c 0.428 2,999
S4.2d 0.265 1,825

Table 4.3: Planning time in seconds and number of label updates for the two
Scenarios S4.1 and S4.2, as well as for variations of Scenario S4.2b−d.
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Figure 4.5: Average planning time for Scenario S4.1a with respect to the team size
and random initial positions. In total, more than 1,000 runs have been recorded.
Error bars indicate minimal and maximal values.

planning process.
Figure 4.5 depicts the planning time for S4.1a with different team sizes. Ten

robots need roughly 1 second planning time and one hundred robots around 40
seconds. This scalability mainly results from the model representation as presented
in Section 3.5 and the planning adaptations discussed in Section 4.5.2. Variations in
the planning time for the same team size mainly result from the different, randomly
chosen initial positions. A more detailed analysis of the effect of different initial
conditions, especially regarding resources, on the variability of the planning time is
deferred to Chapter 5.



CHAPTER 5

Experiments: Service Robotics

We conclude the first part of this thesis, the approach for planning in deterministic
models, with a set of experiments motivated by use cases in the area of service
robotics. This evaluation focuses on investigating different aspects of the proposed
multi-robot planning approach in order to better conclude on its performance prop-
erties and the resulting behavior of the robots.

Scalability of multi robot planning algorithms, in particular with complex goals
like LTL specifications, is often a limiting factor for using literature approaches on
real world problems. Still, research results are often evaluated only on illustrative
toy examples. While such examples are useful for explaining the methods and
following the results, the performance cannot easily be generalized to more realistic
problems. In fact, theoretical methods often fail due to computational limitations
when applied to problems of practically relevant scale or due to assumptions which
cannot easily be ensured in practice.

To show that the presented approach scales well and is applicable to realistic
use cases, the experiments presented in this chapter are based on a real-world
setting. This complements the case studies provided in the previous chapters by a
meaningful evaluation regarding the performance of a system implementation based
on the proposed theoretical methods.

For this purpose, an existing Bosch office environment forms the basis for the
following experiments. The scenarios described in this chapter are exemplary for
typical missions which an operating robot system will likely face in such an indoor
office environment. Also, note that the individual scenarios are not modeled in-
dependently of each other. Instead, a single system is defined, viable to serve all
the different scenarios. Although this impacts planning performance of the individ-
ual scenarios, it highlights the fact that a real system which can dynamically plan
actions for the controlled agents will not only serve a very specific type of mission.

Implementation of the system and the planning framework is done based on
the Robot Operating System (ROS), the de-facto standard in robot programming.
The interfaces are designed to enable re-use of existing ROS components in order to

87
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implement the individual capabilities of the robots and then automatically compose
these capabilities based on the provided planning results. Furher details on the
overall software framework used for the experiments are summarized in Appendix A.

5.1 Model Specification

The implemented software framework accepts a mission specification as LTL for-
mula and automates all required steps to fulfill the given specification. This includes
not only mission decomposition, model construction, and action planning, but also
autonomous execution of the generated actions by all involved robots.

Before being able to accept an LTL formula, the software framework requires a
definition of the system for which should be planned. We assume that the required
model definitions are given as text files in the YAML format and are manually de-
fined, for example by using available tools such as a map editor. Although it would
be possible to incorporate automatically generated models, this is not considered
further here. The following models are required for a specific system.

• Topological map – Associates regions and points of interest (together re-
ferred to as nodes) with location information and discretizes the environment.
Each node is labeled with a set of propositions which hold true there. For
example, desks are labeled to identify to whom they belong.

• Robot models – Similar to the topological map, a transition system models
the robot’s capabilities such that transitions from a state describe possible
actions. For example, a bin can be picked up in the default state of the robot
and results in changing the robot state to carrying.

• Resource definitions – Defines which resource variables γ0 are available,
for example robot-specific resources such as their battery level or robot-
independent resources such as paper supplies in the printer room or coffee
in the kitchen. In addition, technical properties such as a dependency on
action costs can be specified. For example, it can be defined that the battery
level decreases depending on the costs of an action.

Both the topological map, which can be different for each robot, and one of the
robot models form the agent model A of the respective robot as given in Definition
4.3. A is given by the product of the two transition systems with the additional
constraints that each action can specify conditions for being applicable. For ex-
ample, a charging action can be restricted to locations labeled as charging station.
Action costs as presented in Section 4.3.2 and resource modifications as introduced
in Section 4.4 are as well annotated to actions in these models.

Usually, a time-consuming and error-prone task when setting up a new environ-
ment is the creation of the topological map. For this reason, we provide an editor
based on RViz and RQT for creating and modifying topological maps as shown in
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Figure 5.1: Editor for creating topological maps which can be used in the imple-
mented planning framework.

Figure 5.1. The resulting map can then directly be used by the planning framework.
Different kinds of nodes with individual properties can be defined as building blocks
for a map and edges between the nodes can refer to different navigation behaviors.

5.2 System Description

In order to illustrate the application of our proposed planning framework, we define
an environment based on an existing Bosch office. The topological map of the
office environment is depicted in Figure 5.2 and is the same for all robots. Costs
are defined as the approximate travel times with the only exception that the costs
for edges drawn bold are lower by a certain factor, i.e., navigation in the corridor
is preferred. The basis for this map is an office floor accommodating around one
hundred employees and including several meeting rooms. Two of the meeting rooms,
located at the top right and top left of the map, have been declared as storage rooms
including charging stations for the robots.

Points of interest in the map are labeled with atomic propositions according
to Table 5.1. The desk spaces d1, . . . , d14 are defined to allow navigation close to
particular desks, although it has been shown sufficient to not necessarily identify
every single desk individually for practical applications. Located near the center of
the map are a kitchen and a printer room, which will be used more extensively in
some of the evaluation scenarios.

Figure 5.3 illustrates the robot capabilities as defined in the robot model. For
simplicity, we assume here that all robots have the same model, although this is
not required. Central to this model is the default state of the robot which allows to
switch to different operation modes such as visitor guidance or floor cleaning. While
docked in a charging station, an action to charge the battery becomes available.
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Figure 5.2: Topological map of the environment to represent navigation actions,
while nodes are labeled with atomic propositions. Six robots R1, ..., R6 are available
in the marked locations. The background shows the map of an existing Bosch office
environment, recorded with a SLAM procedure.

Proposition Description
desk Location where the bin should be collected.
service Location where garbage can be disposed.
storage Location where empty bins might be stored.
public Location with public access.
d1, . . . , d14 Desk areas 1 to 14.
m1, . . . ,m6 Meeting rooms 1 to 6.
c Locations of charging stations.
sk Storage for kitchen supplies.
sp Storage for office/printer supplies.
k Coffee kitchen.
p Printer room.
g Garbage room, g := service ∧ storage.
e Elevators.

Table 5.1: Overview of propositions used in the topological map of the office sce-
narios. Depending on the labels of a location, the robots are able to activate certain
specific actions as given by the robot model.
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Figure 5.3: Location-independent states of a robot. Self-transitions at states denote
actions which do not change the state of the robot. However, actions can still have
effects on resources (effects are not depicted here).

Proposition Description
default Normal robot state, not carrying anything.
carrybin Robot carrying a full paper bin.
emptybin Robot equipped with an empty paper bin.
dispose Robot successfully disposed garbage.
guiding The robot guides a person.
carrying A document or anything similar is carried.
docked The robot is docked in a charging station.
camera The camera of the robot is turned on.

Table 5.2: Overview of propositions used in the robot model of the office scenarios.

Of particular interest for the case study is the lower part of Figure 5.3, illus-
trating the capability of the robot to carry and empty paper bins. Specifically, the
robot cannot be in multiple states at the same time and consequently, by labeling
the states with their respective propositions as listed in Table 5.2, it is specified
that default and carrybin cannot be true at the same time.

While in the default state, the robot can pick up or deliver supplies like paper
or coffee. This does not change the operation mode under the assumption that
the robot can carry multiple supplies, but affects the robot-specific resource status.
For example, picking up a paper pack increases the number of packs carried by the
robot by one and is only possible below a certain capacity. Similarly, delivering
this paper at the printer room decreases the resources of the robot, but at the same
time increases the paper supplies of the printer.

Finally, a summary of the resource definitions is given by Table 5.3. For each
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Resource Description
γcoffee ∈ [0, 1] Amount of coffee carried.
γpaper ∈ [0, 2] Amount of paper packs carried.
γbattery ∈ [0, 100] Battery level (in percent).
γkitchen ∈ [0, 1] Amount of coffee in the kitchen.
γprinter ∈ [0, 3] Amount of paper packs at the printer.

Table 5.3: Resource variables used for planning. The first three rows are robot-
specific, the rest are global resources.

of the resource dimensions, we prefer larger values in order to reflect the benefit
of spending the costs for, e.g., picking up an object. Furthermore, we specify
a proportional cost dependency of γbattery. In addition, battery consumption of
actions can also be defined individually as for any other resource.

5.3 Scenario Definitions

Based on the described environment, we define a set of goal specifications and initial
conditions as scenarios for the performed experiments. First, we consider the goal
to empty a paper bin. In particular, the specification requires the robot to be next
to the target desk while not carrying anything. Then, the robot should dispose
garbage in the bin and afterwards, put the empty bin away by again reaching its
default state. Also, an empty paper bin should be placed next to the target desk
during the mission. Note that this part is, for example, fulfilled by returning the
emptied bin back to the desk, but also a different bin could be provided. Finally, a
constraint is specified which requires the robot to always avoid public areas while
carrying a bin.

Scenario 5.1 (Empty Bin). “Empty a paper bin at the desk d5. Avoid the
public area while carrying a bin.”

φbin = ♦(d5 ∧ default
∧©((carrybin U dispose) ∧ ♦default))

∧ ♦(d5 ∧ emptybin ∧©(d5 ∧ default))
∧�(carrybin =⇒ ¬public)

Initial configuration:

S5.1a – All six robots available, no resources considered.

S5.1b – Only R5 is available, no resources considered.

S5.1c – Only R1 is available, no resources considered.
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Note that we select d5 as the target desk in this scenario since, from looking at
the map in Figure 5.2, the shortest direct path between d5 and the garbage disposal
location g would go through the public area. Consequently, we expect the robots to
take a detour while carrying a full bin in order to satisfy the additional constraint.
In contrast, we would expect the robots to cross this public area when providing
the empty bin to d5 since then, it is on the shortest path and not restricted.

For a more detailed evaluation of the planning performance, specification ex-
pressiveness, and the flexibility in terms of scenario variations, we additionally use
the following mission specifications. These specifications are chosen to represent
missions which will typically be executed by a fleet of indoor service robots.

Scenario 5.2 (Supplies). “Refill supplies at the printer room and the kitchen,
ensure that sufficient battery is available.”

φsupplies = ♦(γprinter ≥ 2) ∧ ♦(γkitchen ≥ 1)
∧�(γbattery > 20)

Initial configuration:

S5.2a – All six robots available, each robot has full battery. Supplies are both
empty.

S5.2b – Like S5.2a, but R5 starts with reduced battery γ0,battery = 60.

S5.2c – Like S5.2b, but R2 also starts with reduced battery γ0,battery = 70.

S5.2d – Like S5.2c, but R4 also starts with reduced battery γ0,battery = 60.

This scenario represents a common use case where the robots are required to
refill some supplies. The additional battery constraint ensures long-term usage and
forces the robots to charge if they run out of battery. For better illustration, we
assume that actions have a higher battery consumption than usual.

Scenario 5.3 (Printer). “Distribute printed copies of a document to the desks
d10, d7, d5, and avoid public areas while carrying the document. Make sure that
there is sufficient paper left at the printer.”

φprinter = ♦(p ∧ carry U (d10 ∧©¬carry))
∧ ♦(p ∧ carry U (d7 ∧©¬carry))
∧ ♦(p ∧ carry U (d5 ∧©¬carry))
∧�(carry =⇒ ¬public)
∧ ♦(γprinter > 0)

Initial configuration:

S5.3a – All six robots available, no paper left at the printer.
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We assume that each robot can only serve one desk at a time, which is defined
by the requirement that the carry state needs to be left at each desk. This scenario
is primarily used for comparison between STAP and a classic allocation approach
for which the costs of task combinations need to be calculated first.

Scenario 5.4 (Video). “Take a photo in the meeting rooms m1, m4, and m6.
Furthermore, deliver a document from desk d5 to d3 and guide a person waiting at
desk d11 to meeting room m6. The camera has to be turned off for privacy reasons
while not in meeting rooms and the document is internal such that it should not be
delivered through any public areas.”

φvideo = ♦(m1 ∧ photo) ∧ ♦(m4 ∧ photo)
∧ ♦(m6 ∧ photo)
∧�(¬meeting =⇒ ¬camera)
∧ ♦(d5 ∧ carry U (d3 ∧©¬carry))
∧�(carry =⇒ ¬public)
∧ ♦(d11 ∧ guide U (m6 ∧©¬guide))

meeting := m1 ∨ . . . ∨m6

Initial configuration:

S5.4a – All six robots available, no resources considered.
S5.4b – Only R1 and R2 available, no resources considered.

The last scenario consists of a composition of different tasks to represent a
more complex mission. For further illustration, we provide a video showing the
execution of configuration S5.4b of this scenario on the real system as referenced in
Appendix B.

5.4 Results

Figure 5.4 (top) shows the robot paths for executing the resulting plan for satisfying
the mission in scenario configuration S5.1a. The specification φbin is decomposed
by the STAP planner and allocated to two different robots. R5, which is close to
the desk d5, picks up the full bin while at the same time R2 already delivers a new
empty bin to the desk. In contrast, when only robot R5 is available as in Scenario
S5.1b, the robot needs to return the empty bin to the desk by itself as depicted in
Figure 5.4 (mid). As a third variation, we assume that only R1 is available as given
by Scenario S5.1c. In this case, R1 first delivers the empty bin before it picks up
the full bin and finally disposes the garbage as shown in Figure 5.4 (bottom).

Table 5.4 provides an overview of the complexity of the planning algorithm for
some of the scenario variations. For all of the considered scenarios, the amount of
explored labels is orders of magnitude less than the worst-case label space complex-
ity. Consequently, these problems can be solved in reasonable time. For example,
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Figure 5.4: Localization recordings of simulating the variations of Scenario S5.1
with (top) all robots, (mid) only R5, (bottom) only R1 available. When all robots
are available, parts of the mission are allocated to R2 and R5.
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S5.1a S5.2a S5.4a S5.4b

explored labels 7519 30 835 47 233 36 530
label cardinality 3.2×104 5.6×107 3.7×105 1.2×105

non-dom. actions 8264 40 919 54 099 40 408
dominated actions 17 032 71 278 95 078 55 753
switch transitions 3872 24 192 27 651 2892
planning time (s) 2.7 16.5 194.7 113.1

Table 5.4: Overview of labels explored before finding the solution (required itera-
tions of Algorithm 2), worst-case cardinality of the label space (given by Equation
4.15), considered non-dominated actions (passing line 13 of Algorithm 2), consid-
ered dominated actions (not added due to line 13 of Algorithm 2), considered switch
transitions (both added and dominated), approximate planning time in seconds
(Intel® Xeon® E5-1620 v3, single-thread).

Scenario S5.2a only requires approximately 3.1× 104 iterations as opposed to around
5.6× 109 iterations when assuming γ∆,battery = 0.01. This can be explained by the
following two reasons. First, only a small subset of the theoretically possible labels
are actually feasible in the model by following the available actions and second, a
significant amount of actions is identified as dominated such that no suboptimal
labels are added.

Furthermore, note the qualitative difference of the scenario variations S5.4a and
S5.4b regarding the switch transitions. In S5.4b with only two robots available, most
of the planning time is spent on finding rather long action sequences to satisfy
combinations of the tasks. In contrast, when all six robots are available as in S5.4a,
more planning time is used on allocation of the single tasks. In fact, the longest
action sequences for individual robots considered during planning of S5.4a have less
than half of the cost compared to the result of S5.4b.

Figure 5.5 shows the distribution of the amount of states which have a certain
amount of permanent labels after termination of Algorithm 2. Most of the states
only have a few Pareto-optimal labels after planning, mainly resulting from different
task allocation options. For example, Scenario S5.4b does not consider resources,
but still has states with more than one label. In contrast, Scenario S5.2a has a
mission which is much simpler, but primarily requires to plan for resources. Taking
a closer look at the label distribution, it turns out that especially the states around
docking stations where the robots can charge their battery have the most labels.
This appears reasonable since charging has costs, but also improves the battery
resource, resulting in a more diverse Pareto front. Regardless of the scenario, a
significant fraction of states has zero labels, indicating that these states did not
need to be considered during planning.

For Scenario S5.2, we vary the initial configuration to investigate how the STAP
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Figure 5.5: Distribution of the states having a certain amount of permanent labels
after planning. Scenario S5.2a has additional 769 states with more than 12 labels
and at most 68 labels per state, S5.3a has 253 states with more than 12 labels and
at most 29 labels per state.

planner adjusts its solution. The resulting cost vectors are summarized in Table 5.5.
First, in Scenario S5.2a, the mission is solved by R1 refilling the coffee and R4 and
R5 each picking up a paper pack at the storage near room m2. Note that we set the
cost of both picking up paper and delivering it to 2.0 each. Consequently, letting
either R4 or R5 take both paper packs would result in a higher team cost.

As a first variation, we change the initial battery level of R5 to a value low
enough such that it is not sufficient to stay above 20% as required by the constraint.
Now, the solution found by the planner uses R2 instead to pick up the second paper
pack at the storage near room m1, which is still cheaper than letting R4 carry the
paper alone. For S5.2c, we also reduce the initial battery of R2 below the level
sufficient for this mission and now, R4 is indeed assigned with picking up both
paper packs on its own. Finally, also the initial battery for R4 is reduced in S5.2d.
Since R3 and R6 are far away from any storage location, it is now cheaper to let
both R4 and R5 briefly charge their battery in order to complete the mission.

S5.2a S5.2b S5.2c S5.2d

R1 49.4 49.4 49.4 49.4
R2 0.0 50.9 0.0 0.0
R3 0.0 0.0 0.0 0.0
R4 47.7 47.7 51.7 57.7
R5 48.9 0.0 0.0 58.9
R6 0.0 0.0 0.0 0.0

Table 5.5: Cost vectors of the optimal solutions for all variations of Scenario S5.2.
Zero cost for a robot indicates that this robot does not participate in executing the
mission.
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S5.3a S5.4a

STAP for team 61 776 47 233
COMB for R1 351 937 82 315
COMB for R2 273 181 82 232
COMB for R3 228 825 80 224
COMB for R4 164 516 67 838
COMB for R5 193 792 68 032
COMB for R6 139 309 73 186

Table 5.6: Explored labels (required iterations of Algorithm 2) for a comparison of
STAP with planning all task combinations explicitly for the individual robots.
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Figure 5.6: Average planning time (in seconds) for S5.1a (left) and S5.2a (right) with
different team sizes. For each planning run, the respective number of robots was
instantiated at random positions (uniformly distributed) in the default state and
with random battery values (uniformly distributed in the range [50,100]). Error
bars indicate the range within one standard deviation. Shown as dashed line is a
linear approximation.
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In order to compare simultaneous task allocation and planning (STAP) with
a classical approach of planning task costs first and then using a task assignment
algorithm (COMB), we compare both approaches for Scenarios S5.3 and S5.4. For a
better comparison, we only consider the planning part of COMB and assume that
the assignment problem afterwards is trivial given its small size. Table 5.6 provides
an overview of the required planner iterations where the number for planning all
combinations is given by the sum of the individual planning runs. Even under
the assumption that the robots can plan their task costs in parallel, the maximum
across the single robots is already significantly higher than STAP for the whole
team in both cases.

Figure 5.6 shows the scalability of STAP to a larger team, up to one hundred
robots. As can be seen, planning time scales roughly linearly in practice with an
increase of approximately 0.58 seconds (Scenario S5.1a) or 3.69 seconds (Scenario
S5.2a) per additional robot. For Scenario S5.2a, variability of the required planning
time is relatively high, indicating a significant dependency of the planning time on
the initial conditions. For example, finding the optimal solution for 50 robots can
take longer than for 100 while still being within one standard deviation from the
average. A reason for this observation might be that S5.2a highly depends on the
battery level of the robots, including planning of which to charge, while S5.1a does
not consider resources.
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Planning under Uncertainty
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CHAPTER 6

LTL Option Decomposition

In the first part of this thesis, we relied on two limiting assumptions. First, the
assumption that actions such as navigation to a waypoint or loading of an object can
be considered as deterministic in their outcome. In practice, this can be achieved for
many types of actions by some form of error recovery in order to complete the action
eventually. And second, the assumption that a decomposition into independently
executable tasks is sufficient for distributing one mission to multiple robots. While
this is the case for many scenarios as motivated before, there also exist many use
cases where a closer interaction between the robots is desirable.

For the second part of this thesis, we now introduce a complementary formal-
ism to handle operation under uncertainty as well as an allocation of temporally
dependent tasks. This formalism is particularly suitable for scenarios where the
considered actions are not limited to either being successful or failing, but instead,
multiple different outcomes are possible. An example for such an action is to mon-
itor the current state of the environment in order to determine an appropriate
reaction.

As a motivating example, consider that a fleet of robots in a factory needs to
monitor a set of machines and supply them with resources whenever a demand is
determined. This poses a challenge for the behavior of the robots as there is a
trade-off between the following two objectives. On the one hand, it is desirable
to anticipate the requirement of a delivery task and prepare the transportation
as early as possible to reduce the overall time. But on the other hand, a robot
which prepares the transportation is not available for other parts of the mission,
e.g., checking other machines, and only becomes relevant in case that the delivery
is needed. However, it is only known after checking a machine whether a delivery
is required.

Both the consideration of uncertainty and the allocation of dependent tasks
increase the problem complexity significantly. To retain computational tractability,
we thus follow a hierarchical approach based onMarkov Decision Processes (MDPs)
as the formalism to model action uncertainties. The hierarchy is introduced as two
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distinct layers, which are connected by the formalism of MDP Options and which
are automatically determined as the result of an LTL mission decomposition.

Similar to Chapter 3, we introduce the decomposition of a given LTL specifi-
cation based on the automaton representation of the specification. However, in-
stead of identifying parts that can be considered as independent tasks, we present
a more fine-grained decomposition into tasks that allow the robots to cooperate
more closely. Conditioned on the outcome of these tasks, further tasks are required
as automatically derived from the LTL formula. A particularly interesting aspect
of the introduced model formalism is that it allows the robots to reason about
completion of the dependent tasks and consequently, prepare future tasks that are
anticipated as relevant in the remainder of the mission.

This chapter is structured as follows. After a brief discussion of the problem
in Section 6.1, related work will be summarized in Section 6.2. The focus here
is on planning under uncertainty to model the considered stochasticity in action
exection. This particularly includes planning with constraints to guarantee satis-
faction of the respective task specifications. In Section 6.3, we formally introduce
the formalism and notation used to describe the problem. On this basis, Section 6.4
presents the proposed option decomposition approach and Section 6.5 goes into de-
tail regarding the representation and planning of the individual decomposed tasks.
Finally, Section 6.6 summarizes the methods to state the proposed model format
and Section 6.7 closes the chapter with a discussion in the context of a use-case
scenario.

6.1 Problem Statement

To coordinate a team of robots under uncertainty according to a given tempo-
ral specification first requires an appropriate model formalism to mathematically
express the possible contributions by each robot. In particular, the allocation of
dependent tasks introduces the requirement that the model can express the antici-
pated achievements of other robots to reason about which future tasks are the most
beneficial ones to assign to the remaining robots. In addition, the model needs to
express conditions under which each robot can act such that the given specification
is not violated.

We summarize the overall problem addressed in this chapter as follows.

Problem 6.1 (Option Decomposition). Given a team of robots ri and an LTL
specification φ, identify a set of task options that can be distributed to the robots ri
and respective policies πi that achieve these tasks. By completing the tasks, the joint
sequence of the robots should be guaranteed to fulfill φ regardless of the duration or
the outcome of the executed actions.

Most notably, this chapter introduces the concept of Hierarchical LTL-Task
MDPs as a model formalism to address the stated problem. The idea is to auto-
matically decompose a mission specification into sequentially dependent sub-tasks
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which can then be assigned to the set of available robots. This introduces a hier-
archical model structure consisting of two layers of abstraction. The upper layer is
concerned with selecting the relevant set of tasks and assignment to robots and the
lower layer captures the execution of a single task by a single agent.

6.2 Related Work

Most work on multi-agent coordination under uncertainty concentrates on finding
robust policies for the individual agents. The effects of uncertainty on the cooper-
ation between the agents or recovery strategies after a complete agent failure have
not been thoroughly analyzed yet. This includes for example the consideration
of penalties for contract breaches in market-based approaches or least-satisfaction
solutions for multi-agent systems in formal methods.

Finally, robot systems often naturally encourage to dissolve the strict separation
between an initial planning phase and then execution of the plans. Since this is
a highly integrated and interdisciplinary problem, most research only focuses on
parts of it such as an isolated planning phase or a significantly simplified execution
process. Nevertheless, there is significant potential for integrated solutions, for
example by extending anytime planners in a way that they allow to adapt and
improve an initial solution during execution or the intergration of learning methods
for improving the long-term behavior of multi-agent systems.

6.2.1 Planning under Uncertainty
A widely-used formalism for modeling uncertainty in an autonomous system is the
Markov Decision Process (MDP) [Bellman, 1957, Puterman, 1994]. Model-checking
of temporal properties of MDPs has been studied, for example, by Forejt et al.
[2012]. Similarly, Ciesinski et al. [2008] and Chatterjee et al. [2015] verify temporal
properties in the case of partial observability. Temporal logic specifications are
also useful for designing controllers under uncertainty based on MDPs, e.g., for
obtaining probabilistic guarantees [Ding et al., 2011, Lahijanian et al., 2012] or to
design robust policies [Wolff et al., 2012, 2013, Lahijanian et al., 2009].

The survey by Roijers et al. [2013] summarizes MDP methods specific to multi-
objective problems, naturally occuring in the context of multi-agent planning.
Bererton [2004] as well discusses approaches in the context of multi-agent MDPs.
de Nijs et al. [2017] propose column generation to bound the probability of re-
source violation. Perny and Weng [2010] find compromise solutions for balancing
in multi-objective MDPs. Liu and Michael [2016] plan MDP policies for multi-agent
micro-aerial vehicles.

Hierarchical approaches like hierarchical state abstraction Larsson et al. [2017]
or hierarchical constraints Feyzabadi and Carpin [2014] are useful to handle the
increased complexity resulting from the consideration of uncertainty. MDP Options,
as discussed by Sutton et al. [1999], Barto and Mahadevan [2003], are a form of
action abstraction in MDPs and have been used, for example, to enable planning in
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decentralized partially-observable MDPs (Dec-POMDP) Omidshafiei et al. [2017].
The idea is to construct a Semi-MDP [Ross, 1970] for considering time-extended
macro actions and plan these macro actions as independent sub-problems. For
example, Fu et al. [2015a] decompose an MDP to distributedly plan a policy by
exploiting such a modular structure.

Similar concepts to MDPs are so-called And/Or-Graphs [Martelli and Monta-
nari, 1978], often used as an extension to classical planning, and stochastic shorstest
path (SSP) problems [Bertsekas and Tsitsiklis, 1995] with a set of goal states. RDDL
[Sanner, 2010] is a language to describe probabilistic models and allows any number
of concurrent actions, making it useful for planning in multi-agent systems. Simi-
larly, Probabilistic PDDL [Younes and Littman, 2004] includes effect probabilisties
in PDDL to account for uncertaity in action outcomes when planning action se-
quences [Yoon et al., 2007].

Planning algorithms in this domain include LAO* [Hansen and Zilberstein, 1998]
and its extensions [Dai and Goldsmith, 2006], focused value iteration [Dai et al.,
2009], robust fast-forward [Teichteil-Königsbuch et al., 2010], and memory-bounded
dynamic programming [Seuken and Zilberstein, 2007] for Dec-POMDPs. If the set
of initial states is restricted, real-time dynamic programming and extensions like
Sanner et al. [2009] are efficient by focusing planning on the most relevant set of
states.

6.2.2 Constrained Policies
In this thesis, we are particularly interested in modeling constraints for planning
a policy under uncertainty. Combinatorial optimization techniques [Papadimitriou
and Steiglitz, 1998] such as Linear Programs are particularly useful to consider con-
straints in policy planning. The general idea is to parameterize a policy by a set of
decision variables and formulate a constrained optimization problem to find param-
eters which are both efficient and fulfill the respective problem constraints [Altman,
1999]. Additional constraints on the policy can then directly be incorporated into
the planning problem.

In the context of temporal logic goals, constraints are a natural concern for
MDP policy planning. Ding et al. [2013] build an MDP-DFA product and solve
a constrained MDP to bound satisfaction probability and resource consumption.
Lacerda et al. [2017] solve a multi-objective MDP planning problem, see Lacerda
et al. [2015] for details, to maximize some secondary goal reward while constraining
the expected duration of satisfying an LTL formula.

The reach-avoid problem in an MDP is concerned with reaching a goal set while
always staying inside a safe set, see for example Kariotoglou et al. [2017]. However,
there is no notion of a cost function and instead, the preferred solution is the
one which minimizes violation probability while reaching the goal set after a given
amount of time steps. In contrast, the so-called value at risk allows to consider a
safe set and within this safe set, optimize a cost function, see for example Samuelson
and Yang [2018] or Feyzabadi and Carpin [2014]. Considering constraints in the
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context of the above introduced SSP problems leads to the notion of dead ends,
that is, a goal state cannot be assumed to be always reached. Trevizan et al. [2016]
propose a heuristic to find such a shortest path in the presence of dead-ends.

The approach proposed in Achiam et al. [2017] solves the constrained policy
planning problem for continuous state and action spaces by modeling a policy as
neural network and following a trust region-based approach [Schulman et al., 2015].
Alternatively, Kariotoglou et al. [2017] consider a continuous state and action space
formulation of the reach-avoid problem and present an approximation to a corre-
sponding infinite-dimensional linear program. While continuous state and action
spaces are not further discussed in the following, note that the formulation of op-
tion decomposition as proposed in this chapter allows to be extended towards this
direction.

6.3 System Description

The system is modeled to account for uncertainty in action execution by considering
one single-agent model for each robot, regardless of how many robots or which
different types of robots are relevant for a specific scenario. From these individual
models, a framework is constructed to derive a set of sub-tasks that can be executed
by the robots according to their models.

To specify the goal and constraints that need to be achieved by the team of
robots as a whole, we still consider an LTL specification as in the previous chap-
ters. However, now following the focus on reactive and repetitive behavior in the
uncertainty-aware setting, LTL formulas of the following specific form are consid-
ered, instead of limiting them to be finite.

φ = φi ∧�φr (6.1)

where φi and φr themselves are finite LTL formulas, for example given as syntacti-
cally co-safe specifications. This structure allows us to construct DFAs for both φi
and φr independently and interpret the automaton for φr in a cyclic fashion based
on the so-called Cyclic Finite Automaton as introduced below.

This choice of structure for an LTL formula is motivated by the so-called prefix-
suffix structure of a run, see Baier and Katoen [2008] for further details. In general,
an infinite run in a Büchi automaton can be formulated as the concatenation of a
finite prefix and an infinitely often repeated finite suffix. The prefix is the part of
a run which leads from an initial state to an accepting state and the suffix is given
by the loop through the set of accepting states.

Similarly, a mission φ can be given in the proposed structure by one finite
specification φi to denote the prefix part and one specification φr which needs to
hold as the suffix and requires to repeatedly visit an accepting state. Finite missions
can be specified by φi while setting the repetitive part to φr = >. Repetitive
specifications such as visiting a location l1 can be specified as φr = ♦l1 and φi = >.
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Note that sequence operators like U have to be interpreted for each iteration
independently. This means that the specification ¬a U b requires that b needs to
become true each time before a can become true. This pattern is specifically useful
to specify repetitive task sequences such as transportation tasks that can only be
done sequentially.

Example 6.1 (Mission Specifications). For the initially motivated example of re-
peatedly monitoring a set of machines, an LTL mission specification can be stated
as follows. First, a single machine m must be checked repeatedly, that is

φm = �♦(m ∧ ¬unknown)

where the proposition unknown denotes that the status is unknown to the robots.
To check the status, the robots can perform an observation action which will lead
to a state where the status is known. However, it is not clear in advance which
status the machine has and consequently, to which particular state this action will
lead. Nevertheless, we require the robots here to visit a supply location whenever
the status of any machine shows that it requires supplies, i.e.,

φsuppl = �(need_supplies⇒ ♦supply_location).

The overall goal specification for a set of machines M is then given by

φ =
∧
m∈M

φm ∧ φsuppl.

In this case, there are no initial tasks φi and the repetitive tasks φr are satisfied once
whenever all machines have been checked and, in case any machines need supplies,
the supply location has been visited after the respective machines. •

The reason for requiring this specific structure of an LTL formula is of technical
nature and related to the simplification strategies of common model checking tools.
In order to determine an efficient behavior of the robots, in particular regarding
which tasks to carry out first, it is crucial to express all possible alternatives in an
automaton. However, not all of these alternatives are relevant to check whether an
infinite sequence satisfies a specification, as illustrated in the following.

Example 6.2 (Infinite Specification). Consider the specification

φ = �♦a ∧�♦b.

Both propositions a and b need to be fulfilled repeatedly in any order. However,
when deciding whether an infinite sequence fulfills φ, a model checking tool might
reduce the size of the automaton to impose a certain order of the propositions. This
does not limit acceptance in the case of infinitely many occurances, as required for
acceptance, but can improve the performance for model checking. Nevertheless, as
we consider each iteration sequentially in order to generate a sequence according
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to the specification, such a reduction of the automaton size is not desirable. While
a valid solution would still be possible to achieve, the additional limitation could
exclude more efficient alternatives. •

Finally, considering a mission as repeated finite iterations instead of one infinite
sequence is more intuitive in terms of the execution scheme presented in Chapter 7.

6.3.1 Cyclic Finite Automaton
We introduce the following automaton to capture the full expressiveness of the
considered LTL subset. The Cyclic Finite Automaton (CFA) captures the semantics
of a certain repetitive specification such as the part �φr of the above structure (6.1)
of a mission φ. Although the CFA is constructed from a finite specification, the
purpose is to represent the repeated suffix of an infinite specification. We formally
introduce the CFA as follows.

Definition 6.1 (Cyclic Finite Automaton). The Cyclic Finite Automaton C is a
tuple C = (Q, q0, α, δ, F ) given by
(1) a finite set of states Q,
(2) an initial state q0,
(3) an input alphabet α,
(4) a deterministic transition relation δ ⊆ Q× α×Q,
(5) a set of accepting states F .

In the CFA, acceptance is defined similar to the DFA, that is, a sequence σ
is accepted by the CFA if there exists a run ρ which reaches an accepting state.
However, a run cannot remain at an accepting state. In the next time step, the
run is instead reset to the initial state q0 and continues from there. We say that a
sequence σ is accepted multiple times (or infinitely often) in the case that ρ reaches
an accepting state after multiple resets (or infinitely often).

The idea of a CFA is to resemble the part of a run which is in a BA covered
by a loop through the set of accepting states. Intuitively, the initial state q0 of the
CFA can be considered as starting at one of the accepting states in the BA and the
CFA then captures all possible runs to again reach the set of accepting states F .

The CFA Cφr for φr formally relates to the BA Bφ for φ, as defined in (6.1), as
follows.

Proposition 6.1 (Equivalent Acceptance). Let σ = σpσs be a sequence with a
finite prefix σp and an infinite suffix σs. Furthermore, let σp be a safe prefix for φ
and σp � φi. Then, σ is accepted by Bφ if and only if σs is accepted by Cφ infinitely
often.

Proof. First, observe that σp � φi if and only if there exists a run ρBp described by
σp which reaches an accepting state of Bφ. For the only if -direction, assume that σ
is accepted by Bφ. Then, every consecutive accepting loop in Bφ described by the
continuation of σp fulfills φr and consequently, describes an accepting run in Cφ. For
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Figure 6.1: Example BA and CFA corresponding to the BA. For a simplified illus-
tration, propositions {a, b, c, d} are assumed to be mutually exclusive and infeasible
transitions are not drawn. Also, self-transitions which are trivially true are omitted.

the if -direction, assume that σs is accepted by Cφ infinitely often and consider that
σ = σpσs would not be accepted by Bφ. Since ρBp reaches an accepting state, this
would imply that σs violates �φr eventually and thus, contradict the assumption.
Consequently, the equivalence follows.

Example 6.3 (Relation between BA and CFA). Figure 6.1 illustrates the relation
between the BA Bφ and the CFA Cφr

for the specification

φ = ¬a U c ∧�
(
♦(a ∧ ♦b) ∧ ♦d

)
and consequently, with the repetitive part

φr = ♦(a ∧ ♦b) ∧ ♦d.

In particular, the accepting state q4 of the BA has been duplicated and forms not
only the accepting state of the CFA, but also its initial state q0. Furthermore, note
that the accepting loop of the BA is only a special case of the CFA and assumes
the order a, d, b to reduce the size of the automaton. However, the CFA encodes all
possible sequences as permitted by the specification φr. •

In the remainder of this thesis, we do not refer to the BA of an LTL mission
directly. Instead, we focus for clarity of presentation and without loss of generality
on the suffix as represented by a CFA. The prefix of φ can be incorporated by
considering a different automaton structure during the first iteration and then con-
tinuing subsequent iterations as given by the CFA. To do so, it remains to ensure
that the assumptions required by Proposition 6.1 hold for a sequence σ. Then, it
follows that σ � φ.

In particular, a suitable σp needs to be found. This can be done by constructing
the DFA Dφi of φi, which exists due to the finiteness of φi, and forming a product
of Dφi and Bφ, denoted by Dφi ⊗ Bφ. This product is defined as follows where
the subscripts D and B denote components of the respective automata Dφi and
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Bφ. The set of states is given as the product Q⊗ := QD × QB with initial states
Q0,⊗ := {q0,D}×Q0,B and accepting states F⊗ := FD×FB. The alphabet α⊗ := αB
is given by Bφ since αD ⊆ αB. Finally, the non-deterministic transition relation
δ⊗ ⊆ Q⊗ × α⊗ × Q⊗ has an element (q, ϕ, q′) ∈ δ⊗ if and only if there exists a
projected transition in both of the automata (qD, ϕ, q′D) ∈ δD and (qB, ϕ, q′B) ∈ δB
for q := (qD, qB).

Consider that there exists a run ρi in this product such that ρi reaches an
accepting state. It follows from the construction of the product that the run ρi
of a sequence σp satisfies φi and is a safe prefix for φ. Consequently, according to
Proposition 6.1, we can guarantee satisfaction of φ by first constructing a sequence
σp to reach an accepting state in Dφi ⊗ Bφ and then continue the sequence by
following the CFA Cφ for infinitely many resets.

6.3.2 Markov Decision Process
To express the physical capabilities of a robot in the system, each robotic agent is
modeled as a discrete Markov Decision Process (MDP), formally defined as follows.

Definition 6.2 (Markov Decision Process). A Markov Decision Process (MDP) is
given by the tupleM = (S,A,R, p) consisting of
(1) a discrete state space S,
(2) a finite set of actions A,
(3) a reward function R : S ×A→ R,
(4) a transition probability function p : S × A × S → [0, 1] where p(t|s, a) denotes
the probability that action a in state s will result in the next state being t.

To connect the agent model with symbolic mission specifications, we introduce
labels for the MDP. Considering a set of atomic propositions AP, a labeling function
λ : S → 2AP assigns a subset of propositions to each state s and exactly the propo-
sitions in λ(s) are true at s. Consequently, a sequence of states si ∈ S, i ∈ 1, 2, . . .
produces a symbolic sequence σ = λ(s1)λ(s2) . . . over which logical formulas can
be evaluated.

Given the MDP model of an agent, the agent’s behavior is controlled by a policy.
A stochastic policy π : S×A→ [0, 1] is a function which associates each state-action-
pair (s, a) with a probability π(a|s) that action a is performed in state s. In the
special case that π(a|s) ∈ {0, 1} for all s, a, the policy π is called a deterministic
policy.

In order to quantify how preferable a given policy π ∈ Π is, we introduce a
performance measure JM : Π → R which can be defined accordingly with respect
to the MDP M. A common choice for JM, and considered here as well for the
agent policies, is the infinite horizon discounted return, expressed by

JM(π) = E
τ∼π

[ ∞∑
t=0

γtR(st, at)
]



Chapter 6. LTL Option Decomposition 112

for a discount factor γ ∈ (0, 1) and trajectories τ retrieved by following the policy
π.

Of particular relevance here is the special class of MDPs called stochastic short-
est path (SSP) problem. An SSP is obtained by additionally defining a set of goal
states Sg ⊆ S. Upon reaching a state in Sg, the policy terminates. Typically, an
SSP setting considers costs rather than rewards, that is R(s, a) < 0 for all s, a.
Similarly, the so-called reach-avoid problem aims to reach a set of goal states, but
additionally defines a set of states Sa ⊆ S which needs to be avoided. Classically,
costs or rewards are not considered in the reach-avoid problem as instead, the vio-
lation probability is minimized. Finally, constrained MDPs consider a set of states
to avoid, but as well consider rewards. The goal then is to maximize rewards or
minimize costs for reaching a terminating state while the set Sa is avoided with
some probability bound.

6.3.3 Team Behavior

Finally, the models of all robots are combined to achieve the mission specification
by the team. As already discussed in the first part of the thesis, a straight-forward
way to do so would be to construct a product model between all agents, in this case
a Product MDP. However, this procedure is prohibitively complex for an increasing
number of agents.

Instead, we consider here a distributed approach where each robot follows a
local policy based on its MDP such that the resulting trajectories of all robots
fulfill the given specification. We thus complete the description of the considered
multi-robot system by formally defining how these resulting robot trajectories are
combined into one common team trajectory, which is then evaluated against the
mission specification.

The sequence of MDP labels of one robot r executing a policy is given by the
symbolic trajectory

(tr, σr) = (t1, λr(st1))(t2, λr(st2)) . . .

where ti denotes the time where the state of r changes, sti is the new state at time
ti, and λr(sti) denotes the label of sti . During the time interval [ti, ti+1), the state
sti is considered as the current state of the respective agent r. The stochasticity in
the environment concerns two aspects. First, the successor state of a current state
sti is selected with some probability from a set of possible successor states. Second,
the particular time ti when the state changes is uncertain and unknown in advance.

The trajectories of individual robots can then be combined into one common
team trajectory (tR, σR) for the team of robots R.

(tR, σR) = (t1,
⋃
r∈R

λr(srt1))(t2,
⋃
r∈R

λr(srt2)) . . .
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r1

r2

r3

Team

{π1}

{π1}

{π2}

{π1, π2}

{π2, π3}

{π1, π2, π3}

{}

{π2, π3}

{π4}

{π2, π4}

{π1, π4}

{π1, π2, π4}

Figure 6.2: Example for the composition of a team trajectory (bottom) from the
individual symbolic trajectories of three agents.

and we call σR alone the observed team sequence. At each time instance of the
team trajectory which does not occur in the trajectory of an individual agent, the
respective agent remains in its previous state.

Example 6.4 (Team Trajectory). Figure 6.2 shows an example of a team trajectory
combined from three different individual robot trajectories r1, r2, and r3. The
squares indicate a new state in any of the trajectories and are annotated with the
corresponding label.

For example, r1 enters a new state at the beginning of the considered trajectory
with label {π1}. This state remains the current state for r1 until it enters a new
state with label {}. However, due to state transitions of other robots, the state of
the team trajectors changes in between. For example, when r2 reaches the state
labeled with {π2}, the team state changes and is now labeled with {π1, π2} to
include π2 of r2, but also π1 which still is the label of the current state of r1.
Finally, note that the label is the union of all individual labels, as can for example
be seen for the proposition π2. •

6.4 Hierarchical Task Definition

The general approach considered here is to split the full planning problem of finding
actions for a team of robots to fulfill a temporally extended mission into a set of
smaller problems. In particular, each of these sub-tasks provides a solution to
find actions for a single robot to make progress towards satisfaction of the overall
mission. Thus, both layers are connected by the definition of a task.

This decomposition into a set of tasks is, similar as in the deterministic part,
based on the automaton-level irrespective of the underlying agent models. Given
the CFA of a mission specification, a decomposition of the full automaton into sub-
tasks that can be considered by the individual robots is described in the following.
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CFA Layer

q q′t

Q̄

ϕg

∨
i
ϕi

ϕc

MDP Layer

Sc

Si

Sg

Figure 6.3: Proposed hierarchical definition of a task. On the upper layer (left),
as task is considered as a transition in the mission automaton. On the lower layer
(right), a task corresponds to a policy planning problem to goal states.

For each sub-task, the robots can then find a local policy to fulfill it and thus, avoid
construction of a complex, centralized planning model.

6.4.1 Task Option Construction
To represent tasks, we follow the idea of temporally extended options for MDPs,
proposed by Sutton et al. [1999]. In general, an option o defines a policy π : Sπ×A→
[0, 1] over a subset of the state space Sπ ⊆ S of the MDP. The policy π is followed
until o terminates in a set of terminating states ST .

We propose here to automatically generate such options from the CFA Cφ in
order to decompose the given LTL specification φ. Specifically, we associate each
transition (q, ·, q′) ∈ δ in Cφ with one option o ∈ O.

Definition 6.3 (Task Option). Each task assignment is represented by an option
o as the tuple o = (q, q′t, r) given by
(1) an initial progress state q ∈ Q in which the option can be selected,
(2) a target progress state q′t ∈ Q as the goal of this option,
(3) a robot r ∈ R for which the option is defined over the local MDPMr.

The option is associated with three types of Boolean conditions, which can be
mapped back to the MDP states.

First, the self-transition condition ϕc at q defines the constraints which need to
hold true. The set of safe states Sc is therefore given by

Sc = {s ∈ S : λ(s) � ϕc}.

Staying within the set Sc ensures that the initial progress q may remain the current
one until the transition is executed.

Second, the transition condition ϕg from q defines the set of goal states Sg in
which the option terminates as desired, i.e.,

Sg = {s ∈ S : λ(s) � ϕg}.
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q0 q1

q2

m ∧ ¬n ∧ ¬u

m ∧
n s¬m ∨ u

¬s

Figure 6.4: Simplified CFA of the example mission φcheck.

When ϕg becomes true, the transition can be triggered and the option terminates.
Third, further transitions to another progress than q′t may exist. The set of

those possible further progress states is denoted Q̄ ⊂ Q. The associated Boolean
transition conditions ϕi, i ∈ {1, . . . , |Q̄|} define the transition sets

Si = {s ∈ S : λ(s) � ϕi}

in which a transition to qit ∈ Q̄ is triggered and consequently, the option terminates
as well. Note that there are generally multiple sets Si, i ∈ 1, 2, . . . as there can be
multiple successor states q′ ∈ Q̄.

In summary, a policy for the option needs to stay within the set Sq =
⋃
i Si ∪

Sg ∪ Sc in order to not violate φ at progress q. The option terminates in the set
ST =

⋃
i Si∪Sg. Figure 6.3 illustrates a task option on both layers of abstractions.

It shows how the part of a CFA transition and the relevant conditions are mapped
to the associated MDP state sets of the option.

Example 6.5 (Mission Decomposition). Figure 6.4 shows a simplified CFA for the
previously discussed example scenario of checking the status of a machine, here
given as the mission

φcheck = �♦(m ∧ ¬unknown)
∧�(need_supplies⇒ ♦supply_location)

to check a single machine m. We use the abbreviations u for unknown, n for
need_supplies, and s for supply_location. The simplification assumes that the
status cannot be unknown and known at the same time (¬u ∨ ¬n). Further it is
assumed that the machine is not at the supply location (¬m ∨ ¬s), and that the
status is initially unknown.

To illustrate the idea of LTL decomposition by MDP options, we take a closer
look at the option o = (q0, q1, r) for an agent r. In order to follow o, the agent
r needs to find a policy which reaches a state s ∈ Sg where λ(s) � m ∧ ¬n ∧ ¬u,
i.e., where it is at the machine and observed that no supplies are needed. However,
it can be the case that supplies are needed and thus, r reaches a state s′ where
λ(s′) � m ∧ n. In both cases, o terminates and the CFA transitions to another
progress state. In the first case, the target progress q1 is reached, but in the second
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case, the progress q2 is reached instead. Then, another option (q2, q1, ·) needs to be
followed in order to reach q1.

Note that the agent can select between two options in the initial state. One
option has the target that the machine needs supplies and the other option has the
target that no supplies are needed. Intuitively, an agent cannot influence the status
of the machine in the considered scenario. However, in general, some policies might
be suited better than others in order to achieve a certain target progress. •

6.4.2 Digression: Progress Level

When considering single transitions of an automaton as tasks towards satisfactions
of the overall specification, special attention is required to address the case of loops
in the automaton. When not addressed properly, a loop might lead to the case that
one robot completes a task and achieves some progress towards the mission goal,
but then another robot selects a task to revert this progress.

In this brief digression, we discuss this problem and propose a method to resolve
it. However, we do not consider the method further in this thesis as the problem
of avoiding loops is instead covered by the chosen planning approach in Chapter 7.
Still, the method is important when combining the model construction approach
with a different planning and coordination framework.

The standard definition of a CFA provides a notion about how a sequence can
be continued in order to eventually satisfy one iteration of the given LTL formula.
However, the CFA itself does not quantify the progress towards satisfaction achieved
by following a particular transition. While it is in general not possible to quantify
such a measure in a purely logical context, we define here the term progress for our
use as follows, using the above graph theory definitions.

Definition 6.4 (LTL Progress). Given the CFA C of an LTL formula φ; a tran-
sition from state q to q′ makes progress towards satisfaction of φ if no path exists
which leads back to q, starting from q′. Otherwise, the transition makes no progress
and is called reversible.

In this section, we present an approach to identify those transitions which make
a progress in a given CFA C. For this purpose, we assign a progress level L : Q→ N
to each state q ∈ Q, similar to the idea of a Progressive Function as presented in
[Tumova and Dimarogonas, 2014, Def. 8] or an Energy Function as in [Ding et al.,
2014, Def. 3.3]. We choose the progress level of a state such that L(q) < L(q′) if a
transition from q to q′ makes progress and L(q) = L(q′) if not, for all pairs q, q′ ∈ Q
which have a transition δ(q, ·) = q′ in D.

To determine the progress level for the progress states of a given automaton,
we employ the following two definitions from graph theory Mesbahi and Egerstedt
[2010].
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Definition 6.5 (Strongly Connected Component). In a directed graph D = (V,E),
a strongly connected component C ∈ SCCD is a set of vertices such that each vertex
in the set can be reached from any other vertex of the set.

We use the notation SCC: V → SCCD to denote the strongly connected com-
ponent including a vertex v ∈ V . In particular, v′ ∈ SCC(v) means that both v
and v′ are in the same strongly connected component.

Definition 6.6 (Vertex Boundary). In a directed graph D = (V,E), the vertex
boundary of a set of vertices S ⊆ V is another set of vertices VBD(S) ⊂ V such
that S∩VBD(S) = ∅ and for each v′ ∈ VBD(S), there exists a v ∈ S with a directed
edge (v, v′) ∈ E.

Algorithm 3 calculates such an implementation of the progress level function L.
The algorithm starts with the initial state q0 and its respective progress L(q0) = 0.
In the first part of the algorithm (lines 3-9), the states of all reachable strongly
connected components are determined and labeled with a corresponding level in-
creasing over the iterations. Afterwards, in the second part (lines 10-11), the highest
progress level is assigned to each state.

Figure 6.5 shows an example CFA and the progress levels at each state resulting
from Algorithm 3. Again, please note that the specific numbers do not necessarily
have a particular meaning and only their relation is what matters here. Still, for
the definition of L as given by Algorithm 3, the progress level indeed denotes the
minimum number of sub-tasks that have to be completed in order to reach a certain
progress state q.

It can be shown that the first part always terminates after a finite number of
iterations without specific assumptions regarding the structure of C.

Lemma 6.1 (Finite Labeling). The while-loop in line 3 of Algorithm 3 terminates
after at most |Q| − 1 iterations.

Proof. Given any two states qi, qj ∈ Q, consider the following three cases. (1) There
exists a cycle containing qi and qj. Then, qi and qj belong to the same strongly
connected component and thus, both are labeled during the same iteration. (2)
There exists a shortest path from qi to qj of length n edges, but no path from qj
to qi. Since the set of considered states in each iteration is given by the vertex
boundary of the previous iteration, qj is labeled at most n iterations after qi. (3)
There exists no path between qi and qj. At least one of qi, qj is not labeled during the
while-loop. The number of iterations does not increase in this case. Consequently,
the upper bound on the number of iterations is given by the longest, non-cyclic
path starting from the initial state q0 and its length is bounded by |Q| − 1.

Based on the assumption that every state is reachable from the initial state q0,
which is a given property of the CFA C by construction, it can further be shown
that indeed all states q ∈ Q are labeled with at least one level during the first part
of Algorithm 3.
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Algorithm 3 CFA Progress Level
Input: CFA C for which the levels should be determined
Output: Progress level function L : Q→ N
Notation Remarks:
SCCC – Strongly connected components of C, see Def. 6.5
VBD: 2Q → 2Q – Vertex boundary, see Def. 6.6
QL : N→ 2Q – States of given level, initially QL(i) := ∅,∀i
1: Qtodo ← {q0}; l← 0
I Determine possible levels for all states, see Lem. 6.1
2: while Qtodo 6= ∅ do
3: Qnext ← ∅
4: for all C ∈ SCCC : C ∩Qtodo 6= ∅ do
5: QL(l)← QL(l) ∪ C
6: Qnext ← Qnext ∪VBD(C)
7: Qtodo ← Qnext; l← l + 1
I Assign highest possible level, see Lem. 6.2
8: for all q ∈ Q do
9: L(q)← max{l : q ∈ QL(l)}
10: return L

Lemma 6.2 (State Labeling). For all q ∈ Q there exists an l ∈ N such that
q ∈ QL(l), given that there exists a path from q0 to q.

Proof. Given any two states qi, qj ∈ Q, only the following two cases are possible
under the given assumption. (1) There exists a cycle containing qi and qj. (2)
There exists a shortest path from qi to qj of length n edges, but no path from qj to
qi. In both cases, the states qi and qj are labeled as shown in the proof of Lemma
6.1.

q1 (0)

q2 (1)

q3 (1)

q4 (2)

q5 (1)

q6 (2)

q7 (2)

q8 (2)

q9 (3) q0 (4)

Figure 6.5: Example CFA structure (simplified for illustration) for the formula
♦(π1 ∧ ♦π2) ∧ ♦π3 ∧ �(π4 ⇒ ♦π1). The numbers in parenthesis at each state
denotes its progress level towards satisfaction of the specification.
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Based on this decomposition, an option would consist of a product of the agent
model with the SCC and its VBD of the current progress q. The resulting product
MDP associated with each option is considerably smaller than it would be for the
complete CFA and an agent-product is not required as well. However, this form
of decomposition still requires the explicit construction of a product between the
MDP and the CFA. This would prevent an abstraction as discussed in the previous
subsection.

6.5 Task Planning

After defining a mission decomposition as constructing a set of task options for each
of the robots’ MDPs, it remains to find policies for each of the robots corresponding
to a particular option. In other words, this section addresses how to construct a
constrained MDP planning problem from the previously determined sets of states
Sc, Sg, and Si. By following the resulting policies of a task option, the task can
be achieved and the respective transition in the CFA can be taken by the team
sequence of the robots.

The considered policy planning problem associated with an option is a con-
strained stochastic shortest path problem. We therefore choose the reward function
R(s, ·) < 0 for all s /∈ Sg and R(s, ·) = 0 for all s ∈ Sg and design the policy to
maximize the performance measure

JM(π) = E
τ∼π

[ ∞∑
t=0

γtR(st, at)
]

(6.2)

with a discount factor γ ∈ (0, 1).
To express the safety constraints, an additional penalty function D : S×A→ R

is introduced as

D : (s, a) 7→
{

0 if s ∈ Sc
1 otherwise.

(6.3)

One can now measure the performance of the policy with respect to the penalty
function D by

JD(π) = E
τ∼π

[ ∞∑
t=0

γtD(st, at)
]
. (6.4)

Strictly enforcing the safety constraints, i.e., st ∈ Sc for all t with probability
1, would require JD(π) = 0. However, it can be computationally advantageous
to tolerate some small degree of constraint violation by relaxing the penalization
condition to JD(π) ≤ ε for some small ε > 0.

Note that we do not explicitly penalize reaching the sets Si. An extension
to include this would be straight forward. However, we do not discuss this aspect
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further because it is not required to guarantee satisfaction of the overall specification
φ.

Summarizing, the policy planning problem for one option is to reach the goal set
Sg, in order to transition from q to q′t in the CFA, with minimal cost while staying
in the safe set Sc. This optimal policy planning problem can thus be formulated as

π∗ = argmax
π

JM(π)

s.t. JD(π) ≤ ε
(6.5)

where JM and JD are defined as in (6.2) and (6.4).
In general, many different planning techniques can be used to find option poli-

cies. However, we consider in the following specifically a formulation of the planning
problem as Linear Program (LP) and there is particular motivation for this choice of
policy planning. First, the LP formulation can explicitly consider hard constraints,
without the need to manually choose a (somewhat arbitrary) penalty factor for
constraint violation. And second, in contrast to, e.g., sampling-based methods, the
LP solution provides a policy for all states within Sc. This simplifies the re-use of
previously planned policies.

6.5.1 Policy Planning
We propose here to solve the constrained policy planning problem in (6.5) as a Lin-
ear Program (LP). The proposed approach follows the formalism of Altman [1999]
and efficiently computes for a given ε a stochastic policy such that the resulting
steady state distribution (also called the occupation measure) violates the safety
constraint by not more than ε. The details of this LP policy planning approach are
presented in detail in the following.

In the following, we denote by |S| the number of states and by |A| the number
of actions. Furthermore, let p(t|s, a) denote the probability to reach state t given
action a in state s, let γ ∈ (0, 1) denote a discount factor, and let the indicator
function δt(s) be 1 if s = t and 0 otherwise. We assume a negative reward R(s, a) <
0 for all states s /∈ Sg with goal set Sg ⊆ S and a penaltyD(s, a) > 0 for all violating
states s /∈ Sc ∪ Sg. Consider the following standard LP formulation to which we
will refer as the primal in the following.

min
y
bT y

s.t.AT y + c ≥ 0
(P)

The vector b ∈ R|S| denotes the initial state distribution where the entries for
each s ∈ S are given by

bs = (1− γ)ŝ0(s)

for a discount factor γ ∈ (0, 1) and we choose ŝ0(s) = 1
|Sc| for all s ∈ Sc to model

that the option can be selected at any feasible state s. The cost vector c ∈ R|S||A|
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denotes the negative reward for state-action pairs (s, a) ∈ S × A which an agent
receives before reaching the goal set Sg by

c(s,a) = −R(s, a).

Finally, the sparse matrix A ∈ R|S|×|S||A| denotes transition probabilities to reach
a state t ∈ S by the state-action pair (s, a) ∈ S ×A, given by

At,(s,a) = δt(s)− γp(t|s, a)

where δt(s) is the indicator function with δt(s) = 1 for s = t and δt(s) = 0 otherwise.
The decision variable y ∈ R|S| is called the value of a state, denoted by V (s) :=

ys for all s ∈ S. To motivate the above formulation of (P), observe that the
constraint

AT y + c ≥ 0

can be re-written as ∑
t

(
δt(s)− γp(t|s, a)

)
V (t)−R(s, a) ≥ 0

V (s)− γ
∑
t

V (t)p(t|s, a)−R(s, a) ≥ 0

and thus, enforces an upper bound for all state-action pairs (s, a) ∈ S ×A

V (s) ≥ R(s, a) + γ
∑
t

p(t|s, a)V (t)

on the Bellman equation

V ∗(s) = max
a

[
R(s, a) + γ

∑
t

p(t|s, a)V ∗(t)
]
.

In order determine a policy, the dual of (P) can be be formulated. The decision
variable x ∈ R|S||A| of the dual

max
x
− cTx

s.t.Ax = b
(D)

denotes the occupation measure and can directly be interpreted as a stochastic
policy

π(a|s) = x(s, a)∑
a′ x(s, a′) . (6.6)



Chapter 6. LTL Option Decomposition 122

Again, this formulation has a natural interpretation when considering its con-
straints for all t ∈ S as follows

Ax = b∑
(s,a)

(
δt(s)− γp(t|s, a)

)
x(s, a) = (1− γ)s0(t)

∑
a

x(t, a)− γ
∑
(s,a)

p(t|s, a)x(s, a) = (1− γ)s0(t)

which resembles the required flow conservation of occupancies as∑
a

x(t, a) = (1− γ)s0(t) + γ
∑
(s,a)

p(t|s, a)x(s, a)

In order to also incorporate the constraint JD(π) ≤ ε of (6.5), the dual for-
mulation can be extended accordingly by an additional constraint. Consequently,
we obtain the following complete problem formulation to which we refer as the
restricted dual

max
x
− cTx

s.t.Ax = b

Gx ≤ h

(RD)

and the resulting policy obtained by (6.6) solves (6.5).
In addition to the previously defined model, the first row of G ∈ R1×|S||A|

captures the penalty function

G1,(s,a) = D(s, a)

for a state-action pair (s, a) ∈ S×A and the constraint requires the penalty h ∈ R1

over all pairs (s, a) to remain below the threshold

h1 = ε.

Finally, we can recover the primal of the restricted dual as

min
y,z

bT y + hT z

s.t.AT y +GT z + c ≥ 0
(PRD)

with the additional decision variable z ∈ R≥0 denoting a weight on constraint
penalization. This now bounds the value function by

V (s) ≥
(
R(s, a)− zD(s, a)

)
+ γ

∑
t

p(t|s, a)V (t)
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i.e., it induces additional costs at states s which receive a penalty D(s, a). Note that
the decision variable z can be seen as finding a penalty scaling which is sufficiently
high to formally guarantee the violation bound.

In the context of an option, the planned policy π terminates when reaching the
goal set Sg instead of running for an infinite number of steps. Consequently, the
problem can be seen as a stochastic shortest path (SSP) problem by setting the
transition probability p(t|s, a) = 0 for all states t and actions a to zero if s ∈ Sg.
This reflects the intuition that no further action is selected in a goal state. Indeed,
when considering (P), this case leads to V ∗(s) = 0 for all s ∈ Sg, which is a usual
assumption in episodic MDPs.

To incorporate dead ends, i.e., assuming that an episode ends at s̄ if D(s̄, a) > 0,
set p(t|s̄, a) = 0 for all t, a if s̄ /∈ Sc. This fixes the value function to V (s̄) =
−zD(s̄, a). This case is similar to goal states, however, a nonzero penalty is received
whenever the episode stops in a dead end.

6.5.2 Policy Evaluation
Given the MDPM and a policy π of an option, as calculated above, several prop-
erties of the closed-loop system can be evaluated as shown in the following. We are
particularly interested in predicting the expected duration, the expected final state
distribution as well as the probabilities to transition to a new progress states.

To compute these quantities, we first construct an absorbing Markov Chain
(MC). An MC is the special case of an MDP where no actions can be selected and
is a useful formalism here to describe the evolution of the closed-loop system under
the policy π. Accordingly, the transition probability pMC(t|s) of an MC denotes the
probability of transitioning to a next state t solely conditioned on the current state
s since the action is already selected according to π. The transition probabilities
pMC : S × S → [0, 1] of the MC are then given by

pMC(t|s) =
∑
a∈A

π(a|s)p(t|s, a). (6.7)

By the definition of an option, there exists a set of absorbing states Sa = S \Sc
at which the option terminates. States which are not absorbing are called transient.
Based on Sa, the transition matrix TMC with entries pMC(t|s) can be arranged in
its canonical form as

TMC =
[
Q R
0 I

]
(6.8)

where Q denotes transition probabilities within the set of transient states and R
denotes transition probabilities from a transient state to an absorbing state, both
as given by pMC . I is the identity matrix to indicate that absorbing states cannot
be left and 0 denotes that the probability to transition from an absorbing state to
a transient state is zero.
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The so-called fundamental matrix N of the MC is then given by

N =
∞∑
k=0

Qk = (I −Q)−1. (6.9)

Illustratively, an entry Nij gives the expected number of visits of the transient state
sj when starting at the transient state si.

N can be used to evaluate several properties of the MC based on a given state
distribution ŝ and consequently, of the closed-loop system behavior when selecting
the respective option in states sampled from ŝ.

The expected duration of an option o is given by the expected number of steps
in the MC before being absorbed and can be calculated by

do = (N1)T ŝ[t] (6.10)

where ŝ[t] denotes a vector over transient states s with ŝ[t]
s = ŝ(s). By definition,

the duration when starting at an absorbing state is zero since the option terminates
immediately.

The final state distribution after the option o terminated, i.e., the distribution
over absorbing states, is given by

ŝo = (NR)T ŝ[t] + ŝ[a] (6.11)

where ŝ[a], similar as ŝ[t] above, denotes a vector over absorbing states s with
ŝ

[a]
s = ŝ(s) and the transition matrix R is given by (6.8).

Finally, the progress transition probability, that is the probability that an option
o leads to some progress state q′i can be calculated as follows. Let ϕi denote the
transition condition in order to transition to q′i and Si the set of states where ϕi
holds as defined in Section 6.4. Note that Si ⊆ Sa due to the determinism of the
CFA C. The probability p(q′i|q, o) is then given by

p(q′i|q, o) =
∑
s∈Si

ŝo(s) (6.12)

with ŝo(s) from Eq. (6.11). Note that π is planned to reach the goal set Sg and
thus, transition to the target progress q′t of o. However, there exists in general a
non-zero probability of transitioning to a different progress q′i.

Note that an option policy might need to be evaluated for different initial state
distributions ŝ. Consequently, the properties stated above need to be evaluated for
each new ŝ again. However, such a re-evaluation is computationally cheap, as the
expensive calculation of N has to be done only once in the initial planning phase
as it only depends onM and the policy π.

6.6 Hierarchical LTL-Task MDP

We conclude this chapter by formally summarizing the idea of the Hierarchical
LTL-Task MDP as the formalism to describe the problem of decomposing a given
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q1

q2

q3

or12 = (q1, q2, r1)

or22 = (q1, q2, r2)

or13 = (q1, q3, r1)

or23 = (q1, q3, r2)

Figure 6.6: Illustration of the considered options with ori denoting the option by
robot r to reach qi, here for two robots and two target states.

single LTL specification into a set of task planning problems for the available team
of robots. After introducing one option for each CFA transition as presented in
Section 6.4 and evaluating the policy properties as described in Section 6.5.2, we
implicitly construct the Task MDP as follows.

The Task MDP has a similar structure as the CFA. In particular, the Task
MDP has the same state space Q as the CFA and N actions for each transition in
the CFA, given by the respective options and N available robots to execute each
of them. However, the transition matrix of the Task MDP is stochastic due to the
unknown progress state outcome of an option.

Definition 6.7 (Task MDP). The Task MDP T corresponding to the CFA C of a
specification φ for a team of N robots is the tuple T = (Q,O, T,R) given by
(1) a state space Q identical to the states of C,
(2) a set of options O ⊆ Q × Q × N where (q, q′, r) ∈ O,∀r if and only if ∃ϕ ∈
αC : (q, ϕ, q′) ∈ δC,
(3) a stochastic transition function T : Q × O × Q → [0, 1] where T (q, o, q′) :=
p(q′|q, o) denotes the probability of transitioning from q to q′ by following option o,
(4) negative rewards R : Q × O → R<0 corresponding to the expected duration of
the respective option o given by do.

To emphasize the role of the different robots, Figure 6.6 illustrates the set of
options from which the team can select at a specific progress state q. For each
possible target progress q′ of an option o, any of the robots can potentially be
selected to execute o. Depending on this choice, not only the expected duration
do is different depending on the respective robot MDP, but also the transition
probability p(q′|q, o) to reach the target as well as the probabilities p(qi|q, o) to
reach any other progress qi can be different.

Finally, although T appears to be a standard MDP with given transition prob-
abilities and action rewards, it is not practical to apply standard MDP methods
to plan a team policy in T . First, in order to coordinate an increasing number of
agents, a decentralized allocation procedure is desirable, i.e., one procedure that
each agent can follow in order to agree on a common task-level strategy. Second,
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Figure 6.7: Topological map of the environment to represent navigation actions,
while nodes are labeled with atomic propositions.

although transition probabilities and rewards are given, they are expensive to eval-
uate. Consequently, we aim to reduce the number of required evaluations by the
coordination framework presented in Chapter 7.

6.7 Case Study

This case study illustrates how the proposed Hierarchical LTL-Task MDP handles
dependent tasks and coordinates the execution between multiple robots. In par-
ticular, the aspect of preparing future tasks based on the probabilistic prediction
of task progress is highlighted here. For clarity of the discussion, we do not cover
repetitive tasks in this case study, but instead refer to the next chapter for further
details regarding this. Also, the multi-robot coordination algorithm used to select
the tasks for execution and to assign them to robots is not further considered here
and will be detailed further in the next chapter.

The case study scenario is based on the office environment depicted in Figure 6.7.
The proposition r denotes a room with access restrictions which requires permission
by two persons, provided for example by entering an access code via the touch
display of the robots. The locations denoted by ai and bi indicate where the required
persons can be found with some probability. For this case study, we assume that the
persons can be found at a2 and b1, but this is not known to the robots in advance.
Furthermore, we assume for simplicity that the expected duration of a navigation
action is proportional to the distance between two locations.

The goal to access room r while respecting the access restrictions is expressed
by the finite specification

φ = φi = ♦r ∧ (¬r U ac) ∧ (¬r U bc)

where ac, bc denote that the confirmation has been given. The automaton con-
structed from φ is shown in Figure 6.8.
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Figure 6.8: Automaton constructed from φ. Transitions are simplified to those
which are feasible in the given environment, e.g., ac and bc are never true at the
same MDP state (infeasible transitions are indicated by dashed arrows).

We get the following qualitative results after sending this mission to the robots
and refer to Appendix B for a video which shows the execution of this case study and
the two variations discussed below. Initially, R1 gets assigned option o12 leading
from q1 to q2 and R2 gets assigned the option o24 based on the assumed task progress
q2. Consequently, the policy of R1 leads the robot to b1 and the policy of R2 leads
towards a1. Note here that R2 decides to go to a1 instead of a2 because it is closer
and we assume the same probabilities. Also, note that R2 only moves towards a1,
but its initial policy does not let it actually attempt to reach ac, according to the
self-transition condition at q1. How this condition is ensured is described in more
detail in Chapter 7, however, this is only possible because the constructed model
captures such conditions.

The first replanning (Fig. 6.9, left) occurs after R1 reached b1, observed bc, and
thus, completed its option to reach mission progress q2. Since R2 is already close to
a1, it gets assigned the first option o24 which it is now allowed to complete, while
R1 gets assigned the option o40 to then complete the mission. Now, assuming that
ac cannot be observed at a1, R2 fails to complete o24 as expected and updates the
event probability PS(eac , a1) = 0 to indicate that ac is not observed at a1 (Fig. 6.9,
middle).

Figure 6.9: RViz screenshots of the simulated system during execution of φ.
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Approach Robots Mission Time
no preparation 2 140.3 sec
proposed 2 98.5 sec
proposed 5 49.4 sec

Table 6.1: Time required to fulfill the mission φ in the discussed cases.

Resulting from the model update, R1 is now the robot with a lower cost solution
for o24 by going to a2. Instead, R2 gets assigned o40. Since R2 reaches the waypoint
next to c faster than R1 can complete o24, it can be observed that R2 waits for R1
(Fig. 6.9, right). After R1 finished o24, R2 keeps the assigned o40, which it already
almost completed, and finishes the mission by entering c.

A considerable benefit of the presented coordination approach is that the hierar-
chical model of task options enables the robots to anticipate the future state of the
team and consequently, prepare future parts of the mission. To quantify this bene-
fit, we compared our approach to a simpler coordination strategy where no mission
progress is predicted and each robot is simply assigned the one available option
which it can satisfy with lowest duration. As shown in Table 6.1, a significantly
lower mission completion time can be achieved when preparing future tasks. While
the particular speed-up depends on the specific mission, the advantage becomes
especially relevant for increasingly complex goals.

In addition, we show that the approach scales to more agents due to its dis-
tributed nature when each robot evaluates its best possible contribution in a de-
centralized way. Indeed, the time required for the mission can be reduced by adding
more agents. Note that Mission Time in Table 6.1 includes all time required for
planning and coordination. Specifically, in the two-robots case, a robot required
at most 3.1 seconds of planning time in total, using on average 1.8% CPU dur-
ing these times. Although the planning time is slightly higher in the five-robots
case (5.1 seconds, 1.3% CPU), potentially influenced by simulating the additional
robots, this indicates that the computational complexity of more robots is clearly
not as limiting as it would be the exponential size of a centralized product between
the robots.



CHAPTER 7

Multi-Robot Task Coordination

Building upon the idea of the Hierarchical LTL-Task MDP as introduced in Chap-
ter 6, the robots need to coordinate assignment and execution of the identified tasks.
While each of the robots is able to plan a safe policy to execute a particular task
locally, these tasks should be distributed to the available robots and coordinated in
a way that achieves the overall mission specification in a robust and efficient way.

Executing a single mission specification by multiple robots while facing uncer-
tainty in the environment is a significant challenge that is not solved by solely
decomposing the mission into a set of tasks, especially when these tasks are not
fully independent. Even under the assumption that each robot is already assigned
a task to follow and has planned a local policy to achieve the task, temporal con-
straints such as required sequence relations need to be guaranteed. In addition, the
process of task allocation itself plays a significant role in the coordination of robots
and, in particular, for the efficiency of the resulting behavior.

Considering the optimality of solutions in the context of uncertainty in the sys-
tem becomes much less intuitive from a practical point-of-view. The most common
definition of optimality under uncertainty relates to optimality in expectation, that
is, the summed cost of all possible outcomes of a behavior weighted by their re-
spective probability. While this measure is most suitable to statistically quantify
long-term efficiency, single realizations of the behavior can be significantly more
expensive than the expectation. To address this discrepancy, other measures con-
sider, for example, a worst-case cost. Still, practically speaking, by only observing a
small set of realizations, it is not always immediately apparent whether a behavior
is optimal regarding some measure.

In addition, due to the increased problem complexity, finding the optimal solu-
tion becomes computationally expensive and is often intractable for relevant prob-
lem sizes. While we still aim for efficient solutions as discussed further in this
chapter, the approach we propose here does not guarantee to find an optimal be-
havior. Instead, to properly address the dynamic and uncertain environment, we
focus here on a coordination approach which allows the team of robots to flexibly
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adapt their behavior to online observations and, for example, to re-allocate tasks
in order to better balance work between the robots.

To obtain such a flexible coordination scheme, we aim for a distributed approach
where each robot evaluates the set of possible next tasks as given by the Hierarchical
LTL-Task MDP introduced in Chapter 6. The robots then communicate in the form
of sequential auctions to determine an assignment of the next task to one of the
robots and continue these auctions until each robot is assigned one task. Whenever
one robot completes its assigned task, the robots coordinate again in a receding-
horizon fashion. This form of task allocation allows the robots to locally determine
their possible contribution and then efficiently decide on a team strategy.

However, one downside of the computational efficiency of sequential auctions is
indeed their potential inefficiency in terms of found solutions. While this does not
affect the primary objective of finding feasible solutions to guarantee a given goal
specification, following an inefficient behavior to satisfy repetitive tasks multiplies
the inefficiency over time.

Nevertheless, repetitions also provide the potential for incrementally improving
an initial and possibly inefficient solution. In particular, we propose here to com-
bine the auction-based task allocation with a learning approach to approximate the
efficiency of particular task assignments. Based on these estimates, the robots learn
to better consider the long-term consequences of their auctioned task assignments
and consequently, improve their team strategy over time. Indeed, the combination
of auctions and learning appears to be a promising compromise between a computa-
tionally tractable method and a good quality of resulting solutions. In addition, the
learning-based estimate is particularly well suited for the dynamic and uncertain
environments considered here.

The remainder of this chapter is structured as follows. Section 7.2 summarizes
existing work related to multi-robot coordination under uncertainty, especially re-
garding auction algorithms and reinforcement learning Section 7.3 presents our
approach on sequential task auctions and the proposed receding-horizon execution
scheme. Section 7.4 then addresses learning of the efficiency estimates and dis-
cusses several important aspects thereof. Finally, Section 7.5 concludes the chapter
with a case study to illustrate the auction scheme and, in particular, motivates the
learning approach by an illustrative example.

7.1 Problem Statement

We build upon the model introduced in Chapter 6 and present a framework to
coordinate multiple robots following the resulting LTL options as formulated in the
problem statement below. Recall that each of these options not only defines a goal
condition, but also constraints that need to hold during execution. Consequently,
the coordination approach is required to guarantee that these constraints are not
violated by the other robots.
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Problem 7.1 (Multi-Robot Coordination). Given a sequentially dependent set of
tasks and a team of robots, allocate available task options to robots and coordinate
their execution in a way that guarantees the given LTL mission specification and
that improves performance of the resulting multi-robot behavior over time.

In particular, the performance is an important aspect for pratical application.
In the proposed context of MDP options, this performance is primarily influenced
by the allocation of options to agents as well as which agent has priority in terms of
the constraints that need to be followed by the other agents. As motivated above,
this aspect is addressed by following a learning-based approach to improve an initial
behavior over time.

7.2 Related Work

In extension to planning static cooperation in a multi-agent system, methods for
planning under uncertainty and sequential decision-making are especially useful to
plan cooperation when the outcomes of actions or the success of tasks is unclear.
This is of particular interest in multi-robot systems, which often interact with an
only partially known environment and usually experience a high degree of uncer-
tainty Thrun et al. [2005].

While many approaches exist which notably contribute to solving similar prob-
lems as the one stated above, it generally remains an open problem to efficiently
decompose and allocate a given temporal specification to multiple agents while
coordinating their interaction in a way that considers long-term performance, espe-
cially in stochastic environments. Before giving a broader overview over the most
relevant topics for this section, auction-based allocation and reinforcement learn-
ing, we discuss some particularly related approaches which look into similar overall
problems of coordinating a team of robots under uncertainty to fulfill a common
set of tasks.

Omidshafiei et al. [2017] model the problem of multi-robot delivery tasks as a
decentralized partially-observable MDP (Dec-POMDP) over temporally extended
macro-actions (Dec-POSMDP) and propose a framework for asynchronous decision-
making. In addition to the performance improvement compared to classical Dec-
POMDP planners, achieved by introducing the macro-actions, the work by Omid-
shafiei et al. [2017] enables consideration of uncertainty about the state of other
robots and consequently, is well-suited for jointly executed or closely coupled multi-
agent actions. However, the transportation scenario discussed by the authors in-
cludes only a small degree of uncertainty and it remains questionable how the
approach would perform in the scenario we consider here. In particular, scenarios
like the one of interest require reactions to specific observations instead of estimat-
ing the expected observations made by the other agents. Furthermore, we argue
that the specification of a joint Dec-POSMDP reward function is less intuitive in
scenarios like the considered one than stating the goal as a temporal logic specifi-
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cation, for example because a reward function requires careful tuning of the reward
values in order to guarantee that the desired behavior is obtained.

The framework proposed by Faruq et al. [2018] is also closely related to the
scenario of interest. In fact, this work is an extension of our proposed STAP idea,
see Chapter 4, towards considering uncertainty based on the publication Schillinger
et al. [2018b]. In particular, the approach is well-suited in the case that the failure
of some robots needs to be accounted for and is demonstrated in the context of
patrolling tasks. The re-allocation of tasks appears promising in the context of
the scenarios considered here, however, preparation of possible future tasks is not
covered due to the independence assumption of concurrent robot policies.

Tumova and Dimarogonas [2016] use an event-based approach to flexibly adjust
the plans of the agents with respect to dynamic requests. It is assumed that the
agents have pre-assigned tasks, but cannot solve them completely on their own.
Instead, requests are sent as certain synchronization actions to enable collabora-
tion between the agents. In our case, synchronization is done automatically as
derived from the LTL goal specification and no explicit decomposition into tasks
or their initial assignment is required. The replanning at synchronization points
as proposed by Tumova and Dimarogonas [2016] also allows to cope with a small
degree of uncertainty, especially uncertainty in the duration of actions. However,
different outcomes of actions or the probability of successfully serving a request is
not considered.

7.2.1 Auction-based Task Allocation
While centralized planning models generally scale exponentially in the number of
agents or require rather limiting assumptions Durfee and Zilberstein [2013], dis-
tributed approaches like auctions [Bertsekas, 1988] reduce the computational com-
plexity by approximating good solutions in a decentralized fashion Smith [1980],
Gerkey and Mataric [2002]. Auction-based approaches usually include, as for ex-
ample discussed in the survey by Dias et al. [2006], decomposability of a global task
into subcomponents and allocation of these components based on individual utility
functions of the agents.

A distinction is made between sequential single-item auctions [Koenig et al.,
2006, Lagoudakis et al., 2005] and bundle auctions [Choi et al., 2009, Koenig et al.,
2007]. In the first case, only a single task is assigned during one iteration of the
auction algorithm before the agents re-evaluate the respective task utilities. While
this reduces the computational complexity, the optimal solution can only be ap-
proximated, for example by a 2-approximation in the case of a Euclidian cost space
[Koenig et al., 2006]. Still, the greedy assignment procedure can have a significant
impact on the quality of a solution. On the other hand, bundle auctions assign sets
of multiple tasks at the same time. Choi et al. [2009] combine such auctions with
a protocol to find consensus regarding the best known task utilities between the
agents in order to allocate a set of given tasks.

More complex interaction between the agents can be achieved by hierarchical



133 7.2. Related Work

sub-contracting [Zlot and Stentz, 2005] or the contract net protocol [Durfee and
Zilberstein, 2013], enabling agents to delegate parts of their auctioned tasks to
others. So-called opportunistic centralization [Kalra et al., 2005, Dias, 2004] follows
a similar idea to plan some coordination-intensive tasks partially centralized while
still following a distributed algorithm for the rest.

Particularly relevant for allocating LTL tasks is the coordination of concurrent
actions to guarantee that the emerging multi-agent behavior does not violate the
constraints Stefanescu [2006]. While, for example, Rohanimanesh and Mahadevan
[2005] directly generate concurrent actions in a centralized way, we address this as-
pect in a decentralized way primarily based on the task specification. Nevertheless,
we employ the formalism proposed by Rohanimanesh and Mahadevan [2003] to
consider interruption of concurrent actions for subsequent assignment, as for exam-
ple done by Omidshafiei et al. [2017] to coordinate a robot team in a decentralized
POMDP setting and by Toussaint et al. [2016], Munzer et al. [2017] for concurrent
activities of a two-arm manipulator.

7.2.2 Reinforcement Learning
To mitigate the performance impact of auction-based task allocation, we propose to
use techniques from Reinforcement Learning (RL) [Sutton and Barto, 1998, Busoniu
et al., 2010] to improve the quality of an initial multi-agent policy over time. While
RL is quite general, it has proven to be particularly useful in robotics [Kober et al.,
2013]. Still, in the context of multi-agent RL, it remains a challenge to account for
the varying policies of other agents during learning as well as formally stating a
learning goal [Panait and Luke, 2005, Busoniu et al., 2008].

To address the varying policies of other agents, Best et al. [2016] use Monte-
Carlo Tree Search (MCTS) to determine when to communicate respective agent
policies and Kok and Vlassis [2006] study payoff propagation in the context of multi-
agent learning. In contrast, Dietterich [2000] present a hierarchical approach to re-
inforcement learning by decomposing the value function accordingly. Ghavamzadeh
et al. [2006] extend this idea by decomposing rewards into sub-tasks of a Semi MDP.
Lowe et al. [2017] employ an actor-critic approach to multi-agent learning by assum-
ing full knowledge of the other agents’ policies during training and estimate their
policy afterwards. Our proposed approach instead estimates the team performance
based on local observations of task completions.

Dias et al. [2006] discuss the connection of learning to market-based approaches,
for example by learning bidding strategies [Oliveira et al., 1999] or the performance
of subtasks [Pippin and Christensen, 2013]. Alternatively, learning can be combined
with planning or allocation methods more implicitly by learning the environment
model. This is particularly useful to learn the high-level outcomes of actions such as
navigation success [Chen et al., 2012b, Pulido Fentanes et al., 2015] or the behavior
of other agents in the environment [Chinchali et al., 2016].

To state a learning goal, temporal logics can be used to guarantee constraints
[Sadigh et al., 2014, Littman et al., 2017] or specify a reward function [Li et al.,
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Figure 7.1: Illustration of the multi-agent coordination approach followed by the
described system.

2017]. For example, Jones et al. [2015], Aksaray et al. [2016] propose a Q-learning
approach to learn a policy which satisfies a given temporal logic goal. By intro-
ducing MDP options for each atomic proposition of the specification, Li and Belta
[2016] reduce the complexity of learning a specification-conform policy. However,
these approaches do not consider multiple agents and often require a learning phase
before it can be guaranteed that the specification is fulfilled. Here, we follow an
approach to guarantee the specification from the beginning and improve the per-
formance online during execution.

7.3 Auction-based Task Allocation

In order to coordinate the team of robots, we propose an auction-based allocation
algorithm. This distributed task allocation scheme allows the robots to sequentially
assign tasks based on the locally evaluated MDP option policies. Depending on
the estimated duration and outcome probability of a task, the robots submit a
corresponding bid to the team in order to decide on the next task assignment.

Before going further into detail, recall the Hierarchical LTL-Task MDP intro-
duced in Chapter 6. In particular, a decomposition into auctionable tasks is given
by this model. This includes an estimate of durations and transition probabilities
of the respective tasks, as locally evaluated by each of the robots. The auctions can
be understood as defining a high-level policy for the team of robots on the upper
level of this hierarchical model and consequently, complement the policy planning
on the lower layer as covered by Chapter 6.

An overview of the proposed coordination procedure is given in Figure 7.1.
The agents can perform a decomposition of the mission independently from each
other, but repeatedly communicate in order to coordinate the required sub-tasks
of the mission by following an auction scheme. After an allocation has been found,
each agent executes its assigned option, again independently from each other. This
process is repeated whenever the option of one agent terminates and the agents
update their cost-to-go estimate accordingly. The cost-to-go estimate, in return,
allows the agents to improve their allocation in the auction step. However, we first
focus on the auction scheme in this section and assume the cost-to-go estimate as
given. How the cost-to-go estimate is determined will then be subject of Section 7.4.
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7.3.1 Probabilistic Sequential Auctions

We propose that the multi-agent team synchronously follows a sequential auctioning
procedure to allocate the task options. On a high level, the idea of the sequential
auction algorithm is as follows. In every auction round, each agent r ∈ R holds a
predicted progress distribution q̂ : Q→ [0, 1] for the team progress and a predicted
state distribution ŝr : Sr → [0, 1] for its own physical state in the local MDP agent
model. In the first auction round, q̂ and ŝr are initialized by the measured current
states.

The following five steps are then repeatedly executed synchronously by all
agents.

Step 1: Option Evaluation. The set of admissible options Orq̂ for an agent r
is given by all options starting in a progress state with non-zero probability in the
predicted progress distribution q̂, that is

Orq̂ = {(q, q′, ρ) ∈ O : q̂(q) > 0, r = ρ}. (7.1)

Each admissible option o ∈ Orq̂ is evaluated by planning an option policy and
calculating its expected duration do, see Eq. (6.10), and the transition probabilities
to other progress states p(q′|q, o), see Eq. (6.12).

Step 2: Bid Selection. Each agent r selects one option for which it submits a
bid to the other agents. To select the bid, the agent evaluates a function bro : Orq̂ → R
defining the value of a bid. The design of the function bro is critical for the correctness
and the efficiency of the approach. Illustratively speaking, the function should
reflect the expected mission completion time resulting from agent r following the
option o. However, calculating a suitable bid value is non-trivial in the considered
multi-agent Task MDP setting. We specifically discuss an appropriate choice of bro
later on in Section 7.3.3.

Without loss of generality, we assume that the option with minimal value is
considered as bid, i.e.,

o = argmin
o∈Or

q̂

bro (7.2)

Step 3: Winner Selection. Once the bids of all agents r are available, the
winning agent r∗ of the current auction round and its respective option o∗ are
determined as

r∗, o∗ = argmin bro. (7.3)

If all bids are shared between all agents, this computation can be performed decen-
tralized by each agent.

Step 4: Progress Update. After selection of the winning option o∗, the team
progress distribution q̂ is updated for the next auction round k+ 1. For q denoting
the progress at which o∗ becomes active and q′ denoting progress states possibly
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Algorithm 4 Probabilistic Single-Option Auctions (PSO)
Input: Current team progress qc and physical agent state sρc
Output: Next option oρnext for the executing agent ρ
Notation Remarks:
ρ ∈ R – the agent which executes this algorithm
Run – set of agents which have not been assigned an option

I Initialize distributions for predicted states
1: q̂(qc)← 1; q̂(q)← 0, ∀q 6= qc
2: ŝρ(sc)← 1; ŝρ(s)← 0, ∀s 6= sρc
3: Run ← R

I Repeat until each agent is assigned an option
4: while Run 6= ∅ do
5: for all o ∈ Oρq̂ do . Eq. (7.1)
6: Plan option policy πo . Eq. (6.5)
7: Estimate option duration do . Eq. (6.10)
8: Estimate probabilities p(q′|q, o) . Eq. (6.12)
9: Calculate option bid bo . Sec. 7.3.3
10: Select bid bρo to share . Eq. (7.2)
11: Exchange bids between all agents
12: Select winning bid o∗ and agent r∗ . Eq. (7.3)
13: Update predicted progress q̂ . Eq. (7.4)
14: if r∗ = ρ then
15: if oρnext not set then oρnext ← o∗

16: Update predicted state ŝρ . Eq. (6.11)
17: Run ← Run \ {r∗}
18: return oρnext

resulting from execution of o∗, the update is based on the transition probabilities
of T and computes as

q̂k+1(q′) = q̂k(q′) + p(q′|q, o)q̂k(q) (7.4)

for all q′. After this update, we set q̂k+1(q) = 0 since following option o∗ ensures
that the team will not end at q.

Step 5: State Update. The winning agent r∗ updates its predicted state
distribution ŝr∗ for the next auction round by obtaining the final state distribution
of option o∗ as given in Eq. (6.11).

These steps are repeated in auction rounds until each of the agents has won
at least one round and is thus assigned at least one option ornext to be executed
next. We summarize the above described procedure in Algorithm 4 and refer to it
as Probabilistic Single-Option Auctions (PSO).
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Figure 7.2: Example for a two-agent scenario where the locations l1, l2, and l3 have
to be visited in this order. The fact that one agent can win multiple auction rounds
leads to a much more efficient assignment here.

Note that, while the size of Orq̂ (line 5) grows during subsequent auction rounds,
only one new option is selected in each round (line 11). Consequently, only the
newly reachable progress states of the last assigned option need to be evaluated
while the policies πo for all previously considered options can be re-used. This
requires constant computational effort with respect to the size of Orq̂ .

We conclude the description of the PSO auction algorithm by two examples,
highlighting important aspects of the proposed method. First, one agent can be
assigned multiple tasks because all agents participate in all auction rounds. This
can often be beneficial, as we illustrate in Example 7.1 below. Irrespectively of
assigning multiple options to an agent, it can be shown that no agent wins infinitely
many auction rounds and consequently, Algorithm 4 always terminates under mild
assumptions as will be shown in Lemma 7.1. However, as this termination guarantee
depends on how the bids are calculated, we defer the discussion to Section 7.3.3.

Example 7.1 (Multiple Options Assignment). Assume that three locations, de-
noted by l1, l2, and l3, need to be visited in this order and that the distance as
depicted in Figure 7.2 is proportional to the associated cost. In the first auction
round, r1 is assigned to visit l1 since it is closest. For the second auction round, r1
is predicted to be at l1 while r2 is still at its initial location. Consequently, the cost
for r1 is the sum of its already assigned cost of going to l1 and the cost of going
from l1 to l2 while the cost for r2 is only the cost of directly going to l2. However,
the cost for r1 is still lower and thus, r1 is assigned to visit l2. Finally, r2 is assigned
to visit l3. •

The second important aspect is that an option can terminate in another progress
state as planned. Consequently, agents must consider in their bids that the respec-
tive option might not be required with some probability.

Example 7.2 (Auction Assignment). Figure 7.3 illustrates a possible assignment
after performing a sequence of auction rounds by four agents. The current progress,
shown left, is q0 and agent r1 is assigned the first option, leading to q1. However, for
the next option, multiple progress states can be the result. For example, q2 might
be the target progress and have the highest probabilits, but there is also some
probability that the option will lead to q3 or q8. Consequently, options starting at
those progress states are also considered for assignment.
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q0 q1

q2

q3

q4

q5

q6

q7

q8

r1
r2

(r1)

r3

r4

Figure 7.3: Example for an assignment after the auction rounds given that the
progress resulting from option execution is non-deterministic.

In the subsequent auction rounds, r1 wins a second option, leading from q2 to
q4, and r4 a subsequent option to q7. Nevertheless, these two options might not be
required for future execution and another option is assigned to r3 which becomes
relevant in the case that the option by r2 leads to q3. Since all four agents are
assigned an option, the auction terminates. •

7.3.2 Task Execution and Preparation
While the system is running, the agents follow the auction algorithm in a receding
horizon fashion as summarized by the execution scheme described in Algorithm 5.
At each iteration k, the agent observe the joint CFA state qk as well as their own
physical state sr. Starting from these states, the agents perform the PSO auctions
in Algorithm 4 to determine the next option.

To ensure that the LTL mission specification is not violated by any of the agents
during the execution, despite the stochastic nature of the problem, we propose the
following concept. Only the single agent which won the first auction round is allowed
to terminate its option and update the team progress q to the next progress state
q′. Until this happens, all other agents can only prepare their respective options.
The name is motivated by the fact that, due to the structure of the auctioning
process, these options are expected to become relevant after the next progress state
q′ has been reached.

More specifically, preparing an option is understood as follows. Given the self-
loop condition ϕc of the first option o from q to q′ as introduced in Section 6.4,
the policy π of each other agent which is not assigned the first option is updated in
order to additionally respect the condition ϕc, in the following denoted by π̃. The
motivation behind this is to make sure that, no matter what the other agents are
doing by following their policy, ϕc remains fulfilled and q can remain the current
progress for the duration of the first option o.

This update of a policy is done by not selecting actions which could violate ϕc
in the following, given by

π̃(a|s) =
{

0 if
∑
s′∈Sc

p(s′|s, a) < 1
π(a|s) otherwise

(7.5)
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Algorithm 5 Receding Horizon Concurrent Execution
Input: CFA C, physical state sr

1: q1 ← q0
2: for k ∈ 1, 2, . . . do
3: o← PSO(qk, sr) . Alg. 4
4: π̃ ← addWait(π) . Eq. (7.5)
I Execute policy until termination set is reached
5: while not interrupted do
6: sr ∼ pMC(t|sr) . Eq. (6.7)
7: if sr ∈ Sa then
8: sendInterrupt()
9: qk+1 ← q′

where Sc is the set of states in which ϕc holds and the values of π̃(a|s) are normalized
again afterwards. In the case that

∑
a π̃(a|s) = 0 for a state s, i.e., no action can

be selected at s, we say that the agent waits in its current state.
Since the policy of the first agent is already guaranteed to fulfill ϕc, as this has

been considered as constraint during the planning process, this agent does not need
to modify its policy. Consequently, it is guaranteed that the execution phase will
terminate eventually and the next sequence of auctions is initiated at a subsequent
mission progress state.

After updating its policy, each agent executes its option by following the policy
π̃ as illustrated in Figure 7.4. The interruption scheme resulting from this option
preparation corresponds to Tany in the formalism of Rohanimanesh and Mahadevan
[2003]. When the first agent reaches a terminating state s ∈ Sa, all other agents
are sent an interruption signal, denoted by sendInterrupt(), to stop the execution
of their policies. At the same time, the team CFA state of the next iteration qk+1
is updated to the new progress state q′ resulting from the respective option and is
synchronized between the robots. Recall that in the CFA, the state is reset to the

r1

r2

r3

terminates

interrupted

waits

Figure 7.4: Option interruption scheme for time progressing from left to right. Only
the first option is allowed to terminate and will interrupt all others. The robots do
not communicate before the interrupt signal and subsequently, option allocation is
updated by following again the PSO algorithm.
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initial state whenever an accepting state is reached.
Following the receding horizon scheme, the task coordination procedure in Al-

gorithm 4 is executed again after an interrupt and the next options are selected.
This repeated coordination allows the agents to account for the stochastic dynamics
and adjust their task allocation whenever reasonable.

Example 7.3 (Auction Assignment, continued). After the sequential auctions ter-
minate with the assignment shown in Figure 7.3, each agent follows its respec-
tive options. That is, agent r1, as the winner of the first auction round, will
follow the option from q0 to q1 until termination. At the same time, the options
(q1, q2, r2), (q3, q6, r3), (q4, q7, r4) are being prepared with policies updated accord-
ing to Eq. (7.5) for the safe set Sc given by q0. •

7.3.3 Bid Calculation
To complete the proposed auctioning algorithm, it remains to define the function bro
representing the value of a bid. In general, the value of a bid denotes the cost that
is associated with a specific assignment of an option to an agent. In each auction
round, the assignment with minimal cost is selected for execution.

In order to achieve the best performance of found solutions, it is desirable that
the value of a bid bro reflects the expected remaining mission time when agent r
would follow option o. As the computation of this mission time is prohibitively
complex, we introduce a cost-to-go value V : Q → R≥0 to reflect the time needed
to finish the mission from some progress state q ∈ Q. While we assume V to be
known here, we will present in Section 7.4 how its values can be approximated
during execution.

As a simplified special case, bro can be calculated in the first auction round by

bro = do(ŝ) +
∑
q′

p(q′|q, o)V(q′) (7.6)

where q denotes the initial progress in the first auction round and q′ denotes progress
states possibly resulting from execution of o. In addition to the duration of the
option o itself, the cost-to-go V(q′) of each resulting progress q′ is as well taken
into account for the bid, weighted with the respective probability of reaching it.

However, the calculation for subsequent auction rounds is more general for the
following reasons. First, q is not known, but instead, the distribution q̂ can be non-
zero for multiple progress states. This also implies that a selected option might not
be required in case that its initial q is not encountered during execution. Second,
only the option selected at the initial q can be completed. Subsequently assigned
options can only be prepared as given by Eq. (7.5). Nevertheless, preparation can
be done in parallel to the execution of previously assigned options.

For the remainder of this discussion, consider an absorbing Semi-Markov Process
(SMP) over options constructed from T and a partially known policy µ : Q̃ → O

with Q̃ ⊂ Q reflecting the assignment of previous auction rounds as will be defined
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Auction Round 1

q1

q2

q3

Auction Round 2

q1

q2

q3

q3

q4

Auction Round 3

q1

q2

q3

q3

q4

q5

q6

q5

q6

Figure 7.5: Examples for the ASMPs constructed during a sequence of auction
rounds with dashed progress states denoting absorbing states of the ASMP. In each
auction round, a new assignment is made, meaning that one of the previously ab-
sorbing states joins the set Q̃ for which the assignment policy µ is known explicitly.

formally below. In this context, the idea is that a bid bro reflects the expected time
of the SMP until being absorbed in an accepting state FC of the CFA C.

Due to the fact that the policy µ is only partially known, we cannot directly
construct the SMP. Instead, we assume in each auction round an auxilliary SMP
(ASMP) as substitute for the original SMP, defined as follows. All progress states
q ∈ Q̃ are considered as transient states and the transition probabilities pSMP : Q̃×
Q→ [0, 1] are given by

pSMP (q′|q) = TT (q′|q, µ(q))

where TT denotes the stochastic transition function of T . All progress states q /∈ Q̃,
for which no option has been assigned so far, are considered as absorbing and we
add a duration of V(q) for each of those q. Figure 7.5 illustrates the respectively
constructed ASMPs for three subsequent auctions rounds.

Based on the ASMP, bids for auction rounds after the first one can be calculated
as follows. Cumulative probabilities p̄ : Q → [0, 1] denote the probability that
a progress state q is encountered in the ASMP at least once. Furthermore, let
D : Q → R≥0 denote the expected time to reach a state from the initial state of
the ASMP conditioned on p̄, called the hitting time, and let dr ∈ R≥0 denote the
execution time of all options already assigned to an agent r.
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In general, a bid bro is then given by

bro = q̂(q)
[

max{D(q), dr}+ do(ŝr) + Eq′V(q′)
]

+
∑
q̃ 6=q

q̂(q̃)
(
D(q̃) + V(q̃)

) (7.7)

Within the square brackets, the expected mission time when choosing option o
is calculated based on the evaluated duration do and the transition probabilities
p(q′|q, o) in Eq′V(q′) =

∑
q′ p(q′|q, o)V(q′). This includes the maximum of the

duration D(q) to reach the initial progress state q of o and the duration dr where
the respective agent r already follows other options. This expected mission time is
then weighted by the probability that the ASMP will be absorbed in q, i.e., that
the probability that o needs to be actually taken in the future. In the second line,
we consider the weighted mission time when state q is not encountered and o would
not be taken.

Example 7.4 (First Bid Calculation). In the first auction round, the agents assume
q̂(q1) = 1 and zero for all other progress states, since the current progress q1 is
exactly known. Also, the hitting time for q1 is zero, i.e., D(q1) = 0, since q1 is the
initial progress and dr = 0 for all agents r as no options have been assigned so far.
Considering these values for the bid calculation in Eq. (7.7) immediately leads to
the simplified calculation for the first auction round in Eq. (7.6). •

In order to avoid an increasing computational complexity over subsequent auc-
tion rounds, the goal is to establish an incremental calculation of the respective
bids. Since the agents share the team progress estimate q̂, each agent can per-
form the following updates locally based on the agreed option assignments, i.e., the
determined µ, and use the result to calculate their bids.

Considering that we add option o at state q, the following incremental updates
are performed for all possibly resulting progress states q′. First, the cumulative
probabilities p̄(k+1)(q′) for iteration k + 1 are updated from iteration k by

p̄(k+1)(q′) = p̄(k)(q′) + p̄(k)(q)p(q′|q, o)

to accumulate the probability of entering state q′. For the first iteration, we ini-
tialize p̄(1)(q) = 1 for the initial progress q and p̄(1)(q′) = 0 for all other progress
states q′.

Next, the hitting time D(k+1)(q′) is updated based on the new cumulative prob-
abilities p̄(k+1)(q′), given by

D(k+1)(q′) = p̄(k)(q′)
p̄(k+1)(q′)

D(k)(q′)

+ p̄(k+1)(q′)− p̄(k)(q′)
p̄(k+1)(q′)

(
D(k)(q) + do

)
.
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The first line weights the hitting time of q′ in iteration k by the probability of
not visiting q′ in iteration k + 1 while the second line adds the hitting time via q,
weighted by the probability of visiting q′ in iteration k + 1.

It remains to consider the preparation of options. While this is not explicitly
addressed in Eq. (7.7), we consider the preparation by updating the physical state
distribution ŝ for which the option duration do(ŝ) is calculated. More specifically,
ŝ is updated to reflect the physical state distribution after following the policy π̃
obtained from Eq. (7.5) as described in Section 7.3.2, for the available preparation
time and thus, do(ŝ) denotes the remaining time o needs to be followed after having
it prepared for the given amount of time.

The preparation time is determined as follows. We assume that each agent can
prepare its first assigned option for some time, as described in Section 7.3.2. The
preparation time is then given by d̃ = do1(ŝr), which denotes the expected execution
time of the first assigned option o1, i.e., the option which is executed completely
instead of being prepared. If an agent already has its first option assigned, it does
not consider any further preparation for subsequent bids.

Finally, we can show that the PSO auctions in Algorithm 4 always terminate
for the bids determined by Eq. (7.7) under mild assumptions.

Lemma 7.1 (PSO Termination). Algorithm 4 terminates for a team of agents R
under the technical assumptions that (1) the minimal time required for satisfying a
mission is strictly positive, (2) the cost-to-go value V(q) is finite for all q ∈ Q, and
(3) for every agent r ∈ R, a feasible option is reachable with non-zero probability.

Proof. Algorithm 4 terminates in the case that each agent ρ ∈ R is assigned at
least one option (c.f. lines 4 and 17). Consequently, there needs to exist an auction
round kρ for each agent ρ in which ρ calculates the lowest bid as given in Eq. (7.7).

Due to Assumption (1), the duration dr of each r increases strictly monotonically
for each auction round which r wins. Thus, for finite V(q′) and non-zero q̂(q) in
Eq. (7.7), as given by the further assumptions, there exists an auction round kρ in
which the durations dr of all r 6= ρ are sufficiently large such that ρ calculates the
lowest bid.

7.4 Cost-to-Go Approximation

In the proposed definition of the bid value, the value function V : Q→ R≥0 denotes
the cost of reaching an accepting state given one particular progress state in the
CFA. While knowledge of V is useful for coordination between the agents, it is
computationally intractable to calculate exactly. In this section, we present the
process of approximating V by following a reinforcement learning approach and
discuss its properties in detail.

This way of combining multi-agent task allocation with learning-based behavior
improvement has the benefit that these two components are only indirectly cou-
pled. This allows the agents to follow a more stable allocation strategy that is
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guaranteed to fulfill the given specification from the beginning, but as well improve
over subsequent iterations.

7.4.1 Temporal Difference Learning
As discussed in Section 7.3.2, each agent r ∈ R follows one option or in parallel after
the auctions terminated and the agent ρ ∈ R which won the first auction round
will eventually terminate its option o. We denote by dk the observed duration until
termination of o where the index k ∈ 1, 2, . . . denotes the k-th option termination.
The options or followed by all other agents r 6= ρ will only become relevant after o
terminates and can be seen as determining a probability distribution ŝr from which
the initial state of r for subsequent options is sampled. However, these future
options or do not affect the observed duration dk of the currently first option o by
agent ρ.

Consequently, the problem of determing the value function V can be approxi-
mated, on the level of abstraction of the Task MDP T , as a classical reinforcement
learning problem as follows. For each iteration k, the team R is at one progress
state qk ∈ Q of T and selects one next option o according to Algorithm 4, leading
to an observed duration dk and a subsequent progress state qk+1 ∈ Q.

In order to approximate V online from these observations, we then follow a
temporal difference (TD) learning approach. We update the value of progress q by
the TD update

Vk+1(qk) = Vk(qk) + αkδk (7.8)

with a nonnegative step-size parameter αk and the TD error δk given by

δk = dk + Vk(qk+1)−Vk(qk). (7.9)

As will be discussed in more detail in Section 7.4.2, we initialize V0(q) = 0 for all
q. Note that the subsequent progress qk+1 might not necessarily be the same as
the target progress qo of the selected option o since we do not assume here that a
policy exists which leads to qo with probability 1.

To accelerate the learning process, in particular, to sufficiently propagate rare
observations, the agents remember previous observations of the current mission it-
eration in an order list denoted by obs and perform the update for all previously
taken options as well. Specifically, after updating the value from an option execu-
tion, the respective one followed before is updated repeatedly back to the initial
progress state given by

δi = di + Vk(q′i)−Vk(qi)
Vk+1(qi) = Vk(qi) + αkδi

for iteration k and (qi, q′i, di) ∈ obs, ∀i ∈ |obs|, . . . , 1 traversing the ordered list obs
in reversed order. Note that this procedure is closely related to n-step TD learning
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Algorithm 6 Value Function Updates
Input: CFA C, physical state sr

Notation Remarks:
obs – ordered sequence of observed option durations
1: q1 ← q0; t1 ← getCurrentT ime(); obs← ∅
2: for k ∈ 1, 2, . . . do
3: Execute or prepare a task until qk+1 is reached . See Alg. 5, ll. 3-9
I All robots update their cost-to-go estimate
4: tk+1 ← getCurrentT ime()
5: obs← obs ∪ (qk, qk+1, tk+1 − tk)
6: for (qi, q′i, di) ∈ obs, ∀i ∈ |obs|, ..., 1 do
7: δi ← di + Vk(q′i)−Vk(qi) . Eq. (7.9)
8: Vk+1(qi)← Vk(qi) + αkδi . Eq. (7.8)
9: if qk+1 ∈ F then obs← ∅ . Reset if accepting

[Sutton and Barto, 1998, Ch. 7] with the exception that we select n depending on
how many options have been taken since the last initial progress state.

Algorithm 6 summarizes the resulting execution procedure. In particular, the
discussed temporal difference updates are performed every time an option termi-
nates and are then followed by the next iteration of allocating options to agents
and executing them as described in Section 7.3.

We do not assume that the agents explicitily synchronize their approximation
of V. When starting from the same initialization, the agents implicitly synchronize
by making the same updates. However, considering a different initialization, it is
possible that the agents have different approximations.

7.4.2 Analysis

We conclude the section by analysing the properties of the considered learning
method. In particular, we are interested in results regarding the correctness and
performance of the algorithm, as initially motivated by the problem statement in
Section 7.1. More specifically, we formally re-state the problem of satisfying an LTL
mission specification in terms of the team trajectory as defined in Section 6.3.3 as
follows.

Problem 7.2 (Correct-by-Construction). Given a team of agents R and a mission
φ, design a policy for the team of agents such that the observed team sequence σR
satisfies σR � φ.

In order to evaluate the performance of the team trajectory (tR, σR) correspond-
ing to a sequence σR, we denote by Ti a time instance in tR where σR satisfies the
repetitive part φr for the i-th time. More precisely, the sequence T = Ti, i ∈ 1, 2, . . .
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denotes the time instances where a run in the CFA Cφ described by σR visits the
set of accepting states, i.e., the reset times of Cφ.

Problem 7.3 (Performance). Find a team trajectory (tR, σR) such that the expected
duration ∆i = E[Ti+1 − Ti] in iteration i for satisfaction of the repetitive tasks φr
is minimized.

Before directly addressing these two problem definitions, we first discuss two
properties more closely related to the learning behavior itself as a prerequisite for
the discussions afterwards, namely the aspects of exploration and physical states.

Exploration

An important aspect to consider in the context of learning a cost-to-go value is
the so-called exploration-exploitation trade-off: On the one hand, we expect the
agents to follow efficient strategies and show a good performance. But on the other
hand, we also expect the agents to try out different strategies in order to improve
their performance further. To address this trade-off, there exist various exploration
strategies in the literature and we briefly discuss the approach we follow here.

A commonly used exploration strategy is the ε-greedy policy, see e.g. [Sutton
and Barto, 1998, Ch. 2.2]. Instead of always choosing the action which supposedly
performs best given the current value estimate, exploration is ensured by choosing
sub-optimal actions with some small probability ε. However, this strategy does
not work as expected in conjunction with the considered multi-agent coordination.
This is due to the significant performance influence of the preparation of options
(c.f. Section 7.3.2). Consequently, randomly selecting an option for exploration,
which has not been prepared before, leads to a significant performance impact and
does therefore not provide a realistic observation.

Instead, we follow an optimistic exploration strategy by underestimating the
value function, see e.g. [Sutton and Barto, 1998, Ch. 2.6]. In particular, we ini-
tialize with zero values by setting V0(q) = 0 for all q. This strategy motivates an
early exploration by initially underestimating the cost-to-go and avoids the issue
described above of randomly changing an option assignment since updated values
only become relevant again in the next iteration. While optimistic exploration often
has a comparably slow convergence, it shows a stable performance in practice for
the scenarios we evaluated so far.

Physical States

Another aspect to consider for cost-to-go learning over progress states is the influ-
ence of the underlying physical state. This is reflected in the following discussion by
an unknown value function Ṽ : Q× SR → R≥0 including the physical states SR in
the product state space of all agents R. When defining V only over progress states
Q, the temporal difference update as stated in Equation (7.8) marginalizes over
the physical state distribution obtained while following the team policy µ. This
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relationship can be expressed as

V(q) = E
s̄q∼µ

[
Ṽ(q, s̄q)

]
=
∑
s̄q∈SR

p(s̄q|µ)Ṽ(q, s̄q)
(7.10)

where s̄q ∈ SR denotes the physical team state of the agents R when reaching
progress q. Note here that we identify by the notation s̄ an underlying product
state in SR while the notation s without bar is the state of a single agent in S.
Futhermore, p(s̄q|µ) above denotes the distribution of these states given a policy
over options µ.

Considering the preparation of future options, the state distribution p(s̄q|µ) can
be expressed more precisely. In particular, consider that every agent r is preparing
one of the options following after q and let TMC denote the transition matrix of the
absorbing Markov chain modeling this preparation, i.e., combining the agent’s MDP
M and the followed agent policy π as discussed in Sec. 6.5.2. Note in particular
that TMC forms a contraction towards the respective set of absorbing states.

The r-th component of the team state s̄q, denoted by srq ∈ S, is then given by
the state distribution of following TMC for some duration d starting at an initial
state srk, which we denote by T dMCs

r
k. More specifically, the duration d for which r

follows TMC is given by the duration do of the next option o. We get the following
result for the expected physical state distribution when option o terminates given
the physical state s̄k of the previous option termination with agent components srk.

p(s̄q|µ) = p(sρq |ŝo)
∏
r 6=ρ

p(srq|T
do

MCs
r
k) (7.11)

with the final state distribution ŝo of option o, see (6.11), followed by agent ρ.

Correctness

In combination with the PSO auction scheme in Algorithm 4 and the receding-
horizon execution in Algorithm 5, we can consider the guaranteed satisfaction of a
given mission specification φ by the cost-to-go learning approach as summarized in
Algorithm 6 as follows.

Theorem 7.1. Algorithm 6 solves Problem 7.2 under the assumption that dk > 0
and dk is finite for all k.

Proof. We traverse infinitely many progress states q while updating V (c.f. Alg. 5,
line 2). Consequently, for a finite set of progress states Q, either (i) an accepting
state is visited infinitely often and thus, Problem 7.2 is solved, or (ii) after a finite
number of iterations, a set Q̃ ⊆ Q \ F of only non-accepting states is never left.
However, in case (ii), V(q) of each state q ∈ Q̃ would grow to infinity due to the
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updates (7.8) for positive dk. Thus, there has to exist a k for which a transition out
of Q̃ is chosen by the PSO auction in Alg. 4, making case (ii) a contradiction.

Illustratively, fixing V(q) = 0 for all q ∈ F is required for a finite V and ensures
that F is repeatedly visited for arbitrarily large finite durations dk. Note that the
assumption regarding dk is naturally given in a physical system where dk denotes
observed durations of sub-tasks.

Remark. Note that this result allows us to not consider the previously discussed
Progree Level as introduced in Section 6.4.2. However, an initialization based on
the idea of the Progress Level might help to improve performance in early iterations
because redundant loop traversals can be avoided with fewer learning updates.

Performance Improvement

To evaluate the performance Ji(µ) of a team policy µ in mission iteration i, we
consider the expected time between two consecutive visits of an accepting state,
denoted by ∆i for iteration i as introduced in Problem 7.3. Furthermore, let τi
denote the team trajectory (tR, σR) from mission iteration i onwards, that is, the
trajectory for all t ∈ tR where t > Ti and Ti denoting the time when iteration i
begins. We can then state the performance measure Ji as

Ji(µ) = 1
M− i

M∑
m=i

E
τm∼µ

[
Km∑
k=0

dk

]

= 1
M− i

M∑
m=i

∆m

(7.12)

where M →∞ denotes the number of mission iterations and Km denotes the num-
ber of options for each iteration m following the current iteration i. In particular,
(7.12) denotes the expected future duration observations of option execution when
following the team policy µ, which is closely related to the finite horizon total return
that is commonly used to evaluate the performance of an episodic policy.

Moreover, there is a close connection between the value function V and the
performance measure Ji. In the following, let Ji,q(µ) denote more specifically the
performance measure in iteration i at progress state q. The performance measure
Ji,q(µ) combines the cost-to-go of the current mission iteration with the perfor-
mance of all subsequent iterations as

Ji,q(µ) = E
τi∼µ

[
Ki∑
k=0

dk

]
︸ ︷︷ ︸+ 1

M−(i+1)

M∑
m=i+1

E
τm∼µ

[
Km∑
k=0

dk

]
︸ ︷︷ ︸

= V(q) + Ji+1(µ)
where the sequence of dk with k = 0, . . . ,Ki in the first sum denotes the observed
durations when continuing from progress q to the end of the current mission itera-
tion i, i.e., the expected cost-to-go at progress q. The second part of the formula
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then captures the continuation of the performance measure over subsequent mission
iterations.

Despite V, Ji, and Ji,q being defined on the virtual Task MDP T constructed
from the CFA C, note the close connection to standard dynamic programming
[Sutton and Barto, 1998, Ch. 4] as in regular MDPs. In particular, Ji as defined
previously only over complete iterations i can be written as the special case of Ji,q

Ji(µ) = Ji,q0(µ) = V(q0) + Ji+1(µ)

for the initial progress q0. In other words, the value function estimates the per-
formance measure until the next accepting state. Consequently, showing that V
approximates a low value indicates that also Ji is low, meaning an improved per-
formance.

First, note that the observation-based estimate E [dk] depends on the physical
state s, which is not captured by the approximated V. However, since we estimate
the duration do = E [dk] (up to some model error) of an option o based on the
planned policy over physical states, starting from the particular state s, the calcu-
lated bids account for this dependency. In the following, we discuss how the bid
calculation and thus, the auction-based option assignment, enables to improve the
performance of the system based on the approximation of V.

When selecting the bid in the first auction round to choose the next executed
option, the agents select the bid which minimizes the expected remaining mission
time based on the current approximation of V. The TD update in (7.8), on the
other hand, acts as a stochastic gradient to adjust V over multiple iterations.

Lemma 7.2. Approximating the cost-to-go values V and selecting the next option
o based on the bid (7.6) reduces the expected mission iteration time ∆i.

Proof. The bid (7.6) selects the option

o = argmin
o∈O(q)

do +
∑
q′

p(q′|q, o)V(q′)

which minimizes the expected remaining mission time, given the estimate do =
E [dk] and the cost-to-go values V(q′). Consequently, the resulting TD error δk in
(7.8) is minimal in expectation for all o ∈ O(q) as given by

E [δk] = E [dk] + Eq′V(q′)−V(qk)

=

E [dk] +
∑
q′

p(q′|q, o)V(q′)

−V(q).

This means that the stochastic gradient δk reduces V as given by the option choice
o and thus, improves the mission time ∆i in subsequent iterations i. In contrast,
if no learned cost-to-go values would be considered, a bid would select the option
o = argmin do to solely minimize the estimated duration of o. It would then not
be guaranteed that δk minimizes V.
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Note that the local updates by the TD learning algorithm generally do not find
the global optimum. However, they still lead to a local minimum for the observed
physical distribution of the robots by always selecting the option which decreases
the value function most until convergence to some option selection policy µ.

Still, there exists another degree of freedom to further improve the performance:
the quality of next option choices, meaning how low the duration estimates do of the
respective options o are when selecting the next option. Indeed, when looking at
the subsequent auction rounds, the options selected for preparation aim to reduce
future duration estimates and thus, further improve the performance. These auction
rounds determine a relevant set of options, i.e., future duration estimates E [dk],
to improve in parallel to following the next option. For the subsequent auction
rounds, the bid

bro = q̂(q)
[

max{D(q), dr}+ do(ŝr) + Eq′V(q′)
]

+
∑
q̃ 6=q

q̂(q̃)
(
D(q̃) + V(q̃)

)

in (7.7) selects to improve the distribution, including the respective agent, which is
most relevant in terms of the probability that the respective progress q is reached
and the amount by which it can be prepared. More specifically, the first part, given
by max{D(q), dr} + do(ŝr), calculates the duration of completing a future option
o when agent r prepares it for the given amount of time. Consequently, each bid
reflects the estimated time of finishing the mission when agent r prepares option o
and the options selected for preparation further reduce this estimated time.
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Figure 7.6: Case study environment with the robots R1, R2, and R3. Shown right
are the states in which a robot can be during transportation, including transition
conditions. The considered MDP is the product of both parts.



151 7.5. Case Study

7.5 Case Study

To demonstrate the ability of the proposed auctioning approach to improve over
time by learning a cost-to-go estimate, we show the following case study scenario
inspired by transportation tasks. The environment is given by an annotated grid
map as illustrated in Figure 7.6, containing a set of target locations indicated by
different colors and three robots. In addition, each robot can be in one of three
states, denoting its status in terms of transportation and whether it is available to
pick up the next object.

The following goal specification is then given to this multi-robot system.

φ = �♦
(
red ∧ ♦blue ∨ yellow ∧ ♦green

)
This mission can either be fulfilled by first delivering to red and then to blue or
first to yellow and then to green. Objects can be picked up at the locations p1 and
p2. Furthermore, a robot can be damaged with probability 0.1 when performing
a delivery and while being damaged, no new object can be picked up. Finally, a
damaged robot can be repaired at the location denoted by station in order to again
pick up objects. A video recording of this case study is summarized in Appendix B.

We observe the following when comparing our approach (“learning”) with a non-
adaptive version (“static”), obtained by modifying the bid in Equation (7.7) to not
include V(qi), or, in other words, fix the cost-to-go estimate to its initial value. In
the beginning, both approaches fulfill the mission by choosing red/blue and “static”
never changes this behavior. However, “learning” already chooses yellow/green in
the third iteration and sticks to this variant as the estimated completion time after
delivering to yellow is well below the one previously observed after delivering to
red. This difference can especially be seen in Figure 7.7, which illustrates the grid
occupancy during the experiments.

After seven repeated satisfactions, the robot which previously delivered to green
gets damaged. In the following re-allocation phase, a second robot helps with
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Figure 7.7: Grid occupancy during execution of the learning case (red) and the
static case (blue). A higher saturation indicates a longer total duration spent by
any robot in the respective cell.
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Figure 7.8: Mission satisfaction times (in seconds) in the two different cases.
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Figure 7.9: Value function (expected cost-to-go) of CFA states in the “learning”
case. Shown dashed is the value function of q2 as approximated in the “static” case
although it is not being considered for assignment there.

delivery to green, but still, this event results in a significantly increased time to
satisfy the mission for the eighth iteration. As a consequence, the red/blue choice
is explored again, but still yields a higher duration. Finally, the robots converge
to the yellow/green behavior to achieve a lower average completion time and also
another disturbance during a later iteration does not change this anymore.

Figure 7.8 shows the measured completion times for repeated satisfaction of the
mission. Note that these times vary due to the different durations of the naviga-
tion actions, as well as specifically due to the varying relative timings caused by
the emergent behavior of two robots following the more time consuming task in
parallel. Nevertheless, the expected completion time ∆i as defined in Problem 7.3
is indeed lower in the learning case and here converges to the optimal time. For
approximating the expected time of mission satisfaction by the simulations, we get
an average ∆i = 50.8 seconds for “static” and ∆i = 34.0 seconds for “learning”.
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Figure 7.9 shows the cost-to-go approximations V for CFA states q3 (yellow has
been served) and q2 (red has been served). Initially, V(qi) = 0,∀qi and updates are
performed online after each task progress (see Alg. 5). The increase in the estimate
in iteration eight is particularly visible here. In addition, V(q2) as approximated
in the static case is visualized in Figure 7.9. Since the team sequence in the static
case describes repeated CFA runs via q2, the resulting value function provides a
useful comparison to the learning case.





CHAPTER 8

Experiments: Industry Applications

We conclude the part of this thesis on planning under uncertainty with a set of
experiments that focuses on scenarios in the context of an industrial use case. This
includes mobile robots for transportation and inspection in a factory environment,
as well as their integration with manipulators for assembly processes. The results
of these presented experiments show the usefulness of the proposed methods for
flexible task allocation and for the integration of heterogeneous agents. We also
take a critical view on the complexity of both the approach and the overall problem
of interest, as well as investigate the typical behavior that emerges from the multi-
agent coordination, in particular including the learning aspect.

The software framework that is used for the experiments is part of the overall
implementation as presented in Appendix A. Specific aspects of the software related
to the methods presented in the previous two chapters is briefly summarized in the
following. Construction of the Hierarchical LTL-Task MDP, see Section 6.6, is
based on the automaton as obtained from Spot. The respective task options, and
by this the relevant policy planning problems, are then obtained in each of the
progress states by iterating over the outgoing transitions and constructing the set
of goal states and forbidden states from each of the transition conditions, evaluated
over the set of defined labels.

Policy planning as presented in Sec. 6.5 is implemented based on the LP frame-
work cvxopt. For this purpose, our software automatically converts the symbolic
description of the model components into a vector-based representation including
set of sparse transition matrices as required for constructing the LP. This abstrac-
tion allows to integrate different MDP planning algorithms and solver frameworks.

In addition, we employ a caching mechanism to re-use previously planned poli-
cies in future iterations and to avoid solving the same sub-problem twice. Note that
the speed-up obtained by this caching is not included in the performance analysis of
the experiments since the focus here is on improvement due to the proposed learn-
ing approach. Still, from an application point-of-view, the potential of re-using
policies as enabled by our framework provides a notable additional performance
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improvement in practice.
Communication between the robots is realized in ROS and each robot runs one

instance of the software framework with its respective model. In order to exchange
bids during the auction phase, each robot publishes its bids on a shared global
topic and receives the bids of all other agents in the same way. There is no central
instance to coordinate the robots. Instead, each robot dynamically participates in
the decentralized auctions by exchanging its respective bids.

For addressing the different requirements of the different types of robots, we
integrate different simulators in the conducted experiments. The mobile robots are
simulated in Stage, which is well suited for robot navigation and has low perfor-
mance requirements. In contrast, the manipulators are simulated in Gazebo, which
provides a full 3D simulation of the robot dynamics as required to simulate the
motions of a robotic manipulator. Further details regarding simulation are given
in Appendix A.4.

All of the presented experiments have been simulated on a regular laptop run-
ning Ubuntu 16.04 and ROS Kinetic. This includes execution of the simulators, the
full software stack of each robot, and the above described software implementation
of the presented multi-robot framework for each of the robots. Since the framework
enables a distributed coordination of the robots, the software is implemented in a
way that allows the use in a ROS multi-master setting to run one instance of the
software on each robot without the need for a central instance.

8.1 Model Specification

Similarly to the graph-based model format that has been presented in Chapter 5 for
the deterministic case, the MDP models are defined in YAML files and their actions
are then mapped to parameterized FlexBE behaviors for execution. In fact, two
different model formats are supported to account for the specifics of each scenarios.
The first format is a direct extension of the deterministic format and for example
used to model the case study scenario in Section 6.7. In this case, an agent model
consists of deterministic graph models for the environment and the robot-interals,
as well as one probabilistic sensor model to express possible uncontrolled events
that can be perceived. However, due to its similarity to the deterministic case, we
will not further consider this model variant here.

The second model format, the one that is used in this chapter, is more directly
tailored to the MDP formalism. Specifically, the modeled MDP of a robotic agent
is described by the following three components, each specified in YAML format.

• State Space – We consider a discrete state space to capture for example the
location of a robot or its observed environment.

• Labeling Functions – The states are labeled with logical properties ac-
cording to these functions. The labels assigned by these functions form the
symbols over which a mission can be specified.
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• Action Definitions – The actions of a robot change the current state to
one of multiple candidates according to outcome probabilities. Each action
can have pre-conditions to limit the set of states where the action might be
selected and the effects of an action are specified as probabilistic outcomes to
modify the state variables.

The description of these components is required only in a user-friendly symbolic
format. For example, the labeling functions and action conditions are given as
Python expressions over variables defined by the state space and labels. Similarly,
action effects are Python statements to modify the state variables. In addition, to
account for the specific case of mobile robots, an additional tool enables to generate
a part of the model automatically from a map image. This adds a two-dimensional
space to the states of a robot and four navigation actions accounting for walls and
static obstacles as present in the map.

8.2 Machine Provisioning Scenario

The first scenario considers an inspection scenario where a robotic transportation
system in a factory needs to monitor the status of some machines and, in case this
is required, flexibly provide supplies to some of the machines. Each of the mobile
robots is modeled by a local MDP according to the format described above and
consisting of the following components that each contribute actions, state space
dimensions, and symbolic labels.

• Map – We consider a two dimensional grid world as illustrated in Fig. 8.1
and four navigation actions, one to each neighbor of a grid cell in horizontal
or vertical direction. When there is a wall, navigation has no effect.

• Status – A robot can have one of the status values normal or carry. When
in normal state, an object can be picked up at designated locations. These
pick-up locations are labeled by p in Fig. 8.1. When in carry state, the object
can be delivered to one of the designated locations. The delivery locations
are labeled by di in Fig. 8.1 and we label the delivery actions correspondingly
by deli.

• Machines – There are some machines located on the map as denoted by mi

in Fig. 8.1. Each of these machines can have a status value of unknown,
default, or need_supplies. The value unknown means that the robots do
not know the status. When at a machine, the robots can perform an action
to check the status and observe one of the other two values, each with some
probability. A mission specification can request different reactions based on
the stochastic observation.

The mission of inspecting the machines and providing supplies as required, here
given to three available robots, is specified in this scenario by the following reptitive
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Figure 8.1: The considered MDP grid map. Annotated are the symbolic labels over
which the mission specifications are defined. Labels in gray refer to the extended
version of the scenario.

LTL formula.

φ1 = �♦
(
m1 ∧ ¬unknown ∧ (need_supplies⇒ ♦del2)

)
∧�♦

(
m2 ∧ ¬unknown ∧ (need_supplies⇒

♦(del3 ∧ ♦(del5 ∧ ♦(del7 ∧ ♦del8) ∨ del1)) )
)

∧�(need_supplies⇒ ♦supplies)

In the first line, we specify that a machine m1 needs to be checked and, in case
supplies are needed, a delivery del2 to location d2 is required. Then, similarly,
machine m2 needs to be checked and as well, a delivery task might be required.
Here, however, we provide two alternatives and both require first a delivery to
location d3. In the first alternative, we require then del5, del7, and del8 in this
order. In the second alternative, only del1 is required. Finally, in the last line,
we specify that whenever supplies are needed, regardless of the machine, a specific
supply location should be visited.

In addition, an extended version of the scenario is considered to investigate the
scalability of our approach in terms of team size, complexity of the mission specifi-
cation, size of the agent model, and stochasticity of the environment dynamics. To
do so, the agent model is extended by the following components.

• Map – A restricted area is additionally labeled in the map. While a robot can
physically enter the area any time, the label allows to specify certain access
restrictions during a mission that needs to be respected by each robot. In
this case, we specify in the mission below that the area must not be entered
while an object is carried.
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• Status – A robot can have the additional status value broken. On each
delivery, there is a small probability that the robot will become broken instead
of returning to normal. When broken, the robot can be repaired at the
location labeled with station in Fig. 8.1 to return back to normal. While
broken, no object can be picked up.

• Obstacle – There is an uncontrolled, moving obstacle patrolling in some part
of the map as denoted by the obstacle label in Fig. 8.1. The motion of the
obstacle is stochastic with some probability to proceed and some to remain
at the current state. The robots cannot influence this motion and thus, need
to react to the observed behavior. It can be included in the specification to
avoid any collision with the obstacle.

For the extended version of the scenario, six robots instead of three are now
available to solve the following mission specification over four machines instead of
two. Additional constraints are incorporated to account for the extended model.

φ2 = �♦
(
m1 ∧ ¬unknown ∧ (need_supplies⇒ ♦del1)

)
∧�♦

(
m2 ∧ ¬unknown ∧ (need_supplies⇒

♦(del3 ∧ ♦del2 ∨ del5) )
)

∧�♦
(
m3 ∧ ¬unknown ∧ (need_supplies⇒ ♦del7)

)
∧�♦

(
m4 ∧ ¬unknown ∧ (need_supplies⇒ ♦del1)

)
∧�(need_supplies⇒ ♦supplies)
∧�(area⇒ ¬carry)
∧�¬obs

We discuss the results of this scenario together with the results of the other
scenarions in Section 8.5. For a video recording of the two versions of the scenario,
refer to Appendix B.

8.3 Collaborative Assembly Scenario

In the second scenario, we consider a collaborative assembly process including a
static manipulator and mobile transport robots. This scenario particularly consid-
ers another interesting aspect resulting from the auction-based option allocation,
that is, handling heterogeneous agents. Indeed, note that the model of each agent
solely models the agent itself, but does not consider collaboration between the
agents. The goal specification, on the other hand, implies a decomposition into
sub-tasks and by doing so, also models possible collaboration in a symbolic way,
i.e., independent of the respective agent models.

The model of the static manipulator is given as MDP over endeffector poses and
objects, connected by transitions in the form of continuous trajectories, discrete
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Figure 8.2: The considered assembly scenario. Shown left is the MDP map for the
mobile robots and the location of the static manipulator is denoted by M (but this
information is not part of the MDP). Shown right is a top-down illustration of the
modeled manipulator workspace.

grasping actions, and object perception conditions. Fig. 8.2 (right) provides an
illustration of the workspace. The model includes a workbench (WB) where objects
can be placed and assembled, as well as three hand-over locations. The state space
is thus given as a combination of objects being at the different locations and actions
are available to transfer objects between the locations. In addition, an assembly
task can be performed when both required objects are located at WB to create the
assembled product. From the perspective of the manipulator, objects appear at the
hand-over locations randomly with some probability and planned policies condition
their actions on these events.

For the mobile robots, a map as illustrated in Fig. 8.2 (left) is considered.
Some of the labeled locations are implicitly linked to the hand-over locations of the
manipulator, i.e., whenever an agent delivers an object to a certain locations, the
manipulator will be able perceive it. Still, this connection is not modeled in the
MDPs of any of the robots. In addition to the map, the MDP of the mobile robots
is given in a similar way as in the previous scenario. That is, we again assume the
status values normal, carry, and broken for each robot, indicate a restricted area,
and consider an uncontrolled, moving obstacle.

Finally, the following mission specification is given to a system of one manipu-
lator and two mobile robots.

φ3 = �♦
(
♦finished

∧ (¬finished U produced)
∧ (¬produced U del1)
∧ (¬produced U del2)

)
∧�(area⇒ ¬carry) ∧�¬obs

The specification defines instructions for an assembly process done by the manip-
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ulator in the sense that the symbol produced can only be provided by this agent.
On the other hand, the delivery tasks del1 and del2, as well as delivery of the final
product denoted by finished can only be achieved by the mobile robots. A video
recording of this scenario is referenced in Appendix B.

8.4 Factory Collaboration Scenario

The third scenario combines aspects of the previous two scenarios and defines a
more complete view on a factory setting. It considers three assembly stations that
produce certain goods and an automated delivery system. The detailed actions at
each of the assembly stations are not modeled in this scenario, but instead, the
stations stochastically finish product crates which need to be picked up and require
supplies which need to be delivered by the mobile robots. Additionally, a quality
assurance system checks some of the produced goods. In total, the scenario includes
four different types of autonomous agents as described in the following.

• Assembly Station – One of the assembly stations includes a perception
system to indicate if one of two possible supplies is required, which happens
stochastically. If this is the case, either the symbol need1 or need2 becomes
true for this agent depending on which type of supplies is required.

• Quality Assurance – The products of one of the assembly stations need to
pass a quality check which might fail for some of the pieces. If this is the
case, the symbol piecefaulty becomes true for this agent.

• Mobile Assistant – This mobile robot can check whether a crate needs to
be picked up at an assembly station, indicated by the symbol asready, but
cannot transport one itself. In addition, it is able to pick up a product piece
which failed quality assurance in order to deliver it to the disposal location
as indicated by the symbol piecedisposed.

• Mobile Transport – The transport robot can as well check whether a crate
is ready for pick up, again given by asready, and can deliver it to the target
location as indicated by deliveredi. In addition, the transport robots can pick
up the required supplies at their respective storage location to deliver them
to the assembly station as indicated by suppliedi.

A map of the scenario is given in Figure 8.3 to provide an overview over the
scenario. There is one agent of each type except for the transport robots, which is
represented by two agents to account for the time-intensive transportation tasks.
Note that assembly stations 2 and 3 are simplified versions of assembly station 1
in the sense that they do not require supplies or quality checks, but they as well
produce the products.

Again, each of the five agents is modeled by a local, single-agent MDP model.
The logical predicates of each of the models are then combined by the following
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LTL mission specification.

φ4 = �♦
(
as1 ∧ ¬asunknown ∧ (asready ⇒ ♦(delivered1

∧ ♦(piecechecked ∧ (piecefaulty ⇒ ♦piecedisposed)) ))
)

�♦
(
as2 ∧ ¬asunknown ∧ (asready ⇒ ♦delivered2)

)
�♦
(
as3 ∧ ¬asunknown ∧ (asready ⇒ ♦delivered3)

)
�♦
(
as1 ∧ ¬needunknown ∧ (need1 ⇒ ♦supplied1) ∧ (need2 ⇒ ♦supplied2)

)
In the first line, the delivery of products from assembly station 1 is considered,
including the required quality check as specified in line 2. In lines 3 and 4, the
deliveries of products from the other two assembly stations are given. Finally, in
lines 5, the requirement to check for required supplies at assembly station 1 and
their conditional delivery is specified.

Note that the mission is specified here in a way that primarily requires the
agents to reduce uncertainty and then react accordingly. In particular, ¬asunknown
requires any of the mobile robots to check the respective assembly station, the
symbol ¬needunknown requires the perception system of the assembly station to
determine the status of supplies, and piecechecked requires the quality assurance
system to check the delivered pieces of assembly station 1.

8.5 Results

After presenting the scenarios, we focus in this section on qualitative results for
each of these scenarios in order to study the properties of the framework in relevant
applications. This concerns not only the performance of the resulting multi-robot
behavior, but also further practically relevant aspects including the computational
complexity for an increasing number of agents and tasks or the explainability of
the observed behavior.
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Complexity

Before studying the results in details, first consider the complexity of the scenarios.
While the MDP models of some of the agents constitute a state space of significant
size due to the product of multiple different but related state dimensions, efficient
methods exist to plan local policies for each of these agents, even in the presence
of uncertainty and safety constraints. In contrast, the combinatorial complexity
resulting from the overall mission specification, in particular the numerous possible
ways of task sequences and allocations, as well as interactions between the robots
in terms of constraints they need to consider for local task execution, is a critical
factor for the complexity of the scenarios.

For example, the automaton constructed from φ2 has 560 states and 13,994
edges. After a pre-processing to remove all edges of which the condition can never
become true in the given MDP, the resulting CFA has 2,896 edges and accordingly,
the same amount of individual task planning problems. However, to understand
the problem complexity, consider that this number of edges is already significantly
less than the theoretically possible number of options which would result from 215

different sets (excluding intersection and complements of these sets) in the state
space as given by the 15 symbols used in φ2. This leads in total to around one
billion different MDP planning problems for a single robot when considering a goal
set and a constraint set.

In the case of the factory collaboration scenario, the mission complexity is even
higher although the models of each of the agents are generally smaller. Nevertheless,
the mission φ4 specifies an automaton with 1,536 states and 61,312 edges. Since the
automaton is used by all of the agents to synchronize their team progress towards
the mission specification, we did not simplify the automaton in this case to account
for the differences between the agents.

The high number of progress states, primarily respresenting different sequences
of task completions, in particular poses a challenge for the learning approach where
a unique cost-to-go value is learned for each of these states. However, it is not trivial
to generalize such values to other progress states due to the symbolic nature of the
automaton. In order to address this aspect, more advanced learning techniques
would need to be able to interpret the logical conditions at each of the progress
states and associate them with implications from the physical model.

In contrast, the high number of edges appears to be less of a challenge here.
Illustratively, only a small fraction of edges needs to be considered for each of
the auction rounds and in particular after reasonable cost-to-go values have been
approximated, the search is focused towards the most relevant target states. Also,
the possibility to re-use previously planned policies reduces the number of expensive
planning problems significantly.

Finally, the number of agents increases the complexity of task allocation. While
the selection of the winning bid in a single auction round is not noticably affected
by a small number of additional bids, one for each agent, the number of auction
rounds is increased in order to select one task for each of the involved agents.
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Figure 8.4: Required execution time for repeated mission completion of φ1 by
three robots. Black is the proposed learning approach, red is without the cost-to-
go approximation and the consideration of the probabilistic option outcomes. The
plots are based on multiple independent runs where each run lasts for 100 iterations.

Performance

An important aspect to consider is the performance of the approach in terms of
the resulting multi-agent behavior. While the complexity of the missions can be
handled due to the computationally efficient auctions, the performance of the agents
is not optimal initially. However, learning of the cost-to-go values is expected to
considerably improve the performance and compensate the negative effects.

First, we consider the time to repeatedly satisfy mission φ1 since this is a sce-
nario where the chosen alternative of reacting on a demand by machine m2 has a
significant impact on the required time. Figure 8.4 shows the mission time over
consecutive iterations. For reference, also the required time without following the
proposed LTL-Task MDP and learning approach is shown, i.e., the auctions are
purely based on the CFA. Although the auction formalism allows the robots to ful-
fill the mission in both cases and to react to observations during execution, the pure
auctioning algorithm does not allow the robots to improve over time by identifying
the more efficient alternative. In addition, the robots cannot account for probabilis-
tic option outcomes and thus, fail to prepare the required delivery tasks. Instead,
the robots only react to the observations after the need has been determined.

While the quantitative improvement depends on the particular scenario, the
fact that the mission time improves at all is achieved by learning better alternative
strategies and task sequences that achieve the same result with lower overall cost.
In the case of φ1, the two alternatives to serve the demand of machine m2 require
a significantly different time to fulfill them. While a greedy allocation of options
would select the longer alternative, we observe that the cost-to-go approximation
compensates for this and effectively considers the long-term cost for the sequential
auctions. Figure 8.5 illustrates this by showing the locations of the agents when
doing an auction. In early mission iterations, the agents still follow the more
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Learning the cost-to-go:

⇒

No learning:

⇒

Figure 8.5: Location recordings of the agents when doing the auctions. Shown left
are the first 15 iterations, right are iterations 85 to 100. Locations with higher
saturation have been visited more often.

expensive alternative in many cases. In late iterations, however, the agents learned
to follow the more efficient alternative.

A similar effect can be observed in the case of the assembly scenario and mission
φ3. Although this specification is rather simple, the robots can still decide whether
the second robot should prepare del1 or del2 while the first one delivers the product
to the final location for the previous mission iteration. Indeed, it can be observed
that the robots prepare a few times del2 in early iterations, but then learn that
del1 is more efficient.

Emerging Behavior

Particularly interesting as a qualitative result of the proposed coordination ap-
proach is the form of multi-agent behavior that emerges from the auctions. We
study here two effects that arise from the coordination and are both desirable
properties for a system, that are, the distribution of agents to enable a natural
work-sharing and, on the other hand, the balancing of workload between the agents.

The effect of work-sharing can especially be observed in the six-robots scenario
of mission φ2 and we depict the location recordings of each of these agents in
Figure 8.6. Note how the agents are not uniformly distributed. It can be seen that
the agents generally specialize on some parts of the mission each. Still, there is
significant overlap between some of the agents and most tasks are in fact covered
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Figure 8.6: Location recordings of each agent when doing the auctions in iterations
50 to 60 of one run of the mission φ2.

by two agents in different combinations. This overlap has multiple reasons, but
primarily results from the balancing of workload that is particularly visible in an
environment like the one considered here, which is rather compact so that the
overhead for switching between tasks is relatively low. We expect the separation
to increase for more spacially extended environments.

The balancing of workload is most visible here due to the fact that some of
the tasks, e.g., the delivery tasks, are more time consuming than others, like the
observation tasks. A typical observation we can make in such cases is that an cyclic
pattern of tasks emerges to balance the workload between the robots and that more
extended tasks are followed by more robots in parallel. Such an emergent behavior
has already been observed in the case study of Chapter 7 and is also particularly
visible in the assembly scenario φ3 where the mobile robots alternate in performing
the different transportation tasks when not interrupted by events like reaching the
broken state.

Another factor that motivates to the balancing of workload is the chance of
being broken, which significantly increases the duration of the next delivery task.
To address such cases, the robots naturally re-assign the tasks in such cases. Also
for the mission φ3, it can be observed that the robots react dynamically to replace
the other robot in case it gets into the broken state.

Task Preparation

Finally, the preparation of future tasks according to the assignment during auction
rounds plays an important role in the overall performance and behavior of the
agents. This notion of task preparation is not only meant to provide an approach
to coordinate the robots, but also to be a basis for efficient multi-robot policies by
anticipating the future evolution of mission execution.
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In the first scenario, for example, we assume a high probability of 90% for m2
to need supplies. This is mainly done to investigate whether the Task MDP auc-
tions allow the agents to account for different probabilities of observations. Indeed,
calculating the bids as presented in Sec. 7.3.3 lets the agents anticipate the need for
supplies and consequently, it can be observed that at least one agent usually starts
to prepare the required delivery task even before the need has been observed.

In the collaborative assembly scenario, task preparation plays a particularly
important role. While the final product is transported to the delivery location,
the other mobile robot can already prepare the next iteration of the mission by
transporting one of the two required supplies. Since one of these supplies can be
delivered in a significantly shorter time than the other, choosing the correct task
to prepare can significantly change the required time.

Also in the final scenario, preparation can be observed although the mission
φ4 combines several different types agents. While the three mobile robots usually
share the tasks to observe whether a product is ready for delivery, it can be observed
that the mobile assistant, which is the only agent that can transport a faulty piece,
sometimes already navigates towards the quality assurance station depending on
the number of other tasks. This is done to reduce the potential delay in the case
that it turns out that a piece is indeed faulty and needs to be disposed.

In addition to the impact on the overall performance of a single mission iter-
ation, the task preparation also positively influences the approximation quality of
the learned cost-to-go values. Since these values only consider the progress state,
the physical distribution of the agents is only implicitly considered. This is pos-
sible in practice because the agents are not uniformly distributed across all possi-
ble locations, but instead, they are usually located between the option goals and
with a higher probability of being close to the goal. In addition to the theoretical
considerations discussed in Section 7.4, this provides an empirical argument why
approximation of the cost-to-go works well even without explicitly accounting for
the physical states of the agents.





CHAPTER 9

Conclusion

In this thesis, a framework has been proposed to efficiently plan actions for multi-
robot systems. The generated behavior of the robots guarantees satisfaction of
complex, temporally extended, formal mission specifications posed to the multi-
robot team as a whole. Furthermore, these actions are efficient in the sense that the
presented methods achieve optimality in the absence of execution uncertainty and
otherwise improve the solution performance over time based on online observations.
The theoretical results have been applied to real-scale problems in an existing office
environment and to industrial use cases motivated by factory applications. This
demonstrates suitability of the proposed methods to address relevant challenges.

To enable the multiple robots in the system to contribute to the mission in
parallel, the formal mission specification is automatically decomposed as a first step
in the behavior generation process. In particular, identification of decomposition
choices is performed on a semantic level of the mission specification. Tasks, to be
understood as a subset of the work that needs to be done for an overall mission,
are identified such that the mission can be distributed among the robots.

In order to facilitate parallel execution of the assigned tasks with minimal fur-
ther coordination, the identification of tasks is done in a way that achieves specific
properties of these tasks and two complimentary methods are proposed to do so.
Identification of fully independently executable tasks allows to remove any need for
further coordination after the initial task assignment, but only achieves a coarse
decomposition of the mission. In contrast, a fine-grained decomposition into sequen-
tially dependent, short time-horizon tasks often better utilizes the multiple robots,
but still needs some coordination. Nevertheless, the tasks identify additional run-
time constraints that define to which degree the other robots can independently
prepare their own tasks before the next coordination phase.

Based on the decomposition into independent tasks and for the case of deter-
mistic actions, a planning model for finding the optimal actions is proposed that
avoids the combinatorial complexity of multi-agent planning and enables to solve
the following two planning steps simultaneously. First, the tasks need to be as-
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signed to available based on their capability to efficiently execute them. Second,
actions need to be planned for each assigned task of a robot to execute them. By
introducing the idea of Simultaneous Task Allocation and Planning (STAP) these
naturally interconnected problems can be addressed by incrementally solving them
at the same time. This approach is enabled by augmenting the constructed plan-
ning model of the multi-robot team with the identified decomposition choices in
the form of so-called switch transitions. These additional, virtual transitions in the
planning model can be seen as transferring a specific task progress between the
robots.

Determining the optimal execution plan in such a multi-robot planning model
inherently poses a multi-objective optimization problem, where each of the robots
can be considered as one of the objective dimensions. In addition to proposing
a suitable planning algorithm, insights into the overall algorithmic behavior are
used to reduce the objective dimensions to a number constant in the team size,
which further improves the planning performance. In addition to minimizing the
objective function, also additional continuous constraints can be considered by the
planning algorithm as additional objective dimensions to preserve completeness and
optimality even in the presence of limited resources such as the charging level of a
robot or external supplies.

When facing significant uncertainty regarding action execution, a planning model
is proposed that enables a closer coordination between the robots to flexibly adapt
their generated behavior. Specifically, the uncertainty concerns not only the dura-
tion of actions, but also their outcome and consequently, it is not clear in advance
whether an assigned task can be complemented successfully. To address this, we
propose the construction of a Hierarchical LTL-Task MDP model for planning and
coordinating these actions. The general idea is to automatically construct a number
of constrained task planning sub-problems for each robot to determine their next
possible contribution to the overall mission and to coordinate this choice with the
rest of the team in an auction-based procedure.

The high uncertainty and the complex, sometimes implicit connections between
the task allocation choices makes it computationally expensive for real-scale ap-
plications to plan optimal actions in advance. In order to compensate this and
to complement the flexibility of the considered coordination approach, a learning
approach is proposed that allows to approximate the long-term implications of task
allocation choices. By incrementally updating these estimates, the robot team is
able to improve its efficiency over time and achieve a desirable performance for
repetitive missions.

Finally, in order to conclude this thesis, we discuss in the following the results
that have been shown in both the theoretical contributions and the presented ex-
periments with respect to the initial motivation and problem assumptions. Finally,
future research directions are motivated to extend the results of this thesis towards
a broader scope of problems and to achieve an improved performance as well as
scalability to even larger problem sizes.
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9.1 Discussion

As initially motivated in Chapter 1, the automated synthesis of multi-robot behav-
iors from a given specification, including goals and requirements, provides a useful
tool to not only guarantee satisfaction of these specifications, but also to chose
the actions in a way that achieves overall efficiency. Several challenges need to be
addressed in order to achieve these benefits, for example decomposition of the spec-
ification, task allocation to agents, planning actions to achieve the assigned tasks,
and coordination of action execution. We briefly summarize in this concluding
discussion how the proposed methods address those challenges.

The STAP approach presented in the first part of this thesis has shown to be
useful in a number of realistic scenarios that justify the assumption of deterministic
high-level actions and where it is sufficient to decompose a mission into independent
tasks. Then, the approach enables to find the optimal sequences of actions for each
robot to minimize the overall execution time of the mission and to execute these
actions without further coordination. In particular, as shown in the experiments in
Chapter 5, the planning system scales to tens of robots with only an approximately
linear increase of the required planning time. Also, the consideration of continuous
resource constraints as often present in realistic scenarios enables to address a wider
range of planning problems. These two aspects make the proposed framework
suitable for realistic large-scale applications like initially motivated.

For example, an indoor transportation system incorporating tens of autonomous
vehicles can be modeled. Then, complex transportations requests including safety
rules and conditional access restrictions can be specified as LTL formulas and given
to the system whenever required. Either for every single request or by bundling a
set of potentially unrelated transportation tasks, the STAP framework can iden-
tify which parts of each specification can be distributed to the different, currently
available vehicles and optimizes the service time of the requests.

Similarly, consumer robots such as an intelligent vacuum cleaning robot and
other home automation systems can be modeled. Then, a user is able to specify
high-level goals, for example by using a natural language interface. Again, the
STAP framework can then determine the optimal way to combine available devices
in order to satisfy the given specification. Without the proposed methods, it would
become increasingly complex for a user to instruct advanced automation systems
to achieve more expressive goals.

Alternatively, in the presence of a considerable amount of uncertainty in action
execution that cannot solely be handled on a lower level, the complimentary ap-
proach of constructing the Hierarchical LTL-Task MDP allows to address the chal-
lenges in a substantially different way, as presented in the second part of the thesis.
The proposed distributed and adaptive receding-horizon coordination scheme al-
lows to allocate tasks that are sequentially dependent by considering parallel task
execution as a limited-scope preparation of future relevant tasks. In addition, ef-
ficiency of the method is achieved by incorporating a learning-based estimate of
long-term performance, which is an important aspect for practical applications.
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For example, as illustrated in the experiments in Chapter 8, this second ap-
proach is particularly well-suited for industrial applications like monitoring a set
of machines. Due to the adaptive behavior of the robots, maintenance can be in-
tuitively conditioned on the made observations. The long-term improvement of
the system ensures that the tasks are achieved efficiently without requiring a pro-
hibitively time-intensive initial planning phase. Consequently, the system is also
well-suited for dynamically changing production scenarios.

As another example, the decomposition into dependent tasks allows to closely
combine different types of robotic agents and machines. Each of the agents can
be modeled in a re-usable way without explicitly considering the composition of
potential teams and may then be combined with other agents to achieve tasks that
none of the agents would be able to achieve solely by their own capabilities. This
reduces the manual effort involved in setting up a new system or changing the
composition of an existing system significantly.

9.2 Future Research Directions

While the results presented in this thesis indicate that the proposed methods are
already useful in relevant scenarios, their application is still limited by some of
the assumptions. Also, their usefulness can be further improved by addressing
some specific aspects in more detail. To outline this potential, future research is
motivated in the following.

Planning efficiency is of particular interest when considering multi-agent plan-
ning of temporal goals due to the inherent complexity of problems in this domain.
Although the presented approaches already make some progress in this direction,
further research related to an improved efficiency helps to scale the planning meth-
ods further. In particular, the following two aspects appear to be promising for
further research in terms of improving the planning efficiency.

A key role for efficiency is taken by the size of the automaton obtained from
the LTL specification, both in terms of states and transitions. As discussed in
Section 6.3, not all automaton simplification methods from model checking are also
desirable for planning. However, carefully developed simplification methods might
be suitable to reduce the size of such automata and consequently, remove redundant
solutions or enable to re-use learned cost-to-go estimates.

Furthermore, heuristic functions are an established method to accelerate plan-
ning. A particular challenge here are the consideration of effects that a specific
action might have for an extended temporal sequence. Also, guaranteeing opti-
mality is non-trivial when using heuristics in a product model that includes the
automaton of the LTL specification because these automaton transitions are only
virtual, but have a significant impact on the remaining action sequence. In this con-
text, the category of landmark heuristics, see e.g. Helmert and Domshlak [2009],
appears to be most promising since transitions in the automaton can be considered
as naturally occuring landmarks in LTL planning.
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One major concern regarding many planning approaches, especially regarding
those that promise optimality, is the accuracy of the underlying planning models.
If the model differs significantly from the real system, guarantees do not translate
into practice. While many high-level aspects of a system can often be modeled well
enough for an application, especially the expected duration of actions is usually
hard to quantify exactly. Also, the duration can have a significant variance due to
low-level recovery that is required in some cases.

To give an example, it is rather trivial to model that a navigation action brings
a mobile robot from one region to another one and the navigation controller can be
designed robustly for many environment assumptions. However, the time that is
required by the system to complete the navigation action can change significantly,
for example because a different number of obstacles need to be avoided on the way.

In order to address this, approaches to not only improve the strategy of task
assignment, but also to improve approximations in the model can be helpful. For
the above example, a method similar to the one proposed by Krajník et al. [2017]
can be suitable to improve the accuracy of the planning model by learning time-
dependent action durations.

Another concern for many practical systems is that robots might fail at some
point during execution. This results in the need to replan a particular part of the
mission. Indeed, by a decomposition into independent tasks, execution plans of the
other robots would not necessarily be affected by such a robot failure. However,
the missing robot might require a re-allocation of the tasks and might also require
some of the operative robots to additionally execute the remaining tasks of the
failed robot. This as well requires to determine task progress of the failed robot
in order to know which part of its assigned tasks still need to be completed and
which has already been done. For example, Faruq et al. [2018] consider this form
of recovery by extending the STAP approach presented in this thesis.

Considering uncertainty in terms of action outcomes, as done in the second
part of the thesis, can also provide a basis for human-robot collaboration based
on conditional specifications, see e.g. Sanelli et al. [2017]. Indeed, the scenario
illustrated in Section 8.4 considers signals that are obtained by observing humans.
In addition, explainability of planning in the direction of Fox et al. [2017] is an
important aspect when not only reacting to human actions, but when also actively
assisting the human. Further research in this direction might be suitable to achieve
an intuitive interaction between humans and robots to guarantee temporal logic
specifications.

When learning an improved task allocation over time, the combination with
tasks automatically derived from a temporal logics sepcification imposes additional
challenges. One particular problem in this regard is that each of the progress states
in the specification automaton is considered as one discrete state. In principle,
more advanced and specifically adapted learning techniques might be suitable to
further improve the learning performance by utilizing such insights into the system
behavior.

Also, the dynamics of learning policies for multiple robots in parallel is a com-
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mon problem in multi-agent reinforcement learning. When one agent learns to
adapt its policy to the behavior of the others, also the behavior of the other agents
might change at the same time since the others adapt as well. Lowe et al. [2017]
address this problem for example by considering a shared knowledge of policies
during training in order to learn coordination between the agents.

Finally, an aspect that is often not considered in sufficient detail in high-level
action planning is the representation of actions and their adaptation to specific
high-level policies. However, the appropriate parametrization of actions can have a
considerable impact on the overall system performance. For example, approaches
such as the framework proposed by Toussaint et al. [2018] in the area of task and
motion planning consider this aspect in more detail to not only select action on a
logical level, but also to generate appropriate trajectories.



Bibliography

Joshua Achiam, David Held, Aviv Tamar, and Pieter Abbeel. Constrained policy opti-
mization. In International Conference on Machine Learning, pages 22–31, 2017.

Manoj Agarwal, Naveen Kumar, and Lovekesh Vig. Non-additive multi-objective robot
coalition formation. Expert Systems with Applications, 41(8):3736–3747, 2014.

Niels Agatz, Alan Erera, Martin Savelsbergh, and Xing Wang. Optimization for dynamic
ride-sharing: A review. European Journal of Operational Research, 223(2):295–303,
2012.

Derya Aksaray, Austin Jones, Zhaodan Kong, Mac Schwager, and Calin Belta. Q-learning
for robust satisfaction of signal temporal logic specifications. In Conference on Decision
and Control (CDC), pages 6565–6570. IEEE, 2016.

Javier Alonso-Mora, Samitha Samaranayake, Alex Wallar, Emilio Frazzoli, and Daniela
Rus. On-demand high-capacity ride-sharing via dynamic trip-vehicle assignment. Pro-
ceedings of the National Academy of Sciences, 114(3):462–467, 2017.

Eitan Altman. Constrained Markov decision processes, volume 7. CRC Press, 1999.

Rajeev Alur, Tomás Feder, and Thomas A Henzinger. The benefits of relaxing punctuality.
Journal of the ACM (JACM), 43(1):116–146, 1996.

Martin Andersen, Joachim Dahl, Zhang Liu, and Lieven Vandenberghe. Interior-point
methods for large-scale cone programming. Optimization for machine learning, 5583,
2011.

Brandon Araki, John Strang, Sarah Pohorecky, Celine Qiu, Tobias Naegeli, and Daniela
Rus. Multi-robot path planning for a swarm of robots that can both fly and drive.
In Robotics and Automation (ICRA), 2017 IEEE International Conference on, pages
5575–5582. IEEE, 2017.

Fahiem Bacchus and Froduald Kabanza. Planning for temporally extended goals. Annals
of Mathematics and Artificial Intelligence, 22(1):5–27, 1998.

Christel Baier and Joost-Pieter Katoen. Principles of model checking. MIT press Cam-
bridge, 2008.

175



Bibliography 176

Jorge A Baier and Sheila A McIlraith. Planning with first-order temporally extended
goals using heuristic search. In Proceedings of the National Conference on Artificial
Intelligence, volume 21, page 788. Menlo Park, CA; Cambridge, MA; London; AAAI
Press; MIT Press; 1999, 2006.

Andrew G Barto and Sridhar Mahadevan. Recent advances in hierarchical reinforcement
learning. Discrete Event Dynamic Systems, 13(4):341–379, 2003.

Tolga Bektas. The multiple traveling salesman problem: an overview of formulations and
solution procedures. Omega, 34(3):209–219, 2006.

Richard Bellman. A Markovian decision process. Journal of Mathematics and Mechanics,
pages 679–684, 1957.

Richard Bellman. On a routing problem. Quarterly of applied mathematics, pages 87–90,
1958.

Calin Belta, Antonio Bicchi, Magnus Egerstedt, Emilio Frazzoli, Eric Klavins, and
George J Pappas. Symbolic planning and control of robot motion [grand challenges
of robotics]. IEEE Robotics & Automation Magazine, 14(1):61–70, 2007.

Calin Belta, Boyan Yordanov, and Ebru Aydin Gol. Formal Methods for Discrete-Time
Dynamical Systems, volume 89. Springer, 2017.

Curt Alexander Bererton. Multi-robot coordination and competition using mixed integer
and linear programs. PhD thesis, Citeseer, 2004.

Dimitri P Bertsekas. The auction algorithm: A distributed relaxation method for the
assignment problem. Annals of operations research, 14(1):105–123, 1988.

Dimitri P Bertsekas and John N Tsitsiklis. Neuro-dynamic programming: an overview.
In Proceedings of the 34th IEEE Conference on Decision and Control, volume 1, pages
560–564. IEEE Publ. Piscataway, NJ, 1995.

Dimitri P Bertsekas, Francesca Guerriero, and Roberto Musmanno. Parallel asynchronous
label-correcting methods for shortest paths. Journal of Optimization Theory and Ap-
plications, 88(2):297–320, 1996.

Graeme Best, Oliver M Cliff, Timothy Patten, Ramgopal R Mettu, and Robert Fitch.
Decentralised Monte Carlo tree search for active perception. In Proc. of WAFR, 2016.

Roderick Bloem, Barbara Jobstmann, Nir Piterman, Amir Pnueli, and Yaniv Sa’ar. Syn-
thesis of reactive (1) designs. Journal of Computer and System Sciences, 78(3):911–938,
2012.

Natashia Boland, John Dethridge, and Irina Dumitrescu. Accelerated label setting al-
gorithms for the elementary resource constrained shortest path problem. Operations
Research Letters, 34(1):58–68, 2006.

Blai Bonet and Héctor Geffner. Planning as heuristic search. Artificial Intelligence, 129
(1-2):5–33, 2001.



177 Bibliography

Blai Bonet and Malte Helmert. Strengthening landmark heuristics via hitting sets. In
ECAI, volume 215, pages 329–334, 2010.

Andrea Bonisoli, Alfonso E Gerevini, Alessandro Saetti, and Ivan Serina. A privacy-
preserving model for the multi-agent propositional planning problem. Distributed and
Multi-Agent Planning, page 25, 2014.

Ronen I Brafman and Carmel Domshlak. From One to Many: Planning for Loosely
Coupled Multi-Agent Systems. In International Conference on Automated Planning
and Scheduling (ICAPS), pages 28–35, 2008.

Michael Brenner. A multiagent planning language. In Proc. of the Workshop on PDDL,
ICAPS, volume 3, pages 33–38, 2003.

Julius Richard Büchi. On a decision method in restricted second order arithmetic. Springer,
1990.

Rainer E Burkard and Eranda Cela. Linear assignment problems and extensions. In
Handbook of combinatorial optimization, pages 75–149. Springer, 1999.

Lucian Busoniu, Robert Babuska, and Bart De Schutter. A comprehensive survey of mul-
tiagent reinforcement learning. IEEE Transactions on Systems, Man, and Cybernetics
– Part C: Applications and Reviews, 38 (2), 2008.

Lucian Busoniu, Robert Babuska, Bart De Schutter, and Damien Ernst. Reinforcement
learning and dynamic programming using function approximators, volume 39. CRC
press, 2010.

Michal Čáp, Jean Gregoire, and Emilio Frazzoli. Provably safe and deadlock-free execution
of multi-robot plans under delaying disturbances. In Intelligent Robots and Systems
(IROS), 2016 IEEE/RSJ International Conference on, pages 5113–5118. IEEE, 2016.

Fabio Maria Carlucci, Lorenzo Nardi, Luca Iocchi, and Daniele Nardi. Explicit represen-
tation of social norms for social robots. In Intelligent Robots and Systems (IROS), 2015
IEEE/RSJ International Conference on, pages 4191–4196. IEEE, 2015.

Michael Cashmore, Maria Fox, Tom Larkworthy, Derek Long, and Daniele Magazzeni.
Auv mission control via temporal planning. In International Conference on Robotics
and Automation (ICRA), pages 6535–6541. IEEE, 2014.

Michael Cashmore, Maria Fox, Derek Long, Daniele Magazzeni, Bram Ridder, Arnau
Carrera, Narcís Palomeras, Natàlia Hurtós, and Marc Carreras. Rosplan: Planning in
the robot operating system. In ICAPS, pages 333–341, 2015.

Krishnendu Chatterjee, Martin Chmelík, Raghav Gupta, and Ayush Kanodia. Qualitative
analysis of POMDPs with temporal logic specifications for robotics applications. In
International Conference on Robotics and Automation (ICRA), pages 325–330. IEEE,
2015.

Yu Fan Chen, Miao Liu, Michael Everett, and Jonathan P How. Decentralized non-
communicating multiagent collision avoidance with deep reinforcement learning. In
Robotics and Automation (ICRA), 2017 IEEE International Conference on, pages 285–
292. IEEE, 2017.



Bibliography 178

Yushan Chen, Xu Chu Ding, Alin Stefanescu, and Calin Belta. Formal approach to the
deployment of distributed robotic teams. IEEE Transactions on Robotics, 28(1):158–
171, 2012a.

Yushan Chen, Jana Tumova, and Calin Belta. Ltl robot motion control based on automata
learning of environmental dynamics. In Robotics and Automation (ICRA), 2012 IEEE
International Conference on, pages 5177–5182. IEEE, 2012b.

Sandeep P Chinchali, Scott C Livingston, Marco Pavone, and Joel W Burdick. Simul-
taneous model identification and task satisfaction in the presence of temporal logic
constraints. In International Conference on Robotics and Automation (ICRA), pages
3682–3689. IEEE, 2016.

Han-Lim Choi, Luc Brunet, and Jonathan P How. Consensus-based decentralized auctions
for robust task allocation. IEEE Transactions on Robotics, 25(4):912–926, 2009.

Smriti Chopra, Giuseppe Notarstefano, Matthew Rice, and Magnus Egerstedt. A dis-
tributed version of the hungarian method for multirobot assignment. IEEE Transactions
on Robotics, 33(4):932–947, 2017.

Frank Ciesinski, Christel Baier, Marcus Größer, and Joachim Klein. Reduction techniques
for model checking markov decision processes. In 2008 Fifth International Conference
on Quantitative Evaluation of Systems, pages 45–54. IEEE, 2008.

Edmund M. Clarke, E Allen Emerson, and A Prasad Sistla. Automatic verification of
finite-state concurrent systems using temporal logic specifications. ACM Transactions
on Programming Languages and Systems (TOPLAS), 8(2):244–263, 1986.

Liron Cohen and Sven Koenig. Bounded suboptimal multi-agent path finding using high-
ways. In IJCAI, pages 3978–3979, 2016.

Liron Cohen, Tansel Uras, TK Satish Kumar, Hong Xu, Nora Ayanian, and Sven Koenig.
Improved solvers for bounded-suboptimal multi-agent path finding. In IJCAI, pages
3067–3074, 2016.

Amanda Jane Coles, Andrew Coles, Maria Fox, and Derek Long. Forward-chaining partial-
order planning. In ICAPS, pages 42–49, 2010.

David C Conner, Stefan Kohlbrecher, Philipp Schillinger, Alberto Romay, Alexander
Stumpf, Spyros Maniatopoulos, Hadas Kress-Gazit, and Oskar von Stryk. Collabo-
rative autonomy between high-level behaviors and human operators for control of com-
plex tasks with different humanoid robots. The DARPA Robotics Challenge Finals:
Humanoid Robots To The Rescue, Springer Tracts in Advanced Robotics, 121, 2018.

Samuel Coogan, Murat Arcak, and Calin Belta. Finite state abstraction and formal
methods for traffic flow networks. In American Control Conference (ACC), 2016, pages
864–879. IEEE, 2016.

Raghvendra V Cowlagi and Zetian Zhang. Motion-planning with linear temporal logic
specifications for a nonholonomic vehicle kinematic model. In American Control Con-
ference (ACC), 2016, pages 6411–6416. IEEE, 2016.



179 Bibliography

Stephen Cresswell and Alexandra Coddington. Compilation of ltl goal formulas into pddl.
In Proceedings of the 16th European Conference on Artificial Intelligence, pages 985–
986. IOS Press, 2004.

Peng Dai and Judy Goldsmith. Lao*, rlao*, or blao*. In AAAI Workshop on Heuristic
Search, pages 59–64, 2006.

Peng Dai, Daniel S Weld, et al. Focused topological value iteration. In Nineteenth Inter-
national Conference on Automated Planning and Scheduling, 2009.

Giuseppe De Giacomo and Moshe Y Vardi. Linear temporal logic and linear dynamic
logic on finite traces. In International Joint Conference on Artificial Intelligence, pages
854–860. Association for Computing Machinery, 2013.

Giuseppe De Giacomo, Riccardo De Masellis, and Marco Montali. Reasoning on LTL on
Finite Traces: Insensitivity to Infiniteness. In AAAI, pages 1027–1033. Citeseer, 2014.

Frits de Nijs, Erwin Walraven, Mathijs Michiel de Weerdt, and Matthijs TJ Spaan. Bound-
ing the Probability of Resource Constraint Violations in Multi-Agent MDPs. In AAAI
Conference on Artificial Intelligence, pages 3562–3568, 2017.

Kun Deng, Yushan Chen, and Calin Belta. An approximate dynamic programming ap-
proach to multiagent persistent monitoring in stochastic environments with temporal
logic constraints. IEEE Transactions on Automatic Control, 62(9):4549–4563, 2017.

M Bernardine Dias. Traderbots: A new paradigm for robust and efficient multirobot
coordination in dynamic environments. Robotics Institute, page 153, 2004.

M Bernardine Dias, Robert Zlot, Nidhi Kalra, and Anthony Stentz. Market-based multi-
robot coordination: A survey and analysis. Proceedings of the IEEE, 94(7):1257–1270,
2006.

Thomas G Dietterich. Hierarchical reinforcement learning with the maxq value function
decomposition. Journal of Artificial Intelligence Research, 13:227–303, 2000.

Edsger W Dijkstra. A note on two problems in connexion with graphs. Numerische
mathematik, 1(1):269–271, 1959.

Xu Chu Ding, Alessandro Pinto, and Amit Surana. Strategic planning under uncertainties
via constrained markov decision processes. In International Conference on Robotics and
Automation (ICRA), pages 4568–4575. IEEE, 2013.

Xu Chu Dennis Ding, Stephen L Smith, Calin Belta, and Daniela Rus. Ltl control in
uncertain environments with probabilistic satisfaction guarantees. IFAC Proceedings
Volumes, 44(1):3515–3520, 2011.

Xuchu Ding, Mircea Lazar, and Calin Belta. LTL receding horizon control for finite
deterministic systems. Automatica, 50(2):399–408, 2014.

Alexandre Duret-Lutz, Alexandre Lewkowicz, Amaury Fauchille, Thibaud Michaud, Eti-
enne Renault, and Laurent Xu. Spot 2.0 — a framework for LTL and ω-automata
manipulation. In International Symposium on Automated Technology for Verification
and Analysis (ATVA). Springer, October 2016.



Bibliography 180

Edmund H Durfee and Shlomo Zilberstein. Multiagent planning, control, and execution.
Multiagent Systems, pages 485–545, 2013.

Rüdiger Ehlers. Generalized rabin (1) synthesis with applications to robust system syn-
thesis. In NASA Formal Methods, pages 101–115. Springer, 2011.

Matthias Ehrgott. Multicriteria optimization. Springer Science & Business Media, 2006.

Georgios E Fainekos and George J Pappas. Robustness of temporal logic specifications
for continuous-time signals. Theoretical Computer Science, 410(42):4262–4291, 2009.

Georgios E Fainekos, Savvas G Loizou, and George J Pappas. Translating temporal logic
to controller specifications. In Decision and Control, 2006 45th IEEE Conference on,
pages 899–904. IEEE, 2006.

Fatma Faruq, Bruno Lacerda, Nick Hawes, and David Parker. Simultaneous Task Al-
location and Planning Under Uncertainty. In International Conference on Intelligent
Robots and Systems (IROS), pages 3559–3564. IEEE/RSJ, 2018.

Seyedshams Feyzabadi and Stefano Carpin. Risk-aware path planning using hirerachi-
cal constrained markov decision processes. In Automation Science and Engineering
(CASE), 2014 IEEE International Conference on, pages 297–303. IEEE, 2014.

Richard E Fikes and Nils J Nilsson. Strips: A new approach to the application of theorem
proving to problem solving. Artificial intelligence, 2(3-4):189–208, 1971.

Lester R Ford Jr. Network flow theory. Technical report, RAND CORP SANTA MONICA
CA, 1956.

Vojtěch Forejt, Marta Kwiatkowska, and David Parker. Pareto curves for probabilistic
model checking. In International Symposium on Automated Technology for Verification
and Analysis, pages 317–332. Springer, 2012.

Maria Fox, Derek Long, and Daniele Magazzeni. Explainable planning. arXiv preprint
arXiv:1709.10256, 2017.

Jie Fu, Shuo Han, and Ufuk Topcu. Optimal control in markov decision processes via dis-
tributed optimization. In 2015 54th IEEE Conference on Decision and Control (CDC),
pages 7462–7469. IEEE, 2015a.

Jie Fu, Herbert G Tanner, and Jeffrey Heinz. Concurrent multi-agent systems with tem-
poral logic objectives: Game theoretic analysis and planning through negotiation. IET
Control Theory & Applications, 9(3):465–474, 2015b.

Xavier Gandibleux, Frédéric Beugnies, and Sabine Randriamasy. Martins’ algorithm re-
visited for multi-objective shortest path problems with a MaxMin cost function. 4OR,
4(1):47–59, 2006.

Sergio Garcia, Daniel Strüber, Davide Brugali, Alessandro Di Fava, Philipp Schillinger,
Patrizio Pelliccione, and Thorsten Berger. Variability Modeling of Service Robots:
Experiences and Challenges. In 13th International Workshop on Variability Modelling
of Software-Intensive Systems, 2019.



181 Bibliography

Paul Gastin and Denis Oddoux. Fast ltl to büchi automata translation. In Computer
Aided Verification, pages 53–65. Springer, 2001.

Ivan Gavran, Rupak Majumdar, and Indranil Saha. Antlab: a multi-robot task server.
ACM Transactions on Embedded Computing Systems (TECS), 16(5s):190, 2017.

Alfonso E Gerevini, Patrik Haslum, Derek Long, Alessandro Saetti, and Yannis Dimopou-
los. Deterministic planning in the fifth international planning competition: Pddl3 and
experimental evaluation of the planners. Artificial Intelligence, 173(5):619–668, 2009.

Brian P Gerkey and Maja J Mataric. Sold!: Auction methods for multirobot coordination.
IEEE transactions on robotics and automation, 18(5):758–768, 2002.

Brian P Gerkey and Maja J Matarić. A formal analysis and taxonomy of task allocation
in multi-robot systems. The International Journal of Robotics Research, 23(9):939–954,
2004.

Rob Gerth, Doron Peled, Moshe Y Vardi, and Pierre Wolper. Simple on-the-fly auto-
matic verification of linear temporal logic. In International Symposium on Protocol
Specification, Testing and Verification. IFIP, 1995.

Malik Ghallab, Dana Nau, and Paolo Traverso. Automated Planning and Acting. Cam-
bridge University Press, 2016.

Malik Ghallab, Nick Hawes, Daniele Magazzeni, Brian C Williams, and Andrea Orlandini.
Planning and robotics (dagstuhl seminar 17031). In Dagstuhl Reports, volume 7. Schloss
Dagstuhl-Leibniz-Zentrum fuer Informatik, 2017.

Mohammad Ghavamzadeh, Sridhar Mahadevan, and Rajbala Makar. Hierarchical multi-
agent reinforcement learning. Autonomous Agents and Multi-Agent Systems, 13(2):
197–229, 2006.

Matthew C Gombolay, Ronald Wilcox, and Julie A Shah. Fast Scheduling of Multi-Robot
Teams with Temporospatial Constraints. In Robotics: Science and Systems, 2013.

Ronald L Graham, Eugene L Lawler, Jan Karel Lenstra, and AHG Rinnooy Kan. Op-
timization and approximation in deterministic sequencing and scheduling: a survey.
Annals of discrete mathematics, 5:287–326, 1979.

Meng Guo and Dimos V Dimarogonas. Bottom-up motion and task coordination for
loosely-coupled multi-agent systems with dependent local tasks. In International Con-
ference on Automation Science and Engineering (CASE), pages 348–355. IEEE, 2015.

Meng Guo, Jana Tumova, and Dimos V Dimarogonas. Cooperative decentralized multi-
agent control under local ltl tasks and connectivity constraints. In Decision and Control
(CDC), 2014 IEEE 53rd Annual Conference on, pages 75–80. IEEE, 2014.

Eric A Hansen and Shlomo Zilberstein. Heuristic search in cyclic and/or graphs. In
AAAI/IAAI, pages 412–418, 1998.

Hans Hansson and Bengt Jonsson. A logic for reasoning about time and reliability. Formal
aspects of computing, 6(5):512–535, 1994.



Bibliography 182

Nicholas JA Harvey, Richard E Ladner, László Lovász, and Tami Tamir. Semi-matchings
for bipartite graphs and load balancing. Journal of Algorithms, 59(1):53–78, 2006.

Patrik Haslum, Adi Botea, Malte Helmert, Blai Bonet, Sven Koenig, et al. Domain-
independent construction of pattern database heuristics for cost-optimal planning. In
AAAI, volume 7, pages 1007–1012, 2007.

Nick Hawes, Christopher Burbridge, Ferdian Jovan, Lars Kunze, Bruno Lacerda, Lenka
Mudrova, Jay Young, Jeremy Wyatt, Denise Hebesberger, Tobias Kortner, et al. The
strands project: Long-term autonomy in everyday environments. IEEE Robotics &
Automation Magazine, 24(3):146–156, 2017.

Malte Helmert. The fast downward planning system. Journal of Artificial Intelligence
Research (JAIR), 26:191–246, 2006.

Malte Helmert and Carmel Domshlak. Landmarks, critical paths and abstractions: what’s
the difference anyway? In ICAPS, pages 162–169, 2009.

Jörg Hoffmann and Bernhard Nebel. The ff planning system: Fast plan generation through
heuristic search. Journal of Artificial Intelligence Research, 14:253–302, 2001.

Gerard Holzmann. Spin model checker, the: primer and reference manual. Addison-Wesley
Professional, 2003.

Stefan Irnich and Guy Desaulniers. Shortest path problems with resource constraints. In
Column generation, pages 33–65. Springer, 2005.

Austin Jones, Derya Aksaray, Zhaodan Kong, Mac Schwager, and Calin Belta. Robust Sat-
isfaction of Temporal Logic Specifications via Reinforcement Learning. arXiv preprint
arXiv:1510.06460, 2015.

James P Kahan and Amnon Rapoport. Theories of coalition formation. Psychology Press,
2014.

Nidhi Kalra, Dave Ferguson, and Anthony Stentz. Hoplites: A market-based framework
for planned tight coordination in multirobot teams. In Robotics and Automation, 2005.
ICRA 2005. Proceedings of the 2005 IEEE International Conference on, pages 1170–
1177. IEEE, 2005.

Sertac Karaman and Emilio Frazzoli. Vehicle routing problem with metric temporal logic
specifications. In Conference on Decision and Control (CDC), pages 3953–3958. IEEE,
2008.

Sertac Karaman and Emilio Frazzoli. Linear temporal logic vehicle routing with applica-
tions to multi-UAV mission planning. International Journal of Robust and Nonlinear
Control, 21(12):1372–1395, 2011.

Nikolaos Kariotoglou, Maryam Kamgarpour, Tyler H Summers, and John Lygeros. The
linear programming approach to reach-avoid problems for markov decision processes.
Journal of Artificial Intelligence Research, 60:263–285, 2017.



183 Bibliography

Erez Karpas and Carmel Domshlak. Cost-optimal planning with landmarks. In IJCAI,
pages 1728–1733, 2009.

Alaa Khamis, Ahmed Hussein, and Ahmed Elmogy. Multi-robot task allocation: A review
of the state-of-the-art. In Cooperative Robots and Sensor Networks 2015, pages 31–51.
Springer, 2015.

Jon Kleinberg and Eva Tardos. Algorithm design. Pearson Education India, 2006.

Marius Kloetzer and Calin Belta. Automatic deployment of distributed teams of robots
from temporal logic motion specifications. Transactions on Robotics, 26(1):48–61, 2010.

Marius Kloetzer and Christian Mahulea. Accomplish multi-robot tasks via Petri net mod-
els. In International Conference on Automation Science and Engineering (CASE), pages
304–309. IEEE, 2015.

Jens Kober, J Andrew Bagnell, and Jan Peters. Reinforcement learning in robotics: A
survey. The International Journal of Robotics Research, 32(11):1238–1274, 2013.

Sven Koenig, C Tovey, M Lagoudakis, V Markakis, David Kempe, Pinar Keskinocak,
A Kleywegt, Adam Meyerson, and Sonal Jain. The power of sequential single-item
auctions for agent coordination. In Proceedings of the National Conference on Artificial
Intelligence, volume 21, page 1625, 2006.

Sven Koenig, Craig A Tovey, Xiaoming Zheng, and Ilgaz Sungur. Sequential Bundle-Bid
Single-Sale Auction Algorithms for Decentralized Control. In IJCAI, pages 1359–1365,
2007.

Stefan Kohlbrecher, Alexander Stumpf, Alberto Romay, Philipp Schillinger, Oskar von
Stryk, and David C Conner. A comprehensive software framework for complex locomo-
tion and manipulation tasks applicable to different types of humanoid robots. Frontiers
in Robotics and AI, 3:31, 2016.

Jelle R Kok and Nikos Vlassis. Collaborative multiagent reinforcement learning by payoff
propagation. Journal of Machine Learning Research, 7(Sep):1789–1828, 2006.

G. Ayorkor Korsah, Anthony Stentz, and M. Bernardine Dias. A comprehensive taxonomy
for multi-robot task allocation. The International Journal of Robotics Research, 32(12):
1495–1512, 2013.

Dániel László Kovács. A multi-agent extension of pddl3. 1. 2012.

Ron Koymans. Specifying real-time properties with metric temporal logic. Real-time
systems, 2(4):255–299, 1990.

Tomáš Krajník, Jaime P Fentanes, Joao M Santos, and Tom Duckett. Fremen: Frequency
map enhancement for long-term mobile robot autonomy in changing environments.
IEEE Transactions on Robotics, 33(4):964–977, 2017.

Hadas Kress-Gazit, Georgios E Fainekos, and George J Pappas. Temporal-logic-based
reactive mission and motion planning. IEEE Transactions on Robotics, 25(6):1370–
1381, 2009.



Bibliography 184

Hadas Kress-Gazit, Morteza Lahijanian, and Vasumathi Raman. Synthesis for robots:
Guarantees and feedback for robot behavior. Annual Review of Control, Robotics, and
Autonomous Systems, 1:211–236, 2018.

Orna Kupferman and Moshe Y Vardi. Model checking of safety properties. Formal Methods
in System Design, 19(3):291–314, 2001.

Marta Kwiatkowska, Gethin Norman, and David Parker. Prism 4.0: Verification of prob-
abilistic real-time systems. In Computer aided verification, pages 585–591. Springer,
2011.

Bruno Lacerda and Pedro U Lima. LTL-based decentralized supervisory control of multi-
robot tasks modelled as Petri nets. In International Conference on Intelligent Robots
and Systems (IROS), pages 3081–3086. IEEE, 2011.

Bruno Lacerda, David Parker, and Nick Hawes. Optimal and dynamic planning for Markov
decision processes with co-safe LTL specifications. In IEEE/RSJ International Confer-
ence on Intelligent Robots and Systems, pages 1511–1516. IEEE, 2014a.

Bruno Lacerda, David Parker, and Nick Hawes. Optimal and dynamic planning for Markov
decision processes with co-safe LTL specifications. In International Conference on In-
telligent Robots and Systems (IROS), pages 1511–1516. IEEE/RSJ, 2014b.

Bruno Lacerda, David Parker, and Nick Hawes. Optimal policy generation for partially
satisfiable co-safe ltl specifications. In Twenty-Fourth International Joint Conference
on Artificial Intelligence, 2015.

Bruno Lacerda, David Parker, and Nick Hawes. Multi-Objective Policy Generation for Mo-
bile Robots Under Probabilistic Time-Bounded Guarantees. International Conference
on Automated Planning and Scheduling (ICAPS), 2017.

Michail G Lagoudakis, Evangelos Markakis, David Kempe, Pinar Keskinocak, Anton J
Kleywegt, Sven Koenig, Craig A Tovey, AdamMeyerson, and Sonal Jain. Auction-Based
Multi-Robot Routing. In Robotics: Science and Systems, volume 5, pages 343–350, 2005.

Morteza Lahijanian, Sean B Andersson, and Calin Belta. A probabilistic approach for
control of a stochastic system from ltl specifications. In Decision and Control, 2009 held
jointly with the 2009 28th Chinese Control Conference. CDC/CCC 2009. Proceedings
of the 48th IEEE Conference on, pages 2236–2241. IEEE, 2009.

Morteza Lahijanian, Sean B Andersson, and Calin Belta. Temporal logic motion planning
and control with probabilistic satisfaction guarantees. IEEE Transactions on Robotics,
28(2):396–409, 2012.

Morteza Lahijanian, Matthew R Maly, Dror Fried, Lydia E Kavraki, Hadas Kress-Gazit,
and Moshe Y Vardi. Iterative temporal planning in uncertain environments with partial
satisfaction guarantees. IEEE Transactions on Robotics, 32(3):583–599, 2016.

Daniel T Larsson, Daniel Braun, and Panagiotis Tsiotras. Hierarchical state abstractions
for decision-making problems with computational constraints. In Decision and Control
(CDC), 2017 IEEE 56th Annual Conference on, pages 1138–1143. IEEE, 2017.



185 Bibliography

Steven M LaValle. Planning algorithms. Cambridge university press, 2006.

Kevin Leahy, Dingjiang Zhou, Cristian-Ioan Vasile, Konstantinos Oikonomopoulos, Mac
Schwager, and Calin Belta. Provably correct persistent surveillance for unmanned aerial
vehicles subject to charging constraints. In Experimental Robotics, pages 605–619.
Springer, 2016.

Jin-Kyu Lee and Tae-Eog Lee. Automata-based supervisory control logic design for a
multi-robot assembly cell. International Journal of Computer Integrated Manufacturing,
15(4):319–334, 2002.

Francesco Leofante, Erika Ábrahám, Tim Niemueller, Gerhard Lakemeyer, and Armando
Tacchella. On the synthesis of guaranteed-quality plans for robot fleets in logistics
scenarios via optimization modulo theories. In Information Reuse and Integration (IRI),
2017 IEEE International Conference on, pages 403–410. IEEE, 2017.

Lening Li and Jie Fu. Sampling-based approximate optimal temporal logic planning.
In Robotics and Automation (ICRA), 2017 IEEE International Conference on, pages
1328–1335. IEEE, 2017.

Xiao Li and Calin Belta. A Hierarchical Reinforcement Learning Method for Persistent
Time-Sensitive Tasks. arXiv preprint arXiv:1606.06355, 2016.

Xiao Li, Cristian-Ioan Vasile, and Calin Belta. Reinforcement Learning With Temporal
Logic Rewards. In International Conference on Intelligent Robots and Systems (IROS),
pages 3834–3839. IEEE/RSJ, 2017.

Michael L Littman, Ufuk Topcu, Jie Fu, Charles Isbell, Min Wen, and James Mac-
Glashan. Environment-Independent Task Specifications via GLTL. arXiv preprint
arXiv:1704.04341, 2017.

Lantao Liu and Nathan Michael. An mdp-based approximation method for goal con-
strained multi-mav planning under action uncertainty. In 2016 IEEE International
Conference on Robotics and Automation (ICRA), pages 56–62. IEEE, 2016.

Savvas G Loizou and Kostas J Kyriakopoulos. Automatic synthesis of multi-agent motion
tasks based on ltl specifications. In Decision and Control, 2004. CDC. 43rd IEEE
Conference on, volume 1, pages 153–158. IEEE, 2004.

Ryan Lowe, Yi Wu, Aviv Tamar, Jean Harb, Pieter Abbeel, and Igor Mordatch. Multi-
Agent Actor-Critic for Mixed Cooperative-Competitive Environments. In Advances in
Neural Information Processing Systems, pages 6379–6390, 2017.

Ryan Luna, Morteza Lahijanian, Mark Moll, and Lydia E Kavraki. Asymptotically op-
timal stochastic motion planning with temporal goals. In Algorithmic Foundations of
Robotics XI, pages 335–352. Springer, 2015.

Hang Ma and Sven Koenig. Optimal target assignment and path finding for teams of
agents. In Proceedings of the 2016 International Conference on Autonomous Agents &
Multiagent Systems, pages 1144–1152. International Foundation for Autonomous Agents
and Multiagent Systems, 2016.



Bibliography 186

Hang Ma, TK Satish Kumar, and Sven Koenig. Multi-agent path finding with delay
probabilities. In AAAI, pages 3605–3612, 2017a.

Kai-Chieh Ma, Lantao Liu, and Gaurav S Sukhatme. Informative planning and online
learning with sparse gaussian processes. In Robotics and Automation (ICRA), 2017
IEEE International Conference on, pages 4292–4298. IEEE, 2017b.

Oded Maler and Dejan Nickovic. Monitoring temporal properties of continuous signals.
In Formal Techniques, Modelling and Analysis of Timed and Fault-Tolerant Systems,
pages 152–166. Springer, 2004.

Spyros Maniatopoulos, Philipp Schillinger, Vitchyr Pong, David C Conner, and Hadas
Kress-Gazit. Reactive high-level behavior synthesis for an atlas humanoid robot. In
International Conference on Robotics and Automation (ICRA), pages 4192–4199. IEEE,
2016.

Alberto Martelli and Ugo Montanari. Optimizing decision trees through heuristically
guided search. Communications of the ACM, 21(12):1025–1039, 1978.

Ernesto Queiros Vieira Martins. On a multicriteria shortest path problem. European
Journal of Operational Research, 16(2):236–245, 1984.

Neil Mathew, Stephen L Smith, and Steven L Waslander. Planning paths for package
delivery in heterogeneous multirobot teams. IEEE Transactions on Automation Science
and Engineering, 12(4):1298–1308, 2015.

Marta Cialdea Mayer, Carla Limongelli, Andrea Orlandini, and Valentina Poggioni. Linear
temporal logic as an executable semantics for planning languages. Journal of Logic,
Language and Information, 16(1):63–89, 2007.

Drew McDermott, Malik Ghallab, Adele Howe, Craig Knoblock, Ashwin Ram, Manuela
Veloso, Daniel Weld, and David Wilkins. Pddl-the planning domain definition language.
1998.

Mehran Mesbahi and Magnus Egerstedt. Graph theoretic methods in multiagent networks.
Princeton University Press, 2010.

Nathan Michael, Michael M Zavlanos, Vijay Kumar, and George J Pappas. Distributed
multi-robot task assignment and formation control. In Robotics and Automation, 2008.
ICRA 2008. IEEE International Conference on, pages 128–133. IEEE, 2008.

Justin Miller and Jonathan P How. Predictive positioning and quality of service rideshar-
ing for campus mobility on demand systems. arXiv preprint arXiv:1609.08116, 2016.

Justin Miller and Jonathan P How. Predictive positioning and quality of service rideshar-
ing for campus mobility on demand systems. In Robotics and Automation (ICRA), 2017
IEEE International Conference on, pages 1402–1408. IEEE, 2017.

Lenka Mudrova and Nick Hawes. Task scheduling for mobile robots using interval algebra.
In Proc. of, 2015.



187 Bibliography

Thibaut Munzer, Marc Toussaint, and Manuel Lopes. Efficient behavior learning in
human–robot collaboration. Autonomous Robots, pages 1–13, 2017.

Changjoo Nam and Dylan A Shell. Bundling policies for sequential stochastic tasks in
multi-robot systems. 2016.

Alexandros Nikou, Jana Tumova, and Dimos V Dimarogonas. Cooperative task plan-
ning of multi-agent systems under timed temporal specifications. In American Control
Conference (ACC), pages 7104–7109. IEEE, 2016.

Raz Nissim and Ronen I Brafman. Distributed Heuristic Forward Search for Multi-agent
Planning. Journal of Artificial Intelligence Research (JAIR), 51:293–332, 2014.

Gethin Norman, David Parker, and Xueyi Zou. Verification and control of partially ob-
servable probabilistic systems. Real-Time Systems, 53(3):354–402, 2017.

Ernesto Nunes, Marie Manner, Hakim Mitiche, and Maria Gini. A taxonomy for task
allocation problems with temporal and ordering constraints. Robotics and Autonomous
Systems, 90:55–70, 2017.

Eugénio Oliveira, José Manuel Fonseca, and Nicholas R Jennings. Learning to be com-
petitive in the market. 1999.

Shayegan Omidshafiei, Ali-Akbar Agha-Mohammadi, Christopher Amato, Shih-Yuan Liu,
Jonathan P How, and John Vian. Decentralized control of multi-robot partially observ-
able Markov decision processes using belief space macro-actions. The International
Journal of Robotics Research, 36(2):231–258, 2017.

José Manuel Paixão and José Luis Santos. Labeling Methods for the General Case of
the Multi-objective Shortest Path Problem–A Computational Study. In Computational
Intelligence and Decision Making, pages 489–502. Springer, 2013.

Liviu Panait and Sean Luke. Cooperative multi-agent learning: The state of the art.
Autonomous agents and multi-agent systems, 11(3):387–434, 2005.

Christos H Papadimitriou and Kenneth Steiglitz. Combinatorial optimization: algorithms
and complexity. Courier Corporation, 1998.

Lynne E Parker. Decision making as optimization in multi-robot teams. In International
Conference on Distributed Computing and Internet Technology, pages 35–49. Springer,
2012.

Edwin PD Pednault. Adl: Exploring the middle ground between strips and the situation
calculus. Kr, 89:324–332, 1989.

J Scott Penberthy, Daniel S Weld, et al. Ucpop: A sound, complete, partial order planner
for adl. Kr, 92:103–114, 1992.

David W Pentico. Assignment problems: A golden anniversary survey. European Journal
of Operational Research, 176(2):774–793, 2007.



Bibliography 188

Patrice Perny and Paul Weng. On finding compromise solutions in multiobjective markov
decision processes. In ECAI, pages 969–970, 2010.

Charles E Pippin and Henrik Christensen. Learning task performance in market-based
task allocation. In Intelligent Autonomous Systems 12, pages 613–621. Springer, 2013.

Nir Piterman, Amir Pnueli, and Yaniv Sa’ar. Synthesis of reactive (1) designs. In Verifi-
cation, Model Checking, and Abstract Interpretation, pages 364–380. Springer, 2006.

Amir Pnueli and Roni Rosner. On the synthesis of a reactive module. In 16th ACM
SIGPLAN-SIGACT Symposium on Principles of programming languages, pages 179–
190. ACM, 1989.

Jaime Pulido Fentanes, Bruno Lacerda, Tomas Krajnik, Nick Hawes, Marc Hanheide, et al.
Now or later? predicting and maximising success of navigation actions from long-term
experience. 2015.

Martin L Puterman. Markov decision processes: discrete stochastic dynamic programming.
John Wiley & Sons, 1994.

Vasumathi Raman and Hadas Kress-Gazit. Synthesis for multi-robot controllers with
interleaved motion. In International Conference on Robotics and Automation (ICRA),
pages 4316–4321. IEEE, 2014.

Vasumathi Raman, Cameron Finucane, and Hadas Kress-Gazit. Temporal logic robot
mission planning for slow and fast actions. In Intelligent Robots and Systems (IROS),
2012 IEEE/RSJ International Conference on, pages 251–256. IEEE, 2012.

Mark Reynolds. Continuous temporal models. In Australian Joint Conference on Artificial
Intelligence, volume 2256, pages 414–425. Springer, 2001.

Khashayar Rohanimanesh and Sridhar Mahadevan. Learning to take concurrent actions.
In Advances in neural information processing systems (NIPS), pages 1651–1658, 2003.

Khashayar Rohanimanesh and Sridhar Mahadevan. Coarticulation: An approach for
generating concurrent plans in markov decision processes. In International Conference
on Machine Learning (ICML), pages 720–727. ACM, 2005.

Diederik Marijn Roijers, Peter Vamplew, Shimon Whiteson, and Richard Dazeley. A
survey of multi-objective sequential decision-making. Journal of Artificial Intelligence
Research, 2013.

Alberto Romay, Stefan Kohlbrecher, Alexander Stumpf, Oskar von Stryk, Spyros Mani-
atopoulos, Hadas Kress-Gazit, Philipp Schillinger, and David C Conner. Collaborative
Autonomy between High-level Behaviors and Human Operators for Remote Manipula-
tion Tasks using Different Humanoid Robots. Journal of Field Robotics, 34(2):333–358,
2017.

Sheldon M Ross. Applied Probability Models with Optimization Applications. Holden Day,
San Francisco, 1970.



189 Bibliography

Stuart J Russell and Peter Norvig. Artificial intelligence: a modern approach. Malaysia;
Pearson Education Limited„ 2016.

Dorsa Sadigh, Eric S Kim, Samuel Coogan, S Shankar Sastry, and Sanjit A Seshia. A
learning based approach to control synthesis of markov decision processes for linear
temporal logic specifications. In Conference on Decision and Control, pages 1091–1096.
IEEE, 2014.

Indranil Saha, Rattanachai Ramaithitima, Vijay Kumar, George J Pappas, and Sanjit A
Seshia. Automated composition of motion primitives for multi-robot systems from safe
ltl specifications. In Intelligent Robots and Systems (IROS 2014), 2014 IEEE/RSJ
International Conference on, pages 1525–1532. IEEE, 2014.

Sayan Saha and A Agung Julius. An milp approach for real-time optimal controller
synthesis with metric temporal logic specifications. In American Control Conference
(ACC), 2016, pages 1105–1110. IEEE, 2016.

Samantha Samuelson and Insoon Yang. Safety-aware optimal control of stochastic systems
using conditional value-at-risk. In 2018 Annual American Control Conference (ACC),
pages 6285–6290. IEEE, 2018.

Valerio Sanelli, Michael Cashmore, Daniele Magazzeni, and Luca Iocchi. Short-term
human-robot interaction through conditional planning and execution. In Twenty-
Seventh International Conference on Automated Planning and Scheduling, 2017.

Scott Sanner. Relational dynamic influence diagram language (rddl): Language descrip-
tion. Unpublished ms. Australian National University, page 32, 2010.

Scott Sanner, Robby Goetschalckx, Kurt Driessens, and Guy Shani. Bayesian real-time
dynamic programming. In Twenty-First International Joint Conference on Artificial
Intelligence, 2009.

Philipp Schillinger, Mathias Bürger, and Dimos V Dimarogonas. Decomposition of finite
LTL specifications for efficient multi-agent planning. In Distributed autonomous robotic
systems (DARS), pages 545–558. Springer, 2016a.

Philipp Schillinger, Stefan Kohlbrecher, and Oskar von Stryk. Human-Robot Collaborative
High-Level Control with Application to Rescue Robotics. In International Conference
on Robotics and Automation (ICRA). IEEE, 2016b.

Philipp Schillinger, Mathias Bürger, and Dimos V Dimarogonas. Multi-Objective Search
for Optimal Multi-Robot Planning with Finite LTL Specifications and Resource Con-
straints. In International Conference on Robotics and Automation (ICRA). IEEE,
2017a.

Philipp Schillinger, Mathias Bürger, and Dimos V Dimarogonas. Simultaneous Task Al-
location and Planning. In The What without the How (Workshop), Robotics: Science
and Systems (RSS), 2017b.

Philipp Schillinger, Mathias Bürger, and Dimos V Dimarogonas. Auctioning over Proba-
bilistic Options for Temporal Logic-Based Multi-Robot Cooperation under Uncertainty.
In International Conference on Robotics and Automation (ICRA). IEEE, 2018a.



Bibliography 190

Philipp Schillinger, Mathias Bürger, and Dimos V Dimarogonas. Simultaneous Task Allo-
cation and Planning for Temporal Logic Goals in Heterogeneous Multi-Robot Systems.
The International Journal of Robotics Research (IJRR), 37(7):818–838, 2018b.

Philipp Schillinger, Mathias Bürger, and Dimos V Dimarogonas. Improving Multi-Robot
Behavior Using Learning-Based Receding Horizon Task Allocation. In Robotics: Science
and Systems (RSS), 2018c.

Philipp Schillinger, Mathias Bürger, and Dimos V Dimarogonas. Hierarchical LTL-Task
MDPs for Multi-Agent Coordination through Auctioning and Learning. The Interna-
tional Journal of Robotics Research (IJRR), 2019. submitted.

Henning Schlüter, Philipp Schillinger, and Mathias Bürger. On the Design of Penalty
Structures for Minimum-Violation LTL Motion Planning. In Conference on Decision
and Control (CDC). IEEE, 2018.

John Schulman, Sergey Levine, Pieter Abbeel, Michael Jordan, and Philipp Moritz. Trust
region policy optimization. In International Conference on Machine Learning, pages
1889–1897, 2015.

Jendrik Seipp and Malte Helmert. Counterexample-guided cartesian abstraction refine-
ment. In ICAPS, 2013.

Sven Seuken and Shlomo Zilberstein. Memory-bounded dynamic programming for dec-
pomdps. In IJCAI, pages 2009–2015, 2007.

Shai Shalev-Shwartz, Shaked Shammah, and Amnon Shashua. Safe, multi-agent, rein-
forcement learning for autonomous driving. arXiv preprint arXiv:1610.03295, 2016.

Guni Sharon, Roni Stern, Ariel Felner, and Nathan R Sturtevant. Conflict-based search
for optimal multi-agent pathfinding. Artificial Intelligence, 219:40–66, 2015.

Pedro M Shiroma and Mario FM Campos. CoMutaR: A framework for multi-robot co-
ordination and task allocation. In IEEE/RSJ International Conference on Intelligent
Robots and Systems, pages 4817–4824. IEEE, 2009.

David Silver. Cooperative pathfinding. AIIDE, 1:117–122, 2005.

Reid G Smith. The contract net protocol: High-level communication and control in a
distributed problem solver. IEEE Transactions on computers, (12):1104–1113, 1980.

Stephen F Smith, Gregory J Barlow, Xiao-Feng Xie, and Zachary B Rubinstein. Smart
urban signal networks: Initial application of the surtrac adaptive traffic signal control
system. In ICAPS, 2013.

Stephen L Smith, Jana Tumova, Calin Belta, and Daniela Rus. Optimal path planning
for surveillance with temporal logic constraints. The International Journal of Robotics
Research, page 0278364911417911, 2011.

SPARC. Robotics 2020 Multi-Annual Roadmap. Call 2 ICT-2017 – Horizon 2020, 2017.



191 Bibliography

Nicolas Staub, Mostafa Mohammadi, Davide Bicego, Domenico Prattichizzo, and Antonio
Franchi. Towards robotic magmas: Multiple aerial-ground manipulator systems. In
Robotics and Automation (ICRA), 2017 IEEE International Conference on, pages 1307–
1312. IEEE, 2017.

Alin Stefanescu. Automatic synthesis of distributed transition systems. PhD thesis, Uni-
versitaet Stuttgart, 2006.

Michal Štolba, Antonın Komenda, and Daniel L Kovacs. Competition of distributed and
multiagent planners (codmap). The International Planning Competition (WIPC-15),
24, 2015.

Richard S Sutton and Andrew G Barto. Reinforcement learning: An introduction. MIT
press Cambridge, 1998.

Richard S Sutton, Doina Precup, and Satinder Singh. Between MDPs and Semi-MDPs:
A framework for temporal abstraction in reinforcement learning. Artificial intelligence,
112(1):181–211, 1999.

Florent Teichteil-Königsbuch, Ugur Kuter, and Guillaume Infantes. Incremental plan
aggregation for generating policies in mdps. In Proceedings of the 9th International
Conference on Autonomous Agents and Multiagent Systems: volume 1-Volume 1, pages
1231–1238. International Foundation for Autonomous Agents and Multiagent Systems,
2010.

Sebastian Thrun, Wolfram Burgard, and Dieter Fox. Probabilistic robotics. MIT press,
2005.

Alejandro Torreño, Eva Onaindia, Antonín Komenda, and Michal Štolba. Cooperative
multi-agent planning: a survey. ACM Computing Surveys (CSUR), 50(6):84, 2017.

Marc Toussaint, Thibaut Munzer, Yoan Mollard, Li Yang Wu, Ngo Anh Vien, and Manuel
Lopes. Relational activity processes for modeling concurrent cooperation. In Interna-
tional Conference on Robotics and Automation, pages 5505–5511. IEEE, 2016.

Marc Toussaint, Kelsey Allen, Kevin Smith, and Joshua Tenenbaum. Differentiable physics
and stable modes for tool-use and manipulation planning. In Robotics: Science and
Systems (RSS), 2018.

Felipe W Trevizan, Sylvie Thiébaux, Pedro Henrique Santana, and Brian Charles
Williams. Heuristic Search in Dual Space for Constrained Stochastic Shortest
Path Problems. In International Conference on Automated Planning and Scheduling
(ICAPS), pages 326–334, 2016.

Jana Tumova and Dimos V Dimarogonas. A receding horizon approach to multi-agent
planning from local ltl specifications. In American Control Conference (ACC), 2014,
pages 1775–1780. IEEE, 2014.

Jana Tumova and Dimos V Dimarogonas. Decomposition of Multi-Agent Planning under
Distributed Motion and Task LTL Specifications. In Decision and Control (CDC), 2015
IEEE 54rd Annual Conference on, pages 1775–1780. IEEE, 2015.



Bibliography 192

Jana Tumova and Dimos V Dimarogonas. Multi-agent planning under local LTL specifi-
cations and event-based synchronization. Automatica, 70:239–248, 2016.

Matthew Turpin, Nathan Michael, and Vijay Kumar. An approximation algorithm for
time optimal multi-robot routing. In Algorithmic Foundations of Robotics XI, pages
627–640. Springer, 2015.

Alphan Ulusoy, Stephen L Smith, Xu Chu Ding, and Calin Belta. Robust multi-robot
optimal path planning with temporal logic constraints. In International Conference on
Robotics and Automation (ICRA), pages 4693–4698. IEEE, 2012.

Alphan Ulusoy, Stephen L Smith, Xu Chu Ding, Calin Belta, and Daniela Rus. Optimal-
ity and robustness in multi-robot path planning with temporal logic constraints. The
International Journal of Robotics Research, 32(8):889–911, 2013.

Moshe Y Vardi. An automata-theoretic approach to linear temporal logic. In Logics for
concurrency, pages 238–266. Springer, 1996.

Cristian Ioan Vasile and Calin Belta. Reactive sampling-based temporal logic path plan-
ning. In Robotics and Automation (ICRA), 2014 IEEE International Conference on,
pages 4310–4315. IEEE, 2014.

Cristian-Ioan Vasile, Derya Aksaray, and Calin Belta. Time window temporal logic. The-
oretical Computer Science, 2017a.

Cristian-Ioan Vasile, Jana Tumova, Sertac Karaman, Calin Belta, and Daniela Rus.
Minimum-violation scLTL motion planning for mobility-on-demand. In Robotics and
Automation (ICRA), 2017 IEEE International Conference on, pages 1481–1488. IEEE,
2017b.

Daniel Villeneuve and Guy Desaulniers. The shortest path problem with forbidden paths.
European Journal of Operational Research, 165(1):97–107, 2005.

Glenn Wagner and Howie Choset. M*: A complete multirobot path planning algorithm
with performance bounds. In Intelligent Robots and Systems (IROS), 2011 IEEE/RSJ
International Conference on, pages 3260–3267. IEEE, 2011.

Gerhard Weiss. Multiagent systems: a modern approach to distributed artificial intelli-
gence. MIT press, 1999.

Eric M Wolff, Ufuk Topcu, and Richard M Murray. Robust control of uncertain markov
decision processes with temporal logic specifications. In Decision and Control (CDC),
2012 IEEE 51st Annual Conference on, pages 3372–3379. IEEE, 2012.

Eric M Wolff, Ufuk Topcu, and Richard M Murray. Efficient reactive controller synthesis
for a fragment of linear temporal logic. In International Conference on Robotics and
Automation (ICRA), pages 5033–5040. IEEE, 2013.

Eric M Wolff, Ufuk Topcu, and Richard M Murray. Optimization-based trajectory gener-
ation with linear temporal logic specifications. In International Conference on Robotics
and Automation (ICRA), pages 5319–5325. IEEE, 2014.



193 Bibliography

Pierre Wolper. Constructing Automata from Temporal Logic Formulas: A Tutorial. In
Lectures on Formal Methods and PerformanceAnalysis, pages 261–277. Springer, 2001.

Kai Weng Wong and Hadas Kress-Gazit. Let’s talk: Autonomous conflict resolution for
robots carrying out individual high-level tasks in a shared workspace. In Robotics and
Automation (ICRA), 2015 IEEE International Conference on, pages 339–345. IEEE,
2015.

Tichakorn Wongpiromsarn, Ufuk Topcu, Necmiye Ozay, Huan Xu, and Richard MMurray.
Tulip: a software toolbox for receding horizon temporal logic planning. In Proceedings
of the 14th international conference on Hybrid systems: computation and control, pages
313–314. ACM, 2011.

Tichakorn Wongpiromsarn, Ufuk Topcu, and Richard M Murray. Synthesis of control
protocols for autonomous systems. Unmanned Systems, 1(01):21–39, 2013.

Sung Wook Yoon, Alan Fern, and Robert Givan. Ff-replan: A baseline for probabilistic
planning. In ICAPS, volume 7, pages 352–359, 2007.

Håkan LS Younes and Michael L Littman. Ppddl1. 0: An extension to pddl for expressing
planning domains with probabilistic effects. Techn. Rep. CMU-CS-04-162, 2004.

Jingjin Yu. Constant-factor time-optimal multi-robot routing on high-dimensional grids.
In Robotics: Science and Systems (RSS), 2018.

Jingjin Yu and Steven M LaValle. Optimal multirobot path planning on graphs: Complete
algorithms and effective heuristics. IEEE Transactions on Robotics, 32(5):1163–1177,
2016.

Robert Zlot and Anthony Stentz. Complex task allocation for multiple robots. In In-
ternational Conference on Robotics and Automation (ICRA), pages 1515–1522. IEEE,
2005.

Robert Michael Zlot and Anthony Stentz. An auction-based approach to complex task
allocation for multirobot teams. 2006.





Appendix

195





APPENDIX A

Implementation

The software framework described in this appendix chapter implements the contributed
methods as described in the main part of the thesis. Main purpose of this implementation
is to study the behavior of the methods in various scenarios and to prototype relevant
applications.

Overall, the software provides different convenient ways to model the robotic systems of
interest, as described in more detail in the respective experiment chapters in Sections 5.1
and 8.1. Then, the system accepts missions in the form of a single LTL formulas as
considered throughout the thesis. When a new mission formula is received, all further
steps of applying the proposed methods and including execution of the mission is covered
by the software framework.

A.1 Related Work

There exist several established, general purpose model checkers such as SPIN 1 Holzmann
[2003], PRISM 2 Kwiatkowska et al. [2011], and Slugs3 in order to verify if a system fulfills
a given specification. If this cannot be verified, a counter-example is usually provided.
This can be utilized by inverting the mission specification φ and consequently find a
counter-example to ¬φ. This counter-example is then in fact one solution to satisfy the
original specification φ.

Several frameworks as well exist for planning the behavior of robotic systems when
given LTL specifications. LTLMoP4 [Norman et al., 2017] is a synthesis framework based
on the GR(1) fragment of LTL. By, for example, using the tool ReSpeC5, a set of reactive
LTL formulas can be constructed to specify the desired behavior of the system. The
application of this framework is for example presented in Maniatopoulos et al. [2016].
TuLiP6 [Wongpiromsarn et al., 2011] is particularly useful for the correct-by-construction
synthesis of hybrid controllers, as well based on the GR(1) fragment.

1See http://spinroot.com
2See http://www.prismmodelchecker.org
3See https://github.com/VerifiableRobotics/slugs
4See http://ltlmop.github.io
5See https://github.com/VerifiableRobotics/ReSpeC
6See http://tulip-control.sourceforge.net
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LOMAP7 plans action sequences for robot teams modeled as transition systems by
forming a product between the individual robot models. Given a general LTL specification,
the team behavior is planned based on the formalism of trace-closed languages, see for
example Ulusoy et al. [2013]. P_MAS_TG8 as well assumes a team of robots modeled as
transition systems and implements methods to plan their respective behaviors on locally
assigned LTL specifications, see for example Guo and Dimarogonas [2015].

Independent of LTL, additional software frameworks exist to plan the behavior of robot
systems. Most notably, ROSPlan9 [Cashmore et al., 2015] integrates action planning based
on PDDL into ROS. Assuming given tasks, the STRANDS scheduler10 [Mudrova and
Hawes, 2015] provides an efficient single-robot task scheduling framework. Furthermore,
frameworks like cvxopt11 [Andersen et al., 2011] or z3 12 are useful for solving constrained
MDP policy planning problems in the form of linear programs as considered in Section 6.5.

However, to the best of our knowledge, no openly available software framework exists
to plan the actions of multi-robot systems from formal specifications including temporal
logics as described in this thesis.

A.2 Software Framework

The software framework is based on ROS13, a widely used robot middleware and de-
facto standard for implementation of research results in robotics. Here, ROS handles the
communication between robots and the integration enables to use a wide range of existing
robot software to implement the respective actions. The addition of the described planning
framework allows a system then to compose these existing system capabilities to much
more sophisticated behaviors.

Robots register themselves for executing missions whenever they become available to
participate in a mission. In the case of centralized planning approach as described in the
first part of the thesis, they register at the central synthesis server by submitting their
local planning model. Otherwise, when following the decentralized coordination scheme
presented in the second part of the thesis, the robots register by sending a notification
on a commonly shared communication channel and only communicate with the others by
exchanging task allocation bids.

The required planning models are specified as YAML14 files in different possible for-
mats to describe either the deterministic environment and robot graphs oder the stochastic
MDP models. The model module of the planning framework then parses these files and
constructs a suitable representation that allows to incorporate the models efficiently into
the different planning algorithms.

The multi-objective planner as presented in Chapter 4 is written in Python according
to Algorithm 2. While the manually provided models of the robots and the environment
are constructed from the provided YAML files, the derived models such as the agent model

7See http://sites.bu.edu/hyness/lomap
8See https://github.com/MengGuo/P_MAS_TG
9See http://kcl-planning.github.io/ROSPlan

10See http://strands.readthedocs.io/en/latest/strands_executive/scheduler.html
11See https://cvxopt.org/
12See https://github.com/Z3Prover/z3
13See http://www.ros.org
14The definition for the YAML format can be found at http://www.yaml.org/start.html
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Figure A.1: Behavior used for executing the synthesized actions, shown in the
statemachine editor of FlexBE.

or the product model are not constructed explicitly. Instead, we use iterators according
to the model definitions to dynamically query the required parts of the models, such as
the neighbors of a specific state. While this has a slightly negative effect on the required
planning time compared to constructing the derived models explicitly in advance, it allows
the system to handle much larger models. Also, the incremental construction of the
planning model is more flexible in combination with the continuous resource constraints.

The Task MDP presented in Chapter 6 is implemented by converting the manually
provided, symbolic models into a standard MDP representation based on sparse transitions
matrices using SciPy15. This allows the use of standard linear program solvers, including
cvxopt16 that we use in the presented experiments or powerful commercial solvers like
Gurobi17 or CPLEX18. The algorithms for auction-based allocation (Alg. 4), receding-
horizon execution (Alg. 5), and temporal difference learning (Alg. 6) are incorporated into
Python modules and use ROS as communication layer between the robots.

For translating the given LTL formula into an automaton, we use the tool Spot19

Duret-Lutz et al. [2016]. To integrate it with the planning framework, we added a ROS
action interface which accepts an LTL formula string as input and returns a description
of the automaton in the standard HOA20 format. Consequently, also other LTL to NFA
translators can be used if they offer such an interface.

In order to execute the action sequence found by the planner, we use the behavior

15SciPy is a Python framework for scientific computing, see https://www.scipy.org
16cvxopt is a free software for convex optimization, see https://cvxopt.org
17See http://www.gurobi.com
18See https://www.ibm.com/de-de/analytics/cplex-optimizer
19Spot is a library for LTL and model checking, see http://spot.lrde.epita.fr
20The definition for the HOA format can be found at http://adl.github.io/hoaf
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framework FlexBE21 Schillinger et al. [2016b]. FlexBE’s graphical editor, see Figure A.1,
can be used to define the specific robot capabilities, such as navigation to a waypoint or
picking up a bin. These capabilities, including their parameterizations, are then anno-
tated to transitions in the topological map and the robot model in order to provide the
implementation for these abstract actions. Since also the FlexBE editor itself provides an
interface for behavior synthesis, we provide an offline synthesis option to integrate with
the editor and automate development of more complex behaviors, which can in turn be
manually adjusted and used itself as capabilities. Similar to the LTL translator, also the
behavior executive can be exchanged if desired.

Using a dedicated behavior framework such as FlexBE for execution provides an ad-
ditional layer of abstraction. This is especially useful to integrate a variety of robot
capabilities and re-use parts of them. Annotating these capabilities to the model spec-
ifications according to the FlexBE synthesis interface22, not only allows an automated
composition of the individual actions, but also provides the planning framework with a
way to automatically parametrize the actions in a well-defined way, for example depending
on the overall plan.

A.3 Robot Platform

In addition to simulation experiments, the developed software framework supports exe-
cution on existing robot platforms for real-world experiments. The Intelligent Transport
Assistant (ITA) has been used for several of the experiments and case studies presented in
this thesis. ITA is a research prototype built and used by Bosch. Purpose of this platform
is the development and evaluation of methods regarding robust navigation in dynamic
human environments, indoor transportation, multi-robot coordination, human-robot in-
teraction, learning of the environment, and formal behavior synthesis. This usage includes
field tests and user studies. Multiple robots of this platform are available at the Bosch
Research Campus.

An overview of the hardware details of the platform is given in Figure A.2. The
removable back cover allows to easily access the inner electronic of the robot in the case
that temporary modifications are required. Similarly, the top cap can be removed and
allows to mount additional hardware, such as specific sensors or actuators, on top of the
robot if required.

The available sensors provide the robot with useful data about its environment, most
suitable for navigation in dynamic environments and for learning. In addition, the robot
provides interfaces for human-robot interaction. A touch display is used to communi-
cate important information to a human and can in turn receive specific instructions and
feedback. A 360 degree lightring comprising 30 individually controllable RGB LEDs ad-
ditionally allows the robot to communicate its status to surrounding people, based on the
insights of conducted user studies. The ITA robots can be charged by using a charging
station and are able to do so autonomously. Consequently, an autonomous long-term use
of the system is possible.

The robot provides two onboard computers where one usually runs the localization
and navigation components and the other one is used for sophisticated processing of sensor

21FlexBE is a user-friendly behavior engine for ROS, see http://flexbe.github.io
22See http://wiki.ros.org/flexbe/Tutorials/Behavior%20Synthesis%20Interface
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Figure A.2: External sensors and displays of the ITA platform. The top cap is
exchangeable to mount additional sensors or other experimental hardware.

data, especially image and pointcloud data provided by the RGB-D camera, and for high-
level decision making algorithms. Communication between the onboard computers is
primarily realized as a local ROS network and each robot provides a wifi network to connect
additional computers. Alternatively, the robots can connect to an infrastructure wifi and
run a ROS multi-master setup like Rocon23, best suitable for multi-robot applications and
remote access.

A.4 Simulation

A simulation of the system has been implemented based on the simulators Stage24 and
Gazebo25, both available for ROS. Stage is a simplified 2D simulator and is particularly
useful for high-level planning in multi-robot systems. Each robot is represented as a
reactangle and equipped with the required sensors for perceiving its environment. The
environment is simulated based on a top-down map of walls and other obstacles.

Gazebo, see Figure A.3 for an example, is a full 3D physics simulator useful for sim-
ulating more complex robot systems with a wider range of capabilities such as grasping
or camera-based sensors. Gazebo directly simulates the robot models that are used as
well for execution on the real system and the environment is provided as 3D models. In
addition, we create simulations scenarios based on real data by generating wall meshes
from the recorded obstacle maps of the robots. Using these simulation frameworks allows
to simulate multi-robot systems in well-defined and reproducible scenarios.

Although ROS allows to flexibly distribute the simulated software components across
multiple computers, we conducted the simulation-based experiments on a single laptop
computer. Still, the same software components can be used as on the real robot system.

23See http://wiki.ros.org/rocon
24See http://rtv.github.io/Stage
25See http://www.gazebosim.org
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Figure A.3: Demonstration of the Gazebo simulation with five robots showing the
visualization by RViz (left) and the Gazebo client (right).

In order to run the experiments of all the different scenarios, a set of modular ROS launch
files is provided to configure execution.

Visualization of the system state both during simulation and during execution on the
robots is based on RViz. RViz is a standard ROS tool for visualization that enables
to display a wide range of data in a 3D view of the system and its environment. For
example, scan data as obtained by the LIDAR sensors of the robots can be projected
back into the environment and drawn on top of a pre-recorded map of expected static
obstacles. In addition, further data like the planning model or the internal state of the
robots is visualized as custom marker arrays to track the status of the system.



APPENDIX B

Video References

Most of the experiments and case studies presented in this thesis are available online as
videos. In the following, we summarize these videos and briefly relate their content to the
respective parts of the thesis.

• Optimal LTL Multi-Robot Planning with Resource Constraints
Video URL: https://youtu.be/Boor9kW44ko
This video summarizes the case studies of Section 4.6 (first part of the video) and
Section 2.4 (second part of the video). In particular, the first part of the video illus-
trates integration with the FlexBE user interface where the action plan is obtained
in the form of a generated behavior statemachine after the initial planning state
and the goal specification have been entered. Execution of the generated plan is
then shown in simulation and it can be observed how the robots integrate charging
into their action sequences. In fact, all robots end their sequences with less then
five percent battery because the constraint only requires them to stay above zero.
In the second part, mission execution is shown in parallel by one and two robots.

• Simultaneous Task Allocation and Planning for Temporal Logic Goals
Video URL: https://youtu.be/0neaDCi7v9I
Execution of one of the experiment scenarios from Chapter 5 is shown in a Bosch
office environment. The two available robots distribute parts of the mission to each
of them and then execute it. As can be seen, the duration of the tasks is similar
for both robots since the maximum time of a robot is minimized to achieve the full
mission in the shortest possible time.

• Auctioning over Probabilistic Options for Temporal Logic-Based Multi-
Robot Cooperation
Video URL: https://youtu.be/OJ9E2fs79qE
This video shows the auction-based coordination of dependent tasks in the case
study scenario of Section 6.7. After both available robots received the mission, they
start execution and adapt their behavior based on whether the required permission
can be obtained. In particular, when the green robot fails to find the intended
person, it can be observed how the robots re-allocate the task. Also, it can be
observed how the green robot finally waits in front of the room before it is allowed
to enter it.
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• Improving Multi-Robot Behavior Using Learning-Based Receding Hori-
zon Task Allocation
Video URL: https://youtu.be/FfUBUIbAcqY
This video shows the case study of Section 7.5 where the robots learn to identify the
more efficient alternative of achieving the required transportation task. In addition,
it can be observed how the robots balance workload by letting two robots work on
the more expensive task and how the tasks are re-allocated whenever one of the
robots need to visit the repair station at the center of the map. In the non-learning
case, the robots simply follow the greedy auctions and cannot identify the better
alternative.

• Dynamic Machine Provisioning
Video URL: https://youtu.be/dcfMgHhSTes
This video shows the first scenario, in its simple version, of the experiments in
Chapter 8. The three available robots inspect the status of two machines and
provide supplies when required. A longer sequence of mission iterations is recorded
to illustrate the learning process of the team, which is visualized by the color-coded
automaton at the bottom left side of the video.

• Dynamic Machine Provisioning Extended
Video URL: https://youtu.be/idFebvabnS4
This video shows the extended version of the one above, as well described in Chap-
ter 8. Now, six robots are available and the mission is more complex. It can be
observed how some of the robots stay at the machine locations in order to quickly
satisfy the next mission iteration in the case that no supplies are needed. Only a
few iterations have been recorded since the computational complexity of simulating
all the robots on a single laptop while recording a video prevented a longer run.
However, note that the coordination framework itself only required a small fraction
of the computational resources and would be distributed among the processors of
all robots if executed on a real system.

• Coordination of Collaborative Assembly
Video URL: https://youtu.be/B7zecwc44EA
This video shows the second scenario of Chapter 8 to illustrate the coordination
of heterogeneous robots. Also, due to the simplicity of the task, it can be nicely
observed how the robots learn to prepare the more extended delivery task first
and consequently, improve the mission iteration time. Also, they rotate the task
assignment and react flexibly on required repairs.
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