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Sammanfattning 

Video är en stor del av dagens samhälle där bland annat övervakningskameror är den största källan av 

data och underhållning i realtid är den kategori som står för mest nätverkstrafik. Det finns i dagsläget 

ett stort intresse i att analysera innehållet av video, denna videoanalys utförs även främst av 

människor. Ökningen av video har gjort det svårt för exempelvis professionella redaktörer att hinna 

analysera filmer och serier och mer skalbara alternativ behövs.  

Mediaföretaget June vill utforska alternativ för att extrahera metadata från video på ett 

skalbart sätt. Med de senaste framstegen inom maskininlärning och framväxten av machine-learning-

as-a-service plattformar, önskar June mer specifikt att utforska hur maskininlärning kan nyttjas för 

att extrahera metadata från video och med det konstruera en sammanfattning av innehållet. 

 Det utförda arbetet undersökte maskininlärning som skalbart alternativ för att kunna 

sammanfatta videos innehåll. Arbetet resulterade i utvecklandet samt utvärderingen av en applikation 

som nyttjade maskininlärningstjänster för transkribering, sammanfattning samt översättning för att 

producera en textbaserad sammanfattning av videos innehåll. För att utvärdera tjänsternas nuvarande 

tillstånd så testades samt utvärderades tjänster från olika leverantörer för att sedan jämföras mot 

varandra. Slutligen framtogs en egenutvecklad modell för att kunna utvärdera tjänsterna för 

sammanfattning. 

 Testresultaten visade att tjänsterna för översättning var de enda tjänsterna som gav bra 

resultat. Tjänsterna för transkribering och sammanfattning gav dåliga resultat vilket gör den 

föreslagna lösningen av att kombinera de tre tjänsterna för att sammanfatta videoinnehåll som 

opraktisk. 

 

Nyckelord 

Maskininlärning, MLaaS, Microsoft, Google, videoanalys,  transkribering, översättning, 

sammanfattning, word error rate, BLEU.  

 

 

  



 

  



 

Abstract 

Video is a large part of today’s society where surveillance cameras represent the biggest source of big 

data, and real-time entertainment is the largest network traffic category. There is currently a large 

interest in analysing the contents of video where video analysis is mainly conducted by people. This 

increase in video has for instance made it difficult for professional editors to analyse movies and series 

in a scalable way, and alternative solutions are needed.  

The media technology company June, want to explore scalable alternatives for extracting 

metadata from video. With recent advances in Machine Learning and the rise of machine-learning-as-

a-service platforms, June wished more specifically to explore how these Machine Learning services 

can be utilised for extracting metadata from videos, and from it construct a summary regarding its 

contents.  

 This work examined Machine Learning as an option for scalable video summarisation which 

resulted in developing and evaluating an application that utilised transcription, summarisation, and 

translation services to produce a text based summarisation of video. Furthermore to examine the 

services current state of affairs, multiple services from different providers were tested, evaluated and 

compared to each other. Lastly, in order to evaluate the summarisation services an evaluation model 

was developed. 

The test results showed that the translation services were the only service that produced good 

results. Transcription and summarisation performed poorly in the tests which renders the suggested 

solution of combining the three services for video summarisation as impractical. 

 

Keywords 

Machine Learning, MLaaS, Microsoft, Google, DeepAI, Aylien, video analysis, transcription, 

translation, summarisation, Word Error Rate, BLEU.  

 

  



 

  



 

Glossary  

 

Complete run - Complete run refers to tests that involve all the three services.  

 

Noise - Noise refers to circumjacent sounds obscuring the sound of words spoken by actors, making 

it difficult for the service to interpret what is being said and ultimately worsens the transcription 

produced. 

 

ML provider - A company that provides Machine Learning services i.e. Google, Microsoft, and 

Amazon.  

 

Gold Standard - Gold standard refers to a transcription, summary, or translation produced by a 

reliable source to a high standard.  

 

Speech Recognition - The automated transcription of an acoustic speech signal into a string of 

words. 

 

Non neutral accent/pronunciation - Refers to a language’s linguistic variety which, unlike 

dialects, cannot be linked to any specific part of the language area. 

  

Application Programming Interface (API) - A set of methods that provide programmers with 

the building blocks to develop a computer program.  
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1 Introduction 

Video is arguably the most consumer-friendly medium. It is affordable, searchable, shareable, and 

keeps the train of attention for longer, all of which contribute in making video a large part of everyday 

life [1].  

Video prominence is further emphasised in the report Global Internet Phenomena Report 

2014 [2]. The report stated that Real-Time Entertainment, comprised of streaming video and audio, 

continued to be the largest traffic category, where service providers such as Netflix, YouTube, and 

Twitch, showed continued dominance in the field. The report stated that during peak hours in North 

America alone, Real-Time Entertainment represented 63.87% of the downstream on fixed accessed 

networks and 38.55% on mobile accessed networks.  

In addition to real-time entertainment, video cameras apparent in our daily lives represent 

another substantial source of video. They can be found in our phones and laptops, as well as 

surveillance cameras found inside elevators, ATM machines, along roadsides, and on the walls of 

buildings [3]. The amount of video that surveillance cameras produce, has resulted in them being 

considered the biggest source of big data [3].  

Video thereby covers a wide spectrum in catering to our needs, such as entertainment and 

safety, and with video having such an impact in our daily lives, it can be extremely important to 

process the contents of it. Analysing the contents of surveillance videos is important and has its 

obvious security benefits. However, with real-time entertainment being the largest traffic category, 

viewing contents of purely entertaining videos is also important and has its benefits in providing users 

with descriptions, recommendations and checking for inappropriate content.  

The issue troubling organisations and attempted to be addressed in this study, is how to 

analyse video in a scalable manner.  

 

1.1 Problem 

The degree project was carried out at the media technology company June, based in Stockholm. June 

has operated within the Scandinavian media sector for almost two decades. June therefore has first-

hand experience with the rapid progression of video content and the challenges with it. One of the 

challenges was to provide people with descriptive content regarding movies and tv-shows in a manner 

that is scalable enough for the growing demand of video content. At the time, the process of producing 

descriptive content was done by professional editors that combed through hours of video and 

extracted descriptive metadata such as name of the movie, actors involved, genre and much more.  

  In order to keep up with the the growing volume of video in a scalable manner, alternative 

solutions to analysing video content other than by human effort have been explored. One such 

solution that had gained a lot of traction during recent years was to employ machine learning methods 

to analyse video and extract valuable metadata. In recent years, a class of machine learning algorithms 

called deep neural networks had  been successful in recognizing objects in images, where the more 

recent iterations of the algorithms have been reported to achieve or even surpass the human 

performance [4,5,6].   

 Machine Learning is however very resource demanding and requires a lot of computing 

power, storage, data, and human talent, all of which make Machine Learning an impossible venture 

for most smaller companies to pursue. In an attempt to make Machine Learning eligible for 

companies that lack the required resources themselves, companies such as Microsoft, Google, and 

Amazon, have launched their respective Machine Learning as a Service (MLaaS) platforms. These 

platforms consist out of  a collection of machine learning services, among them services for video 

analysis. MLaaS provide all the resources required by Machine learning, enabling even previously 

resource lacking companies to leverage their abilities [7,8,9].  

 



 2 

1.2 Goals 

The overall goal of the degree project was to examine how ML services could be employed to extract 

and present metadata collected from video, and how well they perform.  This would be achieved by 

building an application that combined three different types of ML-services: transcription, translation 

and summarisation. The application operated in three steps, it would start by receiving a video file 

that would get applied on the transcription service, which converts speech into text. The transcribed 

text would then in the second step get summarised by applying it on the summarisation service. The 

third and final step was to translate the previously summarised text into Swedish by applying it to the 

translation service. The three steps would result in a text based summary of the video contents. 

Furthermore, transcription, translation, and summarisation services from different ML-providers 

would be examined, tested, evaluated, and compared to each other to determine their capabilities. 

Lastly a model to evaluate the summarisation services would be presented.  

 

1.3 Constraints 

The work was done under the following constraints: 

● Cloud based transcription, translation, and summarisation services were to be used. 

● ML services from multiple providers had to be used and evaluated against each other.  

● ML providers charge money to use their services which imposed limits upon which ML 

services were used, and how much testing ultimately would be done. 

● The summary produced by the application had to be written in Swedish.  

● To produce a summary written in Swedish, the services had to be used in the order of 

transcription, summarisation, and translation. The reasoning for the particular order is due to 

the summarisation services requiring text written in English, therefore translation cannot be 

applied beforehand.  

● For the purpose of this study, the scope of video used was limited to only tv-shows. 
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2 Theory and background 

With the prominence of video in our daily lives, organisations and enterprises want not only to cater 

towards the current demand of video, but also prepare themselves for what the future of video might 

entail.  

In recent years, Artificial Intelligence (AI) has gained a lot of traction for its potential benefits 

in various fields, among them video. AI has a lot of potential and has practically changed business in 

every industry [10]. However, for most businesses AI seems close to rocket science, appearing 

expensive and talent demanding, and for some ventures it can be [11]. Even though AI has areas to 

improve on, it can in its current iterations be a valuable asset, but the fact that it is talent demanding 

still remains. Before AI could reach its current day form, several other advances in different fields 

needed to take place. The combination of algorithmic advances, data proliferation, tremendous 

increases in computer power and storage during the past decades, has made AI accessible to the 

masses [12]. Nowadays, companies such as Amazon, Google, and Microsoft provide means for 

inexperienced practitioners of AI techniques to benefit from it by keeping the tradition of making-

everything-as-a-service alive in the AI sphere as well [11].  

 

2.1 Artificial Intelligence 

AI has been known for decades but remains for the most part a mystery, some historical definition of 

AI are [13]:  

 

“The exciting new effort to make computers think...machines with minds, in the full and literal sense” 

(John Haugeland, 1985) 

 

“The study of the computations that make it possible to perceive, reason, and act” 

(Patrick Henry Winston 1992) 

 

No matter the definition, people have for thousands of years tried to understand how the human 

intellect works, and the field of AI, attempts not just to understand how people think but also how to 

build intelligent entities [13].   

The term Artificial Intelligence was first coined during the 1950s, at a time when the 

renowned mathematician Alan Turing subsequently proposed the Turing Test, which was a test 

designed to verify whether AI was truly achieved. The Turing Test has withstood the test of time and is 

in many ways still relevant to date, but more importantly it took the new and diverse concept of AI 

and made it more tangible by defining its capabilities into six pieces. To pass the Turing Test, an 

intelligent entity has to possess the six following capabilities [13]: 

 

1. Natural Language Processing, to enable the intelligent entity to communicate 

successfully in English. 

2. Knowledge Representation, to store what it knows or hears.  

3. Automated Reasoning, to use the stored information to answer questions and to draw new 

conclusions 

4. Machine Learning, to adapt to new circumstances and to detect and extrapolate new 

patterns 

5. Computer Vision, to perceive objects. 

6. Robotics, to manipulate objects and move about.  
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2.2 Machine Learning (ML) 

Machine Learning (ML), does as its name implies involve learning, which in itself is a complex task 

and can be achieved through many different acts, such as learning by observation, through 

instructions, practise, or even experimentation. Researchers have long strived to install computers 

with capabilities to become self-taught, an act which is referred to as Machine Learning [14].  

Machine learning uses the theory of statistics in building mathematical models representing 

real world-processes, that enable computer programs to learn and make decisions [15]. A model is 

built by having a machine learning algorithm learn by practising on training data. The learning 

algorithm learns patterns within the training data and produces a model encompassing these pattern 

recognising capabilities, the model can then use its abilities to make predictions on new data [16]. 

Machine Learning is well suited for handling certain types of problems, such as [15]:  

 

● Classification problems, which require that data is grouped together with data it shares 

certain characteristics with, i.e when a financial institution wants to sort customers into high 

and low risk. 

● Regression problems, refer to problems where the output is a number, i.e. calculating the 

price of a used car based on the condition of its parts. Machine Learning can be used to survey 

past transactions regarding used cars and apply the findings to calculate prices on current 

transactions.   

 

Certain learning algorithms are also better suited for certain problems, common learning algorithms 

are [15]: 

 

● Supervised Learning, which refers to having an input, X, and output, Y, and the task is to 

learn the mapping from the input to the output. The correct values are provided by a human 

supervisor that provides the computer program with feedback on its predictions, increasing 

its understanding of what actually is sought after and what is not. Classification and 

Regression are both Supervised Learning problems.   

● Unsupervised Learning, which contrary to Supervised Learning has no supervisor and 

aims to find out what generally does and does not occur in the data set by finding regularities 

in the input. 

● Reinforcement Learning, involves learning through a type of reward system where the 

system gives the computer program incentive to take certain actions over others by signaling 

what is considered a positive action or a negative action. Each individual action is not in it self 

important, what is important is the sequence of positive actions to reach the goal.  

 

2.3 Machine Learning as a Service (MLaaS) 

MLaaS refers to fully and semi-automated cloud platforms that cover most infrastructure issues 

related to ML, such as data pre-processing, model training, and model evaluation. MLaaS provides 

most resources necessary to work with ML, thereby it enables subscribers without the knowledge or 

resources necessary, to build their own models or use existing ones. Three common cloud MLaaS 

providers are Amazon Machine Learning services, Google Cloud AI, and Azure Machine Learning [11].  

 

2.3.1 Amazon Rekognition (AR) 

AR is a video analysis API with a wide range of services such as batch and real-time analysis, object 

detection, facial recognition, facial analysis, person tracking, and unsafe content detection. AR 



 5 

requires that images or videos are uploaded to Amazon S3, which is a database developed by Amazon, 

before they can be analysed [17] 

 

2.3.2 Amazon Translate 

Amazon Translate is a service that utilises deep-learning technologies for text translation. It currently 

supports translating text to and from the following languages: English, Arabic, Chinese, French, 

German, Portuguese, and Spanish [18].  

 

2.3.3 Google Cloud AI (GCAI) 

GCAI provides machine learning services such as image search, voice search, transcribe, translate, and 

smart reply. It also provides pre-trained models and the opportunity for users to create tailored 

models.  

 Cloud AutoML is a set of machine learning products that enable inexperienced machine 

learning practitioners to train high quality models. Cloud AutoML leverages Google’s transfer 

learning, and Neural Architecture Search technology.   

Cloud AutoML provides: 

● AutoML Vision, a service that enables users to train custom vision models 

● a simple graphical user interface for training, evaluating, improving, and deploying models 

● human labeling, images with no prior labels are processed by humans that classify the images 

according to customer instructions.  

Furthermore, Cloud AutoML is fully integrated with other Google Cloud services [19]. 

 

2.3.4 Azure Media Analytics (AMA) 

AMA is a collection of speech and vision components for video analysis.  

The components are Indexer, Hyperlapse, Motion Detector, and Azure Media Face Detector [20]. 

The component used for this study is Indexer, which extracts metadata from videos such as 

spoken words, identities of people, and text present in the video. The extracted data is human 

understandable and time-stamped for searchability. Indexer requires Audio or Video files, where files 

are advised to have very clear speech. Video content such as tv shows and movies might not be 

suitable due to potentially high amounts of noise. Indexer outputs generated closed caption files in 

either of the following formats: SAMI, TTML, WebVTT. Indexer currently supports English, Spanish, 

French, German, Italian, Chinese, Portuguese, and Arabic [21].  

 

2.4 Evaluation 

Transcription, summarisation, and translation have historically been evaluated using manual 

techniques performed by people. Technological progress has seen change in these evaluating 

techniques as well, introducing automatic evaluation conducted by computers instead of people. 

Automatic evaluation would result in a more scalable option which also significantly reduces the 

influence of human bias. The potential of automatic evaluation of such sort has drawn the attention of 

big companies such as Google and linguistics personal alike.  
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2.4.1 Word Error Rate 

Word error rate (WER) as shown by McCowan et al. [22] is a method to evaluate Automatic Speech 

Recognition (ASR) systems and is based on Levenshtein distance, or edit distance. The edit distance 

between two strings is the minimum number of substitutions, insertions, or deletions required to 

transform one string to another. WER is the edit distance between a reference word sequence, and the 

word sequence produced by an ASR system, normalised by the length of the reference sequence, see 

for examples, figure 2.1. The normalisation allows for comparison between different ASR systems on 

different sequences. WER is defined as 

 

𝑊𝐸𝑅 =  
𝑆+𝐷+𝐼

𝑁𝑟
 ,          (1) 

 

where S is the number of substituted words in the automatic transcription, D is the number of words 

deleted from the reference in the automatic transcription, I as the number of words inserted into the 

automatic transcription not in the reference, and Nr as the amount of words in the reference 

transcription.  

 

Reference  

Word error rate is used to evaluate Automatic Speech Recognition systems.  

Output WER 

World error rating is used to evacuate Automatic Speech Recognition systems. 27% 

Word error rate is used to evacuate Automatic Speech Recognition systems. 9% 

Word error rate is used to evaluate Automatic Speech Recognition systems. 0% 

Fig. 2.1: Word error rate calculation example. 
 

2.4.2 Bilingual Evaluation Understudy 

Papineni et al [23], presents Bilingual Evaluation Understudy (BLEU) as a method of automatic 

machine translation evaluation. BLEU is based on the idea that the closer a machine translation is to a 

professional human translation, the better it is scored.  BLEU is similar to word error rate used for 

speech recognition, but modified to instead support multiple reference translations and therefore 

allowing for legitimate differences in word order and word choice. See figure 2.2 for a simple example. 

  

Candidate 

Press enter to proceed. 

References 

Press enter to continue. 

Press enter to proceed. 

Fig. 2.2: Example of multiple reference sentences. 
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BLEU uses a modified n-gram precision to eliminate repetitions that occur across sentences. To 

calculate precision one counts the number of candidate translation words that occur in any reference 

translation and then divides by the total number of words in the candidate translation. The modified 

precision works similarly to normal precision, but considers a reference word exhausted once a 

matching candidate word is identified. This modified precision prevents sentences with unnecessary 

repetitions from being considered high-precision. Figure 2.3 illustrates the differences between 

BLEU’s modified and normal precision. 

 

Candidate  

Enter enter enter enter  

References  

Press enter to continue.  

Press enter to proceed.  

  

Precision: 4/4 

Modified precision: 1/4 

Fig. 2.3: Precision vs BLEU’s modified precision. 
 

Each precision may be weighted individually but is in practice usually assigned an equal weight. To 

compensate for translations that are too short, a brevity penalty is introduced. BLEU scores range 

from 0 to 1 where 1 is a perfect translation. 

 

2.4.3 Human Translation Evaluation 

In Google's Neural Machine Translation System: Bridging the Gap between Human and Machine 

Translation, Wu et al. [24] present a model for manual evaluation performed by humans, of their 

machine translation system. The model is called side-by-side (SxS) and range from 0 to 6, with a 0 

meaning completely nonsense translation, and 6 meaning a perfect translation: the meaning of the 

translation is completely consistent with the source, and the grammar is correct. Translations scored 4 

if the sentence retains most of the meaning of the source sentence, but may have some grammar 

mistakes, and 2 if the sentence preserves some of the meaning of the source sentence but misses 

significant parts. When performing SxS evaluation, raters, who were fluent in both languages would 

be given two translated sentences side by side for a given source sentence. 

 

The model is called side-by-side (SxS) and range from 0 to 6 

● 0, meaning completely nonsense translation 

● 2, if the sentence preserves some of the meaning of the source sentence but misses significant 

parts 

● 4, if the sentence retains most of the meaning of the source sentence, but may have some 

grammar mistakes 

● 6, meaning a perfect translation: the meaning of the translation is completely consistent with 

the source, and the grammar is correct.  
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2.4.4 Human Summary Evaluation 

During the 2011 National Institute of Standards and Technology (NIST) Text Analysis Conference 

(TAC) Summarisation task, summaries were manually evaluated by NIST on content, 

readability/fluency and overall responsiveness. Content evaluation was based on Columbia 

University’s Pyramid method. Readability/fluence reflects the fluence and readability of the summary 

and is based on grammar, non-redundancy, referential clarity, focus, and structure and coherence. 

Readability/fluence is independent on the contents of the summary. Overall responsiveness was based 

on both content and readability/fluency. Both readability and overall responsiveness was scored on 

the following 5-point scale [25]: 

 

Content and readability was scored on the following 5-point scale: 

1. Very Poor 

2. Poor 

3. Barely Acceptable 

4. Good 

5. Very Good 
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3 Methodology 

A literature study was conducted on MLaaS platforms from Amazon, Google, Microsoft and based on 

the study, two out of the three options were chosen to be further studied and utilised in the 

application. In studying the platforms, it became apparent that neither of the three platforms provide 

a summarisation service but they all provided translation and transcription services. The study 

showed that the three platforms were very similar in terms of what their respective transcription and 

translation services claimed to provide and how to implement and utilise them. Amazon was however 

the only option that did not support translation into Swedish, which was a requirement, and therefore 

had to be excluded from further consideration. With Amazon out of consideration Google and 

Microsoft ended up being the only two options left and subsequently the two platforms decided to 

further study and utilise in the application.  

The application still needed to include a summarisation service and since neither Google nor 

Microsoft had a summarisation service, other alternatives had to be examined. After studying the 

alternatives, it was decided to utilise summarisation services provided by the companies DeepAI and 

Aylien. These two companies were ultimately chosen because they both provided a free summarisation 

service, sophisticated API, and good documentation [26,27]. 

 

3.1 Application 

An application which encapsulated the selected ML services for transcription, translation, and 

summarization was developed. The application made it possible to evaluate the services combined 

prowess, as well as their individual performance. The application was divided into two groups, Alpha 

and Beta. Group Alpha consisted out of Google’s services for transcription and translation, and 

Aylien’s summarisation service. Group Beta consisted out of Microsoft’s services for transcription and 

translation, and DeepAI for summarisation. There was no special reason for this way of grouping 

besides keeping Google’s and Microsoft’s services in the same group. The reason for the grouping was 

to get a better side by side comparison between the performance of Google’s and Microsoft's MLaaS 

platforms. However, since both MLaaS platform lacked a service for summarisation, substitutes were 

found in DeepAI and Aylien. The substitutes were not a part of either Google’s or Microsofts MLaaS 

platforms and would therefore be omitted in any side by side comparison between the two platforms, 

and could therefore be placed on either Alpha or Beta without consequence. DeepAI and Aylien would 

however still be compared to each other.  

The development process was conducted using off-the-shelf-hardware, .NET, as well as SDK’s 

and REST API’s provided by Google, Microsoft, DeepAI, and Aylien. For the sake of simplicity, the 

application had no graphical user interface. 

 

3.2 Tests and Evaluation  

The following subsections describe how the services were tested and evaluated both individually and 

together in their groups. Subsections 3.2.1 - 3.2.3 describe the individual tests and 3.2.4 the group 

test.  

 

3.2.1 Transcription 

Transcription services were tested on different video content to grasp how different content would 

affect the transcriptions services ability to transcribe speech into text. The videos consisted out of 

varying amounts of noise, different English accents, and conversations between multiple people. The 

characteristics of the videos used in the tests are further explained in Appendix C. 
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To evaluate the transcription services abilities, it was decided to utilise the automatic 

evaluation approach called WER which was explained in 2.4.1. An automatic evaluation approach was 

considered the obvious and necessary choice for individually evaluating the transcription services. It 

was considered necessary because for people to manually evaluate the correctness and integrity of 

potentially multiple pages of transcribed text, is a very time consuming task and difficult to do for long 

periods, increasing the potential for errors and bias. One might also argue that to truly achieve a 

scalable alternative for video analysis all parts of the process have to become streamlined, even the 

validation step. To then utilise manual evaluation when tried and tested automatic alternatives such 

as WER were available, seemed counterintuitive. 

Since WER also omitted any need to test over different time frames, the length of videos used 

when testing the transcriptions services, could be kept relatively small, and ended up ranging between 

one to five minutes. Keeping the videos small made it possible to isolate segments that contain varying 

amounts of noise, thereby allowing to test the service capabilities under specific conditions i.e. low, 

medium, and high amounts of noise. WER works by comparing two texts to each other on a sentence 

level, meaning that the first sentences in both texts get compared to each other, and the second 

sentences to each other, and so forth. It is therefore crucial for the result that the sentences are 

correctly positioned in relation to each other. The produced transcriptions could sometimes construct 

longer or even shorter sentences than the gold standard would to describe the same narrative. In 

order for WER to evaluate properly, either of the two texts would have had to be altered to match its 

counterpart. Otherwise an offset of one row could lead to the following rows being compared to 

entirely different sentences then intended and discrediting the result. It should be noted that any kind 

of text alteration that occurred in the tests only meant inserting empty rows and never compromised 

the integrity of the sentences themselves. The WER was calculated with python and the 

asr_evaluation package [28]. 

 

3.2.2 Translation 

To test the translation services, segments of documents published by the European Union (EU) were 

used. Documents published by the EU were well written in all of the languages part of the union, and 

were therefore used as the gold standard for these tests. The services would translate English written 

EU segment into Swedish, which in turn would be compared to the same EU segment written in 

Swedish.  

Having gold standard translations in multiple languages also removed any need to to produce 

self-made translations in order to utilise BLEU as a validation tool. Self-produced translations would 

also be prone to errors caused by language barriers, which could be harmful to the test results. BLEU 

was calculated with python and the Natural Language Toolkit (NLTK) package [29]. 

 

3.2.3 Summarisation 

DeepAI and Aylien’s summarisation services were tested on three Anton Chekhov short stories written 

in English to summarise. The services had the ability to set the desired length of the summaries to be 

produced. Therefore, in order to test the services in a real world scenario, the summarisation length 

was set to match the length of gold standard summaries of the same stories.  

There was no recognized automatic evaluation tools or algorithms available for summaries, 

therefore a model for manual evaluation was created. The model is presented in the chapter 3.2.5. 
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3.2.4 Complete Run 

The tests performed in this study can be divided into two types. The first type of test are the 

aforementioned individual tests, and the second type of test is the Complete Run, which is depicted in 

fig 3.1. A Complete Run refers to testing the combined effort of the transcription, summarisation and 

translation service in creating a summary of a video written in Swedish.  

A complete run ultimately produced a summary and was therefore handled in the same 

manner as when individually testing the summarisation services. Another reason for the complete run 

tests was to get a comprehensive view of the services combined efforts, enabling to spot if there was 

any weak links among the services. Complete run was tested on full length tv-shows. 

 

  
Fig. 3.1: A depiction of the steps involved in a Complete Run.  

 

3.2.5 Manual Summary Evaluation Model 

At the time of writing, there was no reliable way to automatically evaluate summaries, instead the 

summarisation services had to be manually evaluated by the authors of this thesis, and we have no 

prior experience nor training suited for either developing an evaluation model or to evaluate the 

quality of the summaries produced in the test. However, the concept of humans rating work produced 

by machines has been used before by both Google and NIST [24, 25]. The scoring system used by 

Google and NIST would serve as the basis for the new evaluation model developed and presented in 

this chapter, which was also used in evaluating the summarisation services.  

 The two core concepts of the evaluation model were content and readability, explained in 

further detail below. 

 

3.2.5.1 Content 

Content was how relevant the summary was, meaning, how much of the information in the original 

was kept in the summary. Content was scored on the following 5 point scale: 

 

1. Gibberish, makes no sense. 

2. Interpretable, although too unclear or incomplete to grasp the entirety of the original text.   

3. Barely Acceptable, explains the bare minimum to understand the entirety of the original text.  

4. Good, provides a good interpretation of the original text, contains some minor errors.  

5. Perfect, very much like a gold standard summary. 
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3.2.5.2 Readability 

Readability is independent of the contents, but based on grammar, non-redundancy, referential 

clarity, focus, and structure and coherence. Below is a more in depth description of the components of 

readability. 

 

Grammar 

There should be no capitalization or spelling errors, sentence fragments or missing components that 

make the text difficult to read. 

Non-redundancy 

There should be no unnecessary repetition in the summary. This applies to entire sentences or facts. 

Referential clarity 

It should be clear who or what pronouns and noun phrases are referring to. Moreover, if a person or 

other entity is mentioned, it should be clear what their role is. 

Focus 

Sentences should only contain information that is relevant to the rest of the summary. 

Structure and coherence 

The summary should be well structured and not just be relevant information scrambled together. It 

should follow a clear order sentence to sentence. 

 

Readability was scored on the following 5-point scale depending on how well it related to the 

components above. 

 

1. Very Poor 

2. Poor  

3. Barely Acceptable 

4. Good 

5. Very Good 
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4 Results 

In this chapter the test results are presented. This includes the individual tests for transcription, 

summarisation, translation, and complete run. 

 

4.1 Transcribe 

The transcription test measured the word error rate for Microsoft’s and Google’s transcription 

services. The results are visualised in figure 4.1 and the average word error rate are presented in figure 

4.2. In terms of word error rate, the lower the score the better it is. As seen in figure 4.1, Microsoft 

performs better than Google on every video, and as seen in figure 4.2 Microsoft also has a lower 

average than Google.  

 
Fig. 4.1: Word error rate for Microsoft (blue columns) and Google (red columns). 

 
Fig. 4.2: Average word error rate for Microsoft and Google. 
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4.2 Translate 

The translation test measured the BLEU score for Microsoft's and Google's translation services. The 

results are visualised in figure 4.3 and the average BLEU score are presented in figure 4.4. In terms of 

BLEU, the higher the score the better it is. As seen in figure 4.3 Microsoft generally performs better 

than Google, and as seen in figure 4.2, Microsoft performs on average better than Google.  

 

 
Fig. 4.3: BLEU score for Microsoft (blue columns) and Google (red columns). 

 

 
Fig. 4.4: Average BLEU score for Microsoft and Google. 
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4.3 Summarise 

The summarisation test measure the readability and content score for Aylien’s and DeepAI’s 

summarisation services. The results are shown in table 4.1 and the average scores are shown in table 

4.2. 

 
Table 4.1: Content and readability scores for Aylien and DeepAI. 

Service Short story Content Readability 

Aylien 

Story 1 1 1 

Story 2 2 3 

Story 3 1 3 

DeepAI 

Story 1 1 1 

Story 2 1 1 

Story 3 1 1 

 

Table 4.2: Average content and readability scores for Aylien and DeepAI.  

Service Content Readability 

Aylien 1.33 2.33 

DeepAI 1 1 
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4.4 Complete Run 

The complete run tests measure the readability and content score on a summary from the 

transcription of a full video, translated to Swedish. The results are shown in table 4.3.  

Figure 4.5 shows a summary in Swedish of an episode of Vikings, which for reference was 

scored both 1 in content and readability.  

 

Table 4.3: Content and readability scores for summaries produced by Alpha and Beta complete runs. 

Services TV-show Content Readability 

Alpha 

Show 1 1 1 

Show 2 1 1 

Show 3 1 1 

Show 4 1 1 

Show 5 1 1 

Beta 

Show 1 1 1 

Show 2 1 1 

Show 3 1 1 

Show 4 1 1 

Show 5 1 1 

 

 

Men jag vill veta vad som är i väster med städer i kort är där borta. 

Vad vill du att vi vet att du är ensam här alla män är borta?. 

Vi drog ut en kniv han ville lära sig själv att du är en lögnare och en feg som säger att jag är feg. 

Han vill dö väl. 

Men vi vill också veta var kommer att läsa den här låten. 

Vänta ingen berätta för oss vill veta. 

Du vill säga att mina skepp. 

Jag menar inte du vill ha från det. 

Eller vill du. 

Jag vill veta vad gudarna har i beredskap. 

Wild lyckligtvis betyder det att han kommer att vara som du och därför skulle han vilja göra bättre än 

du och du kommer att hata honom för det. 

Är det vad du vill? 

Jag vill inte skratta nu. 

 

Fig. 4.5:  Summary in Swedish of an episode of Vikings, which was scored 1 in both content and readability. This 
summary was made by group beta (Microsoft ad DeepAI). 
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5 Analysis and discussion 

The objectives of the degree project was to examine, implement, and evaluate means to extract and 

present useful metadata from videos using Cloud based ML services. This notion was later reframed as 

the goal of the degree project, in short: create an application using multiple ML services that given a 

video produces a summary of its contents written in Swedish. But a deeper question is: are current 

iterations of cloud-based-services a good investment? And a still deeper question is: can machines 

currently replace humans in extracting and presenting valuable metadata from videos? And lastly, if 

not now then when will machines be able to replace human effort?  

In this chapter, we will analyse our efforts in accomplishing the goal of the degree project, and 

in conjunction also present our views on the deeper questions.  

 

5.1 Transcription  

Transcription was evaluated using WER and showed varying results which were initially thought to be 

the cause of the ranging characteristics and noise present in the videos used. For the purpose of 

understanding how the characteristics and noise affected the result, we looked closer at Microsoft's 

performance, as it performed better than Google in every video. Also to better understand the 

following subsection, we recommend reading about WER presented in 2.4.1,  and also about the 

characteristics of the videos in Appendix C.  

 To test the transcriptions services capabilities we used nine videos with ranging content and 

looking at the result graph presented in 4.1,  we get the following division: 

 

● Lower bracket, 0-30 percent range: Video 5, 6, 9 

● Middle bracket, 31-40 percent range: Video 1, 2, 3, 7  

● Upper bracket,  41-100 percent range:  Video 4 

 

5.1.1 Lower Bracket 

Our initial assumption was that the lowest scoring videos would contain the least amount of noise. 

The assumption ended up being correct as video 5 and 9, which were initially considered to contain 

low amounts of noise, were two out of the three best performing videos. These two videos were similar 

in content, both consisted of a conversation between two people speaking to each other outside in the 

open, and with minimal background noise. The only differences were the accents, one contained 

British English and the other American English, both spoken with a neutral accent and pronunciation 

(in regards to their respective countries). Accents might thereby not directly affect the services 

performance negatively.  

Given the arguably optimal condition of minimal noise, why did the videos still end up scoring 

in the twenties? Based on the test results, we believe it is primarily due to overlap in speech, and 

secondarily because of pronunciation. Overlapping speech essentially serves as a momentary source of 

high amounts of noise. This could be seen when manually comparing the transcriptions produced by 

the services with the gold standard transcriptions, during times of overlapping speech. The service 

would in case of an overlap either pick up what only one person said, or a combination of words 

spoken from both people, and it would in either case entirely miss words or get them wrong. Another 

minor discovery is that the services cannot distinguish between which person speaks during overlap, it 

assumes it was one person speaking.  

Pronunciation issues resulted in either the missing of words entirely or confusing it for 

something alike. How much these two factors ultimately affected the score is unclear. An interesting 

test that could help in answering that would be to test the service on someone performing a speech or 
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a lecture, since both being settings which usually contain clear speech, no overlapping conversation, 

and low to no amounts of noise.  

The last video out of the three low scoring videos was to our surprise video 6. It was a surprise 

due to its characteristics of medium noise, non neutral pronunciation and non neutral accent. The 

arguably only positive aspect of this video was the absence of overlapping speech. Based on analysing 

the three best scoring videos, accents and pronunciation seem to have minor effect on the services in 

relation to each other, and overlapping speech showed to directly affect the result negatively. 

 

5.1.2 Middle Bracket 

The five videos scoring in the 31 to 40 percent range differ a lot in genre and content yet ended up 

scoring similarly. The score is not so surprising when considering all of them were initially deemed to 

contain medium to high amounts of noise and other potentially disrupting characteristics.  

Video 1 and 2 were based on their characteristics of distorted voices, whispering, screaming, 

and action packed scenes, expected to be the worst performing but were almost as good as the 

majority. The aforementioned characteristics of video 1 and 2 might thereby not be as disruptive as 

initially thought to be. Video 3 was expected to be among the best performing given the low amounts 

of noise it contained, it did however contain overlapping speech and non neutral pronunciation. Video 

7 and 8, both contained positive and negative aspects and were unsurprisingly expected to end up in 

the middle of the pack.  

So why did 3 underperform while 1 and 2 overperformed? Judging from the produced 

transcripts, background noise hardly affected the result as much as one might have imagined, not to 

say it didn’t have any effect at all. However, unless noise was loud enough to entirely mask the sound 

of speech, neither storms, laughter, screaming, chainsaws, and background music had any significant 

impact on the result. It could be analogous to a song where one usually hears the words clearly even 

though multiple instruments play in the background.  

Video 1 and 2 contained significantly more noise than video 3 but they still performed alike, 

video 3 did however contain less neutral speech and more overlapping speech than video 1 and 2, 

alluding to the fact that overlapping speech and perhaps even pronunciation seem to cause as much 

damage as significant amounts of noise.  

 

5.1.3 Upper Bracket 

Video 4 was surprisingly enough the worst performing video. It was surprising because it contained 

insignificant amounts of noise. The entire video was about four people sitting in a room talking to 

each other in a friendly and polite manner with no background noise whatsoever, neutral accent, and 

neutral pronunciation. The video did however, due to it containing multiple people speaking, contain 

a lot of overlapping speech. 

When considering the analytical findings presented in 5.1.1 and 5.1.2, the result is not so 

surprising anymore. The common denominator of disruptive characteristics has through all brackets 

been overlapping speech, and should based on our findings be avoided as much as possible for the 

best result.  
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5.2 Translation  

The scores show that Google and Microsoft performed similarly, with Microsoft slightly 

outperforming Google in every test except for one where Google barely won. There are a number of 

reasons why Microsoft may have scored better than Google, synonyms being one of them. Simply by 

choosing the wrong synonym when translating a word in a sentence, the BLEU score would go down 

even though it would not affect the integrity of the sentence. Languages are very complex and one 

could argue that synonyms across languages do not always mean the same thing and therefore a lower 

score could in some cases be justified. Another reason could be the structure of the translated 

sentence. The structure of a sentence could be changed when translating from one language to another 

while still preserving the meaning. To counteract structure and synonym differences multiple 

reference translations could be used. More reference translations would increase alternate ways for 

sentences to be translated while still keeping the meaning of the original, and thus also provide a 

fairer assessment and, most likely, a higher BLEU score. 

The BLEU reference translation used were arguably the best we could hope to find. This is 

because documents produced by the European Union needed to be available in all official languages 

present in the union while preserving the original meaning, and given the pedigree of  EU as an 

institution, such documents are considered to be of great quality. In addition, since all documents 

come from the same source and most likely follow a writing standard, the integrity of the documents is 

increased even further.  

As seen by the average scores, Microsoft does score higher than Google. However, when 

reading the translations neither of them are bad, both mostly preserve the meaning of the original 

text, but do contain some grammatical errors and require some editing to be considered complete. 

While BLEU does provide a fair and unbiased evaluation, it is not absolute. It should instead be used 

as an indicator and for relative judgement, and not taken at face value. 

 

5.3 Summarisation 

Text summarisation is the problem of creating a short, accurate, and fluent summary of a longer text 

document, making it difficult for most humans to achieve in a reasonable amount of time. The process 

of summary consists of a lot of variables which can change depending on the text to summarise, 

making the process somewhat inconsistent and harder to generalise. These are some of the challenges 

that creators of summarisation services struggle with. Nonetheless some brave companies still try to 

create good summarisation services. 

We tested the two summarisation services by having them summarise three short stories 

written by Anton Chekhov and then grade their performance using our own evaluation model. Stories 

are also a difficult genre of texts to properly summarise due to their ability to be abstract, artistic, and 

intricate.  

Manual evaluation involves to read and understand an original text well enough to be able to 

produce a gold standard summary. Therefore using short stories also helped with the evaluation 

process because shorter well written stories were easier to master in the short amount of time 

disposable, allowing for a better evaluation. Testing on actual short stories thereby seemed reasonable 

when individually testing the summarisation services abilities, the result however should not be 

confused with how the summarisation service would perform on some other text like transcripts from 

tv-shows which mainly consist from dialogues and could lead to other results.  

Looking at the results, DeepAI got the lowest score for every story in both categories, Aylien 

performed somewhat better but still bad. The content of the summaries produced by both services was 

gibberish. The summaries consisted out of a bunch of segments from the original text put together 

without any structure or coherence. Readability scored somewhat better, mostly because spelling was 

perfect and it thereby did not ruin the level of spelling present in the input. Although apart from that, 

it was in terms of readability pure gibberish.  
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 Two factors stand out as potential reasons for the bad results. The first being the genre of text 

attempted to be summarised, and the second being the allowed length for the summaries. The genre 

applied in the tests is difficult to summarise since it usually requires the producer of the summary to 

form their own opinion regarding the content and portraying it from a narrative point of view. The 

services lack those abilities and instead produced in a shorter version of the original text, without 

coherence or providing any context.  

As for the second factor the services were set to match the length of the same stories gold 

standard summaries, for the simple reasoning that if the service was to replace a human it should be 

held to the highest standard. The summaries produced by the services mainly lacked in coherence and 

context, which might have fixed itself if the summaries were longer. However the arguably main point 

of a summary is for it to be significantly shorter in proportion to the original text. Thus having services 

that produce brilliant summaries although very large, is seemingly pointless. 

 Summarisation services seem to currently be underdeveloped for most intended tasks. The 

summaries produced by the services were interestingly enough constructed more as synopses found 

on the back of books, some were even from that perspective rather good.  

Other genres than stories, more straightforward and process oriented such as recipes, could 

possibly benefit from current iterations of summarisation services. A simple example of a more 

process oriented scenario would be: use both hands to crack open two large white eggs and place them 

into a bowl, this could be summarised as: crack open two eggs into a bowl, and the message would still 

come across without the need to alter the narrative, pick up on subtle nuances that make up a story 

and present them, or add any new words not present in the input, making summarisation for texts like 

that seemingly easier.  

 

5.4 Complete run 

Since the application ultimately produced a summary it was evaluated using the same method applied 

on the summarisation services but with actual full length tv-show episodes as test data. 

As for the result both Alpha and Beta received the lowest score in both content and readability 

for every tv-show. However when testing the summarisation services individually they performed 

slightly better, meaning it is not necessarily a fair representation of the service capabilities, and 

something is causing the decrease in performance. When considering the different conditions that the 

summarisation services had in the individual test contra complete run test, the biggest difference 

seems to be the writing quality of the input used in the two tests. When individually testing the 

summarisation service they were tested on Anton Chekhov short stories, arguably flawlessly written. 

But on the other hand for the Complete Run tests, the summarisation service was directly affected by 

the quality of the transcription services capabilities. It could also be that texts mainly consisting out of 

dialogues such as transcriptions, which usually provide close to no context, actually are more difficult 

to summarise than short stories. The different data and types of text used for the two tests makes it 

difficult to draw any conclusions based on them alone. In hindsight it would have been better to use a 

more dialogue based text when individually testing the summarisation service, and thereby be able to 

compare the outcome with the result from Complete Run. Nonetheless it was discovered during the 

tests that all the services in their individual tests worsen the quality of the input they received. During 

a Complete Run, all the services except for the first one does, unlike in their individual tests, not 

receive perfect input, instead they receive the output of the previous service as their input. With the 

reduction of quality only increasing with each step, the following step had even worse working 

conditions than the previous one. This resulted in a continuous degradation that could not be restored 

and ended in a poor summary and in our opinion the reason why a Complete Run performed worse 

than the summarsation services when individually tested.  

The summarisation services did perform very poorly, and is together with the transcription 

services the impeding factors in the presented solution. If the transcription and summarisation 

services were to improve considerably, this solution might be a viable one. It is also worth mentioning 

the potential human bias and error deriving from manual evaluation that could influence the scoring.  
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5.5 Human vs Machine  

The majority of people do not know or understand Artificial Intelligence (AI) at all, then there are 

those who cannot wait for AI to develop faster no matter the potential risks, and also those who fear 

what AI might become. Innovation implies some degree of risk and there are clear benefits of AI, it is 

however wise to fear and somewhat regulate something as potent as AI. We would assume most 

people want to leverage the benefits of AI, although at what price? If we could counsel AI developers 

we would advise them to really think through and consider the long term effects of their actions, at 

every step considering the worst possible outcome and let that influence their decision making.  

One driving force among AI supporters that deserves consideration is its potential to replace 

human effort, which will inevitably happen and cause change on a global scale. A lot of people will lose 

their jobs to AI which can cause major societal problems and raises questions of both ethics and 

morality. History teaches us that old jobs disappear and new ones appear so why should AI be any 

scarier than what already happened in the past? For instance, automated driving can potentially save 

millions of lives caused by traffic accidents, but are we ready to reinstate new jobs to the millions of 

people currently occupied with driving jobs?  

This degree project indirectly examined AI’s potential in replacing jobs within the video 

analysis sector. Based on our research people in that job sector can for the time being relax. However 

AI is progressing and top echelon companies such as Microsoft, Google, and Amazon all invest in 

video analysis technologies, meaning that the video analysis space will see an AI takeover soon 

enough. One can debate the ethics and morality behind people losing their jobs to AI, however the 

research also showed that analysing the contents can not be managed through human effort alone and 

AI is required for sustainable reasons. With AI raising questions regarding society, morality, and 

sustainability its potency can not be be underestimated. More people understanding technologies such 

as AI will lead to more ideas and thoughts and hopefully it will increase the probability that the right 

kind of ideas get implemented.  
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6 Conclusion 

This work involved examining, implementing, and evaluating means to extract and present metadata 

from videos using Cloud based Machine Learning services (ML services).  Examining these means 

involved mainly researching ML services useful for extracting metadata from videos. The research 

resulted in utilising Google and Microsoft’s transcription and translation services, as well as DeepAI 

and Aylien’s services for summarisation.  Implementing the means resulted in an application which 

utilised three different ML services: transcription, translation, and summarisation. The application 

was supposed to receive a video and present a summary of its contents in Swedish, thereby serving as 

a new and scalable alternative for extracting and presenting metadata from videos. Evaluating the 

means involved testing both individually and collectively the capabilities of Google’s and Microsoft’s 

transcription and translation services, and Aylien’s and DeepAI’s summarisation services.  

 Based on the test results, the translation services were the only ones that produced good 

results and could situationally be worth investing in. The transcription and summarisation services 

performed poorly in their tests and need to be improved before they can be considered viable. Their 

poor performance ultimately made the presented solution for scalable video analysis impractical, and 

not nearly good enough to replace people such as professional editors.  

The transcription and translation services utilised in the tests were from Microsoft and Google 

and given the companies pedigree, results produced by their services were arguably the best among 

their field and thereby provided a realistic depiction of the technologies current state of affairs. The 

utilised summarisation services came from the companies Aylien and DeepAI. Neither of which are 

famous for their contribution to the summarisation service field and also lack the credibility that 

Google and Microsoft have. The summarisation result may therefore be a flawed depiction of 

summarisation services current state of affairs.  

The capability of our solution in conjunction with the status quo of the aforementioned 

services, implied that human effort was currently the only viable option for video analysis. However 

with top echelon companies investing in video analysis, the problem of scalable video analysis might 

soon be solved.  

 

6.1 Future Work 

This study involved many variables such as examining multiple services in a relatively short time span. 

Due to the studies characteristics and circumstances of studying multiple services and evaluation 

processes, it lacked the in-depth findings present in work that is more centered and specified towards 

one goal or finding. Therefore further study could involve deep diving into the capabilities of a single 

ML provider or service, allowing for more elaborate and extensive tests. However a truly  interesting 

idea for future work would be to try to develop a ML model that specifically constructs summaries 

regarding the contents of video.  
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Appendix A - Translation Test data 

The segments  used for the translation tests were taken from the European Council meeting (28 June 

2018) with document number ST 9 2018 INIT.  

 

Segment 1 

The European Council reconfirms that a precondition for a functioning EU policy relies on a 

comprehensive approach to migration which combines more effective control of the EU’s external 

borders, increased external action and the internal aspects, in line with our principles and values. This 

is a challenge not only for a single Member State, but for Europe as a whole. Since 2015 a number of 

measures have been put in place to achieve the effective control of the EU's external borders. As a 

result, the number of detected illegal border crossings into the EU has been brought down by 95% 

from its peak in October 2015, even if flows have been picking up recently on the Eastern and Western 

Mediterranean routes. 

 

Segment 2 

As regards the Central Mediterranean Route, efforts to stop smugglers operating out of Libya or 

elsewhere should be further intensified. The EU will continue to stand by Italy and other frontline 

Member States in this respect. It will step up its support for the Sahel region, the Libyan Coastguard, 

coastal and Southern communities, humane reception conditions, voluntary humanitarian returns, 

cooperation with other countries of origin and transit, as well as voluntary resettlement. All vessels 

operating in the Mediterranean must respect the applicable laws and not obstruct operations of the 

Libyan Coastguard.  

 

Segment 3 

Tackling the migration problem at its core requires a partnership with Africa aiming at a substantial 

socio-economic transformation of the African continent building upon the principles and objectives as 

defined by the African countries in their Agenda 2063. The European Union and its Member States 

must rise to this challenge. We need to take the extent and the equality of our cooperation with Africa 

to a new level. This will not only require increased development funding but also steps towards 

creating a new framework enabling a substantial increase of private investment from both Africans 

and Europeans. Particular focus should be laid on education, health, infrastructure, innovation, good 

governance and women's empowerment. Africa is our neighbour and this must be expressed by 

increased exchanges and contacts amongst the peoples of both continents on all levels of civil society. 

Cooperation between the European Union and the African Union is an important element of our 

relationship. The European Council calls for further developing and promoting it. 
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Segment 4 

In a context of growing trade tensions, the European Council underlines the importance of preserving 

and deepening the rules-based multilateral system. The EU is committed to working towards its 

modernisation and calls on all partners to contribute positively to this goal. It invites the Commission 

to propose a comprehensive approach to improving, together with like-minded partners, the 

functioning of the WTO in crucial areas such as (i) more flexible negotiations, (ii) new rules that 

address current challenges, including in the field of industrial subsidies, intellectual property and 

forced technology transfers, (iii) reduction of trade costs, (iv) a new approach to development, (v) 

more effective and transparent dispute settlement, including the Appellate Body, with a view to 

ensuring a level playing field, and (vi) strengthening the WTO as an institution, including in its 

transparency and surveillance function. 

 

Segment 5 

In line with the informal Leaders' discussion in Sofia, the European Council insists on improving 

businesses' access to financing, including by better coordinating EU and national research and 

innovation funding schemes and instruments, on providing a favourable regulatory environment that 

supports greater risk-taking, and on promoting digital skills as well as links between academia, 

industry and governments. Cooperation between research, innovation and education should be 

encouraged, including through the European Universities initiative. 
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Appendix B - Summarisation Tests 

The short stories used for the summarisation tests can be seen in table B.1. 

 

Table B.1: Short stories used for summarisation tests, the author and their corresponding number 
used throughout this paper.   

Short story Title  Author 

1 The Horse Stealers Anton Chekhov 

2 The Student Anton Chekhov 

3  The Beggar Anton Chekhov 
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Appendix C - Transcription Tests  

Noise levels 

Definitions for noise levels. 

 

Table C.1: Noise levels and their corresponding description. 

Noise level Description 

No noise Insignificant amounts of background sounds interfering while 

someone is speaking 

Low amounts of noise Background sounds occasionally interfere while someone is 

speaking. 

 

Medium amounts of noise Continuous background noise although at a reasonable volume. For 

instance the noise present in a crowded dining hall 

High amounts of noise Continuous background noise although at a reasonable volume with 

occasional volume spikes overpowering speech 

 

 

Videos 

Videos used for the transcription tests. 

 

Video 1 

Tv-show: Ash vs Evil Dead  

Length: 2m 44s 

Segment Characteristics: High amounts of noise, distorted voices, neutral pronunciation, neutral 

American English, overlapping speech. 

Test purpose: Test how high amounts of noise and distorted voices affect the result.  

 

Video 2 

Tv-show: Ash vs Evil Dead  

Length: 4m 31s 

Segment Characteristics: High amounts of noise, distorted voices, neutral pronunciation, overlapping 

speech. 

Test purpose: Test how high amounts of noise and distorted voices affect the result.  
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Video 3 

Tv-show: Seinfeld 

Length: 1m 47s 

Segment Characteristics: low amounts of noise, non neutral pronunciation, American and New York 

accents, overlapping speech. 

Test purpose: Identify how non neutral pronunciation and accents in a preferable setting affect the 

result.  

 

Video 4 

Tv-show: The Trip  

Length: 1m 31s 

Characteristics: Group communication, non neutral pronunciation, neutral English accents, 

overlapping speech, insignificant amounts of noise. 

Test purpose: Identify how multiple people speaking in a casual demeanor, without any noise, affect 

the result.  

 

Video 5 

Tv-show: The Trip 

Length: 2m 36s 

Characteristics: non neutral pronunciation, neutral English accents, overlapping speech, insignificant 

amounts of noise. 

Test purpose: Identify how two people speaking with a neutral English accent and without any noise 

affect the result. Expected to perform the best.  

 

Video 6 

Tv-show: Vikings 

Length: 1m 47s 

Characteristics: Medium amounts of noise, nordic accent, non neutral pronunciation. 

Test purpose: Identify how non classic English accents under medium amounts of noise would affect 

the result.  

 

Video 7 

Tv-show: Vikings 

Length: 1m 48s 

Characteristics: No noise, non neutral pronunciation, nordic accent.  

Test purpose: Identify how a uncommon English accents under no amounts of noise would affect the 

result.  

 

Video 8 

Tv-show: West Wing 

Length: 20s 

Characteristics: neutral pronunciation, neutral American English, TV in the background, people 

shouting from other rooms. Test purpose: Identify if a TV displaying people speaking gets picked up 

by the service. To identify if people not part of the scene, shouting from other rooms get picked up by 

the service. To identify if the service can distinguish the speaking sounds from each other.  
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Video 9 

Tv-show: West Wing 

Length: 1m 42s 

Characteristics: neutral American English, neutral pronunciation, insignificant amounts of noise, 

overlapping speech.  

Test purpose: Identify how two people speaking with a neutral American English accent and without 

any noise affect the result. Expected to perform the best.  
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