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Abstract

Zero-knowledge password policy checks (ZKPPC) were introduced in
Kiefer and Manulis’ [14] report from 2014. The protocol aimed to solve
the longstanding issue with servers requiring clients to provide their
password in plain text to ensure its strength. Their protocol was in-
tended to eliminate the need for users to trust the server to store and
handle passwords correctly while simultaneously allowing the server
to know that the registered password was strong enough. This thesis
has investigated the soundness of the protocol by Kiefer and Manulis
and will present three new zero-day vulnerabilities discovered in the
process. The vulnerabilities allow a dishonest user to prove adherence
to the policy for invalid passwords. Additionally, the thesis presents
our new Proof of Inequality which prevents one of these vulnerabilities,
as well as an extension for an incomplete part of the protocol. The two
remaining zero-day vulnerabilities are weaknesses in the protocol left
for future research.
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Sammanfattning

Lösenordspolicykontroller med nollkunskap (Zero-knowledge password
policy checks (ZKPPC)) introducerades i Kiefer och Manulis [14] rap-
port från 2014. Protokollet syftade till att lösa det sedan länge aktuella
problemet med servrar som kräver att klienter visar sina lösenord i
klartext för att garantera att det är starkt nog. Deras protokoll var äm-
nat att eliminera behovet för användarna att lita på servern att lagra
och hantera lösenord på rätt sätt samtidigt som servern kan veta att
det registrerade lösenordet är tillräckligt starkt. Den här avhandlingen
har undersökt vettigheten hos protokollet av Kiefer och Manulis och
kommer presentera tre nya nolldagssvagheter som upptäcktes under
arbetet. Utöver det presenterar den här avhandlingen vårt nya Olik-
hetsbevis som förebygger en av de här svagheterna, så väl som en ut-
ökning av en ofullständing del av protokollet. De två resterande noll-
dagssvagheterna är svagheter hos protokollet som lämnas för framtida
forskning.
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Abbreviations

BPR Blind password registration

NIST National Institute of Standards and Technology

SPC Secure set-based policy checking

SPO Secret preserving opening

VPAKE Verifier-based password-authenticated key exchange

ZKP Zero-knowledge proof

ZKPoK Zero-knowledge proof of knowledge

ZKPPC Zero-knowledge password policy checks

ZKSMP Zero-knowledge set membership proof



Chapter 1

Introduction

Passwords are used in almost every application as a method for au-
thentication. Because of this, there have been many breaches which
have leaked passwords to the public [17]. Through these breaches, we
know what passwords are most common, and we’ve also learned that
the passwords are often very weak and easily guessed [15]. For this
reason, a need has been felt for some system preventing users from
registering weak passwords. Password policies have generally been
seen as the solution (c.f. National Institute of Standards and Tech-
nology (NIST) password policy recommendations [12]). Policies state
what the owners of the application consider to be a secure password
in the given context.

AxCrypt is a small tech company in Stockholm, Sweden and is de-
veloping an easy to use open-source encryption software for the gen-
eral public. As the strength of the password is irrelevant if the pass-
word isn’t handled correctly, AxCrypt wished to investigate the pos-
sibility of their users registering passwords through Zero-knowledge
proof (ZKP) to increase the level of security.

Most systems nowadays follow the current state-of-the-art model
where the client would send their encrypted password to the server.
The server then proceeds to decrypt the password, hash it and store
the output along with some random salt used during the hashing.
However, there have been circumstances where the password has been
stored in plain text, so a user must not blindly trust the server to pro-
cess it correctly. On top of this, there are side-channel attacks which

2



CHAPTER 1. INTRODUCTION 3

can leak the password while it is being processed. The HeartBleed
bug was discovered back in 2014, and it worked by abusing a buffer
underrun malfunction in the OpenSSL implementation. This bug al-
lowed an adversary to read the contents of recently used memory on
the server. The adversary could then see, i.e., passwords as they were
being processed which made it clear that clients can’t trust even the
honest servers with their passwords in plain text [19].

With this knowledge, it seems we need a way to ensure the adher-
ence to the policy without ever allowing the server to see the password
in clear text. A simple method to ensure that no information regarding
the password is leaked is to perform all checks on the client-side using
scripts. However, since the user can circumvent these checks, there is
no way of knowing whether the policy is adhered to or not. This issue
of mistrust is the problem that the ZKPPC protocol by Kiefer and Man-
ulis [14] aims to solve. As can be deduced from its name, their protocol
is intended to achieve Zero-knowledge: no information regarding the
password is leaked to the server except for that which may be derived
from knowing that it fulfills the policy. As such, Zero-knowledge is
the highest notion of secrecy and is therefore what we want to achieve
eventually. However, as a first of its kind, the protocol by Kiefer and
Manulis unsurprisingly contained some errors when published back
in 2014.

Benhamouda and Pointcheval [5] published a report shortly after-
ward explaining how the protocol misused the Verifier-based password-
authenticated key exchange (VPAKE) and gave an example of a modi-
fied version that would solve the issue. In this thesis, we will continue
this line of research by explaining three new zero-day vulnerabilities
against the protocol while providing a remedy for one of them based
on a newly developed protocol called Proof of Inequality. The vulner-
abilities allow a dishonest prover to convince the verifier that a non-
compliant password adheres to the given policy by submitting values
that were not expected by the original authors.
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1.1 Objective

The wide adoption of passwords as the standard scheme for authen-
tication makes it hard to replace them. For this reason, it is crucial
that we use them correctly to ensure the privacy of the users. Kiefer
and Manulis’ protocol [14] presents a new way to handle passwords
and password policies. The kinds of policies which their protocol can
check for are since 2017 deprecated by NIST, however, due to their
common usage online it is still essential to consider them [12]. How-
ever, since the protocol is new, it needs to be scrutinized to confirm its
correctness. Therefore, this thesis aims to investigate the protocol and
improve- or remark on areas that are not up to standard.

1.2 Problem statement

When new protocols are published, they need to be examined before
they can be generally accepted. In the case of security protocols, the
examination is crucial as information is classified for a reason. In this
instance, the protocol to examine is the ZKPPC protocol by Kiefer and
Manulis [14], and so the question this thesis aims to answer is:

What vulnerabilities are there in the ZKPPC protocol by Kiefer and Man-
ulis, and how can they be prevented?

1.3 Delimitations

This thesis focuses on the protocol by Kiefer and Manulis [14] alone.
No additional reports which may modify the protocol were consid-
ered, but only mentioned to show another weakness. Related solu-
tions that aim to solve the issue with enforcing password policies with-
out disclosing the password to the server are not considered in this
theses. Some related solutions are, however, mentioned in chapter 3
for the interested reader.
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1.4 Intended reader

Due to the technical nature of the research question, the thesis is in-
tended for readers with a background in the area of cryptography.

1.5 Thesis structure

In chapter 2 we explain the concepts and some of the math which the
protocol by Kiefer and Manulis [14] relies upon. The corrections made
to the Zero-knowledge Set membership proof protocol in section 2.2.3 were
made by the author of the thesis, while the remainder of the chapter
are presentations of previous work.

In chapter 3 we explain ZKPPC in general terms as well as what
purpose they serve. Starting with section 3.1 we go into detail on some
aspects of the protocol by Kiefer and Manulis that are affected by this
thesis. If the reader wants to learn more in-depth about the original
protocol or see the parts not explained in this report, they are referred
to the initial report by Kiefer and Manulis [14]. In section 3.3 we men-
tion some research that has been conducted to solve the same problem
as the protocol by Kiefer and Manulis. The research is additionally
compared to that of Kiefer and Manulis’ to show why ZKPPC are still
of importance.

In chapter 4 we present our new extension to the protocol by Kiefer
and Manulis to cover for some issues they did not take into consider-
ation. In section 4.3 we present a new zero-day vulnerability we dis-
covered to show that the given solution is not complete and still needs
further research.

In chapter 5 we present two more zero-day vulnerabilities discov-
ered during the investigation of the protocol to show on some other
aspects of the protocol that needs further work. Additionally, in sec-
tion 5.2 we provide a working solution which mitigates one of these
vulnerabilities. The solution relies on our newly developed protocol
Proof of Inequality which is presented in section 5.2.1.

In chapter 6 we summarize the thesis and recall the areas of the
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protocol that require further research. The chapter also provides ideas
of some areas that are not covered by either the protocol by Kiefer and
Manulis [14] or this thesis but are still of importance in the given field.



Chapter 2

Preliminaries

In this chapter, we will introduce the concepts and protocols underly-
ing the protocol by Kiefer and Manulis [14]. It is worth noticing that
any instance of a protocol mentioned in this chapter could be substi-
tuted for some other protocol with the same or similar properties. We
have, however, explained the protocols that Kiefer and Manulis chose
to use in their report to give a concrete example of how the ZKPPC
protocol could be implemented in practice.

2.1 Password Policy

Password policies are set by organizations in order to ensure a high level
of security. These policies are enforced during the process of regis-
tering the password. Policies commonly describe the required length
of passwords and require the passwords to contain a combination of
upper-case letters, lower-case letters, numbers, and symbols. More
advanced policies may also check that passwords do not match any
commonly used passwords or that they contain certain words. It is
recommended for organizations to enforce some password policy as
users tend to choose "weak" passwords if none are in place [15]. Some
definitions of password policies also include other rules such as how of-
ten users must change their passwords or that new passwords must
not match a password the user has used previously [1]. This report,
however, will not deal with those aspects of password policies but will
instead limit its definition to the checking for individual characters in
the password and enforcing length requirements.

7
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2.2 Zero-knowledge Proofs

ZKP aims to prove a statement without disclosing any information
except that which may be derived from knowing that the statement
is true. The proofs are typically performed between two parties, the
prover and the verifier. The prover wishes to convince the verifier that
some statement is true through the use of a ZKP [11]. In the instance
of this protocol, the prover will always be the user attempting to reg-
ister a password. The verifier is the party that either accepts or rejects
the proof and is represented by the server in this thesis. ZKP, there-
fore, states that if we want to prove there is an upper-case letter in our
password, the verifier is allowed to deduce the information that our
password contains at least one of the letters A-Z and that our pass-
word has a length of at least 1. However, the verifier must not know
the location of the letter, the number of times that letter occurs in the
password, the exact length of the password, etc. An adversary which
eavesdrops on the protocol must not learn any more than the verifier
does, but they may learn less in case the protocol relies on some secret
data at the verifier.

To be classified as a ZKP, the protocol must fulfill the following
three criteria [2]:

• Completeness: if both the prover and verifier follow the proto-
col, the protocol will work every time

• Soundness: a verifier following the protocol cannot be convinced
that a false statement is true, except with a negligible probability
due to chance, even when the prover does not follow the protocol

• Zero-knowledge: after performing the protocol, the verifier learns
no information except that which may be derived from knowing
that the proven statement is true

Since the Zero-knowledge property states that no information regard-
ing the secret is leaked, a passive adversary would not benefit from
eavesdropping on the communication. An adversary would thus have
the same chance of guessing the password correctly regardless of whether
or not they eavesdropped on the communication. However, the ZKP
used in the protocol defined by Kiefer and Manulis assumes the ver-
ifier to be honest [14]. Thus, if an adversary was to compromise the
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transmissions and effectively take the verifier’s place, they could po-
tentially learn further information about the password. Kiefer and
Manulis pointed this out and assured that the protocol could adopt
the techniques described by Cramer et al. [8] to mitigate this issue.

2.2.1 Zero-knowledge Proof of Knowledge

Zero-knowledge proof of knowledge (ZKPoK) is a sub-case of ZKP.
While ZKP is used to convince the verifier that some given statement
is true, the ZKPoK is used to prove that the prover has knowledge of
some information and wishes to convince that verifier that it does [4].
In practice, ZKP often makes use of ZKPoK for parts of- or the entirety
of their protocols. One instance when this may be the case is when a
user (prover) wishes to log on to a server (verifier) using a ZKP. The
server will allow the user access if the user can prove that they are
indeed who they state they are. This problem can be proven using
ZKP. However, the server will only be convinced that the statement is
true if the user can prove that they know the given user’s password,
which would be through a ZKPoK.

2.2.2 Commitment schemes

Commitment schemes allow a user to commit to a chosen value while
keeping it secret to others and also being able to reveal the committed
value at a later stage [6]. One intuitive way of doing this would be
to encrypt the value and later on handing over the key to the person
that should know the content of the message. The problem with this
approach, however, is that the user could potentially hand over a dif-
ferent key than the one used to encrypt the message and which would
then decrypt the message to a different value than the one initially en-
crypted.

To be classified as a commitment scheme, the protocol must fulfill
the following two criteria [6]:

• Hiding: given that you do not have access to the key, you can
not tell two encrypted values apart except with negligible prob-
ability

• Binding: you cannot find a key which decrypts a committed
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message into a different value than the committed one, except
with a negligible probability

One instance of a commitment scheme is the Pedersen commitment
scheme which operates on cyclic groups and relies on the discrete log
assumption [16]. This commitment scheme is used in the original re-
port by Kiefer and Manulis and will also be used in this thesis. Peder-
sen commitments posses the additional property of being homomor-
phic, meaning that they can be calculated in different ways without
requiring complete knowledge of the variables and still yield the same
result. The homomorphic property is a vital property for both the pro-
tocol by Kiefer and Manulis [14] and this thesis.

Pedersen commitments work in the following way [16]:

• Prover: decides on the secret value s they wish to lock in

• Verifier: selects two generators g and h uniformly at random
from the group Gq of size q and sends the values to the prover

• Prover: picks a value r uniformly at random from Zq

• Prover: calculates their committed value C = gs ∗ hr

• Prover: sends the committed value C to the verifier

• Prover: once the prover wishes for the verifier to know the value
s they send both s and r to the verifier

• Verifier: calculates gs ∗ hr and accepts if it equals C

The homomorphic property of the scheme allows us to combine
two or more commitments into one in two different ways. As we can
see below, this means that the verifier can combine the two commit-
ments C1 and C2 without having access to neither the secret- nor ran-
dom values. Assuming we have two secret values s1 and s2, and two
random values, r1 and r2, we can calculate the combined commitment
in these following ways:

• C = C1 ∗ C2 = (gs1 ∗ hr1) ∗ (gs2 ∗ hr2)

• C = gs1+s2 ∗ hr1+r2
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2.2.3 Zero-knowledge Set membership proof

A Zero-knowledge set membership proof (ZKSMP) allows us to prove
that a given value exists within a set without leaking any information
about which value it is [7]. The ZKSMP is a central part of both this
thesis and the original report by Kiefer and Manulis Kiefer and Man-
ulis [14]. Although any instance of a ZKSMP would suffice for this
report, a specific example will be given to simplify a potential imple-
mentation.

Microsoft developed a ZKSMP back in 2014 which goes by the
name U-Prove [3]. As there does not seem to be any correct version
available to the general public, we will present our reworked protocol
below:

• Verifier: decides on a set S ⊂ Zq of valid entries and sends it to
the prover

• Verifier: selects two generators g and h uniformly at random
from the group Gq of size q and sends the values to the prover

• Prover: decides on their secret value s ⊂ Zq and a value r picked
uniformly at random from Zq

• Prover: calculates their committed value C = gs ∗ hr

• Prover: generates a list of fake proofs for all the items si ∈ S not
equal to s, each entry consisting of a tuple (ci, ri, ai)

ci = selected uniformly at random from Zq

ri = selected uniformly at random from Zq

ai = hrigsiciC−ci

• Prover: generates a proof on the form (ci, ri, ai) for the real s and
adds it to the list

w = selected uniformly at random from Zq

ai = hw

ci = (H(C,S, a0, ..., an−1) − Σn−1
j=0,j 6=isj) modulo q where H is

some hash-function outputting results in Zq and n = |S| − 1

ri = ciriw
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• Prover: sends the entire list of proofs to the verifier

• Verifier: independently calculates cn−1 = (H(C,S, a0, ..., an−1) −
Σn−2

j=0 sj) modulo q and replaces the value in the last tuple of the
list

• Verifier: calculates xai and xbi for each item in the list of proofs,
compares xai to xbi and accepts if xai and xbi are equal for every
proof in the list. If any of the proofs fail then the entire the pro-
tocol is aborted and the proof rejected

xai = hri

xbi = Ccig−cisi

Notice that the protocol above was developed solely by Microsoft,
Inc. This thesis only provides a cleaned up version of their erroneous
specification draft [3].



Chapter 3

Zero-knowledge password pol-
icy checks

The notion of ZKPPC was invented by Kiefer and Manulis back in
2014 [14]. This new tool allows the server to check whether an already
encrypted password adheres to the policy or not through the use of
ZKP. Before this protocol existed the server only had two ways to en-
sure that passwords adhered to their policies. The first option was to
perform the check on the client-side using scripts. Using client-side
scripts would make it so that the user is unable to send a password
that does not adhere to the policy back to the server. The client could
then hash the password before sending it to the server to attain confi-
dentiality of the password. However, this method is not secure since
the user can bypass these checks by disabling script-execution, mean-
ing the integrity of the system is compromised. The only way for the
server to know for sure that the password fulfills the policy is thus to
check the password on its own, meaning the server must see the pass-
word in plain text. It is evident that this approach negates the confi-
dentiality of the password and is thus not a perfect solution. Even if
one were to assume that the server would not abuse this knowledge in
any way, the fact remains that other processes may have seen the pass-
word while it was visible in the server’s memory. The computer’s way
of handling its memory was the exact problem the HeartBleed bug [19]
abused, which was incidentally also what sparked the invention of the
new ZKPPC.

13
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3.1 Kiefer-Manulis’ zero-knowledge password
policy checks protocol

Kiefer and Manulis’ protocol allows a verifier to check that a password
adheres to any given password policy which checks for minimum-
and maximum password-lengths as well as the existence of characters
from certain predefined sets. The protocol is composed of two main
phases. First comes the password-registration, and secondly the verifi-
cation upon logging in. This thesis only aims to secure the registration-
phase since the log-in phase has already received further work by Ben-
hamouda and Pointcheval [5] who pointed out some insecurities and
supplied a potential fix to the issue.

The password-registration phase of the original protocol looks as
follows. First off the prover initiates the protocol with the verifier
which sends the policy and generators g and h as explained in sec-
tion 2.2.3. The prover then decides on a password and locks in each of
its characters together with its index through a function the authors of
the protocol chose to call a Structure-Preserving Mapping and is defined
as seen in figure 3.1.

Figure 3.1: Structure-Preserving Mapping by Kiefer and Manulis

The mapping only allows for certain ASCII characters, namely those
with an ASCII-value between 32 and 127, which are the numbers 0-9,
the lower- and uppercase English letters as well as the most common
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symbols. However, as the authors note, it is easy to extend this map-
ping by replacing the fixed value 95, with the corresponding value for
the new language while also appropriately map the characters. Notice
also how the third function may be removed altogether if one was to
abstract away the encoding and only look at it from a mathematical
point of view.

Secondly, the prover commits both the transformed password, but
also each character-index pair used to calculate the password. The
commitments are calculated as seen in figure 3.2. Notice how the ho-
momorphic property of the Pedersen commitments makes it so that
C can be computed either as the product of every Ci or the product
gs ∗ hr. Additionally, at this point, the prover will calculate a hash of
the password. This part, however, is not affected by the changes sug-
gested in this thesis, and thus that part will not be explained further.

∀i in 0 to n− 1:
si ← CHRtoINT (ci, i)

ri ∈R Zq

Ci ← gsi ∗ hri

s←
n−1∑
i=0

si r ←
n−1∑
i=0

ri C ←
n−1∏
i=0

Ci

Figure 3.2: Commitment phase

Once all values have been committed and calculated, the prover
will send the hashed password H and the committed character-index
pairs Ci to the verifier. The verifier will first check that the length of the
password fulfills the policy by counting the number of Ci received. If
the number of characters is within the required range, then the proto-
col will continue. Otherwise, the verifier will abort the protocol at this
point. Given that the protocol proceeds, the prover will select some
commitments which are required to fulfill the password policy and
through the use of ZKSMP, prove to the verifier that these commit-
ments open to some value in the corresponding sets defined in figure
3.3. For the remaining characters that are not required for fulfilling the
policy, the prover will instead prove that these open to some value in
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the super-set to ensure that only printable ASCII characters are regis-
tered.

Figure 3.3: Character-sets defined by Kiefer and Manulis

In the final step of the registration phase, the prover will prove
that they know the values used to calculate the previously transferred
hash-value and commitments. If all proofs check out, the verifier will
store the hash-value to allow the prover to log in at a later stage. This
part of the protocol, however, is not affected by the work done in this
thesis and will not be explained in detail.

3.2 Modification to achieve Zero-knowledge

The length requirement of the policy is checked by having the verifier
count the commitments. By proving the adherence to the policy in this
manner, the protocol leaks the length of the password to the verifier.
Since the protocol only aims to prove that the password adheres to the
protocol, the verifier must never know the exact length of the pass-
word, solely that it is within the given range. This part of the protocol
breaks the Zero-knowledge property.

Kiefer and Manulis [14] admitted the flaw with leaking the length
of the password in their report. As a result, they quickly provided
a modification of their protocol that only allows policies that do not
check the maximum length requirement. Their new solution relies
on the homomorphic property of the Pedersen commitment scheme
and works by combining some characters of the password to hide the
length. In the modified version of the protocol, the prover picks some
characters from their password which are required to fulfill the pol-
icy’s check for the existence of certain character-sets and commit these
values just like before. In case the password policy defines a mini-
mum password-length greater than the number of characters required



CHAPTER 3. ZERO-KNOWLEDGE PASSWORD POLICY CHECKS 17

for the first step, the prover will pick nmin − amount(alreadypicked)

new characters from the password and commit these as well to prove
that the password is long enough. The remaining characters of the
password will be locked into one last commitment by calculating the
sum of the residual values. The sum of these values would then rep-
resent the secret value s of the final commitment. A single value for
r will then be picked uniformly at random from Zq. If the length of
the password is exactly that of the minimum-requirement, the sum of
the remaining values will be zero. The initial set of commitments will
be proven to be represented in the corresponding sets defined by the
policy using ZKSMP the same way it was performed in the original
report. All remaining commitments will then be sent to the verifier. If
the policy defines a minimal password-length the verifier will proceed
to count all received commitments and ensure that they are exactly one
greater than the required amount.

Unfortunately, correctly achieving Zero-knowledge is a difficult task.
This alternative solution by Kiefer and Manulis takes a significant step
towards Zero-knowledge but does not work as is. An extension will
be provided in this thesis to make the solution work. Moreover, the
modification proposed by Kiefer and Manulis opens up to a new zero-
day vulnerability on soundness. The vulnerability allows a dishonest
prover to register passwords that do not adhere to the policy. Both the
extension and the vulnerability are presented in chapter 4.

3.3 Related work

Password policies have received some research in the past though most
of it has focused on the definition of the policy and not its implemen-
tation. Research has however been performed in the field on how to
store and handle passwords, the issue with these is that they all as-
sume that no party can extract information during the handling of
the passwords. Side-channel attacks could leak information about the
password while it is being processed and the HeartBleed bug [19]
made it clear that this assumption is not viable in practice. Kiefer and
Manulis pioneered in this area by creating the ZKPPC-protocol which
does not make the same assumption as previous approaches. There
has however been some further research done in the field following
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this protocol.

3.3.1 Secure set-based Policy Checking

Dong and Kiefer [10] developed the Secure set-based policy checking
(SPC) protocol back in 2015. The protocol allows a verifier to check that
the information possessed by the prover fulfills the policy of the server.
Although the protocol is useful in many fields, the authors showed
how it could be used to check that a user’s password adheres to a
server’s password policy. The SPC uses an Oblivious Bloom Intersection
protocol defined by Dong et al. [9] to allow the verifier to share shards
of a random secret with the prover who can then piece it together given
that their information fulfills the policy. The use of Bloom filters makes
the protocol quite fast and useful in real-world applications. Dong
and Kiefer implemented both the original ZKPPC and their new SPC
to compare the efficiency which showed that the SPC was anywhere
from 35 to 1649 times faster depending on the input. The issue with the
protocol is that it does not make use of ZKP, which makes the ZKPPC
a more secure option, making it preferable in certain situations.

3.3.2 Blind password registration

The Blind password registration (BPR) protocol [13] developed by Kiefer
and Manulis in 2016 solves the same problem as the ZKPPC. The pro-
tocol makes use of some of the techniques used in the ZKPPC like the
Pedersen commitments and the same type of hashing. The protocol is
constructed in the standard model and is much faster than the ZKPPC
protocol. The authors implemented both their new BPR and the orig-
inal ZKPPC to compare their efficiency and noticed that the BPR took
approximately 1.5 seconds to complete on their system when checking
against a policy requiring ten characters while the ZKPPC took 18 sec-
onds to complete. Unfortunately, the BPR does not make use of ZKP,
making the ZKPPC more secure and thus it is still of interest in some
high-risk areas.



Chapter 4

Extending Kiefer and Manulis’
modification

In section 3.2 we described Kiefer and Manulis’ attempt to modify the
protocol to achieve Zero-knowledge. This modification does not work
on its own, for reasons which will be elaborated in this chapter. Addi-
tionally, as part of this thesis, an extension enabling Kiefer and Man-
ulis’ modification to work was developed and is presented in section
4.2. However, the modification opens up to a new vulnerability on
the protocol’s soundness. This vulnerability is presented in section 4.3
and shows that the current solution might not be heading in the right
direction.

4.1 Failure of the modified protocol

The idea behind Kiefer and Manulis’ modification was to combine
some characters to hide the length of the password. While this idea
does hide the length and thus fulfills the requirements for Zero-knowledge,
it introduces another issue. The issue with the new version of the pro-
tocol is that there is no way to define the character-sets represented
in the policy as there is no longer an upper bound for the length. The
protocol must know the length of the password, or at least that it is less
than some given value. The reason for this is that the protocol makes
use of ZKSMP to check that the characters together with their index
are part of the predefined character sets defined in figure 3.3. The ver-
ifier must thus know how many indices are allowed before they can
define the sets. Since the sets can no longer be defined, the protocol
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cannot be executed.

4.2 First step towards fixing the modified pro-
tocol

To solve the issue with having to know the allowed password length,
we will redefine what policies are supported. Instead of defining an
upper limit of the password-length, the new policies will define an
upper index X. Characters from the predefined character-sets must be
found somewhere in the range [0, X) rather than [0, nmax) as was de-
fined in the original version. By setting the value of X to a value greater
than the longest expected password, the verifier can still check for the
same constraint as before. Notice however that the larger the value of
X the slower the protocol will be. If the value of X is on the smaller
side, the verifier may learn the location of some characters which re-
duces the entropy of the password significantly. In practice, passwords
are rarely longer than 16 characters, meaning that setting the value of
X to anything higher than that would rarely serve to increase the secu-
rity, but it would slow down the registration process for all users [20].
By tuning the variable X we can thus reveal more or less information
regarding the password to the verifier.

Let’s first assume one of the extremes, where there is too little weight
put into the security. We have a policy which states that the password
should contain two numbers within the first two characters and the
length should be at least eight characters long. By requiring the prover
to have their essential characters in such a limited range of indices we
already know that the password will begin with some of the sequences
00 - 99. Assuming the prover only uses type-able ASCII characters, in
the best-case scenario the prover could have chosen any one of the
9025 possible combinations for the first two characters. By limiting the
content of the two initial characters, the verifier just made it approxi-
mately 90 times as easy to guess the password. The benefit of having
such a low X-value, however, is that the predefined character-sets will
be very small, which significantly limits the amount of ZKSMP which
is the most time-consuming part of the protocol.

Let’s now assume the other extreme where the verifier puts too
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much weight on security. In practice, passwords tend to be on the
shorter side. The minimum recommended length by NIST, for in-
stance, is eight characters. Even if a user is concerned with the strength
of their password, they are not likely to choose a password much
longer this since humans have trouble remembering long and com-
plicated passwords [20]. Cracking a random password of length 16
containing only upper- and lowercase letters, for example, would take
roughly 25.000 years if every bitcoin-miner in the world worked to-
gether. If we would then use an X-value of say 100, the verifier would
not gain any additional information about the passwords. However,
the registration of every password would take ten to twenty times
longer than it has to.

With this being said, it is up to each verifier to set the X-value to
what they consider appropriate. However, due to the high level of
security in this protocol, the registration already takes a long time to
complete. The protocol is only suitable for high-risk applications, and
so doubling the registration time to ensure better security may be a
viable option. Therefore it would likely be appropriate to set the X-
value to something around 32 since the little information it may leak
is of little use to an adversary while it is small enough to still run in
under a minute based on the measurements by Kiefer et al.

4.3 Soundness of modification

In the modified version by Kiefer and Manulis’ [14] some characters of
the password are summed up in one commitment. Since there are mul-
tiple ways of adding numbers to get the same sum, there is no way for
a verifier to know what values were combined. As a result, the verifier
cannot know what the prover decides to lock into the final commit-
ment. If the prover is dishonest, then they could lock in some values
in this commitment which modifies the password without notifying
the verifier. This behavior opens up to what we’ll refer to as a Char-
acter hindsight deletion vulnerability. If the prover was to commit the
inverse value of some of its other commitments, these would cancel
each other out. So, if a prover committed inverses, this means that the
prover could remove characters from the password after proving their
existence. The verifier would thus be convinced that the password
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passes the policy although it doesn’t, and so the soundness property
of the protocol is broken.

Let’s consider a simple case when the policy only requires a pass-
word of length one and nothing else. A dishonest prover could con-
vince the verifier that the empty password "" adhered to this policy.
The prover would first calculate the commitment C1 = gs ∗ hr where r
is a random value in Zq and s may or may not be calculated using the
CHRtoINT-function. Secondly, the prover would calculate the com-
mitment C2 = g−s ∗ h−r. The prover would then send these values
to the verifier who would happily accept the registration as they have
received at least one commitment. The issue arises when the verifier
multiplies the commitments together C1 ∗ C2 = gs ∗ hr ∗ g−s ∗ h−r =

g0 ∗ h0 = 1. In this example, it is easy to tell that something is going
on since the value rarely turns out to be precisely 1. However, if the
prover chose something other than the inverse of r the resulting value
would have an empty secret value and only a random value. Because
of the Zero-knowledge property of the proof, there is no way for the
verifier to see if the prover has abused these vulnerabilities. Also, if
the password is longer than two characters, the prover could choose
only to remove certain characters and leave some alone. Apart from re-
moving characters from the password, the dishonest prover could also
modify characters in hindsight by changing -s to some other value.



Chapter 5

Breaking and fixing soundness

Apart from not fulfilling the Zero-knowledge property of ZKP, the
original protocol by Kiefer and Manulis [14] was found to have addi-
tional vulnerabilities. In section 5.1, this thesis will present two vulner-
abilities discovered during the investigation of the protocol. Through
the use of these vulnerabilities, a dishonest prover can register non-
compliant passwords. This chapter will explain these vulnerabilities
and additionally supplies a solution relying on our newly developed
Proof of Inequality to mitigate one of them, while the other is left for
future research.

5.1 Zero-day vulnerabilities on soundness

The original protocol requires the password to contain characters from
certain predefined sets and that the length of the password is in-between
two values. It checks the first property by using ZKSMP to ensure
that the committed value opens to a value in the corresponding set.
The second property is checked in the same manner by ensuring that
every remaining committed value opens to an element in any of the
sets while simultaneously counting the received commitments. At no
point in time does the protocol ensure that two different commitments
are different, opens to different values or are registered toward differ-
ent indices. The lack of such checks is what allow these new vulnera-
bilities.

The first vulnerability allows a dishonest prover to lock in the same
character multiple times using what we’ll refer to as a Instance duplica-
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tion vulnerability. The vulnerability makes it so that a policy requiring
a password of length 16 would accept the password "a" if the prover
submitted the character 16 times. The simplest way to abuse this vul-
nerability is when the prover sends the same commitment 16 times.
There is currently no check for this in the protocol. If the verifier was
so inclined, however, they could easily detect this abuse by compar-
ing the different commitments to one another. A more advanced way
abusing the instance duplication vulnerability which circumvents this
kind of check would be to commit the character-index pair 16 times us-
ing 16 different values for r. If the policy additionally requires the use
of certain characters, such as a lower-case letter and one symbol, the
password "a+" could pass this policy. Submitting a to fulfill the first
requirement, + to satisfy the second requirement, and subsequently
any combination of a to reach the required length would convince the
verifier that the password adheres to the policy. A solution to this vul-
nerability will be given in section 5.2.

The other vulnerability is made possible due to how the charac-
ters of the password are mapped to integers through the Structure-
Preserving Mapping defined in figure 3.1. Let’s say that the verifier has
a policy requiring two capital letters and nothing else. If the prover
had a password "c" this could be proven to match the policy. If we
run the character through the CHRtoINT-mapping function, we would
get the number 67. If we split the number into two we could get
33 + 34 = 67; this is dangerous since 33 = CHRtoINT (”A”, 0) and
34 = CHRtoINT (”B”, 0). We can then commit these values in differ-
ent commitments like so:

C1 = g33 ∗ hr1

C2 = g34 ∗ hr2

The verifier would happily accept the password since it appears to
contain two uppercase letters. However, when the verifier later mul-
tiplies these two commitments together we end up with the original
lowercase letter-commitment again due to the homomorphic property
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of the Pedersen commitments:

C = C1 ∗ C2

C = (g33 ∗ hr1) ∗ (g34 ∗ hr2)

C = g33+34 ∗ hr1+r2

C = g67 ∗ hr

The prover has thus managed to prove to the verifier that the password
"c" contains two uppercase letters using this Map abusing character split.
This vulnerability has not yet any viable solution and is left for future
research to solve.

5.2 Mitigating the Instance duplication vul-
nerability

To protect the protocol from the Instance duplication vulnerability,
at some point the commitments must be proven to open to different
values. If the prover used the simple approach and submitted the
same commitment multiple times, the verifier can compare the com-
mitments and reject the registration if two commitments were identi-
cal. Notice that two commitments could be identical and still open to
different values, however, this is unlikely to happen if Zq is large and
if it did happen we could just rerun the protocol.

We’ll now consider the advanced way of abusing the vulnerability.
If the prover locks in the value using different values for r for each
commitment, then a verifier cannot know whether two commitments
hold the same secret value without input from the prover. A new step
called Proof of inequality will be added to the protocol to ensure that
this is not the case. Once the prover is done proving adherence to the
predefined-sets, the prover will have to show that every commitment
opens to a different value without revealing what it is. If the protocol
uses the modification explained in chapter 4, the prover does not have
to prove this for the final combined commitment.

5.2.1 Proof of Inequality

Our newly developed Proof of Inequality protocol allows a prover to
convince a verifier that two commitments contain different secrets.
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The protocol relies on the discrete logarithm assumption and requires
interaction between the prover and verifier to function.

This proof of inequality works in three steps. Initially, the prover
will partially open the commitments through a process which we will
call Secret preserving opening (SPO). The SPO is done by submitting
the r values to the verifier so that the verifier can calculate the inverse
h−r and multiply it into the commitment C = gs ∗ hr to extract gs. No-
tice that the verifier knows the value of g but is unable to extract the
value of s due to the discrete logarithm assumption.

Once the prover has partially opened the commitments, the ver-
ifier will compare each gsi against each other and reject the proof if
any of the values are equal. At this point, the verifier can still not be
convinced that the commitments open to different values. The reason
to this is that the prover could supply the wrong values for r to fool
the verifier and so the final step requires the prover to prove that they
know how to compute the value gs.

If the prover submitted the wrong r-value for some commitment,
there is no way for the prover to find the corresponding s-value due
to the binding property of the Pedersen commitment. For the prover
to prove that they submitted the correct value of r and thus know the
value of s, the prover and verifier will perform a Zero-knowledge proof
of knowledge of discrete logarithm such as that defined by Schnorr [18].



Chapter 6

Discussion and Future work

This thesis has presented three new zero-day vulnerabilities against
the protocol by Kiefer and Manulis [14]. Additionally, an extension
of an incomplete modification along with a solution to one of the vul-
nerabilities were presented. As such, the problem statement has been
resolved as it shows on both what issues exist and how to solve one of
them.

In chapter 4 we explained why the modified version of Kiefer and
Manulis protocol [14] does not work. Their modification was shown to
be only partially complete and to address this an extension to the mod-
ification was presented. While the modification along with the exten-
sion does work and does provide Zero-knowledge, it opens up to the
new Character hindsight deletion vulnerability as explained in section
4.3. No solution was provided for this vulnerability, and so achieving
Zero-knowledge without jeopardizing the integrity of the protocol is
left for future research.

In section 5.1 two new vulnerabilities on the original protocol were
explained. The Instance duplication vulnerability was provided a rem-
edy relying on our new Proof of Inequality. The ease of abusing the
CHRtoINT-mapping function is what enables the Map abusing charac-
ter splitting vulnerability in section 5.1 for which we were unable to
find a solution. Future research would, therefore, have to find a sub-
stitute mapping-function which is not as easily abuse-able. Another
solution to the problem would be to develop a method similar to our
Proof of Inequality which additionally allows the verifier to ensure that
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the commitments don’t open to values using the same index.

Another issue left for future work is the Proof of Inequality. The
current version is only secure under the discrete logarithm assump-
tion and the assumption that the predefined character-index-pair sets
are large. In practice, these sets are not likely to contain more than
a couple of hundred elements, and so this assumption is only viable
in theory. Although the proof does not leak any information about s
under the discrete logarithm assumption, it does allow the verifier to
brute-force the value since it knows g, and it may know that the value
s is represented in one of its predefined sets. Increasing the size of the
predefined sets would cause a drastic slowdown of the protocol since
the ZKSMP is the most time-consuming step of the protocol and the
amount of ZKSMP would significantly increase if one were to increase
the size of the sets. For this reason, the new version of the protocol is
not likely to be usable in practice unless either the proof of inequal-
ity is modified or the adherence of the policy is proven in some other
manner.

The current protocol only supports policies checking for specific
character sets and password length. Kiefer and Manulis [14] notes that
future work could involve support for other types of policies such as
checking for a minimum entropy level or checking against a list of
commonly used passwords. These kinds of policies should be partic-
ularly prioritized now that NIST [12] since 2017 recommends against
the use of the type of policies supported by this protocol. Additionally,
as there is no way of knowing whether or not there are still undiscov-
ered vulnerabilities left in the protocol, another similar examination as
the one conducted in this thesis may be beneficial.
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