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Abstract

In the visual perception of depth in computer graphics, people rely

on a number of cues, including depth of �eld, relative size of objects in

perspective, and shadows. This work focuses on shadows in Augmented

Reality. An experiment was performed in order to measure the e�ects

of having virtual objects cast shadows on real objects. Users performed

the task of placing a virtual object on a physical table, in an Augmented

Reality environment displayed on a mobile device. The virtual object

was either a cube or a sphere. The e�ects of having shadows enabled was

measured by time to task completion and the positional error. Qualitative

measurements of the user experience were also made, through the use of

questionnaires. The results showed a decrease in both positional error

and time to task completion when shadows were enabled. The results also

indicated that users placed the objects with a higher degree of certainty

when shadows were enabled. The quantitative and qualitative results of

the experiment showed that users found it easier to perceive the position

of the virtual object with respect to the physical object when the virtual

object cast shadows.

Sammanfattning

Människor använder �era olika indikatorer för att uppfatta djup i da-

torgra�k, bland annat skärpedjup, den relativa storleken hos objekt i per-

spektiv och skuggor. Denna studie fokuserar på skuggor i förstärkt verklig-

het. Ett experiment genomfördes, vars syfte var att mäta e�ekterna av att

låta virtuella objekt kasta skuggor på fysiska objekt. Användare �ck utfö-

ra en uppgift som gick ut på att placera ett virtuellt objekt på ett fysiskt

bord i förstärkt verklighet som visades på en mobil enhet. Det virtuella

objektet var antingen en kub eller en sfär. För att mäta e�ekterna av att

objekten kastade skuggor så mättes tiden det tog användare att slutfö-

ra uppgiften, samt positioneringsfelet. Med hjälp av frågeformulär gjordes

även kvalitativa mätningar. Resultaten visade att både positioneringsfelet

och tiden för att slutföra uppgiften minskade när objekten kastade skug-

gor. Resultaten visade också att användarna verkade mer säkra när de

placerade objekten, när objekten kastade skuggor. De kvantitativa och

kvalitativa resultaten från experimentet visade att användarna tyckte att

det var lättare att avgöra positionen på det virtuella objektet i förhållande

till det fysiska objektet när det virtuella objektet kastade skuggor.
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1 Introduction

Augmented reality is a technology used in many dif-
ferent �elds and applications such as archeology, ar-
chitecture, commerce, education, tourism and com-
puter games. In archeology, for example, it has
been used to show what an environment looked like
in the past by rendering a model of an ancient struc-
ture on a modern landscape [1]. In architecture it
can be used to help users visualize architectural fea-
tures in a real environment such as a new building
or an extension to a building before it has been con-
structed [2]. There are numerous games available
on mobile platforms, which utilize augmented real-
ity. There are also a number of software develop-
ment kits which can be used to develop augmented
reality applications such as games. One of the �rst
was ARToolKit, released in 1999. In 2017 Apple
released ARKit and shortly after Google released
ARCore. The release of these and other tools, as
well as good integration with game engines such as
Unity and Unreal means that it has become much
easier to develop augmented reality games.
Augmented reality has been de�ned as a type of

mixed reality on the Reality-Virtuality Continuum,
a continuous scale introduced by Milgram et al [3].
This scale ranges from scenes consisting of only
real world objects, which can be viewed directly
or through some type of display, to an environment
which consists only of virtual objects. A mixed re-
ality is de�ned as being somewhere between the real
environment and the virtual environment; an envi-
ronment where virtual objects and real world ob-
jects are presented within a common display. An-
other type of mixed reality is Augmented Virtu-

ality. The di�erence is that while AR augments
the real world with virtual objects, AV augments
a virtual world with real world objects. Another
common de�nition of augmented reality is that it:
combines real and virtual images, is interactive in
real time, and that it is registered in three dimen-
sions [4]. There are two types of Augmented Reality
displays; see-through and monitor based. A see-
through monitor projects the virtual objects onto
a transparent surface, which allows the user to ob-
serve the real world directly. A monitor based dis-
play, on the other hand, overlays computer gener-
ated images onto video images.
One of the tasks performed by users of Aug-

mented Reality applications is the alignment of real
and virtual objects. The user could, for example,
be placing a piece of virtual furniture in a real room
or a virtual co�ee cup on a real table. If this task
was to be performed in the real world, using real
objects, the user would have access to many dif-
ferent depth cues such as stereopsis and occlusion.
These would be used to guide the user when plac-
ing the objects. The user would also have access
to haptic and auditory feedback. The user could
perceive the distance at which the object is being
held, and whether the object has come in contact
with another object. The user could also hear when
the objects come in contact. In the example of the
co�ee cup, the user would feel and hear when the
co�ee cup touches the table. However, the situation
is di�erent when using augmented reality, in part
depending on what type of device is being used. If
a stereoscopic display is used, the user could still
use stereopsis to perceive depth. The device used
to display the augmented reality scene could pos-
sibly also feature haptic and auditory feedback. If
the task is done using a monocular display such as
a mobile device then the user will not be able to
use stereopsis, a primary depth cue, and will in-
stead have to rely on secondary depth cues such as
shadows to guide the placement of the object. If
the device also does not provide the user with au-
ditory and haptic feedback then the importance of
shadows could increase further.
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1.1 Research Question

The purpose of the project was to investigate the
following research question: In an Augmented Real-
ity scene, what are the e�ects of having virtual ob-
jects cast shadows on real objects, as measured by
time to task completion and positional error when
the task is to place a virtual object on a physical
table?

1.2 Project Scope

There are four types of shadows in augmented re-
ality: shadows cast by real objects onto other real
objects, shadows cast by virtual objects onto other
virtual objects, shadows cast by real objects onto
virtual objects, and shadows cast by virtual objects
onto real objects. The case of shadows cast by real
objects onto real objects could be considered trivial
since this is a property of the real world and should
therefore always be present in an augmented re-
ality scene; it was therefore not considered in this
project. The case of shadows cast by virtual objects
onto virtual objects was not considered since it is
a problem related to computer graphics in general,
rather than augmented reality. The case of shadows
cast by real objects onto virtual objects was also
not considered. This project only considered those
shadows cast by virtual objects onto real objects,
and was also limited to one real and one virtual ob-
ject at a time. Even though a custom shader was
implemented to achieve this, the project did not
investigate how to cast shadows, but rather what
e�ects those shadows had on human perception of
the augmented reality scene.

2 Background and Related

Work

Sutherland developed the �rst AR interface in 1965
[5]. Since then a lot of research has been conducted
in the �eld of AR. However, much of the research
conducted in the �eld of AR has been focused on
solving hardware and software issues. For example,
a review of the ISMAR proceedings from 1998 to
2007 showed that most submitted research papers
during that period were on the subject of tracking
techniques, and that tracking techniques, calibra-
tion and registration, and display techniques made
up 46% of the submitted papers [5]. There seems
to have been little research into perceptual issues in
augmented reality in general, and even less research

into the perceptual issues of shadows in augmented
reality.
In 1996 Drascic and Milgram identi�ed several

perceptual issues related to augmented reality, fo-
cusing on stereoscopic displays. Some of these were
�Limitations and Mismatches of Resolution and
Image Clarity�, �Luminance Limitations and Mis-
matches�, �Contrast Mismatchers�, and �Absence of
Shadows�. Many of these perceptual issues were
related to technological limitations. For example,
�Limitations and Mismatches of Resolution and Im-
age Clarity� refers to objects displayed on a see-
through HMD monitor where these objects would
have less resolution than the real world objects
viewed through the same display. This could lead
to the object being interpreted as being farther
away then it actually is. By �Luminance Limita-
tions and Mismatches� the authors refer to when a
see-through display is not able to produce the lu-
minance intensity and range available in the real
world. This could once again mean that the virtual
objects would be perceived to be farther away then
that actually are, since darker objects appear to be
farther away than more bright objects. On the sub-
ject of �Absence of shadows� the authors state that
shadows are critical when using monoscopic video
and plays an important role in stereoscopic video
as well [6].
The perception of depth is dependent on both

primary and secondary cues. One such primary
cue is known as stereopsis. This is a process where
di�erent retinal images are used to extract depth
information. An example of a secondary cue is
shadow. However, Puerta has described a phe-
nomenon known as shadow stereopsis, a primary
cue where shadows are fused stereoptically, thereby
adding perception of depth to an imaged scene. He
demonstrated the phenomenon by using a pair of
stereo images in which all the disparities were re-
moved, while the shadows were preserved. He con-
cluded that it was the di�erence between the shad-
ows which imparted depth to the depicted object
[7].
Shadows are constrained in several ways in na-

ture. This includes shape, texture and color. How-
ever, shadows in computer-generated images do
not have to follow these constraints. Cavanagh
and Leclerc made several experiments to show how
shadows a�ect the ability to perceive the three-
dimensional shape of objects. They showed that the
physical constraints present in nature were ignored
by the visual system and that it accepted many pat-
terns as shadows, even though these shadows could
not occur naturally. For example, a shadow which
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had an impossible color did not suppress the abil-
ity to perceive the three-dimensional object shape.
The authors concluded that in order to perceive
depth from shadows, the only requirements were
that the shadow border had a consistent contrast
polarity, and that the shadow regions were darker
than the surrounding regions [8].

Sugano et al. report that shadows cast by vir-
tual objects in augmented reality increases the pres-
ence of virtual objects. This is due to the fact that
shadows provide a stronger connection between the
virtual objects in the scene and the real world.
Having virtual objects cast shadows also strength-
ens the perception of three-dimensional space, since
the shadows add depth cues. The authors mea-
sured the e�ects of virtual shadows using a head
mounted video see-through AR system, under both
monoscopic and stereoscopic viewing conditions,
and concluded that shadows played a more signif-
icant role when using a monoscopic display. They
also noted that an object had an increased pres-
ence when its shadow had a characteristic shape,
and that positioning the virtual light source at the
same position as the real light source was less im-
portant for increasing object presence [9].

Whereas Sugano et al. used a head mounted see-
through AR display under both monoscopic and
stereoscopic viewing conditions, this study used a
mobile device with a monoscopic display. Also, the
experiment was designed di�erently.

3 Method

3.1 Software Development

In order to investigate the research question, an
augmented reality application was developed and
a user study was conducted. The application was
developed using the Unity game engine [10], and
the Vuforia [11] plugin was used to add support for
augmented reality. When used in the user study,
the application was deployed on a mobile device;
a Sony Xperia Z5 Compact. An image target was
used to enable AR tracking. The image target used
was the �astronaut� target, which was one of the
default target images included with Vuforia. It was
printed on a white piece of paper and had a physi-
cal size of approximately 12x7 cm, as seen in �gure
1a. The tracking was set up so that 1 Unity unit
was equal to 70 mm. Via a menu, the user could
choose to view one of four separate scenes. Each
scene had a virtual object suspended in mid air, at
a vertical distance of 70 mm from the image target

to the center of the object. The object could be
either a cube or a sphere and it had a light gray
color. The scale of the virtual object was 0.5 units
in all directions and the image target had a height
of 1 units and a width of 0.58 units. In two of
the scenes the virtual object would cast a shadow,
and in the other two scenes no shadow was cast.
A custom shader was implemented to allow virtual
objects to cast shadows on real objects, since this
functionality was not supported by Unity or Vufo-
ria by default. The virtual shadows were only cast
by the virtual object, and they were only cast onto
the plane of the image target. The user could con-
trol the vertical position of the virtual object with
the use of a slider positioned on the right hand side
of the screen. However, the rotation of the objects
could not be altered. The position range was from
-2.3 to 2.3 units. Occlusion was not implemented,
which meant that the virtual object would always
be rendered on top of physical objects; the virtual
object could pass through the table surface and still
be visible. However, the shadow would then not be
visible. The user interface also featured a button
labeled �ok� with which the user would con�rm the
placement of the object. When this button was
pressed, the application would save the position of
the virtual object as well as the amount of time
the user had spent positioning the object, and re-
turn to the menu. The application also continu-
ously recorded the position of the object and the
elapsed time.

3.2 User Study

There were nine test subjects recruited for the ex-
periment, four female and �ve male. They were
all students and most had some previous experi-
ence with AR. The task each user had to perform
was to place a virtual object on a physical table,
in an augmented reality environment. The depen-
dent variables were the positional error which was
measured as the distance from the lowermost sur-
face point of the virtual object to the image target,
and the time to task completion. There were two
independent variables. The �rst one was whether
the virtual object would cast shadows onto the ta-
ble or not. The second variable was the geometric
shape of the virtual object; this could be either a
cube or a sphere. A within-subject design was used
for the study. The metrics used were the positional
error, and the time to task completion. The loca-
tion and environment was constant throughout the
study. This includes the position of the table in
the room, as well as the position of the participants
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relative to the table, and the overall indoor lighting
conditions. One of the factors which could a�ect
validity is that each participant performed the task
more than once. It is therefore possible that the
experiences from the initial part of the study could
a�ect how the participants responded in the later
parts of the study.

In the user study the user would sit on a chair fac-
ing a table with the image target placed on top of
it. The image target was placed approximately 25
cm from the edge of the table and the user was po-
sitioned as close to the table as possible. Since the
image target was placed on the table and since the
virtual shadows were cast onto the plane of the im-
age target the shadows appeared to be cast by the
virtual objects onto the table. The user was �rst
instructed on how to use the application, and that
the goal was to place the virtual object �rmly on
top of the table and then to press the button labeled
�ok�. The user was free to move the mobile device
around but was informed that the application could
temporarily lose tracking if the camera was held at
certain angles relative to the table, or if the image
target was not in view. The user was also also free
to use as much or as little time as needed and to
choose how thoroughly to place the object. The ex-
periment was continuously monitored to make sure
that the application would not lose tracking. In the
event that the application lost tracking, the cur-
rently used scene would be manually restarted.

Each user would perform the assigned task once
in each of the four conditions and the order of the
conditions was di�erent for each user. Figures 1a-
1d shows the various conditions.

After the experiment, each user was asked to �ll
out a questionnaire containing four questions per-
taining to the experience of using the application.
The questions were answered by putting marks on
a seven point Likert scale, corresponding to when
shadows were disabled and when they were enabled.
The questionnaires contained the following ques-
tions:

• How much did the virtual object seem to be-
long in the real environment?

• How well could you estimate the distance be-
tween the table and the virtual object?

• How well could you estimate the distance be-
tween the virtual object and the phone?

• How well could you estimate the size of the
virtual object?

The �rst question had an answer scale ranging
from �not at all� to �completely�. Questions 2-4 had
an answer scale ranging from �not at all� to �very
well�. After having �lled out the questionnaires, the
user was also asked to provide any additional com-
ments on the experience of using the application.

4 Results

4.1 Positional Error

The positional error was de�ned as the distance
measured from the lowermost surface point of the
virtual object to the image target, at the time when
the user pressed the �ok� button. Since the image
target was placed on the table, this was equivalent
to the distance between the virtual object and the
table surface. The accumulated positional error was
also measured, which was de�ned as the integral of
the distance between the object and the table with
respect to time.
Figure 2 and 3 shows the average positional error

and the average accumulated error, including the
standard error for means. The error was reduced
from 25.3 mm to 1.3 mm when shadows were en-
abled. This means that users were able to reduce
the error by an average factor of 19.5. The accumu-
lated error was also reduced, from 894 millimeter-
seconds to 148 millimeter-seconds. A dependent t-
test for paired samples showed that there is a statis-
tically signi�cant di�erence between the positional
errors under the di�erent shadow conditions.
Figures 4a-4d shows the vertical position of the

virtual object, under di�erent shadow conditions,
for each user during the experiment. The integral
of the absolute value of each curve gives a measure
of the accumulated error. The average error over
time is shown in �gure 3. A dependent t-test for
paired samples showed that there is a statistically
signi�cant di�erence in error over time depending
on whether shadows were disabled or enabled.
Table 1 and �gure 5 and 6 shows the measured

error for each individual user, when placing the vir-
tual object on the table, under each shadow con-
dition. The table also shows the factor of change
in the measured error when comparing the shadow
and non-shadow conditions.
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(a) Cube. Shadows disabled. (b) Sphere. Shadows disabled.

(c) Cube. Shadows enabled. (d) Sphere. Shadows enabled.

Figure 1: Screenshots of the four di�erent conditions.
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Figure 2: The average positional error, under each
shadow condition, including the standard error of
mean. The di�erence is statistically signi�cant with
p=0.014.
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Figure 3: The average accumulated error, under
each shadow condition, including the standard er-
ror of mean. The di�erence is statistically signi�-
cant with p=0.0011.
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(a) Sphere. Shadows disabled
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(b) Cube. Shadows disabled
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(c) Sphere. Shadows enabled
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(d) Cube. Shadows enabled

Figure 4: The vertical position of the virtual object. Each colour represents a di�erent user. The table surface
is at vertical position zero. Note the di�erent time scales.
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Figure 5: The positional error measured for each
participant, when the cube was placed on the table,
under each shadow condition.
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Figure 6: The positional error measured for each
participant, when the sphere was placed on the table,
under each shadow condition.

Table 1: The positional error measured for each
user, when placing the virtual object on the table.

Error (mm)

Object Shadows Shadows Factor of change
disabled enabled

cube 38.21 0.22 171.3
sphere 37.73 4.12 9.2
cube 1.13 0.17 6.8
sphere 2.35 1.28 1.8
cube 10.48 0.13 80.2
sphere 5.09 1.51 3.4
cube 1.99 0.84 2.4
sphere 7.25 2.38 3.0
cube 26.76 0.22 120.0
sphere 91.47 0.58 158.5
cube 2.25 0.22 10.1
sphere 13.52 1.75 7.7
cube 11.19 0.22 51.8
sphere 76.03 4.08 18.6
cube 31.80 0.13 243.1
sphere 45.83 1.99 23.0
cube 11.55 1.42 8.2
sphere 40.14 2.70 14.9

4.2 Time to Task Completion

Time to task completion was de�ned as the time it
took for a user to place the virtual object on the
table. It was measured from when the user started
moving the object to when the user clicked the �ok�
button. The average time to task completion, in-
cluding standard error for means, is shown in �gure
7. The average time to task completion was reduced
from 33 s to 22 s. This means that time required
to complete the task was reduced by an average
factor of 1.5. A dependent t-test for paired samples
showed that there is a statistically signi�cant di�er-
ence in time to task completion under the di�erent
shadow conditions.
Figure 8 and 9, and table 2 shows the measured

time to task completion for each individual user,
when placing the virtual object on the table, un-
der each shadow condition. The table also shows
the factor of change of the time required to com-
plete the task, when comparing the shadow and
non-shadow conditions. There was some variation
depending on whether the object was a cube or
a sphere. There was also four instances where
the user completed the task faster under the non-
shadow condition.
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Figure 7: The average time to task completion, un-
der each shadow condition, including the standard
error of mean. The di�erence is statistically signif-
icant with p=0.026.

A B C D E F G H I
0

20

40

60

80

100

Participant

T
im

e
(s
)

Shadows disabled
Shadows enabled

Figure 8: Time to task completion for each user,
when placing the cube on the table.
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Figure 9: Time to task completion for each user,
when placing the sphere on the table.

Table 2: Time to task completion for each user un-
der each shadow condition, when placing the virtual
object on the table, as well as the factor of change.
A factor of change > 1 signi�es that the task could
be completed faster when shadows were enabled.

Time (s)

Object Shadows Shadows Factor of change
disabled enabled

cube 25.8 10.6 2.4
sphere 10.0 6.3 1.6
cube 93.6 55.9 1.7
sphere 20.5 35.7 0.6
cube 56.2 9.7 5.8
sphere 30.0 49.5 0.6
cube 21.2 7.9 2.7
sphere 37.8 29.6 1.3
cube 11.0 5.8 1.9
sphere 40.1 17.2 2.3
cube 7.7 6.5 1.2
sphere 39.3 16.9 2.3
cube 22.2 32.4 0.7
sphere 53.0 27.9 1.9
cube 39.4 15.1 2.6
sphere 16.8 29.3 0.6
cube 22.7 11.3 2.0
sphere 47.2 31.4 1.5
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4.3 Qualitative Results

A questionnaire was used to gather qualitative data
on the user experience. The questionnaire con-
tained the following questions:

Q1 How much did the virtual object seem to be-
long in the real environment?

Q2 How well could you estimate the distance be-
tween the table and the virtual object?

Q3 How well could you estimate the distance be-
tween the virtual object and the phone?

Q4 How well could you estimate the size of the
virtual object?

Users answered the questions using a seven point
Likert scale. A value of one corresponded to �not
at all�. A value of seven corresponded to �com-
pletely� for question Q1, and �very well� for ques-
tion Q2, Q3 and Q4. Figure 10 shows the average
values of the answers from the questionnaires, in-
cluding the standard error for means. A dependent
t-test for paired samples showed that, for each ques-
tion, there is a statistically signi�cant di�erence in
user answers depending on the shadow condition,
with p<0.0001 for Q1 and Q2, p=0.017 for Q3, and
p=0.002 for Q4.

Q1 Q2 Q3 Q4
(Not at all) 1

2

3

4

5

6

(Completely/
Very Well) 7

Question

A
ve
ra
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sw
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Figure 10: Average answers to questionnaire, in-
cluding standard error of mean.

5 Discussion and Conclusions

The purpose of the project was to investigate the ef-
fects of having virtual objects cast shadows on real
objects, as measured by time to task completion
and positional error, when placing a virtual object
on a real table, in an augmented reality environ-
ment.

There was a statistically signi�cant reduction in
positional error when shadows were enabled. There
was also signi�cant variance in the measured error
between di�erent users, both in terms of the ab-
solute error under each individual condition and in
the relative decrease in error when shadows were en-
abled. However, the error always decreased when
the virtual object cast shadows onto the table.
This holds true both when the virtual object was
a cube and when it was a sphere. The decrease in
positional error shows the importance of shadows
as a depth cue, especially in a case such as this,
where other depth cues like stereopsis and occlu-
sion are not available. The results also showed that
it seemed easier to place the cube than the sphere
on the table. This is probably due to the fact that
the cube had two sides parallel to the table, which
meant that it could easily be aligned with its own
shadow; something which users commented on. As
shown by �gures 4a-4d, users seemed to not only be
able to reduce the amount of positional error when
the object cast shadows onto the table, but they
also seemed to place the object with a higher de-
gree of certainty. Figure 4c and 4d shows that the
distance between the table and the object relatively
quickly converged toward zero, for most users, when
shadows were enabled. Similarly, �gure 4a and 4b
shows that most users seemed to aimlessly try out
di�erent positions when shadows were disabled.

There was a statistically signi�cant reduction in
time to task completion when shadows were en-
abled. However, the results for time to task comple-
tion was not as clear as those for positional error;
there were fourteen instances where time to task
completion decreased, and four instances where it
increased. This result is probably due to a relatively
small number of test subjects and the fact that
users were free to be as thorough as they saw �t.
It is also possible that the order of the AR scenes
a�ected the results. In three of the four instances
where time to task completion increased, users per-
formed the experiment under the non-shadow con-
dition last. This could indicate that they simply
gave up, which was also indicated by some of the
comments given by users during the experiment.
Even though the results were not as clear as those
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for positional error, they still showed a decrease
in time to task completion when shadows were en-
abled.
The qualitative results could give some insight

into why time to task completion and positional er-
ror decreased when the virtual objects cast shad-
ows, as compared to when they did not. For a
comparable task in the real world, where a real ob-
ject would be placed on top of another real object,
users would have access to a number of di�erent
depth cues, such as stereopsis and occlusion. They
would also have access to tactile and auditory feed-
back, even if this would only come into play once
the objects are in contact. Since the augmented
reality application was used on a mobile device fea-
turing a monoscopic display, users did not have ac-
cess to stereopsis to perceive depth. There was also
no tactile or auditory feedback or occlusion. Since
many other depth cues were unavailable, it is rea-
sonable to assume that the importance of shadows
increased. The results from the questionnaires show
that when the virtual objects cast shadows users
felt that the object seemed to belong more in the
real environment. They also thought that shad-
ows made it easier to estimate distances and the
size of the virtual object. All of these aspects are
closely related to the perception of depth. This is
also something which some users commented on;
when the object did not cast shadows they thought
that the object could either be large and far away
from the camera or small and close to the cam-
era. They did not have any point of reference from
which to judge the size of the object or the distance
between the virtual object and the real object.
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