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I do not feel that this kind of work affects us biologists
much at present. It is too much of the order of problem
that deals with weightless elephants upon frictionless
surfaces, where at the same time we are largely ignorant of
the other properties of the said elephants and surfaces.
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Abstract

Despite considerable effort to elucidate the genetic architecture of multi-
factorial traits and diseases, there remains a gap between the estimated heri-
tability (e.g., from twin studies) and the heritability explained by discovered
genetic variants. The existence of interactions between different genes, and
between genes and the environment, has frequently been hypothesized as a
likely cause of this discrepancy. However, the statistical inference of inter-
actions is plagued by limited sample sizes, high computational requirements,
and incomplete knowledge of how the measurement scale and parameteriza-
tion affect the analysis.

This thesis addresses the major statistical, computational, and model-
ing issues that hamper large-scale interaction studies today. Furthermore,
it investigates whether gene-gene and gene-environment interactions are sig-
nificantly involved in the development of diseases linked to atherosclerosis.
Firstly, I develop two statistical methods that can be used to study of gene-
gene interactions: the first is tailored for limited sample size situations, and
the second enables multiple analyses to be combined into large meta-analyses.
I perform comprehensive simulation studies to determine that these methods
have higher or equal statistical power than contemporary methods, scale-
invariance is required to guard against false positives, and that saturated
parameterizations perform well in terms of statistical power. In two stud-
ies, I apply the two proposed methods to case/control data from myocardial
infarction and associated phenotypes. In both studies, we identify putative
interactions for myocardial infarction but are unable to replicate the inter-
actions in a separate cohort. In the second study, however, we identify and
replicate a putative interaction involved in Lp(a) plasma levels between two
variants rs3103353 and rs9458157. Secondly, I develop a multivariate sta-
tistical method that simultaneously estimates the effects of genetic variants,
environmental variables, and their interactions. I show by extensive simula-
tions that this method achieves statistical power close to the optimal oracle
method. We use this method to study the involvement of gene-environment in-
teractions in intima-media thickness, a phenotype relevant for coronary artery
disease. We identify a putative interaction between a genetic variant in the
KCTD8 gene and alcohol use, thus suggesting an influence on intima-media
thickness. The methods developed to support the analyses in this thesis as
well as a selection of other prominent methods in the field is implemented in
a software package called besiq.

In conclusion, this thesis presents statistical methods, and the associated
software, that allows large-scale studies of gene-gene and gene-environment
interactions to be effortlessly undertaken.
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Sammanfattning

Trots stora ansträngningar i att klargöra den genetiska arkitekturen hos
multifaktoriella fenotyper och sjukdomar så kvarstår det en diskrepans mellan
empiriskt skattad ärftlighet (t.ex. från tvillingstudier) och den ärftlighet som
har kunnat tillskrivas etablerade genetiska varianter. I ett försök att förklara
denna diskrepans, föreslås ofta att den orsakas av gen-gen- och gen-miljö-
interaktioner. Statistisk inferens av interaktioner försvåras dock av begränsade
stickprovsstorlekar, höga beräkningskrav, och en bristande förståelse i hur
mätskalan och parametriseringen av interaktionseffekter påverkar analyserna.

Denna avhandling behandlar de statistiska, beräkningsmässiga och mo-
dellmässiga svårigheter som komplicerar genomförandet av interaktionsana-
lyser idag. Vidare så undersöker avhandlingen om gen-gen- och gen-miljö-
interaktioner är signifikant involverade i utvecklingen av sjukdomar kopplade
till ateroskleros. Jag utvecklar två statistiska metoder för att studera gen-gen-
interaktioner: den första är anpassad för situationer när stickprovsstorleken är
begränsad, och den andra möjliggör att storskaliga meta-analyser kan utföras
genom att kombinera flera mindre studier. Jag utför omfattande simulering-
ar för att visa att dessa metoder uppvisar en statistisk styrka högre eller
likavärdig med andra samtida metoder, att det är nödvändigt att skattade
interaktioner uppvisar skal-oberoende för att undvika falskt positiva resultat,
samt att s.k. saturerade (mättade) parametriseringar är optimala med avse-
ende på statistisk styrka. I två separata studier applicerar jag de föreslagna
metoderna på fall-kontrolldata för hjärtinfarkt och närliggande fenotyper. I
bägge studierna identifierar vi möjliga interaktioner kopplade till hjärtinfarkt,
vi finner dock att deras effekter inte replikeras i en separat kohort. I en av
studierna identifierar och replikerar vi dock en interaktion som är kopplad till
Lp(a)-nivåer i plasma mellan två varianter rs3103353 och rs9458157. Därefter
utvecklar jag en multivariat statistisk metod som samtidigt kan skatta gene-
tiska effekter, effekter ifrån miljövariabler, samt deras interaktioner. Jag visar
empiriskt att denna metod har nära optimal statistisk styrka. Vi applice-
rar metoden i ett försök att utreda om gen-miljö-interaktioner är involverade
i intima-media-tjocklek, vilket är en fenotyp som används för att förutsäga
kranskärlssjukdom. Vi identifierar en möjlig interaktion mellan KCTD8-genen
och alkoholanvändning som antyder att denna interaktion påverkar intima-
media-tjocklek. Samtliga metoder som jag har utvecklat för analyserna i den-
na avhandling har implementerats i mjukvarupaketet besiq som finns fritt
tillgängligt.

Sammanfattningsvis så introducerar denna avhandling statistiska metoder
och tillhörande mjukvara som möjliggör att storskaliga analyser av gen-gen-
och gen-miljö-interaktioner enkelt kan genomföras.
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Chapter 1

Introduction

Nothing could be more delightful than lead a solitary life in which
there should be comprised only the sweet contemplation of nature and
the intermittent perusal of a book.

Nikolai Gogol

1.1 Motivation

Biology is complex. A living organism is the end product of a vast number of
molecular interactions that started from a single cell with a single copy of its genetic
code. Thus, a trait of this organism necessarily has a complex dependence on the
original genetic code. Moreover, this dependence is obfuscated by the organism’s
changing environment as well as its inherent plasticity. It is therefore not surprising
that uncovering the relationship between genetics and measured traits has proven
difficult. Specifically, for most complex traits, the fraction of heritability that can
be explained by identified variants is surprisingly low, and the predictive power of
these variants is often insufficient for clinical applications [51]. At the same time,
our most deadly diseases like cardiovascular disease, diabetes, and cancer are highly
heritable, and it is believed that understanding the genetics of these diseases is key
to effective identification, prevention, and intervention.

Despite the large amount of resources spent on genome-wide association studies
(GWASes) and their undisputed success in identifying disease-associated mutations
and genes; GWASes are a somewhat crude tool. Traditionally, a GWAS rests on
the assumption that the effect of each mutation is independent of the effect of
other mutations. However, most biological processes are dependent, for example,
proteins form complexes, genes are fault tolerant, transcription factors regulate
expression of other genes, and miRNA bind to mRNA to inhibit the translation of
specific proteins. Moreover, on a genetic level, there are phenomena like pleiotropy,
linkage disequilibrium, unmeasured causal variants, gene-gene interactions, and

7



8 CHAPTER 1. INTRODUCTION

gene-environment interactions. Thus, if, as is likely, the GWAS assumption is
violated, then a GWAS is likely to overlook essential variants and even suffer from
a reproducibility problem where effect estimates of genetic variants may vary or
disappear across different studies [30]. Importantly, it ignores the fundamental
nature of interdependent molecular interactions that constitute most organisms.

In defense of GWAS, the large number of genetic variants, a vast number of
possible genetic architectures and limited sample sizes pose hard computational
and statistical challenges. For example, a straightforward extension of GWAS is to
assume that the effect of each pair of genetic variants is independent of the effect
of other pairs. Assuming that there are 40 million genetic variants in the human
population, and ignoring the possible environmental variables, then there are over
8 trillion pairwise associations models to evaluate. Furthermore, supposing that
we can solve the computational problem, which by no means is trivial, then the
vast amount of statistical tests require huge sample sizes to ensure a high chance
of detecting true effects; this analysis approach is not only costly but possibly
unethical. Thus, there is a need for research into ingenious statistical procedures
that can efficiently explore the model space, that is, the topic of this thesis.

In the following sections, I start with an overview of the interaction association
problem and further motivate research in the area. I continue by describing the
major contributions of this thesis. Finally, I end with describing the structure of
the thesis.

1.2 The interaction association problem

In this section, I discuss the extension of GWAS to study the relationship between
two or more variants and a heritable phenotype, in contrast to a traditional GWAS
that studies the relationship between an individual variant and a heritable pheno-
type. A variant, or single nucleotide polymorphism (SNP), is defined as a nucleotide
(A, C, G or T) at a specific position in the genome that has exactly two possible
values in the population of interest. The corresponding genotype of a variant is the
combined nucleotides from the maternal and paternal chromosomes, e.g., AA or
GT, in practice, this is encoded by 0, 1 and 2, the number of reference alleles. For
a given set of individuals, we have measured genotypes for a subset of all possible
variants, the phenotype of interest, a subset of environmental variables, and other
covariates. The ultimate goal is to identify causal relationships between variants
and the phenotype that may hint at some underlying biological mechanism, and
explain part of the heritable variation of the phenotype.

More formally, let the phenotype be denoted by Y we then seek to understand

E[Y | X,Z] = f(X,Z)

where X is a vector of genotypes, Z is a vector of environmental variables, and f
is an unknown function relating these. It is common to also allow other covariates
such as age, but we ignore these here for simplicity. In reality, f is an unknown
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and likely, hugely complex, function. Moreover, the dimensionality of X is on the
order of tens of millions, while our largest sample sizes are on the order of tens
of thousands. Thus, to make inference feasible, GWAS generally assumes that the
samples are independent, the effects are additive, and that the components of X
and Z are independent

E[Y | X,Z] = α+
mg∑
i=1

βiXi +
me∑
j=1

γjZj

where mg is the length of X and me is the length of Z. Based on this the βi can
be unbiasedly estimated using a marginal regression of Xi on Y . Thus, if we find
a significant effect, we could establish that there exists an association between Xi

and Y , although we cannot establish causality we may hypothesize that Xi, or its
underlying gene product, is involved in Y .

It is clear, that such a model suffer from many limitations: 1) samples are not
independent because of shared genetic ancestry, 2) components of X are dependent
because of linkage disequilibrium, 3) some genotypes may change their effect in
specific environments, 4) some genotypes may change their effect in presence of
specific other genotypes. All of these limitations generate bias in the marginal
coefficient estimates, and, result in inconsistencies between GWAS studies. It is not
the aim of this thesis to resolve all of these issues, but to develop a methodology
that in addition to the standard GWAS can provide further insight into 3) and 4).

A natural generalization is to consider the combined effects of two variants,
using the same assumptions as before

E[Y | X,Z] = α+
mg∑
i=1

βiXi +
me∑
j=1

γjZj +
mg∑
i=1

mg∑
j=i+1

δijXiXj

wheremg andme are the same as previously. Based on this the δij can be unbiasedly
estimated using a marginal regression of Xi, Xj and XiXj on Y . Thus, again, if we
find a significant effect, we could establish that there exists an association between
the combination of Xi and Xj that exceeds the individual effects of Xi and Xj

alone. Although, analogously, we cannot establish causality, we may hypothesize
that the molecular products of Xi and Xj are interlinked, see Figure 1.1. A similar
generalization can be made by considering the combined effect between variants
and one or more environmental variables. It is apparent that this is still far from
a complete description of the genotype-phenotype map, our aim is not to provide
this description, but to identify combination of genes that are likely to control the
phenotype.

The combined effect of two variants is commonly referred to as epistasis or gene-
gene interaction. Similarly, the combined effect of a variant and an environmental
variable is referred to as gene-environment interaction. The detection of epistasis
have 4 main challenges:
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Figure 1.1: Illustration of the underlying assumption that we can infer molecular
interactions by studying genetic variants. The substitution of one genotype to
another may alter the function of upstream molecular products of the corresponding
gene. Moreover, the simultaneous substitution of the genotypes at two different loci
may alter the interaction of two upstream molecular products of the corresponding
genes. It is, therefore, plausible that there is some measure of interaction between
variants that can capture the effect on the upstream molecular interactions, thus
allowing us to identify the interactions that are important for a specific phenotype.

• Performing
(
mg
2
)
statistical tests require a severe multiple testing correction,

i.e., this hard control of false positives severely limits the chance of detecting
interactions.

• Performing these
(
mg
2
)
tests is computationally demanding, and limits the

complexity of the statistical methods that can be employed.

• The presence of an interaction depends on the scale. If we perform the same
regression of E[Y ] on g(E[Y ]) for an increasing function g an interaction may
disappear.

• Each genotype consists of 3 possible values XX, XY, and YY. There are
multiple ways to encode, or parameterize, the combination of these values,
and it is unclear which parameterization is the most suitable.

This thesis aims to address the issues stated above by 1) improving power by us-
ing prior information, 2) developing computationally efficient tests, 3) developing a
methodology for incorporating and studying the scale dependence, 4) studying the
impact of parameterization, and 5) providing efficient software to analyze interac-
tions based on the findings for 1-4.
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In addition to the issues stated above, the detection of epistasis suffers from the
same issues as a standard GWAS: unclear causality, dependent samples, linkage dis-
equilibrium, and the presence of even higher order interactions. These challenging
topics are outside the scope of this thesis.

1.3 My contributions

This section provides an overview of my scientific contributions and is further elab-
orated in Chapter 4. In the first paper, I propose a new method for reducing the
multiple testing correction through prior information. The main idea is that the
inference will proceed in stages of statistical tests from simple to more complicated
models, and adjust the multiple testing correction along the different stages. I show
that this method improves statistical power in many situations and apply it to bi-
ological data. In the second paper, I derive closed-form, i.e., rapidly computable,
statistical tests of interaction in any generalized linear model that, also, can sup-
port any parameterization and link function. Moreover, I evaluate the impact of
parameterization and show that the use of saturated parameterizations often re-
sults in a higher statistical power. I compare the closed-form tests empirically to
iterative methods and show that they result in a significant speed-up. Finally, I
perform a meta-analysis of two cohorts using these tests. In the third paper, I focus
on the problem of detecting gene-environment interactions. I apply a Lasso model
and use recent statistical theory to detect interactions. In contrast to traditional
GWAS, this allows you to estimate all gene-environment interactions simultane-
ously that improves phenotype predictions. I apply the method to biological data.
In the fourth and last paper, I describe my statistical software besiq for the general
inference of interactions.

1.4 Thesis overview

The remainder of this thesis is organized as follows. Chapter 2 describes the back-
ground, caveats of epistasis, and related statistical methods. Chapter 3 describes
the statistical models and techniques that my papers are based on. Chapter 4 de-
scribes two published articles and two manuscripts that constitute the core content
of this thesis. Chapter 5 summarizes this thesis by discussing its limitations and
provides avenues for future work.





Chapter 2

Background and related work

The tendency of modern scientific teaching is to neglect the great
books, to lay far too much stress upon relatively unimportant modern
work, and to present masses of detail of doubtful truth and
questionable weight in such a way as to obscure principles.

RA Fisher

2.1 A brief history of epistasis

The concept of epistasis dates back to Bateson [6], and to illustrate this concept
I will describe two experiments. In one experiment, Bateson and R. C. Punnett
studied the combs of chicken. The chickens had 4 different types of combs: rose,
pea, single, and walnut. Upon crossing rose comb chickens with pea comb chickens,
all offspring had the walnut comb. Moreover, upon crossing the offspring with each
other, the combs in the next generation appeared in a 9:3:3:1 ratio. This ratio is
expected by Mendelian genetics if two genes independently control the phenotype.
In a second, more puzzling experiment, they studied the flower colors of certain
peas that come in two varieties that both have white flowers, each when bred with
itself always produce white flowers. However, when these two varieties were crossed,
then all offspring had pink flowers. Surprisingly, when the offspring were crossed
with each other, the two colors appeared in a 9:7 ratio of pink to white; a ratio
incompatible with two independent effects. Bateson and R. C. Punnett realized
that having a homozygote of one of the alleles at either locus resulted in white
flowers, regardless of the genotype of the other locus. Bateson referred to this
phenomenon, where one gene could mask the effect of another, as epistasis. In his
words:

The term epistatic is thus applied to denote such a relationship between
factors which are not in the same allelomorphic pair. A factor, then, is
epistatic to another, when by its presence it conceals the existence of

13
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the other factor, although not allelomorphic to it. The terms dominant
and recessive should only be applied to express relationship between
factors in the same pair.[5]

In summary, for Bateson, the concept of epistasis for qualitative phenotypes is a
divergence from the expected Mendelian ratio after a dihybrid cross; for a 9-valued
qualitative phenotype there are 147 possible divergent ratios [28]).

For qualitative phenotypes like the combs of chickens or flowers of peas, the
concept of epistasis is thus relatively straightforward to define. However, as we move
towards quantitative phenotypes, this concept becomes more subtle. In 1918 Fisher
laid the groundwork for the field of quantitative genetics [23]. Fisher showed that
if there is a large number of genes contributing to a specific phenotype, each with a
small effect, then a phenotype can be normally distributed in the population. That
is, Fisher showed that it is possible for discrete genotypes to produce approximately
continuous phenotypes. In essence, the phenotype can directly be described by an
additive model with independent effects from each gene

Y = α+
mg∑
i=1

βiXi + ε where ε ∼ N(0, σ2)

rather than a divergence of Mandelian ratios.
Fisher did not exclude the possibility of gene-gene interactions and thought of

interactions between two genes similarly to dominance between alleles; he referred
to interactions as Epistacy. He specifically covered the case of two interacting
genes and argued that there is no biological reason that the effects of two loci would
combine additively, and each genotype could have a separate effect. Fisher’s concept
of interaction, therefore, coincides with the statistical definition of interaction as
non-additivity in a regression model. Fisher’s concept of epistasis is therefore much
more complicated than Bateson’s, whereas Bateson only worked with complete
penetrate models, Fisher’s model allows an infinite number of ways to deviate
from additivity. Moreover, Fisher did not consider it worth studying interactions
between more than two genes and wrote: "In addition it is very improbable that any
statistical effect, of a nature other than that which we are considering, is actually
produced by more complex somatic connections.".

In the years following Fisher’s results on quantitative genetics, epistasis was
mostly worked on from a population-level perspective. Wright, in contrast to Fisher,
was a strong proponent for the role of epistasis in the evolutionary change in his
shifting-balance theory, although he did not explicitly refer to it as epistasis until
1935 [77]. Cockerham further divided the epistatic deviations into four orthogonal
components: additive-by-additive, additive-by-dominance, dominance-by-additive
and dominance-by-dominance epistasis [15]. Chaverud and Routman developed a
parameterization that allowed epistasis to be estimated on the individual-level [12],
in contrast to previous work where epistasis was primarily measured by correlating
phenotypes between relatives. See [54] for a complete historical overview. Both,
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prior and following the test from Chaverud, there have been several different pro-
posals on how to partition genetic effects and measure epistasis; sometimes they
are just a different partition on the same genetic effects, sometimes they are fun-
damentally different [84]. Alvarez et al. unified these different models in a single
framework called the NOIA model [1]. In the years following these developments,
and with the rise of DNA microarray data from the human population, the field of
epistasis exploded with methodological developments aiming to attribute epistasis
to complex diseases [18].

2.2 Measuring epistasis in GWAS data

Epistasis is a notoriously polysemic concept that has caused much confusion in the
literature [16, 54]. Although many researchers vaguely define epistasis as a "lack of
independence" of the effects of two genes, the lack of independence is often implicitly
defined and its measurement context-dependent. The major points of confusions are
1) whether epistasis is measured on the individual-level or population-level, 2) the
dependence of epistasis on the scale of measurement, 3) the correspondence between
statistical models and the underlying biology. In this section, I will describe each
of these issues in detail, and discuss their relevance for this thesis, starting with an
introduction to variance components and heritability.

Variance components and heritability

A phenotype Y is generally a complex function of genetic variants X and environ-
mental variables Z

E[Y | X,Z] = f(X,Z)

where Y ∈ R is a random variable, X ∈ {0, 1, 2}mg is a random vector of size mg,
Z ∈ Rme is a random vector of size me. There are two important questions to
ask about this function: 1) what variants are part of f , and 2) how well can these
variants together predict Y . The former is investigated by testing parameters in a
statistical model, whereas the latter is investigated by decomposing the phenotypic
variance. The phenotypic variance is

V ar[Y ] = E[V ar[Y | X,Z]] + V ar[E[Y | X,Z]] = σ2
e + σ2

f

the first term is the measurement error, and the second term arises due to f com-
bined with the distribution of genetic variants and environmental variables in the
population.

It is then common to divide σ2
f further, assume we can re-parameterize (non-

uniquely) f(X,Z) into f(X,Z) = fG(X) + fE(Z) + fG×E(X,Z), then

V ar[E[Y | X,Z]] = V ar[f(X,Z)] = V ar[fG(X) + fE(Z) + fG×E(X,Z)]
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which, after applying standard variance formulas, may be rewritten into the more
familiar decomposition [71]

σ2
f = σ2

G + σ2
E + 2σG,E + σ2

G×E

where σ2
G×E contains the interaction variance and residual interaction covariances.

The genetic contribution fG(X) is of particular interest, and because of its
discrete nature it can be explicitly written as follows by expanding the multivariate
NOIA model [1]

fG(X) =
∑

v∈[p]mg
βv

mg∏
i=1

P
(i)
Xi,vi

where [p] denotes the set {0, 1, ..., p− 1}, P (i) is a 3× p matrix that represents the
parameterization of variant i in which the values of the first column is always 1,
and β indexed by v represents the genetic effects. Particularly, βv represents an
interaction of order order(v) =

∑mg
i=1 I(vi > 0) (because the first column in P (i) is

always 1).
Now, assuming that there exists an orthogonal parameterization such that

Cov[P (i)
Xi,k

, P
(j)
Xj ,l

] = 0, and that each variant can be represented by an additive (A)
effect that increases linearly with the number of minor alleles, and a dominance
effect (D) that captures the deviation from additivity at the heterozygote, then the
variance can be decomposed into interactions of different orders as well as different
types

V ar[fG(X)] = V ar

 ∑
v∈[p]mg

βv

mg∏
i=1

P
(i)
Xi,vi



= V ar

mg∑
k=0

∑
v∈[p]mg

order(v)=k

βv

mg∏
i=1

P
(i)
Xi,vi


= σ2

A + σ2
D + σ2

AA + σ2
AD + σ2

DA + σ2
DD + σ2

AAA + · · ·

where the last equality assumes the orthogonality, and σ2
· are the variance com-

ponents of different orders. Note, that in practice this is very difficult to achieve
unless you are willing to assume linkage equilibrium [2].

Using the decomposition above we can define the concepts of broad-sense and
narrow-sense heritability, respectively, as

H2 = σ2
G

σ2
G + σ2

E + 2σG,E + σ2
G×E

and
h2 = σ2

A

σ2
G + σ2

E + 2σG,E + σ2
G×E
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that measure how much of the predictability of f that is due to all genetic effects,
and additive genetic effects respectively.

Population and individual-level epistasis
The measurement of epistasis depends on the reference point on which effects are
measured, assumptions made about the underlying population, and whether the
epistasis effect size or variance component is intended. Within population genet-
ics, evolutionary genetics, and animal breeding, the average deviation in phenotype
from the population average is of interest because the aim is to understand the
population’s response to selection. In contrast, in molecular genetics and medical
genetics, the average deviation in phenotype between different genotypes is suffi-
cient because the aim is to understand the deviation in a particular patient. In the
context of epistasis, these different but related goals result in different measures
of epistasis, for example, statistical, biological, functional, and physiological epis-
tasis [12]. This terminology is particularly hairy, with the same names assigned
to different concepts without clear mathematical definitions, I will do my best to
clarify these confusions in the context of this thesis, but keep in mind that there is
no widely accepted terminology.

In the early history of genetics, the availability of genotype data was limited,
and most research concerned the magnitude of genetic variance components with
the aim to understand the heritability of different traits. The variance compo-
nents, e.g. σ2

A, were estimated by the covariance of phenotypes between different
relatives of known family structure, for example, parent-offspring regression [15] or
twin-studies. A variance component for epistasis, e.g. σ2

AA, is sometimes referred
to as population-level epistasis. Typically, the contribution of epistasis to the co-
variance of relatives is small and was thus often neglected. The crucial thing to
observe is that population-level epistasis measures the overall amount of epistasis
in a population and thus depends on the allele frequencies, because the variance
terms would involve summing over all genotype combinations and their probabili-
ties. Population-level epistasis is maximized when all allele frequencies are close to
0.5 [13], this is why the amount of population-level epistasis is predicted to be low
because the allele frequency distribution is U-shaped in humans [29]. The depen-
dency of population-level epistasis on the allele frequency is shown in Figure 2.1.
In general populations, epistatic components are complicated to estimate without
extremely large sample sizes [82].

Individual-level epistasis measures the dependence of an effect of an allelic sub-
stitution at one locus on the other loci, i.e., the genetic background. The main
difference between measurements of individual-level epistasis is the reference point
used e.g. population average or a specific genotype. Ideally, epistasis should be
measured by substituting specific alleles loci while keeping the rest of the genome
constant, as this would allow us to infer the magnitude and causality of the epistatic
effect directly. However, in humans it is simply not ethically possible to perform this
ideal experiment, and we have to resort to human population data. The amount
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Figure 2.1: The dependence of population-level epistasis on the allele frequencies.
The x-axis is the minor allele frequency for both variants. The y-axis is the total
amount variance (blue), the fraction of epistatic variance (red), and the fraction of
additive variance (green).

of individual-level epistasis is specifically captured by the magnitude of the βv co-
efficients of order larger than 2 in the definition of fG(X). The general concept for
two variants is illustrated in Figure 2.2, if the lines are not parallel there is some
degree of epistasis. Individual-level epistasis can further be divided into biological
epistasis if the reference phenotype corresponds to a particular genotype, functional
epistasis if the reference phenotype is the population average, physiological epis-
tasis if all genotypes have probability 1/3, and statistical if the parameterization
is orthogonal so that variance components can be computed directly. Importantly,
it is possible to translate between different epistasis definitions, in particular, to
understand the correspondence between biological and statistical epistasis [1].

The major difference between different epistasis measures is simply whether epis-
tasis should be measured by individual effects or a population average effect [55].
Particularly, individual-level epistasis generate population-level epistasis. The ap-
propriate measure will depend on the goal of the analysis, for example, the effect
size of a single rare genotype combination will negligibly impact the evolution of
a species, whereas that same combination may implicate the molecular interaction
of two genes whose understanding are key to effective prevention of a disease. Be-
cause this thesis aims to develop statistical methods that can identify multi-locus
associations in the same vein as ordinary GWAS identifies associations for single
locus, my interest is mainly in biological individual-level epistasis, and I will for
the remainder of this thesis refer to individual-level epistasis simply as epistasis
or simply interaction. I would, however, like to strongly emphasize that although
the names such as physiological epistasis suggest that a corresponding biological
mechanism must exist, its mathematical definition provides no such guarantee.
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Figure 2.2: Illustrates the basic concept of interaction between two variants. The
x-axis is the number of minor alleles of the first variant. The y-axis is the mean
value of the phenotype. The colors correspond to the number of minor alleles of
the second variant. In the left figure, the lines are parallel and therefore lack an
interaction, in the right figure the lines are no longer parallel and interaction is
present.

The dependence on a scale

The amount and pattern of epistasis depend on the measurement scale [16, 14].
The choice of measurement scale is very problematic because, even if the true
model underlying the data displays epistasis, it is often possible to select a scale
that diminishes the amount of epistasis [35]. Conversely, if the true model does
not display interaction, then there is another scale that, in the asymptotic case,
will display interaction [14]. The most illustrative example is the additive and
multiplicative scale. If the underlying biology follows a multiplicative model, then
analyzing using an additive model will result in non-zero epistasis. The impact of
scale change is illustrated in Figure 2.3; it is clear that some interactions can be
affected by stretching and compressing the measurement scale. Ultimately, the best
choice of scale depends on the unknown biological model that has generated the
data, and because this is unknown one has to take great care in interpreting the
presence of epistasis.

In the context of a generalized linear model (GLM), the scale can be explicitly
modeled by a link function. The link function maps the phenotype to the linear
predictors. For example, for two predictors a and b, the phenotype y can be de-
termined by an additive (y = a + b) or by a multiplicative (y = ea+b) model. A
commonly used link function in case/control studies is the logit, which is used in
logistic regression. This link function displays a combination of mathematically
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Figure 2.3: Illustrates how a statistical model is affected by a change of scale. The
x-axis is the number of minor alleles of the first variant. The y-axis is the mean
value of the phenotype. The colors correspond to the number of minor alleles of the
second variant. The dashes along the y-axis describe how the original scale (top
left) has been stretched and compressed.

favorable properties: it models the case/control selection bias, the parameters have
minimal sufficient statistics, and it is the maximum entropy null model [27]. How-
ever, the choice of scale is to a large extent a modeling issue and should not be
based on mathematical convenience alone. For example, when, for a set of variants,
the presence of a risk allele in any single variant is sufficient to cause the disease,
the log-complement link function yields an appropriate model [14, 61]. There is a
delicate trade-off between establishing the presence of an interaction that is merely
a scale artifact and the probability of detecting any interaction. In this thesis I
will take the conservative approach and aim only to detect interactions that can-
not be transformed away by a scale change. This would, for example, exclude the
intuitively interacting sufficient causes model described by Clayton [14].
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The correspondence between epistasis and biological mechanisms
Moore argues that epistasis is ubiquitous and that epistasis measured by a statistical
model may lead to the discovery of new biological functions [43, 46]. Intuitively,
one may expect that if gene products from two different genes interact physically
within the cell, then it is possible that genetic variation in these genes may affect the
properties of this interaction, and thus indirectly affect an upstream phenotype that
depends on this interaction. For example, on a gene level, under some assumptions,
it is possible to systematically knockout pairs of genes to determine the regulatory
hierarchy [4]. Thus, we may expect that variants controlling these genes could
exhibit similar behavior, albeit more subtle. For example, Wade has argued of the
importance of epistasis in the mapping of genes [72].

On the contrary, others argue that the correspondence between epistasis mea-
sured by a statistical model and molecular interactions is questionable [16, 75]. It
is clear that there is not a one-to-one correspondence between epistasis measured
by a statistical model and the interaction of gene products, because if there is no
variation, then there is no epistasis, yet there may still be molecular interactions.
Conversely, if epistasis is present in the statistical model, then it may due to a
modeling issue, a false positive, linkage with causative variants, or systematic bias
in the study. In general, interaction in a statistical model does not guarantee an un-
derlying molecular interaction [64]. Despite the limited value of epistatic effects in
uncovering the underlying biology, a statistically relevant interaction may generate
a hypothesis that eventually leads to a causal mechanism [47], improve power for de-
tecting main effects [16], and aid in understanding how genetic effects change across
different populations [72]. In summary, epistasis in nothing more than correlations
of non-additive effects, and have to be followed up with controlled experiments to
establish causality.

2.3 Epistasis in nature

Despite the success of GWAS in identifying variants in single-gene Mendelian disor-
ders, during the late 2000s, researches came to the puzzling conclusion that GWAS
performed poorly in identifying variants for complex diseases [37]. Specifically, the
heritability explained by these identified variants was far less than the heritability
estimated from family and twin studies, thus giving rise to a ”missing heritability”.
Commonly, genetic variance has only explained 10% of the variance [24]. There
is likely not a single cause of missing heritability, and several reasons has been
proposed, among one is the ubiquitous presence of interactions [21].

Jason Moore is a strong proponent for including epistasis in the analysis of
complex traits, he argues that 1) most phenotypes are regulated by convoluted net-
works of bimolecular interactions, and that perturbation of the underlying geno-
types likely leads to a non-additive function between genotype and phenotype, 2)
identified single variant genetic effects typically do not replicate in independent
samples, 3) epistasis is commonly found when investigated properly [43, 44, 47].
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This is supported by the many identified interactions made by MDR in diseases
such as sporadic breast cancer, essential hypertension, type 2 diabetes, arterial fib-
rillation, and coronary artery calcification [48]. Moreover, others have identified
interactions in type 1 and type 2 diabetes [17, 19]. Finally, Gibson argues, the-
oretically, that evolutionary decanalization results in interaction between genetic
variants and the environment because the need of evolved physiological systems to
be robust against environmental perturbations [26].

Epistasis is frequently found in model organisms because of the more powerful
experimental designs that are possible [10, 36]. However, Carlborg et al. also high-
lights the complexity of this issue; while epistasis appears common in traits of some
organisms such as birds, mammals, flies and plants, similar studies of other traits
found no evidence of epistasis. Mackey highlights that 52% of random mutations in
E. coli, and 27% of random mutations in D. melanogaster exhibit significant epis-
tasis [36]. Moreover, large-scale knock out experiments in S. cerevisiae show that
80% of single genes are not required for proliferation [50]; this type of interaction is
called a synthetic lethal interaction, where it is required to knockout two different
genes to observe a change in the phenotype. Moreover, Kelley et al. show that
this type of genetic interaction data can be used to map the underlying biological
mechanisms [31]. Thus, based on the evidence from model organisms we might
expect epistasis to be frequent in humans.

Several studies are supporting that the amount of population-level epistasis is
small, decades of work in animal breeding as well as the theory of selection, shows
that the additive model of genetic effects provides a very good approximation [29].
Bloom et al. analyze 20 traits of yeast and conclude that pairwise interactions only
constitute 9.2% of the genetic variance, whereas additive effects constitute 43.7% of
the genetic variance. Recent evidence shows that most genetic variation for some
anthropometric traits in Human is mainly additive [79]. Moreover, a meta-analysis
of twins reveals results consistent with mostly additive variation [56]. Zuk et al.
show that, under simple genetic models, the narrow-sense heritability estimated
from family studies might be vastly overestimated, and conclude that interactions
generate a so-called ”phantom heritability” [87]. Sackton et al. suggest that perhaps
the reason to why epistasis is often reported in model organisms is because that
their genetic variants have allele frequencies close to 0.5 and thus maximize the
amount of population-level epistasis [65].

In summary, it is still too early to definitively conclude the importance of epis-
tasis in human traits, and nature in general. While there are several examples of
epistasis in human traits its prevalence is still unknown. The amount of population-
level epistasis found in humans appears to be small, but the implications of this on
individual-level epistasis remains unclear. Moreover, it is likely that the degree of
epistasis varies between traits and organisms [21]. Moreover, the purpose of associ-
ation studies is not only to explain heritability but to identify important biological
mechanisms. Finally, the missing heritability have multiple plausible causes and
the presence of epistasis is only one of them.
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2.4 A succinct overview of methods for detecting epistasis

The development of statistical methods for detecting gene-gene and gene-environment
interactions has grown immensely in recent years, and it is challenging to give this
wide area a fair treatment. I will, therefore, restrict the contents of this section to
the ideas that this thesis builds upon, or relates to. For a more complete overview
see [40, 18, 70, 76].

Exhaustive testing and statistical tests of interaction

The standard approach to infer epistasis is to restrict the analysis to variant pairs
and perform an exhaustive scan. To make the analysis computationally feasible,
one or more assumptions are made.

Modeling the effects of interactions dates back to Fisher in 1918. However, in the
early history of genetics, the access to measured genotypes was scarce and different
genetic effects could only be estimated through the phenotypic covariance between
relatives. With the rise of measured genotype data in the late 1980s, it became
increasingly relevant to measure and test the genetic effects from specific genotypes.
Although epistasis could in principle be estimated from the models proposed by
Fisher and the refined models proposed by his successors, Cheverud and Routman
were among the first to highlight the importance of estimating individual-level
epistasis [12], the approach most common in a GWAS context. Their test proceeds
as follows, first estimate the average phenotype for each genotype combination,
measure the amount of epistasis by the difference between the observed average
phenotype and the expected average phenotype when only additive and dominance
exists, assume a normal distribution, and test using an F-test with 4 degrees of
freedom, i.e. a joint ANOVA test for all 4 interaction parameters. This test can
be applied efficiently in a pairwise manner. The main drawbacks are that the test
does not model the measurement scale and is typically restricted to continuous
phenotypes.

Similar tests can be derived and applied on binary, i.e. case/control, pheno-
types using standard epidemiological methods. Although, there has been some
confusion whether interactions should be measured as a departure from additiv-
ity, or a departure from multiplicativity [16]. The most frequently used method
is logistic regression because of its ability to give unbiased effect estimates in the
case/control population. Logistic regression is, however, costly to apply to a large
number of variants because it relies on a computationally expensive iterative algo-
rithm for maximum likelihood estimation. Plink’s ”fast-epistasis’ option resolves
this computational problem by collapsing the 3x3 genotype-tables into a 2x2 table
by ignoring the unknown phase and then tests for interaction using a standard test
for odds ratio [59]. The authors show that the − log p values of this test are highly
correlated with the − log p values of testing additive-additive interaction in a logis-
tic regression model. However, it is unclear under which interaction models that
this correlation holds.
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An interesting alternative approach for analyzing case/control data is to utilize
the synthetic linkage disequilibrium between variants in the case population that
is generated by epistasis. The advantage of such an approach is that it can lead
to a higher power compared to the standard logistic regression test [81]. Wu et al.
constructs a measure of the difference in LD between cases and controls similar to
the ”fast-epistasis” test, but uses a robust method for estimating the underlying
haplotype frequencies and shows that it has a significantly higher power than logistic
regression [78]. Ueki et al. showed that the aforementioned tests implicitly assumes
that the absence of a main effect from both variants, and develops a new statistic
that is not affected by the main effects [69], however, they conclude that no test
consistently outperforms the other.

Computationally efficient case/control tests can be derived by assuming the
absence of at least one main effect, because then the tests can be computed closed-
form. A log-linear model describes the distribution of the counts in a 2x3x3 table (a
binary phenotype and 2 variants), in contrast to logistic regression that describes
the probability of disease given the variants. Wan et al. used the assumption of
a single main effect to develop computationally fast tests based on log-linear mod-
els [74]. The first computationally efficient exhaustive test, without assumptions
on main effects or LD, for case/control data, was provided by Yu et al. [83]. They
use a saturated parameterization with a logit link to derive a closed-form likelihood
ratio test for logistic regression.

A widely successful family of methods is based on the Multi-factor dimension-
ality reduction (MDR) [62]. MDR was developed to tackle the problem with the
inference of higher order interactions, i.e., more than two variants, where the main
challenge is the curse of dimensionality that arises because many genotype com-
binations have zero observations. The main idea in MDR is to collapse genotype
combinations into high and low risk by the ratio of cases to controls, the result-
ing model is then evaluated by the prediction accuracy on unseen data by cross-
validation. By this evaluation criteria, MDR can compare models based on single,
paired, and multiple genotypes. Unfortunately, the original version of MDR does
not distinguish between interaction and bi-additive models [62]. The model-based
MDR (MB-MDR) was developed to tackle this issue and allow parametric mod-
els in the MDR framework [9]. The drawback is computational speed for a large
number of variants and the method does not model the measurement scale.

Stage-wise testing
Stage-wise testing uses one or more filters to reduce the number of possible interac-
tions before performing the final interaction test. This approach has the advantage
of reducing the multiple test correction and/or the computational burden. The
difficulty with stage-wise testing is modeling the dependencies of the test statistics
between the stages.

A common approach to stage-wise testing in case/control cohorts is only to
include variant pairs that are in strong LD. The case sampling induces artificial
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linkage disequilibrium in the population, and the tests for LD are independent of
the final interaction test. Several methods are based on these ideas, such as the
FITF interaction testing [42], Sixpac [57], and a hybrid two-step approach [33]. It
is unclear under which interactions models these tests are more efficient than a full
pairwise scan.

A second approach is to first filter variants for strong marginal effects. Mar-
chini restricts the interaction analysis to variant pairs where either, one, or both,
variants show an intermediate marginal association [38]. The interaction test is
then adjusted for the bias introduced by selecting these variant pairs. They derive
expressions for the marginal effect that is leaked for a specific interaction model.
However, they show in a later paper that under some interaction models exhaustive
testing without filtering is more powerful [22]. The software BOOST uses log-linear
models to test a marginal model against a saturated interaction model in the first
stage, and then tests all surviving variant pairs using the full 4 degrees of freedom
interaction test in the second stage [73].

A third approach, in the case of continuous phenotypes, is to filter variants based
on variance heterogeneity [53, 67]. Interactions between variants generate variance
heterogeneity in the marginal genotypes of the participating variants. Testing for
variance, under some assumptions, is independent of a subsequent interaction test
and thus allows for a useful and accurate filter.

Stochastic search methods
The original formulation of MDR was developed higher order interactions but on
relatively small sample sizes and a few number of variants; it quickly became compu-
tationally prohibitive for contemporary datasets. Moore et al. developed a variant
of MDR based on the ReliefF filter [45], this algorithm prioritizes variants by re-
peatedly taking a random observation from one class (case), finding the nearest
neighbor in both the same class and the other class (control), upweighting variants
that are different between the two neighbors, and, similarly downweighting variants
that are the same. Finally, based on the estimated weights from ReliefF MDR can
then run on the highest priority variants. They further improve ReliefF by con-
tinuously removing low quality variants, they show that this has higher statistical
power than an exhaustive scan.

BEAM is a Bayesian model selection method that stochastically searches for
interacting variants using a Monte Carlo approach [85]. They achieve this by por-
tioning the variants into three model classes: unassociated, associated, and inter-
acting. Moreover, they introduce a new test statistic, the B-test, and empirically
show that it is more powerful than the logistic regression-based test.

Other notable advances
Recently, a powerful idea has been introduced to resolve the computational com-
plexity of searching for interactions. The idea is to use the strong multiple testing
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threshold as an advantage: only significant interactions will pass the threshold so
by constructing a clever test statistic based on subsets of the data the significant
interactions can be found with high probability in a short amount of time. Prahbu
et al. first developed the methodology for case/control data in the software six-
pac [57]. Furthermore, Arkin et al. developed it for quantitative traits based on
random projections [3]. These methods are tied to specific models, but offer a big
advantage in terms of computational speed.

Chapman et al. early suggested that testing for association but allowing for
interaction may increase statistical power in genome-wide association studies [11].
In his paper, the authors derive a test statistic that measures both the main effect
of a variant and its interaction with a set of other variants. If the variant display
interaction with the other variants this may significantly boost statistical power [11,
18]. However, the biological interpretation of this test naturally becomes more
complex, as the association potentially depends on the interaction with any number
of other variants.



Chapter 3

Statistical modeling

Statisticians, like artists, have the bad habit of falling in love with
their models.

George Box

This chapter introduces the notation and statistical theory that is used in this thesis
and the included papers.

3.1 Genotype data and mathematical notation

The analyses of this thesis are based on genotype data from humans measured by
a DNA microarray. A DNA microarray is a glass plate with millions of probes
attached to beads on its surface. The probes are sequences of DNA that match the
sequences around genetic variants of interest. The extracted DNA is cut and then
stick to the matching DNA probes. Once stuck, the specific variant can be measured
by a fluorescent label that is attached to each probe. Typically, the number of
measured variants ranges between 100 000 and 5 000 000, and are carefully chosen
to "tag" as many surrounding variants as possible, in the sense that they are in high
linkage disequilibrium. Importantly, this means that we only measure a subset of
all genetic variants. In addition to the genetic variants, we have measured one or
more different phenotypes and environmental variables. Of note, the work in this
thesis is also applicable from genotypes obtained from other sources e.g. whole
genome sequencing.

Each genetic variant, measured by the DNA microarray, is assumed to have
two alleles A and a. The genotype, i.e. the combined maternal and paternal
alleles, at a specific position is encoded by 0, 1, 2 representing AA, Aa, and aa
receptively. The number of measured genotypes is denoted by mg, and the number
of individuals measured by n. Thus, we have a matrix of genotypes xij ∈ {0, 1, 2}
for i ∈ {1, ..., n} and j ∈ {1, ...,mg}. Along, with the genotypes, we have also
measured a phenotype yi that may be either continuous, i.e. yi ∈ R, discrete, i.e.

27
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yi ∈ {0, 1, 2, ...}, or binary, i.e. yi ∈ {0, 1}, where i ∈ {1, ..., n}. Finally, we have
me environmental variables zij ∈ R, where i ∈ {1, ..., n} and j ∈ {1, ...,me}. A
column vector of a matrix is denoted by x∗j , similarly, a row vector is denoted xi∗.
The random variable corresponding to any observed variable is denoted with an
uppercase letter, e.g. Yi for yi.

3.2 Atherosclerosis and coronary artery disease

One aim of this thesis is to study the genetic architecture of some of the many
diseases that are caused by atherosclerosis. Atherosclerosis is the hardening and
narrowing of blood vessels, caused by the formation of atheromatous plaques in
the inner layers of the arterial wall, and is the leading cause of death in the west-
ern world [63, 60]. An atheromatous plaque is the accumulation of degenerative
materials in the tunica intima; these materials include fat, cholesterol, calcium,
connective tissue, and inflammatory cells. The plaque can eventually narrow an
artery enough to restrict blood flow severely. If this occurs in a coronary artery,
i.e. arteries that supply blood to the heart, then it may result in a coronary artery
disease such as myocardial infarction, where cardiac cells are deprived of oxygen
and die. Moreover, the plaque can make the arterial wall fragile and more likely
to break up, a breakage can then cause a blood clot to form over it. If this blood
clot either directly blocks an artery of the brain, or travels downstream to block
another artery of the brain then it results in an ischemic stroke. These are only
two examples of the many diseases that are caused by atherosclerosis.

Atherosclerosis proceeds roughly as follows. First lipoproteins, specifically low-
density lipoprotein (LDL), enter endothelial cells of the intima through endocytosis,
this is a normal process since lipoproteins encapsulate fats that are used for mainte-
nance of the cell membrane. However, if the endothelial layer becomes dysfunctional
for some reason, then the LDL may become oxidized, trapped, and start to accumu-
late. The accumulation of oxidized LDL causes leukocytes, monocytes, and T-cells
to enter the endothelium. Upon entering the intima, the monocytes differentiate
into macrophages and perform uptake of the oxidized LDL, release radicals that also
oxidize the LDL which recruits more macrophages. Eventually, the macrophages
have accumulated enough LDL and are converted into foam cells that promote mi-
gration and proliferation of adjacent smooth muscle cells, responsible for the repair
of arterial damage. The foam cells also undergo apoptosis which results in the soft
lipid rich core of the plaque and drives the growth of the plaque. The prolifera-
tion of smooth muscle cells in combination with their synthesis of collagen forms
the so-called fibrous cap of the plaque. Additionally, there are macrophages and
T-cells in the border of the cap that acts to destabilize it. In time, the fibrous cap
may rupture, which exposes collagen and lipids to the bloodstream that eventually
result in blood clot formation, and is what suddenly can block the bloodstream.

Atherosclerosis is a multi-factorial process, and its exact causes are unknown.
The major risk factors are smoking, hypertension, diabetes, dyslipidemia, obesity,
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sedentary lifestyle, family history, older age, male gender, and unhealthy diet [60].
Atherosclerosis may eventually lead to coronary artery disease, stroke, and periph-
eral artery disease. This thesis primarily investigates the genetics of phenotypes
related to coronary artery disease. Currently, there are approximately 60 known
genetic variants that have been associated with coronary risk, and most reside out-
side protein coding regions [32]. Interestingly, the variants that have been identified
through GWAS well reflect the previously known biology that underlies the disease
risk. The estimated narrow-sense heritability is 50%, and the 60 identified variants
explain 30-40% of the 50% heritability.

3.3 GWAS modeling basics

This section introduces the basic modeling of genetic variants in GWAS. The first
section describes the single variant GWAS. The second section describes a simple
interaction model. The third section describes different approaches to parameteri-
zation of the genetic variants.

The marginal gene model

The goal of a GWAS is to measure the association between variant j and the phe-
notype y. Typically, it is difficult to model the effect of all variants simultaneously,
the association is therefore commonly measured using a model that only includes
y and xj . There are multiple approaches to measure this association e.g. linear
regression, logistic regression, or the Cochran-Armitage trend test. For example, a
test can be based on the following linear model

Yi | Xij = xij ∼ N(αj + βjxij , σ
2
j ).

where the parameter β measures the strength of the association. Here the con-
ditional distribution of the phenotype is modeled by a Normal distribution, in
general, the researcher may use the distribution appropriate for the phenotype of
interest. I will use the Normal distribution throughout this section to avoid too
much abstraction.

The association analysis depends on a set of assumptions of the underlying sta-
tistical model. In genetic studies, the assumption of independence of the samples
is often violated due to the shared genetic ancestry, or population structure, which
frequently results in false positive associations. The traditional approach to account
for population substructure has been to include the top principal components of the
genotype matrix as covariates in the regression models [58]. Recently, it has been
shown that mixed models are even better suited to alleviate issues [86]. Despite
the success of mixed models, this thesis will primarily utilize the principal compo-
nents approach due to the additional computational burden that is infeasible for
interaction association analysis.
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The marginal gene-gene model
In this section, I introduce a simple model for the relationship between a phenotype
and two genetic variants. Because the number of genetic variants typically vastly
outnumber the number of samples i.e. mg � n, we must reduce the dimensionality
of the parameter space. Thus, instead of simultaneously modeling the effect of all
genetic variants, we model the effect of each pair of variants separately, analogous
to a traditional GWAS. For example, in the simple case of a continuous phenotype,
an interaction model with an additive parameterization is described by (the concept
of parameterization, will be described further in section Parametrization)

Yi | Xij = xij , Xik = xik ∼ N(αjk + βjkxij + γjkxjk + δjkxijxik, σ
2
jk)

where δ· measures the strength of the interaction association. Thus, we will have(
mg
2
)
such models, and the corresponding parameter estimates α̂jk, β̂jk, γ̂jk, and

δ̂jk. We call this model the pairwise marginal model of variant j and k. We refer
to αjk as the intercept, βjk and γjk as the main effects, and δjk as the interaction
effect. Moreover, the single variant model

Yi | Xij = xij ∼ N(α′j + β′jxij , σ
2
j ).

is called the marginal model of variant j, and β′j is called the marginal effect of
variant j.

To simplify the notation, we will drop the j and k indexing for the parameters,
it is implicit that they are different for all variant pairs. Without loss of generality
assume we have two variants X1 and X2, thus

Yi | Xi1 = xi1, Xi2 = xi2 ∼ N(α+ βxi1 + γxi2 + δxi1xi2, σ
2)

Moreover, we will describe this model by

µi = E[Yi | Xi1 = xi1, Xi2 = xi2] = α+ βxi1 + γxi2 + δxi1xi2

with dispersion distribution N(µi, σ2).

Parametrization
The effect of each variant can be parameterized in several different ways. The
parametrization defines the reference point from which all effects are measured,
and a separation of the overall effect of the variant into different components. For
example, additive and dominance effects. The parameterization can further be
categorized by its granularity: saturated, completely saturated, and unsaturated.
Saturated parameterizations have as many parameters as there are induced geno-
types, completely saturated parameterizations have as many parameters as there
are possible genotypes, the rest of the parameterizations are unsaturated.

Let µa denote the expected value of the phenotype for a person with genotype a
i.e. µa = E[Y | X = a]. Now if we parameterize the effect of this variant as µa = α+
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βa+γI(a = 1), then α = µ0 would be the reference point, β the additive part of the
effect, and γ the deviation from additivity at the heterozygote i.e. the dominance
effect. This is an example of a completely saturated parameterization, because the
number of parameters equals the number of possible genotypes (0, 1, 2). As a second
example, let us assume that only the minor homozygote affects the phenotype. In
this case, µa = α+ βI(a = 2), and the number of induced genotypes are 2 because
µa only take two values α or α+ β, but the number of possible genotypes are still
3. This is an example of a saturated parameterization. Finally, let us assume only
an additive effect µa = α+βa, in this case, the number of induced genotypes are 3
i.e. α, α + β, and α + 2β. This is an example of an unsaturated parameterization
because the number of induced genotypes are 3 whereas the number of parameters
is 2.

Let r be the number of genotypes, and p the number of parameters. In this
thesis, a parameterization is defined by a r × p parameterization matrix P and
length p vector of parameters β corresponding to P . Mathematically, let µ be the
vector of expected values of the phenotype for each, possibly multi-locus, genotype.
We then have the relationship

µ = Pβ.

The parameterization of multiple variants can be constructed using the parametriza-
tion of every single variant. If Pk is the parametrization matrix of variant k then
parameterization matrix for m variants are

µ = Pm ⊗ ...⊗ P1γ

where γ = βm ⊗ ...⊗ β1, and ⊗ is the Kronecker product.
Below is a list of common parameterizations. Of note, in the literature, it is

common to make the parameterization orthogonal to simplify the estimation of the
corresponding variance components. Because we are primarily interested in testing
for interaction in this thesis, rather than estimating variance components, I have
for simplicity, excluded the orthogonality concept here. For an excellent reference
see [1].

• Completely saturated parameterizations

– G - Genotypic. Let β1 be the mean difference in phenotype between
the reference and the heterozygote, and β2 be the mean difference in
phenotype between the reference and the minor homozygote. Then the
genotypic can be expressed as follows:µ0

µ1
µ2

 =

1 0 0
1 1 0
1 0 1

α
β1
β2

 .

– AD - Additive/dominance. Letting β1 denote the additive component,
and β2 denote the deviation from additivity, this can be expressed as
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follows: µ0
µ1
µ2

 =

1 0 0
1 1 1
1 2 0

α
β1
β2

 .

– PAD - Population additive/dominance, effects relative to the popula-
tion mean. Letting β1 denote the additive component, β2 denote the
deviation from additivity, and pg be the frequency of genotype g, this
can be expressed as follows:µ0

µ1
µ2

 =

1 −p1 − 2p2 −p1
1 1− p1 − 2p2 1− p1
1 2− p1 − 2p2 0− p1

α
β1
β2

 .

• Saturated constrained parameterizations

– R - Recessive. This model assumes that the effect allele has a recessive
effect: µ0

µ1
µ2

 =

1 0
1 0
1 1

(α
β1

)
.

– D - Dominant. This model assumes that the effect allele has a dominant
effect: µ0

µ1
µ2

 =

1 0
1 1
1 1

(α
β1

)
.

– H - Heterozygote. This model assumes a heterozygote advantage effect:µ0
µ1
µ2

 =

1 0
1 1
1 0

(α
β1

)
.

• Unsaturated parameterizations

– A - Additive. This model assumes that only additive effects are present:µ0
µ1
µ2

 =

1 0
1 1
1 2

(α
β1

)
.

3.4 Generalized linear models

This section provides an overview of generalized linear models that are applied in
paper I and paper II to test for an interaction between two variant pairs.



3.4. GENERALIZED LINEAR MODELS 33

Model description

The generalized linear model (GLM) is a flexible family of linear models that has
been widely applied in modeling complex traits [49]. The model has three compo-
nents: a linear predictor, a function that maps the linear predictor to the condi-
tional mean, and a distribution in the exponential family that models the uncer-
tainty around the mean. This family can model binary (e.g. case/control), discrete
(e.g. counts), and continuous (e.g. height) phenotypes by choosing the dispersion
distribution appropriately.

Compared to a linear model two things have been generalized, the conditional
mean is no longer restricted to be a linear function of the predictor variables,
and the distribution around the mean value is no longer restricted to the Normal
distribution, but the exponential family (which includes the Normal distribution as
a special case). A linear model for two variants is defined

Yi | Xi1 = xi1, Xi2 = xi2 ∼ N(α+ βxi1 + γxi2 + δxi1xi2, σ
2).

The linear model makes 5 assumptions:

1. The Yi are independent.

2. The conditional variance V ar[Yi | Xi1 = xi1, Xi2 = xi2] is σ2 for all i.

3. The mean value is a linear function of the independent variables.

4. The distribution of Yi | Xi1 = xi1, Xi2 = xi2 is Normal.

5. Xi1 and Xi2 is measured without error.

A GLM relaxes assumption 2 and 4. A GLM is defined by

Yi | Xi1 = xi1, Xi2 = xi2 ∼ F (θi, φ)

where F is a distribution in the exponential family, θi is a one-to-one function of
µi i.e. θi = θ(µi), and g(µi) = α+βxi1 +γxi2 + δxi1xi2 where g is a monotonically
increasing function called the link function, and φ is the dispersion parameter. The
likelihood has the following general form

l(β, φ; yi | xi1, xi2) = e
yiθi−c(θi)

φ h(yi, φ)

where h is a function that depends on the specific distribution. A GLM has the
following important properties

• E[Yi | Xi1 = xi1, Xi2 = xi2] = g−1(α+ βxi1 + γxi2 + δxi1xi2).

• V [Yi | Xi1 = xi1, Xi2 = xi2] = φV ar[Yi | Xi1 = xi1, Xi2 = xi2, φ = 1]
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which says that the mean value of Yi is a function of the linear predictors xi1
and xi2, and the variance is a product of the dispersion parameter and a variance
function that depends on the specific distribution from the exponential family that
is used.

Because the search space of interactions is vast, and the sample size limited,
we need to make some simplifying model assumptions. There are primarily two
assumptions that should be highlighted: 1) shared genetic ancestry, or kinship, is
not directly accounted for, 2) the effects in the reduced model of a single variant pair
are likely biased compared to the underlying multivariate model. The first leads
to incorrect estimation of the variance, i.e. false positives, and the second leads to
incorrectly estimated effects (variable omission bias). The first assumption can be
approximately accounted for by adjusting for the top principal components, and
replication. The second assumption is hard to address with limited data; however,
even if the estimated effect is biased, the identified genes are valid to investigate
further.

Estimation
A GLM is typically estimated using the iteratively re-weighted least squares (IRLS)
algorithm. This is a variant of Newton-Raphson where the observed Fisher infor-
mation matrix has been replaced with the expected Fisher information matrix, the
general form for updating a parameter θ is

θk+1 = θk + I(θk)−1U(θk)

where I is the expected Fisher information, and U is the score function. For a GLM
with parameter β, this has the form

U(β) = XTG′(µ(β))−1V (µ(β))−1(y − µ(β))

and
I(β) = 1

φ
XTG′(µ(β))−1V (µ(β))−1G′(µ(β))−1X

whereG′(µ(β)) and V (µ(β)) are diagonal matrices with elements g′(µi) and V ar(Yi;µi)
respectively. A general GLM, therefore, requires iterative methods for maximum
likelihood estimation. However, as we will see in paper I and II, in special cases, it
is possible to find closed-form solutions to the maximum likelihood equations.

Hypothesis testing
Epidemiology relies heavily on the ability to test various hypotheses about the
estimated parameters like β = 0. In this section, I will discuss standard approaches
to constructing test statistics that work for a wide variety of statistical models.

Given a statistical model with parameter vector θ = (ψ, λ), where ψ are the
parameters of interest and λ are nuisance parameters both in a parameter space
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Θ, then our goal is to test whether ψ = f(ψ0), where ψ0 ∈ Θ0 ⊆ Θ is a vector of
lower dimension than ψ. We call the restriction ψ = f(ψ0) the null hypothesis. For
example, if we want to test µ = 0 on data originating from a Normal distribution
we would have ψ = µ, λ = σ, and f(ψ0) = 0. The basic idea is to construct a test
statistic, a real-valued function of the data, that has known distribution under the
null hypothesis. There are three standard approaches to constructing test statistics
that are valid for many different statistical models: the likelihood ratio test, the
score test, and the Wald test. These three approaches are asymptotically equivalent
but may differ in computational complexity depending on the model.

Let y be the observed data, l(y; θ) be the likelihood, and θ̂ = argmax
θ∈Θ

l(y; θ) be

the maximum likelihood estimate of θ. A likelihood-ratio test statistic Λ for testing
is then defined by

Λ = −2 supθ∈Θ l(y; θ)
supθ∈Θ0 l(y; θ0) .

According to Wilks’ theorem (along with some regularity conditions), Λ asymptoti-
cally follows a chi-square distribution with dim θ−dim θ0 degrees of freedom under
the null hypothesis.

A variant of the likelihood ratio test, called the score test (or Rao test), is based
on a Taylor expansion of Λ around the maximum likelihood point. It is defined

S = U(θ̂0)T I(θ̂0)U(θ̂0)

where U(θ) = ∇θ log l(y; θ) is the score vector and I(θ) = E[−∂
2 log l(y;θ)
∂θ2 ] is the

expected Fisher information matrix. The statistic S asymptotically follows a chi-
square distribution with dim θ−dim θ0 degrees of freedom under the null hypothesis.
The advantage of S is that it only requires an estimate under the null hypothesis.

A final variant of the likelihood ratio test is called the Wald test and is based
on another Taylor expansion of Λ. It is defined by

W = θ̂TC(θ̂)−1θ̂

where C(θ̂) = (I(θ̂)−1)ψψ is the submatrix of the inverse of I(θ) that corresponds
to ψ. The statistic W asymptotically follows a chi-square distribution with dim θ−
dim θ0 degrees of freedom under the null hypothesis. The advantage of W is that it
only requires an estimate under the alternative hypothesis. A disadvantage of W ,
compared to Λ and S, is that it is not invariant of scale transformations of θ.

3.5 Lasso

This section provides an overview of Lasso which is used in paper III to simulta-
neously model the effects of genetic variants, environmental variables, and their
interactions.
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Model description
Genetic data is inherently high dimensional. There are approximately 40 million
variants in the population. Modeling the simultaneous contribution of all these
variants is infeasible, and would require prohibitively large sample sizes. In this
section, we describe a statistical model called Lasso. This model can handle an
arbitrary amount of variables by assuming that only a subset of these variables will
have an effect, i.e., the model is sparse.

Lasso is a so-called regularized regression model that assumes sparsity in the
data [68]. Let V be an n × m design matrix that contains the variables of in-
terest, in our case: intercept, genetic variants, environmental variables, and gene-
environment interactions. We use the notation V and θ here instead of X and β to
highlight that all types of effects have been concatenated in one parameter vector.
The model is then described by a linear model with a prior on the effect sizes (in a
frequentist context it is more appropriate to think of the prior as a regularization
term in the likelihood)

Yi | Vi· = vi· ∼ N(
m∑
j=1

θjvij , σ
2) θj ∼ Laplace(λ).

The resulting log-likelihood, ignoring constant terms, is

l(θ;y | v) =
n∑
i=1

(yi −
m∑
j=1

θjvij)2 − λ
m∑
j=1
|θj |.

For Lasso to give equal treatment to each variable, it is absolutely critical that the
independent variables are centered and standardized as follows

n∑
i=1

yi = 0 ,

n∑
i=1

vij = 0 ,

n∑
i=1

v2
ij = 1 ∀j ∈ {1, ...,m}

Lasso has an important advantage over traditional regression model in that it can
be applied in the m >> n situation. Importantly, Lasso can be shown to recover all
important variables with high probability [41]. Of note, there are generalizations
of Lasso to dispersion distributions in the exponential family [68], I will, however,
for simplicity only consider Lasso for normally distributed residuals in this thesis.

In the Lasso model, we can simultaneously model multiple effects, i.e., com-
pared to the previously proposed single variant pair GLM model our genetic effect
estimates are likely to be less biased. However, there are two new sources of bias: 1)
Lasso by itself produces biased estimates because of the penalization, 2) omission
of effects from gene-gene interactions. The first issue can be addressed by estimat-
ing the multivariate model produced by Lasso without penalization in a replication



3.5. LASSO 37

cohort. The second one is computationally infeasible to address genome-wide; how-
ever, specific, known interactions, may be included in the model.

Estimation

Compared to the traditional regression method, parameter estimation in Lasso is
complicated by the partly non-differentiable log-likelihood due to the L1 norm.
There are, however, many computationally efficient methods available that solves
Lasso for a fixed λ e.g. path-wise coordinate descent [25]. More importantly, there
are efficient methods that solve Lasso for all λ ∈ [0,∞) like Least Angle Regression
(Lars) algorithm [20], or the homotopy method [52]. Using Lars the Lasso model
can be estimated with a time complexity similar to least squares. The parameter
estimates θ(λ) of Lasso at all λ is called the regularization path and is a piece-wise
linear function of λ [20]. The Lars algorithm to compute the regularization path is
described in Algorithm 1.

Algorithm 1 Pesudocode for the Lars algorithm, it is assumed that V and y
have been standardized and centered as described. The notation 〈·〉 denotes the
dot product, min+(x) denotes a minimum over strictly positive components of x,
and I(·) denotes an indicator function. In practice, the computation of γ̂ has a
closed-form expression.
procedure Lars

Initialize A0 = ∅ and θ̂0 = (θ̂0,1, ..., θ̂0,m) = 0.
for i = 1 to min(m,n− 1) do
ri = y − VAi−1 θ̂i−1,Ai−1

k = arg maxk∈Ac rTi v·k
Ai = Ai−1 ∪ {k}
di = (V TAiVAi)

−1V TAiri

c1(γ) = 〈ri − VAi(θ̂i−1,Ai + γdi),v·k〉
c2(γ) = maxj∈Aic〈ri − VAi(θ̂i−1,Ai + γdi),v·j〉
γ̂ = sup{γ ∈ R+ | c1(γ) ≥ c2(γ) ∧ γ ≤ min+−θ̂i−1,Ai/di}
θ̂i,j = θ̂i−1,j + γ̂I(j ∈ Ai)di,j ∀j ∈ {1, ...,m}
if ∃j ∈ Ai such that θ̂i,j = 0 then Ai = Ai − {j}

Hypothesis testing

Let θ̂(λ) be the parameter vector θ estimated at λ. An important result for Lasso is
that the solution path of coefficients θ̂(λ) traced over λ is continuous and piecewise
linear [20], with changes in slope at λ1 ≥ λ2 ≥ ... ≥ λr ≥ 0. We call these specific
values of λ knots. At each knot one component of θ̂(λ) either becomes non-zero or
zero. Moreover, a component θ̂j(λ) may alter between positive, negative, and zero
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along the full solution path. Importantly, θ̂(∞) = 0, and θ̂(0) is the least squares
solution. We are now ready to describe the significance test by Lockhart et al. [34].

Suppose that want to test the significance of the variable j that enters the
model at knot λk. Precisely at λk we have that θ̂j(λk) = 0, so the test will instead
be performed at λk+1 where θ̂j has reached its maximum value before the next
variable enters or is removed from the model. The test is then based on comparing
the fitted values of the full model V θ̂(λk+1) to the fitted values of the null model
V−j γ̂

(−k)(λk+1), where V−j is matrix V with column j removed and γ̂−j(λk+1) is
the estimated parameters of a Lasso model on V−j at λk+1. The covariance statistic
for testing the effect of variable j that first enters the model at knot λk is

tk = 〈y, V θ̂(λk+1)〉 − 〈y, V−j γ̂−j(λk+1)〉
σ2

where 〈·〉 denotes the dot product.
Let Tk be the random variable corresponding to tk. Given that the model

contains nk−1 false signals and k − 1 − nk−1 true signals at knot λk, then under
the null hypothesis that θk = 0, the distribution of Tk is Exp( 1

1+nk−1
) [34]. No-

tice that X ∼ Exp[α] ⇒ E[X] = α. This is conservatively approximated by an
Exp(1) distribution. Finally, the p-value for vk is computed as pk = e−tk , which is
conservative since

Pr[Tk ≥ tk] = e−(1+nk−1)tk ≤ e−tk = pk.

Notice that under the null we only need to compute the solution for the current
active set.

3.6 Multiple testing

This section provides a high-level overview of different approaches to multiple test-
ing that are used in this thesis.

Bonferroni and False-discovery rate

A statistical test is designed to provide control of the false positive rate α. When
testing multiple hypotheses, each at level α, the probability that any of these result
in an error, the family-wise error rate (FWER), is larger than α.

Suppose we have m hypotheses, and pi is the p-value of hypothesis i, then the
probability that any of these are incorrect is

FWER = Pr[∪mi=1Pi ≤ α] = 1−Pr[∩mi=1Pi ≥ α] = 1−
m∏
i=1

Pr[Pi ≥ α] = 1−(1−α)m.
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Thus, FWER ≥ α when m > 1. A simple correction to ensure that FWER ≤ α
is to test each hypothesis on level α/m so that

FWER = Pr[∪mi=1Pi ≤
α

m
] ≤

m∑
i=1

Pr[Pi ≤
α

m
] = m

α

m
= α

where the inequality is due to Bonferroni which names the correction procedure.
Controlling the FWER is notoriously conservative when many hypotheses are

expected to be rejected [7], and many researchers advocate to control the proportion
of false discoveries, the false discovery rate (FDR), in such situations. The classic
procedure for m independent hypotheses is the Benjamini-Hochberg procedure,
which works as follows. First, order the p-value pi so that p(i) < p(j) for every
i < j. Secondly, for a given α find k = arg maxi p(i) ≤ i

mα. Finally, reject
hypotheses 1, 2, ..., k.

Closed testing
Closed testing is a general method for controlling the false positive rate when testing
multiple nested hypotheses [39]. Let W be a set of null hypotheses that are closed
under intersection, i.e., if v, w ∈ W then v ∩ w ∈ W (where the set operations
apply to the associated parameters space Θw ⊂ Θ for each w ∈ W ). Consider a
method where w is only tested if all v ∈W such that v ⊆ w are rejected on level α.
The closed testing principle then states that the type 1 error rate of subsequently
rejecting w is α.

I use this principle in paper I for each variant pair to efficiently test the interac-
tion hypothesis by considering the following set of hypotheses: no association, only
the first variant is associated, only the second variant is associated, both variants
are associated without interaction, and interaction. Because these are closed un-
der intersection, the closed testing principle applies, and it is possible to design an
efficient multiple testing procedure that progresses from simple to more complex
hypotheses.

Lasso
Multiple testing in Lasso can be made more efficient than Bonferroni by utilizing
the order the variables enter the model. Although multiple testing correction for
Lasso is still an open question, I describe some recent approaches here. A naive
approach is to compare the p-values against α in order of the path of knots, then by
identifying the smallest k for which pk > α we can declare p1, ..., pk−1 as significant;
this procedure controls family-wise error rate by the closed testing principle [39].
However, this procedure has the drawback that large p-values are often interspersed
among small p-values in the solution path [66], and this naive procedure, therefore,
stops prematurely. A better approach is to adapt the multiple testing procedure to
Lasso.
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G’Sell et al investigated several procedures for multiple testing adjustment for
Lasso methods [66]. One which they referred to as TailStop, tailored to the covari-
ance test statistics, was shown to have superior performance in comparison to the
others. The procedure is described as follows, let

qk = e
−
∑m

j=k
tj

where tj is the covariance test statistic, then we declare variable k as significant if
qk ≤ αk

m , where α is the desired FDR and m the number of tests. This procedure
controls the FDR at α, and generally is more powerful because it considers all test
statistics from the current step k until the end.



Chapter 4

Present investigations

Complex models are rarely useful (unless for those writing their
dissertations).

V.I. Arnold

The papers that are included in this thesis all concern the detection of inter-
actions in genome-wide association studies. The emphasis in these papers is the
development of statistical methods that solves some of the recurring statistical,
computational, and modeling issues encountered in practice. Specifically, the pur-
pose is to bring GWAS for interactions to the same level of rigor as a standard
univariate GWAS. The set-up is the same across all papers, we have genotype data
from any organism based on a DNA microarray, one or more discrete or continuous
phenotypes, and want to discover, either, interactions between variants, or between
variants and environmental variables, that are significantly associated with the
given phenotypes.

Paper I introduces a novel idea for efficient multiple testing by progressing stage-
wise through a series of increasingly complex models. Paper II resolves some of the
issues concerning scale and performance that I discovered in Paper I. Specifically,
I derived closed-form solutions for all test statistics regardless of the link function
(scale) and variant parameterization. In Paper III we turn to the kindred problem
of detecting gene-environment interactions. The focus was on accomplishing this
in the presence of many environmental variables. Lastly, in Paper IV, I describe
the software tool besiq that was developed to perform interaction analysis based
on GWAS data. It implements, not only our statistical methods but a wide range
of others. Some personal remarks are available in italics.
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Paper I: Discovering genetic interactions in genome-wide
association studies using stage-wise likelihood ratio tests

This study aims to reduce the computational burden and improve statistical power
in interaction association analyses by including prior information in the statistical
analysis. The paper presents a new methodology for multiple testing and serves
as an introduction to issues of interpreting interactions between variants. The
idea is to separate the computationally intensive hypothesis test for epistasis into
a series of increasingly complex tests, where the earlier ones can be computed
based on closed-form expressions. This has the added benefit of a reduced multiple
testing correction in the later stages, despite having to correct for all tests in the
first stage, the first hypothesis test turned out to be more powerful for a range of
interaction models because it tested for any kind of association, additive or epistatic.
In the subsequent stages the multiple testing correction is reduced according to
two proposed algorithms: static and dynamic. The static requires the researcher
to specify the approximate number of single variant associations and based on
that it can correctly adjust for multiple testing. The dynamic requires no prior
information, but was only shown to work asymptotically, and would fail in some
finite sample scenarios. I evaluate the algorithms on simulated data and show that
both achieved higher power compared to many contemporary statistical methods.

We apply the proposed algorithms to case-control cardiovascular disease data
in three different scenarios: all against all, single variant associations against all
others, and between variants in different genes that are shown to interact physically
in an interaction network called HumanNet. We discover one putative interaction
between variants in the CXCL6 and PSRC1 genes, its effects did, however, not
replicate in a second dataset. Furthermore, we take a conservative approach and
determine scale invariance by testing epistasis on multiple scales and reporting the
maximum p-value over the scales. I argue that the algorithms are a statistically
efficient approach to searching for interactions.

This paper was not originally meant to develop a new method for multiple test-
ing in interactions studies, but to somehow postpone the computationally expensive
interaction test based on logistic regression. We went through several iterations
from a variant on MDR to Bayesian regression with conjugate priors. Acciden-
tally, I stumbled upon the closed testing literature that seemed like a promising way
to resolve the computational problem. Simultaneously as we made progress with this
approach, I discovered the literature showing that the definition of an interaction
hinges on the measurement scale, a quite unsettling thought that interactions could
go away as you change the scale. In the end, we could not fully resolve this issue
but did our best to guard against it.
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Paper II: Fast and general tests of genetic interactions for
genome-wide association studies

This study aims to provide fast interaction tests that can be combined across studies
and evaluate the impact of parameterization on interaction association analyses.
The paper shows how standard statistical theory can be adapted to large-scale
testing of interactions between variants. I derive closed-form test statistics for
testing epistasis based on any link function or parameterization, thus, removing the
need for the iteratively reweighted least squares algorithm that is commonly used
for estimating parameters in a generalized linear model. Importantly, we show that
many different parameterizations have the exact same test statistic, and therefore
result in the same conclusion about the presence of epistasis. Furthermore, we show
that the test statistics can be combined across studies to perform a meta-analysis
of epistasis. We evaluate different types of parameterizations on simulated data,
and, surprisingly find that saturated parameterizations perform best despite the
higher degrees of freedom involved in the test statistics.

We first apply these tests in a genome-wide interaction analysis of Lipopro-
tein(a), we discover no significant interaction. We continue by reducing the num-
ber of variant pairs to test by a variance heterogeneity analysis (one can show
that the presence of epistasis generates variance heterogeneity in the genotypes of
single variants). We discover an interaction between two variants rs3103353 and
rs9458157, that we successfully replicate in an independent cohort. Finally, we ap-
ply this theory in the first small meta-analysis of epistasis with respect to coronary
artery disease, but discover no significant interaction. I argue that this general, but
rather standard, statistical theory brings genome-wide analysis of epistasis close to
the level of quality as that of single variant analysis.

This paper arose from the frustration of how standard statistical models were too
slow for large datasets, and the inability of many alternative methods for interaction
association to be combined across studies. There was a need to have the same level
of statistical rigor for interaction associations as for univariate GWAS. I had a
course on exponential family statistical models that helped me to realize that we
could use the Wald test to construct efficient tests for interactions. The only major
complication was to figure out how the parameterization of variants played a role,
which was asked during a presentation of paper I. The NOIA paper solved this,
and together with GLM, we finally had a computationally efficient and statistically
sound method for interaction association studies.

Paper III: Discovering gene-environment interactions with
Lasso

This study aims to enable multivariate modeling that includes interactions and
evaluate Lasso to infer gene-environment interactions. The paper proposes a new
method of detecting gene-environment interactions based on the Lasso model. Lasso
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has been previously applied to GWAS with limited success because of the lack of
solid statistical theory. However, with the recent development of statistical tests for
Lasso, we see a reason to reevaluate the effectiveness of Lasso in the GWAS context.
Furthermore, with the rise of cohorts rich with environmental information, there
is a need for multivariate methods that simultaneously model multiple genetic and
environmental variables to improve coefficient estimates and phenotype prediction.
I implement the recently proposed significance test from Lockhart et al. along
with several corrections for multiple testing [34]. I empirically show that Lasso
performs close to the oracle model that knows which variables are associated with
the phenotype a priori. Moreover, I show that by standardizing and centering the
interaction variables, Lasso frequently treats interaction effects according to the
marginality principle.

We apply Lasso to biological data from the Improve and Procardis cohorts using
measurements of intima-media thickness and Factor XI as phenotypes. We redis-
cover several previously reported associations between individual genetic variants
and the phenotypes, as well as, environmental variables and the phenotypes e.g.
smoking. In addition, we discover new and putative gene-environment interactions
for both phenotypes that involve alcohol usage.

Having satisfactorily solved the interaction association problem for two variants,
we turned towards variant and environment variable interactions. The available
methodology was unsatisfactory because the problem is not as computationally con-
strained as the gene-gene interaction problem and thus allows more sophisticated
methods. With the publication of the, nothing short of stunning, papers on signifi-
cance testing for selective inference, e.g. Lasso, I was keen on the idea of applying
it to genetic data.

Paper IV: BESIQ: A tool for discovering gene-gene and
gene-environment interactions in genome-wide association
studies

This study aims to present software for interaction association analysis. I describe
the different types of statistical methods that are efficiently implemented in our
software besiq (from the card game Bezique that means ’association’ and uses two
decks of cards). Besiq simplifies the flow of distributing computations on either a
computer cluster or a single computer. It features computationally efficient tests of
interactions and makes the meta-analysis straightforward. I argue that this software
makes a genome-wide analysis of epistasis straightforward.

Short paper motivated by the desire to collect all of our work in one coherent
software package that can be used to analyze interactions efficiently.
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Conclusion and future perspectives

We are trying to prove ourselves wrong as quickly as possible, because
only in that way can we find progress.

Richard Feynman

5.1 Summary of contributions

This thesis introduces a set of statistical methods to detect interactions in genome-
wide association studies. It makes the following contributions:

• A novel method for multiple testing correction that proceeds by testing a
series of increasingly complex hypotheses while simultaneously reducing the
multiple testing correction. This method was shown, by simulation, to signif-
icantly increase statistical power compared to other contemporary methods.

• Efficiently computable closed-form test statistics for any parameterization,
link function, and dispersion distribution within the family of generalized
linear models. These test statistics can also be combined in meta-analysis of
interactions.

• A set of conditions when parameterizations of interactions are equivalent,
and simulations that show that saturated parameterizations often result in
improved statistical power compared to non-saturated.

• A multivariate method based on Lasso for discovering gene-environment inter-
actions that automatically selects relevant variant effects, environmental ef-
fects, and interaction effects. I show, by simulation, that this method achieves
performance close to the ideal oracle method.

• Computationally efficient software for interaction association analysis based
on genotype data. The software can be executed both on single machines and
computer clusters.
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Compared to many other approaches to interaction association, these methods pri-
marily builds on GLMs that 1) can model both continuous and binary phenotypes
under the same framework, 2) explicitly models the measurements scale, 3) are easy
to interpret, and 4) are built on a well-established theory of statistical inference.

5.2 Limitations of my work

My thesis naturally has some limitations.

• The foremost limitation, at the core of all analyses of interaction, is that of
biological interpretation. Although theoretical arguments can be made in sup-
port of the correspondence between statistical interactions and their molecular
counterparts, the underlying conditions for when this correspondence can be
concluded, is to the best of my knowledge, unknown.

• My work and that of many others assume that the marginal inference of in-
teractions, i.e., focusing on one variant pair in the context of a possibly larger
multivariate model, is correct. This approach is valid in a linear regression
model under some assumptions. However, the validity of this analysis when
the true model contains a non-linear link function or, more generally, belongs
to the family of all non-linear models, is unclear. I believe that our approach
of enforcing scale-invariance partially accounts for this, but I have no theory
to support this claim.

• Neither of the methods that I have developed explicitly models population or
relatedness structure. Thus, care has to be taken to validate the absence of
such structures before applying our methods or remove their effect after the
analysis. We account for this by either modeling the residuals after adjusting
for principal components or perform a post-hoc analysis that adjusts for the
principal components.

• We lack knowledge about reasonable models and effect sizes for interactions,
and this makes it difficult to conduct a power analysis. We, therefore, can-
not conclude the absence of interactions, nor the magnitude of discovered
interactions because of the expected effect size bias in underpowered studies.
We address the latter issue by replicating the results in a separate cohort.
Moreover, as we are ignorant of the distribution of effect sizes for interaction
models, it is difficult to make an entirely fair comparison of statistical power
between methods. I attempt to diminish the risk of this by generating a large
number of interaction models, but if in reality, only a subset of the possible
interaction models occurs in nature then the results are possibly biased.

These limitations emphasize the crucial importance of performing controlled exper-
iments to validate the causality and mechanism of any declared interaction associ-
ation.
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5.3 Future work

Performing a genome-wide pairwise interaction analysis is now computationally fea-
sible in a couple of hours on a computer cluster. Building on the work in paper
II, I believe that the next step with the highest impact relative to the amount of
work will be to address the sample size problem. This problem has been success-
fully addressed in traditional GWAS analyses by forming consortia, where multiple
research teams go together, perform association analysis individually, and combine
the results through a meta-analysis, frequently resulting in sample sizes over 100
000. There are three important research questions to tackle. Firstly, data is gener-
ally genotyped using different chips with different tag SNPs, therefore data has to
be imputed to a joint reference panel before analysis, which leads to the problem
of how to conduct epistasis analysis on imputed data efficiently while accounting
for imputation uncertainty? Secondly, can we learn the appropriate measurement
scale by looking at the interaction effects on different scales across variant pairs?
Thirdly, given that we can compute the combined epistatic effects across studies,
can we estimate the total epistatic contribution to heritability from the resulting
summary statistics using a method akin to LD-score regression [8]?

Some minor improvements can be made on the methods of the first two papers.
Firstly, they can only support additional covariates by first regressing the covariates
alone against the phenotype, and then performing the interaction analysis on the
residuals of the covariate analysis. Secondly, our proposed methods are sensitive
to population or relatedness structure. Given the success of linear mixed models
in controlling for these phenomena, in combination with the recent progress in
reducing their computational complexity, it seems plausible that they could be
adapted for epistasis analysis, and perhaps efficient tests similar to those in paper
II could be derived.

Lastly, a more ambitious topic is to tackle the causality of epistasis. In paper
I and paper II I briefly discuss the difficulty of interpreting epistasis. Moreover, a
significant drawback with association studies, single variant or pairwise, is that the
causality of an association is determined post-analysis by time-consuming and costly
lab work that requires testing different hypotheses about the molecular products
of the genes neighboring the variant. Specifically, how can we define interaction
so that 1) it is not dependent on a scale, and 2) likely corresponds to a biological
phenomenon. For example, can we use genetic variants as instrumental variables
for two intermediate phenotypes and infer causality of interaction between these
phenotypes?

5.4 Final conclusions and reflections

Over the years, 5 main theories have been proposed to explain the missing heri-
tability of complex traits: 1) the presence of interactions between genetic variants,
2) the presence of interactions between genetic variants and the environment, 3)
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abundance of small effects that are difficult to estimate due to insufficient sample
size, 4) overestimation of heritability in twin studies, and 5) unmeasured causal
variants that result in an underestimation of explained heritability [80, 87]. All of
these theories have been shown to have merit in a wide range of studies for different
traits and organisms. I hypothesize that the explanation for missing heritability
will also vary between traits and organisms, and there is thus a need to provide
researchers with flexible statistical models that can describe this variety of genetic
architectures. This thesis makes progress towards understanding 1) and 2) by en-
abling researchers to discover specific instances of interactions between both genes,
and genes and the environment, by utilizing the software and modeling techniques
that I have developed here.

In the long term, I believe that the most significant contribution to science
from this thesis will stem from paper II, specifically, the ability to quickly compute
test statistics and combine them in a meta-analysis. Importantly, the results are
applicable outside genetics, in any situation where there is a need to compute
interactions between a large amount of discrete-valued variables. In essence, it
brings interaction association testing to the same level of rigor as an ordinary
GWAS. Paper III provides a seed to the potential of selective inference in GWAS,
I hope that with some additional work of adapting the approach to a mixed model
framework, it could prove a useful tool for multivariate phenotype modeling, that
is, a step towards understanding the full genetic model. This specific approach
strikes a good balance between model complexity and sample size while keeping
the model interpretable.

In conclusion, this thesis provides new methods for detecting gene-gene and
gene-environment interactions, insight into the relation between parameterizations,
and tools to study the scale dependence of interactions. Nevertheless, there are still
many opportunities for scientific discovery within the field of epistasis.
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