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Abstract
The adoption of social robots and conversational agents is
growing at a rapid pace. These agents, however, are still
not optimised to simulate key social aspects of situated
human conversational environments. Humans are intellectually biased towards social activity when facing more
anthropomorphic agents or when presented with subtle
social cues. In this paper, we discuss the effects of simulating anthropomorphism and non-verbal social behaviour in
social robots and its implications for human-robot collaborative guided tasks. Our results indicate that it is not always
favourable for agents to be anthropomorphised or to communicate with nonverbal behaviour. We found a clear tradeoff between interaction time and social facilitation when
controlling for anthropomorphism and social behaviour.
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With conversational AI and domestic technology on the rise,
several questions remain open on how humans engage
with interactive robots when in different forms of embodiment and social behaviour. A wide range of modalities has
been researched for conversational agents, that come in
various forms such as smart speakers, and social robots.
However, by design, most social robots provide additional

modes of pragmatic communication. Social robots can express their internal state using speech but also non-verbal
behaviour [7]. By generating multimodal communicative behaviours, social robots enable different manifestations of
interaction similar to how humans interact with each other.

Figure 1: Situated interaction with
a human and a human-like social
robot engaging in task-oriented
dialogue.

Figure 2: Interaction with a smart
speaker. Output modality: Voice.

In the field of human-computer interaction, anthropomorphism is often leveraged as a way to make machines more
comfortable to use. The additional comfort comes from ascribing human features to machines with the aim to simplify
the complexity of technology [4]. In addition to anthropomorphic designs, agents can also employ and use a rich set
of social behaviours. Many of these behavioural elements
are subtle social cues (e.g. gaze shifts and facial expressions), that are highly important in situated human conversational environments. Patterned non-verbal behaviours
can cause social facilitation in users; however, generating
and interpreting these cues, may induce higher levels of
cognitive load [9] and increase interaction time.
In this paper, we present findings in a two-fold empirical
evaluation of the elements of: 1) anthropomorphic design and 2) non-verbal social behaviour in conversational
agents. We study whether a human-like face (i.e. a social
robot), capable of displaying non-verbal cues, shifts interactive behaviour in comparison to a voice-only conversational
agent (i.e. a smart speaker). To comprehend the effects of
the comparison further, we test whether it is the anthropomorphic face or the non-verbal behaviour that contribute to
the perceived differences and remove the non-verbal behaviour of the social robot in a third condition. The aim of
the study is therefore to investigate the following question:

 What are the effects in human behaviour when simFigure 3: Interaction with a social
robot. Output modalities: Voice and
head movement.

ulating anthropomorphism and social behaviour in
conversational agents during task-oriented dialogue?

Related work
There seems to be an interest in literature on how different
representations of physical embodiment and anthropomorphic features affect the perception of social presence and
facilitation in agents. Studies have compared agents in digital screens to social robots [3] and have shown that anthropomorphic agents that are physically co-located are generally preferred and perceived to be more socially present
than their virtually embodied versions [1], or remote video
representations of the same agents [6]. Studies have also
shown that by adding non-verbal cues, the same agent is
perceived as more socially present [5].
Anthropomorphic agents take advantage of design elements afforded in their shape and movements [2]. Social
robots in particular, raise expectations on how sophisticated
they are in their actions and how socially intelligent they
are perceived. A very human-like agent will make humans
expect a higher level of interaction and social facilitation,
which is essential when designing the physical appearance
of a social robot. However, it is not just the embodiment of
the robot that has implications on its perceived social presence, but the behaviour and actions of the robot as well [8].

Method
Experimental conditions
In order to investigate the impact of anthropomorphism and
social behaviour in this study, we chose three agents:
1. The Smart Speaker (SS) is an embodied conversational agent (Figure 4) that can only interact with speech.
We used a first generation Amazon Echo smart speaker,
which was connected via Bluetooth and a Text-to-speech
(TTS) service similar to the default Echo TTS was selected
to send pre-scripted voice commands.

2. The AnthropoMorphic Robot (AMR) is an embodied conversational agent (Figure 5) in the form of a human-like
robotic head called Furhat, that as the SS uses only speech
to interact and no other modalities. The robot statically
looked at the user and did not use any head movements.
The TTS used in this robot is of equivalent quality to Echo,
speaking the same pre-scripted utterances.

Figure 4: Smart Speaker (Amazon
Echo). Morphology: Cylinder
speaker with led. Output modality:
Voice.

3. The AnthropoMorphic Social Robot (AMSR) is the same
robotic head as AMR that uses the same voice for interaction and additionally generates a set of social eye-gaze behaviours using head movement: these included task-based
functional behaviours such as gazing to objects during a
referring expression and a turn-taking gaze mechanism.
Task
We asked subjects to cook 3 variations of fresh spring
rolls without providing the recipes; they had to find out the
recipes by interacting with the agents. A within-subject design was used in a study where participants interacted with
all 3 agents. The task was the same in each condition, but
different recipes were used (varied across conditions).
All agents used a combination of nouns, adjectives and
spatial indexicals as linguistic indicators to generate nonambiguous references to ingredients on the table (e.g.,
"The cucumber is the green thing on the right"). AMSR,
however, also gazed at the referent ingredients (0.5s prior
to the reference). The agent therefore instructed and the
subject’s role was to assemble the ingredients together.

Figure 5: Social Robot (Furhat).
Morphology: Human-like
back-projected face. Output
modalities: Voice and head
movement.

Experimental procedure
First, participants cooked a recipe with a human instructor
to get familiar with the task. Then, they cooked a recipe with
the help of an agent and repeated that phase 3 times with a
new agent every time (counter-balanced). During the agent
trials, a human wizard was controlling the dialogue flow of

the robot according to a predefined dialogue policy. The
wizard monitored subjects’ actions by observing a live feed
of a camera mounted in the ceiling of the room (Figure 1).
Participants
We recruited 30 participants (18 female and 12 male) with
ages in range 19-42 (µ=24.2). 17 had interacted with a
robot before and 20 had interacted with a smart speaker.
Interaction protocol
All agents followed the same dialogue policy, which was defined upon a set of dialogue acts (Table 1) within the action
space of the interaction. Given a human action or utterance, an appropriate response was selected. The dialogue
acts modelled user actions and utterances. An example
dialogue with the agent:
USER :

[FINISHED ACTION] So, what’s next?

AGENT :

[INSTRUCTION] Next, take three pieces of
lettuce and put it in the spring roll.

USER :

[CLARIFICATION-Q] Oh, where is the lettuce?

AGENT :

[CLARIFICATION-A] The lettuce is the green
thing in the middle.

USER :

[STARTED ACTION] Uh, yes! Okay!

To dismiss potential problems in speech recognition and
language understanding, we decided to use a WoZ setup
to control the behaviours of the agents in timings and selection of dialogue acts. For every dialogue act, a set of
predefined utterances was available, that the system would
choose at random to generate. The wizard therefore only
indicated the current dialogue act in conversation.

Table 1: Dialogue Acts
Frequency
39.9
30.5
10.2
16.1
2.7
0.6

User Utterance/Action
The user is asking for the next instruction or has just
finished the current action
The user has completed/acknowledged action
or did a mistake
The user has started or has finished the task
The user asked a clarification question: i.e.
"Where is the lettuce?", "How many pieces?"
The user is waiting for an action to complete
The user has asked an out-of-domain question: i.e.
"How is the weather in San Francisco?"

Dialogue Act [User]

ACTION-START/END

AFFIRMATIVECORRECT/INCORRECT
GREET

QUESTION-CL

ANSWER-CL

ACTION-WAIT
QUESTIONOUT-OF-DOMAIN

QUESTION-OPEN

Agent Utterance
"It is time to put a little bit of lettuce."
"Add 3 pieces of lettuce to your spring roll."
"Very good!"
"I guess you misunderstood what I said."
"Hello, my name is Gabriel!"
"The lettuce is the green thing in the middle."
"You should take 3 pieces of lettuce."
"Have you cooked this recipe before?"

ANSWER-UNKNOWN

"I am sorry, I do not understand."

QUESTION-NEXT

Figure 6: Subjects were given a
variety of ingredients to cook fresh
spring rolls recipes with the help of
an agent.

INSTRUCT

ACTION-ACK

Gaze for facilitating turn-taking
In order to facilitate natural turn-taking from the agent, we
defined a heuristic model for turn-taking gaze and referential gaze to objects. Before an utterance, AMSR did a gaze
shift to the subject to establish attention, followed by deictic
gaze to a referent object indicating it is keeping the floor,
and at the end of the utterance a gaze shift back at the subject to establish the end of the turn.

Findings
We present findings along two themes: a) interaction time
and b) social facilitation using quantitative and qualitative indicators. We use behavioural measures such as task time,
conversational turns and amount of clarification questions,
and finally, notable insights from qualitative data.
Interaction time
A repeated measures ANOVA to test the effect of interaction time showed a significant main effect (F=4.90, p=.014).
Post-hoc tests with a Bonferroni correction revealed that interaction time with AMSR is statistically different to the AMR
condition (p=.023) and to SS (p=.041). No other statistical
differences were found in pairwise comparisons (figure 7).

Dialogue Act [Agent]

Social facilitation
We use the number of conversational turns and clarification questions, as indicators of social engagement with the
agent. A repeated measures ANOVA on the number of conversational turns showed a significant main effect (F=4.66,
p=.018). Post-hoc tests with a Bonferroni correction revealed that conversational turns with AMSR are statistically greater than AMR (p=.036) and SS (p=.033). No other
statistical differences were found in pairwise comparison
between the other two conditions (figure 8).
A repeated measures ANOVA to test the effect of clarification questions showed a significant main effect (F=4.58,
p=.015). Post-hoc tests with a Bonferroni correction revealed that the number of clarification questions with AMSR
is statistically different to the SS condition (p=.019). No
other statistical differences were found in pairwise comparisons (figure 9).
Perceived agent differences
At the end of the experiment, we asked subjects to describe
what were the differences they identified between agents.
While differences in agent embodiment was very obvious
between [SS] and [AMR/AMSR], 66% of the participants did

not notice a difference between [AMR] and [AMSR].
Preferred agent for the task
We asked subjects to identify the robot of preference for the
task. 69% of the participants preferred AMSR, while 24%
preferred AMR and 7% preferred SS.

Figure 7: Interaction time (in
seconds) across conditions.

Participants mentioned that they connected more with
AMSR. However, they also described that lack of social
cues may be beneficial, depending on the task:
"I preferred [AMSR] as it instructed me as a human
does.. But I think [SS] is best when you just want things
done, and have minimum interaction.."
"[SS] is the least intrusive I would say, if just cooking, I
would prefer this one.. Social robots may be good for
someone who seeks interaction or for children"

Discussion
Figure 8: Average number of
conversational turns across
conditions.

Figure 9: Number of clarification
questions per condition.

In an experiment with human subjects, we found an increased difference in interaction time with a more anthropomorphic social robot. When looking further at what caused
the increase, in the otherwise identical task, we saw that
participants engaged in more conversational turns and
asked more clarifications like "this one here?" or "which
one is the lettuce?" with AMSR than with AMR or the less
anthropomorphic SS. Our assumption is that AMSR has
joint attention afforded as an embodied phenomenon in its
actions, giving the impression it is more aware on the situatedness of the task. Eye-gaze here is therefore attributed
as a social function where it regulates turn-taking, closer to
how humans do when they interact with each other.
As mentioned, referring expressions to objects did not
contain any ambiguities in language (i.e. "this one here").
Therefore gaze from AMSR did not add value to task suc-

cess but served a social behaviour, as humans typically
gaze at objects before mentioning them in language. Our
purpose in the gaze condition (AMSR) was therefore not to
increase task performance but to observe the social functions of gaze behaviour across agents.
We expected that AMR would perform worse than SS, as it
raises expectations with its anthropomorphic design, however we did not observe any statistical differences from SS;
human-like behaviour may be expected too when more anthropomorphic designs are manifested. Intuitively, a turntaking gaze mechanism invokes subjects a greater feeling
of social facilitation, assuming they attribute that agent the
role of a more socially intelligent partner in conversation.
However, social facilitation appears to be contradictory to
task performance with more attentive agents. Nevertheless, task performance is probably dependent on the nature
of the task; in more task-oriented domains, such as emergency management, interactions may be more efficiencyprone. A human user may want to get the task done as
quickly as possible, and get frustrated when having to interact longer than necessary. However, other tasks such
as in the home-care domain are very dependent on social
cues and interaction value.
It is possible users may be distracted from the task because
interpreting the agents’ social behaviours requires greater
attention from participants. While face-to-face collaboration is favourable due to its natural mediated channels of
communication, interpreting social cues and maintaining
attention is a timely and cognitively demanding process.
The findings also suggest that smart speakers, while embodied, do not facilitate the same turn-taking mechanisms
as social robots do, likely due to the lack of non-verbal behaviours. Most participants were more familiar with smart

speakers than with social robots, which may indicate a novelty effect in the agent preference. Social robots are at time
of writing emerging platforms and not as common and commercially available as smart speakers. However, we found
that 2/3 of the participants were not able to identify the difference between AMR and AMSR, while they still preferred
AMSR for the task. This indicates that the non-verbal cues
used were subtle and asserted familiarity with the device.

Conclusion
In this paper, we discussed a trade-off in interaction time
and social facilitation with social robots. This is particularly important to applications in which agents engage in
a variety of tasks, and depending on the nature of the task,
may need more or less social facilitation versus the value
of task performance. Not every agent needs to be anthropomorphised or to communicate with nonverbal behaviour;
teasing out these variables and how they affect efficiency
and social facilitation is the focus of this study. To fully address the aspect of a potential novelty effect, longitudinal
studies need to be designed where users’ experiences are
tested in long-term interactions with social robots and smart
speakers. Despite the interaction time shortcomings of social and situation aware robots, they do hold a good interaction paradigm for enabling social facilitation with users.
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