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Abstract
Neural networks are regarded as state of the art within many areas of machine
learning, however due to their growing complexity and size, a question regarding their trustability and understandability has been raised. Thus, neural
networks are often being considered a "black-box". This has lead to the emersion of evaluation methods trying to decipher these complex networks. Two of
these methods, layer-wise relevance propagation (LRP) and sensitivity analysis (SA), are used to generate heatmaps, which presents pixels in the input
image that have an impact on the classification. In this report, the aim is to
do a usability-analysis by evaluating and comparing these methods to see how
they can be used in order to understand a particular classification. The method
used in this report is to iteratively distort image regions that were highlighted
as important by the two heatmapping-methods. This lead to the findings that
distorting essential features of an image according to the LRP heatmaps lead
to a decrease in classification score, while distorting inessential features of an
image according to the combination of SA and LRP heatmaps lead to an increase in classification score. The results corresponded well with the theory
of the heatmapping-methods and lead to the conclusion that a combination of
the two evaluation methods is advocated for, to fully understand a particular
classification.
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Sammanfattning
Neurala nätverk betraktas som den senaste tekniken i många områden inom
maskininlärning, dock har deras pålitlighet och förståelse ifrågasatts på grund
av deras växande komplexitet och storlek. Således, blir neurala nätverk ofta
sedda som en svart låda". Detta har lett till utvecklingen av evalueringsmetoder som ämnar att tolka dessa komplexa nätverk. Två av dessa metoder, layerwise relevance propagation (LRP) och sensitivity analysis (SA), används för
att generera färgdiagram som visar pixlar i indata-bilden som har en påverkan
på klassificeringen. I den här rapporten, är målet att göra en användarbarhetsanalys genom att utvärdera och jämföra dessa metoder för att se hur de kan
användas för att förstå en specifik klassificering. Metoden som används i denna rapport är att iterativt förvränga bilder genom att följa de två färgdiagramsmetoderna. Detta ledde till insikterna att förvrängning av väsentliga delar av
bilden, vilket framgick ur LRP färgdiagrammen, tydligt minskade sannolikheten för klassen. Det framkom även att förvrängning av oväsentliga delar, som
framgick genom att kombinera SA och LRP färgdiagrammen, ökade sannolikheten för klassen. Resultaten stämde väl överens med teorin och detta ledde
till slutsatsen att en kombination av metoderna rekommenderas för att förstå
en specifik klassificering.
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Chapter 1
Introduction
During the 21st century, the increased amount of data, referred to as big data,
has made it possible for machine learning and deep learning to become the
new state of the art within artificial intelligence, outperforming previous models with both computational speed and accuracy [1]. Deep learning, or more
specifically, deep neural networks, are predicted to be used in a wide area of
applications and to outperform several conventional machine-learning techniques, as well as being able to solve problems which has resisted attempts by
the artificial intelligence community for years [2][3]. There have especially
been progress in fields such as image recognition, speech recognition and natural language processing [4].
However, despite the success and praise of deep learning, the new machinelearning method is still being met with criticism, with some organizations
being slow to embrace them [5]. This mainly has to do with the fact that
deep learning or deep neural networks are considered black boxes due to their
nonlinear transformations, which results in a lack of transparency and interpretability [6]. The reason why this is a problem, despite the high performance
of the networks, is because possible future users don’t trust their decisions outside of a laboratory [3]. For example, clients of financial companies are not
content with the explanations of their credit scores being “because the neural
network said so” [7]. Additionally, consider self-driving cars, if drivers do not
understand how the software of the cars make a decision and what a particular
decision is based on, they will not trust to use them [8]. Therefore, it is crucial
that deep learning models are evaluated, to clarify and visualize the decision
process of deep neural networks [4]. More specifically, with evaluation meth-
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ods that will make it easier to understand why a neural network arrives at a
particular decision [9].
Today, a few transparent analysis methods exist. Some of these are heatmappingbased methods that aim to visualize the decisions by generating a heatmap
in pixel or input space [10]. One of the methods used most widely is called
sensitivity analysis [11]. However, sensitivity analysis heatmaps has received
some criticism, which has lead to the development of an additional evaluation
method, called layer-wise relevance propagation, to make the decision-basing
of the neural network even more transparent [10].
In previous work, experiments have been made to illustrate the usage of layerwise relevance propagation, and how the method can be used to draw conclusions about the performance of a neural network and classifiers so that they
can be trained to be more accurate [6]. This report will instead address the
understandability and usability of layer-wise relevance propagation and sensitivity analysis heatmaps with a qualitative approach, in order to be able to
explain particular instances of classification.

1.1

Problem Statement

In our thesis, we will conduct a usability analysis by qualitatively and comparatively studying the quality of heatmaps generated by the two different decomposition techniques, layer-wise relevance propagation and sensitivity analysis,
on the pre-trained neural network GoogLeNet [12]. We aim to answer the
following questions:
• How does layer-wise relevance propagation and sensitivity analysis heatmaps
differ, in what they present about a particular instance of classification?
• How can layer-wise relevance propagation and sensitivity analysis heatmaps
be used to explain a particular classification?

1.2

Scope

Our thesis will focus on the usability and quality of the different decomposition
techniques and their heatmaps rather than the quality of the network, which
is left for future studies. The reason for the qualitative nature of this study

CHAPTER 1. INTRODUCTION

3

is that we want to focus on the improvement of human understanding of the
evaluation methods, in contrast to previous purely quantitative studies.

1.3

Approach

Tests will be conducted with the use of a heatmapping demo created by heatmapping.org [13], where it is possible to apply the layer-wise relevance propagation and sensitivity analysis method. Test images containing different objects
will be chosen to visualize how the methods work by creating heatmaps. The
heatmaps will be analyzed manually and then the images will be distorted in
different ways according to the information provided by the heatmaps. This
will result in a deeper understanding of the applications of the two evaluation
methods.

Chapter 2
Background
2.1

Image Classification

Image classification is a subfield within computer vision that seeks to classify
images based on some predefined discrete classes. Image classification is a
very complex task, as an image of the same class can vary in terms of e.g.
position of the object, lighting and image capture angle. Thus, early computer
vision models that only rely on raw pixel data as input fails to capture and
represent the complexity of the input space. Such models are non adaptive
and the same result is reproduced on each run [14].

2.2

A Machine Learning Approach

A machine learning approach, which mimics the concept of learning from experience, has been shown to be far more effective than the earlier rule-based
models within the field of image classification. The machine learning approach is to find a function f (x) which in terms of image classification takes
an image as input x and outputs an encoded vector which determines the class
of the input image. The identity of each class can be expressed as a so called
target vector which the output vector is then compared to, as a way of determining the class of the input image. In contrast to the earliest computer vision
models, the function f (x) is adaptive and determined by the training phase
in which a set of pre-classified images are used to tune the parameters of the
model. The goal is to maximize the generalization of the model, meaning that

4

CHAPTER 2. BACKGROUND

5

the model should be able to reliably classify images that are not present in the
training set [15].

2.3

Neural Networks

A neural network is a parallel distributed processor made up of processing
units that has the ability to store experiential knowledge and making it available
for use. It tries to resemble the brain in two respects, one being that knowledge
is acquired from its environment through the learning process, and the other
being inter-neuron connection strengths, known as synaptic weights, that are
used to store the acquired knowledge [16].

Figure 2.1: Nonlinear model of a neuron, labeled k
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The processing units of neural networks are neurons that consist of synapses,
an adder and an activation function, which can be seen in figure 2.1. Each
synapse j is characterized by a weight which the signal xj is multiplied by. The
adder adds all incoming multiplied signals and the activation function limits
the amplitude of the output of the neuron, which makes the neural network
non-linear. A neuron can be described mathematically by:

uk =

m
X

wkj xj

(1)

yk = φ(uk + bk )

(2)

j=1

where uk in function (1) is the output of the adder and yk in function (2) is the
output of the neuron. φ is the activation function.
Multi-layer feedforward networks is a class of neural networks where the signals can only travel one way in the network and consists of one or more hidden
layers, which are layers that are not seen directly from either the input or output of the network. These hidden layers enable the model to acquire a global
perspective and fit more complex data [16].

2.3.1

Convolutional Neural Networks

Convolutional neural networks is a class of multi-layered feedforward networks that instead of taking preprocessed data as input, takes the input of raw
pixel data (a 3d matrix of size width ∗ height ∗ rgb values of the image). It
then learns to extract relevant features on its own by performing different operations, which results in a less complex input to the actual classification model.
Therefore, convolutional neural networks have much fewer connections and
parameters, meaning they are more efficient to train [17] [18].

2.4

Evaluation Methods

The field of building trustworthy interfaces for interpreting deep neural networks is developing quickly, as the need for understandability has been highlighted with the growing success and usage of such networks. The two major
research areas within the field of interpretability are feature visualization and
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attribution. Feature visualization studies questions regarding what the network or part of the network is searching for by generating examples, while
attribution studies questions about what part of an example sparks a particular
behaviour of the network to explain why a decision was made [19].
There are several approaches to attribution that have been presented. The most
common of those approaches is generating saliency maps, which is a heatmap
highlighting the pixels that contributed the most to a particular classification
[19]. The two methods presented below, layer-wise relevance propagation and
sensitivity analysis, are examples of such methods.

2.4.1

Layer-wise Relevance Propagation

Layer-wise relevance propagation (LRP) was introduced by Bach et al. in the
context for explaining the predictions of deep neural networks (DNN) [20].
LRP is an evaluation method that computes relevance scores for image pixels, indicating the influence of a specific image area on the prediction of the
classifier for a test image [9]. Exactly, which pixels of an image that are most
important for the neural networks prediction of that image. LRP makes use
of a DNNs feed-forward graph structure. However, LRP can be applied on
several other machine learning algorithms. To create the function for the relevance scores, the same graph structure as for a DNN is used to redistribute
the relevance or prediction f (x) at the output of the network onto pixel-wise
(1)
relevance scores Rp , it moves through the graph in a backward direction by
using a local redistribution rule:
(l)

Ri =

X
j

z
P ij Rjl+1
i0 zi0 j

(1)

(1,1+1)

zij = xi wij

(3)

(4)

P
where i indexes a neuron at a particular layer l, and where j runs over
all upper-layer neurons to which neuron i contributes. When the input is
reached, the application of this rule is supposed to produce a relevance map,
earlier referred to as heatmap, that satisfies the desired conservation property
P (1)
= f (x) [9][4]. An overview of the algorithm is visualized in figp Rp
ure 2.2 below. There are other LRP algorithms called the -variant and the
β-variant, which include parameter values to make the relevance-maps less
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sensitive to noise. The LRP algorithm with the -parameter is shown by equation (5) and the one with the β-parameter is shown in equation (6):
(l)

Ri =

=

(5)

zij+
zij−
(α · P + + β · P − )Rjl+1
i0 zi0 j
i0 zi0 j

(6)

P
j

(l)
Ri

zij
P
Rl+1
+ sign( i0 zi0 j ) j

X

X
j

i0

zi0 j

,
where an  > 0, means that the conservation idea is relaxed to gain better
numerical properties, this means that the higher -value chosen, the more denoised the heatmap becomes. For the β-variant (6), zij+ and zij− denote the
positive and negative parts respectively, such that zij+ + zij− = zij . Enforcing
α + β = 1, α > 0, β ≤ 0 results in the relevance propagation equations
being conservative layer-wise. In a broader sense, increasing the value of β,
will reduce the amount of positive evidence and keeps only the strongest regions in the heatmap[9]. However, a discussion on the optimal values of those
parameters is outside the scope of this paper.
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Figure 2.2: An overview of LRP. First, the input image is processed by the
network and a network output is computed. Then, the output value is backprojected from layer to layer onto the pixels of the input by using the LRP
formula stated above. The pixel relevances Rp are visualized as a heatmap
[9].
An additional feature of LRP is that because of the conservation principle,
neither positive nor negative evidence for the classification is lost [10]. LRP
heatmaps also explain the classification decision globally, meaning that the
whole image is of importance. These two traits of the algorithm makes the

10
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resulting heatmap less noisy than other heatmapping-methods, like sensitivity
analysis.

2.4.2

Sensitivity Analysis

Another approach to identifying important pixels is sensitivity analysis (SA),
which is a widely used evaluation method in various fields. SA was not created specifically for neural networks, but is used today in a variety of machine
learning fields [21] [4]. In general, SA shows how the uncertainty in the output of a system can be allocated to different sources of uncertainty in its inputs
[22]. SA in the context of neural networks is basically scores based on partial
derivatives at the given inputs, it does not explain the classifiers decision, but
it explains what changes would make a decision on an image more or less that
particular decision [10]. In more detail, the sensitivity is also computed as
relevance scores, seen in (7) below:

Ri (x) =

2
∂
f (x)
∂xi

(7)

,
where the gradient is evaluated at data point x [4]. While SA does not produce
an explanation of the function value f (x), it does display a variation of it. The
scores are a decomposition of the local variation of the function, measured by
using the norm:
d
X

Ri (x) = |∆f (x)|2

(8)

i=1

.
The quantity in (8) measures how much small changes in the pixel value locally
affect the network output [4]. Larger values of R would affect the classification function f more, if changed [10]. However, a drawback of this method
is that the direction of change, whether a classification score would increase
or decrease, is lost due to the usage of the the norm. Meaning, it does not
explain directly to whether a particular region contains evidence for or against
the prediction made by the classifier. This is why the SA heatmap is locally
explanatory and may fail to display global features of a particular class [10].
Examples of LRP and SA heatmaps are presented in figure 2.3 below.
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Figure 2.3: The image contains a labrador retriever, and the first heatmap produced to the left is the LRP heatmap displaying highlighted areas over and
around the facial features of the dog. The second heatmap to the right is the
SA heatmap, highlighted all over the body of the dog, but mostly over the facial
features.

2.5

Related work

Within the area of feature visualization an example of a successful method is
optimization, which is a way of generating images from scratch based on parts
of example images that a particular neuron or layer found to be interesting, as
seen in figure 2.4. These generated images thus represent the features that a
neuron or layer of interest is looking for which can be used for human interpretation. Feature visualization is believed to be a promising research area but
issues regarding for example understandability of neuron interaction is still a
major challenge [23].
There have been some previous research regarding objective assessment of the
quality of the heatmaps generated by SA and LRP. One experiment involved a
quantitative comparison of the heatmapping methods by iterating through the
heatmap according to a predefined grid of rectangles, giving each rectangle a
score of relevance for a particular image classification. Each rectangle of pixels is then perturbed by blurring or by pixel value randomization, affecting the
classification. The heatmaps are then given a score of how well the rectangle
relevance coheres with the reduction of prediction score when the rectangles
are perturbed. As seen in Figure 2.5, LRP is better at identifying the relevant
pixels than SA, which is why it is stated that LRP heatmaps are more suitable
for explaining the classifications decisions than SA heatmaps. The given reasoning is that LRP distinguishes between positive and negative evidence and
normalizes the scores, which results in less noisy heatmaps. This can be seen
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Figure 2.4: An example of an image generated by optimization
in figure 2.3, where the LRP heatmap is less cluttered than the SA heatmap.
The reason behind this, according to another study by Müller et al. is that SA
relies on the functions gradient, which makes it more sensitive to derivative
noise that is typical of complex machine learning models. This means that
SA generated heatmaps are arguably harder to interpret as highlighted pixels
could either be interpreted as evidence contributing towards the image being
more, or less of a particular class, whereas LRP heatmaps almost exclusively
highlights pixels that contribute positively. However, it is clearly stated that
SA addresses a slightly different problem, meaning that the two methods are
somewhat hard to compare [10].
Other related research has shown that LRP can be used quantitatively as well
as qualitatively to conclude whether non-linear machine learning models are
basing their decisions on valid knowledge or false correlations in the training
data. The phenomenon that a learning model exploits false correlations in the
training data to make decisions closely resembles a human cheating behaviour.
A comparison between two different image classification models with roughly
the same accuracy has been made, one based on Fisher vectors (FV) and a
DNN, both trained on the PASCAL VOC 2007 image dataset. The comparison
showed that the models looked at different features to support their classification decision. When being given an image from the training data containing
a horse, the DNN clearly highlights the horse and rider, meaning that these
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pixels contribute the most to the classification, whereas the FV focused on the
lower left corner of the image which contains a source tag. This shows that the
FV model is overfitted to the training data as many of the horse images contains
such a source tag. From this observation it has been proved that the FV model
can easily be confused by simply removing the source tag from a horse image
or adding a source tag to an image containing another object that is clearly not
a horse. Similar observations have been made when using learning models in
other areas as well, such as when using a trained DNN to play Pinball, based
on pixel values. Although, the DNN indeed exceeds human performance, the
LRP heatmaps show that the DNN plays a game that in reality would be impossible, thus cheating the game. This has shown that LRP is arguably a valuable
tool to explain decisions of a non-linear learning model, which can then be
used to determine whether or not the decision is based on valid correlations,
thus making the model more trustworthy and usable. These insights require
assessment of individual maps by human experts which admittedly does not
scale well [24].

Figure 2.5
Despite the success of saliency maps, methods of this kind have been criticized
for two reasons. The first being that it is not clear whether or not individual
pixels should be regarded as the primary unit of attribution, as the essence and
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importance of each pixel is hard to grasp as they are extremely dependent of
each other. It has therefore been stated that that such attribution methods that
rely on simple visual transforms such as brightness and contrast of a pixel is
far-removed from the high-level concepts like the output class and fail to capture the complexity of the image. Secondly, saliency maps have been claimed
to be a very limited type of interface as they only display attribution for a single class at a time, and they do not explicitly deal with the significance of the
hidden layers. Saliency maps rely on aggregation over all channels of the network, thus the result does not display the impact of specific detectors at each
position [19].

Chapter 3
Method
3.1

Demo

The tool used to generate the heatmaps is created by heatmapping.org and
based on the layer-wise relevance propagation technique by Bach et al [heat mapping]
[20]. The demo uses a neural network, trained by the Caffe deep learning
framework.

3.2

Parameters

The demo includes five parameters shown in table 1. The first two values
are the LRP-β and LRP- values, which are always set to 1 and 0.1, respectively. This results in distinct and rather noise-free LRP-heatmaps and is the
default setup. The aforementioned parameters are not applicable when the relevance propagation formula is changed to SA. The third parameter is the chosen model, in this experiment always set to BVLC GoogLeNet. GoogLeNet is
a particular incarnation of the Inception CNN architecture trained by Google
for the ILSVRC 2014 competition and performed the best out of all contenders
[12]. The fourth parameter is the colormap of the heatmap, where it is possible
to change the look of the heatmap, for example to include other colours. In
this experiment the value is always set to Black Fire-Red, since it is standard
in most previous work. The last parameter, mentioned above, is the relevance
propagation formula which can be alternated between formulas. The two alternated between formulas are the evaluation methods reviewed in this paper:
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LRP Composite and Sensitivity Analysis (Simonian).
Setting
LRP-β
LRP-
Model
Heatmap Color
Relevance Propagation Formula

Value
1
0.1
BVLC GoogLeNet
Black Fire-Red
LRP Composite / Sensitivity Analysis (Simonian)

Table 1: Parameter settings for the LRP-demo created by heatmapping.org

3.3

Data and Images

Figure 3.1: The image to the far left contains a labrador retriever. The following image; a siamese cat and a golden retriever. The next one contains a golden
retriever and a tabby cat. The fourth image contains several objects: a goldfish, a chain, a golden retriever, a tennis ball, a rifle, a strawberry and a tabby
cat. The image to the far right contains several fruits: bananas, pineapples,
strawberrys, apples, pears, a watermelon, oranges and grapes.
In this study, five different images have been chosen, containing objects that
GoogleLenNet is trained on. The images can be seen in figure 3.1. There is one
image with only one object, a labrador retriever. The thought behind choosing
this image is to represent how LRP and SA perform with the least amount of
clutter in the background, since the image has a white background.
Then there are two images containing two objects each, the first one includes
a siamese cat and a golden retriever and the second one contains a golden
retriever and a tabby cat. The reason for choosing these images is to visualize
how LRP and SA performs when there are two objects that the network is
trained on in an image.
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The fourth image contains seven objects that the class is trained on; a goldfish, a chain, a golden retriever, a tennis ball, a rifle, a strawberry and a tabby
cat. The reason for creating this image is to display the way LRP and SA performs when introducing multiple objects that the network is trained on in the
image.
The last image contains many objects. The objects are fruits or berries of different kinds and some of them appear several times in the picture. The reason
for choosing this image is to display the way LRP and SA performs when introducing multiple overlapping objects. Sometimes the whole fruit is out of
view and there is no background except for a little black in the upper corners.
This image is much more cluttered with objects than the other ones.

3.4

Implementation

An outline of how the experiments will be conducted for each of the five images pictured in figure 3.1. Start with the image with the least amount of objects, then follow with the two images containing two objects and lastly the
two images with several objects.
1. Choose an image with objects belonging to the pretrained classes of the
network. Make sure the image chosen is of quadratic size.
2.

(a) Produce a LRP heatmap with the help of the demo. Use the parameter setup described above.
(b) Produce a SA heatmap with the help of the demo. Use the parameter setup described above.
Evaluation of results

3.

(a) Using LRP and SA theory, try to determine essential features of
the image by comparing the two heatmaps. Use a tool like Gimp
or a similar image editor, to distort these features either by removing, greyscaling or pixelating them [25]. Especially, if an object in
an image is of a very distinct color, like the tennisball, then both
grayscale and pixelate the object.
(b) Using LRP and SA theory, try to determine inessential features of
the image by comparing the two heatmaps. Use a tool like Gimp
or a similar image editor, to pixelate those inessential features.
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Definition of essential or inessential features in the context of LRP
and SA heatmaps
Important features according to the the LRP heatmap are areas or lines
highlighted with red, while according to the SA heatmaps it is areas that
has the highest concentration of red pixels. Inessential features according to the the LRP heatmap are areas that are almost completely blacked
out or significantly less red. In the point of view of the SA heatmaps
less essential areas are less concentrated with red pixels or black.
Definition of the quality of heatmaps
The quality of the heatmaps is defined by their ability to intuitively aid
the human understanding of which pixels that are regarded as relevant.
4. Produce LRP and SA heatmaps with the new images by following step
2a, 2b, 3a, 3b again.
5. Stop when the correct class of the objects in the images are no longer
in the top most likely categories classified by the network, or when they
are indistinguishable in both of the heatmaps.
Design of Study, Systematicity and Validation of Results
The methodology of this study is based on previous studies by Bach et
al. and Samek et al. They proposed a method where it is possible to
quantitatively measure how fast the classification score decreases when
removing features with highest relevance scores [20] [10]. In this study
this is instead done qualitatively by systematically looking for the most
highlighted areas in the heatmaps and then removing features with high
relevance scores in step 3a. However, an addition not seen in previous
work, is to also remove inessential features from the original image (step
3b) to see if the classification score increases instead. Of course, with
these decisions being based off of the gaze of two humans, instead of
computed scores, there could be difficulties remaining completely subjective. The intent of this study was to aid humans in interpreting these
heatmaps and methods. Therefore, to avoid creating a new “black-box”,
a subjective view on what a highlighted area represents in a heatmap
is unavoidable. Nevertheless, by following the proposed outline of the
test, existing theory and the definition on important or inessential features above, the results will be as impartial as needed for this study.

Chapter 4
Results and Analysis
In the first section 4.1, Results, the resulting images and heatmaps of the tests
are presented along with corresponding classification results. In the second
section 4.2, Analysis, each test is interpreted and analyzed.
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Results

In the following section 4.1.1-4.1.5, five tests are presented. Each test consists
of two figures, the first being the images with the corresponding LRP and SA
heatmaps. For each new row a new image is represented with its LRP and SA
heatmap. The second figure in each section contains the top ten results of the
classification.
Figure 4.1 of the golden retriever resulted in three iterations of the demo. In
the first iteration the original image is used, in the second one the face of the
golden retriever is pixelated and in the third one everything except the golden
retrievers face is pixelated.
Figure 4.3 of the labrador retriever and siamese cat resulted in four iterations
of the demo. In the first iteration the original image is used, in the second one
the face of the labrador retriever is pixelated, in the third one both the cats face
and the dogs face are pixelated and in the fourth one everything except the face
and head of the dog is pixelated.
Figure 4.5 of the golden retriever and tabby cat resulted in four iterations of the
demo. In the first iteration, the original image is used, in the second one the
face of the golden retriever is pixelated, in the third one both the cats face and
the dogs face are pixelated and in the fourth one everything except the golden
retrievers face is pixelated.
Figure 4.7 of the objects resulted in five iterations of the demo. In the first
iteration the original image is used, in the second one the tennis ball in the
image is pixelated and greyscaled, in the third one the dog is pixelated and
greyscaled, in the fourth the goldfish is greyscaled and pixelated and in the
fifth one the rifle is greyscaled and pixelated.
Figure 4.9 with the fruits only resulted in on iteration of the demo, where only
the original image is used.
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4.1.1

Labrador retriever

Figure 4.1: The three image rows are refered to as: 4.1.1, 4.1.2, 4.1.3
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Figure 4.2: Results of the three iterations of the labrador retriever
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Labrador retriever and siamese cat

Figure 4.3: The four image rows are refered to as: 4.3.1, 4.3.2, 4.3.3, 4.3.4
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Figure 4.4: Results of the four iterations of the labrador retriever and siamese
cat
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Golden retriever and tabby cat

Figure 4.5: The four image rows are refered to as: 4.5.1, 4.5.2, 4.5.3, 4.5.4
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Figure 4.6: Results of the four iterations of the golden retriever and tabby cat
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Objects

Figure 4.7: The five image rows are refered to as: 4.7.1, 4.7.2, 4.7.3, 4.7.4,
4.7.5
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Figure 4.8: Results of the five iterations of the objects
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4.1.5

Fruit

Figure 4.9: The image row is refered to as: 4.9.1

Figure 4.10: Results of the only iteration of the fruits
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Analysis

In the following section 4.2.1-4.2.5, the five tests are analyzed, first according
to the LRP heatmap of each image and then according to the SA heatmap. Following the five sections is section 4.2.6, where comparisons and conclusions
are drawn from all observations based on the results of both the LRP and SA
heatmaps for each image.

4.2.1

Labrador retriever

LRP heatmap
The LRP generated heatmap of the original image clearly shows that the most
predominant pixels are the facial features. From this heatmap it would be appropriate to divide the image into more or less relevant features. According
to the heatmap, removal or distortion of the body would not have a considerable effect whereas the distortion of the head would have a much larger effect.
As expected, image 4.1.2 (seen in figure 4.1) resulted in a drastic change in
the classification as the image is now classified as a malinois and the score
of labrador retriever is reduced by half the likelihood, confirming the above
statement. Regarding the LRP heatmap for 4.1.2, only the outline of the dogs
body is clearly highlighted. This could be interpreted as positive evidence for
malinois. The classification score of labrador retriever also decreased in image 4.1.3 from 15.43 to 14.07, which can be seen in figure 4.2. Upon closer
inspection of image 4.1.1, the edge of the neck which is included in the distortion in 4.1.3, is lightly highlighted in the LRP heatmap of 4.1.1. This could
be a factor contributing to the decrease in score for labrador retriever in image
4.1.3. If the particular part for the neck highlighted had not been included in
the distorted part of image 4.1.3 the classification score would have remained
unchanged according to the theory of LRP. However, the LRP heatmaps of
both 4.1.1 and 4.1.3 are very similar.
SA heatmap
According to the SA heatmap the distortion of the head would have most effect
on the classification score, either reducing or increasing it. This is confirmed
in images 4.1.2 and 4.1.3 as the distortion of the body has a considerably lower
effect on the classification score, compared to the distortion of the head now
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falsely classified as malinois. In image 4.1.2, the whole dog is less highlighted
than it was in image 4.1.1. The SA heatmap of image 4.1.3 is very similar to
image 4.1.1.
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Labrador retriever and siamese cat

LRP heatmap
The LRP generated heatmap of the original image 4.3.1 (seen in figure 4.3)
interestingly only highlights the dogs head, which corresponds well with the
classification as none of the top categories are cat breeds (seen in figure 4.4).
According to the heatmap, the distortion of the dogs head would greatly decrease the likelihood of the predicted class whereas the distortion of the rest
of the image should not have such a great impact. This is confirmed in images 4.3.2 and 4.3.4, as the distortion of the head resulted in a drastic decrease
in score for labrador retriever, as the image is now classified as a siamese cat
and the distortion of the rest of the image interestingly resulted in a slight increase from 15.1 to 15.5. The corresponding LRP heatmaps correspond well
with both these examples as the cats head, including its ears and facial features
are strongly highlighted and the dog is no longer highlighted in image 4.3.2.
However, the dog is still clearly highlighted in image 4.3.4. The distortion of
both the cat and the dog in image 4.3.3 resulted in a classification which is
no longer true, as it is now classified as a kuvasz, although labrador retriever
is yet again present in the top categories. The LRP heatmap of 4.3.3 lightly
highlights parts of the dogs body.
SA heatmap
In the SA heatmap of image 4.3.1 the most important parts are identified on
and around the dogs head, however the areas of the cats head and the dogs
body are also slightly highlighted. The distortion of the dogs head in figure
4.3.2 results in a much more drastic change of the classification compared to
the distortion in figure 4.3.4 which is implied by the heatmap for 4.3.1. In
image 4.3.2 the heatmap shows that the cats head is the most impactful part of
the image, which again is confirmed by image 4.3.3 as the distortion of the cats
head results in a drastic change of the classification. The heatmap of 4.3.3 is
now less focused on the cats head than it was for 4.3.2. The heatmap of image
4.3.4 only slightly differs from the original image 4.3.1, but the change is hard
to distinguish.
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Golden retriever and tabby cat

LRP heatmap
The LRP heatmap of the original image 4.5.1 (seen in figure 4.5) only highlights the head of the golden retriever, which corresponds well with the classification in figure 4.6, as none of the top categories are cat related. According
to the heatmap, the distortion of the head of the dog would greatly decrease
the classification score whereas the distortion of the rest of the image would
have a much lower effect. This is confirmed in images 4.5.2 and 4.5.4, as the
distortion of the dogs head drastically decreased the score of golden retriever
as the image is now classified as tabby. The LRP heatmaps of these images
corresponds well with the classification as only the cats head and parts of its
body is highlighted in image 4.5.2 and only the dogs head is highlighted in
image 4.5.4. Evidently, the classification score of golden retriever drastically
increased in image 4.5.4 from a score of 10.8 to a score of 15.5. This is supported by the LRP heatmap of 4.5.4 as more parts of the dogs head are now
highlighted than for the original image, such as its ears. The top categories
for 4.5.4 are also exclusively dogs, unlike the top categories for the original
image. The distortion of both the dog and the cats faces in 4.5.3 greatly decreases the classification of both classes. However, the image is classified as
golden retriever again, but with a low score of 6.7. This is supported by the
LRP heatmap, as the dog is highlighted, even the distorted areas.
SA heatmap
The SA heatmap of the original image mostly highlights the dog but also the
cats head in image 4.5.1. This implies that the distortion of the dogs head, but
also everything except the dogs head will have an impact on the classification
score, which is seen in images 4.5.2 and 4.5.4. The SA heatmap for 4.5.4 is
more highlighted around the dogs head than for 4.5.1, which implies that a
distortion of the dogs head in 4.5.4 would have a greater impact than in 4.5.1.
In image 4.5.2 the classification changes to a tabby cat with a score of 8.9
as seen in figure ??. No dog related classes are present in the top classes.
However, in the SA heatmap of 4.5.2 both the dog and cats body are fully
highlighted. Similarly, the heatmap for image 4.5.3, where both the faces of the
cat and the dog are distorted, the golden retriever has somewhat more impact
on the classification.
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Objects

LRP heatmap
The LRP heatmap of the original image 4.7.1 (found in 4.7) clearly highlights
the tennis ball, with some speckles around the dogs head. This is also supported by the classification in figure 4.8, as the image is classified as a tennis
ball with the score of 11. Almost all of the top ten classifications of the original image are dog breeds. According to the heatmap of 4.7.1 the distortion
of the tennis ball would decrease the classification score for tennis ball and
possibly increase it for golden retriever, which was confirmed by the classification of 4.7.2, now classified as golden retriever with a score of 9.4. Now
all the top ten classes are dog breeds and the heatmap is highlighting the dogs
face. The next step is therefore to distort the dog, which results in 4.7.3, classified as a goldfish with a score of 8.4. Among the top ten classes, assault rifle
and rifle are included as well. The goldfish is clearly highlighted in the LRP
heatmap. However, the LRP algorithm does not highlight the assault rifle in
the image, but specks of the strawberry. In the next iteration for 4.7.4 the goldfish is distorted and the assault rifle is now clearly highlighted in the heatmap,
which corresponds with the classification, as the image is classified as rifle
and assault rifle with scores of 8.9 and 8.7, respectively. In the last iteration,
the image is falsely classified as a syringe with a score of 6.9, and the LRP
heatmap is indistinguishable. Nevertheless, the rifle and assault rifle classes
are close behind with scores around 6.4.
SA heatmap
The SA heatmap of the original image 4.7.1 mostly highlights the tennis ball,
but lightly highlights the dog, goldfish, strawberry and the tabby cat. This
implies that the distortion of the tennis ball will impact the classification. By
distorting the tennis ball in 4.7.2 the heatmap is mostly concentrated on the
golden retriever, but also increasingly on the goldfish compared to the previous
SA heatmap. When distorting the golden retriever in 4.7.3 the classification
changed drastically, now being classified as goldfish. Again, the SA heatmap
mostly highlights the fish, but the golden retriever is still of some significance.
After distorting the goldfish in 4.7.4 the heatmap becomes very cluttered and
indistinguishable. The same effect is observed by distorting the assault rifle in
4.7.5.
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Fruits

LRP and SA heatmap
This test only resulted in one iteration, seen in image 4.9.1 (found in figure
4.9), as both the LRP and SA heatmaps are very cluttered and unhelpful for
the observer. The resulting classification seen in figure 4.10 includes a lot of
fruits contained in the image among the top ten categories. It is classified as a
banana with a score of 8.9, however, it is hard to conclude which highlighted
pixels in the heatmaps contribute to the classification.
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Summary of Observations

In the first three tests, with the images of the single dog and the two images
containing both dogs and the cats (seen in figures 4.1, 4.3, 4.5), it can be concluded that distorting the highlighted features of the LRP heatmap, results in
the classification score decreasing drastically or the image being classified as
another result. This can also be seen in the test with the several different objects (seen in figure 4.7), where the classification score changes with every
iteration. From these examples, it can be concluded that the LRP heatmaps
correspond perfectly with the classifications. This means that the highlighted
parts of the LRP heatmap can indeed be interpreted as positive evidence, just
as the LRP theory suggests. Also, every time the highlighted features in the
SA heatmaps are distorted, the classification score changes, meaning that the
change corresponds well with the heat or concentration of the SA heatmap.
According to SA theory this is expected as well.
In test images containing both a dog and cat (seen in figures 4.3,4.5), when distorting irrelevant features of the image, the classification score increased. To
compare, in the test image of the single dog (seen in figure 4.1), the distortion
of irrelevant features decreased the classification score slightly. However, in
that picture there is only one object in the image, a Labrador retriever, while
there are two objects in the images of figures 4.3 and 4.5, both a dog and a
cat in each. The explanation for the decrease has to do with the interpretation
of the LRP heatmap, which is affected by the parameters β and . Lowering
the parameter values, results in heatmaps containing more relevant pixels. In
the image with the single dog (4.1), some information, like the outline of the
dogs body, is lost when the -value is set to 0.01 and β-value is set to 1, like
in this experiment. Thus, important areas could be unintentionally present in
the distortion.
In the SA heatmaps of the original images containing both a cat and a dog, the
most important parts are identified on and around the dogs head, however the
areas of the cats head and the dogs body are also slightly highlighted. This
could explain the slight increase in the score for image 4.3.4 and 4.5.4 (seen in
figures 4.3,4.5), when everything except the dogs head is distorted, since the
cats can be interpreted as negative evidence for the dogs in the images.
In the image of the golden retriever and tabby cat (seen in 4.5), when the dogs
head is distorted in 4.5.2, it can be seen when comparing the LRP and SA
heatmaps, that while the dog is not apparent in the LRP heatmap it is very
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important according to the SA heatmap. This could explain why it is classified as a golden retriever in image 4.5.3, when both the cats and dogs head are
distorted. However, for the image with the siamese cat and labrador retriever
(seen in figure 4.3), when both the cats and dogs heads are distorted in 4.3.3
it is not classified as a labrador retriever or tabby cat. An explanation for the
inconsistency, could be that even though it is distorted, the network still recognizes the golden retrievers facial features more than the labrador retrievers.
It has a more apparent and darker snout, which is even recognizable through
the distortion. This is supported by the LRP heatmap of image 4.5.3, where
the golden retrievers facial features are still highlighted, even though they are
much more cluttered than for the original image.
In the images with the multiple objects (seen in figure 4.7), both the LRP and
SA heatmaps become more cluttered and indistinguishable, the more they are
distorted. This can especially be seen in the heatmaps of images 4.7.4-4.7.5.
This effect usually correspond with the classification being wrong or the probabilities being evenly distributed. This also happens with the image containing
the fruits (seen in figure 4.9), where certain objects can not be distinguished
from the LRP heatmap and the SA heatmap is cluttered all over the image
space. Additionally, for image 4.9.1, while the top prediction was right, it is
also very evenly distributed between the top ten categories of the image.

Chapter 5
Discussion
5.1

Insights of LRP and SA heatmaps

Overall, the LRP heatmaps correspond well with the classification, meaning
that the heatmaps are interpretable and provide enough information to understand which parts of an image that are relevant for a specific classification. However, according to theory and the observations, LRP distinguishes
between positive and negative evidence of the classification, and produces
heatmaps that almost exclusively highlight the positive evidence. This means
that, with the use of LRP heatmaps, it can only be concluded which pixels affect the classification negatively when distorted. Therefore, we cannot reliably
predict an increase or decrease of the result when distorting irrelevant pixels.
This can be seen in the result of the first four images (figures 4.1, 4.3, 4.5,
4.7), where the distortion of positive evidence clearly decreases the score of
the predicted class.
In comparison, SA theory states that the direction of the impact of the pixels is lost, meaning that both positive and negative evidence is shown in the
heatmap. This makes the heatmap more cluttered than LRP heatmaps and
therefore it is impossible to conclude how pixels contribute, making it hard
to interpret. However, the advantage of SA heatmaps is that they also contain
negative evidence, meaning that they could possibly explain which pixels can
be distorted without decreasing the classification score. Although this requires
that the negative pixels are distinguishable from the positive ones, which is exactly what LRP heatmaps provide. Consequently, these observations advocate
for the combination of these methods to fully understand positive and nega-
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tive evidence of an image. This can particularly be useful for explaining the
increase in classification score in the images where less relevant features are
distorted (figures 4.1, 4.3, 4.5). For example, for the original image with the
labrador retriever and siamese cat (figure 4.3), all the highlighted pixels in the
SA heatmap that does not overlap the highlighted pixels in the LRP heatmap
are interpreted as negative evidence. As seen in the results, the distortion of
these pixels increased the classification score of labrador retriever. The same
observation was made for the image of the golden retriever and the tabby cat
(figure 4.5), which classification score increased drastically. Comparing the
SA heatmaps of the two dog and cat images (SA heatmaps 4.3.1, 4.5.1), it
is clear that 4.5.1 is much more cluttered in other areas than just the head of
the dog. Together with the LRP heatmaps of the corresponding images, it can
therefore be concluded that 4.5.1 has more negative evidence than 4.3.1, which
could explain why the classification score of golden retriever (figure 4.5) increased much more than for the labrador retriever (figure 4.3), when distorting
the irrelevant features.
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Parameters, method and validation

In this report, the parameters and the chosen method could have a great effect on the results, which is why the validation is thoroughly examined in
the current section. Contrary to expectations, for the image of the Labrador
retriever (figure 4.1), the distortion of the predicted irrelevant features resulted in a decrease of the score of Labrador retriever instead. However, as
briefly mentioned in the analysis above, this is possibly due to a misinterpretation of the LRP heatmap, because of the sub optimal values of the β- and
-parameters. According to theory, using the β- and -parameters results in
less noisy heatmaps, meaning that some information could be lost. This is a
trade-off between more detail or noise in the heatmap, meaning it needs to be
balanced between gaining more information, while not losing interpretability.
Therefore, it could be advantageous to set the parameters to 0 when interpreting images only containing a few distinguishable objects while more optimized
parameter values are preferred for the images containing more objects. Therefore, the images of the dogs, cats and objects should probably have had the
parameter-values set to zero (figures 4.1, 4.3, 4.5, 4.7), while the fruit image (figure 4.9) clearly should have had optimized parameter-values to only
distinguish the top-class in the LRP heatmap. Finding the optimal parametervalues is subjective and outside of our scope, but could be a topic for future
research.
Another relevant parameter, which could have an effect of the interpretability
of the result is the colormap of the heatmap. Using different color schemes
could improve the visualization of different images. However, this is also subjective. In the heatmaps of these experiments, a black red heatmap was used,
but it could have been favourable to use another colour scheme to achieve increased clarity. This is also left for future studies.
Another influential factor is the selection of test images. The aim was to have
images with distinguishable objects and clear backgrounds, to be able to generate as unambiguous heatmaps as possible. However, it can not be concluded
how these methods perform on classifications of unstaged images. This can
be seen in the fruit image (figure 4.9), where the heatmap becomes less distinguishable, when containing more objects that overlap. The number of recognizable objects in an image is also an impactful factor because of the normalizing softmax function, which makes the probablity of each class depend on
each other. How these methods perform in realistic scenarios with real images,
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such as in disease diagnosis and on security footage is a question that should
be addressed in future studies.
The degree of distortion of the images could also be of great impact on the
result of the classification. For some objects in the images, just pixelating
them, did not result in a change in the classification. For example, with the
tennis ball in the image containing the different objects (figure 4.7), it would
be reasonable to assume that its distinct color could have an impact on the classification, as the input of the network is based on pixel rgb values. Whether
the decision is based on color or texture, cannot be distinguished from the
heatmap, although the classification did change when the ball was grayscaled
and pixelated. Another example when the distortion could have a greater impact, is the distortion of the head of the golden retriever in image 4.5.3 (figure
4.5), where the dog is still classified correctly and the LRP heatmap clearly
still highlights the facial features. A solution to this could be to distorting the
image to a greater degree, either by pixelating more aggressively or by remove
the features completely. Another issue is the limited amount of test pictures,
since only a few aspects could be tested. There are many other factors that
could have affected the results, like contrast, light and shadows.
The systematicity of this approach and method could be questioned, since the
exact same steps are not performed for each test image. For example, in the
two images containing both the dogs and the cats, step 3b of the method, where
all the inessential features of an image is distorted, is only done for the dogs.
Also, for the image with the objects, only step 3a of the method is performed,
where all the essential features according to the LRP heatmap are distorted in
each step. In these tests the inessential features should have been distorted as
well to ensure systematicity. However, this additional iteration would probably
not have had a considerable effect on the results, but it could have strengthened
the conclusions.
Lastly, we can not conclude if our analysis is valid when using other trained
image classification models, such as the fisher vector model referenced in Lapuschkin et al. [24]. The report compares two networks with the help of LRP
heatmaps in an attempt to conclude if a model makes valid assumptions or
“cheats” the classification. This suggests that it might be possible to use these
methods to evaluate the quality of a classification model. However, as stated in
the report, studies that depend on human expertise does not scale well. Such
a study, is not enough to conclude the quality of a model, since it involves
too many parameters and is too laborious. As previously stated, this is outside our scope and is left for future studies, meaning that this study has not
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fully addressed the black box problem of image classification using neural
networks.
While the parameters mentioned above could have an effect on the results,
it is believed that the conclusion would have remained the same with small
variations. Of more importance, validating the results with the human gaze is
not foolproof. Analyzing a heatmap is always a matter of interpretation and
might be different for one person to another, since it can be hard to see if a
pixel is more or less highlighted than another. In these tests, we have thoroughly discussed the findings of the heatmaps to agree on a conclusion, but
we are fully aware of the subjective nature of a qualitative study. It can not
be fully validated that a conclusion is correct, but it can be compared to previous work to see that it is reasonable at least. Also, since our classifications
of the original images always correspond with the LRP heatmap, we can conclude that the network does not “cheat” as the fisher vector model did, mentioned in Lapuschkin et al. [24]. In similarity of Samek et al. [10], we also
conclude that LRP is better in itself at explaining a particular classification,
which can be shown as the score drastically decreases when distorting essential parts highlighted in the LRP heatmap. Additionally, we also conclude that
LRP and SA can not be compared fairly, since they aim to answer slightly different questions. However, the aim of our study is not to compare the quality
of the heatmap methods, but to compare the usage of the methods in order to
create a methodology for better interpretation and understanding of a specific
classification using LRP and SA heatmaps, which is inevitably a subjective
task. With previous studies and theory in mind, we conclude that our analysis
is reasonable.
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Future research

The present study raises the possibility that LRP and SA heatmaps could be
used to identify relevant and less relevant features of an image as a preprocessing step so the classification only handles the essential features of an image.
With the application of the methodology above, an idea is to remove essential
features algorithmically according to the heatmaps of an image, to enable the
classification of more objects. It could therefore be interesting to evaluate the
methodology in the purpose of object detection, where the problem lies in detecting all present objects of an image in a time efficient manner. An example
of this, is the image with the multiple objects (figure 4.7), where the classification changes with each distortion and most of the objects are classified.

Chapter 6
Conclusions
Layer-wise relevance propagation and sensitivity analysis heatmaps differ greatly
in what sort of information is captured. According to theory, LRP tries to capture which pixels that have the greatest impact on a particular classification
by distinguishing between positive and negative evidence. Therefore LRP
heatmaps succeed in presenting which pixels affect the classification positively, but fails to reliably present which pixels affect the classification negatively. On the other hand sensitivity analysis, does not distinguish between
the direction of evidence as it tries to capture the impact of each pixel, regardless of direction. Therefore, SA generates heatmaps that highlight both
the positive and the negative evidence. Thus, SA heatmaps does not explicitly
present which pixels affect the classification positively.
The results cohere with the theory as LRP generates heatmaps that indeed
highlight the most important pixels. This is concluded as the distortion of
these pixels greatly decreases the probability of the current classification. It is
also clear that LRP heatmaps indeed fail to capture the negative evidence as the
heatmaps does not reliably present which pixels can be distorted to increase the
probability of the current classification. It is also concluded that the generated
SA heatmaps also cohere with the theory as they are more cluttered than the
LRP heatmaps and indeed capture both negative and positive evidence. The
negative impact of pixels are concluded to be captured as the distortion of
the pixels that are highlighted in the SA heatmap, but not in the LRP heatmap,
greatly increased the current classification score. Consequently, a combination
of the methods is advocated for, in order to fully understand and validate a
specific classification.
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Two identified sources of weakness in this study is the systematicity and the
scale of the tests. Therefore, a suggestion is to further refine the methodology
by adjusting the parameters of the methods properly and to choose a larger
amount of input images as well as unstaged images. Also, truly following the
steps of the method is required to ensure consistency.
In the future, considerably more work will need to be done to further aid the
“black-box”-problem of neural networks and there is a clear need for additional
evaluation and visualization methods, as well as knowledge of these. Since it
has been stated that these kind of experiments does not scale well, it is apparent
that they fail to fully address the quality assessment of a network. Therefore,
this particular research has inspired a further investigation of both quality assessment, but also object detection and noise filtering of images.
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