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En undersökning gällande effektiviteten av con-
volutional neurala nätverk i låg-kvalitets video-
strömmar för objekt detektion

Sammanfattning
I denna uppsats så har olika kända modeller undersökts och jämförts med en ny
modell för människodetektering i lågkvalitets videoströmmar. YOLOv3 och SSD
mer specifikt är kända modeller som, för sin tid, producerade topp resultat på täv-
lingar såsom ImageNet och COCO. Prestandan för alla modeller jämfördes med
avseende på hastighet och träffsäkerhet där det hittades att YOLOv3 var den lång-
sammaste och SSD var den snabbaste. Den förslagna modellen var träffsäkrare
än båda tidigarenämnda modeller vilket kan attribueras till att nya tekniker från
forskning har tillämpats såsom att låta vissa aktiveringsfunktioner utebli och att
ha en försiktigt balanserad förlust funktion. Resultaten pekar mot att den förslag-
na modellen kan implementeras för bruk i real tid på billig hårdvara såsom en
Raspberry pi 3B+ tillsammans med en eller flera AI accelerations stickor såsom
Intel Neural Compute Stick 2 samt att nätverken är användbara för detektion även
i dåliga videoströmmar.
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Abstract
In this thesis, various famous models have been investigated and compared to a
custom model for people detection in low resolution video feeds. YOLOv3 and
SSD in particular are famous models which have, at their time, produced state of
the art results on competitions such as ImageNet and COCO. The performance
of all models have been compared on speed and accuracy where it was found
that YOLOv3 was the slowest and SSD was the fastest. The proposed model was
superior in accuracy to both of the aforementioned architectures which can be at-
tributed to addition of newer techniques from research such as leaving activations
out and having a carefully balanced loss function. The results seem to suggest that
the proposed model is implementable for real-time inference using cheap hard-
ware such as a raspberry pi 3B+ coupled with one or more AI accelerator sticks
such as the Intel Neural Compute Stick 2 and that the networks are usable for
detection even in bad videostreams.
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Chapter 1

Introduction

The degree project is in the field of machine learning, a hot topic today in both
academia and many sectors of the economy. Having in recent years started to out-
perform classical statistical methods and also pushing the boundary for accuracy
of models in a wide range of applications, companies are scrambling to utilize the
existing knowledge of machine learning methods to gain an edge before artificial
neural networks inevitably becomes the norm for many business practices.

There exists today a plethora of platforms online, publicly available to any person
to access where models and solutions to different machine learning tasks can be
browsed such as Caffe 2.0, or the multitude of discussions and github links on
Kaggle. Among these, there have been many attempts, many of them success-
ful, at creating classifiers for a large range of classes like convolutional neural
networks trained on datasets such as ImageNet, INRIAPerson, COCO etc. This
availability of free information and inspiration for the interested person has been
a catalyst for the evolution of machine learning implementations for solving many
tasks, not only in image and video processing but other areas like natural language
processing as well.

The project is an attempt for Stanley Security Sverige to get a better understanding
of how machine learning might be implemented in video analysis and whether or
not they can create their own product using the knowledge that has been obtained
from this thesis. When it comes to video analysis using machine learning, the
applications have been scarce in Sweden. There is a large potential such as smoke
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2 CHAPTER 1. INTRODUCTION

detection for fires, action detection for suspicious activity in certain areas or in
this case, just classification of human versus not human to filter out movement
that is unwanted as an alarm. The current situation is that many alarm triggers
are solely based on motion detected by pixel changes from frame to frame. The
problem with this is that most cameras send alarms which do not contain people
trespassing, but rather something circumstantial instead like the rustling of leaves
or an animal that happened to be in the field of view. The idea here is to train a
classifier that can detect people, and in doing so, ignoring all the other circum-
stantial detections that are very costly for the company.

Training a classifier means having data readily available, especially for a neural
network. A big problem for Sweden when it comes to handling information such
as recordings of people who have not given explicit consent is that according to
the General Data Protection Regulation(GDPR), a company is not allowed to use
the recordings stored on their main server, or store them for extended periods of
time for that matter and handle the data except for in extreme cases when the po-
lice is involved. This made this task especially complicated as optimal data was
harder to find. Reason being that publicly available data is, more often than not,
very lackluster and not usable to train a robust network capable of classification
tasks where the settings frequently change and where the sizes of the objects to be
detected have a high variance and scale difference. Scale difference here means
that the relative size of the person in an image can be very large with many finer
details visible, such as facial features, or very small where there are only a handful
of pixels dedicated to very rough body shapes like legs and arms. These online
data sets are both high resolution(most of the time) and have a clear abundance of
images where the object is trivially detected if the classifier is trained on detecting
only one type of object. This necessitates the construction of a specialized data
set, built only for this specific task with training examples coming mostly from
real surveillence footage. This was given produced by Stanley themselves from
specialized locations where all necessary consent was established and different
model depths were tested on the same data set. Depth here pertains to the amount
of layers and parameters that are trained. Their respective performances were
assessed using average precision(AP). This is the same as mean-average preci-
sion(MAP) that is frequently seen on neural networks that classify more than one
object such as the single shot detector[23], by Wei Liu et al.(2016).
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The data acquired data set however was large enough to train a moderately good
classifier but was insufficient to obtain an acceptable detection rate for some harder
examples. Data augmentation and hard negative mining was therefore used for
these fringe cases as it has been shown to be a good way to overcome situations
that the classifier doesn’t have much experience with([21] [17]). How this was
applied to the data set is described later in the thesis.

1.1 Problem description
When it comes to image analysis using machine learning methods there is the
problem of varying resolutions, objects being in different regions of the image
and scale. Neural networks conventionally take a fixed input shape and outputs a
label for what the objects in the image are, and in some cases, a bounding box or
object mask depending on the model. A higher resolution on the training images
means that it becomes easier to extract features from the objects that are to be
detected where as with a low resolution it almost becomes a completely different
task even if the objects are of the same type in practice. This means that one has
to be very careful with making sure that the training data contains a wide enough
range of images to make sure that features from a certain object in different reso-
lutions and scales can be detected.

As mentioned in the introduction, a problem is that a lot of publicly available data
for object detection tends to be highly idealized in the sense that the object is very
easy to detect of a certain class but the difficulty might come from constructing a
multi-classifier that can detect a large variety of classes. Since this project will be
dealing with a single class only, i.e. a person, the neural network can be smaller
than more known object detectors like YOLO[7], AlexNet[1] etc.

The advantage of having one class is that all training can be allocated to find only
that class. It makes sense to assume that multi-class detectors are going to per-
form worse on a specific class than a detector trained specifically on said class
since model complexity becomes an issue the greater the model is which in turn
means that the size needs to be limited. This means that a multi-class detector
needs to share the parameters with detection of all the classes where as for a sin-
gle detector, the entire network can be dedicated to a single objective. The type of
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neural network that was to be used is called a convolutional neural network that
was trained to predict the label "person" for existing people in an image. With a
model constructed specifically for that purpose alone to then be used for frame-
by-frame object detection in a video-stream was the idea to reduce the monthly
false alarms.

The main problem that was tackled was the low resolution. Some of the cameras
that will be used have not only a resolution that goes as low as 400 × 300, but
also a very low frame rate, meaning that objects can easily become distorted with
too fast a movement and certain video feeds will be more difficult in detecting
features that the neural network learns during the training process. This lead to
the inspiration for the title of the thesis in the sense that it is an investigation into
the robustness of convolutional neural networks in very suboptimal, real-world
conditions and scenarios, and is the main point of inquiry.

1.2 Objectives
The objectives of this thesis is to investigate the efficacy of modern day machine
learning practices when it comes to low-resolution, day- and night-time images
coupled with appropriate pre-processing of said images. Another objective is to
also investigate the applicability of various models with differing depths in real-
time image classification i.e. the trade-off between accuracy and computation
speed.

Overall, it is still unknown how small the model can become before the accuracy
begins to deteriorate too much so accuracy together with the speed at which the
classifications are made will be investigated for different versions of the network.

1.3 Limitations
Using convolutional neural networks is only one way of detecting objects in im-
ages or videos. They achieve state-of-the-art results for a wide range of multi-
classification tasks but simple implementations likeHOG-SVMcan be very strong
in certain settings such as night time detection and a mix between a recurrent and
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convolutional structures have been shown to be strong aswell[16].

The limitation here is to explore the trade-off between the classification time of
a simpler binary classifier in comparison to many of the heavier aforementioned
models retrained to classify the same frames from video streams. Perfect perfor-
mance will not be sought after, but an acceptable performance for industry de-
ployment given strong hardware limitations in a market that is devoid of modern
machine learning implementations.

Another limitation was to completely ignore region-based neural networks. The
reason for this is that the data was unannotated. Neural networks are data hungry
which means that a lot of bounding boxes will need to be drawn in order to obtain
a large enough data set that can train a strong classifier. This is too much work
for a single individual to do when other types of models are to be tested so it was
decided to be one of the limitations.

1.4 Optimization
A large model and data set demands a strong computer. The training process
was accelerated with Nvidias CUDA/CUDNN software by allowing the training
process to be done on a GPU rather than the CPU. The role of the CPU merely
becomes to send tasks to the cores in the GPU as to where each calculation should
be made. The processor was an Intel Core i7 9700K / 3.6 GHz processor and the
graphics card was a EVGA GeForce RTX 2080 TI XC 11GB.



Chapter 2

Literature study

Since machine learning is a quickly developing field today, new types of layers,
activation functions, modules of certain combination of the two are found and
investigated in a rapid fashion. This entails a large corpus of available literature
on the subject of computer vision that can be used to fine-tune certain aspects of
any personally crafted convolutional neural network. Some of these aspects are
discussed in this chapter.

2.1 Data sets and preprocessing
The strongest potential advantage(or shortfall) of any analysis with statisticalmeth-
ods or models is that the model and It’s potential is only going to be as good as
the data that is being fed into it. Remember that statistical methods are looking at
and trying to analyze the behaviour of a specific set of data points. If these points
are erroneous or just poorly measured i.e. have a lot of noise, then the inferences
made from the analysis are going to be just as useless as the initial data.

This means that for a very specific task, especially in machine learning, It’s not
enough to just have a lot of data. The data has to be somewhat tailored to the exact
problem that one is trying to find a solution for.

For the problem of training a person detector in surveillance footage settings and
dealing with sometimes having bad cameras to work with, it is important that the
data set reflects the scenarios that might arise during deployment as closely as

6
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possible. This means gathering data from real world footage from the places, or
very similar places, that the model is going to be used in. Luckily, a base set of
13500 images was procured by Stanley Security that was available for use in this
thesis of people in various backgrounds and conditions that is commonly found
in the real world. People standing at a distance great enough where the resolution
becomes an issue(few features to recognize). Scenes where there is a lot of dis-
turbance like rainfall or snow, heavy winds making flags, trees etc. move rapidly
that increases the risk of false detections.

To get an understanding of the sizes of the people in the data set, histograms of
the bounding box widths and heights were generated to see which object size was
the most prevalent
Initially, it was assumed that a classifier for night-time images would have to be
trained separately from a day-time classifier, however, since the night-time images
were located in places where there was good lighting, it was deemed unneccesary
and a single classifier was trained instead. It was also thought that histogram
equalization would be needed to magnify certain features of people in night-time
images but as the objects were visible in the images to an acceptable degree(almost
as good as day-time images) it was deemed superfluous and was thus ignored.
The only preprocessing that was done to the images before they were sent into the
model for training was to divide each pixel value by 255 to force them unto the
interval [0, 1]. The reason why this was done was to reduce the variance between
the possible pixel values since some images might be much brighter or darker
than others. The images were also transformed to a fixed shape, ignoring potential
distortions, so that themodel had the same input size during training and inference.

2.2 Activation functions
Choice of activation functions is important, butmany forget about where andwhen
to place them. By convention, a lot of neural networks have an activation func-
tion in every layer which means that there is a 1 : 1 correspondence between the
amount of convolutions and activations. This is however not optimal depending
on the architecture of the network, in particular for deeper ones. It is therefore
important to research the subject and see if there is wisdom in the literature that
can be applied for improving the results of this thesis.
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2.2.1 Leaky Rectifier
The rectified linear unit gained prominence around 2009-2011 in many machine
learning models, not only in computer vision, but in natural language processing
and more([24] [22]).

For this thesis the Leaky ReLU has been used as an activation function(see the
theory section for more) for different reasons. One being that it not only from
personal experience performs better on nearly all data sets, it also has empiri-
cal evidence to suggest that it is a better variant than the traditional ReLU[2],
performing better on the CIFAR-10 and CIFAR-100 data sets when compared to
other rectifier variants. The only trade-off would be that traditional ReLU func-
tions force hard zero sparse representation whereas the Leaky variant doesn’t and
depending on the problem, activation functions that die or don’t die off at zero
may or may not be useful.

The convention in modern convolutional neural networks however seem to be to
use ReLU or Leaky ReLU activation functions over others([6] [7] [9] [10]).

2.2.2 Parametric Rectifier
Instead of having a predetermined amount of leakage allowed by a LReLU, one
can instead set the allowed gradient for values below zero in the rectifier to be a
trainable parameter of the neural network. The advantage here being that it can
learn a better representation of the data by activating certain values of the data dif-
ferently from each activation layer to another. The downside is obviously that it is
a trainable parameter which increases the time complexity of the training process.
However, if the model is shallow enough where training times aren’t atrocious, it
can be a good avenue to consider since the speed of the model will still remain the
same after it has finished training since instead of having a fixed allowed leakage
constant of c, it is replaced by the learned parameterαwhich is still just a constant.
Evidence suggests that replacing traditional ReLU or LReLU activation functions
with a PReLU instead can lead to large improvements in model performence with
little added risk of overfitting the data[12].

There is however still a risk of overfitting, but since a large portion of this risk



CHAPTER 2. LITERATURE STUDY 9

has been mitigated in the proposed model by excluding dense layers and making
a fully convolutional network, it is an interesting alternative to consider.

2.2.3 DropReLU
The ReLU activation function has no doubt become the go-to function for neural
networks as it, unlike the hyperbolic tangent or sigmoid activation function, have
a capacity to alleviate the vanishing gradient problem since it retains the positive
part but reduces negative values to zero, or close to zero for an LReLU activation.
ReLUs also boost the sparsity of the output features which is a good property since
it can help with training times for neural networks.

However, convention would suggest that an activation is placed after every convo-
lution layer which doesn’t seem to have a justification other than outputs should
be activated. This is why investigation into the proportion of activations in com-
parison to the amount of convolutions has been done by Gangmin Zhao et al. to
see if accuracy can be increased with a proportion disparity between the layers
where the amount of convolutions should be strictly greater than the amount of
activations with ReLU functions[4].

The authors argue that having too many activations can result in poor general-
ization and propose having strictly less non-linear activations than the amount of
convolutions in the network. The authors do admit that more research needs to be
done in order to know how different proportion modules affect different sized net-
works, however, they do boast an improvement for many deep architectures by just
sticking to a 2:1 proportion between convolutions and activations. They showed
promising results for ResNet([10], [11]) and the Deep Fusion Network[15].

2.2.4 Image Pyramids
Image pyramids are sequences of the same image in decreasing resolution all
stacked on one another. One takes an input image and makes copies of it of re-
duced size then pass them all through a neural network to obtain a classifcation
of the image.



10 CHAPTER 2. LITERATURE STUDY

The reason for why one would do this is the increased accuracy as it helps alle-
viate the problem of object scale differences in images and can help to find more
nuanced features in an image. The obvious drawback here is the large increase
in computational complexity as the dimensionality of the input is substantially
increased. For this reason it was decided to not be used as a part of the model.

2.2.5 Detection at different scales
Objects can vary in size a lot from image to image. This means that a model that
makes a single detection might have a harder time detecting extreme cases such as
very big representations of an object in an image. This can be mitigated by having
a very diverse data set with equal representation but crafting such a set of images
can be very difficult. Having a single detection model can make that detection
become better at certain sizes of the object if the data set favours that size.

One way to mitigate this is to make multiple detections at different scales. What
this means is that the model makes a sequence of detections that are tailored to
different sizes say small, medium and large. This gives the model the ability to
train It’s detection capabilities through separate paths in the model. This generates
more proposals for each image that gets sent through the model which means that
each detection has to be handled accordingly i.e. non maximum suppression, have
their ownways of generating anchors etc. whichmeans higher computational cost.
The added benefit of this was however consideredworth the trade off in complexity
since the object sizes in this task varied a great deal from small, low resolution
people in a distance to close up, big objects with a high resolution. So it made
sense to have separate classifiers for separate cases even though all the objects
belonged to the same category of "person".

2.3 Various models
In this section, known models and how they work will be described whereas the
proposed model will be covered in the method section.
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2.3.1 YOLOv3
A lot of inspiration was taken from the YOLOv3 model since a lot of aspects of it
were useful for a one-stage detector. There are three versions of YOLOv3 where
all of them are one-stage detectors. YOLOv3’s[7] initial part is a neural network
called darknet-53 which works as a feature extractor before it is passed on to the
second part of the model where detection is made on different scales. The 53
comes from the fact that it has 53 convolutional layers

First, the model normalizes the input image by dividing each pixel value by 255.
This is to reduce the variance in the values for each pixel in the image since all
values now fluctuate between 0 and 1 rather than 0 and 255. This image is then
divided into a grid with a predetermined level of graininess. Say a 10 × 10 into
25 2 × 2 regions where predictions regarding class confidence, bounding box,
confidence and bounding box coordinates are made for each box.
The darknet-53 body incorporates residual layers, which the previous editions did
not since the newest model is so deep. The reason for this is discussed in the
theory but to mention it briefly here, skip connections help alleviate the vanishing
gradient problem so it makes sense that a large part of the initial structure should
be comprised of mainly blocks of residual layers. This was heavily utilized in the
proposed model. The structure for darknet-53 is as follows
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1x

2x

8x

8x

4x

Layer Filters Window/Size Output
Convolution 32 (3x3) 256x256
Convolution 64 (3x3)/2 128x128
Convolution 32 (1x1) -
Convolution 64 (3x3) -
Residual - - 128x128

Convolution 128 (3x3)/2 64x64
Convolution 64 (1x1) -
Convolution 128 (3x3) -
Residual - - 64x64

Convolution 256 (3x3)/2 32x32
Convolution 128 (1x1) -
Convolution 256 (3x3) -
Residual - - 32x32

Convolution 512 (3x3)/2 16x16
Convolution 256 (1x1) -
Convolution 512 (3x3) -
Residual - - 16x16

Convolution 1024 (3x3)/2 8x8
Convolution 512 (1x1) -
Convolution 1024 (3x3) -
Residual - - 8x8

Average pool - Global -
Dense - 1000 -
Softmax - - -

Table 2.1: Darknet-53 structure

The gray parts of the table are the residual blocks of varying sizes. 2x for example
means that we take the convolution prior to the block and connect it to the final
layer of the block(Residual) where in this particular case, the residual block has
a depth of two. For a residual block with two repetitions we would thus have 5
convolution layers where the first layer is added to the fifth. We also see the filter
size increasing rapidly after each successive residual block. This might increase
the complexity of the model but the dimension of the input has been reduced far
enough to where this doesn’t become an issue if the filter size is increased at a
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later stage in the model.

After the darknet-53 structure, three separate detections are made using upsam-
pling. YOLOv3 makes the first detection y1 immediately after the output of the
darknet which will account for very small object detection in images as the result-
ing output is of a low dimension. Then an upsampling is performed on the output
and additional convolutions are made to make a detection y2 for medium sized ob-
jects. The final stage is another upsampling with It’s own separate mini-network
of convolutions that makes a detection y3 which accounts for large objects.

Another important aspect of YOLOv3 is how it handles It’s anchor boxes. How
anchor boxes work will be covered in the theory section. But roughly speaking,
it takes 9 anchor boxes and orders them from the smallest to the largest. So
if we have 9 boxes b1, ..., b9 where bi = (xi,min, yi,min, xi,maxyi,max), we com-
pute the width and height of the anchor boxes and order them as b1 < b2 <

, ..., < b8 < b9. We then assign each detection (y1, y2, y3) their own anchor
boxes {{b1, b2, b3} , {b4, b5, b6} , {b7, b8, b9}}. The anchor boxes are found using
k-means clustering on the bounding boxes from the training samples which will be
priors for the predicted bounding box. The model then adjusts these predictions
using the priors. The model only does this adjustment for the bounding box it has
decided on for each cell of the image. Some predetermined amount of bounding
boxes per cell is computed. All bounding boxes except for one is then discarded
using non-max suppression whereas the final box is compared to the minimum
allowed confidence for a bounding box to count it as a prediction. The only boxes
that go into the loss function are the ones who passed the non-max suppression
stage and had a confidence score over the threshold. I will use the same method-
ology so the exact mechanics will be covered in the methods section.

On a side note, the idea behind using anchor boxes was first introduced in Faster R-
CNN[20] by Shaoqing Ren et al. and was later used in the Single Shot MultiBox
Detector[23] and YOLOv3 aswell with great success, which was the reason for
why it was decided to be used in the proposed model too. This was useful as
direct inference about the location of the bounding box in a single-stage manner
has proven to not be as effective as using anchors if we compare the accuracy
of Faster R-CNN and YOLOv3 to models like VGG-16 and its stronger variant
VGG-19[13].
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2.3.2 Single Shot MultiBox Detector(SSD)
This model uses the convolutional feed forward VGG-16[13] model as its base
with some added touches to speed up the classification process in a manner that
doesn’t sacrifice accuracy by too much. The overarching structure of the SSD
model is that it produces a fixed amount of bounding boxes and confidence scores
for the presence of an object which is then followed by non-max suppression to
produce the final results, not too unlike YOLO. The model evaluates a small set of
default boxes having varying aspect ratios at each location of several feature maps
at different scales. For every default box, confidences and offsets are predicted
which are then matched to the ground truth boxes of the training images where
the best predictions are classed as positive and the rest as negative. These predic-
tions are then used to compute the loss during the training process. The model
loss is described as a weighted sum between localization loss and a confidence
loss where for the localization, a smooth L1 loss is used where as cross-entropy
is used for the confidence loss.

SSD is roughly represented as follows

Image Input

VGG-16 Base(Conv4_3)

Conv6 + FC6

Conv7 + FC7 Conv8_2 Conv9_2 Conv10_2 Conv11_2

Detection: 8732 per class

Non-Maximum Suppression

Figure 2.1: SSD model architecture.

The names of the convolution layers in figure 2.1 are not the actual convolution
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layers in the entire model but just a representation to show their succession. The 2
in Conv8_2 for example just signifies that there are two convolution layers in that
block and that that block in particular is responsible for a detection. The VGG-
16 base is a deep network with many convolutions whereas the additional layers,
Conv6_2 through Conv11_2 and FC6 7 are the custom additions on top of the
base to give predictions at different scales.

The strength of this model is the multiple detection at the different stages of the
model, which at the time produced state-of-the-art results in comparison to other
models such as Fast R-CNN[18], Faster R-CNN[20] and YOLOv2[6] models on
the PASCAL VOC 2007[3] dataset.

2.3.3 Faster R-CNN
Faster R-CNN is a region proposal network but it is en-large composed of three
sub networks that work together to produce a classification. A feature network,
region proposal network and a detection network.

The feature network is the base which can be any well known network like the
ones mentioned before with the final layers removed since It’s not supposed to do
any classification. The function here is to extract good features from the images
and to output them into the next stage. The input structure is maintained in the
output of the feature network in the sense that it is still rectangular, albeit reduced
in size and spatial information is retained.

The region proposal network is not very deep and usually consists of a handful of
convolutions and other auxiliary layers where to purpose is to generate so-called
Region of Interests(ROIs). This network is slided using a window over the out-
put of the feature network to produce lower dimensional features which are then
fed into two separate fully connected layers, a box-regression layer and a box-
classification layer. In the original paper the authors used a 3× 3 sliding window.
The output from this network is a multitude of bounding boxes and a correspond-
ing value of 1, 0 or -1, indicating the presence of an object or not or if the box can
be discarded respectively.

The detection network takes the input from the previous networks and classifies
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the object in the proposals and generates a bounding box. It is comprised of fully
connected layers. The feature network is already pretrained on a previous dataset
since it is a structure from some already pre-existing network which means that
these layers can be configured to be untrainable during the training process of the
Faster R-CNNmodel. The only parameters that need training are the ones present
in the layers of the region proposal and feature networks.

2.3.4 Mask R-CNN
Mask R-CNN[9] builds upon Faster R-CNN by adding a branch for predicting
segmentation masks on all ROIs in parallell with the two branches previously de-
scribed i.e. the bounding box and classification. Segmentation masking is just
another way of saying semantic segmentation where we want to partition an im-
age into meaningful slices, in this case the part of the image that contains an object
and to then classify this region of the image. It is different than an ROI because
here we are trying to mask the exact region the object is within whereas with an
ROI we are getting a region of the image that might contain interesting informa-
tion in the image.

Semantic segmentation can be done in a variety of ways where Mask R-CNN
takes a region based approach. First, proposals are generated about regions(ROIs)
where the object might be. Then it predicts the object class and creates a bound-
ing box and looks at the ROIs on a pixel by pixel level of the object to create the
segmentation mask. So in a simplified way we first have some base neural net-
work that does feature extraction. This is then fed to the region proposal network
that produces a form of binary classification akin to the one described in Faster R-
CNN, and bounding box proposals. This information is then used to create ROIs
that together with the information from the feature extrator network gets fed into
a third network that produces the mask. This then outputs a classes, bounding
boxes for the objects and masks for the objects in the picture.

Mask R-CNN is not technically a unique neural network but an ensemble of ideas
where each step can be modified depending on the dataset. The feature extractor
can be any neural network and the region proposal process can have a different
architecture as well as the one used in the original paper[9]. We could thus re-
place the ResNet backbone they used with other backbones like Darknet-53 that
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YOLOv3 sits upon or VGG-16 where we just remove the last layers since the fea-
ture extraction is what we are interested in and not a final classification.

On a personal note it would be interesting to use a custom model as the backbone,
trained on appropriate data and then add a region proposal network and semantic
segmentation network on top to see how it would affect the performence. But as
it was stated in the limitations, region-based networks were discarded as potential
models because of time constraints.

2.4 Single versus Two-stage detectors
A single-stage detector is the standard way anyone would introduce the concept of
an artificial neural network. We have some input, layers following the input that
transform the data in some way and then an output. This output in a Single-stage
detector is strictly the classification or the end-result you are looking for.

A two-stage detector is simply put, a detector that is comprised of two neural
networks. This usually comes on the form of having one proposal network and
one classification network where the proposals are either bounding boxes or re-
gions(or both). These proposals are then classified by the classifier. The dif-
ference here is that there are two separate networks responsible for localization
and classification where as in a single-stage both of these are performed by the
same network. Two-stage detectors are notoriously slow compared to one-stage
counterparts since having two networks usually leads to larger architectures than
having a single one.

The advantage of a single-stage detectors is thus the speed at which they can clas-
sify images. Since the task is accomplished by inputting the image and then having
the network output an answer directly, no additional computation cost is added to
other processes that might be present for a higher accuracy. SSD and the variants
of YOLO are examples of a single-stage detector([23] [8] [6] [7]). Although they
bymodern standards don’t achieve state-of-the-art accuracy, they perform classifi-
cation at much greater speeds in comparison to two-stage, region based classifiers
like Fast-R-CNN[18]. The table below displays differences in how many frames
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per second various models are capable of classifying on the VOC 2007 and 2012
dataset[3]

Detection Frameworks Train mAP FPS
Fast R-CNN 2007+2012 70.0 0.5

Faster R-CNN VGG-16 2007+2012 73.2 7
Faster R-CNN ResNet 2007+2012 76.4 5

YOLO 2007+2012 63.4 45
SSD300 2007+2012 74.3 46
SSD500 2007+2012 76.8 19

YOLOv2 288 x 288 2007+2012 69.0 91
YOLOv2 352 x 352 2007+2012 73.7 81
YOLOv2 416 x 416 2007+2012 76.8 67
YOLOv2 480 x 480 2007+2012 77.8 59
YOLOv2 544 x 544 2007+2012 78.6 40

Table 2.2: Table from the YOLOv2 paper comparing the performence of different
models[6]

Even though the table is a little dated, since two-stage detectors have come a long
way since then, the important thing to observe here is the FPS column to the right
of the table. YOLO and all It’s variants in the table and the SSD models are all
single-stage detectors. The Fast R-CNN and Faster R-CNN variants are two-stage
detectors. The paper doesn’t specify what kind of GPU that was being used for
classifying the test data but the model weights of all the models in the table are
publicly available and the test was performed by the writers themselves on their
local computer(Joseph & Ali, 2016).
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Mathematical Theory

The mathematical foundation will be given here first regarding all of the compo-
nents of the model where as the model structure and arguments for the architecture
layout will be given in the subsequent subsection.

3.1 Objective functions
Objective functions or loss functions as they are often called are what the neural
networks use in conjunction with an optimizer to update the parameters during
training.

There are a wide range of objective functions such as the binary cross-entropy
loss for two probability distributions p and q

Lθ(p, q) = Ep [−log (p)] .

This loss function takes two inputs in our case, the distribution of the output and
the predicted output, generated from predicting the class of an image using our
neural network. The goal is to get the distributions to be as close to each other as
possible. This requires the output of the neural network to be normalized so that
it indeed is a probability distribution. This can be done using 3.19, assuming that
the ground truth labels are also described as probability distributions.

Another loss function that is frequently used is the standard mean-squared error

19
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Lθ(Θ, (y, ŷ)) =
1

n

n∑
i=1

(yi − ŷi)2,

where yi is the true value of the label and ŷi is the predicted label or confidence
of the prediction that the object in the image belongs to class i.

We want to minimize the loss of the error for all the images so if our loss function
for some image yi = (y

(i)
1 , ..., y

(i)
n )T isLθ(yi,Θ) for our model parameters Θ, then

the total empirical loss becomes the sum of the loss for all N images

Ltotθ (Y,Θ) =
N∑
i=1

Lθ(yi,Θ). (3.1)

3.2 Convolutional Neural Networks
Convolutional neural networks(CNN) are a different variant from the more tra-
ditional multilayer perceptrons(MLPs). The difference being that in an MLP,
each neuron has a unique weight factor whereas in a CNN the neurons can share
weights. When sparsity is mentioned in regards to CNNs it is meant that the
weight sharing ends up reducing the number of trainable parameters.

A typical CNN is a feed-forward neural network consisting of a wide variety of
layers(not only convolutions) in succession(or in parallel) of one another that, put
crudely, performs dimensionality reduction, automatic feature engineering and
then returns a vector C = (c1, c2, ..., cM)T at the end of the network as output
where each element ci ∈ C is the probability that the input image of dimension n,
Xj = (xj1, x

j
2, ..., x

j
n)T belongs to class i out of all C different classes of objects.

3.2.1 Convolution
The convolution layer is the bedrock of a CNN so it will be described first. Let us
assume that we have an image with three channels, i.e. red, green and blue color
channels. The image X is represented as an n×m×R tensor where xi,j,r is the
pixel value of the (i, j, r)’th entry of the tensorX ,. Assume now also that we have
a kernel Θ of dimension n′ ×m′:
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Yc =


X0,0,r X0,1,r · · · X0,m,r

X1,0,r X1,1,r · · · X1,m,r
... ... ... ...

Xn,0,r Xn,1,r · · · Xn,m,r

 , Θ =


Θ0,0 Θ0,1 · · · Θ0,m′

Θ1,0 Θ1,1 · · · Θ1,m′

... ... ... ...
Θn′,0 Θn′,1 · · · Θn′,m′

 .
Note that Xr means one of the two dimensional slices of the three dimensional
tensor containing the pixel values for channelR ∈ {1, 2, 3} = {red, green, blue}.
Then, if we now imagine having an input images asX = (X1, X2, X3)where each
entry inX is of the form given above. We have D amounts of filters Θ on the form
given above for Θ and D amount of biases b, whereX ∈ Rn×m×R, Θ ∈ Rn′×m′×D

and b ∈ RD. Our outputs Hi,j from the convolution layer becomes the result of
applying our filter(kernel) Θ on our image X as follows:

Hi,j = (X ∗Θ)i,j =
m′−1∑
k=0

n′−1∑
l=0

3∑
r=1

Θk,l,rxi+k,j+l,c + b. (3.2)

For simplicity, the input image will be considered for a single channel only, i.e. a
grayscale image which will turn 3.3 into

Hi,j = (X ∗Θ)i,j =
m′−1∑
k=0

n′−1∑
l=0

Θk,lxi+k,j+l + b. (3.3)

3.2.2 Notation
Before we can begin to look at the feed forward and backwards processes of a
CNN, it might be reasonable to go over the notation that will be used and have it
centralized at a single place so that the reader can go back to it in case they get
lost in the indices, which i know that i have done at many occasions.

• The input x is of dimension n×m and has i by j as iterators.

• The filter or kernel Θ is of dimension n′ ×m′ and has k by l as iterators.

• Θ
(s)
k,l is the weight matrix containing the neuron weights between the layers

s and s− 1.
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• b(s) is the bias unit at layer s.

• x(s)
i,j is the convolution operation performed on the input vector at layer s

with an added bias. This is represented as

x
(s)
i,j =

∑
k

∑
l

Θ
(s)
k,lo

(s−1)
i+k,j+l + b(s),

where o(s)
i,j is the output vector at layer s.

• f(·) is the activation function that is applied to the convolved input x(s)
i,j

which gives us the output at layer s

o
(s)
i,j = f(x

(s)
i,j ).

3.2.3 Forward Propagation
Taking the kernel Θ and convolving it withX means multiplying the elements be-
tweenX andΘ for the region ofX that overlapswithΘ. The result is then summed
up to obtain the output of that location. We then move this kernel across or down
X with some stride. This procedure is repeated for the amount of kernels(filters)
you have chosen to create the outputs from all the convolution operations. The
operation can bee seen below, as well as the concept of sparsity(weight sharing)
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Input feature map

∗

Kernel

Convolution

Figure 3.1: Figure for visualizing the convolution operation between an input and
a single kernel.

In the above picture we see that the receptive field of each node is less than the
amount of nodes we have in total in the first layer. Also, the input is usually a
matrix, the kernel is a matrix and the output is in those cases not usually a flat-
tened output. The horizontal node representation is just to visualize the parts of a
convolution in a similar way to that of a fully connected to demonstrate the sparse
connectivity that is present in CNNs. The connections are only local for a node
in a layer in a CNN.

We can thus visualize the convolution and which parts of the kernel that sweeps
over which region of the input vector. Note that the stride has been set to two in
the image below
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Figure 3.2: Figure for the overlapping elements of the input with the kernel for a
convolution with four iterations.

It’s important to note that a lot of illustrations don’t mention if the kernel is flipped
or not i.e. if they are showing a cross correlation but with a 180 degree rotated
kernel to make it into a convolution. Throughout this entire section, the kernel
used will be assumed to be in the correct order for it to be a convolution and we
will skip using extra notation for highlighting that we are using a horizontally and
vertically flipped kernel which some explanations use.

3.2.4 Backpropagation
Learning means that the weights Θ are adjusted so that the difference between a
prediction and the true label is as small as possible. One accomplishes this by
minimizing a convex loss function L.

We want to compute ∂L
∂Θ

(s)
k,l

which is the change in the (k, l)’th entry of the kernel
and how it affects the objective function L. Note that the iterates begin at zero so
their interval becomes k = 0, ..., n′ − 1 and l = 0, ...,m′ − 1.

One thing to keep in mind is that during the forward pass, it is reasonable to lo-
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cally calculate the derivative for each layer and store them in a cache so that when
the backpropagation happens It’s not needed to recalculate everything to compute
the gradient, rather, It’s possible to use the cached derivatives and multiply them
with each other. This saves a lot of computation time since the backpropagation
step is repeated many times during training for every image.

The input feature map of dimension n×m is convolved with the kernel containing
the weights. Having a kernel with dimension n′ ×m′ gives us an output feature
map of dimension (n − n′ + 1) × (m − m′ + 1). We can use the chain rule to
compute the derivative of each individual weight as

∂L
∂Θ

(s)
k′,l′

=
n−n′∑
i=0

m−m′∑
j=0

∂L
∂x

(s)
i,j

∂x
(s)
i,j

Θ
(s)
k′,l′

=

=
n−n′∑
i=0

m−m′∑
j=0

δ
(s)
i,j

∂x
(s)
i,j

Θ
(s)
k′,l′

, (3.4)

where x(s)
i,j =

∑
k

∑
l Θ

(s)
k,lo

(s−1)
i+k,j+l + b(s) which we can use together with (3.4) to

get the following expansion

∂x
(s)
i,j

Θ
(s)
k′,l′

=
∂

Θ
(s)
k′,l′

(∑
k

∑
l

Θ
(s)
k,lo

(s−1)
i+k,j+l + b(s)

)
. (3.5)

Further expansion of the double sum in (3.5) results in zero values for all partial
derivatives except for when k′ = k and l′ = l as follows

∂x
(s)
i,j

Θ
(s)
k′,l′

=
∂

Θ
(s)
k′,l′

(
Θ

(s)
0,0o

(s−1)
i+0,j+0 + ...+ Θ

(s)
k′,l′o

(s−1)
i+k′,j+l′ + ...+ b(s)

)
=

∂

∂Θ
(s)
k′,l′

(
Θ

(s)
k′,l′o

(s−1)
i+k′,j+l′

)
= o

(s−1)
i+k′,j+l′ . (3.6)

Putting 3.6 into 3.4 yields us

∂L
∂Θ

(s)
k′,l′

=
n−n′∑
i=0

m−m′∑
j=0

δ
(s)
i,j o

(s−1)
i+k′,j+l′ . (3.7)
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The dual summation in (3.7) is more or less the summation of each individual
derivative coming from the output at layer (s).

We now want to compute ∂L
∂x

(s)

i′,j′
which is the change in the objective function L

with regards to changes in each pixel value x(s)
i′,j′ at layer s. Again, we make use

of the chain rule as follows

∂L
∂x

(s)
i′,j′

=
n′−1∑
k=0

m′−1∑
l=0

∂L
∂x

(s+1)
i′−k,j′−l

∂x
(s+1)
i′−k,j′−l

∂x
(s)
i′,j′

=

=
n′−1∑
k=0

m′−1∑
l=0

δ
(s+1)
i′−k,j′−l

∂x
(s+1)
i′−k,j′−l

∂x
(s)
i′,j′

. (3.8)

In 3.8 we can expand x(s+1)
i′−k,j′−l to x

(s+1)
i′−k,j′−l =

∑
k′
∑

l′ Θ
(s+1)
k′,l′ o

(s)
i′−k+k′,j′−l+l′+b

(s).

And then insert it into
∂x

(s+1)

i′−k,j′−l

∂x
(s)

i′,j′
:

∂x
(s+1)
i′−k,j′−l

∂x
(s)
i′,j′

=
∂

∂x
(s)
i′,j′

(∑
k′

∑
l′

Θ
(s+1)
k′,l′ o

(s)
i′−k+k′,j′−l+l′ + b(s)

)

=
∂

∂x
(s)
i′,j′

(∑
k′

∑
l′

Θ
(s+1)
k′,l′ f

(
x

(s)
i′−k+k′,j′−l+l′

)
+ b(s)

)

=
∂

∂x
(s)
i′,j′

(
Θ

(s+1)
k′,l′ f

(
x

(s)
i′−k+0,j′−l+0

)
+ ...+ Θ

(s+1)
k,l f

(
x

(s)
i′,j′

)
+ ...+ b(s+1)

)
= {k = k′, l = l′} =

∂

∂x
(s)
i′,j′

(
Θ

(s+1)
k,l f

(
x

(s)
i′,j′

))
= Θ

(s+1)
k,l f ′

(
x

(s)
i′,j′

)
. (3.9)

Putting 3.9 into 3.8 gives us

∂L
∂x

(s)
i′,j′

=
n′−1∑
k=0

m′−1∑
l=0

δ
(s+1)
i′−k,j′−lΘ

(s+1)
k,l f ′

(
x

(s)
i′,j′

)
. (3.10)

The deltas δ(s)
i′,j′ = ∂L

∂x
(s)

i′,j′
are used during the reconstruction process and can all

be calculated with 3.10 which will be used to calcualte the gradients of the filters
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present in the previous layer.

Note that the leaky rectifier is used with an α parameter of 0.1 which means that

f ′(x
(s)
i,j ) =

{
1, if x(s)

i,j > 0

0.1, else.
(3.11)

So finally we arrive at the update. We have

∂L
∂Θ

(s)
k′,l′

=
n−n′∑
i=0

m−m′∑
j=0

∂L
∂x

(s)
i,j

∂x
(s)
i,j

Θ
(s)
k′,l′

=
n−n′∑
i=0

m−m′∑
j=0

δ
(s)
i,j o

(s−1)
i+k′,j+l′ , (3.12)

Using 3.6 with 3.10 we can insert ∂L
∂Θ

(s)
k,l

into our updating algorithm

Θs+1
k,l = Θs

k,l − η
∂L
∂Θ

(s)
k,l

, (3.13)

where η is the learning rate.
Note that the model in this thesis has excluded all bias terms because batch nor-
malization is used between every convolution and activation. The reasons for why
their exclusion is logical will be covered in the next section.

3.3 Batch Normalization
One problem in training neural networks is the varying speeds at which the train-
ing is performed. For certain data sets, the distribution for the weights can vary
from layer to layer to a large degree which means that the model needs to readjust
itself in subsequent batches and epochs which can lead to a slower convergence
for the weights during training. The change in distribution is sometimes referred
to as an Internal Covariate Shift.

It is therefore logical to add an extra step called Batch Normalization[19] between
the convolution layer and the activation right before non-linearity is introduced.

The procedure begins with considering a d-dimensional input from a previous
layer X = (x1, ..., xd)

T which will have each dimension normalized to have a
meanE [xk] = 0 and variance V ar [xk] = 1, ∀k ∈ d. This normalization however
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can be restrictive in what the normalized output is capable of representing so in
order to combat this two additional parameters are added, a scale parameter γk
and a shift parameter βk that can be learned by the network in order to restore the
representation power of a normal, non-normalized network. The k’th input from
the normalized output now becomes

yk = γkxk + βk =

= γk
xk − E [xk]√
V ar [xi]

+ βk

= γk
xk − µk√
σ2
k + ε

+ βk, (3.14)

where ε is an added constant for numerical stability and

µk =
1

m

m∑
i=1

x
(i)
k

σ2
k =

1

m

m∑
i=1

(x
(i)
k − µk)

2. (3.15)

Here, m is the batch size which means that we compute the expected value and
the variance of the dimension k, ∀k ∈ d and as previously mentioned, normalize
the output of the previous layer along each dimension separately.

Another good property of the batch normalization layer is that the bias can be
ignored in the convolution layers as It’s effects will be cancelled out by the role of
the shift parameter in the batch normalization. This means that the model has no
bias terms in the convolution layers but only weights.
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3.4 Detection
The detection layer usually follows a convolution layer where the idea is to intro-
duce non-linearity into the signals of the network by applying a point-wise activa-
tion function on each filter so that differences in values become more non-linear,
i.e. further apart or closer together according to some non-linear function.

Assume we have performed a convolution on an image Y ∈ Rn×m and we have
obtained H ∈ Rn′′×m′′ as

H =


H0,0 H0,1 · · · H0,m′′

H1,0 H1,1 · · · H1,m′′

... ... ... ...
Hn′′,0 Hn′′,1 · · · Hn′′,m′′

 .
We apply the activation function g(x) onH to obtain our output from the detection
layer

g(H in) =


g(H0,0) g(H0,1) · · · g(H0,m′′)

g(H1,0) g(H1,1) · · · g(H1,m′′)
... ... ... ...

g(Hn′′,0) g(Hn′′,1) · · · g(Hn′′,m′′)

 = Hout =

(3.16)

=


max{H0,0}+ max{H0,1}+ · · · max{H0,m′′}+

max{H1,0}+ max{H1,0}+ · · · max{H1,m′′}+
... ... ... ...

max{Hn′′,0}+ max{Hn′′,1}+ · · · max{Hn′′,m′′}+

 .
That is if we set g(x) = max{0, x} which is a very common activation function
that is referred to as the rectified linear unit or ReLU for short. It can be written
for each entry in g(H in) as

g(H in
i,j) = Hout

i,j = max {H in
i,j}+ = max {0, H in

i,j}. (3.17)

The following two functions are used in the thesis. Leaky Rectified Linear Unit
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f(x) =

{
x x > 0

αx else
. (3.18)

This function is not to be confusedwith a parametric ReLU asα here is not learned
but put as a constant. In this thesisα has been set to 0.1. The idea behind the Leaky
Rectified Linear Unit is to allow for a small gradient where otherwise a traditional
ReLU would have passed zero.

The other activation function used for classification is the binary case of the soft-
max function, the sigmoid function

f(x) =
1

1 + e−x
=

ex

1 + ex
. (3.19)

This activation function is applied only at the end i.e. the output of the neural
network. This is to make the output of the network a probability distribution,
forcing the sum of the outcomes, person or not person, to sum to one and making
the prediction into confidences of which class the prediction belongs to.

3.5 Pooling
The pooling layer is most often found after a convolution layer where the utility
of the pooling comes from a reduction in the spatial dimension of the input for
the subsequent layers. If we assume an input of size n′′ × m′′ with a filter size
of the pooling operation as F , a stride S we can find a relation between the input
dimension and output dimension of the tensor.

The input becomes the output of the previous detection layer:

H in =


max{H0,0}+ max{H0,1}+ · · · max{H0,m′′}+

max{H1,0}+ max{H1,1}+ · · · max{H1,m′′}+
... ... ... ...

max{Hn′′,0}+ max{Hn′′,1}+ · · · max{Hn′′,m′′}+

 .
The mathematical notation for the pooling processes are as follows

Hout,max
i,j = max

k=0,...,F,l=0,...,F
{H in

i+k,j+l}, (3.20)
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and

Hout,avg
i,j =

1

F 2

F∑
k=0

F∑
l=0

H in
i+k,j+l, (3.21)

where 3.20 is a max pooling operation and 3.21 is an average pooling operation.
Using max pooling we obtain the output:

Hout,max =


Hout,max

0,0 Hout,max
0,1 · · · Hout,max

0,m
′′−F
S+1

Hout,max
1,0 Hout,max

1,0 · · · Hout,max

1,m
′′−F
S+1

... ... ... ...
Hout,max

n′′−F
S+1

,0
Hout,max

n′′−F
S+1

,1
· · · Hout,max

n′′−F
S+1

,m
′′−F
S+1

 . (3.22)

Even though the model doesn’t use max pooling, it was an honorable mention
as it is a staple in many machine learning algorithms. It was experimented with
initially but ultimately replaced with combinations of convolutions with varying
filter sizes and reshaping as a means of dimensionality reduction instead.
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3.6 Residual Layer
Before going into the purpose of the residual layer, the problem it is supposed to
address is important to understand first.

Whenweights are updated in a neural network, they are done so by back-propagation
which put shortly is the chainrule applied to the partialderivatives of the objective
function with regards to each weight. The problem here is that in some cases, the
gradient will be vanishingly small and subsequent multiplications to compute the
the gradients of the initial layers will effectively be zero as small numbers multi-
plied by small numbers in a long chain returns an even smaller number. This is a
problem for very deep neural networks in particular.

One of the ways to resolve this is by structuring the neural network with so called
residual layers. Lets take a look at the general outline of a residual layer

Layer 1

Activation

Layer 2

Activation

H1(x)

g1(H1(x))

H2(g1(H1(x)))

g2(H2(g1(H1(x))) +H1(x))

H1(x)

Figure 3.3: Scheme for the outputs and inputs of each layer in a residual layer.
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The idea here is that if the output from the first layer is used twice, i.e. once
in the following layer and another time in the subsequent layer, thus using a so
called skip-connection, the gradient term will be larger and decay slower than in
a traditional neural network by amplifying the signal at certain locations in the
network.

3.6.1 Residual Block
A residual block is not really a foundation of computer vision like activation func-
tions or convolution layers, but it is gaining traction and is being used to a larger
extent very rapidly. Thus it will be named here as it is used as a core unit in the
model that has been implemented for this thesis.

A residual block is just a chain of residual layers with variations being in which
activation to use and if extra layers are added or not. For this thesis the residual
block components can be found in the table below

Layer Filters Window strides α

Convolution 1 f (3x3) (2,2) -
Batch Normalization 1 - - - -

Leaky ReLU 1 - - - 0.1
Convolution 2 f/2 (1x1) (1,1)

Batch Normalization 2 - - - -
Leaky ReLU 2 - - - 0.1
Convolution 3 f (3x3) (1,1)

Batch Normalization 3 - - - -
Leaky ReLU 3 - - - 0.1

... ... ... ... ...

Table 3.1: Table for the structure of the residual block

Note that for the Batch Normalization, a momentum of 0.99 and an ε of 0.001 was
used for each normalization. The number of filters vary depending on where in
the model a given residual block is. Also, the table is divided into two sections,
the first part which has three layers, and the second part that has 6 layers. This is
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to highlight that a the minimum size of a residual block is what is seen on the table
for some input of filter f . A deeper residual block just means a copy of the second
block after one another. The output of Leaky ReLU 1 is added to the output of
Leaky ReLU 3. A deeper residual block would do the same except that instead of
adding Leaky 1 to Leaky 3, we would add Leaky 1 to the final output at the end
of the residual block. So the depth of the residual block is directly responsible for
how long the skip connection is in the neural network.

3.7 K-means Clustering
Imagine that we have some data, for simplicity we’ll assume that the data is two
dimensional. Assuming that the data points have a tendency to stay in certain re-
gions of the two dimensional space we are considering, we can find these regions
using an algorithm called K-means clustering.

The objective in K-means is to partition n observations into k clusters, where we
assign each observation to the cluster that is the closest to it. The position of the
centroid is the mean of the data points in said cluster. The algorithm is as follows

1. Initialize the k means (m
(1)
1 , ...,m1

k) by randomly generating them.

2. Assign each observation to the mean that has the smallest Euclidean dis-
tance between the observation and the mean.

S
(t)
i =

{
xp :

∥∥xp −m(t)
i

∥∥2 ≤
∥∥xp −m(t)

j

∥∥2 ∀j, 1 ≤ j ≤ k
}

3. Calculate the updated centroids(means) using the information from step two
as follows

m
(t+1)
i =

1∣∣∣S(t)
i

∣∣∣
∑

xj∈S
(t)
i

xj.

4. Keep repeating step two and three until the centroids stop updating.

The regions that form after the convergence has been reached are called Voronoi
regions which are simply put, the closed off regions in the space of outcomes that
will pertain to a certain class. These regions can be seen in the image below that
represents three centroids found after a k-means algorithm has converged
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Centroids

Voronoi Cell 1

Voronoi Cell 2

Voronoi Cell 3

Figure 3.4: Three centroids and their respective Voronoi regions.

3.8 L2-Regularization
Ridge regression or L2-Regularization is a method of combatting overfitting by
adding a penalty term to the weights, in this case a specific layer. It adds a penalty
to weights that have a high value and a smaller penalty to weights that have a value
closer to zero by doing the following

LL2(x̂,Θ) = L(x̂,Θ) + λ
∑
i∈D

Θ2
i (3.23)

s.t.
∑
i∈D

Θ2
i < a,

where Θ ∈ RD are the weights andL(x̂,Θ) is some loss function before we added
L2-Regularization. λ is a constant that we use to influence the size of the penalty
we add to our base loss function where setting it to zero would mean that we
wouldn’t incur any penalty at all. a is a constant that forces the weights to have a
value in the range of 0 to a. L2-regularization is good for evening out the values
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of our weights in the sense that it penalizes dominant weights and is lenient on
weights with a lower value which can be helpful in avoiding overfitting by not
having a small percentage of the weights having a large value and the rest being
close to or equal to zero.

This is in contrast to L1-Regularization or Lasso regression where the penalty
is the absolute value of the weights instead. L1-Regularization has the opposite
capability of imposing a value of zero to some weights.

3.9 Neural style transfer for data augmentation
After obtaining the data it was deemed that the size was insufficient and methods
for artificially expanding the amount of images was investigated. This is because
the model was quite robust but seemed to perform worse in particular instances
like a person holding a flash light in an alleyway. This introduces a certain type
of background that changes a lot, increasing the chance that disturbances from the
light either gives a false positive at some other location than the person is in the
image or reduces the chance that the person is detected because of exotic pixel
values.

In an attempt to expose the model to new situations, style transfer was considered
as a more sophisticated means of adding noise to an image. The work is based
on "A Neural Algorithm of Artistic Style" by Leon A. Gatys et al[14] where one
takes the VGG-19[13] network and remove the final fully connected layers. With-
out the final layers what one essentially has is a feature extractor after which new
operations can be added depending on what one wants.

The paper describes the process as follows: For each layer in the neural network,
the input x is encoded by the filter responses to the input. A layer withNl distinct
filters has Nl amounts of feature maps that each have a size height × width =

Ml. The responses in a given layer l can be stored in a matrix F l ∈ RNl×Ml

where F l
i,j is the i’th filter activation at position j. By defining the input as x

and the generated image as p. Using their respective feature representations F l

and P l in layer l, we can define the squared-error loss between the two feature
representations at a given layer
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Lcontent(p,x, l) =
1

2

∑
i,j

(F l
i.j − P l

i,j)
2. (3.24)

The derivative of this loss with respect to the activations in layer l becomes

∂Lcontent
∂F l

i.j

=

{
(F l − Pl)i,j, if F l

i.j > 0

0, if F l
i.j < 0.

(3.25)

The authors could then change the initial image x until it generated the same re-
sponce in a certain layer l as the image p.

In addition, a style representation is created that is defined as the correlation be-
tween the different filter responses, where the expectation is taken over the fea-
ture maps of the input image. These correlations are given by the Gram matrix
Gl ∈ RNl×Nl where Gl

i,j is defined as the inner product between the vectorized
feature maps i and j in layer l:

Gl
i,j =

∑
k

F l
i,kF

l
j,k. (3.26)

Gradient descent is used to find a texture that is true to the original style of a
given image by minimizing the squared distance between the Gram matrix from
the original image and the Gram matrix of the image to be generated. If we let a
and x be the original image and the image that is generated and Al and Gl their
respective style representations in layer l, the contribution of the l’th layer to the
loss becomes

El =
1

4N2
l M

2
l

∑
i,j

(Gl
i,j − Ali.j)2, (3.27)

and the total loss is

Lstyle(a,x) =
∑
l∈L

wlEl, (3.28)

where wl are the weights for the contribution of each layer to the total loss. These
weights have manually set values and can be altered depending on the preference
of the user. The derivative of El with respect to the activation becomes
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∂El
∂F l

i.j

=

{
1

N2
l M

2
l
((F l)T (Gl − Al)), if F l

i.j > 0

0, if F l
i.j < 0.

(3.29)

Finally, the total loss that is minimized is as follows:

Ltotal(p,x,x) = αLcontent(p,x) + βLstyle(a,x), (3.30)

where α and β are weight factors for content and style reconstruction respectively.

Below is an image showing the input image and the reference style image and the
resulting style transfer that ensued. Note that the parameters were set to (α, β) =

(1.0, 0.025) and the style representation weights wi were set to 1.0.
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Figure 3.5: Input image with results for corresponding style reference image.

The loss is minimized through iterations just like training a standard neural net-
work. However, the goal is not to transform the image so much that the people
look cartoony or unrealistic. The idea is, like mentioned before, to introduce a
more sophisticated form of noise that will make it seem like a completely new
image to the network. This coupled with horizontally flipped images was the ex-
tent of the augmentation. The reason for the horizontal flipping is that rotational
invariance is usually learned through max pooling but the model in this thesis is a
fully convolutional neural network which only uses convolutions, batch normal-
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izations and activation functions, thus this lack of invariance can be exploited in
data augmentation.



Chapter 4

Method

4.1 Model Architecture
Since a model that is commercially applicable, that is, applicable for real-time
classification, a single-stage detector was tested first as it greatly reduces the com-
plexity of the model in comparison to other neural networks. The architecture
was inspired by the knowledge gained from the literature study regaring activa-
tion functions, circumventing the vanishing gradient problem as the model will
be moderately deep and adopting the concept of anchor boxes to learn bounding
boxes alongside object detection.

However, as it turned out, very small and very big objects were hard for the model
to find which is why it was later changed to do multiple detections at various
scales. One for small, medium and large objects each.

The model began with an initial set of convolutions followed by batch normaliza-
tions to extract high level features from the images. In many networks, the initial
kernels used for the early convolutions are set to a low number in comparison
to deeper layers as it takes up a lot of computation power to compute the initial
convolutions whilst the input dimension hasn’t been reduced yet. But since the
quality of many frames was deemed low, the traditional starting point of 32 filters
was doubled to 64, knowing that it would have a large impact on the inference
time of the model. The objects i.e. people in the images are from surveillance
footage which means that they can on many occasions be very small as cameras

41
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are placed at an altitude rather than ground level as well as sitting in an area where
it looks over a large space rather than a specific, small region.

Following the initial layers comes the large body of the network which will be
composed of residual blocks. The reason for this is because of what was learned
in the literature study. Since the network will be (Somewhere between 30-50, not
yet decided) convolutional layers deep, there is a risk of the initial layers to escape
training as the gradient will be close to zero. This means that the majority of the
model is composed of skip connections to circumvent that.

After the main structure of the network it is time to prepare the shape to become an
output that can be fed into the objective function. There are an additional (Three
to five) convolutional layers each followed by a batch normalization that down
sample the output of the residual structure to have a square shape of 7× 7 as this
is the grid-size that was decided upon after inspecting ??, the histogram for object
sizes and widths. The output of the network became (Batch Size, 7, 7, B, 6). The
B represents the amount of anchor boxes used in the model which in this case was
set to B = 4 for each detection at each scale, giving a total of 12 anchor boxes.
Initially, 9 bounding boxes was found by the k-means algorithm. They had the
following values: ((20, 42), (30, 70), (41, 97), (53, 131), (69, 185), (80, 254),

(93, 212), (109, 284), (161, 320)).
However, histograms of the weights and heights of the bounding boxes found in
the annotations can be inspected
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Figure 4.1: Histogram showing the heights of the bounding boxes.

Figure 4.2: Histogram showing the widths of the bounding boxes.

Looking at the histograms it can be seen that the smallest and the biggest an-
chor box don’t account for objects that fall below a (width, height) of (20, 42) and
above (161, 320). For this reason, three more anchor boxes were added manu-
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ally from inspecting the graph ((10, 25), (185, 340), (210, 360)). The most im-
portant one is the addition of a smaller anchor box which would seem to account
for a large amount of the smaller objects. Having three detections at different
scales means that the assigned bounding boxes becomes assigned to (y1, y2, y3)

as {{b1, b2, b3, b4} , {b5, b6, b7, b8} , {b9, b10, b11, b12}} accordingly, where b1 is the
smallest and b12 is the largest bounding box.

A scheme for the model can be seen on the next page.
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Figure 4.3: The model architecture.
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4.1.1 Intersection over Union(IOU)
This section is a prelude to the following two sections having to do with handling
multiple box proposals and making reasonable choices for the final bounding box.
What the IOU is and how It’s calculated will be discussed here, then the use of
it after the model has extracted features will be discussed in the following sub-
sections.

IOU is the overlap of the predicted box area with another bounding box, predicted
or ground-truth. If we denote the area of the first box as A and the area of the
second as B. One can take a look at the figure below and derive the expression
for the IOU

Figure 4.4: The intersection between two bounding boxes.

We can now express our IOU as follows
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IOU =
A ∩B
A ∪B

. (4.1)

4.1.2 Bounding Box Prediction
Bounding box prediction was used with the help of anchor boxes which are a
predetermined set of prior boxes that are used as a reference for the boxes the
model outputs. Rather than predicting a box from scratch, the model predicts
many potential boxes for each grid cell and then chooses the one with the highest
confidence.

Themodelmakes predictions of four coordinates for each bounding box (tx, ty, tw, th)

for an x, y position and a width and a height. If we denote the x- and y-coordinates
for the centroid of a given predicted bounding box as σ(tx) and σ(ty) respectively,
the bounding box priors width and height as pw, ph, the grid cell offset(from the
upper right) by (ox, oy), we get that the predictions correspond to

bx = σ(tx) + ox

by = σ(ty) + oy

bw = pwe
tw

bh = phe
th , (4.2)

where σ(·) is the sigmoid function applied to the raw output from the base fea-
ture extraction. These bounding boxes for each prior is made for every grid cell.
Assuming that there is one object in a single part of an image, most of these pro-
posed boxes will have a confidence close to zero. Non maximum suppression is
then applied to the proposals to determine the most suitable one.

4.1.3 Non-maximum suppression
Non-maximum suppression is the process of eliminating prediction proposals by
selecting only the boxes that meet certain criteria. First, the network makes n
bounding box predictions which all have their own four coordinates and a cor-
responding confidence level. Firstly One can’t only select the box that has the
highest confidence score since that would result in the model only being to detect
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the object it was the most certain about whilst ignoring other potential objects
that could exist in an image. Firstly, the IOU is computed using 4.1 between the
proposed boxes. Then two thresholds are created: a minimally accepted confi-
dence level for a detection to be considered a detection Cthresh = a. We then set
a threshold for the IOU, IOUthresh = b.

Imagine now that there are two objects in an image. If proposals are made for all
grid cells, the grid cells that don’t contain and object or a part of an object will
have proposals that have a very low confidence level. The grid cells that do contain
objects will have proposals that have a higher confidence(hopefully). One would
assume that there would be boxes with a high confidence for both objects that
don’t have any overlap with each other as there is some distance between them in
the image. This means that the cases must be regarded as separate and It’s unwise
to discard every proposal only on the basis of confidence. Instead, the computed
IOU is used together with the confidence to discard every bounding box that has
a confidence level C < a and an IOU with other box proposals IOU > b. This
way, if the confidence of a box is say C1 = 0.95 which comes from a detection of
an object in the upper right corner of the image and a detection with a confidence
of C2 = 0.94 in the lower left, the lower left one will not be discarded since the
IOU here is equal to zero. That is, the discarded proposal boxes are ones with a
lower confidence level if they are proposals for the same object.

This can lead to some problems for detection objects that are too close to each
other which will be covered in the discussion.

4.1.4 Model objective function
Since the model outputs the same things as YOLO, it is reasonable to have a sim-
ilar objective. However, changes were made to it to more accommodate the data
set that is being worked with i.e. a binary classification and a higher frequency
of medium sized objects rather than large. In their original paper[8], the terms
in the loss function were all based on sum of squares. There is a problem with
this though as it doesn’t maximize the average precision of the model. This was a
problem for them as they were training on more than one category and weighing
localization error equally might not be ideal. Also, in every image, many grid
cells do not contain any objects which trains the detector to push the confidence
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in these regions to zero which is advantageous. However, they argue that this can
overpower the gradient from those cells that do contain objects which can result
in an unstable training.

The proposed way of circumventing this issue was to include coefficients before
the individual loss terms to reduce the error from box confidences that do not con-
tain any objects and increase the error from the coordinates of the boxes instead.
The square root of the width and height of the boxes were used as well instead of
their normal values to reflect that small variations in small boxes are more severe
than large boxes.

However, it was strange that the penalty from a bad bounding box prediction heav-
ily outweighed the classification of the object in their paper as It’s coefficient was
put to be larger than the coefficient for the loss term for object detection errors.
Thus, a more balanced approach was made in regards to which term to weigh in
what way. Bad bounding box penalty was heavily reduced in the thesis model,
no objects in empty grid cells have been slightly more punished and classification
error has been increased significantly to be on par with bounding box prediction
errors. The confidence of the bounding box is considered less important than the
confidence of the classification and have thus not been increased as much in com-
parison. Also, bounding box errors were kept as the sum of squares since they
somewhat resemble euclidean distances in their relative position on the image
whereas confidences both for bounding boxes and classification has been changed
to binary cross-entropy instead as it usually performs better for outputs that follow
some probability distribution. The final loss function thus became
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L(x̂, ŷ, ŵ, ĥ, Ĉ, p̂(c)) = α
S2∑
i=1

B∑
j=0

1
obj
i,j

[
(xi − x̂i)2 + (yi − ŷi)2

]
+

+ β

S2∑
i=1

B∑
j=0

1
obj
i,j

[
(
√
wi −

√
ŵi)

2 + (
√
hi −

√
ĥi)

2

]
+

+ γ
S2∑
i=1

B∑
j=0

1
obj
i,j ECi∈C

[
−log(Ĉi)

]
+

+ η
S2∑
i=1

B∑
j=0

(1− 1obji,j )ECi∈C

[
−log(Ĉi)

]
+

+ ζ
S2∑
i=1

Epi(c)∈p(c) [−log(p̂i(c))] . (4.3)

(α, β, γ, η, ζ) was set to (2, 2, 1.5, 0.4, 2) for the aforementioned reasons.

4.2 Programming implementation
In this section, the libraries used to create the model will be mentioned and how
the task was heavily simplified by not having to write a unique code for basic
machine learning operations and layers. This will not be a complete description
of how the code was written but just a general outline of the functions that was
used.

4.2.1 Tensorflow
Tensorflow is a library available in python that has a wide range of built in func-
tions to make machine learning less daunting. The operations and mathemat-
ics described in the earlier sections, with the exception of IOU, residual layers
and custom objective functions, all exist within the library. This means that one
doesn’t have to spend time writing a code that creates a convolution, activation,
batch normalization layer etc.
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Tensorflow is the most popular framework to use, followed by keras and then some
other libraries like Theano or Pytorch.

The biggest advantage to using Tensorflow, or any framework for that matter, is
not with the actual mathematical operations that are coded themselves, as It’s not
really difficult to manually write a convolution, or batch normalization etc. on a
matrix of some size. It’s the added GPU support that is the most appealing com-
ponent. Using these libraries, one doesn’t have to manually add this support into
the code. The software is readily available online with many updates coming out
regularly which means that one only has to buy a specific graphics card, install
the software and then everything is ready for use.

The model was created using Keras however and this library will be discussed
below.

4.2.2 The Keras Library
Keras is a free to use, open-source project by Francois Chollet, which is stated
to be a machine learning library created solely for the fact that Tensorflow didn’t
feel like python. The beauty behind python syntax is It’s near idiomatic structure,
which makes it very easy to read and interpret in comparison to languages like C.

Keras for that reason uses wrapper functions for underlying machine learning li-
braries as backends. Thismeans that anyone can run any of the librariesmentioned
before, Theano, Pytorch and Tensorflow as backends whilst still writing using the
same syntax in Keras for all three libraries. Keras also has a lot of quality of life
implementations like saving and loading models, which is, at least it feels like it,
an intentionally complicated task if one uses Tensorflow for example. Most, if
not all of the added features to Tensorflow models like being able to plot them
using tensorboard(an online visualization of the network and training process),
seamlessly adding a reduced learning rate when the training and validation errors
plateu, specifying the callbacks that one wants to store during training etc. have
been added to Keras.

The built in functions used fromKeras for themodel were the following: Conv2D(),
BatchNormalization(), LeakyReLU(), Add() and Concatenate(). They do a
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convolution, batch normalization, applies the leaky rectified linear unit, adds two
tensors together and concatenates two outputs together respectively. Using these
i could build upwards to create a function for the residual block which was just
passing through a tensor to a function that put the tensor through the layers spec-
ified in 3.1.

For the loss, Keras has cross entropy and mean squared error as built in functions,
but one has to slice the output tensor of the model into the correct parts(bounding
box coordinates, bounding box confidence, class confidence) and then add these
built in functions separately. At the end one sums up these five parts and return a
loss to the model.

For training, one loads the model architecture from the class that has been con-
structed, add the custom loss, then add all the extra functionality one wants. A
reduced learning rate, epoch training and validation loss and early stopping was
used for training the model. Early stopping just refers to halting the process if
the validation loss hasn’t increased after some amount of epochs. This choice is
arbitrary but was chosen to be 30 epochs.

4.3 Evaluating the model
The model will be evaluated on 2236 frames given by Stanley. The metrics will
be counting the amount of true positives, false positives and howmany frames per
second the model can run through on different computers. The reasons for this
have been discussed prior but i will state them again. The purpose of the model
was to reduce the amount of false alarms, which there are an excess of right now.
As long as the people in the video are detected adequately to where an alarm
would have been given is the model was in deployment, that would be considered
a success, even if every single frame wasn’t correctly classified. As long as the
model doesn’t react to disturbances or noise it has done It’s intended job.

The test will be set up as having all the frames annotated with bounding boxes
around the objects. A correct classification will be one that was correctly labelled
as "person" and that has an IOU of at least 0.4. The reason for setting the IOU that
low is because the bounding box is not really that important in this case, the entire



CHAPTER 4. METHOD 53

real-world applicability hinges on just making the correct detection. On that note,
a bounding box that at least encapsulates some portion of the object is wanted so
the IOU metric has been added to reflect that.

Regarding speed, a timer in python will be used that will log the unix time from
the start of the detection process and the end. Those will be subtracted from
each other and the average classified frames per second will be calculated and
compared between Intel Intel Core i7-9700K and i3-5005u CPUS as well as the
graphics card that the model was trained on, GeForce RTX 2080 TI 11GB.

The optimal model will be selected with regards to both metrics, speed and per-
formance.



Chapter 5

Results

In this section, the results for the various models will be shown and compared to
other known models in terms of performance and speed.

The first model was the largest variant with 128 filters in the first layer. It did not
utilize a reduced amount of activation functions and kept the traditional structure
of convolution, batch normalization and leaky ReLU throughout the entire model.
It was put on training where it was stopped if the validation accuracy had stopped
improving. The anchors were found to be {(8, 20), (13, 30), (21, 45), (28, 60),

(31, 79), (41, 97), (52, 129), (66, 179), (86, 267), (88, 202), (130, 307), (200, 380)}.
It stopped at epoch 245 and the training can be seen below
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Figure 5.1: Validation and training loss for standard model with 128 initial filters.

After epoch 226 the losses were 3.423 and 3.725 for the training and validation
loss respectively after which the latter stopped improving by subsequent epochs.
There was slight overfitting which was attempeted to be combatted by inspecting
the histogram of the weight values. It was determined that the large majority of the
weights were close to or equal to 0 which necessitated the use of l2-regularization.
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Figure 5.2: Distribution of weight values.

In 5.1 the overfitting happens during the later epochs of the training where the
training and validation losses are on par with each other up until about epoch 150.
As was found during the literature study, having less activations than convolutions
can be a way to mitigate this. As thus it was implemented together with regular-
ization. The inference speed of the model was unsatisfactory as well which led to
a decrease in model size by using 64 initial filters. The residual blocks also had
8 residual layers for the final three blocks which was lowered to 4 instead. The
training for this model can be seen below
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Figure 5.3: Validation and training loss for reduced model with DropReLU and
l2-regularization with 64 initial filters.

Two major differences were observed here. The training time was heavily reduced
from taking over 200 epochs to being finished after epoch 166. The training was
ran for a total of 200 epochs but did not improve even with twice reducing the
learning rate during the last 33 epochs. The other difference was less overfitting,
where the exported model at epoch 166 had 3.805 and 3.998 as training and val-
idation loss respectively. Judging by the performance, which is displayed in 5.1
further down, It became apparent that a larger data set than 13500 images was
required.

Data augmentation was used to increase the training set to 18500 images. Training
on the DropReLU model with the extended set gave final losses at epoch 220 of
2.526 and 3.089 for the training and validation loss respectively. The training is
displayed below.
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Figure 5.4: Validation and training loss for the extended training set.

A small version was trained where the amount of parameters in the model was
decreased from around 50 million to about 20 million. The filter sizes were all
reduced by half in each convolution layer. This was to test if the large model was
too deep for the data set. The log file was unfortunately lost but the training was
similar to that of the larger DropReLU model counterpart.

The table below displays the performance of the various models. Keep in mind
that the confidence score for the non maximum suppression was set to 0.5. This
is high since it usually only takes a score of 0.1(sometimes less if the model is
good) to suppress most of the unwanted bounding boxes. The thought was that
some detections would be foregone for having virtually zero false detections.
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Images Model Accuracy FPS(GPU) FPS(i7) FPS(i3)
13500 images Large Model 0.76115 35.1883 0.97843 0.22309
13500 images DropReLU Model 0.81288 42.5502 1.27554 0.34139
18500 images DropReLU Model 0.84519 42.1099 1.28663 0.34206
18500 images SmallDropReLU 0.81450 105.3132 2.75967 0.73282
18500 images YOLOv3416×416 0.82623 34.6166 0.9254 0.22172
18500 images SSD300×300 0.74701 98.1920 2.5814 0.71504

Table 5.1: Performance of different models for different sized training sets.
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Discussion

People detection at various scales in real-time is a difficult task to achieve when
hardware is limited. It is also hard to find the optimal architecture based on the
amount of training data that is available. What is ment by this is that the amount
of scenarios that exist in surveillance tasks are effectively infinite for all practical
purposes and having a vast data base is needed for a large neural network in order
to be able to find good weights. With a total of 18500 images for training(after
adding augmented images with style transfer) it was still not enough for the model
to really utilize It’s structure as was evident in the large amount of weights being
put close to or equal to zero, even after active attempts of combatting this issue.
For this reason it has been concluded that more data is needed.

It is however unclear how small the model can be before the accuracy is affected
too much as it is unknown at this time whether or not the limited data set was the
only reason for why a model more than twice as small was able to perform close to
the larger model. The primary reason should however be the size of the data set as
introducing a more diverse set of images with more examples of people at differ-
ent scales in vastly different scenarios should distribute the usage of the different
weights more than it did. The problem was that the data set was heavily tilted
towards medium sized people in mostly outdoors environments which led to poor
detection rates in indoor environments or small people standing far away from the
camera. A more diverse set could also help combat some of the false detections
that came from surroundings it had not been trained to ignore. By comparing the
size of the set to online sets like ImageNet where there are tens of thousands of
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training examples for every class, it becomes reasonable to assume that the data
set was the biggest hinderance.

Another point of discussion that is important is the topic of large two-stage de-
tectors, in particular, region-based classifiers. They are producing state of the art
results on many computer vision contests and they have the advantage of adding
another form of penalty for the total loss of the models. This penalty comes from
the segmentation masks that they produce over the object. However, they were
safely ignored in this thesis as not only is the data preparation very time consum-
ing but the complexity of the models make them even slower and unsuitable for
real-time use since GPUs are not commonly found in the cheap hardware that
surveillance applications use. Initially, these networks were put as a limitation
due to time constraints, but in retrospect they would be useless to make an inquiry
about in reference to real-world applicability.

For further research i would recommend two things. One is obviously to generate a
larger data set. Perhaps something akin to the sizes of the online sets where classes
have numbers of examples in the neighborhood of 50000 to 100000 images. The
second recommendation would be to experiment with the loss function. An inter-
esting loss that has been proposed in recent times for bounding box penalty is the
generalized IOU loss[5] which has reported to improve accuracy for models such
as YOLOv3.

The most important topic of discussion with regards to the problem statement is
the applicability for real-time inference. New accelerator sticks like the gyrfalcon
lightspeeur 2801S, 2803S and Intel Neural Compute Stick 2, make AI applica-
tions readily available to individuals who can’t afford strong computer hardware
or companies who are interested in creating portable AI solutions that have a mon-
etary constraint. Models such as YOLOv3 might still be too large but combining
several of these sticks together on a Raspberry pi 3B+ might be able to achieve a
frame rate of 5 or upwards on a slightly smaller model[25], which is what most
surveillance systems use, thus making the model(especially the small version) ap-
plicable for real-world use.



Chapter 7

Conclusions

Given that people generally spend more than a single frame in a surveillance set-
ting, it is clear that the models, not only the proposed one, is usable as a means
of automated surveillance, even in bad video streams. Also, referring back to the
end of the discussion, indications of moderately large models being usable in real-
time on AI accelerator sticks make the implementation of cheap AI solutions in
the world of surveillance a promising prospect.
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