
INOM EXAMENSARBETE DATATEKNIK,
GRUNDNIVÅ, 15 HP

,  STOCKHOLM SVERIGE 2019

Enterprise transition to Software-
defined networking in a Wide Area 
Network 

Företagsövergång till 
mjukvarudefinierat nätverk i ett 
Wide Area Network

Best practices for a smooth transition to SD-
WAN 

Bästa praxis för en smidig övergång till SD-WAN

AHMED YASSIN

FATIH YALCIN

KTH
SKOLAN FÖR KEMI, BIOTEKNOLOGI OCH HÄLSA





 

 

Enterprise transition to  

Software-defined networking in 

a Wide Area Network 

 

Företagsövergång till 

mjukvarudefinierat nätverk i ett 

Wide Area Network 

 
Best practices for a smooth transition to SD-WAN 

 

Bästa praxis för en smidig övergång till SD-WAN 

 

Ahmed Yassin 

Fatih Yalcin 
 

 

 

 

 
Degree Project in Computer Engineering, 

Basic Level, 15 hp, 

Supervisor from KTH: Martin Jacobsson 

Examiner: Ibrahim Orhan 

TRITA-CBH-GRU-2019:024 

 

KTH 

The Institute of Chemistry, Biotechnology and Health 

141 52 Huddinge, Sweden





 

 

Abstract 
 

Software defined wide area networks (SD-WAN) is a relatively new concept for enterprises to 

structure their networks throughout sites. This thesis was to find best practices for enterprises 

wanting to transition their current infrastructure to SD-WAN with multiple factors considered. To 

accomplish this, results gathered from literature reviews, lab testing and interviews with employees 

from two different enterprises was made. 

 

What was accomplished from the literature review was an overview from Equity Office’s transition 

to SD-WAN which gave a positive result, as well as a cost of ownership tests with Talari SD-WAN 

units by NSS Labs. Lab testing with Talari SD-WAN units and a cloud site from Amazon Web 

Services resulted in improvements in performance and stability compared to a local traditional 

setup to the cloud site, especially on multiple simultaneous connections. Lastly, results from 

interviews provided deep insight on how the enterprises planned the transition, what results were 

expected as well as gained profits in forms of cost and effectivity. 

 

A definitive best practice which every enterprise should follow could not be made. Instead, best 

practices were found by factoring in different criteria that are unique for different enterprises. For 

future work, narrowing down to one methodology with more resources, could help in obtaining 

more realistic and accurate results. 
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Sammanfattning 

 
Mjukvarudefinierade wide area networks (SD-WAN) är ett relativt nytt koncept för företag att 

strukturera sina nätverk genom sina kontor. Projektets mål var att hitta bästa praxis för företag som 

vill övergå från sin nuvarande infrastruktur till SD-WAN med hänsyn till flera faktorer. För att 

uppnå detta samlades resultat in från litteraturstudier, tester med laboration och intervjuer med 

anställda från två olika företag. 

 

Det som uppnåddes från litteraturstudien var en översikt över Equity Offices övergång till SD-WAN 

vilket gav ett positivt resultat, samt en överblick av tester på ägandekostnader med Talari SD-WAN 

enheter som utfördes av NSS Labs. Tester med Talari SD-WAN enheter och en molnuppsättning på 

Amazon Web Services resulterade i förbättringar i prestanda och stabilitet jämfört med en lokal 

traditionell uppsättning till molnet, särskilt vid parallella anslutningar. Slutligen gav resultaten från 

intervjuer en djup inblick i hur företagen planerade övergången, vilka resultat som förväntades samt 

vinster i form av kostnad och effektivitet. 

 

En slutgiltig bästa praxis som varje företag bör följa kunde inte bestämmas. Istället hittades bästa 

praxis genom att ta hänsyn till olika kriterier som är unika för olika företag. För framtida arbeten 

kan man smala ner arbetet till en typ av metodik med mer resurser, för att hjälpa till med att få mer 

realistiska och korrekta resultat. 

 

Nyckelord 
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1 | INTRODUCTION 

 

1 Introduction 

Enterprise networks can vary in size depending on how big and complex the IT usage is. The 

common enterprise network structures consist of Internet based connections which are provided by 

Internet Service Providers (ISPs), where the site-to-site traffic flows through them. It can also 

consist of Multiprotocol label switching (MPLS) connections which are based on intranet routing 

and is accomplished by purchasing MPLS links from providers. Issues with the current solutions 

however are mostly performance based regarding uptime and speed, as well as economic issues 

regarding high costs of the Wide Area Network (WAN) links. With the introduction of software 

defined networking in wide area networks (SD-WAN), we can eliminate these issues as well as 

simplifying administration of enterprise networks [1, 2]. 

 

SD-WAN has made such big of an impact that it reshapes the industry of available networks for 

enterprises. Roles for providers and system integrators change, and so does the personnel 

responsible for networks in corporations. SD-WAN gives the opportunity of global flexibility and 

with multiple networking as one of its main features. Benefits of using SD-WAN is the performance 

increase, in high availability, as well as economic benefits with reduced costs [1, 2]. Even though all 

of this sounds good on paper, if an enterprise wants to commit to SD-WAN, the challenge lies in 

what provider to choose from as the specific functions and features that distinguishes each provider 

is large. 

1.1 Problem 

With SD-WAN being a choice itself with more sub choices to pick from, it has become an issue for 

companies and corporations as to how they want to set up their networks. This thesis will bring up 

these main points regarding SD-WAN being a choice within enterprise networks: 

- What technical possibilities and limitations are there for enterprises to transition to SD-

WAN from current network solutions? 

- How should the solution look like, if the site-to-site connectivity also contains cloud 

accessed features, Local Internet Breakout and Service Chaining? More on these techniques 

in chapter 2. 

 

The thesis will also bring up stances in which the enterprises will have to pick in terms of providing 

a best-practice in choosing SD-WAN: 

- Which choices in firewalls do enterprises need to take in terms of setting up SD-WAN? This 

includes making a choice between dedicated firewall hardware or one that is operated 

through the cloud as software. An example of a dedicated firewall is Palo Alto Firewall, and 

an example of a cloud-based firewall is Zscaler Cloud Firewall. More on these techniques in 

chapter 2. 

- What are the profits in the form of economic costs and performance for an enterprise if they 

decide to fully commit to SD-WAN for their entire enterprise network, compared to only 

implementing it in a certain section? 

- When can an enterprise safely discontinue the full use of MPLS for a site after making a 

transition to SD-WAN?
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1.2 Goal 

The goal of this thesis is to bring forth and describe best practices for setting up SD-WAN in an 

enterprise network. This will include best practices for setting up SD-WAN in networks containing 

cloud access, Local Internet Breakout and Service Chaining. The best practices are also meant to 

answer the questions that are brought up in 1.1. An argument will also be made regarding the 

developed best practices, explaining why an enterprise looking for a successful SD-WAN transition 

can trust it. The purpose of bringing forth these best practices is to continue with further studies and 

further improve how to approach implementing SD-WAN on an enterprise network. 

1.3 Delimitations 

In terms of transitioning to SD-WAN fully or partially within an enterprise network, there is a lot to 

choose from. This thesis cannot cover all the available options when developing a best practice as 

resources are limited. The SD-WAN units that are going to be used are Talari network devices 

provided by Oracle. Cisco Meraki devices, Velocloud SD-WAN units or equivalents will not be 

considered in this thesis. The cloud services used will be Amazon Web Services (AWS). Using more 

than one cloud service will be costly and cannot be fit within the time frame of the thesis, meaning 

that other options such as Microsoft Azure will not be considered. In terms of firewalls, functionality 

and configuration on a native firewall will be tested, as well as cloud-based firewalls. But the thesis 

will solely focus on Palo Alto firewalls for native configuration and Zscaler Cloud Firewall for cloud-

based configuration. Other cloud-based firewall solutions such as Cisco Umbrella or equivalents will 

be omitted. For Service Chaining, this methodology will be incorporated within SD-WAN devices 

and the cloud solutions, so testing it separately will not be considered. Lastly, Local Internet 

Breakout methods will be used, but will not be a center focus in determining a best practice. 

 

Finding best practices overall will be limited with what will be used in this thesis. References to 

future work will be made to ensure that if work with more resources or newer technologies are 

introduced, this thesis can serve as a form of groundwork when trying to find best practices for 

enterprises transitioning to SD-WAN. It will also simplify where to start and give a brief rundown of 

the found best practices. 

1.4 Authors contribution to the project 

The pilot study, development of best practice and result compiling was done by both Ahmed Yassin 

and Fatih Yalcin. The thesis of this project was also written by them. All the resources, which 

included the hardware, software, laboratory for testing, and interviews were provided by Curitiba 

AB; A consultant who specializes in networking. Further supervising was provided by the 

consultant’s CEO Martin Mella, and the associate professor Martin Jacobsson from KTH Royal 

Institute of Technology.
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2 Theory and background 

This chapter will introduce the theory and background needed to present the method used as well as 

the presented result, later in the report. First, the chapter presents information about Virtual Private 

Networks (VPN), tunnels and the IPsec protocol which provides enhanced level of security in VPN 

tunnels. MPLS is also explained in this chapter, which is a routing technique used for transporting 

packets. Software defined networking in wide area networks will be brought up fully, specifically 

Oracle’s implementation named Talari. Local Internet Breakout, Cloud computing, Amazon Web 

Services and Service Chaining will also be brought up in this chapter as well as Zscaler Firewalls and 

Palo Alto Firewalls will be brought up. Theory about profits in the form of costs and effectivity for 

enterprises choosing to fully or partially switch to SD-WAN will be presented. As well as what 

possibilities and limitations there are from transitioning to SD-WAN from MPLS. Lastly, a review 

on previous work done in the same or equivalent area in terms of transitioning to SD-WAN. 

2.1 Virtual Private Network 

Virtual Private Network (VPN) is a method used to securely transmit private data over an unsecured 

and shared network infrastructure, such as the internet. A VPN accomplishes this by either 

encapsulating (tunneling), encrypting, or applying both when transmitting the data. VPNs are very 

similar to the concepts that can be found in network tunnels. The main difference between a VPN 

and a tunnel is that the VPN is also meant to keep the data away from prying eyes, in other words to 

keep it private. To do this, the VPN should have security measures implemented [3]. 

2.1.1 Tunnel 

Tunneling was originally used as a strategy of encapsulating a packet within another packet to solve 

communication issues in which the network(s) in-between the host and destination does not 

support the format of the sent data [4]. A network tunnel does not necessarily have to be secure. 

Their main function is to transmit data from one network to another in a transparent manner, as if 

the shared network infrastructure in-between the two does not exist [3, 4]. 

2.1.2 IPSec  

IPSec, or Internet Protocol Security, represents one of many VPN technologies and is also one of the 

most commonly used VPN solutions in enterprises, internet service providers (ISP), and 

government networks because of its comprehensive security features [3, 5]. It is a suite of different 

protocols that were standardized and published by the Internet Engineering Task Force (IETF) in 

1995 [6]. It consists of two security protocols, Authentication Header (AH) and Encapsulating 

Security Payload (ESP), and a key management protocol, Internet Key Exchange (IKE) protocol [7].  

 

IPSec is used for encrypting and authenticating Layer 3 IP packets and thus provides features such 

as data authentication, anti-replay protection, data confidentiality, and data integrity protection [3]. 

This means that IPSec can be used by organizations for establishing secure communication with 

each other. Because IPSec is implemented to encrypt and authenticate all traffic at the IP level, it 

secures all applications that uses IP to communicate. Services such as e-mail, file transfer, web 

access are some examples among many [5]. 
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IPSec has two different modes that it can be used in; transport mode and tunnel mode. IPSec 

operating in transport mode encrypts all data within an IP packet, but doesn’t encrypt the original 

IP header since it is needed for routing the packet. In tunnel mode, which is the more secure and 

preferred way of using IPSec, all data within an IP packet, including the original IP header, is 

encrypted and encapsulated within a new IP header. The transport and tunnel modes are features 

that IPSec receives from its underlying protocol ESP [5]. 

 

IPSec is frequently used with a firewall serving as the platform and can be used as a VPN solution 

when running in tunnel mode. It is also possible to combine IPSec with other tunneling protocols if 

necessary [5]. Figure 2.1 illustrates how the firewalls acts as IPSec endpoints, encrypting traffic that 

leaves its local network while decrypting traffic coming into it. It also illustrates how an end-user 

can act as the IPSec endpoint and encrypt traffic before transmitting traffic. 

 
Figure 2.1 An illustration of IPSec encrypted IP traffic, which traverses across a public or private infrastructure and gets 

decrypted when reaching an IPSec enabled device [5]. 

2.2 Multiprotocol Label Switching 

Multiprotocol Label Switching or MPLS for short, is a type of technique used to transport IP-

packets, with the help of a so-called switching technology, to its correct destination. It is a recent 

technology and is standardized by the Internet Engineering Task Force (IETF) to help transport 

traffic effectively and has integrated Quality of Service support on the internet. MPLS is expected to 

give improved performance on the network layer in terms of routing [8]. 

 

The switching technology referenced is called a label switch path (LSP), which is a setup through a 

set of routers that are label switched. These label-switched routers (LSRs) begin the routing of 

incoming traffic after the LSP is configured. Packets will start to flow through this path and the 

traffic becomes connection or “flow” oriented [8]. A label switched path originates at the edge of an 

MPLS domain where the first label switched router maps the incoming traffic to forward equivalent 

classes (FECs). These are defined by set of attributes such as a destination IP address and a class of 

service parameters (QoL) which are set constraints. Packets with the same FECs are given a label 

and sent to the next label switched router based on the same label. Each label switched router 

forwards the packet based on that label only until it reaches the last router, the label is removed and 

forwarded as a normal IP packet [8]. A signaling protocol is required, such as the Label Distribution 
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protocol (LDP). When this is used, the routing becomes constraint-based over LDP (CR-LDP). The 

label switched routers are provided with the following functions [8]: 

- Peer discovery, which is used to identify other label switched routers in the MPLS domain. 

- Establish, maintain and delete sessions between peers of label switched routers. 

- Advertisement which is used to manipulate mappings for forward equivalent classes. This is 

also used to set up a label switched path. 

- Notify status updates such as diagnostics and error information. 

 

With how multiprotocol label switching as a transport mechanism is designed with great flexibility 

to operate seamlessly with any layer 2 or layer 3 technology, lots of service extensions have been 

created over the years to expand the use of MPLS. One of these is VPN over MPLS or MPLS VPN. It 

is a service that is intended to provide enterprises and service providers to build scalable, flexible 

and secure VPNs on their MPLS networks [9]. There are two types of MPLS VPN solutions that have 

been developed: Layer 2 MPLS VPN and Layer 3 MPLS VPN. The Layer 2 MPLS VPN backbone 

solution provides the service where, as shown in figure 2.2, router R1 and router R2 are connected 

together directly to the same IP subnet. If a routing protocol is deployed over the Layer 2 MPLS 

VPN, neighbor adjacency is established between the R1 and R2 routers. The MPLS VPN backbone 

can then be illustrated as one big switch [9]. 

 

 
Figure 2.2 An illustration of a Layer 2 MPLS VPN solution [9]. 

 

The Layer 3 MPLS VPN backbone solution provides the service where, as shown in figure 2.3, router 

R1 and R2 are connected to the ISP’s edge routers; A separate IP subnet is used on each side. If a 

routing protocol is deployed over this solution, the providers in charge of the backbone must 

partake in it. Neighbor adjacency is established between the R1 router and its provider edge router, 

as well as on the R2 router and its provider edge router. The backbone can be represented as one big 

router [9]. 

 

Choosing which solution to pick is very dependent on the customer requirements. Layer 3 MPLS 

VPN is suited best for customers who prefer to outsource their routing to a service provider, who 

then manages and maintains the routing for the customer’s sites. The Layer 2 solution is best suited 

for customers who run their own Layer 3 infrastructure and only require Layer 2 connectivity from 

the service provider. The customer manages their own routing information in this case [9]. 
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Figure 2.3 An illustration of a Layer 3 MPLS VPN solution [9]. 

2.3 Software Defined Networking in Wide-Area Networks 

This section describes what SD-WAN is in detail and will also discuss the architecture it is based on. 

The Talari SD-WAN devices by Oracle will also be brought up. Software defined networking in wide 

area networks (SD-WAN) is a modern solution for enterprises wanting to set up their networks. It is 

an internet-based and cloud enabled network service which dampens the complexity of 

configuration and management of the enterprise network by virtualizing the network [10]. It bases 

itself off from software defined networking, which is a new approach within networks [11]. 

2.3.1 Software Defined Networking 

Networking products, be it routers or switches, have two planes: the control plane and forwarding 

plane. The forwarding plane is responsible for the data through the network product from one port 

to another, this plane is also referred to as the data plane. The control plane is one that manages the 

logic of the product, deciding where packets need to be sent when they flow through. An example 

would be reading the routing table to know where to send the packets [12]. 

 

The architecture of software defined networking (SDN) separates the control plane from the product 

[12] which makes it possible for enterprise personnel to be more flexible with traffic management 

over their network. The network products will be renamed to forwarding devices. as they only focus 

on the forwarding plane. The control plane is now integrated into a centralized SDN controller, 

which runs an operating system named Network Operating System (NOS) [11]. 

 

As illustrated in figure 2.4 which shows the separation, it also presents two Application 

Programming Interfaces (APIs) named Northbound Interface and Southbound Interface. The 

Southbound Interface manages communication between the forwarding devices and the SDN 

controller. This communication uses protocols which focus on describing how the forwarding 

devices should manage incoming packets. An example of this protocol is OpenFlow [11, 12]. 

 

The Northbound Interface manages communication between the SDN controller and the application 

layer. It is used for managing behavior between the forwarding devices and applications. This 

results in great flexibility as organizations can develop and configure network applications based on 

needs [11]. 

 

The primary functions for SDN are as follows [12]: 

- Separation of the control plane and the forwarding plane. 

- Have a centralized controller working as “the brain” of the network. 

- Completely programmable network. 

- Easily adjust traffic flow to meet changed conditions in the network. 
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- Quick and dynamic configuration, management, optimization and security of network 

resources with the help of SDN programs that can be developed by the network 

administrators, so proprietary software may not be needed. 

  

 
Figure 2.4 An illustration of separation between the forwarding plane and the control plane [12]. 

 

As the architecture of SDN separates the control plane from the forwarding plane, management of 

the control plane is then handled through the SDN controller which acts as the centralized brain in 

the network. It works in the same way as an operating system for a computer would [12]. 

It is responsible for managing any possible data modification that might occur, as well as 

maintaining communication between applications and the network products. It also monitors the 

network with the help of Southbound APIs that for instance uses OpenFlow, so when a router or a 

switch receives a packet it has no instructions for: It is forwarded to the controller for further 

instructions [12]. 

 

There are many SDN controllers to choose from, the choice is entirely based on what suits the 

developers / enterprises best [12]: 

- NOX which is written in C++ and supports multithreading. 

- POX which is based on Python. 

- MUL which is written in C. 

- Maestro which is written in Java and supports multithreading. 

And many more. 

2.3.2 Wide Area Network implementation in SDN 

As presented earlier, implementation of Software Defined Networking in Wide Area networks (SD-

WAN) is based off from SDN and is built upon the same grounds. A logical network from the 

sources of the SD-WAN is created, no matter what connection type between sites is used as it is 

often handled by the SD-WAN providers. A central point for the entire SD-WAN is established, 

which manages the resources, current configuration and administration. This simplifies managing 

the network by controlling everything from the central point, instead of needing to do it on every 

site [11]. 
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Today’s SD-WAN solutions are proprietary and are varied based on which provider an enterprise 

chooses, meaning there are no open source solutions as of yet and that makes it difficult to break 

down solutions in detail [11]. 

The general SD-WAN solutions as advertised by providers, are as follows [11]: 

- Abstract connections between sites, meaning the providers handle the underlying 

technology. 

- Free choice of which types of WAN that can be incorporated.  

- Centralized management, maintenance and monitoring of the WAN and the corporation’s 

policies. 

 

One of the SD-WAN providers is Talari Networks, which is owned by Oracle. Their main solution is 

what they call Thinking WAN, which means that the network dynamically adapts to the current 

status to reach peak efficiency [11]. Both physical and virtual units are offered by Talari, which can 

build a logical topology over current WAN infrastructure and is called Adaptive Private Network 

(APN). The physical or virtual units are called Adaptive Private Network Appliances (APNAs) and 

come in different models. The communication between APNAs is not restrictive to a specific 

technique used, depending on the provider implementation it can either be MPLS, the internet or 

wireless communication such as Long-Term Evolution (LTE) [11]. 

 

A central APNA in the network is picked for network configuration. The central APNA uses a service 

named Network Control Node (NCN) that helps setting up the rest of the APNAs, which will be 

called client nodes. When a new network is going to be configured, it starts with the NCN through a 

web interface, and then applies the configuration to the rest of the APNAs in the network. The traffic 

between APNAs are encapsulated and travel via conduits, which are equivalents to tunnels. All the 

client nodes establish conduits to the NCN [11]. 

 

Talari Aware is an interface used to configure the NCN and the rest of the APNAs. One instance of 

Talari Aware supports up to 256 units, is installed as a virtual server on the network but can also be 

installed on a cloud-based service such as Amazon Web Services (AWS) if desired. Aware can also 

detect faulty configurations between units in the network and prompt a warning before being 

applied, as well as being used as a monitoring tool [11]. 

 

For every packet that arrives at an APNA, it calculates the current performance of a connection, 

which is then used to classify routes into three categories: GOOD, BAD and DEAD. An APNA will 

classify a route as DEAD if no packets have arrived through it after 1.5 seconds, the route will also 

not be considered. A route is classified as BAD if it has high latency, jitter and packet loss, the route 

will only be considered for use if there are no routes classified as GOOD by the APNA. How a GOOD 

route is determined for use is based on the current performance of an available link. The routing in a 

Talari network is based off of a routing table that shows to which service in the APNA the packet 

should be sent, instead of the next-hop interface. One service is the Conduit Network Service which 

is used when a packet is traveling from APNA to APNA within the network. The Internet Network 

Service is used if the packet is being sent to a service on the internet. The Intranet Network Service 

is used if the packet is sent to another site that doesn’t have an APNA. Lastly, the Passthrough 

Network Service is used if the traffic is not going to traverse a WAN such as broadcast traffic or 

management traffic to an APNA unit [11]. 

 

These services can also be configured in a way that resembles Policy Based Routing (PBR) and 

checks for matches based on the IP-headers. These policies also specify how the packets are to be 

traveled on available interface, the standard setting is Load balancing and makes use of more links 

at the same time if needed. Other settings are as follows [11]: 
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- Duplicate Path which duplicates the packet flow and runs them in different separate ways to 

the same destination. This is to ensure that traffic reaches its destination in time if it is 

sensitive to latency. 

- Persistent Path which uses the same way for the packet flow if the latency for the link does 

not exceed with 50ms over the link. 

- Override Service, which is a manual configuration by the implementers, used for traffic that 

is not going to be manipulated by APNA. 

 

If the network is expected to run without the APNAs always being online, Bypass mode can be 

activated and configured. With the help of Fail-to-wire ports on the APNA, traffic will be able to pass 

through even if the unit is offline. The ports will work as a bridge between the ethernet cables that 

are connected [11]. 

2.4 Local Internet Breakout 

Enterprises and corporations are needed to manage big amounts of data that are being routed in-

and-out of their network. They need to do this because of the large scale of their network as well as 

maintaining their many connections with their customers and associates. In order to be highly 

available for all their customers and associates around the globe, it is a necessary need to have 

branch offices that are spread around in different countries and locations. But as the size of the 

enterprise increases, the need for security also increases [13]. To construct a safe network, 

enterprises have been known for interconnecting their branch offices and headquarters to centrally 

located data centers that are being securely managed and maintained by the enterprises themselves, 

usually with expensive MPLS and IPSec links. This increases the security by forcing all traffic from 

the different enterprise sites to get routed through the centrally located data centers before going 

out to the internet [13]. 

 

Although it can be an expensive solution, this has been a successful approach for solving the security 

issues of a growing enterprise. However, since internet breakouts are only located in the central data 

centers, this solution also increases the overall latency within the network and has lead to major 

internet performance issues within enterprise networks. One of the solutions for solving the 

performance issues accompanied with data centers is to also have internet breakouts that are locally 

close to different enterprise sites. Instead of having to route all internet traffic across the data center 

before reaching an internet breakout, an enterprise site can choose to route specific internet traffic 

through their local internet breakout. This helps by offloading their MPLS connections that the 

enterprise has between its sites and the central data center [13]. 

2.5 Service Chaining 

Service Function Chaining, or simply Service Chaining as this term will be referred to for the rest of 

this thesis, is described as the steering of traffic through a set of abstract service functions such as 

firewalls, Network Address Translators (NATs), or load balancers. The “steering” is done by 

ordering, or partially ordering the service functions so that traffic passes through them as defined. 

To achieve this, a service chaining logically specifies in which order traffic should travel through the 

service functions and can be logically modified by customers themselves to fit new requirements [14, 

15]. 

Aside from applying service functions in a specific set of order, it describes a method for deploying 

the service functions in a way that allows dynamic ordering and topological independence of the 

service functions [15]. Different computer applications can require having their traffic routed 

through different service chains. This means that they might be routed through the same service 

functions, but they are not routed in the same order of the service functions [16]. 
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There are two kinds of service chaining, uni- and bidirectional service chaining. A bi-directional 

service chaining is when inbound traffic comes in through a chain of service functions, and the 

outbound traffic takes the reverse order back through the chain. A unidirectional service chaining is 

when the inbound traffic and outbound traffic follow different chains of service functions [16]. In 

figure 2.5, inbound traffic following the bidirectional service chain goes through all four service 

functions in the order 1 through 4, while outbound traffic goes through in the reverse order 4 

through 1. Inbound traffic following the unidirectional service chain follows the same order to the 

previous example, however outbound traffic only goes through two of the service functions, 3 then 1. 

 
Figure 2.5 An illustration of bidirectional service chain (left) and unidirectional service chain (right) [16].  

2.6 Cloud Computing 

A cloud is a network that serves an on-demand service, or a group of on-demand services where 

customers can get access to different resources without managing the hardware themselves. Because 

of this, it was introduced as a low-cost solution with similar, or even better, effectivity as previous 

solutions. A cloud service could be something very simple as hosting a server to the customer for 

storing data files which can be accessed through a simple User Interface (UI) but can also involve 

services that are more complex. The essence of cloud computing is for customers to get access to 

both hardware and software resources that they don’t have available on their own private network. 

When cloud services were new, most customers, especially end users, were not aware about what 

was going on behind the scenes of the services they were provided. But upon further development 

from the cloud service providers adapting to customer needs, newer cloud services were introduced 

to customers with further insight on what is actually going on behind the scenes, as well as offering 

customization options to the customers through configuration of their available services [17].  

 

The National Institute of Standards and Technology (NIST) made a standard definition for cloud 

computing services that describes different models and characteristics that must exist within a cloud 

service [17]. The NIST definition of clouds brings up five key cloud characteristics that a service 

must display before it can be considered a true cloud implementation [17]. On-Demand Self-Service 

is the characteristic where a customer can, whenever needed, purchase and receive access to the 

requested service without further communication with an administrator or support staff [17].  

Broad Network Access in which the cloud services are accessible from everywhere, as long as the 

customer has a basic network connection to the internet. Also, it should be accessible through more 

than just one type of device, so customers and their employees can access the cloud service through 

desktop, laptop, smartphones, and tablets [17]. 

 

Rapid Elasticity, in which a cloud environment can easily grow to satisfy possible user demands. For 

this to be possible, reserve resources should always be available in the cloud environment when 

needed [17]. There should always be a way in cloud services to monitor and measure the usage in 

order to give Measured Service. By measuring different metrics, such as time, bandwidth, and data 

used, the cloud provider should be able to determine how much the customer should be charged of 

the service [17]. 
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Amazon is among many who provides on-demand services through Amazon Web Services (AWS), it 

is a subsidiary of the global tech company and was launched in 2006. It offers a wide variety of 

cloud computing services in which the different services can be combined and are customizable to fit 

business or organizational needs. AWS has a high priority in cloud security and claims to offer the 

same level of security as an organization would receive from its own on-premises data centers, with 

added benefit of being a cost-effective solution [18]. 

 

Among the wide variety of web services that are available, AWS offers services for computing as well 

as networking and content delivery. Two of the services available on AWS are Amazon Elastic 

Compute Cloud (Amazon EC2) which belongs in the computing category, and Amazon Virtual 

Private Cloud (Amazon VPC) which belongs in the category for networking and content delivery 

[18]. Amazon EC2 is a cloud-based web-service that provide secure and scalable computing capacity 

in the form of instances, where every instance is its own set of computing capacity and resources. 

The service gives its users full control of the available resources of an instance, where each instance 

is running in its own virtual private environment [18]. 

 

Amazon VPC is another cloud-based web-service and can, if desired, be used in tandem with 

Amazon EC2. It allows a user to provision from a logically isolated section of the AWS cloud that can 

be used to launch AWS resources. It is specifically intended for routing traffic in a virtual network. 

The user defines the virtual network, meaning they have full control over their virtual networking 

environment which allows them to configure the VPC as they see fit. This includes settings such as 

selecting an own IP address range, subnetting the network, and configuring route tables and 

network gateways [18]. 

2.7 Next-generation Firewalls 

Presented here are the next-generation firewalls used by enterprises. A next-generation firewall is a 

type of firewall that includes more security features compared to a normal firewall. This includes 

full-stack inspections of internet packets which means, for example if TLS/SSL and SSH encryption 

is used, the firewall can decrypt the packets and inspect them. Another feature would be application 

signatures to define application behavior [19]. The two next-generation firewalls that are presented 

here is the dedicated Palo Alto firewall and the cloud-based firewall from Zscaler. 

2.7.1 Palo Alto Firewall 

Palo Alto Networks is a cybersecurity company that, among other products, sells next-generation 

firewalls (NGFWs). Their next-generation firewall is the core of a fully automated security platform 

that is claimed to instantly find and stop attacks [19]. 

The NGFW has several key features that allows complete visibility of application traffic flows, 

associated content, and user identity in order to protect them from known, unknown and advanced 

persistent threats. These features include, App-ID, User-ID and dynamic address groups. App-ID 

allows the NGFW to implement a whitelist policy for selectively allowing specific applications to run 

in the network, denying all other applications. User-ID and dynamic address groups defines a policy 

for which users, or groups of users, can use specific whitelisted applications [19]. 

Except for the firewall, the before-mentioned security platform is claimed to consist of tightly 

integrated system components and services that delivers consistent security across a network, 

endpoints, and cloud. Some of these services are threat prevention, URL filtering, DNS security 

service for protection against DNS attacks, GlobalProtect for easy extension of policies to all users 

regardless of location, Panorama which is a centralized NGFW management and logging tool, and 

WildFire service which provides detection and prevention of day-zero malwares by using a 
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combination of dynamic and static analysis to detect threats and create protections to block 

malware [19].  

2.7.2 Zscaler Cloud Firewall 

Zscaler Cloud Firewall is a cloud service that brings next-generation firewall controls and security 

features to its customers. It enables fast and secure local internet breakouts and, because it is a 

cloud service, there’s no hardware for the customer to manage. Policies are not tied to a physical 

location, instead they follow users to provide identical protection no matter where they connect 

[20]. Zscaler claims that their product delivers DNS security and control, protecting users from 

reaching malicious domains and preventing DNS tunneling. They also claim that it delivers real-

time visibility, control, immediate policy enforcement, and it logs every session in detail. It uses 

advanced analytics to correlate events and provide insight into threats and vulnerabilities for all 

users, applications, and locations [21]. 

2.8 Earlier enterprise transitions and economical views 

This section will bring up a case study from Equity Office that have transitioned to SD-WAN, as well 

as an economic report detailing the total cost of ownership for having SD-WAN. For enterprise case 

studies, they will include what the problem was and how SD-WAN as a solution affected the 

enterprises in forms of costs and effectivity to the problem. 

2.8.1 Equity Office transitioning to SD-WAN 

Equity Office, which is an enterprise that deals in real estate investments, made a transition to SD-

WAN. The voice and email traffic for Equity Office ran through an MPLS WAN provided by Verizon 

Business. The current WAN solution did not satisfy the employees during peak-times as 

performance issues were so frequent, which resulted in complaints from employees to the point that 

the enterprise needed to invest in a new solution for their WAN [22]. SD-WAN seemed to be 

optimal solution for this enterprise, but some concerns from the director of Voice and Data 

Communications, Chavdar Momchev was raised. Biggest one was that it would degrade the quality 

of VoIP traffic that runs through the network [22]. 

 

The transition to SD-WAN yielded good results. Their old infrastructure was set up with MPLS links 

provided by Verizon Business on all the sites, connecting them to their main data center so no local 

internet breakout was used. After deciding on Talari SD-WAN for their sites, Chavdar Momchev 

who is Equity Office’s Director of Voice and Data Communications, calculated a ten month return 

on investment (ROI) to go through with the transition. The transition resulted in boosted bandwidth 

for peak times, business applications got a performance increase, improved stability of operations in 

case of link failure and a 50% reduced cost in maintaining the network per year [22]. 

To accomplish this, the network consisted of at least two diverse WAN connections from different 

providers on each site that do not share local-loop infrastructure. One drawback to this was the 

enterprise having to deal with more providers now but the increase in performance, stability and 

reduced costs outweighs that fact. Momchev also achieved ROI in ten months. The cost of this new 

WAN technique resulted in half the cost of what was needed for MPLS, which was $400 000 / year, 

and half of that is $200 000 / year. Although the administration may be a bit higher with the 

increase of providers that were needed. Based on this, Equity Office decided to continue to not use 

local internet breakout, as they wanted the traffic from sites to continue to flow through their data 

center in their headquarters [22]. 
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2.8.2 Total cost of ownership testing by NSS Labs 

NSS Labs is an organization that does private tests for enterprises to evaluate their security. They 

have performed an independent testing of the Talari Networks’ Adaptive Private Networking (APN) 

Software, namely APN 7.1. Three £1000 SD-WAN products from Talari Networks were involved in 

the testing of the Talari APN. The SD-WAN products were configured with the default settings that 

they came with out of the box [23]. 

Their result for the total cost of owning was calculated with these factors in mind [23]: 

- Product purchase. 

- Operation benefits. 

- ROI assessment. 

- Product maintenance. 

- Installation. 

- Upkeep. 

 

The costs for the first year went as such: The installation time was four hours for each of the devices 

with a fee of US$75/hour of installation time + purchase price + first year-maintenance, which all of 

it equaled a total of $55,919. The second year consisted only of maintenance costs and was a total of 

$45,325. The third year resulted in the same total cost as the second year. Adding the costs for each 

year results in a total of $146,569 for three years of having three SD-WAN devices. Since the test 

was independent, it was conducted free of charge and NSS did not receive any compensation in 

return for Talari Networks’ participation [23]. 
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3 Methodology 
This chapter describes the methods and approaches that have been used to fulfill the goal defined in 

section 1.2. The methods used for accomplishing the defined goals were based on an initial pilot 

study that was performed during the first two weeks of this thesis, as well as following the resource 

requirements and delimitations set by Curitiba AB. The pilot study consisted of a literature review 

on previous studies, case studies, official vendor websites and white papers. The focus of the 

literature review was to study and understand background, concepts, and relevant theory of the 

resources and technologies that are related to this thesis. 

 

Furthermore, designing and setting up different infrastructures with the help of a local Talari device 

and Amazon Web Services was made to simulate a site-to-site connection between SD-WAN units. 

This was made to test the connectivity in real-time for an SD-WAN implementation and analyze 

results. Lastly, interviews with local personnel from enterprises who had either fully or only 

partially migrated their network to a software defined solution, was made. This was to analyze what 

other enterprises had currently done and get insight on the benefits or consequences SD-WAN has 

on the enterprise. 

3.1 Literature review 

During the pilot study, a literature review on different sources was executed in which different 

sources of information were analyzed and evaluated. A literature review at the beginning was 

essential to reach the goals of this thesis. It is a search and evaluation of available literature, thesis 

and papers in a given subject or a chosen topic in an area. It is a way to document relevant theory 

and past work that are relevant to the subject / topic that is being written [24]. 

 

It shows the readers that the authors have a grasp on the subject and gives them an understanding 

of where their own research fits and adds to already existing knowledge [24]. There are four main 

objectives of a literature review [24]: 

- To demonstrate a familiarity with knowledge and the work being done, which also 

establishes and enhances its credibility. 

- Summarizes prior research and tells how the work has a correlation to it. 

- Summarizes what is already known about a subject. 

- Demonstrates that the authors have learned from other authors and the thesis is a 

steppingstone for new ideas. 

 

Initially, there was a need for in-depth understanding of the currently used network technologies 

and infrastructures in enterprises, as well as for the newer SD-WAN technology and its 

infrastructure implementation. This led to research in which information on said technologies and 

infrastructure was acquired from papers uploaded on academic publication databases, course 

literatures, and documented standards. In this thesis, some products and solutions provided by 

vendors were tested, namely Talari Networks, Palo Alto Networks and Amazon Web Services. But 

before the actual testing could be done, further insight on the vendors and their offered product(s) 

was a necessity and thus made. Research on the vendors was carried out by looking up their official 

websites, and research on the tested products was made by analyzing white papers provided by the 

vendors themselves
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In order to motivate why an enterprise would want to fully or partially transition from current 

MPLS & IPSec VPN infrastructure to SD-WAN, research was made on the theorized benefits that 

would occur from a SD-WAN transition.  Lastly, effort was put into reviewing a case study regarding 

an early case of enterprise SD-WAN transition, as well as reviewing a paper regarding cost of 

ownership for Talari SD-WAN. The motive for this was to gain more insight on SD-WAN transition 

benefits by backing up the theorized benefits with concrete examples.  

3.2 Implementation and testing of infrastructure and design 

Before actual testing could be commenced with the available equipment and resources provided by 

Curitiba AB, effort was put into planning and deciding the topology and network infrastructure 

designs for the testing environments. The testing environments’ main purpose were to simulate 

different sites for the Talari SD-WAN units to interconnect. 

 

There was a total of two testing environments used in the testing phase of this thesis. The first one 

being the local equipment and infrastructure provided by Curitiba AB, which didn’t require many 

decisions to be made on the design since it was already configured and running. However, the other 

testing environment used was the VPC service provided by Amazon Web Services which was much 

more open for decision making. The entire network had to be designed from the beginning which 

was done with sketches on how the infrastructure in Amazon Web Services would look like. IP CIDR 

blocks of choice were made for the Amazon Web Services testing environment, while the local 

testing environment was configured with leased IP addresses dynamically provided by the ISPs that 

Curitiba AB are connected to. 

 

The benefit of having these test environments was the full control that was had for both sites, 

meaning that the cloud site was easily accessible through remote access. Having another local site 

would have made it more difficult to maintain during testing. The disadvantage was that the cloud 

site was a simulation of a local site and could influence the results. Even though this was the case, 

the results obtained by using a cloud site should not differ by a huge margin if a real second local 

site was used instead. 

 

During the initial week of the testing phase, two designs for the local infrastructure were created. As 

well as four infrastructure designs were created for the testing environment located at the AWS 

cloud. The Virtual Private Cloud was given by Amazon Web Services, a classless inter-domain 

routing block, or CIDR block. Furthermore, three different subnets were created to simulate a 

virtual site. The LAN, WAN and MGT subnets were created. Two EC2 instances were also set up in 

Amazon Web Services, one was the Cloud Talari unit and the other was a server running on the LAN 

subnet. The four infrastructures all mostly follow the same topology design, but with different 

infrastructure implementations. 

 

iPerf was used to test the connectivity between the local site and the remote site in AWS. iPerf is a 

tool written in the programming language named C and is used for actively measuring the 

maximum achievable bandwidth on IP networks. It supports tuning of various parameters like 

selecting between TCP, UDP, and SCTP as the transport-layer protocol, as well as tuning parameters 

related to timing and buffers. For each test it reports the bandwidth, loss, and other parameters. 

iPerf is cross-platform, making it easy to test with various devices [25]. 

 

The testing was done with these criteria in mind: 

- The host in the local site was both a sender and a receiver. 

- Two different ISP links were used. ISP 1 was behind a Palo Alto firewall and ISP 2 was 

directly connected to the gateway router in the local site. 
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- One, five and 10 simultaneous connections were used. 

 

A total of 20 repeated tests were performed for each criteria combination. For example, 20 tests 

were issued when the local site was a receiver on ISP 1 with one stream connection. Each repeated 

test lasted 60 seconds to ensure that changes in the network could be more analyzed, such as 

fluctuations in bandwidth. Total bytes transferred or received, and average Mbits/sec was calculated 

after 20 repeated tests were reached. 

 

To expect maximum uptime and throughput for the link, the test results would be expected to be of 

similar results. For example, the bandwidth would be on its maximum throughput with little 

difference for each test. A mathematical calculation of the tests was used for the average value of the 

bandwidth. The first calculation being the sample’s standard deviation, which informs how far the 

samples are spread out from the mean value. Formula (1) describes how to calculate the sample’s 

standard deviation. A low standard deviation would indicate that the samples were very close to the 

mean value, which is the result that was expected. 

 

𝜎 = √
1

𝑛−1
∑ (𝑥𝑖 − �̅�)2𝑛
𝑖=1        (1) 

 

Here, 
1

𝑛−1
 describes the sample version of the average, n describes the max samples which was 20 

and �̅� the average of all the samples that each element is subtracting with. The sample versions of 

Formula (1) was chosen because there was no complete set for use when testing the traffic with 

iPerf, as the tests can go on for an indefinite amount of time. With the help of the standard 

deviation, the confidence of the average bandwidth was also calculated off the 20 samples. An 

estimation of 95% confidence was evaluated to say that the averages were close to the real values. In 

this case where the standard deviation was known, Formula (2) was used for calculating the critical 

value where 𝛷−1 is the inverse of the cumulative distribution function (CDF) of the standard normal 

distribution. Formula (3) describes how to calculate the confidence interval with the help of the 

critical value that was calculated from formula (2). 

 

𝑧 = 𝛷−1 (1 −
𝛼

2
)        (2) 

X̅ ± 𝑧
𝜎

√𝑛
          (3) 

 

Here, 1 − 𝛼 is the confidence estimated, which equals to 0.95 and stands for a 95% confidence. 

3.3 Interviewing SD-WAN customers 

As a part of finding SD-WAN best practices, it was decided that interviewing enterprises that have 

fully or partially transitioned to SD-WAN would be part of the work. Interviewing enterprises that 

are SD-WAN customers gave further insight on how an actual transition can look like, while also 

gaining concrete information on transition benefits and consequences. The interviews in this thesis 

were provided by Curitiba AB. 

3.3.1 Interview type 

Before the interviews with the SD-WAN customers could occur, a decision had to be made for 

choosing what type of interview it should be. It was considered to the customers that the interview 
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was of the formal type with a staff member working under the role as a network specialist, or one 

who had partaken actively in the transition. A script with questions was composed for the interviews 

and sent out to the staff members as a way for them to prepare. 

3.3.2 Questions  

The script with questions had to be prepared before the interviews could occur. Emphasis was put 

into creating open questions that would leave room for the interviewed staff members to give more 

specific and detailed answers. To prevent the questions from becoming too broad while keeping the 

questions relevant, it was decided that they would be split up into two main topics. The first topic 

being the reasoning for the transition, and the second topic being the approach of the transition. 

Also, each question within the topic was always followed by at least one supplementary question to 

make sure that questions stay relevant and contribute with even more detail. By creating questions 

that revolve around these conditions, it became easier to make them relevant for this thesis while 

also leaving room for the interviewed staff member to give detailed answers. 

3.3.2.1 The reasoning for the transition 

The questions that were made for this topic had the purpose of gaining more information regarding 

why an enterprise would consider transitioning into SD-WAN, and what expectations they had for 

the results. The questions that were asked for this topic were: 

 

● 1.1 Previous infrastructure: How was the network infrastructure before SD-WAN?  

● 1.2 Performance expectations: What benefits did you and your enterprise expect from 

an SD-WAN transition in the form of performance? Were there any expectations of 

improvements in bandwidth, network speed, uptime reliability, or something else 

performance related? 

● 1.3 Economic, ergonomic and sustainable expectations: What benefits did you and 

your enterprise expect from an SD-WAN transition in the form of enterprise infrastructure? 

Were there any expectations of economic benefits such as lower management cost of the 

infrastructure? Were there any expectations of ergonomic benefits such as less required 

manpower for carrying and installing the SD-WAN devices, as well as easier management of 

the devices? Were there any expectations on improvement to the enterprise’s sustainable 

development through the transitioning to SD-WAN? 

● 1.4 Management expectations: How did you and your enterprise expect the installation 

and configuration of the SD-WAN devices to be like? Were there expectations of any third-

party help for the installation and configuration of the devices? What were the expectations 

on the cost of installing SD-WAN devices? 

● 1.5 Transition expectations: What were the overall expectations of the transitioning 

process? What was the expected time for completing the transition? Were there any 

expectations on what the transition would cost to the enterprise? Were there expectations 

on the complexity of the transition? 

 

The questions were formed by taking into consideration what enterprises may be interested in 

accomplishing by performing a SD-WAN transition, as well as answering some of the questions that 

this thesis is meant to solve. 

3.3.2.2 The approach of the transition 

The questions that were made for this topic had the purpose of gaining more information regarding 

how the enterprise carried out the transition of their classic MPLS & IPSec network infrastructure 

into SD-WAN. The questions that were asked for this topic were: 
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● 2.1 Transition Plan: How was the transitioning into SD-WAN planned out? Were there 

any ideas before on how the transition should be carried out or did the planning of the 

transition begin from square one?  

● 2.2 Full or partial transition: Was the entire network transitioned into SD-WAN or was 

it a partial transition? What was the reasoning behind transitioning fully or partially into 

SD-WAN?  

● 2.3 Difficulties: Were there any difficulties during the transitioning into SD-WAN? If so, 

what were the difficulties and how did they affect the transition? 

● 2.4 Provider selection: What SD-WAN provider did you and your company choose? 

What was the reasoning behind selecting that provider contrary to other providers? 

● 2.5 Results: What were the results of the transition into SD-WAN? Did the transition 

provide the expected results? Did the transition provide with any unexpected results? What 

got better and what got worse after the transition?  

● 2.6 Thoughts: In retrospect, are there any thoughts on how the transition was carried out? 

Was there anything that could’ve been better through a different approach? 

● 2.7 MPLS discontinuation: When do you and your company feel that you can safely 

discontinue the use of MPLS for a site? Is there any possibility for a complete 

discontinuation of MPLS? 

 

The questions for this topic were formed with the intent of receiving clear data of the transition and 

its results as a reference for finding SD-WAN best practices.   
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4 Results 

This chapter firstly presents the results that were gathered from designing the infrastructures 

needed for performance testing, together with their implementation. Secondly, results based on the 

performance tests from both the Talari setup and the traditional setup are presented using tables. 

Lastly, results gathered from the interviews with Roxtec and Max Matthhiessen are presented. 

4.1 Results based on chosen infrastructure designs 

Results from the Talari infrastructure designs as well as implementations are presented here. 

Initially the local design is presented, along with the four designs in AWS, followed by their 

implementations. Lastly, the design for the traditional infrastructure design is presented. 

 

The LAB environment at Curitiba AB consisted of a Talari unit, a switch connecting to two different 

ISPs and a Palo Alto Firewall. Figure 4.1 illustrates the setup for the local infrastructure. The user 

was connected to the Talari unit through Port 2, which then connects through the internet by having 

a connection from Port 1 of the Talari unit to one of the switch ports leading to the internet gateway. 

The switch had 2 reserved ports for connecting to the internet that are both local internet breakouts. 

Port 16 which is a 100/100 Mbit/s fiber connection that leads to the internet by first going through a 

Palo Alto Firewall, and Port 18 which is a 10/1 Mbit/s ADSL-connection that connects directly to the 

internet without an external firewall. 

 

 
Figure 4.1 Illustration of local infrastructure. 

 

When manipulating the local links, a WAN simulation unit was put in place between the Talari unit 

and the Palo Alto firewall to artificially degrade the link and see how the SD-WAN connection 

handled the situation. 

 

The Virtual Private Cloud was set in a pre-defined region by Amazon, and every region offers up to 

three different availability zones, which are data centers provided by amazon that are scattered 

throughout the region. The first Amazon Web Services infrastructure, named A, has the Virtual 

Private Cloud set up with all the subnets being in one entire availability zone. This design was taken 

from a guide provided by Talari to their customers, the rest of the designs were self-made and based 

on design A. Figure 4.2 illustrates the Virtual Private Cloud within Amazon Web Services. Within 

the cloud was the availability zone that highlights all the subnets within it, as well as the virtual 

Talari EC2 instance that was located within the management subnet and the EC2 server running on 

the LAN subnet. The Talari unit, in the form of an EC2 instance, connected all the subnets together. 

The server located in the LAN subnet, which also was an EC2 instance, would be reachable from the 
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internet via the client that’s behind the local Talari unit. The WAN subnet has a default gateway to 

the internet as well, meaning that traffic in and out of the Virtual Private Cloud goes through that 

subnet first. The LAN subnet was set to private, as sources from the internet would not be able to 

reach that subnet. 

 
Figure 4.2 Illustration of AWS infrastructure A. 

 

The next infrastructure, named B was designed to split the subnets into separate availability zones. 

The reason behind it was to both simulate a site that if the connection to a subnet fails, the entire 

network would not shut down. This was to also test the connectivity between different availability 

zones. Figure 4.3 illustrates how each subnet was inside its own availability zone. The Talari unit 

was within the MGT subnet, connecting to the WAN and LAN subnet that resided in their own 

availability zones. 

 

 
Figure 4.3 Illustration of AWS infrastructure B. 

 

Infrastructure C separated every subnet into its own Virtual Private Cloud, meaning they had their 

own CIDR block. This was to test the Virtual Private Cloud Peering feature in Amazon Web Services. 

Figure 4.4 illustrates how the infrastructure C was set up using different Virtual Private Clouds. The 

clouds were also placed in the same availability zone. 
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Figure 4.4 Illustration of infrastructure C. 

 

Much like the previous design, Infrastructure D also separated the subnets by having multiple 

Virtual Private Clouds. Difference was that this infrastructure places the subnets in different 

availability zones to test the peering connection between the different zones to analyze the traffic. 

This can be seen as illustrated in figure 4.5. 

 
Figure 4.5 Illustration of Infrastructure D 

4.1.1 Implementation of design 

This section brings up how the Talari devices that were used for testing were configured. The 

Adaptive Private Networking (APN) configuration tool that the graphical user interface provides, 
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was used to accomplish this. This was to show the ease of configuring the sites and have an active 

link between them, compared to a traditional WAN configuration that is done using Cisco routers 

for example. The first step was to create the sites that were going to be used for testing. The first site 

being named AWS where the Network Control Node (NCN) was placed, and the second being 

named Local where the unit which resided in Curitiba acts as a client. 

 

The next steps were to begin configuring the sites for the Talari units. For the AWS site, interface 

groups for each subnet had to be created: One for the LAN subnet and one for the WAN subnet. 

Figure 4.6 illustrates the name of the interface groups, which ethernet ports used for the interface 

groups, which type of Bypass mode was used and its security. Fail-To-Block was used for the bypass 

mode and the security mode was set to trusted for both groups. 

 

 
Figure 4.6 Illustration of the interface groups on the AWS site. 

 

Virtual IP addresses had to be assigned for each interface group. Those that were used were the 

reserved IP addresses for each subnet. Figure 4.7 illustrates the assigned IP addresses and their 

prefix assigned to the virtual interfaces. 172.17.81.10/24 was assigned to the LAN interface and 

172.17.82.10/24 was assigned to the WAN interface. 

 

 
Figure 4.7 Illustration of the Virtual IP addresses assigned to their respective virtual interfaces. 

 

A WAN link had to be configured for access to the internet via the WAN subnet. Figure 4.8 

showcases the configurations that were set for access type, inbound traffic, outbound traffic and the 

pre-defined public IP address. Public Internet was chosen for access type as the traffic does not 

come or go through a private intranet. The inbound traffic and outbound traffic physical rates were 

set to 20000 which results in 20 Mbit/s, as this was the maximum rate the license on the Talari unit 

provided. The pre-defined IP address was set to 18.196.111.53 which is one of our static public IP 

addresses provided by Amazon Web Services, was set as the public IP. The NCN, which is the SD-

WAN controller, did not have the option to autodetect a public IP address so that was the only 

solution. 

 



25 | RESULTS 

 
Figure 4.8 Illustration of the WAN link configuration 

 

Lastly, an access interface for the WAN link was created to bind an IP address to it. Figure 4.9 

showcases the virtual interface, the IP address associated with it and the gateway address used to 

reach the internet. The gateway address 172.17.82.1 was used because Amazon Web Services 

defaulted the first host address as default gateway for their subnets. 

 

 
Figure 4.9 Illustration of the access interface. 

 

For the local site, two different interface groups also had to be made for each ISP. Ports 1 and 2 were 

used for the first ISP and port 3 was used for the second ISP. The first interface group’s security 

mode was set to trusted with the fact that it went through a firewall, while the other interface 

group’s security mode was set to untrusted as it goes to the internet after the passing the switch. 

Both interface groups’ bypass modes were set to Fail-to-block. Figure 4.10 illustrates the interface 

groups for the site Local. 

 

 
Figure 4.10 Illustration of the interface groups for the site Local. 

 

Only one virtual IP address was needed as the interface group for the second ISP had been 

configured as a DHCP client. Figure 4.11 illustrates the configuration the second ISP’s configuration 

where the DHCP Client option was enabled. 
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Figure 4.11 Illustration of the interface group configuration for the second ISP. 

 

WAN links were created for both interface groups, each for their own ISP. They had similar settings 

in terms of inbound and outbound traffic and same access type set to public internet. The difference 

is that the local Talari unit can autodetect public IP addresses as it is a client unit and not an NCN. 

The access interfaces for the WAN links for each ISP were different with how they were configured. 

Illustrations for these configurations where IP addresses were visible, were omitted because of 

confidential reasons to Curitiba AB. 

4.1.2 Traditional connection to AWS with IPSec VPN 

Testing a site-to-site connection from the local lab room to the AWS cloud was made. With the use 

of a Cisco Router and a downloadable configuration guide from AWS, an IPSec VPN tunnel could be 

established for testing. Figure 4.12 illustrates the local infrastructure on how it was set up locally. 

Infrastructure in AWS was the same as of Design A but without the Cloud Talari unit, WAN and 

MGT subnet. 

 

 
Figure 4.12 An illustration of the Traditional network infrastructure. 

4.2 Results based on performance tests 

Results based on iPerf tests with both the Talari connection and the traditional connection are 

presented here. Tables representing the ISP that was used, how many connections that ran, total 

transfer of bytes, average bandwidth with its confidence interval and the standard deviation 

calculations are shown. Link quality for the SD-WAN connection is also presented to showcase the 

Talari unit’s determination of choosing links, after artificially degrading the quality of one of the 

links. Lastly, analysis of results from both the Talari setup and the traditional setup is presented 

here.  
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4.2.1 Results gathered from the Talari site-to-site connection 

Presented here are the results gathered with the help of iPerf testing from the local site to the AWS 

site, using the AWS design A only. Closure on this decision is described in chapter 5. Results 

regarding Talari link quality grading and bandwidth statistics are also presented. Table 4.1 

illustrates the results gathered from tests where the client is the receiver. The average bandwidth for 

multiple streams was distributed to each connection to the server. Client refers to the host 

connected via the local site. 

 
Table 4.1 Results for tests with Talari connection, client receives. 

ISP Connections Total 

Transfer 

Average 

Bandwidth 

Confidence 

Interval 
𝜎 

(Bandwidth) 

1 1 9885 Mbytes 69 Mbit/s 5.90 13.46 

1 5 12468 Mbytes 87.2 Mbit/s 0.41 0.94 

1 10 12447 Mbytes 87.0 Mbit/s 0.42 0.96 

2 1 1467 Mbytes 10.30 Mbit/s 0.08 0.17 

2 5 1442 Mbytes 10.1 Mbit/s 0.14 0.31 

2 10 1372 Mbytes 9.6 Mbit/s 0.17 0.38 

 

Table 4.2 illustrates the results gathered from tests where the client is the sender. The average 

bandwidth for multiple streams was distributed to each connection to the server. Client refers to the 

host connected via the local site. 

 
Table 4.2 Results for tests with Talari connection, client sends. 

ISP Connections Total 

Transfer 

Average 

Bandwidth 
Confidence 

Interval 
𝜎 

(Bandwidth) 

1 1 12384 Mbytes 86.6 Mbit/s 0.34 0.78 

1 5 12399 Mbytes 86.7 Mbit/s 0.36 0.81 

1 10 12461 Mbytes 87.1 Mbit/s 0.28 0.63 

2 1 110.4 Mbytes 0.77 Mbit/ 0.01 0.03 

2 5 118.6 Mbytes 0.83 Mbit/s 0.01 0.03 

2 10 124.3 Mbytes 0.87 Mbit/s 0.02 0.04 

 

Table 4.3 illustrates the result when UDP was used. There was only one test for UDP using the Talari 

connection, more closure on this is presented in chapter 5. 
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Table 4.3 Results for UDP test with Talari connection, client sends. 

ISP Total 

Transfer 

Average 

Bandwidth 

Confidence 

Interval 
𝜎 

(Band-

width) 

Average 

Packet 

Loss 

Average 

Jitter 

1 143.2 

Mbytes 

1 Mbit/s N/A 0  0% ≈ 0.975 ms 

 

With the help of the WAN-Simulation device connected between the Talari unit and the Palo Alto 

firewall, artificial delay and Bit Error Rate was enabled to degrade the quality of the link for ISP 1. 

Figure 4.13 illustrates the local design with the WAN-Simulation device in place. Figure 4.14 and 

4.15 illustrates a graph that shows how the local Talari unit reacted to the WAN simulation. Figure 

4.15 also illustrates the reactive switch from ISP 1 into ISP 2 during an iPerf test when WAN 

simulation was activated before the 14:11 timestamp. The bandwidth suddenly dropped for the ISP 1 

link and the bandwidth for the ISP 2 link began rising. 

 

 
Figure 4.13 illustration of the local design with the WAN-Simulator attached between the Talari unit and the switch. 

 

 
Figure 4.14 Active quality grading of the two links to the site in AWS. 
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Figure 4.15 Statistics over the utilization of the links when one is affected by degradation. 

 

 

A few observations have been made on the differences that appear when the client is the one 

sending the traffic contrary to when the client is on the receiving end. As well as the differences 

between the tests from ISP 1 contrary to ISP 2. For the most part, the bandwidth output has been 

similar. 

 

The expectation of these results was to have a steady connection and maximum uptime. This was 

achieved by calculating the sample version of the standard deviation and confidence interval. The 

lower the value was for the standard deviation, meant more optimal uptime with the maximum 

throughput being used between the Talari sites. One thing to consider was when the client was 

receiving from the server, the maximum throughput for the link was not utilized, as shown in the 

first row of table 4.1 where the standard deviation had high values for one single connection. 

 

With the fact that the Linux Server acted as the sender, a reason for why the results were fluctuating 

and were not stable, could be because of how AWS was utilizing the connection. The type of storage 

used for the Elastic Compute Cloud (EC2) was a type eligible for free tier pricing, meaning that the 

amount of data that could be sent from AWS was being throttled because of limitations unknown to 

us. But as shown with multiple streams where the bandwidth was distributed almost evenly among 

all the connections, the server could maintain max throughput for each connection. This is shown in 

the second and third row of table 4.1 where the standard deviation values are very close to zero. The 

reason this is assumed is because after using ISP 2, which has lower download and upload speeds 

than ISP 1, got stable bandwidth throughout all the tests being done no matter who sends or 

receives. The fourth, fifth and sixth row of table 4.1 and the fourth, fifth and sixth row of table 4.2 

illustrates this. 

 

When UDP was used, the reason it was not as extensively tested compared to the TCP protocol was 

because of how unreliable the results were. For ISP 1 which had speeds up to 100 Mbits/s for both 

download and upload, in order to get 0% packet loss, the bandwidth had to be throttled down to 1 

Mbit/s. Another note is that the results were unrealistic no matter how configured iPerf was, when 

the Linux server acted as the sender. Table 4.3 illustrates the results from this only test. 

This was deemed unrealistic and could not be factored in when concluding a best practice for 

transitioning to SD-WAN.  
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When degrading ISP 1 with artificial delay and bit errors, the expected results, which included the 

switch from ISP 1 to ISP 2 and the declaration of ISP 1 having bad link quality, were met. This 

behavior is explanatory with the fact that the Talari SD-WAN unit advertises the use of different 

paths to other sites. Utilizing this feature is what also makes Talari units software defined, as no 

configuration to what links should be used is needed and is handled by the units themselves. 

As for the bandwidth statistics, it was only to visualize how the bandwidth during one link drops and 

the other one starts being used. This was achieved during an iPerf test where it could be seen which 

link was being utilized after activating the WAN simulation.  

4.2.2 Results gathered from the traditional IPSec VPN connection 

Presented here are the results gathered from iPerf tests that were run through a traditional IPSec 

VPN tunnel from the local host to a Linux server in AWS. Table 4.4 illustrates the results gathered 

from tests where the client is the receiver. The average bandwidth for multiple streams was 

distributed to each connection to the server. Client refers to the host connected via the local site. 

 
Table 4.4 Results for tests with Traditional connection, client receives. 

ISP Connections Total 

Transfer 

Average 

Bandwidth 

Confidence 

Interval 
𝜎 

(Bandwidth) 

1 1 7689 Mbytes 54 Mbit/s 5.15 11.75 

1 5 9594 Mbytes 67 Mbit/s 1.42 3.23 

1 10 9370 Mbytes 66 Mbit/s 1.51 3.44 

2 1 1567 Mbytes 11.0 Mbit/s 0.02 0.04 

2 5 1574 Mbytes 11.0 Mbit/s N/A 0 

2 10 1578 Mbytes 11.0 Mbit/s 0.01 0.03 

 

Table 4.5 illustrates the results gathered from tests where the client is the sender. The average 

bandwidth for multiple streams was distributed to each connection to the server. Client refers to the 

host connected via the local site. 

 
Table 4.5 Results for tests with Traditional connection, client sends. 

ISP Connections Total 

Transfer 

Average 

Bandwidth 

Confidence 

Interval 
𝜎 

(Bandwidth) 

1 1 13281 Mbytes 92.7 Mbit/s 0.32 0.73 

1 5 12525 Mbytes 88 Mbit/s 1.49 3.39 

1 10 11461 Mbytes 80 Mbit/s 2.24 5.12 

2 1 142.1 Mbytes 0.99 Mbit/s 0.0006 0.001 

2 5 137.5 Mbytes 0.96 Mbit/s 0.01 0.03 

2 10 129.9 Mbytes 0.90 Mbit/s 0.03 0.07 
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Table 4.6 illustrates the result when UDP was used. There was only one test for UDP using the 

Traditional connection, more closure on this is presented in chapter 5. 

 
Table 4.6 Results for UDP tests with Traditional connection, client sends. 

ISP Total 

Transfer 

Average 

Bandwidth 

Confidence 

Interval 
𝜎 

(Band-

width) 

Average 

Packet 

Loss 

Average 

Jitter 

1 143.2 

Mbytes 

1 Mbit/s N/A 0  0% ≈ 2.528 ms 

 

 

When it came to analyze the results gathered from the IPSec VPN connection, similar observations 

could be made in terms of differences between who the client and sender is. When the Linux server 

in AWS was the sender, maximum possible throughput was not achieved and the value for standard 

deviation was high. This would be interpreted as the connection not being stable during the tests. 

The first row of table 4.4 illustrates this. One thing to note is that this was not unique to one single 

connection. When using five and 10 simultaneous connections, even if the bandwidth was 

distributed almost evenly among each stream, was still not consistent and optimal. The second and 

third row of table 4.4 illustrates the results. 

 

This was assumed because of the limitations when sending data from AWS as well, but the fact that 

the second and third row of table 4.4 also had the high values for standard deviation could mean 

that the virtual private gateway had some sort of limitations that was not within our control. 

Another thing to note as well could be how the Cisco router managed multiple simultaneous 

connections, as well as the IPSec configuration being set up the way it was can also be a factor that 

affected the results. 

 

In terms of UDP, the same situation happened with the traditional IPSec VPN connection. 

Unreliable results which were deemed to not be factored in when concluding a best practice for 

transitioning to SD-WAN. Table 4.6 illustrates the results when UDP was used on the traditional 

IPSec connection. 

4.2.3 Comparison of results 

For most of the tests, results were similar and expected with low standard deviation from both the 

SD-WAN and the traditional setup. What differentiates the results mostly was the use of ISP 1 and 

the handling of multiple connections. Using the Talari units, the tests with multiple connections 

yielded in better results compared to using the traditional IPSec VPN connection with the local 

Cisco router. This, as stated in 4.2.2, could be because of how Cisco’s router could have handled the 

multiple connections. 

4.3 Interviews with SD-WAN customers 

Results gathered from interviewing SD-WAN customers are presented here. Initially, results from 

the customer at Roxtech Group who is the IT infrastructure manager, are shown. Roxtech Group is 

an enterprise that specializes in sealing solutions for cables. Followed by results from the head of IT 

operations at Max Matthiessen, which is an enterprise that specializes in financial counselling. For 

these enterprises to continue to provide services for their customers at a good rate, they both shared 

a common cause in making a transition to SD-WAN. This was to ensure that SD-WAN would result 

in a positive change in their network infrastructure both in effectivity and economic costs. 
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Analysis and discussion on the answers gained from the interviews are brought up in chapter 5. 

4.3.1 Interview with Roxtec 

Below are the results presented in the numeric order they were set up from chapter 3 (Personal 

Communication 2019-05-03). 

4.3.1.1 Reasoning for the transition 

- 1.1 Previous infrastructure: Pure internet-based services for their site-to-site 

connections. Infrastructure was built for flexibility to the core. Every site uses Local Internet 

Breakout, the traffic does not go through any centralized Data center. Communication 

between sites were made with open source based secure tunnels that have been deemed to 

no longer be a reliable solution. 

- 1.2 Performance expectations: Lots of expectations when it comes to performance with 

the help of an SD-WAN transition. SD-WAN comes with automatic load balancing and fail-

over which results in better uptime for the connections. Performance was one of the main 

reasons for Roxtec to make the transition to SD-WAN as they have had issues with some 

sites while using the current infrastructure. SD-WAN would hopefully solve it. 

- 1.3 Economic, ergonomic and sustainable expectations: No expectations when it 

came to economic benefits. Roxtec had only been using Internet for site connectivity, and to 

fully utilize SD-WAN more links were needed. MPLS was brought in, the economic costs 

were not positive and were more expensive in the short run as some sites needed MPLS to 

connect to other sites with the help of SD-WAN.  Sustainable development was not a factor 

for making the transition, with the fact that more links had to be brought in and at least 30 

SD-WAN units were bought: a more use of electricity would be expected, thus leading to 

more costs in administrating the hardware. Ergonomic benefits within managed was 

expected. Administration over the network would be handled easily with SD-WAN, and it 

was argued that the entire network automatically becomes meshed. Without SD-WAN they 

would need to configure new tunnels for the MPLS links which would be time consuming 

and more difficult to administer because they have 30 sites around the globe. SD-WAN 

would create tunnels of its own between sites to the SD-WAN controller where all the 

administration can be handled in a centralized way. 

- 1.4 Management expectations: No expectations on the configuration and installation of 

the SD-WAN units. Reason being that it was a new concept for the enterprise as well as new 

terminologies that were introduced together with different installation and configuration. 

What was expected was the help from consultants and the SD-WAN providers. 

- 1.5 Transition expectations: The expected time to fully transition the entire network to 

SD-WAN would take three years with 10 sites per year, leading into 30 sites. 

4.3.1.2 Approach of the transition 

- 2.1 Transition plan: In terms of planning the transition to SD-WAN, no extra ideas such 

as research or equivalents were put into place. They managed with the product 

specifications of the SD-WAN devices that were brought in. With the expected help of 

consultants and the SD-WAN providers, the units were set up. The plan is currently set in 

motion with one site being transitioned at a time, where the sites with the most issues are 

prioritized. 

- 2.2 Full or partial transition: At the time of the interview, only one site has been fully 

transitioned. The plan is to fully transition to SD-WAN after the planned three years. 

- 2.3 Difficulties: In terms of difficulties with the transition, they have to constantly make 

sure that the sites that have transitioned can function in tandem with the current 

infrastructure that is set up within the enterprise. Another difficulty is that the enterprise 
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has to consider the laws, regulations and policies that are active on the different countries 

that their sites are located at. Especially those outside of Europe which can make it 

challenging to achieve stable and functioning internet connections. For example, their site 

that is located in China may need to mainly use a MPLS connection. The country has 

recently become stricter in regard to what traffic is allowed to enter and leave the country. 

- 2.4 Provider selection: When choosing which SD-WAN provider to pick, the company 

choose to use products from Riverbed. The reason to why Riverbed SD-WAN was chosen 

was mainly the cost since other providers such as Talari Networks were considered 

expensive. They had also done a PoC (Proof of Concept) with Riverbed in which it was 

mentioned that they were happy with the results. After a successful PoC, they saw no reason 

to make another PoC with products from other providers. 

- 2.5 Results: The results gained after making a transition to SD-WAN in their current 

situation were mostly positive. The site that has SD-WAN implemented is located in Sweden 

and got its performance improved with noticeable results even if the Nordic sites already 

have stable connections without it. 

- 2.6 Thoughts: In terms of thoughts and feedback after making their operation, it was 

mentioned that if an enterprise is planning on making a transition to SD-WAN, they should 

look over these points: 1. Make sure to do a full inventory on the network infrastructure. 2. 

See what the enterprise is looking for with their network and how SD-WAN will help in 

solving it. 3. Choose the right SD-WAN provider based on economic aspects, needs and ease 

of implementation in the enterprise’s network. To add on, the network infrastructure for an 

enterprise should also be scalable from its core so modification, new additions and removals 

to the network can be made easily. 

- 2.7 MPLS discontinuation: In the case of Roxtec, they had no MPLS-connections prior 

to the SD-WAN transition and felt that it was a necessity to purchase MPLS links for some 

of their sites to function well with SD-WAN. Therefore, the company does not feel that they 

will be able to terminate the use of MPLS links within a shorter time frame, as they were 

purchased with the intention of being used in tandem with their SD-WAN solution. 

 

4.3.2 Interview with Max Matthiessen 

Below are the results presented in the numeric order that they were set up from chapter 3 (Personal 

Communication 2019-05-06). 

4.3.2.1 Reasoning for the transition 

- 1.1 Previous infrastructure: Max Matthiessen uses a traditional centralized network 

infrastructure with two data centers in Stockholm. They have about 35 small offices with 

direct MPLS-connections to Stockholm. There are no local internet breakouts, instead all 

internet traffic exits through Stockholm data centers. 

- 1.2 Performance expectations: There are expectations that implementing SD-WAN will 

provide with better bandwidth performance since MPLS connections are slow compared to 

internet connections. There are also expectations of better uptime considering that one of 

the goals of implementing SD-WAN has been to reduce the hardware on sites. It was argued 

that less hardware on a site reduces the risk of failure since it involves less administration 

and fewer points of failures. Also, the company has been using hardware such as copper-to-

fiber media converters which for the most part has been one of the biggest factors for 

network failure. 

- 1.3 Economic, ergonomic and sustainable expectations: There are great 

expectations on financial benefits from SD-WAN as they have only been using MPLS to then 

make internet breakout at one of the two data centers the company owns. MPLS is 
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expensive, and by using SD-WAN, cheaper and better internet links can be used instead. As 

mentioned earlier, the number of hardware on the company will be reduced, which is an 

administrative and cost-effective improvement. 

Some ergonomic improvements are expected from SD-WAN regarding better workspace 

environment. However, the biggest ergonomic improvement expected is the management of 

equipment since their chosen SD-WAN solution has cloud-based management features. It is 

expected that this will facilitate the configuration of the SD-WANs compared to older 

routers that require traditional configuration via the command line interface (CLI).  

Sustainable development has to some extent been a driving force for switching to SD-WAN. 

The idea has been that to some extent encourage staff to use web communication as skype 

instead of traveling on business trips. The reduction of hardware can also result in reduced 

usage of electricity which can be considered a positive impact towards sustainable 

development, but the reduction of air travel is the bigger focus regarding this topic. 

- 1.4 Management expectations: There have been expectations that the installation and 

configuration of SD-WAN devices will not be as complex and difficult as with older devices. 

There might be a need to educate network technicians for SD-WAN, but not nearly as much 

as the old solutions required. The company did expect third-party help, primarily from the 

SD-WAN supplier Aruba who sends their technicians when needed. 

- 1.5 Transition expectations: The company expects that the time for a full SD-WAN 

transition is two years, but they have also taken into consideration that their plans might 

take longer than intended. 

4.3.2.2 Approach of the transition 

- 2.1 Transition plan: The plan for the transition is to implement SD-WAN one site at a 

time, mainly due to the lack of manpower. The transition will start a bit slow to make sure 

that everything works fine. There will not be a dedicated team of sorts for the transfer as it 

was deemed as not necessary. The transition is expected to run continuously over a two-year 

period, and they will begin with the sites that have the most issues with their networking. 

- 2.2 Full or partial transition: No operation regarding the transition has begun, but the 

plan is to make a full transition into SD-WAN. 

- 2.3 Difficulties: The company has yet to perform an actual transition, but they do have 

some issues that they need to address prior to the transition. The company has carried out 

tests on local internet breakout for routing traffic from specific applications and services 

such as cloud storage and Office365. These tests have been somewhat problematic since 

some of their application-connections require whitelisted IP-addresses that can only be 

acquired when the network traffic traverses through the data centers. If these issues are not 

fixed, they could have a negative impact on the expected results from the SD-WAN 

transition. 

- 2.4 Provider selection: The company chose to use products from Aruba Networks, an 

additional supplier of SD-WAN products. The reason to why the company chose Aruba's 

products has mainly been the cost of their units. The company had looked at products from 

Talari Networks, Aruba Networks and Cisco. Talari's products were considered too 

expensive in contrary to the SD-WAN units provided by Cisco and Aruba. Aruba's SD-WAN 

solution was considered more modern than that of Cisco's solutions. Also, the company 

didn’t like that Cisco SD-WAN devices stop working when the license expires. It was argued 

that when an Aruba SD-WAN license expires, it instead locks users from performing 

management on the device but continues to function with its current configuration. 

- 2.5 Results: They didn’t have any results since they have yet to perform a transition. 

However, they have carried out a Proof of Concept (PoC) in which they test if the product or 

technology in question, in this case a SD-WAN product, is a legitimate solution for their 
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problems. Their PoC was carried out in a conference hall and was deemed as a successful 

test. 

- 2.6 Thoughts: They didn’t have an answer for the question since the company has yet to 

begin the transition.  

- 2.7 MPLS discontinuation: They have a traditional hub and spoke setup with MPLS-

connections between sites and data centers from which network traffic performs internet 

breakout. If they manage to deploy SD-WAN and manage to make it work on all their sites, 

then the plan will be to get rid of all MPLS connections altogether, and switch to internet-

based links only. 

 

Based on these results, an insight on how these two enterprises had planned and gone through with 

the transition to SD-WAN. Even though Max Matthiessen had not gone through with the transition 

yet, their planning and Proof of Concept could be factored in on finding best practices.  
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5 Analysis and discussion 

Analysis and discussion of the results gathered from the literature review, lab testing and interviews 

were presented in this chapter for the purpose of reporting on the strengths and weaknesses of this 

thesis. This is to help with structuring better and more relevant methodology for those doing work 

of the equivalent sort in the future. Strengths can refer to what was achieved with the current 

resources that were used, and weaknesses can refer to the plans and methods that did not work out 

as intended or could not be carried out. 

 

The analysis of the results gathered from the literature review is initially presented here, followed by 

the analysis of lab testing and the interviews with the SD-WAN customers. Lastly, analysis of non-

technical, but relevant aspects are presented. 

5.1 Analysis of literature review 

In this chapter, the results from the case study regarding the SD-WAN transition of Equity Office 

was analyzed and are thereafter discussed. It was then followed by the analysis regarding the results 

from the cost of ownership testing carried out by NSS Labs. 

5.1.1 Analysis of Equity Office’s transition to SD-WAN 

As described in chapter 2, Equity Office’s transitions to SD-WAN resulted in mostly positive 

outcomes. One observation to consider is that this was a case study which was published by Talari 

themselves, which can affect the validity of the result to some extent. There were many other case 

studies that were published by Talari as well, but the reason they were not chosen for the literature 

review was because they were considered not detailed enough to be added in the compilation of the 

result. 

 

In terms of validity, it is to be understood that Equity Office must have given Talari permission to 

publish the report on their website. The results of the study may be valid, but the road for making 

the transition to SD-WAN using Talari is not explained fully. The factors that caused this could be 

how limited either Equity or Talari wanted the case study to be. It is a point to consider when using 

case studies for literature reviews of vital information in future studies.  

 

Regarding the topic of SD-WAN best practices, it was mentioned that Equity Office, even after their 

transition, did not have any local internet breakout on their sites and continued to let traffic flow 

through their data centers. This could imply that the addition of local internet breakouts into a 

network, if not already implemented, is not necessary when transitioning to SD-WAN. However, if 

an enterprise wants to implement local internet breakout together with a SD-WAN transition, they 

should do so with the consideration of the benefits and potential risks of failure. 

5.1.2 Analysis of total cost of ownership by NSS Labs 

NSS Labs presented their results of an independent test for cost of ownership with Talari SD-WAN 

units. Since the test was done independently, results were considered genuine and reliable with no 

purpose of marketing Talari SD-WAN products. The result from this test might be relevant and 
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informative for an enterprise considering transitioning into SD-WAN, seeing that they can compare 

the results with their own costs. However, within the scope of this thesis, this information on its 

own does not contribute if not compared with results regarding maintenance costs for networks that 

are not using SD-WAN. 

5.1.3 Strengths, weaknesses and potential improvements 

The results gathered from literature reviews gives good insight on the benefits that SD-WAN can 

contribute to enterprises regarding network stability, bandwidth and cost. Equity Office’s transition 

to SD-WAN shows that traditional MPLS networks most likely will benefit from an SD-WAN 

transition in almost every possible aspect. The main reason for this presumably lies within the high 

cost and low performance that MPLS provides, while SD-WAN allows for reliable utilization of high-

speed internet connections followed by their lower pricings. 

 

An issue that was noticed when carrying out the literature review was the absence of academic 

reports about Talari units, or reports regarding the same subject as this thesis which made the 

resources limited. The technology is relatively new, and it shows with how little information there is 

behind SD-WAN. To add on, deployment guides and product specifications are locked behind access 

by SD-WAN providers and are only accessible to customers. Case studies can be found, but they 

have been more focused on the actual results of a transition for marketing purposes, rather than 

bringing up technical aspects and details on how the transition was carried out. 

 

Because of the lack of information regarding academic reports on SD-WAN implementation, it is 

recommended that future work within the same topic focuses more on carrying out own tests rather 

than searching for them through a literature review. At least until more academic reports have been 

released. 

5.2 Analysis of lab testing 

In this chapter, the results from the lab testing were analyzed and then discussed. Initially, the 

results from the Talari site-to-site connection iPerf tests were analyzed and then discussed. 

Followed by an analysis and discussion on the results from the traditional IPSec VPN site-to-site 

connection iPerf tests. Finally, the results and analysis of both tests were compared with each other. 

5.2.1 Strengths, weaknesses and potential improvements 

The biggest strength with the lab testing was the ability to use iPerf for testing throughput. It is a 

tool that provided enough testing of how much the links could handle data traffic.  

Another strength is how much reliable Amazon Web Services was in terms of stability and 

performance. The service was fast and had no downtime during the weeks of lab testing, 

configuration of the VPC and EC2 instances were straight forward together with the setup of 

subnetting and routing traffic. 

The biggest weakness was that not all the AWS infrastructure designs that were presented in chapter 

4.1 were used in the testing, worked out as intended. The flexibility of AWS was overestimated, and 

the designs were later found out to be impossible to implement. An example would be design B 

where all the subnets were in their own availability zone. What was not possible was attaching a 

network interface to an instance in another availability zone.  

Another weakness was the version of iPerf that was used to gather results. Every version up to and 

including 3.1.3 had issues with UDP and were reportedly fixed with later versions. The Linux 

distributions that were used for testing did not support any version above 3.1.3 which could be 

problematic if UDP is to be considered. 
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An improvement for better, realistic and more reliable results would be to test between two sites 

that does not involve one of them being up in a cloud. This gives more insight regarding site-to-site 

connectivity within an enterprise. Using AWS was enough in scratching the surface for testing and 

analyzing traffic, but a lot of factors can come into play that affect the results. For best possible 

outcome, testing both to a site within a cloud and another local site would be ideal. 

5.2.2 The absence of Zscaler Cloud Firewall and Service Chaining Functions 

The reason for not testing with the implementation of Zscaler Cloud Firewall was because of an 

issue with receiving the product. The provider for Zscaler did not reach out after requesting a trial of 

their software which resulted in the removal of testing the connections with a cloud-based firewall. 

Service Chaining was also excluded because this function worked the best with using a cloud 

firewall. The dedicated firewall used by Curitiba did not have that service enabled and could not be 

tested. 

5.3 Analysis of SD-WAN customer interviews 

The results from the customer interviews were analyzed and thereafter discussed. Initially, the 

interview with the IT infrastructure manager at Roxtec, followed by the interview with the head of 

IT operations from Max Matthiessen. 

5.3.1 Analysis of results from interview with Roxtec 

Roxtec is an enterprise that had quite the opposite network infrastructure than a traditional one 

with MPLS and centralized data centers. The results gathered from their interview has shed light 

regarding SD-WAN transitioning on networks that do not follow the traditional enterprise network. 

Since Roxtec was already utilizing internet connections for their site-to-site connectivity, an SD-

WAN transition should not result in any big improvements on their bandwidth speed. However, 

because of their utilization of open source based secure tunnels, improvements in network stability 

and overall performance should be expected. An interesting aspect to consider in Roxtec’s situation 

was that a SD-WAN transition actually involves adding more costs rather than reducing them. This 

is mainly because a SD-WAN transition for Roxtec involves adding more internet links, and in some 

cases MPLS-links, which results in the purchase of more services from ISPs. Management of their 

network should decrease and be easier to configure with SD-WAN. If SD-WAN is not implemented 

into the network, the new links that were added will need to have tunnels configured manually 

between them, which would be a rather time-consuming process. This would also require a lot of 

administration compared to SD-WAN considering that each tunnel has to be managed and 

maintained individually. 

Through the interview with Roxtec, an issue was noticed which can affect globalized enterprises that 

wants, or is considering, to transition into SD-WAN. One of the main selling points of SD-WAN is 

for enterprises to get rid of their expensive and slow MPLS-connections. However, if an enterprise 

might want to implement SD-WAN in sites located at specific countries, the internet rules and 

policies of those countries can, and in Roxtec’s case did, limit the enterprise into using expensive 

MPLS-links. 

5.3.2 Analysis of results from interview with Max Matthiessen 

The interview with Max Matthiessen has confirmed the expectations that were had in regard to why 

an enterprise with a traditional network infrastructure would consider a SD-WAN transition. 

During the interview, there were almost only mentions of the positives that the transition would 

bring with it like increased performance and reduced costs, with the one exception being the 

increase of administration. These expectations that Max Matthiessen have are much similar to the 
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results that were had in the transition carried out by Equity Office, which does back up their 

expected results. 

Something to mention is that Max Matthiessen has been using unreliable hardware such as copper-

to-fiber media converters which might not be the case for other enterprises. But if they are used, the 

removal of dependency for such hardware is definitive to have positive effects. 

5.3.3 Strengths, weaknesses and potential improvements 

The interviews provided good results regarding the reasons for why an enterprise should transition 

to SD-WAN, as well as the impact that their network infrastructure has on their decisions. It was 

previously observed that in traditional network infrastructures, a SD-WAN transition will have 

many positive outcomes such as increased performance and reduced costs. All of these positive 

outcomes are of course considered by enterprises when looking into SD-WAN. However, the 

interview with Max Matthiessen has suggested that the biggest factor for an enterprise with a 

traditional network infrastructure to commit into a SD-WAN transition is the reduction of costs. In 

the case of an enterprise like Roxtec however, economic gain was not something that would be 

achieved from their transition. Instead, their transition would have its biggest focus on achieving 

better network stability. 

A misunderstanding regarding the interviews with Roxtec and Max Matthiessen should be 

mentioned. The two topics that the questions were structured after, reasoning- and approach of the 

transition, are considered ideal. However, the questions that were prepared for the interviews were 

written with the assumptions that both companies had already completed their transitions. This led 

to some questions either being somewhat answered or left completely unanswered. 

Potential improvements for carrying out interviews with SD-WAN customers could be to prepare 

more than one script of questions. If found necessary, three different scripts with questions can be 

prepared for situations where the customer is considering, currently performing, or has completed a 

SD-WAN transition. 

5.4 Analysis of relevant, non-technical aspects 

Presented here is the analysis and discussion of non-technical aspects that are relevant to finding 

best practices for the transition to SD-WAN. Initially the aspect of how enterprises can affect 

sustainable development when making the transition is discussed. Followed by ethical aspects that 

are for the most part unavoidable and needs to be handled within the enterprise. Lastly, the social 

aspects are presented, which discusses the impact on the enterprise from those benefiting the 

services provided by them. 

5.4.1 Impact on sustainable development 

Enterprises can have an impact on sustainable development both during and after transitioning to 

SD-WAN. When making the transition, new hardware has to be brought in and with that, indirectly 

means more electricity consumption if the new units are going to be tested at first. If this is a thing 

to consider for the enterprise, having a cloud site as remote would be ideal as it would consume less 

energy compared to having two physical sites. Using SD-WAN might also encourage enterprises to 

use alternative communications like webinars, as opposed to conferences made by business 

travelling. This contributes to a sustainable development by reducing the amount of carbon dioxide 

being produced from flights or other transports requiring a vehicle. 

If an enterprise has made a transition to SD-WAN partially or fully, the old hardware that got 

replaced needs to be taken care of as well. There are many ways to do this, such as recycling the old 

hardware internally or externally by selling it to a company specialized in recycling hardware for 

enterprises. Another way of doing this is to also give the old hardware to employees, this can save 

time and money invested in recycling the old hardware. 
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5.4.2 Ethical aspects of transitioning to SD-WAN 

When bringing in new hardware, some ethical points are to be considered. An example would be the 

stance on the enterprise’s employees when SD-WAN units are brought in. Would the enterprise 

invest in getting their current employees educated in the new technology? Would they be terminated 

from the enterprise with the intention of bringing in new employees who are experienced with SD-

WAN? Sometimes, the product specification and support from the SD-WAN providers would be 

suited best for the enterprise. Both for ethical, social and economic reasons as it would be morally 

beneficial for the enterprise’s employees, less costly and it would not give a negative look from the 

perspective of the enterprise’s customers. 

5.4.3 Social aspects of transitioning to SD-WAN 

If a transition to SD-WAN has been made for an enterprise, those who also notice the impact of 

network change are the enterprise’s customers. An example would be, if the network improved 

within an enterprise, it would result in a positive impact on the customers using their services. This 

also results in a positive impact on the enterprise’s employees using their private and proprietary 

software where improvements with the connection has been made. 

5.5 Possibilities and limitations 

In terms of possibilities, SD-WAN can provide increased performance and network stability as well 

as less overall costs to maintain compared to standardized MPLS links or IPSec VPN connections. 

From an administrative point of when managing multiple connections, SD-WAN deems superior as 

it could act as a load balancer and optimize the WAN link for better stability and throughput. The 

SD-WAN units could also determine to automatically use links based on their health to forward 

packets going in or out of a site. If an enterprise has made a move for transitioning to SD-WAN, 

product specification as well as support from the provider and consultants are available with 

configuring or maintaining the units. SD-WAN also contributes to less amount of hardware needed 

to configure multiple links for one site. 

 

When it comes to limitations, if the plan is to have more ISPs, administrative work will be heavy as 

the enterprise has more ISPs to work with. This can also result in more costs if the enterprise is 

transitioning to SD-WAN and needs to add more links. There is also a need to conform to laws, 

regulations and policies for countries where enterprises have a site in so the configuration cannot 

look the same throughout all the SD-WAN units that are in place. 

If there is a site that is deployed in a cloud, it is best to follow deployment guides for core 

configuration as the flexibility can be limited. 

5.6 Formulating the best practices 

After carrying out tests, literature reviews and interviewing enterprises that have plans on fully 

transitioning their networks to SD-WAN, best practices were formed to guide enterprises wanting to 

implement SD-WAN in their network. It should be noted that not all the questions that this thesis 

was meant to answer could be resolved. 

 

For best practices that were found in this thesis, these are the factors to be taken in: 

- 1: Plan with one site at a time to make sure that the new network hardware is compatible 

with the current infrastructure. 

- 2: The best practice for implementing SD-WAN is usually to do so for all sites of the 

enterprise network. However, partial implementations are not deemed to a be bad practice 
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and can thus be considered if the enterprise does not see the need for SD-WAN on specific 

site(s). 

- 3: When choosing providers based on their exclusive SD-WAN technology, make sure that 

their products and services meet the criteria and needs for the enterprise. This can be done 

through Proof of Concept (PoC) or site-to-site testing of SD-WAN products. 

- 4: Full inventory on the network infrastructure to pinpoint what requirements needs to be 

met by the enterprise network to successfully implement SD-WAN. This is to find out if 

changes in the network needs to be made to fully utilize SD-WAN technology. 

- 5: An SD-WAN transition should only be considered if the links that the enterprise has is 

yielding worse results than the SD-WAN units they are trialing through Proof of Concept or 

site testing. 

- 6: If the entire network for the enterprise mostly consists of costly MPLS links and 

replacing them with stable internet connections is a possibility, making a full switch to SD-

WAN is beneficial for the enterprise. 

- 7: When setting up SD-WAN in a cloud such as AWS or Azure, a deployment guide from the 

SD-WAN provider should always be prioritized. When specifically setting up Talari SD-

WAN on AWS, the network infrastructure should look like that of Design A in section 4.1. 

The other implementations that were presented should be entirely disregarded and are 

deemed as bad practices. 

- 8: For site-to-site connectivity with Local Internet Breakout, multiple ISPs are to be used 

for load balancing the traffic, so the links do not throttle. In cases where data centers are 

present in the infrastructure, traffic from applications that does not require to put workload 

on the data centers should be routed through Local Internet Breakout. Also, the SD-WAN 

controllers should be located within the data centers. In cases where data centers are not 

present, the controller should be located at the site that is considered the head office for the 

enterprise. Also, it should be considered that this site has more than two different internet 

connections for maximum stability. 

 

Even though the best practices have been presented, it was mentioned in 1.2 for goals that 

arguments would be made for the resulting best practices that were found. It was deemed that if a 

best practice could not be wholly supported with the information gathered through this thesis, it can 

still be considered a best practice, but the reader should be aware of any doubts. The questions that 

are being referenced to in this section of the thesis points to the results gathered from interviewing 

enterprises which can be found within 4.3. 

 

- 1: The best practice for planning so that only one site is transitioned into SD-WAN at a time 

was presented since both interviewed enterprises had their own transitions planned this 

way, as seen in question 2.1 transition plan. Also, it was argued that since SD-WAN is such a 

new concept, there is a lack of proper best practices for implementing SD-WAN. Thus, 

transitioning one site at a time was deemed a best practice since rushing a transition would 

not be ideal if they want to keep their network as safe and functional as possible during the 

transition period. 

 

- 2: The best practice for implementing SD-WAN on all sites of the enterprise network was 

presented since both interviewed enterprises had plans for transitioning the entirety of their 

networks. There was no real argument presented for it in the interview by Max Matthiessen. 

However, in the interview with Roxtec, it was mentioned that SD-WAN automatically 

meshes the entire network which makes it easier to manage. Also, implementing SD-WAN 

on the entire network means that management of all sites becomes more maintainable and 

centralized thanks to the client-controller structure that is present in SD-WAN solutions. If 

a partial transition is carried out, the sites left without SD-WAN will not be included in the 
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SD-WAN configuration and thus, management possibilities will not be available for those 

sites. It was also mentioned in question 2.6 results, answered by Roxtec, that they had 

implemented SD-WAN on one of their less prioritized sites that already had stable internet 

connection. Yet they managed to gain noticeable improvements regarding the network 

performance on that site. Overall, the implementation of SD-WAN on the entire network 

may be a necessity for some enterprises. While for other enterprises, going the extra mile 

for a full transition may be worth it as a measure of improving hardware management.  

 

- 3: The best practice for selecting a provider was suggested by one of the interviewed 

enterprises, Roxtec, and was deemed reliable since different providers seems to offer 

products with different pricing, quality and support. For example, it was mentioned by both 

enterprises in question 2.4 provider selection that products from Talari were deemed too 

expensive for their needs and thus disregarded. If a cheaper solution can meet the needs of 

an enterprise, they should not need to pay extra for products that can be considered of 

higher quality. Also, Max Matthiessen mentioned that both the lower costs, as well as better 

support from the provider Aruba was the redeeming factors for selecting that provider’s 

solution. 

 

- 4: The best practice for making a full inventory on the enterprise network infrastructure 

was suggested by Roxtec. It is presented as a best practice since it made sense that carefully 

pinpointing network demands is required for utilizing the full use of SD-WAN. If it was to 

be implemented on a network that does not allow for full utilization, then it might not 

provide the expected results and will not be able to solve the problems it was meant to fix. 

 

- 5: A best practice for considering a SD-WAN transition depending on results from Proof of 

Concept and site testing was presented. During the interviews with both enterprises, it was 

mentioned that they had both done their own PoC before wanting to commit to a full SD-

WAN transition. The reason for this is that the enterprises wants to, in a smaller scale, make 

sure that expected results are achieved from the SD-WAN units. There is nothing that can 

guarantee beforehand to an enterprise that the implementation of SD-WAN will keep the 

promised results. A SD-WAN solutions provider might provide units of lower quality that 

does not meet the required standards for that enterprise, or the technology might in their 

case not be suitable at all. It is quite logical to say that enterprises should always test 

hardware out and make sure that it provides with the expected results, as it could otherwise 

result in a costly and unfavorable purchase. 

 

- 6: A best practice regarding enterprises dropping MPLS links for a full SD-WAN switch was 

presented, with the reason being the information found on SD-WAN transitions by 

enterprises with traditional MPLS infrastructure. The information used for presenting this 

best practice comes from the case study regarding Equity Office SD-WAN transition, which 

was presented in 2.13.1, as well as one of the interviews with the SD-WAN customers, Max 

Matthiessen, who had a traditional MPLS infrastructure. In the case study, better 

performance regarding network speed and stability was presented, as well as 50% reduced 

costs. The same improvements were expected by Max Matthiessen. However, they had all 

their sites located in the same country, Sweden. This would mean that stable internet 

connection is an available option for all their sites and dropping MPLS links becomes a 

realistic possibility. In the case of the other interviewed enterprise, Roxtec, who has a global 

network infrastructure, stable internet connections were not an option for all their sites. As 

presented in question 2.6. MPLS discontinuation, this resulted in them having to 

implement new MPLS links for some of their sites. This would imply that other enterprises 
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that are using a traditional infrastructure with MPLS, especially global ones, must consider 

if the discontinuation of MPLS is a possibility. 

 

- 7: A best practice for implementing SD-WAN devices on cloud services such as AWS and 

Azure was presented. During the test phase of this thesis, Talari SD-WAN was tested in-

tandem with AWS in which multiple network designs for the site located in the AWS cloud 

were made. As it was mentioned in 4.1, the first design for a network infrastructure, being 

Design A, was taken from an AWS Talari deployment guide which was provided by Talari 

themselves. The other designs had then been based on Design A. As the results would later 

show, only Design A could successfully be implemented in AWS. Since Talari had only 

proposed one network design in their deployment guide, as well as the other designs failing, 

this can only imply that either the network design provided is the only design that works, or 

other designs that were found were not functioning as well as the presented design. Thus, it 

was deemed that the designs that are provided in deployment guides should always be 

considered the current best practice. 

 

- 8: A best practice regarding site-to-site connectivity with Local Internet Breakout was 

presented. In the best practice, it is mentioned that multiple ISPs should be used for load 

balancing the traffic. This is because if the same ISP is used for multiple internet links on 

the SD-WAN device, the internet traffic will burden only that ISP which results in reduced 

network performance. The idea of using multiple ISPs is that when one ISP has congestion, 

the other one will automatically be used as the path and prioritized by the SD-WAN unit. It 

was also mentioned SD-WAN controllers should either be located data centers or head 

offices. This is because management of the SD-WAN devices will most likely occur in these 

places. 
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6 Conclusion 

The goal of this thesis has been partially achieved for finding best practices for enterprises wanting 

to transition to SD-WAN. Some resources that were planned to be used were absent which led to the 

thesis being more limited with finding best practices. Another factor being the overestimation of 

flexibility with designing network infrastructures in AWS. 

 

Results from the literature reviews showed that a big enterprise making a transition to SD-WAN 

resulted in more performance and uptime while reducing costs, compared to them having to 

maintain the traditional network technologies that were put in place. Results from the performance 

tests showed similar results regarding throughput, with the exception of the traditional 

configuration being less stable when handling multiple simultaneous connections. Results from the 

interviews with Roxtec and Max Matthiessen showed that the transition approaches can vary 

depending on the enterprises’ current network infrastructure. It also showed that both these 

enterprises gave insight on SD-WAN that were mostly solutions to their current issues. 

6.1 Future work 

This thesis has been broad in terms of finding best practices for enterprises transitioning their 

network to SD-WAN. The focus now should be more on slimming down the uses of methodologies. 

For better results in each aspect, focusing on only one methodology can yield more accurate results 

in finding best practices. An example would be lab testing where more sites can be used, which gives 

more flexibility in testing link connections. Another example would be to make a survey and 

interview more enterprises to gain more insight on how their network is structured. 

 

For the moment, literature studies for this subject is too limited for use when searching for best 

practices. If this methodology is going to be used, it is best to combine with other methods. 

In this thesis, tests were only carried out using SD-WAN units from Talari Networks. It should be 

considered that SD-WAN units from other providers also be tested. Furthermore, this thesis was 

also meant to find best practices for enterprises interested in using SD-WAN together with a cloud 

firewall service. As well as figuring out how a SD-WAN solution should look like if a site-to-site 

connectivity contains service chaining. Also, a stance was to be made regarding which firewall 

implementation, native firewall or cloud firewall, that should be used. Because of the lack of time 

and resources, neither of these could be tested and can thus be considered for future work within 

the area of SD-WAN best practices.  
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