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Sammanfattning 

Under omständigheter så som sammanslagning av organisationer kan ett flertal 
separata IT-system tilhörande de olika organisationerna behöva dela åtkomst mot 
tjänster med varandra. Åtkomst mot tjänster regleras ofta med hjälp av hemlig 
information så som lösenord eller nycklar. Detta innebär att delning av åtkomst 
mellan IT-system uppnås genom delning av hemlig information mellan dessa 
system. 

Detta arbetet föreslår nya metoder för att automatiskt synkronisera lösenord och 
hemligheter mellan flera hemlighetshanteringssystem som normalt sett inte är 
kompatibla med varandra. 

En arkitekturell modell togs fram efter att en utvärdering av redan existerande 
hemlighetshanteringssystems funktionalitet samt en analys av den framtagna hot-
modellen gjorts. En proxy ansluter till det lokala hemlighets-hanteringssystemet 
som i sin tur ansluts till ett centralt distribueringssystem vars jobb är att hantera 
och uppdatera alla proxys. 

Resultatet påvisar att ett system för att automatiskt synkronisera hemligheter på 
ett säkert sätt går att bygga både i teorin och i praktiken. Automatisk synkro-
nisering kan minska det arbete som krävs för att hantera flera parallella system där 
alla behöver ha tillgång till gemensamma hemligheter. 

Nyckelord 
säkerhet, hemligheter, hemlighetshantering, systemintegration, kryptografi, 
datasäkerhet. 

 





 
 
 
 

   
 

Abstract 

Following circumstances such as mergers and acquisitions, the IT systems 
associated with the participating organisations may need to share access towards 
services and systems with eachother. Access towards systems and services is often 
controlled using secret information such as passwords or keys. This implies that 
sharing access between IT systems is achieved by sharing secret information. 

This thesis proposes new methods for automatic synchronization of secrets 
between different secret management systems that may not be natively compatible 
with one another. After examining how the already existing secret management 
systems function as well as created a data centric threat model, a system design was 
proposed. A secret proxy connects to each secret management system which in turn 
connects to a central secret distributor that handles and updates the other proxies. 

The results indicate that such a system can be implemented and securely distribute 
secrets automatically. By synchronizing secrets automatically, the work involved 
with supporting several secret management systems in parallel which all need 
access to some common secrets could be reduced. 

Keywords 
security, secrets, secret management, system integration, cryptography, computer 
security 
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1 Introduction 

1.1 Background 
A company’s best strategy for surviving the test of time is to embrace change and 
evolution. During the lifetime of a company it is almost inevitable that new 
technologies must be adopted, the company must expand, or that a company 
merger occurs. When such events transpire, a company’s IT system goes from being 
elegant, well planned and homogeneous to being complex and heterogeneous. 

The company may start out by utilizing virtual machines (VM) in an on-premise 
datacenter. Then new technology such as containerized virtualisation gets 
developed and the company engineers start implementing greenfield projects using 
these new technologies. After that, the company may have to expand globally and 
therefore decides that some parts of the system should be deployed using a cloud 
infrastructure provider. Following the expansion, the company may get acquired or 
a merger happens with another company that is utilizing a different software stack 
and cloud infrastructure provider. The resulting system after all of these events and 
evolutions is very heterogeneous, utilizes many different technologies and is 
deployed across multiple different platforms. This is unfortunately a common 
lifecycle for modern tech companies. 

Most of these heterogeneous systems need access to shared information, such as 
database passwords or service accounts. Since database passwords and service 
accounts are used as credentials that grant privileged access to resources, such 
information is considered sensitive and should be kept hidden from unauthorized 
actors. This kind of sensitive and hidden information is often referred to using the 
umbrella term “Secret”.  

Different IT platforms usually have their own ways of implementing secret 
management and this inevitably leads to problems when the same secrets must be 
available across different platforms utilizing different mechanisms. There is 
furthermore a best practice within cyber security which says that all passwords 
should be regularly updated and this process should preferably be performed 
automatically. This further complicates things since adhering to this best practice 
would require all shared secrets to be automatically and securely synchronized 
across many different platforms. 

1.2 Problem definition 
Even though the number of available secret management systems is large, there 
had been no research regarding how to share up-to-date secrets between multiple 
secret management systems prior to this thesis. Thus the problem at hand was to 
survey the large number of existing secret management systems in order to find 
common abstractions that could be used to integrate the systems in a way that 
enabled automatic secret synchronization. 
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1.3 Goals 
The goal of this thesis is to solve the problem of automatic synchronization of 
secrets across multiple secret management systems and create a prototype to verify 
the practical validity of the solution. 

1.4 Delimitations 
Although this thesis will take a considerable amount of different secret manage-
ment systems into consideration both when designing solutions and creating the 
prototype, the prototype will be limited to only offer full functionality against a 
subset of the existing secrets management systems. The selected subset is Blackbox 
[1], Kubernetes [2] as well as Vault [3]. 
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2 Theory and Background 

This chapter presents the theoretical framework for the proposed solution and 
examines the background as well as previous work within the area. Section 2.1 
describes secret management in general. Section 2.2, 2.3 and 2.4 introduces the 
security concepts Trust, Authentication and Authorization. Case studies of existing 
secret management systems are presented in section 2.5. Cryptographic protocols, 
algorithms and their features are presented in section 2.6. Section 2.7 introduces a 
security evaluation method called “Threat modeling”. 

2.1 Secret management 
Secrets are sensitive bits of information such as passwords, service accounts and 
private keys. Such pieces of information are considered sensitive due to the value 
that they would bring to a malicious actor. A malicious actor with access to such 
secrets could impersonate legitimate actors and abuse the trust bestowed onto 
those entities as a platform for conducting their malicious activity.  

With this in mind, keeping the secrets hidden in a secure location and not sharing 
them with anyone would seem like a good idea since that would greatly limit a 
malicious actors ability to obtain them. However, secrets are often required by 
services and subsystems to allow them to interact with other systems and function 
properly. The goal of a secret management system is therefore not to create an 
impenetrable vault, but rather to find the right balance between security and 
usability [4]. 

A good secret management strategy aims to minimize the value and exposure of 
each secret. The value of a secret can be lowered by either limiting its capabilities, 
scope or validity period. The exposure of a secret can be lowered by enforcing 
granular access control, utilizing encryption at rest as well as in transit and 
incorporating good lifecycle management for the consumer of a secret. 

Secret management systems empower system designers in their ability to 
implement good secret management strategies while maintaining the usability of 
the systems. 

2.2 Trust 
Trust is one of the core aspects that enables secure cooperation and communication 
between entities across networks. When communicating over computer networks it 
is rarely possible to be absolutely certain that the other communicating party is 
who they claim to be. One must therefore rely on trust since certainty is often 
unfeasible. Trust can be given or earned and if security is important, then finding 
methods that can be used to earn trust is of great value. Earning trust while 
communicating over a network is often done by proving that you either possess or 
know something that only the entity of whom you claim to be would have access to. 
This section will present some of the core concepts regarding trust and how it is 
managed in practice. 



 
 
 
4  |  THEORY AND BACKGROUND 

   
 

2.2.1 Chain of trust 

 

Figure 2.1 - Illustration of extending trust using referrals. An arrow from one entity to another one indicates 
a trust extension from the origin to the destination. 

Trust in a distributed system is often modeled around a chain of trust where one 
trusted entity or piece of data vouch for the legitimacy of another entity or piece of 
data and thereby extends its trust. The concept of extending trust using referrals is 
illustrated in Figure 2.1 where an arrow from one entity to another entity indicates 
that the entity at the arrows origin vouch for the trustworthiness of the entity 
pointed out. This method of modeling trust is called a hierarchical trust model [5]. 

 

Figure 2.2 - Illustration of how the trustworthiness of an entity is established by backwards traversing the 
chain of trust in trust models based on referrals. 
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Any entity with an unbroken chain of trust that goes all the way back to an 
explicitly trusted entity is thereby deemed trustworthy. The chain traversal needed 
for verifying the trustworthiness of a specific entity is illustrated in Figure 2.2. The 
steps required to validate the trustworthiness of the entity Carl in Figure 2.2 would 
be the following: 

1. Get Carl’s token of referral (certificate) 
2. Find out the issuer of Carl's token (Alice) 
3. Get Alice’s token of referral 
4. Validate that Carl’s token was created using Alice’s token 
5. Find out the issuer of Alice’s token (Trent) 
6. Get Trents token of referral 
7. Validate that Alice’s token was created using Trents token 
8. Find out the issuer of Trents token (Trent) 
9. Since Trent’s token is issued by Trent himself, check if Trent is explicitly 

trusted by the system. 

The explicitly trusted entity at the apex of the chain of trust is often referred to as a 
“trust anchor” or a “root of trust”. An implementation of chain of trust is the x.509 
public key infrastructure where the root of trust is often a self-signed certificate by 
a certificate authority and trust extensions are made through the use of certificates. 

2.2.2 Root of trust 
Root of trust or trust anchors constitutes the apexes of chains of trust and 
establishes explicit trust towards the trust anchor by the system. Since trust 
anchors are explicitly trusted by the system, managing trust anchors is a very 
security sensitive matter. A trust anchor can be introduced to a system through: 

• Operating system bundling. 

• Injected as files. 

• Bundled with software. 

• Rooted in hardware by the use of Hardware Security Modules(HSM). 

2.3 Authentication 
Authentication is the process of establishing the principal or identity of a given 
client. Client authentication methods can be based on four primary means [6]: 

• Something that the client knows such as a password, pin code or security 
question. These methods can be expressed under the umbrella term 
“Credentials” and must be entered into the system by the client beforehand. 

• Something that the client possesses such as a key card or another form of 
token. 

• Something that the client “is” such as fingerprint or retina scan. 

• Something that the client does such as voice recognition or handwriting 
analysis. 
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2.4 Authorization 
Authorization is the process of enforcing access control for various system 
resources or information. Authorization is usually done on a per request basis and 
in its most basic form enforces the access control by taking into account the 
operation being requested, the target resource and the principal of the client. 
Different authorization methods may expand on the access control decision process 
to take additional data into consideration when deciding whether or not to 
authorize a specific request. Authorization methods may also wary in their way of 
providing context to the access control decision process. 

2.4.1 Role based access control 
Role based access control or RBAC is a user-centric access control method that can 
be used for both coarse or fine-grained access control. Being user-centric means 
that the authorization process is based on the privileges bestowed upon the 
requesting user.  

The primary components of RBAC are: 

Resource: The target of the user actions such as an API endpoint or a piece of 
information. 

Role: A named set of resource-action pairs. 
Action: An operation such as “Get” or “Update”. 
Entity: The user of the system.  

An entity has a set of roles which alongside the user request constitutes the context 
for all access control decisions made for a request made by a specific user. 

2.4.2 Attribute based access control 
Attribute based access control or ABAC is an attribute-centric access control 
method that supports both coarse and fine-grained access control. Being attribute-
centric means that the authorization process is based on a policy constructed from 
the combined set of attributes assembled from multiple different sources. Common 
attribute sources used when creating the ABAC authorization policy are [7]:  

Subject attributes: the role(s) and permissions associated with the requesting 
principal. 

Resource attributes: metadata or other attributes associated with the ABAC 
entity that the subject is acting upon. An ABAC resource can be anything 
from a web server to a word document, and its associated metadata and 
attributes can be anything from the title of the document to the service 
account of the web server. 

Environment attributes: attributes associated with operational, technical or 
situational environmental factors such as the time of day, number of hacking 
attempts during the last 24 hours or the current network domain such as 
intranet or Internet. 

Although ABAC is attribute centric, all access control decisions are made based on 
policies. A policy is a boolean function compiled from the resulting set of attributes 
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after doing a set union of all subject attributes, resource attributes and 
environment attributes that were provided as context for the access control 
decision. A policy may consist of decision rules, conditions, and other constraints 
for accessing the resource requested. If the resulting boolean function evaluates to 
true for a given user request, then the access control system will permit the request 
[7]. 

An ABAC system is comprised of four primary components: 

1. The Attribute Authority (AA) which is responsible for creating and managing 
attributes as well as attribute bindings. An attribute binding is what 
associates a subject, resource or environment with a specific attribute. 

2. The Policy Enforcement Point (PEP) which is responsible for enforcing and 
requesting access control decisions. Since the PEP is tasked with conducting 
the access control it must be able to intercept and act as a broker for all 
service requests within the system. 

3. The Policy Decision Point (PDP) which is responsible for evaluating the 
policies applicable for every service request and make the access control 
decision that determines whether to allow or deny a request. 

4. The Policy Authority (PA) which is responsible for creating and managing 
the access control policies. 

2.5 Case studies 
This section will examine existing secret management systems and secure systems 
to provide insight into their inner workings and properties. 

2.5.1 Kubernetes 
Kubernetes [2] is a container orchestration system used to manage containerized 
deployments on computer clusters. A container is like a traditional virtual machine 
with the primary distinction being that containers share their operating system 
kernel with other containers. Each physical server or virtual machine in a 
Kubernetes cluster runs a Pod process. The Pod process is responsible for 
managing all containers running on that machine as well as interacting with the 
rest of the orchestration system. A Kubernetes Service is a collection of 
homogeneous containers working together with the same purpose. Services 
deployed by Kubernetes can interact with the orchestration system and its 
extended functionality such as secrets through the “kube-apiserver”. The main 
method for authorizing client interactions within the Kubernetes ecosystem is 
called RBAC [8]. 

2.5.1.1 Authorization 
The Kubernetes implementation of RBAC is similar to the method described in 
section 2.4.1. However, Kubernetes RBAC introduces three new concepts : 

Group: A Group is a collection of entities. Groups can be utilized to manage 
access for entire departments or teams at once. 

Role binding: A Role binding is what grants a specific role to a group or an 
entity. 
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Namespace: The Namespace is what specifies the granularity and the scope of 
a role. A role may be applied globally or just within specific namespaces. 

New roles are created by a “create role” request from an entity. A role specification 
contains: 

• A Kind which specifies whether the role is namespaced or global 

• A unique Name which is used as the role identifier. 

• Optionally a namespace which is used to specify the scope of the role 
applied. 

• A collection of resources for which access is granted. 

• A collection of actions which specifies the actions granted on the given 
resources. 

Permissions are granted to an entity by issuing a “create binding” request. 

• A role binding specification contains: 

• A name which describes the role binding 

• A namespace which specifies within which namespace this binding exists 

• A Kind which specifies the type of the entity 

• A Name which uniquely specifies the entity for which the binding is made. 

• A “Role Kind” which specifies if the role granted is a global or namespaced 
role. 

• A “Role name” which uniquely identifies the role. 

Permissions are added to an entity by creating a role binding which grants the 
entity the role specified by the role binding. Permissions are removed from an 
entity by removing role bindings since RBAC is deny all by default [9]. 

Privilege escalation is prevented by ensuring that entities are only allowed to create 
roles or role bindings containing privileges that the entity in question has already 
been granted. An entity may therefore create roles or role binding containing a 
subset of the entities own permissions. 

2.5.1.2 Secret management 
A Kubernetes Secret is a standalone object or resource which acts as a container for 
sensitive information such as passwords, service accounts or secret keys. Since 
Secrets are standalone resources, they exist regardless if any deployment is using 
them or not. This uncoupling enables the same secret to be consumed by multiple 
different deployments simultaneously. 

A Container can request access to Secrets in its deployment specification and the 
secret can be injected into the container through either a environment variable or a 
virtual file. File injection is done by an in-memory filesystem called tmpfs. 

Secrets are transferred from their central storage to a Pod using encrypted channels 
such as TLS and they are only sent to Pods scheduled to run containers which 
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requires the specific Secret. The Pod is then responsible for injecting the Secrets 
into appropriate Containers as it runs them [10]. 

Kubernetes offers several options to make sure that Pods always have the latest 
version of a Secret. These options are: 

Get: which means that all secret requests will be sent directly to the kube-
apiserver and not handled locally. 

Cache: which means that the Secret will be fetched from a local cache, and the 
cache will be updated after its Time To Live expires. 

Watch: which means that the kube-apiserver will be continuously polled for 
updates to its Secrets of interest. 

2.5.1.3 API 
Clients can interact with the Kubernetes Secrets API through its REST interface. 
The API exposes the following interface [11]: 

Create: creates a new secret. 
Patch: partially updates an existing secret. 
Replace: replaces an existing secret with a new one with the same name. 
Delete: deletes an existing secret. 
Delete collection: deletes all secrets that matches a specific selector (search 

term) 
Read: returns the values of a specific secret 
List: returns all secrets within a specific namespace. 
List All Namespaces: returns all secrets in all namespaces. 
Watch: gets a specific secret and then proceeds to listen for any updates to that 

secret. 
Watch list: has the same functionality as “Watch” except that it references a 

collection of secrets which it updates in response to changes. 
Watch list all namespaces: has the same functionality as “Watch list” except 

that it works across multiple namespaces. 

2.5.2 Red Hat Openstack 
Openstack [12] is an open source cloud infrastructure software project by RedHat 
inc. used to manage hardware and software resources in public and private clouds. 

2.5.2.1 Authorization 
Openstack has a RBAC identity management system called “Keystone” [13]. 
Keystone is similar to the RBAC method described in section 2.4.1. The RBAC 
implementation used in Keystone does however contribute the following new 
concepts: 

Domain: an overarching administrative group that may contain multiple 
projects. A domain is the uttermost abstraction in Keystone and it’s the 
administrative unit in which everything else is contained. 

Project: an administrative container of resources such as compute resources or 
APIs. This is similar to the “Namespace” concept of Kubernetes RBAC.  
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Rule: a set of requirements that must be fullfilled to be authorized to perform a 
specific action. 

Extras: a collection of key-value metadata pairs associated with a user-project 
tuple. 

A role is added by appending it to the “Extras” collection of the corresponding user 
or group. 

Authorization is done by comparing the set of requirements in the Rule of the 
resource against the set of roles in the Extras of the entity, if there is a match, then 
the user is considered authorized [14]. 

2.5.2.2 Secret management 
Openstack has its own secret management system called “Barbican”. Barbican is a 
policy based system that manages user access towards secrets. The system 
integrates with Keystone such that user roles in Keystone propagates to Barbican 
which means that a user with the creator role in Keystone gets the corresponding 
creator role in Barbican. 

There are four main roles in Barbican: 

Admin: has the ability to create, delete, read and edit secrets. 
Creator: has the ability to create, read and edit secrets. 
Observer: has the ability to read secrets. 
Autid: has the ability to read secret metadata but not actual secrets. 

These are the default roles and their associated privileges, however this list may be 
extended by introducing user created custom roles and privileges. Barbican grants 
permissions through policies in a yaml file which maps an action/capability to a set 
of roles. Such a action-role mapping indicates that entities with that role may 
perform that action. Just as in Keystone, a role assignment can be scoped to either 
a domain or a project and be assigned to a user or a group [15]. 

2.5.2.3 API 
Clients can interact with the Openstack Barbican API through its REST interface. 
The API exposes the following functionality [16]: 

List: returns name and metadata for all secrets within a specific project.  
Create: creates a new secret entity. 
Get: metadata: returns the metadata for a specific secret. 
Update: adds a payload to an existing secret that does not have a payload 

already. 
Delete: deletes a specific secret entity. 
Get: payload: returns the payload (secret) for a specific secret entity. 
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2.5.3 Vault 
Vault is an open source secret management and data protection system created by 
HashiCorp. The system is stand alone and therefore not dependent on any specific 
platform or framework. 

2.5.3.1 Authorization 
Vault uses RBAC as its method for enforcing access control against resources. All 
resources in Vault are identified using unix paths. The path “ns1/s1” uniquely 
identifies the secret “s1” that is located in the namespace “ns1”. Given that Vault 
represents resources as paths, the authorization process is therefore modeled 
around controlling access to paths [17]. 

2.5.3.2 Secret management 
Vault is comprised of three separate deployments [18]: 

1. The HTTP/s API which is the external interface of the system. 
2. The core Vault service. 
3. The Storage Backend. 

User requests hit the HTTP API service which passes on the request to the core 
Vault service. The Vault service uses the Storage Backend to durably store 
encrypted configurations and secrets. The core Vault service treats both the HTTP 
API and the Storage Backend as untrusted entities. 

Since the Storage Backend is untrusted by Vault, it only stores data that has already 
been encrypted by a data encryption key. The data encryption key recides within 
Vault and is itself initially encrypted by a Master key. When Vault starts up, the 
master key must be provided so that the data encryption key can be decrypted and 
the vault be opened.  

When the Master key is initially created or provided, Vault will split it into a 
configurable amount of shards using a threshold cryptography algorithm called 
“Shamir’s secret sharing”. The algorithm splits the Master key into x shards that are 
distributed among multiple instances of Vault. The Master key can later on be 
reconstructed by assembling y shards where y is a threshold value that is less than 
or equal to x. 

The Vault service internals consists of eleven main components: 

1. The Core which is the service gateway that accepts messages from the HTTP 
API service and passes them on to other components within the Vault 
service. 

2. The Token store which manages all tokens (user sessions). 
3. The Rollback manager which prevents partial failures by creating a write-

ahead log.  
4. The Policy store which manages policies which in Vault is access control lists 

associated with resources. 
5. Expiration manager which handles leases and token timeouts. 
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6. Path router which handles resource namespaces. Paths in Vault uniquely 
specifies a resource and the ancestry of the resource can be derived from the 
Path. The Path /parent/child uniquely identifies the resource “child”, but its 
ancestor “parent” can also be derived from the Path. 

7. The Auth Method component which is pluggable and handles user 
authentication. 

8. The Secret Engine which manages user and system secrets. 
9. The System Backend component which is a controller for other internal 

components such as the Policy Store. 
10. Audit Devices which there may be zero or more of. Audit devices are 

components that subscribes to event logs for the purpose of system insight 
and auditing. 

11. The Audit Broker which is responsible for distributing event logs to all of the 
available Audit Devices. 

When a user first connects to Vault, it has to obtain a session token [19]. This is 
done by providing a form of credentials which the Auth method will use to establish 
the user’s identity and the policies associated with the user. When the users identity 
and its governing policies are established by the auth method [20] [17], then the 
Token store uses this information to generate a client token. This token may also be 
accompanied by a lease which the client has to extend before it expires for the 
token to remain valid [21]. The token is then sent back to the client so that they can 
prove their identity claim in their future interactions with Vault. 

The authentication method is pluggable and can be based on username/password, 
public key cryptography, github sign-in or some other external authentication 
method. 

When the user has obtained a client token, it is authorized to interact with the main 
part of the Vault API which is the Secrets API.  

When a request hits the Secrets API it goes through the following steps: 

• The Client token is validated and the client policies are loaded 

• The request and the client policies proceed to the Secret Engine which 
performs access control using the requested action and the client policies as 
context. If the action is authorized, then the Secret Engine executes the 
action on behalf of the client. 

• If the Secret Engine returns a secret, a lease will be attached to it by the 
Expiration manager before it is subsequently returned to the client. 

Vault will also send all requests and responses to the Audit Broker where they are 
fanned out for logging by the attached Audit Devices. 

2.5.3.3 API 
Vault can be fully controlled and configured from the HTTP API and secrets can be 
created and read. Some endpoints accept query parameters if they are deemed non-
sensitive when issuing a GET request. Most endpoints therefore expect parameters 
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to be located in the POST body instead [22]. The HTTP API exposes the following 
functionality: 

Create: creates a new secret. 
Put: replaces an existing secret with a new one with the same name. 
Delete: deletes an existing secret. 
Read: returns the values of a specific secret 
List: returns all secrets within a specific namespace. 

Vault considers PUT and POST to be equal at this time and does not trust the 
client’s intentions. Therefore, the command to create secrets is the same as the 
command to update secrets [22]. Depending on the backend, the old secret value 
can be handled in different ways. KVv1 will overwrite the old secret value [23]. 
KVv2 will handle the new and old secret as different versions [24]. 

2.5.4 Mesosphere DC/OS 
DC/OS is a distributed operating system based on the Apache Mesos kernel. The 
system is primarily used as a operating system for datacenter applications. DC/OS 
manages compute resources, interprocess communication, schedules workloads 
and node setup/installation. 

2.5.4.1 Secret management 
The Enterprise version of DC/OS has a built-in secret management system called 
DC/OS Secret Store. The Secret Store lets authorized users store sensitive 
information as files in the store. Stored secrets can be used either in DC/OS 
scheduled workloads or externally using the Secret Store REST API [25]. 

Secrets that are referenced in a workload specification can be injected into the 
workload either as environment variables or mounted using a in-memory 
filesystem. 

All requests coming from outside of the DC/OS cluster such as external requests 
towards the Secret Store REST API must have an accompanied Javascript Web 
Token(JWT) which is used for authentication [26]. This token is provided to the 
user after a successful login and must thereafter be continuously re-negotiated as 
the token expires. 

The authentication process for DC/OS works the following way [25]: 

1. The user sends its credentials to the DC/OS API and the request is initially 
handled by the “Admin Router” component. 

2. The Admin Router routes the request to the “Identity and Access 
Management” (IAM) component. 

3. If DC/OS is configured to use an external authentication service such as 
LDAP or SAML, the request is forwarded from the IAM to the external 
service. If no external authentication is configured, then the authentication 
will be done by the internal IAM component. 
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4. If the user credentials are valid, then the internal or external authentication 
service returns a principal to the IAM. 

5. If the IAM receives a principal from the authentication service then it creates 
a JWT and returns it to the user, else it returns an Unauthorized error to the 
user. With this JWT, the user can authenticate themselves towards the 
DC/OS cluster for the lifetime of the token. 

Request towards the DC/OS API from inside of the cluster are authenticated using 
a Authentication token just like external requests. Internal clients can however 
obtain this token by authenticating using a “Service Login Token” which is a single 
use JWT signed by the private key from either a Service Accounts or the Public Key 
Infrastructure of the cluster. Once the client has got a Authentication token it can 
interact with the Secret Store API [27]. 

2.5.4.2 Authorization 
All actions performed by clients are checked and authorized by the RBAC 
component of the system which allows for fine-grained access control. A client can 
be given access to a specific secret or a “space” which is equivalent of a namespace. 
A Secret’s permission requirement is represented by a path which specifies what 
service or service group has access to it [25]. A secret with the path “service-
group/secret1” has the identifier “secret1” and is located in the namespace “service-
group”. A Service or Service Group with the path “/service-group/frontend” is 
located in the namespace “service-group” and has the identifier “frontend”. 

An example of access control using these paths: a secret with the path 
“group/secret” is accessible to all services under “/group” such as 
“/group/backend” or “/group/backend/api”, but not to services which are not 
under “/group” such as “/group2/backend”. 

2.5.4.3 API 
Clients can interact with the Mesosphere Secrets API through its REST interface. 
The API exposes the following functionality [28]: 

Get: gets a specific secret or lists secrets depending on if the provided path 
references a collection or a secret. 

Put: creates or overrides an existing secret at a specific path. 
Patch: updates an existing secret. 
Delete: deletes an existing secret. 
Revoke: revokes access a specific secret 
Renew: renews the lease for a specific secret. 

2.5.5 AWS 
AWS Secrets Manager is a service provided by AWS to store credentials, passwords, 
API-keys or arbitrary text up to 4096 characters. The system is designed to 
minimize the amount of password hard-coded in applications. Instead, AWS 
provides a HTTPS API that applications can use to query secrets required to access 
services on the Amazon cloud [29]. 
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Applications can communicate with the secret manager directly using the API or by 
utilizing the provided SDK. The SDK automatically signs every request, which 
would have to be done manually when using the API directly, to ensure that only 
identities who are authorized to access the requested secret can view it. 

The steps performed to sign an API request are as follows [30]: 

1. Arrange the request contents in a standard order. 
2. Create the signing string containing the canonical request string and 

information such as the algorithm, request data, credentials and a digest of 
the canonical request string. 

3. Create a signing key and sign the signing string. 
4. Append the signed string to the header of the API request. 

The secrets stored in the AWS Secret Manager are encrypted with envelope 
encryption. Data is encrypted with a data encryption key, which in turn is 
encrypted with a master encryption key [31]. When keys need to be decrypted, the 
Secret Manager asks AWS KMS to decrypt the data key which it uses to decrypt the 
secret. 

2.5.5.1 API 
AWS Secret Manager can be accessed by an HTTP web interface from where a user 
can add and modify secrets. Every action can be done both through a GET or a 
POST request, however Amazon recommends POST requests due to the size 
request limits imposed on GET requests. Every request sent to AWS Secret 
Manager must be signed according to the AWS Signature Version 4 protocol [32]. 

The HTTP API exposes the following functionality [33]: 

Create: creates a new secret. 
Patch: partially updates an existing secret. 
Delete: deletes an existing secret. 
Read: returns the values of a specific secret 
List: returns all secrets within a specific namespace. 

2.5.6 Azure 
Azure provides a service called Key Vault for managing keys, certificates and 
secrets. Data can be either secured by software or be stored in Hardware Security 
Modules (HSM) [34]. The Key Vault can reduce the risk of leaked credentials 
because they no longer need to be stored inside the application. Instead, Azure 
provides an API through which the application can for example retrieve the 
connection string required to authenticate with a database. 

To be able to connect and request secrets from Key Vault, the VM, Web app or 
other resource must be able to authenticate. Authentication is controlled by Azure 
Active Directory. Therefore, the resource must acquire an identity and that process 
works as follows [35]. 
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1. Request to create a managed identity for the resource. 
2. Azure resource manager creates an identity for the resource in the Azure 

Active Directory. 
3. Configure the resource with the new identity containing the client Id and 

certificate. 
4. Grant the resource access to the specific secrets in Key Vault. 
5. The resource can now call a local service, only available to the current 

resource, to request the client ID and certificate. 
6. Call the Azure active directory service with the Id and certificate to request a 

JSON Web Token (JWT) that can be used to communicate with other 
resources. 

7. Contact Azure Key Vault and request the secret using the JWT. 

Azure can be configured to manage the identities and rotate tokens automatically. 

Microsoft provides clients used to contact the local service, request the application 
identity and retrieve secrets from Key Vault that can be imported into the current 
program [35]. 

2.5.6.1 API 
Azure offers a REST API for creating, reading, modifying and removing secrets 
[36]. Every request that is made to the Key Vault service must be authenticated. An 
authentication token can be acquired from the Azure Active Directory service. The 
token should then be appended to every HTTP request as an HTTP authorization 
header [37]. 

Azure Key Vault exposes the following functionality [38]: 

Create: creates a new secret. 
Replace: replaces an existing secret with a new one with the same name. 
Delete: deletes an existing secret. 
Read: returns the values of a specific secret 
List: returns all secrets within a specific namespace. 

2.5.7 Ansible Vault 
Ansible is an automation system which is widely used as a deployment system for 
VM-based workloads. An Ansible automation workflow can be written as a 
“playbook” which is structured text that the Ansible engine then interprets as its 
instructions for the execution of the workflow [39]. 

Ansible has its own native secret management system called Ansible Vault. Vault 
can be used to encrypt and decrypt files, structured files, tasks, handlers, variables 
or values inside of YAML files as part of its playbook workflow. Ansible Vault 
encryption enables playbooks and tasks to be version controlled and shared 
without exposing sensitive information such as database passwords and service 
accounts [39]. 
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One or more secrets stored in Ansible Vault can be associated with a label called a 
Vault Id. This Vault Id can subsequently be referenced to provide different secrets 
to a workflow depending on the environment such as running a workflow in 
development, testing or production. 

When running a workflow or a “ansible-playbook” all of the secret encryption keys 
required to decrypt the secrets referenced in the “playbook” must be included as 
command line arguments [39]. 

Interactions with Ansible Vault is natively CLI-based and relies on an 
administrator manually managing passwords using a text editor. To manage secrets 
via the CLI the user is first prompted for the encryption password and if it is correct 
the file will be presented to the user through a command line text editor. After the 
user saves the file, the file will be re-encrypted and replace the previous version of 
the file. Secrets stored in the Vault can also be re-keyed using the “rekey” command 
which requires the old encryption password and the new encryption password. 
Encryption is done using the symmetric key encryption algorithm AES256 by 
default [39]. 

2.5.7.1 API 
The main secret operations exposed by the Command Line Interface are: 

“ansible-vault create secret.yml”: which creates a new secret file called 
secret.yml 

“ansible-vault edit secret.yml”: which lets the user edit a decrypted version 
of secret.yml before encrypting the edited version and overwriting the old 
version. 

“ansible-vault rekey secret1.yml secret2.yml”: which re-encrypts the 
files secret1 and secret2 with a new encryption key. 

“ansible-vault encrypt secret1.yml secret2.yml”: which encrypts the 
previously un-encrypted files secret1 and secret2. 

“ansible-vault decrypt secret1.yml secret2.yml”: which permanently 
decrypts the previously encrypted files secret1 and secret2. 

2.5.8 BlackBox 
BlackBox is a stand-alone tool used to encrypt projects that are version controlled 
such as Git repositories using Gnu-Privacy-Guard(GPG). BlackBox allows 
collaborative teams to store encrypted secrets as files inside of their work projects 
and then freely share their project with others. Each user or group that requires 
access to the secrets contained in a project registers its GPG key (public key) with 
the BlackBox system. Then after re-encrypting the secrets, each registered GPG key 
may decrypt the secrets and use them in builds and deployments [40]. 

2.5.8.1 API 
The main user interface for BlackBox is a CLI with command line text editor 
integration. The relevant operations supported by the BlackBox CLI are: 
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“blackbox_edit_start secret.txt”: decrypts the file secret.txt so that it can 
be updated. 

“blackbox_edit_end secret.txt”: encrypts the file secret.txt. This must be 
done after “blackbox_edit_start” has been executed. 

“blackbox_register_new_file newsecret.txt”: encrypts the file 
newsecret.txt for the first time. 

“blackbox_deregister_file secret.txt”: removes the file secret.txt from 
blackbox. 

”blackbox_update_all_files”: decrypts and re-encrypts all files registered 
with blackbox. This feature can be used to rekey secrets after a key update. 

“blackbox_edit secret.txt”: decrypts the file secret.txt, runs a command line 
editor on the decrypted file and then re-encrypts the file upon save. 

2.6 Cryptographic algorithms and protocols 
This section will present the well established cryptographic algorithms and 
protocols that will be examined for indications of what kinds of security properties 
are possible in practice. 

2.6.1 Transport Layer Security 
Transport Layer Security or TLS is one of the main methods for communicating 
securely on the internet. The main goal of TLS is to be a mechanism for 
establishing secure channels between two communicating peers on top of the 
Transport Layer (4) of the OSI model. The only requirements that TLS places on 
the underlying transport layer protocol is that communication must be reliable and 
messages should be propagated up from the transport layer in-order [41]. 

The secure channel created by TLS has the following properties: 

Authentication: the host that is being connected to is always 
cryptographically authenticated by either asymmetric cryptography or a pre-
shared key. The client can also be forced to authenticate themselves towards 
the server if mutual authentication is required. 

Confidentiality: data sent over the secure channel is encrypted and only the 
two communicating peers can decipher it. 

Integrity: TLS ensures integrity of the data sent over the secure channel such 
that any illicit modification of the data is noticeable by the recipient. 

These properties are guaranteed by TLS to be upheld even if the entire network is 
compromised. 

The TLS protocol consists of two main components [41]: 

1. The handshake protocol which is used to to initiate a secure channel of 
communication between two peers. During the handshake, one or both 
parties are cryptographically authenticated. When one or both identities 
have been proven, the parties share material that is used by both parties to 
construct a shared symmetric key. The parties also negotiate what crypto 
algorithms to use and the parameter values required by the algorithms. To 
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ensure the confidentiality of the secure channel, the handshake protocol is 
designed to be resistant against third party interference. 

2. The record protocol which transparently maintains the secure channel 
between the peers throughout their communication. The protocol acts as a 
middleware between OSI layers by taking data from upper layers, 
fragmenting it, encrypting each fragment and then passing it along down to 
the Transport layer. This works in reverse as well and in this scenario the 
record protocol is responsible for taking packets from the underlying 
transport layer, decrypt them and check their integrity, assemble the 
fragments and then pass the result up the OSI layer hierarchy. The record 
protocol used during a conversation between two endpoints is negotiated 
during the TLS handshake as a “cipher suite”. 

All cipher suites available in the 1.3 version of TLS must have the properties of 
“Authenticated Encryption with Associated Data” (AEAD). Algorithms with these 
properties unify the encryption and authentication operation which transforms 
plaintext messages into authenticated ciphertext messages, this process also works 
in the opposite direction. An AEAD encrypted record contains a plaintext header 
followed by an encrypted message body. The encrypted message body has an 
associated type and may contain additional message padding [41]. 

Authenticated encryption provides confidentiality for the encrypted message as 
well as a way to check the integrity and authenticity of the message. Authenticated 
Encryption with Associated Data further adds the ability to check the integrity and 
authenticity of some accompanied non encrypted data [42]. 

The cipher suites supported by TLS 1.3 are: 

• TLS_AES_128_GCM_SHA256 

• TLS_AES_256_GCM_SHA384 

• TLS_CHACHA20_POLY1305_SHA256 

• TLS_AES_128_CCM_SHA256 

• TLS_AES_128_CCM_8_SHA256 

AES (Advanced Encryption Standard) and ChaCha20 are data encryption ciphers.  

GCM (Galois/Counter mode), CCM(Counter with Cipher Block Chaining-Message 
Authentication Code) and Poly1305 are message authentication algorithms [41].  

SHA (Secure Hash Algorithm) is a hash algorithm which generates fixed length 
message digests from input data which can be used to verify the integrity of a given 
piece of data. The algorithm is considered “secure” due to it being computationally 
infeasible to reverse the algorithm and find the input data used to generate any 
given message digest [43].  

2.6.2 Advanced Encryption Standard 
Advanced Encryption Standard or AES is the NIST standardised name for the 
Rijndael crypto algorithm. AES is an extensible symmetric block encryption 
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algorithm that can process blocks of different sizes with keys of different lengths. 
However the standard block size used is 128 bits and the most commonly used key 
sizes are 128, 192 and 256 bits [44]. 

2.6.3 ChaCha20 
ChaCha20 is a high-performance cipher algorithm based on the Salsa family of 
crypto algorithms [45]. The cipher is around three times faster than AES on 
platforms without specialized AES hardware support [46]. 

2.6.4 Diffie–Hellman key exchange 
Diffie-Hellman key exchange enables two communicating parties to agree on a 
shared secret number without ever disclosing that number. The secret agreement 
process requires that both the sender and the recipient of a message have public 
key pairs. By combining one of the parties private key and the other party's public 
key, both parties can compute the same shared secret number. This number can 
then be converted into cryptographic keying material. [47]. 

2.6.5 Public Key Infrastructure 
Public Key Infrastructure (PKI) aims to provide scalable identification, 
authentication, access control and authorization functions by utilizing public key 
cryptography. PKI achieves this by its use of signed certificates and the hierarchical 
chain of trust model. The properties of PKI have made it a cornerstone of the 
modern world wide web due to its central part in the secure web protocol HTTP/S 
[48]. 

PKI can be described as an architecture or a concept and its most widely adopted 
implementation is the X.509 family of Public Key Infrastructure which is used 
extensively throughout the Internet. 

The chain of trust in a PKI starts with root certificates that are either built into, or 
installed on the end users system. These root certificates are self-signed by a 
Certificate Authority (CA) using public key cryptography (PKC). Once the root 
certificate for a CA is installed on the system, any certificate subsequently signed by 
that CA is also considered trusted by the system. The chain of trust is therefore 
initiated by the CA extending its trust to other entities by creating a signed 
certificate that vows for identity and trustworthiness of the entity. All trust in a PKI 
ultimately goes all the way back to the CA which is the root of trust [48]. 

2.6.6 X.509 PKI Certificates 
The X.509 standard includes two main types of certificates, “CA certificates” and 
“End entity certificates”. CA certificates can be subdivided into three subtypes: 
Cross-certificates, self-issued certificates and self-signed certificates. Cross-
certificates are CA certificates signed by another CA that hence relays trust into the 
recipient CA to help aid the issuers function. Self-issued CA certificates are 
certificates where the issuer and recipient is the same entity. Self-signed CA 
certificates are self-issued CA certificates where the key used to sign the certificate 
is the same key as the key being verified by the certificate [48]. 
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Certificates signed by a CA can be revoked before their expiration through the use 
of a publicly available signed list called a Certificate Revocation List (CRL). The 
CRL contains certificate serial numbers and timestamps for revoked certificates. 
This means that applications utilizing x.509 certificates must validate that received 
certificates are not on the CRL list before the certificate can be considered valid 
[48]. 

An X.509 certificate is a structure containing three attributes: 

tbsCertificate: which is its own substructure that contains the information 
needed to create a binding between a recipient and its public key. 

signatureAlgorithm: which identifies the algorithm used to sign the 
certificate. 

signatureValue: which is the bit string signature computed by the CA from 
the tbsCertificate field of the certificate. 

The TBSCertificate data structure is defined with the following attributes: 

Version: the x.509 certificate version 
SerialNumber: an integer uniquely identifying the certificate. 
Signature: the algorithm used to sign the certificate. 
Issuer: the distinguished name of the certificate issuer in the format of an 

x.501 type Name. 
Validity: a substructure containing a “notBefore” Time field and a “notAfter” 

Time field that defines the timespan for which the certificate is to be 
considered valid. 

Subject: the distinguished name of the subject in the format of a x.501 type 
Name. 

SubjectPublicKeyInfo: a substructure containing the public key of the 
subject and the algorithm with which it is used. 

IssuerUniqueID: an optional field containing a bit string used to uniquely 
identify an issuer in case its name is reused in the future. 

SubjectUniqueID: an optional field containing a bit string used to uniquely 
identify a subject in case its name is reused in the future. 

Extensions: an optional field containing a list of substructures with the fields 
“extnID” which is the id identifier of the extension. A boolean “critical” that 
indicates if the application processing the certificate should reject the 
certificate if it encounters an unrecognized extension. An octet string 
“extnValue” which contains the value of the extension [48]. 

Two systems that implement certificates for authentication are OpenVPN [49] and 
DNSSEC [50]. OpenVPN is an open source virtual private network client and 
server/daemon used to establish encrypted communication tunnels between 
network devices. The communication tunnels can be secured by either a pre-shared 
key (static key) or by using public key cryptography (SSL/TLS) with client and 
server certificates [49]. DNS or Domain Name System is the mechanism for how 
domain names and addresses are translated from their human readable form into 
ip addresses routable on the Internet. To ensure the integrity of data transferred 
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over DNS, an extension called DNSSEC was created. DNSSEC achieves data 
integrity by introducing the new DNS record types called RRSIG, DNSKEY and DS. 
Through the introduction of these new posts, a DNS zone can be “signed” and its 
integrity can be established by following a chain of trust [50]. 

2.7 Design evaluation using threat modeling 
Threat modelling is a method for conducting risk assessment in a structured 
manner. Threat models analyse risks and properties of a logical entity. A logical 
entity can be anything from a piece of data to a host server or a distributed 
computing environment. One of the main arguments for threat modelling comes 
from the realisation that there is never enough time or resources to fix all possible 
weaknesses of a given system. Given this realisation, weaknesses must be 
prioritised so that they can be addressed in a resource-optimal manner and this is 
what threat modelling attempts to achieve [51]. 

There are different types of threat modelling and the reason behind this is that 
there is no “one size fits all” version that is suitable for every use case. Some factors 
that govern the optimal choice of threat modeling methods are: 

• The entity being modeled. The method or framework for modelling may be 
different depending on if the entity being modeled is a distributed system, a 
single server or a piece of data. 

• The current phase of the system life cycle. Some threat modeling methods 
may be more suitable for projects during the planning phase whereas other 
methods may be more suitable for projects that are already implemented. 

• The end goal of the threat model. Different threat modeling methods may be 
appropriate if the end goal of the threat model is to increase the systems 
overall security or if the end goal is to minimize risks associated with for 
example confidentiality. 

2.7.1 Data centric threat model 
The data-centric threat modeling method is composed of four primary steps [51]: 

1. Identify the different parts of the system and data of interest. When these 
parts have been identified, the system’s operations and usage is 
characterised to establish an understanding of the system. The baseline of 
characteristics encouraged by the threat model definition is: 

a. Authorized locations where the data may be present in the system. 
b. A description of how the data is transferred between the authorized 

locations. 
c. The security objective for the data such as confidentiality or integrity. 
d. The people and processes authorized to access the data in a way that 

could compromise its security. 
2. For each of the previously identified authorized locations for the data, 

potential attack vectors should be presented. Once attack vectors are 
identified, they should be prioritised or a subset of them should be selected 
so that development resources may be optimally used. 
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3. Identify security controls that remedy the previously identified subset of 
attack vectors. For each of the security controls proposed, estimate their 
effectiveness in deterring each of the previously identified attack vectors. 
Effectiveness may be represented by a numerical value or a category such as 
“High” or “Low”. 

4.  Analyse all of the characteristics presented by earlier steps as this 
constitutes the finished threat model. 
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3 Methodology 

This chapter lays forth the methods and tools chosen to pursue the goals specified 
in section 1.2 within the context of the problem definition expressed in section 1.1. 
The delimitation subset was selected based on product popularity in their 
respective category (where popularity is based on GitHub stars). The choices 
regarding methods and tools were based on data obtained through a literary study 
that was conducted during the beginning of the project. 

Section 3.1 describes the methods used when performing the initial literary study. 
Methods used to compare and evaluate different design plans are presented in 
section 3.2. Section 3.3 presents the tools used when creating the system prototype. 

3.1 Literature study 
A two-part literature study was conducted at the start of the project to obtain 
knowledge of what problems would need to be solved and how earlier projects have 
attempted to solve them. A literary study was chosen instead of other methods such 
as experiments since the group initially needed to find out what problems had to be 
solved and what questions to ask. The two parts of the literary study were: 

1. An initial period of conducting case studies of existing systems and earlier 
work. These case studies presented the challenges faced by earlier work as 
well as the components and solutions that had successfully been applied in 
the past. By examining case studies, the group was able to quickly absorb 
earlier knowledge and wisdom from information with very high content 
density. The case studies were also crucial in both guiding the group towards 
other areas of interest and as a means to find out in which areas the group 
should invest time in doing a deeper dive. 

2. The second part of the literary study was focused on taking the most 
promising high-level concepts encountered in the first period and then doing 
a deep dive into these specific subjects. Such concepts were "Encrypted 
channels", "Mutual authentication", "Authorization" et cetera; Thus, a 
deeper dive was made into protocols and cryptographic algorithms used to 
achieve such concepts. 

3.2 Design evaluation methods 
To be able to create effective and useful comparisons between different system 
designs, criteria of interest must be established to act as core tenets for the 
comparisons. 

The criteria chosen as the basis for comparison are flexibility and threat model: 

Flexibility: the flexibility of a system design is measured according to the 
amount of constraints it puts on the overall system.  

Threat model: for a subset of promising designs, threat models will be created 
to establish the security characteristics of each of those proposals. These 
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characteristics will be taken into consideration when comparing designs and 
their potential strengths and use cases. 

The reasoning behind the flexibility criterion is that a design that puts a lot of 
constraints on the environment in which it operates is less likely to be viable in 
practice. The reasoning behind the threat model criterion is that since the system is 
dealing with sensitive data, security is paramount. Although security is very 
difficult to quantify, threat models can be used to identify strengths and 
weaknesses of different designs. Given these strengths and weaknesses it is up to 
the decision makers to subjectively apply values to them. 

As described in section 2.7, there are many different types of threat modeling 
methods and types which are applicable in different scenarios. The characteristics 
of this project are:  

• Planning phase 

• Minimize confidentiality risks 

• Data centric or system centric 

Since the essence of this research is automatic synchronization of sensitive 
information, a data centric approach was chosen. The specific method chosen, 
which supports these characteristics was the Data-centric system for Threat 
Modeling which was proposed by the National Institute of Standards and 
Technology in 2016 [51] 

Although this method of threat modeling was chosen to model how secrets travel 
through and interact with the system. Different threat modeling methods may be 
used to analyse different subsystems such as virtual machines or services. 

3.3 System prototype 
A system prototype was choosen as an effecive way of evaluating the effeciteveness 
and practicality of the proposed system. Real life testing in different environments 
could help to discover overlooked flaws during the planning phase. By discovering 
these flaws, a more robust end product could be developed. 

To create the system prototype, a number of decisions had to be made regarding 
what tools to use for the implementation. The main choices that had to be made 
was regarding: 

1. Programming language to be used for the implementation. 
2. Deployment method such as containers, VMs or bare metal. 
3. Environment such as local hosting, on-premise compute cluster or cloud-

based compute cluster. 

3.3.1 Prototype programming language 
The programming language Go was chosen as the language to be used for creating 
the prototype. Although Go is a fairly new language, some of the world’s largest and 
most trusted open source projects such as Docker [52] and Kubernetes [2] are 
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written in Go. The language also has a good amount of well-maintained and 
cutting-edge libraries as well as its standard libraries which are of high quality. 
Other similar languages such as C# or Java would however also be valid choices. 

3.3.2 Prototype deployment method 
Considering that containers are the current standard way of deploying code, this 
method was chosen as the means of deployment for the prototype on the basis of 
avoiding imposing new deployment methods onto stakeholders. 

3.3.3 Prototype compute environment 
There are different factors to take into account when deciding which environment 
to prototype for and there are pros and cons of each environment. 

Local hosting allows for fast development, but it is furthest from today’s 
professional environments. By using local hosting it is also difficult to simulate or 
accurately represent different network architectures. 

On-premise compute cluster allows for quite fast development and is used by many 
companies. It is therefore a good representation of reality. Network configuration 
can however be very time consuming and cumbersome. 

Cloud-based compute cluster is a good representation of reality due to its recent 
surge in popularity. Network configuration is usually very easy due to good 
software development kits and other tools being provided by the cloud platform 
provider. Simulating different network architectures can therefore be 
comparatively easy in comparison to local hosting and on-premise compute 
clusters. Achieving fast development speeds can however be quite slow initially due 
to certain amounts of setup required to get deployment pipelines to work correctly. 

Given these strengths and weaknesses, local hosting was chosen as the 
environment for initial testing and Cloud-based compute cluster was chosen as the 
environment to be used for experimenting with different network architectures 
once the system was functional. 
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4 Results 

This chapter presents the results gathered and produced during the research. 
Section 4.1 presents the observations made from examining the case studies. 
Section 4.2 covers the the proposed system architecture. A threat model analyzing 
the security properties of the proposed system architecture is covered in section 
4.3. Section 4.4 explains significant design decisions made regarding the system 
prototype. The software architecture of the prototype implementation is presented 
in section 4.5. Finally, section 4.6 covers results regarding the system prototype 
and its evaluation. 

4.1 Case study observations 
This section presents observations made regarding the case studies explored in 
section 2.5. Section 4.1.1 concerns observations made regarding how users interact 
with the systems studied in section 2.5. Section 4.1.2 concerns observations made 
regarding how users authenticate themselves against the systems studied in section 
2.5. 

4.1.1 API observations 
This section will present observations made regarding interfaces for secret 
management systems based on the case studies presented in section 2.2.  

 Kubernetes OpenStack Vault Mesosphere AWS Azure Ansible Vault BlackBox

Read

Delete

Create

Put

Patch

Watch

Watch list

List

 Figure 4.1 - Secret store API functionality extracted from the case studies conducted in section 2.5 

Read: Read the value of a specific secret. 
Delete: Delete a specific secret. 
Create: Create a new secret. 
Replace: Replace an existing secret with a new one. 
Patch: Update the value of a specific secret. 
Watch: Subscribe to notifications when a specific secret is updated. 
Watch list: Subscribe to notifications when any secret in a list is updated. 
List:  Get a list of secrets from a namespace/domain/project or equivalent. 

It should however be noted that the actual functionality of the APIs exposed by 
Ansible Vault and BlackBox is vastly different from the other secret management 
systems. Both systems work with files directly and secrets are managed at a file 
level rather than at the level of individual pieces of information. This means that it 
is not possible to manage a specific secret individually using the API. One must 
rather manage all secrets contained in a single file at once. 
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The APIs of Ansible Vault and BlackBox are furthermore intended for manual use 
rather than automation. This is evident since it is not possible to for example create 
a new secret with a given value using their APIs. One must manually create the new 
secret file, fill it with data and then encrypt the file using their respective APIs. 
Updating secrets is done by decrypting an entire secret file using their APIs, 
manually changing the secret value of interest, and then re-encrypting the entire 
secret file using the API. 

Secret management system Interface technology 

Kubernetes Http 

Openstack Http 

Vault Http 

Mesosphere DC/OS Http 

AWS Http 

Azure Http 

Ansible Vault Command-line interface 

BlackBox Command-line interface 
Figure 4.2 - Table showing the interface technologies used for various systems based on the case studies 
conducted in section 2.5 

4.1.2 Authentication 
This section will present observations made regarding authentication against secret 
management systems based on the case studies presented in section 2.5. 

Secret mgmt system Authentication method Continuous auth 

Kubernetes Service Account, Token No 

Openstack Various, Token No 

Vault Various, Token Yes 

Mesosphere DC/OS Various, Token Yes 

AWS Service Account, Token No 

Azure Service Account, Token No 

Ansible Vault Password No 

BlackBox Password No 

Figure 4.3 - Table showing the authentication methods used for interacting with various systems. 

Authentication methods presented in Figure 4.3 using the format “X, Y” such as 
“Service Account, Token” should be interpreted as: initial authentication using X 
yields a result Y which is thereafter passed along throughout the course of the 
interaction to authenticate the client. 

The “Continuous auth” column in Figure 4.3 indicates that an authenticated client 
must continuously renew its authentication status as it is periodically timed out. 
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4.2 System architecture 
This section presents the system architecture chosen for the proof-of-concept 
implementation associated with this thesis. 

Four different system designs where considered during the design phase 
concerning the network topology and interactions between the involved 
subsystems. Each system design is composed of three components. The secret 
distributor, the local secret management system (SMS) and a server. The secret 
distributor is central computer system responsible for orchestrating how secrets 
are shared between systems. The local SMS is an external secret management 
sytems such as Vault [3], Blackbox [1] or Kubernetes [2]. The server is the 
consumer of a secret such as a web application thet requires a database password 
form its local SMS. Figure 4.6 and Figure 4.7 also include an aditional component 
which is the secret proxy that acts as a mediator between the local SMS and the 
secret distributor. 

 

Figure 4.4 - The secret distribution system is connected directly to the local secret management system (local 
SMS). The local SMS therefore has to be accessible over the internet. 
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Figure 4.5 - The secret distribution system is directly connected to the local secret management system 
through a VPN tunnel. As every system is located on the same network, nothing is exposed on the internet. 

 

Figure 4.6 - The secret distribution system is connected to a secret proxy who in turn is connected to the local 
SMS. The proxy is located inside the local secret management system network and connects to the local SMS 
through the local network and to the secret distributor system over the Internet. 
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Figure 4.7 - The secret distribution system is connected to a secret proxy through a VPN tunnel. The proxy is 
in turn connected to the local secret management system. As every system is on the same network, nothing is 
exposed on the internet. 

After examining the design proposals, the system architecture which is illustrated 
in Figure 4.7 was chosen as the design plan for the proof-of-concept. The reasoning 
behind this decision is that the design in Figure 4.7 requires non Internet-
accessible components. Although the security of a system should not be reliant on 
the fact that no malicious actors can interact with it, by not being accessible over 
the Internet, the system is nevertheless shielded from distributed denial of service 
attacks. The network partition is moreover an additional layer of security that a 
malicious actor would need to conquer. 

4.3 System threat model 
This section presents the threat models created to analyze the security properties of 
the proposed system design. This is done by creating a data-centric threat model 
based on the system architecture proposed in section 4.2 and the threat modeling 
method defined in section 2.7.1. 

4.3.1 Step 1 
As described in the data-centric threat modeling method presented in section 2.7.1. 
The first step of the method involves identifying the different parts of the system 
and data of interest. When these parts have been identified, the system’s operations 
and usage should be characterised to establish an understanding of the system. 

Summary: The data of interest is secrets such as database passwords and service 
accounts. 

The system of interest includes: 

• The proxy services deployed inside different client networks. 
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• The secret distributor which is responsible for orchestrating the flow of 
secrets between connected proxies. 

• The local secret management system deployed in the client networks. 

The authorized locations for the data of interest is: 

• Transmission: Between the local SMS and the proxy service, between the 
proxy service and the local SMS. 

• Proxy server execution environment: server memory and processor,  

• Secret distributor execution environment: server memory and processor. 

Description: The flow of data is visually presented in Figure 4.4. The data is 
initially fetched from a local SMS by a proxy(1). Once the data arrives at the proxy, 
it is temporarily held in its execution environment before it is further transported 
to the secret distributor(2). When the data arrives at the secret distributor, it is 
temporarily held in the execution environment of the secret distributor before it is 
distributed to the other proxies(3). When the data has been transferred to the other 
proxies it is temporarily held in the execution environment of each proxy before it 
is sent to each respective local SMS, which then is the final destination of the 
data(4). 

 

Figure 4.8 - Flow of data from its origin to its destination 
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Although availability and integrity of data is important, confidentiality has been 
identified as the most important security objective in the context of this system. 
The motivation behind this is that loss of availability and integrity in the context of 
secrets may cause denial of service due to the secret consumers being unable to 
function properly. Loss of confidentiality could however potentially lead to massive 
data leaks since an attacker would gain access to secret information that may allow 
the attacker to falsely authenticate themselves against databases or other valuable 
repositories of data.  

Considering the aforementioned motivations and implications, this threat model 
will focus on the aspect of confidentiality. 

In the system design depicted in Figure 4.8, only the administrator for the “Secret 
Distributor” system may access all data in a way that can jeopardize its security 
objective. Administrators of the “Secret Proxy” services may however access a 
subset of all data in a way that may jeopardize the security objective. 

4.3.2 Step 2 
The second step of the threat modeling method presented section 2.7.1 involves 
identifying attack vectors for each of the authorized data locations identified in step 
1. Once attack vectors are identified, they should subsequently be prioritised or a 
subset of them should be selected. 

1. Transmission between the proxy service and the secret distributor 
a. An attacker gets access to a network device and listens to the 

communication between the proxy service and the secret distributor. 
b. An attacker performs a man-in-the-middle attack which lets the 

attacker listen to and modify all communication between the proxy 
and the secret distributor. 

c. An attacker cuts the network cable between the proxy and the SMS. 
d. An attacker floods a switch between the proxy and the secret 

distributor which makes the switch broadcast all network traffic to all 
connected devices, one of which is the attacker. 

e. The network traffic is sent over Wi-fi and the attacker is listening the 
the network traffic. 

2. Secret distributor execution environment 
a. An attacker gains access to the server running the secret distributor 

and uses forensic tools to read the memory of the SMS program. 
b. An attacker gains access to the server running the secret distributor 

and intercepts network traffic to and from the process by re-
configuring network settings. 

c. An attacker finds a buffer overflow vulnerability in the secret 
distributor API which grants the attacker arbitrary code execution on 
the server running the SMS or allows the attacker to read arbitrary 
program memory. 

d. An attacker bypasses the authentication system of the SMS and 
registers itself as a proxy which allows it to legitimately receive 
secrets from the SMS. 
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e. An attacker or a rogue proxy admin claims the identity of a proxy and 
asks the secret distributor for secrets that the given proxy is not 
authorized (supposed) to have. 

f. Too verbose logging leads to secrets leaking to logging servers. 
3. Proxy execution environment 

a. Proxy credentials leak which allows a malicious attacker to 
masquerade as the proxy. 

The selected attack vectors based on the possibility and likelihood of a given attack 
vector being used to completely compromise the security objective: 

Vector 1a: An attacker gets access to a network device and listens to the 
communication between the proxy service and the secret distributor. 

Vector 1b: An attacker performs a man-in-the-middle attack which lets the 
attacker listen to and modify all communication between the proxy and the 
secret distributor. 

Vector 2c: An attacker finds a buffer overflow vulnerability in the secret 
distributor API which grants the attacker arbitrary code execution on the 
server running the SMS or allows the attacker to read arbitrary program 
memory. 

Vector 2d: An attacker bypasses the authentication system of the secret 
distributor and registers itself as a proxy which allows it to legitimately 
receive secrets from the SMS. 

Vector 2e: An attacker or a rogue proxy admin claims the identity of a proxy 
and asks the secret distributor for secrets that the given proxy is not 
authorized (supposed) to have. 

Vector 3a: Proxy credentials leak which allows a malicious attacker to 
masquerade as the proxy. 

4.3.3 Step 3 
The third step of the threat modeling method presented in section 2.7.1 involves 
indentifying feasible security control alterations that remedy the attack vectors 
selected in step 2. The effectiveness of each security control alteration should 
subsequently be estimated. Effectiveness can be graded as being High, Medium or 
Low. Security control alterations that completely neutralises an attack vector are 
considered to be highly effective. Alterations that makes it significantly more 
difficult for a malicious actor to exploit an attack vector are granted an effectiveness 
grade of Medium. An effectiveness grade of Low is given to security control 
alterations that neither neutralises the attack vector, nor makes it significantly 
more difficult for an attacker. 

These are the identified security control alterations: 

1. Encrypt all communication channels(remedies vector 1a) 
a. Effectiveness: High 
b. Implementation costs: Medium 
c. Maintenance costs: Low 
d. Impact on functionality: Low 
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e. Impact on Usability: Low 
f. Impact on performance: Medium 

2. Mutual authentication between communicating subsystems(vector 1b, 2e) 
a. Effectiveness: High 
b. Implementation costs: Medium 
c. Maintenance costs: Medium 
d. Impact on functionality: Low 
e. Impact on usability: Low 
f. Impact on performance: Low 

3. Granular access control(vector 2e) 
a. Effectiveness: High 
b. Implementation costs: Medium 
c. Maintenance costs: Low 
d. Impact on functionality: Low 
e. Impact on usability: Low 
f. Impact on performance: Low 

4. Rich endpoint test suite(vector 2c, 2d, 2e) 
a. Effectiveness: High 
b. Implementation costs: High 
c. Maintenance costs: Low 
d. Impact on functionality: Low 
e. Impact on usability: Low 
f. Impact on performance: Low 

5. Multi-factor authentication(vector 3a) 
a. Effectiveness: Medium 
b. Implementation costs: Medium 
c. Maintenance costs: Low 
d. Impact on functionality: Low 
e. Impact on usability: Medium 
f. Impact on performance: Low 

6. Credential revocation(vector 2e, 3a) 
a. Effectiveness: Medium 
b. Implementation costs: Low 
c. Maintenance costs: Low 
d. Impact on functionality: Low 
e. Impact on usability: Low 
f. Impact on performance: Low 

The security control alterations presented above are used as a baseline requirement 
specification for the system prototype. 

4.4 Design decisions 
This section presents the significant design decisions made and provides context 
regarding the decision process. Section 4.4.1 presents design decisions made 
regarding how the root of trust is established in both the proxy and the secret 
distributor. The sections 4.4.2 and 4.4.3 presents design decisions made regarding 
how authentication respective authorization is performed at the secret distributor 
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service. The design decisions made regardning communication between the secret 
distributor and the proxy services are presented in section 4.4.4. 

4.4.1 Root of trust 
The requirements that were identified as relevant when evaluating the viability of 
root of trust methods were:  

• The method for establishing a root of trust must not depend on any specific 
hardware, execution environment or orchestration system.  

• The method for establishing the root of trust must not have its security 
compromised if an attacker has access to the source code of the system.  

The motivation behind this requirement is that such environment restrictions 
would counteract the purpose of this research which is to prove that secret 
synchronization between multiple arbitrary heterogeneous systems is possible. The 
motivation behind this requirement is that the source code for the system 
prototype will be freely released and a method that does not fulfil this requirement 
would therefore potentially render the system instantly compromised. 

With these requirements the method chosen to establish root of trust was self-
signed x.509 PKI certificates (section 2.6.6) injected as files. Utilising certificates 
injected as files fulfills both requirements since all environments can be expected to 
have a basic file system and the secret data is not part of the source code since it 
has to be externally injected. Establishing root of trust using certificate files has 
been observed to work successfully in the wild such as in DNSSEC and OpenVPN 
(section 2.6.6) and the public key infrastructure that makes up the Internet (section 
2.6.5).  

The traditional alternatives to injecting the certificate as a file would be to either 
inject it as an environment variable, include it as part of the source code or utilising 
a Hardware Security Module (HSM) [53]. Environment variables are often a good 
choice for injecting secrets, they are however stored as part of the metadata for the 
environment whereas files injected as volume mounts are not. 

Including the certificate in the source code violates the second requirement and 
relying on a HSM violates the first requirement, and it was on that basis that those 
methods were determined unfit candidates. 

4.4.2 Authentication 
This section presents design decisions regarding the authentication methods for 
the secret distributor. The threat model presented in section 4.3 proposed three 
security control methods concerning authentication that remedied high value 
attack-vectors: multi-factor authentication, mutual authentication and credential 
revocation. The proposed authentication method would therefore need to 
incorporate all of these control methods. 

The authentication method chosen based on these requirements were X.509 
certificates signed by a key owned by the secret distributor system. Signed X.509 
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certificates can be used for authentication since the “Subject” field of the certificate 
contain the identity of the client and the “SubjectPublicKeyInfo” substructure 
contains the public key of the client. This proposed authentication method achieves 
the previously stated requirements based on the following: 

• Mutual authentication can be achieved since each signed client certificate 
contains the public key of the client it represents. Mutual authentication 
using client and server certificates is successfully implemented in TLS 
(section 2.6.1) and utilised in OpenVPN (section 2.6.6). 

• Multi-factor authentication is achieved through the signed certificate and 
the private key corresponding to the public key encompassed in the 
certificate. Families of authentication are discussed in section 2.3 and based 
on this, the certificate is something that the client knows (like a password) 
and the private key is something that the client possesses. By presenting the 
signed certificate to the server, the client proves that it knows the credentials 
for a specific account, and by completing a challenge-response from the 
server, the client proves that it possesses the corresponding private key. This 
means that a malicious user cannot successfully masquerade as a legitimate 
client by only possessing a leaked certificate or a leaked private key. 

• The credential revocation method can be can copied from the x.509 Public 
Key Infrastructure employed across the Internet [48]. This method relies on 
certificate issuers publishing Certificate Revocation Lists (CRL) which are 
lists containing certificate numbers that have been preemptively revoked by 
the certificate issuer. As part of the certificate authentication process, the 
certificate number is checked against the CRL of the issuer, if the certificate 
number is on the CRL the certificate is considered invalid. 

The other authentication methods considered before coming to this conclusion 
were: 

With token authentication, a random non-guessable token is created for a specific 
user. Any client connecting using that token is authenticated as the associated user. 
Token authentication does not naturally support mutual cryptographic 
authentication since there is nothing stopping a malicious user from successfully 
authenticating using a leaked token. Token authentication does not natively 
support multi-factor authentication either, unless the token is an encrypted public 
key from a client public key pair. But in that case, the token cannot be easily 
revoked as no new token could be generated for that public key. Considering this, 
token authentication was determined an unfit candidate for this particular use case. 
The observations made in section 4.1.2 shows that tokens are commonly used as a 
temporary proof of identity to be used for a single session once authentication has 
already been achieved using other methods. 

Username/Password authentication suffers from many of the same drawbacks as 
token authentication as it does not natively support multi-factor authentication nor 
mutual cryptographic authentication. Considering this, username/password 
authentication was determined unfit for this particular use case. Authentication 
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using passwords was observed to be used in section 2.5.7 Ansible Vault and section 
2.5.8 BlackBox. 

Limited usage token authentication suffers most of the same drawbacks as normal 
token authentication, it is however more natively equipped to handle revocations 
since each token’s usage is per definition limited to a given number of uses. 
Considering its shared drawbacks with token authentication, limited usage token 
authentication was determined to be unfit for this particular use case. 

4.4.3 Authorization 
This section presents design decisions regarding the authorization method for the 
secret distributor. The threat model presented in section 4.3 proposed the 
authorization-relevant security control method “Granular access control” as a 
remedy against high value attack-vectors. This was the main requirement when 
determining the viability of any given authorization method.  

The criterias used when comparing access control methods were granularity and 
transformation costs. The reasoning behind the granularity criteria is based on the 
fact that each secret will be available at two locations: 

1. Its source which is the already existing secret management system. 
2. The secret distributor proposed by this thesis. 

The actual granularity of access control for each secret is hence determined by the 
least granular access control of those two locations. Having different levels of 
granularity at the two locations may therefore allow for privilege escalation.  

A practical demonstration: 

Secret S1 is present in location L1 and L2.  
L1 controls access to secrets on the granularity of teams.  
L2 controls access to secrets on the granularity of individuals.  
The employees P1 and P2 work in the development team T1.  
If P1 requires access to S1 then L1 will allow T1 to access S1 and L2 will allow P1 

to access S1. 
P1 can now access S1 from both L1 and L2. 
P2 can still not access S1 from L2 but it has now been granted unwarranted 

access to S1 from L1 since P2 is also a member of T1. 

Given the demonstration above, the secret distributor proposed by this thesis must 
therefore match or supersede the granularity of all other secret management 
systems in order to not introduce new privilege escalation vulnerabilities to existing 
systems. 

The other criteria used when evaluating authorization methods was 
“transformation cost” which was defined as the cost of converting permissions from 
any other authorization method to the method being evaluated.  
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An example to demonstrate this is that some secret management systems may 
employ a variant of ABAC and other systems may use RBAC, thus if the proposed 
system uses ABAC authorization, any system using this same model could map its 
user permissions one-to-one against the proposed system while a system using 
RBAC authentication would have to translate all user permissions from their RBAC 
model to the proposed ABAC model. The reasoning behind this criteria is therefore 
to penalize authorization methods for being difficult to convert or for being 
unpopular (using the most popular authorization method would result in the 
highest number of one-to-one mappings) 

Based on the previously presented criterias ABAC was chosen as the authorization 
method used for the proposed system. ABAC as described in section 2.4.2 supports 
access control based on the subject, the resource and the environment at a high 
level of granularity. Although RBAC was the most common authorization method 
found in the case studies examined during this thesis, previous work by Ni et. al [7] 
shows that Subject attributes in the ABAC model can be represented by RBAC roles 
and permissions and thereby improve the “transformation cost” criteria of ABAC. 

RBAC was considered as an alternative but determined a worse candidate since it is 
user-centric and thereby only takes user attributes into consideration. Using RBAC 
could therefore introduce privilege escalation vulnerabilities as demonstrated 
earlier in this section. The privilege escalation would however not be caused by 
differences in granularity since RBAC places no upper limit on that aspect, it would 
be caused by RBAC being limited to the user dimension whereas ABAC can control 
access based on the resource or the environment as well. This limitation would 
create a privilege escalation vulnerability equivalent to the one previously 
demonstrated. 

4.4.4 Communication 
The threat model presented in 4.3 presents two communication factors, “Encrypt 
all communication channels” and “Mutual authentication between communicating 
subsystems”. The communication channel should also be authenticated by the 
previously proposed X.509 certificates. TLS, as described in section 2.6.1, was 
therefore chosen as the method for setting up a secure communication 
environment between the secret distributor and the proxies. 

TLS supports some important features: 

• Authentication is possible by utilizing X.509 certificates. 

• TLS provides Perfect Forward Secrecy (PFS) with selected algorithms. 

• The proxy and the secret distributor can authenticate each other by mutual 
authentication. 

A pre shared key could have been an alternative, however, did not meet the 
requirements for authentication or support forward secrecy. If the key is found 
every past and future message could be read by an attacker. It is also hard to revoke 
the encryption key or to distinguish between clients if they all use the same key. 
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A custom communication protocol could also be considered. For example, the two 
parties could negotiate an encryption key by using Diffie-Hellman (section 2.6.4) 
and then utilize a symmetric encryption scheme like AES (section 2.6.2) or 
ChaCha20 (section 2.6.3) to send messages. However, creating a custom protocol 
could easily be done wrongly which could enable exploitation of the secrets in the 
system. The custom protocol would also probably function similarly to TLS and 
TLS is already widely used and trusted. Creating a custom protocol was therefore 
not chosen as a viable strategy. 

4.5 Software architecture 
This section presents the proposed software architecture for the proof-of-concept 
implementation made of the system. This section also provides context regarding 
the decision making process behind architectural components. 

4.5.1 Primary data flows 
The primary operational sequences of the system can be separated into two parts as 
illustrated by Figure 4.9 and Figure 4.10. Although Figure 4.9 and Figure 4.10 
presents two separate sequences, in practice there is a relationship between the two 
since Figure 4.10 is triggered by Figure 4.9 and when that happens they are 
executed back-to-back. 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 4.9 illustrates how the secret proxy polls the local secret management 
system (1) and in case it detects a change to a secret of interest then that change is 

Figure 4.9 - The secret proxy polls the local 
secret management systems for updates 
regarding any secrets of interest (1) and 
pushes the updates to the Secret Distributor 
(2). 

Figure 4.10 - The Secret Distributor pushes 
an updated secret to the secret proxy (1) and 
the secret proxy pushes(updates) the local 
secret management systems (2) 
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sent to the secret distributor(2). This is an independent flow that is continuously 
executed. 

Figure 4.10 illustrates how the secret distributor notifies a secret proxy of a change 
regarding a secret of interest (1). This change is then propagated from the secret 
proxy to the local secret management systems that have expressed interest in that 
particular secret (2). This flow is dependent on the flow illustrated in Figure 4.9 as 
it is only triggered by step 2 depicted in Figure 4.9. 

4.5.2 Secret distributor 
The application is separated into interchangeable modules to enable modules to be 
swapped out without changing the operation of the program. The “core” module 
delegates the operations to these modules. Because the modules are 
interchangeable and therefore cannot know which other modules are in the system, 
they cannot invoke actions from each other. To solve this, the core module is the 
one that calls other modules which, when done, return their result to the core 
which in turn decides what to do with the result. The modules can be seen in Figure 
4.11 and this software architecture was influenced by the architecture used by the 
Vault project which was described in section 2.5.3. 

 

Figure 4.11 - An illustration of the internal components of the secret distributor service. 

There are two primary inputs of relevance to the secret distributor service: 

Subscribe requests: subscribe requests are sent to the secret distributor 
service from a proxy to communicate the proxy’s interest in changes to a 
specific secret.  
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Secret requests: secret requests are sent to the secret distributor service from 
one of its connected proxies to communicate that a change has happened to 
a secret of interest. 

How the secret distributor handles both requests is described below. 

4.5.2.1 Subscribe request 
The steps below describes a subscribe request’s path through the program and the 
relations between the modules whenever a subscribe request is handled. 

1. The request arrives at the API gateway and is handed to the core module. 
2. The core module calls the authentication module to authenticate the request. 
3. If the authentication module returns a negative answer, then the core calls 

the logger to log the failed request and stop processing. Otherwise continue. 
4. The core module calls the authorization module to authorize the request 

action. 
5. If the authorization returns a negative answer, then the core calls the logger 

to log the failed request and stop processing. Otherwise continue. 
6. The core calls the logging broker to log the successful request. 
7. The core then calls the subscription module to register the caller. 

4.5.2.2 Secret request 
The steps below describes a secret request’s path through the program and the 
relations between the modules whenever a secret request is handled. 

1. A request arrives at the API gateway and is handed to the core module. 
2. The core calls the authentication module to authenticate the request. 
3. If the authentication returns a negative answer, then the core calls the logger 

to log the failed request and stop processing. Otherwise continue. 
4. The core calls the authorization module to authorize the request action. 
5. If the authorization returns a negative answer, then the core calls the logger 

to log the failed request and stop processing. Otherwise continue. 
6. The core calls the logging broker to log the successful request. 
7. The core then calls the subscription module and requests the recipients that 

should be notified. 
8. The core then calls the secret distributor module that updates the proxies. 
9. The core finally calls the logger in case something failed. 

4.5.3 Secret management proxy 
The secret management proxy is the service responsible for mediating information 
between the local secret management system and the secret distributor service as 
previously described in section 4.2 System architecture. Figure 4.9 and Figure 4.10 
of section 4.5.1 illustrates the two main operational sequences for the secret 
management proxy. Based on these two sequences, the observed functionality 
requirements for the proxy are: 

• Receive secret updates from the secret distributor service. 

• Poll for secret changes from local secret management systems. 
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• Push secret changes to the secret distributor service. 

• Push secret changes to local secret management systems. 

Considering the proxy’s role as a mediator and the functionality requirements 
presented above, the proxy’s main components were identified to be: 

• Local secret management system component which exposes methods such 
as “Poll” which polls the local secret management system for updates 
regarding secrets of interest, and “Push” which pushes external updates of a 
secret to the local secret management system. 

• Secret distributor component which exposes methods such as “Push” which 
pushes updates made at a local secret management system to the secret 
distributor. 

Since the secret distributor is a single system with a constant interface the same 
secret distributor component can be used regardless of what local SMS it connects 
to. However the observations made in section 4.1.1 and 4.1.2 indicates that the local 
SMS component needs to be tailored after the local SMS since there is a great 
disparity regarding API functionality, authentication method and interface 
technology. This variability needs to be accounted for in the software architecture 
and the solutions identified were the following: 

Solution 1: Create separate functions for each interaction with each of the local 
secret management systems. 

Solution 2: Create shared functions that can adapt to work with different local 
secret management systems through the use of context parameters which 
provides system specific information and functionality. 

Solution 3: Create separate classes/components for each local secret manage-
ment system that implements the same interface which allows them to be 
used interchangeably. 

The first solutions does nothing to unify related pieces of code and makes 
configurations difficult since they need to be hardcoded in the functions themselves 
and was therefore not considered a good fit. 

The second solution improves upon the first solution since related pieces of code 
are unified inside of the same context object. Configurations can also be made as 
part of the context object which would solve the second problem with the first 
solution. However, a fundamental flaw was identified with this solution as well. 
Using shared functions works well as long as the functionality is the same for each 
local secret management systems. 

A concrete example of why this is a problem could be described as following: 
having a shared “poll” function that takes a system specific context object as a 
parameter is good as long as the poll functionality is relevant for all local secret 
management systems. If however the local secret management system supports 
real-time updates such as the “Watch” functionality found in the Kubernetes 
(section 2.5.1) then the concept of having a shared poll function for all systems 
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breaks down since real-time updates is 
incompatible and fundamentally different 
from polling functions. This 
incompatibility leads to one out of two 
things: 

1. All systems must support and 
utilise the same functionality. Although 
some systems may provide better and 
more sophisticated functionality, only 
functionality supported by all systems will 
be usable. This is not very elegant as it 
restricts the system to only be as good as 
the worst possible participant. 

2. Create new shared functions 
that are compatible with newer and more 
sophisticated functionality. This ruins the 
simplicity of having all external systems 
utilise the same shared functions. This 
could also lead to a similar outcome as 
solution 1 where each system has its own 
specific function which defeats the whole 
purpose of shared functions. 

The third solution shares some properties 
with the second solution since related 
code is unified in the same component 
and configurations can belong to the 
component itself. Moreover the third 
solution avoids the problem of shared 
functions and leaves the programmer 
with more flexibility. 

The problem of repeated polling versus 
real-time updates can in the third 
solution be solved by having each system 
specific component invoke the same 
callback function once a secret change is 
detected either by polling or real-time 
notification. This behaviour and the 
overall operation of the proxy is 
illustrated in Figure 4.12. The proxy 
component is tailored after the local secret 
management system it is connected to. 
The “Listener” subcomponent of the proxy 
component is responsible for detecting 
changes made towards secrets of interest. 
The Listener subcomponent can be 

Figure 4.12 - An illustration of the inner workings 
of the system proxies. The Listener subcomponent 
of the Proxy Component continuously listens for 
updated regarding secrets of interest. Whenever 
an update is detected, the Core Handle() callback 
method is called with the secret update. The 
Handle callback method logs the event and 
depending on the origin of the secret, the update is 
either propagated to the secret distributor or the 
secret is  sent to all secret management systems 
that are interested in that secret. 
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implemented using either continuous polling, real-time notifications or any other 
system specific functionality. This increases flexibility and forward compatibility 
for when new features gets added to secret management systems. 

By treating a “Proxy component” as it is called in Figure 4.12 as just something that 
occasionally triggers a callback function whenever a secret change is detected, one 
can abstract away the difference between the secret distributor service and all of 
the local secret management systems. This implicates that all secret management 
systems that a proxy can connect to may be represented using the same abstraction 
which in this case is the “Proxy component”. 

Whenever the secret distributor pushes a secret update as depicted in Figure 4.10, 
the Proxy component associated with the secret distributor triggers the “Core 
Handle()” method as depicted in Figure 4.12. However, if the Proxy component 
associated with an local secret management system detects an update regarding a 
secret as depicted in Figure 4.9, then the “Core Handle()” method will be called in 
the same way as with the secret distributor.  

Such an abstraction may seem trivial, but it does however open up for interesting 
possibilities. If the secret distributor is not special, then one could imagine 
scenarios where a proxy is connected to multiple secret distributors which could 
create interesting multi-master possibilities and complex hierarchies. 

After analysing the observations and implications presented above, solution 3 was 
chosen as the method employed by the prototype for handling the variability 
associated with the local secret management systems. 

4.6 System prototype 
This section presents results regarding the system prototype that was constructed 
to test and evaluate the proposed system design. The system prototype  is 
presented in two parts. Section 4.6.1  presents the system architecture of the   
finished prototype as well as the delimitations made to the implementation. Section 
4.6.2 presents the test results obtained from the evaluating the system prototype.   

4.6.1 Prototype architecture 
The system architecture of the implemented system prototype is illustrated in 
Figure 4.13. The illustration indicates a few important difference between the 
prototype architecture and the proposed system architecture depicted in Figure 4.7.  

The system architecture illustrated in Figure 4.7 suggests that each Secret Proxy, 
local SMS and Server pair is deployed inside of its own separate cloud environment 
whereas the prototype architecture illustrated in Figure 4.13 is entirely contained 
within a single cloud environment. The prototype implementation simulates the 
different cloud environments of  Figure 4.7 using subnets and the reasoning behind 
this is discussed in section 3.3.3. 

Another significant difference between the two architectures is the fact that Figure 
4.13 illustrates a large “Server” container encompassing both a secret proxy and the 
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BlackBox secret management system. This is in contrast to Figure 4.7 where all 
architectural components are seemingly independent. The reason behind this is 
that BlackBox is a CLI-based secret management system without any server 
functionality. This means that the secret proxy must run on the same server as 
BlackBox to be able to interact with it, which is what is depicted in the figure. 

Furthermore, a non-visual difference between the proposed system design and the 
system prototype is the authentication method used. The proposed system design 
suggested that signed X.509 certificates be used as proof of identity for each secret 
proxy and secret distributor. The proposed system design also suggests that secret 
proxies and secret distributors mutually authenticate eachother using built in 
functionality of TLS. However, the system prototype authenticates proxies and 
secret distributors using TLS and shared secrets. Shared secrets does not provide 
strong cryptographic identification like X.509 certificates and Public Key 
Cryptography. This was nevertheless not seen as a significant problem for the 
prototype since mutual authentication using X.509 certificates and TLS has already 
been proven to work [41] [49] [50] and the prototype’s lack thereof has no impact 
on this research. 

 

Figure 4.13 – An illustration of the system architecture corresponding to the prototype implementation. 
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4.6.2 Prototype evaluation 
The most important test for the system prototype was whether it could 
automatically synchronize secrets between multiple local secret management 
systems after a simulated secret update. 

To test this, each secret management system depicted in Figure 4.13 was provided 
with a unique secret. Secret “S1” was placed in Vault, “S2” in BlackBox and a secret 
called “S3” was placed in Kubernetes Secret Store. After that, each secret 
management proxy sent subscribe requests as described in section 4.5.2.1 for both 
secrets that were not in its own possession. The secret proxy connected to the Vault 
SMS was in possession of secret S1 and therefore sent subscription requests for S2 
and S3 etc. At this point all secret management systems were indirectly connected 
to eachother and manual secret rotations were done for each secret management 
system. The secret rotations were done by manually updating secret S1, S2 
respective S3 using the CLI corresponding to each respective system. After a few 
seconds the secrets had been automatically transferred to each secret proxy and 
synchronized to Vault and the Kubernetes Secret Store which validated the 
effectiveness of the design. 

The secrets were also synchronized to BlackBox but not in a manner that was 
practically useful. As previously observed in section 4.1.1, BlackBox manages 
secrets on the level of files which means that the system can be used to encrypt and 
decrypt files but not manage individual secrets programmatically. This means that 
the synchronizing secret proxy had to decrypt the secret file using the BlackBox CLI 
and then replace the contents of that file with the incoming secret before using the 
BlackBox CLI to re-encrypt the file. The prototype implementation of this workflow 
involves creating a new secret file for each secret, and each secret file containing 
only one secret so that the file can be safely overwritten everytime a new secret 
version is synchronized. This is not an elegant nor scalable solution, and although a 
better solution could be engineered, this was seen as a fundamental restriction of 
BlackBox’s file level secrets and limited API functionality. 

Given the similarities observed between BlackBox and Ansible Vault in section 
4.1.1, one could suspect that Ansible Vault as well as any other secret management 
system sharing similar properties would suffer from this same problem. 

In addition to testing the functionality of the system, tests measuring the 
synchronization time were also conducted. Synchronization time refers to the time 
that it takes from that a secret is updated at a local SMS to that it is available at 
another local SMS. The synchronization time was found to be entirely determined 
by the polling rate of the proxies. As described in section 4.5.3, the proxies will 
continuously poll their local SMS for updates regardning secrets of interest. A 
polling rate of 1/second was determined to be very high since secret 
synchronization does not have any kind of near-real-time requirements. Given a 
polling rate of 1/second, the average timing error is 500 ms which means that on 
average, the secret proxy will poll the local SMS 500 ms after an update has 
happened. Figure 4.14 shows the average measured processing times obtained from 
10.000 secret synchronization simulations. These simulations were done locally in 
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isolation and without any network communications but nevertheless shows that the 
average timing error of 500 ms makes processing times negligible. 

Measurement Average measured value 

Secret proxy processing time per secret 
syncronized 

1 ms 

Secret distributor processing time per 
secret synchronized 

2 ms 

Figure 4.14 – Measured processing time for secret synchronization requests. 
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5 Analysis 

This chapter presents an analysis of the results produced during this research. 
Section 5.1 presents a system adoption analysis that covers in which IT 
environments the proposed system design could be adopted and what the setup 
process would look like. Section 5.2 covers a security analysis of the proposed 
system design which examines possible attack vectors and their impact. The 
perceived implications of the findings that emerged from this research are 
presented in section 5.3. The chapter is ultimately concluded with proposals for 
future research which is presented in section 5.4.  

5.1 System adoption analysis 

5.1.1 System requirements 
The proposed design and implementation puts few restrictions on the environment 
in which it operates. The only requirements are: 

1. All proxy deployments must be able to communicate with the secret 
distributor. 

2. Proxy deployments must support some kind of file system where certificates 
can be stored. Preferably in-memory filesystem so that sensitive data is not 
written to disk. 

3. The Go programming language must be able to compile binaries for the CPU 
architecture running the secret distributor and the proxies. 

5.1.2 Setup 
The setup process for the prototype works as follows: 

1. Generate a self-signed certificate to be used as the trust anchor. 
2. Create a certificate for the secret distributor using the key from the trust 

anchor certificate. 
3. Start the secret distributor and inject the secret distributor certificate into 

the service. 
4. Create a new user at the secret distributor which represents a proxy. 
5. Assign roles and permissions to the new user. 
6. Create a certificate for the proxy user at the secret distributor using the 

private key corresponding to the public key encompassed in the secret 
distributor’s certificate generated in step 2. 

7. Start the local SMS proxy and inject the domain name/IP of the secret 
distributor service as well as the proxy user certificate into the proxy service. 

If one uses a local secret management system that is not yet supported by the 
prototype, that person would need to create their own “Proxy component” as 
described in section 4.5.3. 
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The most time consuming parts of setting up the prototype is configuring 
permissions at the local SMS, the secret distributor and configuring what secrets 
should be shared and subscribed to. 

5.2 Security analysis 
This section presents a security analysis of the final system design. As presented in 
section 4.4.4, the data traveling through the system is encrypted using strong 
encryption, identities are mutually authenticated using battle-tested cryptography 
as presented in section 4.4.2 and data access is granularly controlled as presented 
in section 4.4.3. Based on the previously stated observations, the security posture 
of the system design is strong in theory, but there are still some possible attack 
vectors: 

Root of trust: The system design does not address the root of trust problem 
for any of its services, that is, make sure that the service runs in a trusted 
and  malware-free state. Establishing root of trust is usually done using 
hardware support but can also be achieved solely using software. Regardless 
of what approach one takes, certain requirements or restrictions will 
currently be placed on the operational environment of system. Since 
achieving root of trust without external hardware or software is still an open 
problem, this problem will be left open for further research and 
improvements [54] [55]. 

Certificate Leakage: Certificate leakage is primarily a vulnerability caused by 
external factors such as human error. Certificates could be accidentally 
leaked when transferring them over external channels or be accidentally 
caught in system logs. A leaked certificate could allow the malicious attacker 
to masquerade as a legitimate service and thereby be able to access a subset 
of all secrets. The attacker would however need to obtain both the certificate 
and the corresponding private key to be able to successfully execute such an 
attack. The proposed system design implements a mechanism for 
invalidating leaked certificates once they have been identified. Utilising 
more sophisticated multi-factor authentication could however help further 
reduce the impact of certificate leakage. 

Implementation errors: Vulnerabilities caused by implementation errors 
can be difficult to find and could open up for attack vectors such as 
authentication bypass and race conditions. The risk of implementation 
errors can be reduced by extensive testing, peer reviewing of code, utilising 
proven libraries and writing simple code. 

Misconfigurations: When configuring which secrets should be shared with 
other secret management systems, misconfigurations may occur due to 
human error which could result in the wrong secret being shared or the 
secret being shared obtaining the wrong permission requirements at the 
recipient systems. 

Denial of service: The proposed solution is not designed to operate in a 
distributed fashion running redundant service replicas. By not running 
redundant replicas the system becomes vulnerable to denial of service 
attacks which can render the service unavailable. Denial of service attacks 
are however generally easy to detect as they tend to generate a lot of network 
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traffic. Based on the ease of detection and the assumption that secret 
synchronization is usually not very time sensitive, this vulnerability would 
not be considered critical. The assumption that secret synchronization is not 
time sensitive is based on the observation that rolling updates of secrets 
would require multiple concurrently active secrets since rolling a single 
secret would instantly break all running services relying on that secret. 
Secret rolling should therefore be done using multiple concurrently active 
secrets that are periodically phased out one by one. Periodically phasing out 
secrets results in reduced time sensitivity since each secret is usable for a 
certain period of time after it has been superseded. 

Proxy -> local SMS man in the middle: Although all interactions between 
the secret distributor and the proxies are cryptographically secured, the 
security of the interactions between the proxies and the local SMS is 
dependent on the security features of the local SMS. The communication 
between the proxies and local SMS could therefore be an attack vector for a 
malicious actor. This vulnerability is however independent of the system 
proposed in this thesis since such a vulnerability would exist regardless of 
the introduction of the system proposed. 

5.3 Implications 

5.3.1 Economical implications 
By utilizing a way to synchronize secrets between two or more different secret 
management systems within an organization, the organization could save time and 
money by avoiding migrating to a single solution. This research enables non-
compatible systems to communicate and distribute secrets between each other 
which in turn enables already deployed and working systems to keep using their 
preferred secret management solution, while still being able to integrate with one 
another. A company could for example acquire other businesses with different 
secret management solutions and avoid having to migrate secrets from one system 
to another by instead synchronizing the relevant keys between them. This could 
save both time and money as no person has to manually distribute keys and keep 
track of differences between the involved systems. 

5.3.2 Social implications 
Manually distributing keys can take time away from businesses and tie up people 
who instead could do something else for the company. With automatic secret 
distribution, employees can spend time doing other work instead. This research 
enables businesses to spend time on their professions instead of moving passwords 
during an acquisition or system migration. 

5.3.3 Ethical implications 
This research does not impact a lot of ethical aspects because the proposed system 
mostly consists of system to system interaction rather than system to human 
interaction. However, by syncronizing secrets automatically, the people tasked with 
managing secrets between different secret management systems now only have to 
interace with a single system. This could reduce their work and enable time to be 
spent on other projects, ultimately increasing productivity. 
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5.4 Future works 
During the course of this research, a new research idea regarding the feasibility of 
creating a system that could retrofit automatic secret rolling on existing secret 
management systems arose. Such functionality could potentially be developed as 
an extension of the system design proposed in this thesis which would allow the 
automatic secret rolling to also instantly propagate its updates to other systems.  

Updating secrets at local secret management systems is currently possible in the 
proxy components developed for this thesis. The problem is however that the 
secrets would need to be updated at the service protected by the secret as well. Just 
updating the credentials used for authenticating against a database in the secret 
management system is not enough, one would need to update the credentials at the 
database itself as well. This problem is not addressed in this thesis and could be a 
subject for future research. 

In addition to the suggestion above, examining the possibility of running the 
system proposed in this thesis in a distributed and redundant fashion could be 
another subject for future research. 
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6 Conclusions 

The goal of this research was to explore a new way to connect different secret 
management systems into a single network and share secrets between them, even 
though they might not be natively compatible with each other. A model describing 
how such an application could be implemented and how it would handle secret 
distribution and communication was explored and evaluated. The design choices 
for the proposed solution were made based on how already existing secret 
management systems handle authentication, authorization and communication 
and a data-centric threat model. 

The proposed application could be used by businesses with fragmented secret 
management systems. For example, a company who recently acquired another 
business using other ways for managing secrets. The application would in this case 
simplify the secret management process by allowing the different systems to 
communicate with each other and share necessary secrets to support the new 
environment. This could save the business from expensive migration from one 
system to another and enable it to keep existing resources which ultimately could 
save time and money. 
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