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Abstract

In this thesis, new variants of nonnegative matrix factorization (NMF) based on
a convolutional data model, β-divergence and sparsification are developed and
analyzed. These NMF variants are collectively referred to as β-CNMF. Com-
mon sparsification techniques such as L1-norm minimization and elastic net are
discussed and a new regularizer is proposed. It is shown that the new regu-
larizer, unlike the above-mentioned sparsification techniques, has control over
the number of active bases in the NMF dictionary. Moreover, the β-CNMF is
extended to multichannel signals: it learns a common dictionary by exploiting
the correlation between channels through a multichannel coefficient matrix. As
a result, an algorithm for source separation based on multichannel β-CNMF is
developed. The algorithm is further tested in a multilayer setting, in which the
frequency-shifted coefficient matrices serve as input to the next higher layer.
Finally, three variants of the algorithm are evaluated in the context of speech
enhancement, focusing on the problem of speech extraction from complex audi-
tory scenes. Figures obtained from the SiSEC 2016 data show that the proposed
algorithms perform comparably or better than the state of the art.



Sammanfattning

Den här rapporten behandlar utveckling och analys av nya varianter av icke-
negativ matrisfaktorisering (eng: nonnegative matrix factorization, NMF), som
baseras p̊a en datormodell med faltning, β-divergens och glesa matriser. Dessa
varianter av NMF:er kallas allmänt för β-CNMF:er, där C:et st̊ar för “convolu-
tional”. Vidare diskuteras vanliga tekniker för regularisering, s̊asom L1-norm-
minimering och elastiska nät, och en ny formulering för regularisering föresl̊as.
Det visar sig att denna nya formulering, till skillnad fr̊an ovan nämnda regu-
lariseringstekniker, möjliggör kontroll av antalet aktiva basfunktioner i NMF:ens
bibliotek. Utöver detta s̊a utökas även β-CNMF:en till att behandla multi-
kanalsignaler genom att tränas p̊a en gemensam bibliotek som utnyttjar ko-
rskorrelationen mellan kanalerna. Detta möjliggör utveckling av en algoritm
för källseparation av multikanalsignaler. Vidare s̊a testas algoritmen i multipla
led, där frekvensskiftade koefficientmatriser i ett led utgör indata till nästa led.
Slutligen s̊a bedöms tre olika varianter av algoritmen för talförbättring, med
fokus p̊a extrahering av tal ur komplexa ljudmiljöer. Mätningar fr̊an SiSEC
2016 visar att den föreslagna algoritmen presterar lika bra eller överträffar nu-
varande befintliga algoritmer.
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Chapter 1

Introduction

Nonnegative matrix factorization (NMF) is a well established technique intro-
duced in 1994 by Paatero and Tapper in [31, 32]. It became extremely popular
when an efficient algorithm to solve the factorization was proposed in 1999 by
Lee and Seung in [25, 26]. In the following years, several variants of NMF were
developed: considering a convolutional model for the data [35, 37, 38], minimiz-
ing different loss functions [12, 20, 46], enforcing sparsity on the factors [17, 45],
multilayer algorithms [6, 11], among others.

NMF and its variants have been applied on audio signals to perform tasks like
audio source separation [34, 37, 45], music transcription [15, 39] and speech en-
hancement in noisy recordings [38, 40]. These variants have also been compared
with state of the art algorithms for music transcription and speech separation
and recognition tasks, see proceedings of ISMIR conferences [41] and results of
CHiME [9] and SiSEC [13] challenges.

1.1 Motivation

In 2017, the author of this thesis was attending the project course of signal
processing (EQ2442) in KTH. The project was to perform automatic music
transcription, using the convolutional variant of NMF (CNMF) in [37, 38] with
a loss function based on the β-divergence [5]. The results of this project showed
that the CNMF update rules in [37, 38] were wrong. Therefore, new updates
were proposed in [43]. So, it is of great interest to develop new variants of NMF
that further extend the model considered in [43], and evaluate their performance
on audio signals.

1.2 Objective

The objective of this thesis is to develop new variants of NMF for a convolutional
data model, that minimize a loss function based on the β-divergence and that
allow sparsity enforcement on the factors. Then, algorithms based on these
variants are to be developed for applications on speech enhancement and coding.
Finally, these algorithms must be evaluated on audio signals composed of speech
in complex auditory scenes.
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1.3 Notation

Throughout this paper, several mathematical operations are used. When ad-
dressing numbers, R, R≥0 and C stand for the set of real, nonnegative and
complex numbers, respectively. Multidimensional numbers are denoted in bold
letters, with bold lower case letters standing for vectors and bold upper case
letters for matrices. A matrix of ones of size K ×N is denoted as 1K×N . Con-
ventional matrix multiplication between matrix A and B is denoted as AB. Op-
erations like A◦B, A◦(p) and A

B denote element-wise multiplication (Hadamard
product), exponentiation and division, respectively.
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Chapter 2

Prior Art

In this chapter a brief discussion of the essential background needed throughout
the thesis is presented. First, Section 2.1 describes how speech and audio signals
are commonly represented as nonnegative matrices. Then, existing variants of
nonnegative matrix factorization are introduced in Section 2.2.

2.1 Data representation

In order to apply nonnegative matrix factorization to speech and audio signals, a
nonnegative representation V is required, see Section 2.2. This section reviews
the short-time Fourier transform (STFT), which is the most commonly used
representation in the literature for these type of signals. References to other
transforms are also provided in Section 2.1.3. For simplicity, all the concepts
introduced in this section presume discrete-time signals, although they can also
be applied to continuous-time signals.

2.1.1 Windowing

Since audio signals are the result of an infinite process, they can be of any
duration: from few seconds to hours. Therefore, the first step in the analysis
procedure of audio signals is to split them into smaller sections, also called
frames. This is achieved by multiplying the original time-varying signal x[m]
by a window function w[m] of length L such that

xn[m] = x[nR+m]w[m], (2.1)

where 0 ≤ n < N is the frame number, 0 ≤ m < L the frame sample, and R the
number of elements that the window is shifted between frames. Then, the audio
signal can be analyzed frame-wise either in the time domain or, as is most com-
monly done, in the frequency domain through an appropriate transformation.

The characteristics of the window play a key role when the frames are ana-
lyzed. Since multiplication in the time domain is equivalent to convolution in
the frequency domain, the main lobe width and side lobes height of the win-
dow in the frequency domain are responsible for frequency leakage and aliasing.
These properties are inherent in the window design and are affected by the win-
dow length L. If L is large, the main lobe is narrow and the side lobes are small,
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thus producing high resolution in frequency. The opposite occurs if L is small,
low resolution in frequency is obtained due to a wide main lobe and high side
lobes. This would suggest to always use a long window; however, a large L will
result on longer frames, i.e. low time resolution. Therefore, when selecting the
window length, this trade-off between time and frequency resolution must be
considered.

As every frame carries different information, it is desired to have a smooth
transition between consecutive frames. This is done by allowing some overlap
on the samples between consecutive frames by choosing R ∈ [1, L]. However, if
the original signal is to be reconstructed from the windowed signal, the value of
R is dependent on the window shape.

The original signal can be recovered from the windowed signal by different
procedures. One way is to use the overlap-add (OLA) method

x[m] =

N−1∑
n=0

xn[m− nR], (2.2)

which, for perfect reconstruction, must fulfill the condition
∑
n w[m− nR] = 1

for a specific value of R. Some examples of windows that fulfill the above
condition are the rectangular window,

wR[m] =

{
1, 0 ≤ m < L,

0, otherwise,
(2.3)

with R = L, and the Bartlett (triangular) window,

wB[m] =


2m+ 1

L
, 0 ≤ m < R,

1− 2(m−R) + 1

L
, R ≤ m < L,

0, otherwise,

(2.4)

with R = L/2.
Another way to recover the signal is by implementing the windowed overlap-

add (WOLA) method

x[m] =

N−1∑
n=0

xn[m− nR]w[m− nR], (2.5)

which, for perfect reconstruction, must fulfill the condition
∑
n w

2[m− nR] = 1
for a specific value of R. A windowing function that fulfills this condition is the
Kaiser–Bessel derived (KBD) window,

wKBD[m] =



√∑m
i=0 wK[i]∑R
i=0 wK[i]

, 0 ≤ m < R,√∑L−1−m
i=0 wK[i]∑R
i=0 wK[i]

, R ≤ m < L,

0, otherwise,

(2.6a)
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with R = L/2; where wK[m] is the Kaiser window defined as

wK[m] =


I0

(
α

√
1−

(
2m
R − 1

)2)
I0(α)

, 0 ≤ m ≤ R,

0, otherwise,

(2.6b)

with I0( · ) being the zeroth-order modified Bessel function of the first kind.
These type of windows have the property of energy preservation:∑

m

x2[m] =
∑
m,n

x2
n[m]. (2.7)

These and more windows and their properties have been studied extensively
in the literature, see e.g. [30, 33].

2.1.2 Short-time Fourier transform

The short-time Fourier transform (STFT) is a transformation that extracts
the time-frequency behavior of a windowed signal through the discrete Fourier
transform (DFT)

Xn[k] =

L−1∑
m=0

xn[m]e−j2π
km
F , (2.8)

where 0 ≤ n < N is the frame number, 0 ≤ k < F the frequency bin index
and L the window length. Since the DFT is usually computed through the fast
Fourier transform (FFT) algorithm, the number of frequency bins F = 2M . The
transformed signal can also be written as

Xn[k] =
∣∣Xn[k]

∣∣ejΦn[k], (2.9)

where Φn[k] is the phase of the k-th frequency bin in the n-th frame.
For real signals the DFT is conjugate symmetric, i.e. Xn[k] = X∗n[F − k].

This means that all the information is contained in the range 0 ≤ k ≤ K, with
K = F/2. Furthermore, since speech and audio signals are DC free, the element
at k = 0 is irrelevant in the context of this thesis.

Therefore, the matrix that is factorized through nonnegative matrix factor-
ization is taken from the magnitude of Xn[k] with 1 ≤ k ≤ K and 0 ≤ n < N

such that V = |X|◦(γ) ∈ RK×N≥0 . The exponent γ is usually chosen as 1 or 2 for
the magnitude or power spectrum, respectively, although some researchers have
also considered the case for non-integer values, see [36].

Finally, the windowed signal can be recovered through the inverse DFT
(IDFT)

xn[m] =
1

F

F−1∑
k=0

Xn[k]ej2π
km
F . (2.10)

For a deeper analysis of the properties of the DFT, the implementation of
the FFT algorithm and applications of the STFT, see [22, 30, 33].
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2.1.3 Other transforms

Apart from the STFT there exist several time-frequency representations. A few
examples are:

� Discrete cosine transform (DCT) [30, 33];

� Constant-Q transform [8];

� Wavelet transform [22];

� Wavelet scattering transform [3].

Each one of these produce either a complex or real representation. Therefore,
similar techniques like the ones applied on the STFT can be used to extract a
nonnegative representation of the signal, i.e. split the transformed (windowed)
signal into magnitude and phase or sign. For some examples of how the scat-
tering transform is applied on audio signals, see [2, 4].

2.2 Nonnegative matrix factorization

Nonnegative matrix factorization (NMF), originally introduced as positive ma-
trix factorization by Paatero and Tapper in [32] and further improved in [31], is
a method where a matrix V ∈ RK×N≥0 is factorized into two matrices W ∈ RK×I≥0

and H ∈ RI×N≥0 , such that the rank of the factorization I < min (K,N). There-
fore,

V ' U = WH, (2.11)

can be understood as a decomposition of V into I representative bases collected
as the columns of W, each one weighted by their respective coefficient row in
H. Usually, W is called the dictionary that explains V, and H the coefficient
matrix required to approximate V as U.

In order to perform the NMF method as in (2.11), a loss function L(V,U)
is required to measure the (dis)similarity between V and U. This function must
have a global minimum at V = U. Then, the factorization is the result obtained
when solving the optimization problem

{Wopt,Hopt} = arg min
W,H

L(V,U) s.t. wk,i, hi,n ∈ R≥0. (2.12)

Depending on the procedure used to solve (2.12), the loss function must have
certain properties. In this thesis the gradient descent algorithm is used, see
Section 2.2.2, requiring the loss function to be defined and differentiable around
W and H.

2.2.1 β-divergence

Several functions have been used as part of the loss function in (2.12). The most
commonly used are the (squared) Euclidean distance and the Kullback–Leibler
divergence.
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The Euclidean distance is the straight-line distance between two points in
Euclidean space. These two points are V and U in NMF. The squared Euclidean
distance is defined as

dSE(v‖u) =
1

2
(v − u)

2
(2.13)

where the scaling factor 1
2 is added for consistency with the β-divergence, which

is introduced below.
The Kullback–Leibler (KL) divergence is a measure to compare two prob-

ability distributions. In NMF, V and U are considered as 2D (unnormalized)
probability distributions. In this thesis the generalized KL divergence is ad-
dressed, which is defined as

dKL(v‖u) = v log
v

u
− v + u. (2.14)

Another interesting measure for the loss function is the Itakura–Saito (IS)
divergence. This divergence was established as a measure for comparison be-
tween voicegrams. Therefore, in NMF V and U are treated as voicegrams. The
IS divergence is defined as

dIS(v‖u) =
v

u
− log

v

u
− 1. (2.15)

Using the IS divergence in (2.12) is of particular interest for this thesis since the
new NMF variants developed in it are applied to speech signals.

All these functions are used depending on the context of the problem at
hand. However, to avoid having an NMF procedure for each one of them, a
more general function that encompasses all these measures is desired. Such a
function is the β-divergence, originally introduced in [5] as a power divergence
and further extended in [18]. The β-divergence is defined in this thesis as

dβ(v‖u) =


vβ − uβ

β (β − 1)
− v − u
β − 1

uβ−1 for β ∈ R \ {0, 1},
v

u
− log

v

u
− 1 for β = 0,

v log
v

u
− v + u for β = 1.

(2.16)

An example of how this divergence is used for blind source separation can be
found in [29].

The β-divergence has several interesting properties, as shown in [10, 20]. As
mentioned in the previous paragraph, this divergence interpolates between the
other measures by appropriately choosing the β-parameter:

d0(v‖u) ≡ dIS(v‖u), (2.17a)

d1(v‖u) ≡ dKL(v‖u), (2.17b)

d2(v‖u) ≡ dSE(v‖u). (2.17c)

Furthermore, irrespective of the chosen β-parameter, this divergence leads to
the first and second partial derivatives w.r.t. u:

d′β(v‖u) = −uβ−2 (v − u) , (2.18a)

d′′β(v‖u) = −uβ−3 ((β − 2) v − (β − 1)u) . (2.18b)
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From (2.16) and (2.18) it can be seen that the β-divergence has a global min-
imum at v = u, inheriting this property from the fact that it can be derived
from the Bregman divergence [7]. When v, u ≥ 0 two values can be obtained
from these equations: the asymptotic value c and the inflection point ip.

The asymptotic value

c =
vβ

β (β − 1)
(2.19a)

is the quantity towards which the β-divergence tends as u → ∞ when β < 0,
and the value that it takes at u = 0 when β > 1. For these two ranges of β, the
behavior of asymptotic value c is shown in Figure 2.1a. Note that:

β ∈ (−∞, 0) =⇒ lim
β→0−

c=∞, lim
β→−∞

c=

{
∞ 0 ≤ v < 1

0 v ≥ 1
; (2.19b)

β ∈ (1,∞) =⇒ lim
β→1+

c=∞, lim
β→∞

c =

{
0 0 ≤ v ≤ 1

∞ v > 1
. (2.19c)

The inflection point

ip =
β − 2

β − 1
v (2.20a)

is the value of u at which the convexity of the divergence changes. Its behavior,
shown in Figure 2.1b, can be explained within three ranges of β:

β ∈ (−∞, 1) =⇒ 0 ≤ v < ip, lim
β→−∞

ip = v, lim
β→1−

ip=∞; (2.20b)

β ∈ [1, 2] =⇒ ip ≤ 0 ≤ v, lim
β→1+

ip = −∞, lim
β→2−

ip = 0; (2.20c)

β ∈ (2,∞) =⇒ 0 < ip ≤ v, lim
β→2+

ip = 0, lim
β→∞

ip = v. (2.20d)

(a) Asymptotic value c
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(b) Inflection point ip
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Figure 2.1: Asymptotic value c and inflection point ip of β-divergence as func-
tions of β and v. Values of v shown as contours.
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Range of β (−∞, 0) [0, 1) 1 (1, 2] (2,∞)

Behavior as u→ 0+ ∞ ∞ ∞ c c
Behavior as u→∞ c ∞ ∞ ∞ ∞
Value of u at local maximum – – – – 0
Value of u at inflection point ip ip – – ip
Range of u for convexity [0, ip) [0, ip) [0,∞) [0,∞) (ip,∞)

Table 2.1: Properties of β-divergence when v, u ≥ 0

Therefore, the behavior of dβ(v‖u) when v, u ≥ 0 can be summarized within
five ranges of β as described in Table 2.1 and shown in Figure 2.2. Since the
β-divergence is a strictly convex function when β ∈ [1, 2], it is useful as a loss
function in (2.12) when a minimization algorithm like the gradient descend is
used, see Section 2.2.2. Nevertheless, when used in minimization tasks, it has
been shown in [20] that the range can be extended to β ∈ [0, 2], since the β
divergence has a unique minimum at v = u.

-1
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-1

0

0

0

1

1
12 2

2

3 3

3

0 0.5 1 1.5 2 2.5 3
0

0.5

1

1.5

Inflection point

Local maximum

Figure 2.2: β-divergence for different values of β for v = 1

Even though the main focus of this section has been on the β-divergence,
there are other divergence families that have been used as part of NMF, see
[11, 12].

2.2.2 Gradient descent

In order to solve the optimization problem in (2.12), there exist many algorithms
that operate iteratively towards the minimum. One of the simplest approaches
is the gradient descent. This algorithm searches for a minimum by moving in
the opposite direction of the gradient of the loss function. For the 1-dimensional
case, the gradient descent algorithm can be stated as

x← x− µ∂L(x)

∂x
, (2.21)

where µ is the step size w.r.t. the gradient. The parameter µ plays a key role for
the algorithm’s convergence, since a large value will increase the step size and
thus the convergence speed, but if too large it will make the algorithm oscillate
around the minimum without reaching a stable point. Therefore, when µ is

9



chosen appropriately, the algorithm is guarantied to convergence to the global
minimum when L(x) is strictly convex, or to a local minimum otherwise.

2.2.3 Multiplicative updates

A method for solving the optimization problem in (2.11) was proposed by Lee
and Seung in [25, 26]. It is based on the gradient descent algorithm (2.21)
applied element-wise to the loss function w.r.t. each factor X:

X← X− µX ◦ ∇XL(V,U), (2.22)

where µX is a matrix of the size of X and ∇XL(V,U) is the gradient of the loss
function w.r.t. X. By splitting the gradient into positive and negative parts,
i.e. ∇XL(V,U) = ∇+

XL(V,U) − ∇−XL(V,U), and allowing µX to change at
every iteration,

µX =
X

∇+
XL(V,U)

, (2.23)

the update rule reads

X← X ◦
∇−XL(V,U)

∇+
XL(V,U)

. (2.24)

In [25], the loss function is

L(V,U) = −
∑
k,n

[vk,n log uk,n − uk,n] (2.25)

leading to the update rules

W←W ◦
[
V ◦U◦(−1)

]
HT, (2.26a)

H← H ◦WT
[
V ◦U◦(−1)

]
. (2.26b)

However, no proof of convergence is provided for this loss function. Furthermore,
if the update rules are derived by this method, it can be seen that (2.26) are
not correct. This mistake is corrected in [26], where a proof of convergence for
the case when the loss function is either the squared Euclidean distance or the
Kullback-Leibler divergence is shown. In the former case, the loss function

L(V,U) =
∑
k,n

dSE(vk,n‖uk,n) (2.27)

leads to the update rules

W←W ◦ VHT

UHT
, (2.28a)

H← H ◦W
T V

WT U
, (2.28b)
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while for the latter case the loss function

L(V,U) =
∑
k,n

dKL(vk,n‖uk,n) (2.29)

leads to the update rules

W←W ◦

[
V ◦U◦(−1)

]
HT

1K×N HT
, (2.30a)

H← H ◦
WT

[
V ◦U◦(−1)

]
WT 1K×N

. (2.30b)

Note that minimizing (2.25) is equivalent to minimizing (2.29). Therefore (2.30)
are the real update rules for the loss function (2.25).

Finally, Févotte and Idier in [20] make a comparison between different update
rules for NMF using the β-divergence as the loss

L(V,U) =
∑
k,n

dβ(vk,n‖uk,n), (2.31)

providing proof of convergence for β ∈ [0, 1), when the divergence is not strictly
convex. In this thesis, only the heuristic update rules are addressed:

W←W ◦

[
V ◦U◦(β−2)

]
HT

U◦(β−1) HT
, (2.32a)

H← H ◦
WT

[
V ◦U◦(β−2)

]
WT U◦(β−1)

, (2.32b)

where β ∈ [0, 2]. Note that by choosing β = 2 the loss function (2.31) and
update rules (2.32) turn into (2.27) and (2.28), while for β = 1 they become
(2.29) and (2.30), respectively.

2.2.4 Sparsity

In NMF, the rank of the factorization I plays an important role. If I is too small
the reconstruction will be bad due to lack of bases. On the contrary, if I is too
large, redundancy will be introduced in the dictionary W, either by making it
over-complete or by distributing the information of one basis into several. As
it is preferable to have a redundant dictionary than reconstruction artifacts, a
large I should be chosen. So, to reduce the redundancy in W or the number of
simultaneously active bases in the coefficient matrix H, sparsity is enforced in
NMF. This is usually done through an extra term in (2.12), see [45].

To explain how sparsity is enforced in NMF, the concept of matrix norm
needs to be introduced first. Here, the Lp-norm of the matrix X ∈ CI×N for
p > 0 is applied by treating X similar to a vector, i.e.

‖X‖p =

∑
i,n

|xi,n|p
1/p

. (2.33)

11



Sparsity of a matrix is expressed by the number of its non-zero elements,
which is the L0 norm of the matrix. Since the L0 norm is non-differentiable,
it is not possible to use it in the loss function (2.12) with an optimization
method like the gradient descend. Therefore, several approximations of the L0

norm are used instead. Some of the most commonly used are the least absolute
shrinkage and selection operator (LASSO), and the Tikhonov regularization,
which use as approximation the L1 and L2 norms, respectively, as in [17, 31].
Each one of these approximations has its benefits and limitations; therefore,
an approximation of the L0 norm that uses a linear combination of both is
introduced as the elastic net [48]:

Rλ1,λ2(X) = λ1‖X‖1 + λ2‖X‖22. (2.34)

In the case when one of the factors is fixed, e.g. when the dictionary is
learned and is fixed while the coefficients are fitted, an algorithm like matching
pursuit [28] can be applied. This method operates by first choosing the basis
that explains most of the observation. Then, the basis that explains most of the
residual (constrained to be nonnegative) is chosen and so forth, until a certain
number of bases are chosen or the residual is zero.

2.2.5 Convolutional extensions

Convolution in time

An extension to NMF, called convolutional nonnegative matrix factorization
(CNMF), was introduced by Smaragdis in [37, 38]. In CNMF, the dictionary
is allowed to evolve over time in order to track evolution on M consecutive
columns of V. Then, the approximation of V becomes

V ' U =

M−1∑
m=0

W(m)

m→
H, (2.35a)

where

m→
X is an operator that shifts X to the right by inserting m zero-columns

at the beginning while maintaining the original size. This is equivalent to a sum
of I truncated convolutions between basis matrices {Wi} ∈ RK×M≥0 with their

corresponding coefficient vectors {hi} ∈ R1×N
≥0 , i.e.

V ' U =

I∑
i=1

(Wi ∗ hi) (n), (2.35b)

ignoring the last M − 1 columns of the resulting matrix. Note that if M = 1
the model reduces to the original, non-convolutional, NMF.

Originally, the multiplicative update rules were given for the case when the

12



KL divergence is used as the loss function:

W(m)←W(m) ◦

[
V ◦U◦(−1)

]m→
HT

1K×N

m→
HT

, (2.36a)

H←

〈
H ◦

WT(m)
[m←
V ◦

m←
U◦(−1)

]
WT(m)1K×N

〉
m

, (2.36b)

where

m←
X is the zero-fill left shift operator and 〈 · 〉m denotes the average over

m = 0, . . . ,M − 1. Later, Wang /et. al./ provided update rules using the
squared Euclidean distance [46]:

W(m)←W(m) ◦ V
m→
HT

U

m→
HT

, (2.37a)

H←

〈
H ◦W

T(m)

m←
V

WT(m)

m←
U

〉
m

. (2.37b)

However, even with this extension of the model, it was argued by Gorlow
and Janer in [23] that the increase of complexity by allowing a larger time
evolution of the bases does not improve the result in applications such as piano
transcription.

Convolution in time and frequency

Schmidt and Mørup extended the CNMF algorithm to a 2D version in [35].
Now, the coefficients are allowed to change over frequency, thus exploiting the
structure in an L×M neighborhood around each element in V:

V ' U =

L−1∑
l=0

M−1∑
m=0

l↓
W(m)

m→
H(l), (2.38a)

where
l↓
X is the zero-fill down shift operator. Analogous to (2.35), this operation

can be compared to a sum of I truncated convolutions between the basis matrices
{Wi} ∈ RK×M≥0 with their corresponding coefficient matrices {Hi} ∈ RL×N≥0 , i.e.

V ' U =

I∑
i=1

(Wi ∗Hi)(k, n), (2.38b)

ignoring the last M−1 columns and L−1 rows of the resulting matrix. For more
details about how (2.38) is implemented efficiently, see Section 4.6. Note that
the original, non-convolutional, NMF model is embedded when L = M = 1.
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The multiplicative update rules for the squared Euclidean distance,

W(m)←W(m) ◦

∑
l

l↑
V

m→
HT(l)

∑
l

l↑
U

m→
HT(l)

, (2.39a)

H(l)← H(l) ◦

∑
m

l↓
WT(m)

m←
V

∑
m

l↓
WT(m)

m←
U

, (2.39b)

and for the KL divergence,

W(m)←W(m) ◦

∑
l

[ l↑
V ◦

l↑
U◦(−1)

]m→
HT(l)

∑
l

1K×N

m→
HT(l)

, (2.40a)

H(l)← H(l) ◦

∑
m

l↓
WT(m)

[m←
V ◦

m←
U◦(−1)

]
∑
m

l↓
WT(m)1K×N

, (2.40b)

were given in this paper, where
l↑
X is the zero-fill up shift operator. Note that

for L = 1 the update rules for H are not equivalent to the ones proposed in
[37, 38, 46], which is due to an error in the derivation of the update rules. This
was mentioned by Schmidt and Mørup [35] as “problems making the [CNMF] al-
gorithm converge in some situations when using the updates given by Smaragdis
[37]”. And yet, there is an error in the 2D CNMF update rules for the KL
divergence, which becomes apparent when the updates are derived from the
β-divergence in Section 4.1.
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Chapter 3

Regularization with
constrained dimensionality

As mentioned in Section 2.2.4, sparsity is closely related to the L0 norm. It is
commonly enforced through a regularizer in the loss function, which acts as an
an approximation of the L0 norm. In this chapter, the behavior of regularization
is compared to that of the L0 norm. In Section 3.1, the elastic net is addressed.
It is argued that elastic net regularization is not a good way to reduce the
number of active bases in NMF. Therefore, a new regularizer with constrained
dimensionality is developed in Section 3.2.

3.1 Elastic net regularization

Sparsity in NMF is usually enforced with the purpose of reducing the number of
bases used at the same time. This can be achieved by having a sparse dictionary
W, a sparse coefficient matrix H or both factors sparse. As mentioned in Section
2.2.4, sparsification of W is done for redundancy reduction while sparsification
of H is done to reduce the number of simultaneously active bases. The best
solution for the former case is obtained when all bases are disjoint. For the
latter case, the best solution is obtained when each basis is representative of a
frame in V. Then, sparsification of both W and H must result on bases that
are disjoint and representative of V. Note that none of these cases imply a
fully sparse basis, i.e. an empty basis. Therefore, in the context of this thesis,
enforcing sparsity on a vector x means reducing its L0 norm while avoiding the
solution x = 0. For x ∈ R2, this is equivalent to project the yellow surface in
Figure 3.1a to the blue lines where one of the element in x is zero.

As mentioned in Section 2.2.4, one of the most common regularizers used
for sparsity enforcement in NMF is the elastic net [48]. This regularizer has two
problems when applied in NMF. First, as the elastic net is applied to the whole
factor X according to (2.34), it is not possible to enforce sparsity between the
bases. Second, independently of the chosen weights, minimizing the elastic net
is equivalent to search for the solution x = 0. This can be seen in Figure 3.1b
for a vector x ∈ R2. The first problem could be easily overcome if the elastic
net is applied row-wise in W or column-wise in H. The second problem is
usually controlled by selecting the weights between the L1 and L2 norms in the
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(a) L0 norm (b) Elastic net (λ1 = λ2 = 0.5)

(c) L1 norm (d) Squared L2 norm

Figure 3.1: Comparison between L0 norm and different regularizers

elastic net. If λ2 = 0 the elastic net becomes the LASSO regularizer (L1 norm)
which reaches a solution above one of the axis in Figure 3.1c before reaching the
minimum at x = 0. However, as this regularizer has some limitations, see [48],
the L2 norm is added trough λ2 > 0. If, on the contrary, λ1 = 0 the elastic net
becomes the Tikhonov regularizer (L2 norm) which will always strive for x = 0
without moving towards one of the axis in Figure 3.1d. Nevertheless, as long as
any of the weights is greater than zero, the elastic net will enforce the factors
to eventually reach the unwanted fully sparse solution x = 0. Therefore, a new
regularizer is needed for NMF.
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3.2 New regularization for NMF

Consider a dictionary W or a coefficient matrix H in the context of NMF that
are desired to be sparse. Since these factors are obtained through multiplicative
updates, see Section 2.2.3, it is impossible to reduce their number of non-zero
elements. Therefore, the concept of sparsity enforcement in NMF needs to be
redefined as the reduction of the number of strong components in the factors.

Based on this redefinition of sparsity enforcement in NMF, consider a vector
x ∈ RI that represents a row of W or a column of H. This vector shall be sparse
in the sense that Ix elements in the vector are stronger than the other I − Ix
elements, for 1 ≤ Ix ≤ I. Given the relation ‖x‖2 ≤ ‖x‖1 ≤

√
I ‖x‖2, see Figure

3.2, this condition can be achieved by enforcing ‖x‖1 =
√
Ix ‖x‖2, i.e. forcing

x to be in the set of numbers where the hypercube ‖x‖1 and hypersphere ‖x‖2
intersect. This can be done by minimizing the absolute value of the parameter-

(a) Ix = 1 and I = 2

-1 0 1

-1

0

1

(b) Ix = 1 and I = 3

(c) Ix = 1.5 and I = 2

-1 0 1

-1

0

1

(d) Ix = 2 and I = 3

Figure 3.2a: Comparison ‖x‖1 =
√
Ix ‖x‖2 when ‖x‖2 = 1 and 1 ≤ Ix < I
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(e) Ix = I = 2

-1 0 1

-1

0

1

(f) Ix = I = 3

Figure 3.2b: Comparison ‖x‖1 =
√
Ix ‖x‖2 when ‖x‖2 = 1 and Ix = I

dependent norm-difference

d(x, Ix) = ‖x‖1 −
√
Ix ‖x‖2. (3.1)

The surface of (3.1) is shown in Figure 3.3 for the case when I = 2. Note that
there is no requirement for Ix to be an integer. However, a non-integer value
would not make much sense if Ix is interpreted as the number of active bases
in the NMF dictionary. Moreover, if 0 ≤ Ix < 1 the fully sparse solution can
be reached in a similar way as if the L1 norm was used, having the LASSO
regularizer when Ix = 0. Furthermore, the reduction of the L0 norm without
reaching the solution x = 0, i.e. mapping the yellow surface to the blue lines in
Figure 3.1a, can be achieved by setting Ix = 1.

To sum up, the regularizer for the matrix X ∈ RI×N that enforces sparsity

(a) Ix = 1 (b) Ix = 2

Figure 3.3a: Norm difference |d(x, Ix)| for I = 2 and integer values of Ix
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(c) Ix = 0.5 (d) Ix = 1.5

Figure 3.3b: Norm difference |d(x, Ix)| for I = 2 and non-integer values of Ix

column-wise is defined as

R(X, Ix)
def
=

√√√√ N∑
n=1

d2(xn, Ix), (3.2)

with d(xn, Ix) being the norm-difference of the n-th column. If, on the con-
trary, sparsity is desired to be enforced row-wise, then the regularizer is simply
addressed as R

(
XT, Ix

)
. Finally, when this new regularizer is used as part of

the loss function in (2.12), the velocity of the sparsification can be controlled
by adding a penalty term λ in front of (3.2), in a similar way as how other
regularizers are implemented.
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Chapter 4

New variants of CNMF in
2D

In this chapter, new variants of NMF are developed based on the 2D convo-
lutional data model presented in Section 2.2.5. In Section 4.1, multiplicative
updates are derived for the case when the β-divergence is used as loss function.
Then, in Section 4.2 sparsity is enforced through the new regularizer developed
in Section 3.2. Sections 4.3 and 4.4 focus on the development of NMF variants
for multichannel and multidictionary sources, respectively. Using these vari-
ants, a multilayer algorithm for source separation is developed in Section 4.5.
Finally, the chapter closes with some implementation details in Section 4.6. The
mathematical procedure for deriving the multiplicative updates in this chapter
is shown in Appendix A.

4.1 β-CNMF

As mentioned in Section 2.2.1, the loss function used for implementing NMF
is usually chosen based on the application and the data. However, in order
to avoid implementing several algorithms, with each one minimizing a different
loss function, new update rules are proposed based on the β-divergence and 2D
CNMF. It can be shown that when using the loss function as in (2.31), the
CNMF update rules are

W(m)←W(m) ◦

∑
l

[ l↑
V ◦

l↑
U◦(β−2)

]m→
HT(l)

∑
l

[ l↑
U◦(β−1)

]m→
HT(l)

(4.1a)

H(l)← H(l) ◦

∑
m

l↓
WT(m)

[m←
V ◦

m←
U◦(β−2)

]
∑
m

l↓
WT(m)

[m←
U◦(β−1)

] , (4.1b)
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for β ∈ R. Note that when β = 2 the update rules in (4.1) are identical to (2.39),
and when β = 1 they are identical to (2.40) except for a shift of the 1-matrix,
which is also omitted by Smaragdis in the original CNMF papers [37, 38]. Note
that (4.1) converge when V = U.

4.2 Sparse β-CNMF

By jointly using the β-divergence and the new regularizer from Section 3.2, a
new algorithm is developed. The loss function (2.12) is now

L(V,U) = Dβ(V‖U) +Rλw,λh
(W,H, Iw, Ih) (4.2a)

with

Dβ(V‖U) =
1

KN

∑
k,n

dβ(vk,n‖uk,n) (4.2b)

and

Rλw,λh
(W,H, Iw, Ih) = λw

1

K
R
(
WT, Iw

)
+ λh

1

N
R(H, Ih) (4.2c)

where K and N are added to compensate for the different sizes of the matrices
in the β-divergence and the regularizer. The matrices W and H are the non-
evolving versions of the dictionary and coefficient matrix that consider the total
contribution spread through time and frequency, respectively, i.e.

W =

M−1∑
m=0

W(m), H =

L−1∑
l=0

H(l). (4.2d)

The W transpose indicates that the dictionaries are to be sparse row-wise.
Note that the parameters for sparsifying W and H can be different. Then,
following the procedure introduced by Lee and Seung in [25, 26] (Section 2.2.3),
the multiplicative update for factor X can be written as

X← X ◦
∇−XDβ(V‖U) +∇−XRλw,λh

(W,H, Iw, Ih)

∇+
XDβ(V‖U) +∇+

XRλw,λh
(W,H, Iw, Ih)

. (4.3)

Therefore, the update rules for the loss function in (4.2) are

W(m)←W(m) ◦

◦

1

N

∑
l

[ l↑
V ◦

l↑
U◦(β−2)

]m→
HT(l) +

λw
√
Iw

R(WT, Iw)

[
‖W‖1r

‖W‖2r

◦W + ‖W‖2r

]
1

N

∑
l

[ l↑
U◦(β−1)

]m→
HT(l) +

λw
R(WT, Iw)

[
IwW + ‖W‖1r

] (4.4a)

H(l)← H(l) ◦

◦

1

K

∑
m

l↓
WT(m)

[m←
V ◦

m←
U◦(β−2)

]
+

λh
√
Ih

R(H, Ih)

[
‖H‖1c

‖H‖2c

◦H + ‖H‖2c

]
1

K

∑
m

l↓
WT(m)

[m←
U◦(β−1)

]
+

λh
R(H, Ih)

[
IhH + ‖H‖1c

] , (4.4b)
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where the operators ‖·‖pr and ‖·‖pc indicate the matrices containing the norms
per row and column, respectively, such that

‖W‖pr =

 ‖w1‖p
...

‖wK‖p

1T
I×1 (4.5a)

‖H‖pc = 1I×1

[
‖h1‖p · · · ‖hN‖p

]
(4.5b)

with wk being the k-th row of W and hn the n-th column of H. Note that,
for non-zero λw and λh, the multiplicative updates in (4.4) converge only when
V = U, ‖W‖1r

=
√
Iw ‖W‖2r

and ‖H‖1c
=
√
Ih ‖H‖2c

.

4.3 Multichannel β-CNMF

Since the techniques developed so far are meant to be applied on speech and
audio signals, which can have multiple channels, a multichannel extension to the
β-CNMF is developed. Here, V represents a set of C matrices each representing
a channel of the input signal,

V =
{
V1 · · · VC

}
, (4.6)

with Vc ∈ RK×N≥0 . The goal of the multichannel CNMF is to find a single time-
evolving dictionary W(m) that is convolved independently with each channel
in H(l) =

{
H1(l) · · · HC(l)

}
, a frequency-evolving multichannel coefficient

matrix, to approximate

Vc ' Uc =

L−1∑
l=0

M−1∑
m=0

l↓
W(m)

m→
Hc(l). (4.7)

To do so, a loss function that considers every channel correlated through W(m)
is defined as

L(V,U) = Dβ(V‖U) +Rλw,λh
(W,H, Iw, Ih) (4.8a)

with

Dβ(V‖U) =

〈
1

KN

∑
k,n

dβ

(
v

(c)
k,n

∥∥∥u(c)
k,n

)〉
c

(4.8b)

and

Rλw,λh
(W,H, Iw, Ih) = λw

1

K
R
(
WT, Iw

)
+ λh

〈
1

N
R(Hc, Ih)

〉
c

(4.8c)

where 〈 · 〉c denotes the average over the channels. The matrices W and Hc are
the non-evolving versions of the dictionary and channel coefficient matrix as in
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(4.2d). The corresponding update rules are

W(m)←W(m) ◦

◦

〈
1

N

∑
l

[ l↑
Vc ◦

l↑
U◦(β−2)
c

]m→
HT
c (l)

〉
c

+
λw
√
Iw

R(WT, Iw)

[
‖W‖1r

‖W‖2r

◦W + ‖W‖2r

]
〈

1

N

∑
l

[ l↑
U◦(β−1)
c

]m→
HT
c (l)

〉
c

+
λw

R(WT, Iw)

[
IwW + ‖W‖1r

] ,

(4.9a)

Hc(l)← Hc(l) ◦

◦

1

K

∑
m

l↓
WT(m)

[m←
Vc ◦

m←
U◦(β−2)
c

]
+

λh
√
Ih

R(Hc, Ih)

[
‖Hc‖1c

‖Hc‖2c

◦Hc + ‖Hc‖2c

]
1

K

∑
m

l↓
WT(m)

[m←
U◦(β−1)
c

]
+

λh
R(Hc, Ih)

[
IhHc + ‖Hc‖1c

] .

(4.9b)

Note that, for non-zero λw and λh, the update rule for the dictionary requires
for convergence that V = U and ‖W‖1r

=
√
Iw ‖W‖2r

, while the update rule for
the c-th channel coefficient matrix only requires that Vc = Uc and ‖Hc‖1c

=√
Ih ‖Hc‖2c

, independently of other channels. This is consistent with the goal
of the multichannel CNMF.

4.4 Multidictionary β-CNMF

The final variant of CNMF is meant for speech and audio signals that are pro-
duced by several sources. This variant is motivated by [36], where NMF is used
to enhance speech in mono recordings in the presence of wind. In [36], NMF is
applied as

V = Vs + Vn ' U = Us + Un =
[
Ws Wn

] [Hs

Hn

]
, (4.10)

where Wn is trained on wind noise and kept fixed, while Ws, Hs and Hn are
learned through NMF. Finally, the “clean” speech is recovered as Vs ' Us =
WsHs.

There are two limitations with this procedure. First, if the estimated sources
Us and Un are recombined, the reconstruction will not be equal to the original
signal since V ' U. Second, this procedure does not allow different models for
each source as both are treated as non-convolutional.

These limitations are overcome by first weighting the hidden components as

Vs =
Us

Us + Un
◦V, (4.11a)

and

Vn =
Un

Us + Un
◦V. (4.11b)
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Then, an independent CNMF can be implemented for each of these “original”
sources. This solution leads to the development of the multidictionary CNMF
variant.

Consider a multichannel signal V as in (4.6) that is produced by S multi-
channel sources,

V =

S∑
s=1

Vs =

{
S∑
s=1

Vs,1 · · ·
S∑
s=1

Vs,C

}
, (4.12)

with Vs,c ∈ RK×N≥0 being the c-th channel of the s-th source signal. The
multidictionary CNMF aims to factorize V into S time-evolving dictionaries
Ws(m) that are convolved independently with each channel in their correspond-
ing frequency-evolving multichannel coefficient matrices Hs(l) to approximate

Vs,c ' Us,c =

Ls−1∑
l=0

Ms−1∑
m=0

l↓
Ws(m)

m→
Hs,c(l). (4.13)

Note that each source can be factorized using different Is, Ls and Ms. To do
so, a loss function that considers every channel correlated through Ws(m) is
defined as

L(V,U) =
〈
Dβs(Vs‖Us) +Rλws ,λhs

(Ws,Hs, Iws , Ihs)
〉
s

(4.14a)

with

Dβs
(Vs‖Us) =

〈
1

KN

∑
k,n

dβs

(
v

(s,c)
k,n

∥∥∥u(s,c)
k,n

)〉
c

(4.14b)

and

Rλws ,λhs
(Ws,Hs, Iws , Ihs) = λws

1

K
R
(
WT

s , Iws

)
+ λhs

〈
1

N
R(Hs,c, Ihs)

〉
c

(4.14c)

where 〈 · 〉s and 〈 · 〉c denote the average over the sources and channels, respec-
tively. The matrices Ws and Hs,c are again the non-evolving versions of the
dictionary and channel coefficient matrix per source

Ws =

Ms−1∑
m=0

Ws(m), Hs,c =

Ls−1∑
l=0

Hs,c(l). (4.14d)

Note that every source is treated differently through the loss function by appro-
priately selecting βs, λws , Iws , λhs and Ihs . The corresponding update rules
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are

Ws(m)←Ws(m) ◦

◦

〈
1

N

∑
l

[ l↑
Vs,c ◦

l↑
U◦(βs−2)
s,c

]m→
HT
s,c(l)

〉
c

+
λws

√
Iws

R(WT
s , Iws

)

[
‖Ws‖1r

‖Ws‖2r

◦Ws + ‖Ws‖2r

]
〈

1

N

∑
l

[ l↑
U◦(βs−1)
s,c

]m→
HT
s,c(l)

〉
c

+
λws

R(WT
s , Iws)

[
IwsWs + ‖Ws‖1r

] ,

(4.15a)

Hs,c(l)← Hs,c(l) ◦

◦

1

K

∑
m

l↓
WT

s (m)
[m←
Vs,c ◦

m←
U◦(βs−2)
s,c

]
+

λhs

√
Ihs

R(Hs,c, Ihs
)

[
‖Hs,c‖1c

‖Hs,c‖2c

◦Hs,c + ‖Hs,c‖2c

]
1

K

∑
m

l↓
WT

s (m)
[m←
U◦(βs−1)
s,c

]
+

λhs

R(Hs,c, Ihs)

[
IhsHs,c + ‖Hs,c‖1c

] ,

(4.15b)

where each of the channels in the original sources is estimated by weighting the
hidden components as

Vs,c =
Us,c

S∑
d=1

Ud,c

◦Vc. (4.15c)

Convergence of these update rules for the s-th source is reached in the same way
as in (4.9). Convergence for all the sources can only be achieved iff V =

∑
s Us.

Finally, note that any of the update rules presented in this chapter can be
obtained from (4.15) by setting S = 1 or C = 1. Hence, the signal model (4.12),
approximation model (4.13), loss function (4.14), and update rules (4.15) are
an applicable summary containing all the CNMF variants developed in this
chapter.

4.5 Multilayer β-CNMF

The idea of using NMF in a multilayer approach was proposed previously in the
literature. For example, in [6], an approach that uses a convolutional operation
in between layers is presented. In this section, a similar approach to [11] is
pursued, where NMF is applied in “layers” as

V 'W1 H1  H1 'W2 H2  H2 'W3 H3  . . . . (4.16)

This requires a smaller factorization at each next higher layer. Otherwise, a
full-rank factorization is done leading to equality between layers and hence no
difference.

With this in mind, a new multilayer CNMF algorithm is developed for ap-
plications on speech enhancement. At each layer two tasks are performed: first,
speech is approximated using the multidictionary non-convolutional NMF and
then, a new representation of the speech approximation is obtained using the
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multidictionary CNMF. The coefficient matrices {Hi} derived from the second
task become the inputs to the next higher layer and the process is repeated. In
the highest layer only the first task is performed, as no inputs are required for a
next higher layer. The enhanced signal is extracted by following this procedure
backwards, while keeping only the separated factors representative of speech. A
graphical interpretation of this algorithm for two layers is shown in Figure 4.1.

(a) Forward procedure

V
Vn

Vs

Usn

Uss =

I∑
i=1

wi ∗Hi

...

Hi

H
(n)
i

H
(s)
i...

(b) Inverse procedure

V̂s

Usn

Ûss =

I∑
i=1

wi ∗ Ĥi

...

Ĥi = H
(s)
i

... Vs

Figure 4.1: Multilayer NMF for two layers

In the forward procedure both tasks are performed in the first layer. First,

speech is enhanced as Vs = Us
Us + Un

◦V using (4.15) with Us = WsHs. Then,

a new representation of the enhanced speech is obtained from Vs ' Uss + Usn

using (4.15) with Uss =
∑I
i=1 wi ∗Hi. Finally, the coefficient matrices are

enhanced in the second layer as Hi = H
(s)
i + H

(n)
i using (4.15) with a non-

convolutional model for the approximation of H
(s)
i .

The inverse procedure starts in the second layer by keeping only the enhanced

coefficient matrices Ĥi = H
(s)
i . Then, these matrices are used in the first layer

as Ûss =
∑I
i=1 wi ∗ Ĥi. Finally, the enhanced speech is obtained using (4.15c)

as

V̂s =
Ûss

Ûss + Usn

◦Vs. (4.17)

The purpose of the multilayer CNMF is to allow the algorithm to be more
discriminant in every next higher layer, such that any leakage due to the simi-
larity of the signals in a certain layer can be suppressed in the next higher layer
with the employment of a more specific dictionary.

Other algorithms were developed as steps towards the multilayer CNMF
procedure shown in this section, which are presented in Appendix B with a
small explanation of their pros and cons. An algorithm for implementing the
multilayer CNMF for any number of layers is also shown in Appendix B.
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4.6 Implementation details

When the time and frequency evolution of the dictionary and coefficient matrix,
M and L, tend to be large, the implementation of (2.38) tends to be slow. This
is a consequence of the shifting operations in (2.38a) or the extra M−1 columns
and L − 1 rows that are computed and then ignored when implementing the
truncated convolution in (2.38b).

Therefore, the CNMF variants in this chapter are programmed to factorize

V ∈ RK×N≥0 into the time evolving dictionary W(m) ∈ R(K−L+1)×I
≥0 and the

frequency evolving coefficient matrix H(l) ∈ RI×(N−M+1)
≥0 . When M,L > 1

(2.38b) is used with {Wi} ∈ R(K−L+1)×M
≥0 and {Hi} ∈ RL×(N−M+1)

≥0 , while
(2.11) is used when M = L = 1.

This modification improves considerably the computational time for large
values of M and L without affecting the validity of any of the update rules
presented so far. However, correct indexing has to be addressed on V and U or
zero-padding of W(m) and H(l) when implementing (4.15), so the matrix sizes
are consistent. Nevertheless, to facilitate readability, whenever convolutional
factors are addressed in the following, the matrix sizes are as originally proposed.
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Chapter 5

Application to speech and
audio

In this chapter, the new variants of CNMF developed in Chapter 4 are applied
to speech and audio signals to perform speech coding and speech enhancement.
Section 5.1 focuses on speech coding using multichannel β-CNMF. Speech en-
hancement is performed in Section 5.2 using the multidictionary and multilayer
β-CNMF.

The input multichannel matrix V to the algorithms is obtained by using
the STFT channel-wise and keeping only half of the magnitude spectrum as
proposed in Section 2.1.2. The coded or separated signals are reconstructed
using the original multichannel phase of V. The audio signals used for experi-
ments in Sections 5.1 and 5.2.1 are sampled at 48 kHz, while the signals used
for evaluation in Section 5.2.2 are sampled at 16 kHz. A compendium of sug-
gested parameters for reproduction purposes is presented in Appendix C. For
simplicity, only a single channel is shown in the plots. The bases and coefficient
matrices are sorted by the spectral centroids of each base.

5.1 Speech coding

As explained in Chapter 4, the β-CNMF algorithm factorizes a matrix V ∈
RK×N≥0 into a sum of I convolutions of matrices {Wi} ∈ RK×M≥0 and {Hi} ∈
RL×N≥0 such that I < min(K,N). The main questions regarding the algorithm
are how to select I, M and L in (4.7) to obtain a good approximation V ' U,
while reducing the total number of matrix elements, and how β, λw, λh, Iw and
Ih should be chosen, so that the reduction of bases in W and their activations
in H results in a perceptually good approximation.

The first experiments with β-CNMF are to determine the best β without
enforcing sparsity. So, to explore the behavior of the β-CNMF w.r.t. different β-
parameters, a speech item was factorized using I = 8 bases and no convolution.
The results are shown in Figure 5.1. It can be seen that the β-parameter defines
the importance of the elements in V, since a small value (e.g. 0.5) will focus
more on the weak components, which in speech and audio is the high-frequency
content, while a large value (e.g. 2) gives priority to strong components: the
low-frequencies. Note how the choice of β = 0 seems to give equal importance
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(a) Original signal (V)
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Figure 5.1: NMF with I = 8 bases for different values of β
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to weak and strong components. This is due to the property of the β-divergence
of being scale-variant, i.e.

dβ(v‖u) = vβdβ

(
1
∥∥∥u
v

)
. (5.1)

So, when β > 0 the strong components produce a larger divergence while the
weak ones produce a smaller; the opposite is happening when β < 0. The only
scale-invariant case is for β = 0 (IS-divergence), see [20]. Since all reconstruc-
tions are optimal w.r.t. the chosen β, the signal-to-noise ratio (SNR) cannot
be used as a measure of reconstruction quality. The reason for this is that a
higher SNR results when β = 2 since for this value the algorithm minimizes the
power of the error, as V is the magnitude spectrum of the signal. Therefore, the
decision for selecting the “best” β-parameter was done by listening each of the
reconstructions. The parameter that perceptually gave the best reconstruction
was around β = 0.5.

To estimate the true rank I of the factorization, several experiments were
carried out on a mono speech item. By trial and error the value I = 64 was
estimated for a perceptually good reconstruction. A more formal way was de-
veloped using the singular value decomposition (SVD): applying the SVD to
V, the number of orthogonal/independent components required to represent a
certain percentage of the matrix’ energy was estimated; this number was chosen
as the value of I. The first trial was set to represent 90% of the energy, leading
to I < 64 and a perceptually bad reconstruction. Therefore, the energy percent-
age was raised to 95%, leading to I = 84, which resulted in a perceptually good
reconstruction. So, now the question was whether this result is representative
of speech in general or just of this one item.

To generalize the rank estimation using the SVD, a training set of 16 mul-
tichannel speech items was used. First, the items were down-mixed into mono
signals and SVD was implemented in each of their nonnegative representations,
giving I ∈ [37, 88]. Then, these matrices were concatenated into a single big
matrix and SVD was applied to it, giving I = 85. Finally, a multichannel non-
negative representation as in (4.6) was obtained for each item and then all these
matrices were treated as independent files and concatenated to form a single big
matrix. So, when the SVD was used on this matrix, the resulting rank for 95%
of energy preservation was determined as I = 86, as shown in Figure 5.2. Note
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Figure 5.2: Estimation of I using singular value decomposition on a training set
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how the change of number of bases for I > 40 does not significantly increase
the amount of preserved energy. This can be interpreted as having those extra
bases represent the frequency details in the spectrogram which do not contribute
greatly to the total amount of energy of a signal but rather increase the fine
detail of speech.

The procedure for choosing I is summarized in Table 5.1, including some
characteristics of the training items. Note that the rank estimation seems to be
independent of the language, number of channels, and duration. It can be seen
in this table that the total number of bases for two concatenated items is not
equal to the sum of the bases required for each one independently. This suggests
that the dictionary that represents this set contains bases that are representative
of speech in general and bases that may be more focused on specific details of
each item.

Item Language Channels Duration Frames Rank

1 English 2 01:53:32 159,679 88
2 English 1 00:02:58 4,181 50
3 Chinese 1 00:03:08 4,412 41
4 Spanish 1 00:03:08 4,412 37
5 English 1 00:00:45 1,059 83
6 English 2 00:04:02 5,675 58
7 English 1 00:06:35 9,259 64
8 English 1 00:06:35 9,259 53
9 English 1 00:06:35 9,259 64
10 English 1 00:00:52 1,235 47
11 English 1 00:04:39 6,552 44
12 Spanish 1 00:04:39 6,552 48
13 Chinese 1 00:04:39 6,552 52
14 English 1 00:04:57 6,966 80
15 English 1 00:04:57 6,966 87
16 English 2 00:00:14 330 50

Mono mix (16 items) 02:52:19 242,348 85

Multichannel mix (19 items) 04:50:08 408,032 86

Table 5.1: Rank estimation from training set to preserve 95% of energy

For the selection of M , the time-evolution size of the dictionary, several
experiments were conducted on a mono item. When M was increased while
the other parameters were fixed, the approximation improved slightly while
the computational load increased significantly, being consistent with the results
shown in [23], as mentioned in Section 2.2.5. Therefore, M = 1 was fixed in
all of the following experiments such that in the rest of this document the term
CNMF implies only convolution in frequency.

When applying CNMF, the rank of the factorization depends on the number
of bases I and the frequency-evolution size L of the coefficient matrix. If these
parameters are chosen such that their multiplication is equal to the number of
rows in V, i.e. IL = K, the resulting factors will be

wki = δ(k − Li), hin(l) = vknδ(k − Li− l), (5.2)
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for i = 0, . . . , I − 1. So, in this case perfect reconstruction is achieved. There-
fore, for a low-rank factorization that exploits the frequency behavior of V, the
number of bases and frequency-evolution size of the coefficient matrix should be
chosen as IL < K. For speech signals, a good assumption is to choose L such
that it covers a frequency range of at least one pitch.

An example of CNMF applied to speech is shown in Figure 5.3. There it can
be seen that the reconstruction error due to the low-rank factorization is present
as a blurring effect over the frequency axis. This blurring can be compared to
a decrease in frequency resolution as if the STFT was applied by sampling the
frequency axis on IL bins instead of K. Note that the energy of the first three
bases is concentrated around a certain frequency while for the last one it is
spread through all frequencies. Analogously, the first three coefficient matrices
look very similar while no clear structure can be seen in the last one. The first
three bases suggest that the signal has a similar structure in different frequency
ranges, which is expected from a tonal signal such as speech. The last basis
represents the components in the signal that are spread in the whole frequency
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Figure 5.3: CNMF with I = 4 , L = 64 and K = 2048
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range, which for speech are the fricative sounds. This can be seen more clearly
in Figure 5.4 where each one of the I components that form the approximation
matrix U has been reconstructed independently.
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Figure 5.4: Reconstruction of CNMF components

5.2 Speech enhancement

Speech enhancement can be thought of as a separation of a composite audio
signal into a speech and a non-speech components. Therefore, source separation
is pursued in this section by using the multidictionary β-CNMF developed in
Section 4.4. As this CNMF variant was developed as a solution to the limitations
in [36], a similar approach is followed here. In [36] the non-speech component
was produced by wind, so a dictionary was trained using wind noise. However,
in a general setting there are no constraints on what this component represents.
So, in this thesis a speech dictionary is trained instead of a noise dictionary using
the multichannel β-CNMF on clean speech. Note that, while in this thesis only
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one generic speech dictionary is trained on the whole training set as described in
Section 5.1, in the literature this is commonly done by concatenating dictionaries
trained independently on each item in the training set, see e.g. [21].

5.2.1 Experiments

The first experiments on speech enhancement were carried out on a multichannel
audio signal. The composite signal was produced by adding music and effects
to a speech signal. Two dictionaries were trained on the speech signal. The
first dictionary was trained using the “best” parameters explored in Section
5.1: β = 0.5, I = 86 and a non-convolutional model, i.e. L = 1. The second
dictionary was trained using the same β-parameter and a convolutional model
with I = 4 and L = 32. Then, speech enhancement was performed on the
audio signal by using the multidictionary β-CNMF with a fixed speech dictio-
nary and an adaptive noise dictionary. The result of this procedure is shown in

(a) Input signal

0 5 10 15

2

4

6

8

10

(b) Real speech

0 5 10 15

2

4

6

8

10

(c) Enhanced speech: NMF

0 5 10 15

2

4

6

8

10

(d) Enhanced speech: CNMF

0 5 10 15

2

4

6

8

10

Figure 5.5: Speech enhancement using multidictionary β-CNMF. Speech dictio-
nary is trained on the real speech using NMF and CNMF.
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Figure 5.5 for each of the two trained dictionaries. Note that there is a greater
separation in the low-frequencies when the speech dictionary was trained using
NMF. On the contrary, the CNMF-based dictionary led to a better separa-
tion on the high-frequencies. Perceptually, the enhanced speech obtained with
the non-convolutional dictionary sounded slightly better than when using the
convolutional dictionary.

To validate these results in a general setting, the speech dictionaries were
retrained using the set of items listed in Table 5.1. First, the multichannel
representations of the items were concatenated channel-wise, obtaining a single
multichannel representation with 19 channels. Then, the multichannel β-CNMF
was applied twice on this representation using NMF and CNMF with the same
parameters as before. These dictionaries, are shown in Figure 5.6. Note how
each basis in the non-convolutional dictionary focuses on a different fundamental
frequency. The first bases even show a harmonic structure, consistent with how
vowels are usually modeled, see [42, Chapter 2].

(a) NMF with I = 86
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(b) CNMF with I = 4, L = 32
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Figure 5.6: Trained dictionaries

Then, the experiments were repeated with these dictionaries, leading to the
results shown in Figure 5.7. Note that the enhanced speech obtained with the
NMF-based dictionary is similar to the one obtained when the dictionary was
trained on the real speech. However, this is not the case with the CNMF-based
dictionary, which led to more leakage from the noise signal to the enhanced
speech than in the previous experiment. This is explained by the fact that the
convolutional model has a greater modeling power, being capable of representing
other elements apart from those similar to the items in the training set. Per-
ceptually, the reconstruction of the enhanced speech using the NMF dictionary
sounded significantly better. Therefore, the NMF-based algorithm was preferred
over the CNMF-based when performing speech enhancement. Although, both
dictionaries were kept for further experiments.

It was also found in these experiments that, when no speech was present in
the input signal, the algorithm could explain the observation using the speech
dictionary, regardless of the training set. This was the case for the last seconds
of the audio signal in these experiments, see Figure 5.5b.

Using the NMF-based dictionary, speech enhancement was performed on a
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(a) Enhanced speech: NMF
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Figure 5.7: Speech enhancement using multidictionary β-CNMF. Speech dictio-
nary is trained on a training set using NMF and CNMF.

different set of items, from which the original components were unknown. Some
of these items are shown in Figure 5.8. The first item, consisting of a man and a
woman talking to each other, while a rock band is playing in the background, is
one of the most representative examples of the speech enhancement algorithm
developed in this thesis. The algorithm managed to suppress significantly the
music while keeping the conversation intact and some leakage from the singer
(also speech) and a guitar solo. This can be explained due to the similarity of
the guitar sound with speech, both being tonal and even harmonic, and that
no pitch evolution is modeled through the non-convolutional NMF. The second
item consists of a conversation between a man and a woman in a restaurant
with piano music softly playing in the background and some cutlery noise. In
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Figure 5.8a: Some speech enhancement examples
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(c) Example 2: Input signal
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Figure 5.8b: Some speech enhancement examples

this item, the separation seemed to be less noticeable than in the previous item,
having some leakage from the cutlery noise (around time 7.5 s). The third item
is a monologue of a woman with musical background, consisting of trumpets,
percussion instruments and choral voices. The separation in this case seems to
be less prominent than in the previous cases, specially due to leakage from the
trumpets and choral voices when sounding at the same time (first seconds).

To reduce the leakage in the second and the third items, a post-processing
consisting of speech gating was applied, using voice activity detection (VAD) in
a similar way as in [21]. In [21], the VAD is based on the NMF coefficients, while
in this thesis it is based on the power of the enhanced speech. The results of
this procedure are shown in Figure 5.9. Note that the separation was improved
consistently in the segments where speech is present, although in the third item
the trumpet sound is not suppressed, since it is mixed with speech and has
enough power to pass the gating threshold.

Finally, the third item was reprocessed, but this time enforcing sparsity on
the coefficients to reduce the allowed number of simultaneously active bases in
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Figure 5.9: Speech enhancement results with speech gating

each frame. The result is shown in Figure 5.10. Now most of the trumpet
is suppressed, although the leakage still is considerably high compared to the
choral voices in the background. Note that the low-frequency content of speech
is also affected, leading to a less pleasant reconstruction due to abrupt changes
over time. Furthermore, if speech gating is applied, it can be seen that almost
all the trumpet-choral voices mixture is rejected, due to its now lower power.

(a) Speech enhancement

0 5 10

0.5

1

1.5

2

2.5

(b) Speech enhancement with gating
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Figure 5.10: Sparse speech enhancement results for example 3

The final experiments for speech enhancement applications are performed
with the multilayer β-CNMF developed in Section 4.5. A proof of concept of
this algorithm for the two-layer case was performed on the components of the
first audio signal shown in this section. The purpose of this experiment was to
show that the speech and background dictionaries obtained in each layer are
significantly different. First, in the first layer CNMF was applied on each com-
ponent giving the results shown in Figure 5.11. Then, the coefficient matrices
obtained from the CNMF were factorized using NMF in the second layer. The
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Figure 5.11: Multilayer NMF layer 1 (CNMF of V using I = 4 and L = 32)
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(a) Speech: Dictionary of H1
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 1  3  5  7  9 11 13 15

0

5

10

15

20

25

30

Figure 5.12a: Multilayer NMF layer 2 (NMF of Hi using I = 16)
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(g) Speech: Dictionary of H4
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Figure 5.12b: Multilayer NMF layer 2 (NMF of Hi using I = 16)

dictionaries obtained from the second layer are shown in Figure 5.12. Note how
the dictionaries in the first layer have similar bases, which can produce leakage,
while in the second layer they are more distinctive.

Using the learned speech dictionaries for this item, in conjunction with the al-
ready known non-convolutional dictionary from the previous experiments, mul-
tilayer speech enhancement was performed on the audio signal obtained by mix-
ing the two components, the same signal as in Figure 5.5. The results of this
procedure are shown in Figure 5.13, comparing the single- and two-layer cases.
Note that some of the leakage was reduced in the second layer. However, the
strong leakage in the last seconds when there was not speech present was not
suppressed in a significant way. Nevertheless, the two-layer approach managed
to reduce the hiss and low-frequency buzz that was leaked in the first layer,
therefore resulting in a more pleasant reconstruction.

(a) Enhanced speech using one layer
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(b) Enhanced speech using two layers
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Figure 5.13: Multilayer speech enhancement results
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5.2.2 Evaluation

To evaluate the performance of the new variants of CNMF in the context of
speech enhancement, these variants were used to solve the two-channel mix-
tures of speech and real-world background noise (BGN) task of the SiSEC 2016
challenge [14]. The purpose of this task is to extract spatial images of speech
from an item composed of a single speaker and background noise. The perfor-
mance evaluation of the BGN task is done by comparing the estimated sources
with the true sources using the objective metrics of the blind source separation
evaluation (BSS Eval) toolbox [44] and the perceptual metrics of the perceptual
evaluation methods for audio source separation (PEASS) software [19].

As mentioned in [47], the BSS Eval toolbox and PEASS software evaluate
the performance of source separation algorithms using four metrics: overall
quality, target preservation, interference suppression and lack of artifacts. In
the BSS Eval toolbox these metrics are the signal-to-distortion ratio (SDR), the
source image-to-spatial distortion ratio (ISR), the source-to-interference ratio
(SIR) and the source-to-artifacts ratio (SAR). In the PEASS software they are
named as the overall perceptual score (OPS), the target-related perceptual score
(TPS), the interference-related perceptual score (IPS) and the artifact-related
perceptual score (APS). As these metrics require the original speech and noise
signals, only the dev dataset was used in the evaluation.

The SiSEC 2016 dev dataset contains 4 mono speech signals and 5 stereo
backgrounds recorded at 3 different locations. For speech, stereo images were
generated from the mono signals. These images were then mixed with the
backgrounds to obtain 9 stereo items. These 9 items are the inputs to the
speech enhancement algorithms for the BGN task.

Using the 4 mono speech signals and 5 stereo backgrounds, two dictionaries
were trained for speech and noise. The number of bases for each dictionary was
chosen using the SVD procedure described in Section 5.1, leading to I = 37
with β = 0.5 for speech and I = 9 with β = 0 for noise. These dictionaries are
shown in Figure 5.14. The value of β = 0 (IS divergence) for noise was chosen
with the purpose of having a scale-invariant loss function, since in a general

(a) Speech (β = 0.5)
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Figure 5.14: Dictionaries learned from the SiSEC 2016 dev dataset
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Figure 5.15a: Performance of β-NMF for various speech parameters

setting the background can be any type of sound and not just the one in the 5
background items. The CNMF variants for speech enhancement were run with
an adaptive noise dictionary initialized randomly to better represent real world
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Figure 5.15b: Performance of β-NMF for various noise parameters
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applications of these algorithms. The noise dictionary in Figure 5.14 is only
shown to exemplify that the speech signals and backgrounds have very distinct
bases.

To evaluate how the dictionary parameters affect the performance of the
speech enhancement using the multidictionary β-NMF variant, the BSS Eval
and PEASS evaluation metrics were computed for different values of β and I
in both dictionaries. The number of iterations required for convergence of the
update rules in (4.15) was also tested. The experiments were conducted by
modifying a specific parameter while the other remained fixed using the default
values: β = 0.5 and I = 37 for the speech dictionary, β = 0 and I = 9 for the
adaptive noise dictionary and 10 iterations. The results are shown in Figure
5.15 with the default parameters marked as dashed lines. Note that there is
some trade-off between the metrics for the speech dictionary parameters, as
generally the overall performance of the BSS Eval metric increases while the
one in PEASS decreases and vice versa. The results for the β-parameter are of
particular interest. In Section 5.1 it is mentioned that the choice of β defines

(a) β = 0 (IS divergence)
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(d) β = 2 (SE distance)
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Figure 5.16: Speech dictionaries for different values of β
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which frequencies are mostly represented by the dictionary. This behavior can
be seen in Figure 5.16 for different values of β. It is also mentioned in Section
5.1 that, based on an informal listening test, β = 0.5 gives perceptually the best
speech reconstructions. This is consistent with the evaluation results, as for this
value of β there is a good trade-off between the objective metrics in BSS Eval
and the perceptual metrics in PEASS. On the other hand, choosing β = 0 for
the noise dictionary seems to give good results for both metrics, although this
parameter is completely dependent on the background noise. Interestingly, it
seems that the overall performance saturates when I in the speech dictionary
is larger than the value obtained from the SVD procedure, while in the noise
dictionary it has little or no effect. This result increases the confidence of using
the SVD procedure for selecting the number of bases when training the speech
dictionary. It also suggests that the adaptive noise dictionary can be rather
small. Furthermore, the results suggest that the algorithm reaches convergence
after only 10 iterations.

To evaluate how sparsity enforcement on the speech coefficients affects the
reconstruction, similar experiments were conducted using the multidictionary
sparse β-NMF. First, the optimal number of simultaneously active bases in the
coefficient matrix Ih was obtained with λh = 0.1 and λh = 1. Then, the optimal
λh was obtained using this value of Ih. The results of this procedure are shown in
Figure 5.17 with the chosen parameters Ih = 6 and λh = 0.1 marked as dashed
lines. Note that analogously to the results for the regular β-NMF, the BSS Eval
and PEASS metrics have a trade-off. Therefore, the sparsity parameters were
chosen to obtain a good performance with both metrics.

Finally, five new speech dictionaries were learned for the 2-layer β-CNMF
procedure: one convolutional for the first layer with I = 4 and L = 32, and

(a) λh = 0.1 (b) λh = 1 (c) Ih = 6
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Figure 5.17: Performance of sparse β-NMF
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(a) Layer 1: NMF dictionary
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Figure 5.18: Speech dictionaries learned from SiSEC 2016 dev dataset in 2 layers
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four non-convolutional for the second layer with I = 16. The whole set of
dictionaries (six in total) is shown in Figure 5.18. These dictionaries were used
to evaluate the performance of the new CNMF variants and compare it to that
of the submitted algorithms to the SiSEC 2016 challenge.

According to the results report of the SiSEC 2016 challenge [27], three algo-
rithms for the BGN task were submitted by Duong, Liu and Wood. The BSS
Eval and PEASS evaluation metrics for each of these algorithms are shown in
[27]. The metrics were computed for each of the background noises conforming
the dev and test datasets. Duong’s [16] and Wood’s [47] algorithms are based on
NMF. This allows a comparison of the new CNMF variants with other existent
NMF algorithms using the BSS Eval and PEASS evaluation metrics.

The average BSS Eval and PEASS metrics per background noise in the dev
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Figure 5.19a: Performance comparison between different algorithms
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(e) BSS: Interference (SIR)
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Figure 5.19b: Performance comparison between different algorithms

dataset are shown in Figure 5.19. The regular, sparse and 2-layer β-(C)NMF
variants are labeled as NMF, SNMF and 2LNMF, respectively. The values
for the methods of Duong, Liu and Wood were taken from [27]. The metrics
shown in Figure 5.19 have been normalized w.r.t. the metrics obtained when the
mixture signal is evaluated against the real source images. Note that the metrics
for target and artifacts do not seem to provide any useful information, as the
negative values in the plots imply that the mixture signal is more similar to the
original speech signal and has less artifacts than the enhanced speech. On the
contrary, the overall and interference metrics seem to provide useful information
in the context of speech enhancement, as suggested in [16]. Moreover, algorithms
with high SDR (NMF, 2LNMF and Duong) have low OPS, while algorithms
with high OPS (SNMF and Wood) have low SDR. This suggests that there is a
trade-off between the objective metrics in BSS Eval and the perceptual metrics
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in PEASS. So, from the perspective of the BSS Eval metrics, the regular NMF
algorithm has the best overall performance in terms of SDR, closely followed
by the 2-layer CNMF and Duong’s algorithms. Even when the sparse NMF
algorithm comes fourth in the SDR metric, it has the highest SIR among all the
algorithms. On the other hand, looking at the perceptual metrics computed by
the PEASS software, Wood’s algorithm has the highest OPS followed closely
by the sparse NMF algorithm. However, in terms of IPS, Wood’s algorithm is
far superior to the sparse NMF, which still has a good performance compared
to that of the other algorithms. These results imply that, depending on the
evaluation metric, all three CNMF variants developed in this thesis can be used
for speech enhancement purposes, achieving competitive performance with other
state of the art NMF algorithms.

Apart from the BSS Eval and PEASS metrics, the new CNMF variants were
evaluated with other perceptual metrics using PEAQ [1] and PEMO-Q [24].
However, the results did not show any significant improvement compared to the
metrics computed for the mixture signal. This may be due to the fact that these
tools were designed for evaluation of speech and audio codecs in the first place,
but not speech enhancement algorithms.

In order to make a fair comparison between the NMF algorithms, apart from
the metrics in BSS Eval and PEASS, the parameters that affect their complex-
ity should also be compared. As previously mentioned, the new CNMF variants
require only 10 iterations to converge, which is a significant small value when
compared to the 100 iterations required for Wood’s algorithm [47] and a mini-
mum of 50 for Duong’s [16]. However, this parameter is only significant if the
complexity of the update rules in each algorithm is the same. If the number of
bases is considered, using the regular and sparse NMF algorithms with I = 46
(37 bases for speech and 9 for noise) has a clear advantage when compared to
Duong’s algorithm which requires I = 240 (32 bases per each of the 4 speech
training files and 16 bases per each of the 7 noise types used in [16]). In this
sense, however, it is hard to evaluate the performance of the 2-layer CNMF
since the second layer dictionary sizes are completely dependent on the fre-
quency convolution parameter L. Wood’s algorithm has a clear disadvantage
when comparing the number of bases, since I = 8192 [47]. Nevertheless, Wood’s
algorithm has the benefit of being fully unsupervised, i.e. no training is required
nor dictionaries to be stored. However, the source dictionaries in Wood’s algo-
rithm are estimated using the general cross-correlation (GCC) method, which
greatly increases the computational complexity of the algorithm, see [47] for
more details.
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Chapter 6

Conclusions and future
work

6.1 Conclusions

In this thesis, new update rules for CNMF are provided as solution to the mini-
mization problem of a loss function based on the β-divergence. It is shown that
using this loss function one can interpolate between existing CNMF algorithms
based on other common loss functions such as the squared Euclidean distance,
Kullback–Leibler and Itakura–Saito divergences. From the experimental results,
it can be concluded that the selection of the β-parameter is dependent on the
properties of the signal to be reconstructed, β = 0.5 being an appropriate choice
for good perceptual reconstruction of speech signals. The rank of the factoriza-
tion was explored, leading to the conclusion that a dictionary trained on speech
items needs a certain number of bases to describe speech in general and some
other bases to focus on specific details of the items in the training set.

In addition, a new regularizer based on the L1 and L2 norms was developed
and used as means of sparsification of the factors. It is shown that this regular-
izer achieves the purpose of reducing the number of simultaneously active bases
in the dictionary while allowing some control over the desired number of active
bases.

Two new CNMF algorithms that combine the β-divergence and the new reg-
ularizer were developed. The first one allows multichannel inputs such that the
correlation between channels is exploited to obtain a single dictionary weighted
by a multichannel coefficient matrix. The second one allows the factorization
of inputs that are composed of multiple sources into multiple dictionaries and
coefficient matrices. The experiments using these algorithms showed that they
can be used to perform speech enhancement, although some cross talk between
sources was present in the separated components. The presence of this cross
talk is explained as a consequence of the speech dictionary being able to rep-
resent elements of the background that are similar to speech, such as tonal
musical instruments that have a harmonic structure. When there is no speech
present at all, the algorithm still strives to represent something with the speech
dictionary. The results show that a better separation is achieved when using
the algorithm with a non-convolutional model, since the greater reconstruction
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power inherent in the CNMF allows the representation of elements of the back-
ground signal with the speech dictionary. Furthermore, it was concluded that
the cross talk can be reduced by applying the new regularizer with the trade-off
of introducing error in the reconstruction due to the reduction on the number of
active bases, and that an even greater separation could be achieved by means of
post-processing through the application of a speech gating based on the power
of the separated speech.

Furthermore, a new multilayer NMF algorithm was developed which ex-
ploits the structure of the coefficients obtained through speech enhancement
with CNMF. From the analysis of the dictionaries in different layers and the
experimental results, it was concluded that this algorithm allows to exploit a
more specific structure in higher layers than when a single layer is used, thus
leading to a further cleansing of the separated speech.

Finally, the regular, sparse and 2-layer (C)NMF variants were used to solve
the BGN task of the SiSEC 2016 challenge. The enhanced speech signals were
evaluated using the objective metrics computed by the BSS Eval toolbox and
the perceptual metrics computed through the PEASS software. The results
showed that the regular and 2-layer (C)NMF variants are superior to the algo-
rithms submitted to the challenge in terms of the BSS Eval metrics, while the
sparse NMF is comparable to the best technique in terms of the PEASS metrics.
Therefore, it can be concluded that the new CNMF variants developed in this
thesis yield state-of-the-art results in terms of speech enhancement purposes.

6.2 Future work

There are several interesting elements that could not be explored in this thesis
due to the limited amount of time, one of such being the representation of
the input signal. Since the CNMF with the convolution applied in frequency
was a major topic in this thesis, it is expected that better results could be
obtained when a logarithmic representation is used, such as the constant Q-
transform. Moreover, representations like the DCT and wavelet transform are
of special interest since these transformations are commonly used in state of the
art standards for speech and audio coding.

Using a speech gating as a post-processing step of speech enhancement
helped to reduce the cross talk. Therefore, better results could be achieved
by developing a speech activity detector that discriminates between speech and
background based on the properties of speech instead of the power of the en-
hanced speech alone.

In terms of speech enhancement algorithms, further extensions to the pro-
posed CNMF variants are to be developed in the future. The first improvement
of the current algorithm could be to allow for a real-time implementation, such
that the signals can be analyzed frame by frame. It is also desired to develop an
algorithm that exploits the time-evolution of the input signal, since convolution
in time does not provide a better performance when compared to the growth in
computation complexity. Finally, an interesting approach to the multichannel
NMF is to develop a spatial algorithm, such that the extracted dictionary fo-
cuses on specific directions in space, similar to how beam forming is performed
with antenna arrays.
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Appendix A

Derivation of multiplicative
updates for β-CNMF

Let V =
[
vk,n

]
∈ RK×N≥0 and U =

[
uk,n

]
∈ RK×N≥0 , such that

vk,n ' uk,n =
∑
i,l,m

wk−l,i(m)hi,n−m(l). (A.1)

Then, for any p ∈ {1, 2, . . . ,K}, q ∈ {1, 2, . . . , I} and r ∈ {0, 1, . . . ,M − 1}, the
partial derivative of the divergence w.r.t. wp,q(r) is

∂Dβ(V‖U)

∂wp,q(r)
=

1

KN

∑
k,n

d′β(vk,n‖uk,n) · ∂uk,n
∂wp,q(r)

=
1

KN

∑
k,n

(
uβ−1
k,n − vk,n u

β−2
k,n

)∑
l

δ(k − (l + p))hq,n−r(l)

=
1

KN

∑
l,n

(
uβ−1
l+p,n − vl+p,n u

β−2
l+p,n

)
hq,n−r(l). (A.2)

Considering wk =
[
wk,i

]
∈ R1×I

≥0 with wk,i =
∑
m wk,i(m) and the partial

derivative of the parameter-dependent norm-difference w.r.t. wp,q(r),

∂d(wk, Iw)

∂wp,q(r)
=

∂‖wk‖1
∂wp,q(r)

−
√
Iw

∂‖wk‖2
∂wp,q(r)

=

(
1−

√
Iw

wk,q
‖wk‖2

)
· δ(k − p), (A.3)

the partial derivative of the regularizer w.r.t. wp,q(r) is

∂R
(
WT, Iw

)
∂wp,q(r)

=
1

R(WT, Iw)

∑
k

d(wk, Iw) · ∂d(wk, Iw)

∂wp,q(r)

=
1

R(WT, Iw)

(
‖wp‖1 −

√
Iw ‖wp‖2

)(
1−

√
Iw

wp,q
‖wp‖2

)
=

1

R(WT, Iw)

(
‖wp‖1 −

√
Iw ‖wp‖2 −

√
Iw
‖wp‖1
‖wp‖2

wp,q + Iw wp,q

)
.

(A.4)
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By jointly using (A.2) and (A.4), the partial derivative of the loss function w.r.t.
wp,q(r) is obtained as

∂L(V,U)

∂wp,q(r)
=
∂Dβ(V‖U)

∂wp,q(r)
+ λw

1

K

∂R
(
WT, Iw

)
∂wp,q(r)

. (A.5)

Then, following the procedure in Section 2.2.3, i.e. splitting the gradient into
positive and negative parts and using these elements as shown in (2.24), the
update rule for W(m) in (4.4) can be obtained.

Now, let V′ = VT and U′ its approximation using 2D CNMF with the time-
evolving dictionary W′(m′) and frequency-evolving coefficient matrix H′(l′),
for m′ ∈ {0, 1, . . . ,M ′ − 1} and l′ ∈ {0, 1, . . . , L′ − 1}. By setting M ′ = L and
L′ = M , the factors in this setting are equivalent to W′(m′) = HT(l) and
H′(l′) = WT(m). Then, the update rule for H(l) is simply the transposed
version of the update rule of W(m) with V = V′ and U = U′.
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Appendix B

Approaches to multilayer
β-CNMF

Several multilayer approaches were tried out in this thesis. All of them had
as the main purpose to exploit the coefficient matrices obtained through the
CNMF algorithm to go into next higher layers.

B.1 Original approach

This approach combines the NMF source separation algorithm with an approx-
imation based on CNMF in each layer. The main problem with this approach
is that the final reconstruction is not warrantied to be part of the first source
separation stage but an approximation of it.

(a) Forward procedure

V
Vn

Vs Us =

I∑
i=1

wi ∗Hi

...

Hi

H
(n)
i

H
(s)
i...

(b) Inverse procedure

V̂s =

I∑
i=1

wi ∗ Ĥi

...

Ĥi = H
(s)
i

...

Figure B.1: Original approach to multilayer NMF with two layers.

B.2 Convolutional approach

This approach tries to overcome the problems of the original approach in B.1 by
using directly the CNMF for speech enhancement in each layer. Therefore, the
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final reconstruction is part of the original signal due to the use of the weight-
ing procedure. However, this approach leads to too much leakage due to the
convolutional speech enhancement as explained in the main body.

(a) Forward procedure

V
Un

Us =

I∑
i=1

wi ∗Hi

...

Hi

H
(n)
i

H
(s)
i...

(b) Inverse procedure

V̂s

Un

Ûs =

I∑
i=1

wi ∗ Ĥi

...

Ĥi = H
(s)
i

... V

Figure B.2: Convolutional approach to multilayer NMF with two layers

B.3 Hybrid approach

This is the approach discussed in the main body, which is a hybrid of both
previous approaches. By first applying NMF-based speech enhancement at each
layer, leakage is reduced. Performing CNMF-based speech enhancement to the
already “clean” speech leads to the input for next layer without worrying about
leakage, operating on part of the input signal and not just on an approximation.

(a) Forward procedure

V
Vn

Vs

Usn

Uss =

I∑
i=1

wi ∗Hi
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Hi

H
(n)
i

H
(s)
i...

(b) Inverse procedure

V̂s

Usn

Ûss =

I∑
i=1

wi ∗ Ĥi

...

Ĥi = H
(s)
i

... Vs

Figure B.3: Hybrid approach to multilayer NMF with two layers

This approach was implemented for any number of layers following the logic
shown in Algorithm 1.
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Algorithm 1 Multilayer NMF.

Inputs:
Data representation: V(1,1)

Number of layers: Nl
Noise parameters per layer: β

(l)
n , β

(l)
sn , I

(l)
n , I

(l)
sn

Dictionaries per layer and sublayer: W
(l,sl)
s , W

(l,sl)
ss

Output:

Source estimate: V̂
(1,1)
s

Forward procedure:

N
(1)
sl = 1 . Number of sub-layers

for l = 1→ Nl − 1 do . Layers

for sl = 1→ N
(l)
sl do . Source separation

V(l,sl) = V
(l,sl)
s + V

(l,sl)
n . W

(l,sl)
s fixed in (4.15)

end for
for sl = 1→ N

(l)
sl do . Input for next layer

V
(l,sl)
s ' U

(l,sl)
ss + U

(l,sl)
sn

U
(l,sl)
ss =

I(l)∑
i=1

w
(l,sl)
i ∗H(l,sl)

i . W
(l,sl)
ss fixed in (4.15)

j = (sl − 1)I(l)

for i = 1→ I(l) do
V(l+1,j+i) = H

(l,sl)
i

end for
end for
N

(l+1)
sl = N

(l)
sl I

(l) . Number of sub-layers in next layer
end for
for sl = 1→ N

(Nl)
sl do

V(Nl,sl) = V
(Nl,sl)
s + V

(Nl,sl)
n . Last layer

end for

Inverse procedure:

for sl = 1→ N
(Nl)
sl do

V̂
(Nl,sl)
s = V

(Nl,sl)
s . Last layer

end for
for l = Nl − 1→ 1 do

for sl = 1→ N
(l)
sl do

j = (sl − 1)I(l)

for i = 1→ I(l) do
Ĥ

(l,sl)
i = V̂

(l+1,j+i)
s

end for

Û
(l,sl)
ss =

I(l)∑
i=1

w
(l,sl)
i ∗ Ĥ(l,sl)

i . W
(l,sl)
ss in (4.7)

V̂
(l,sl)
s =

Û(l,sl)
ss

Û(l,sl)
ss + U(l,sl)

n

V
(l,sl)
s . Using (4.15c)

end for
end for
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Appendix C

Parameters

There are parameters that have not been fully explored in this thesis. There-
fore, a compendium of all parameters used to generate the results is presented.
Recommendations for selecting these parameters are given as well.

Element Parameter Used Range Observations

Window

Type KBD – See (2.6) for more details
Shape (α) 16 NE Recover original signal

using the WOLA method,
see (2.5)

Length (L) 4096 NE
Shifting (R) M/2 –

STFT
Length (F ) 4096 NE
Indices kept (K) [1, F/2] –
Exponent (γ) 1 [0, 2] See [36] for more details.

NE: Not explored

Table C.1: Parameters for data representation (Section 2.1)

For speech enhancement the speech dictionary was trained and fixed while
the noise dictionary was learned.

Element Parameter Used Range Observations

Noise

Divergence (β) 0 [0, 2] Signal dependent
Rank (I) 64 [2, 64] Small value preferred
Time evol. (M) 1 – Increases computations
Freq. evol. (L) 1 – Increases leakage

Speech

Divergence (β) 0.5 –
Rank (I) 86 [64,K] Representation dependent
Time evol. (M) 1 – Increases computations
Freq. evol. (L) 1 – Increases leakage

Table C.2: Parameters for speech enhancement using NMF (Section 5.2)

The parameters in Table C.2 were also used for the NMF-based speech en-
hancement in first layer of the multilayer CNMF. For the CNMF-based speech
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enhancement in the first layer the parameters are shown in Table C.3. Table C.4
shows the parameters used for the NMF-based enhancement of the coefficient
matrices in the second layer.

Element Parameter Used Range Observations

Noise

Divergence (β1) 0 [0, 2] Signal dependent
Rank (I1) 64 [2, 64] Small value preferred
Time evol. (M1) 1 –
Freq. evol. (L1) 1 –

Speech

Divergence (β1) 0.5 –
Rank (I1) 4 [2, 32] Ensure that I1L1 < K
Time evol. (M1) 1 –
Freq. evol. (L1) 32 [4, 64] Cover at least one pitch

Table C.3: Parameters for speech enhancement in first layer using CNMF

Element Parameter Used Range Observations

Noise

Divergence (β2) 0 [0, 2] Signal dependent
Rank (I2) 2 [2, L1] Dependent on L1

Time evol. (M2) 1 –
Freq. evol. (L2) 1 –

Speech

Divergence (β2) 0.5 [0, 2]
Rank (I2) 16 [2, L1] Dependent on L1

Time evol. (M2) 1 –
Freq. evol. (L2) 1 – Increases leakage

Table C.4: Parameters for coefficients enhancement in second layer using NMF
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